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Abstract 

This thesis explores the balance between visual quality and the performance of a 3D object 

for computer games. Additionally, it aims to help new 3D artists to create assets that are 

both visually adequate and optimized for real-time rendering. It further investigates the 

differences in the judgement of the visual quality of those that know computer graphics, 

and those not familiar with it. Many explanations of 3D art optimization are often highly 

technical and challenging for graphic artists to grasp. Additionally, they regularly neglect 

the effects of optimization to the visual quality of the assets. By testing several 3D assets to 

measure their render time while using a survey to gather their visual assessments, it was 

discovered that 3D game art is very contextual. No definite or straightforward way was 

identified to find the balance between art quality and performance universally. Neither 

when it comes to performance nor visuals. However, some interesting findings regarding 

the judgment of visual quality were observed and presented. 

 

Keywords: 3D art optimization, 3D modeling, computer games, computer graphics, game 

arts, real-time rendering. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

  



 
 

Abstrakt 

Den här uppsatsen utforskar balansen mellan visuell kvalité och prestanda i 3D modeller 

för spel. Vidare eftersträvar den att utgöra ett stöd för nya 3D-modelleingskonstnärer för att 

skapa modeller som är både visuellt adekvata och optimerade för att renderas i realtid. 

Dessutom undersöks skillnaden mellan omdömet av den visuella kvalitén mellan de som är 

bekanta med 3D datorgrafik och de som inte är det. Många förklaringar gällande 

optimering av 3D grafik är högst tekniska och utgör en utmaning för grafiker att förstå sig 

på och försummar dessutom ofta effekten av hur optimering påverkar resultatet rent 

visuallet. Genom att testa ett flertal 3D modeller, mäta tiden det tar för dem att renderas, 

samt omdömen gällande visuella intryck, drogs slutsatsen att bedömning av 3D 

modellering för spel är väldigt kontextuell. Inget definitivt och enkelt sätt att hitta balansen 

mellan visuella kvalitén upptäcktes. Varken gällande prestanda eller visuell kvalité. 

Däremot gjordes några intressanta upptäckter angående bedömningen av den visuella 

kvalitén som observerades och presenterades.  
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1. Introduction         

When making video games and other real-time computer applications, it is crucial always to 

keep rendering speed in mind. Overlooking this may cause video games to drop the frame 

rate to a point where it impairs the playability, causing player frustration and a bad experience. 

Therefore, it is an essential aspect for game developers. Rendering speed is not only a concern 

for programmers and game designers, but to CG artists as well. It is necessary to adjust the 

artwork and optimize it to help the rendering speed.  

Overall, there are many different ways to optimize CG art to improve performance, not to 

mention different workflows and different priorities. We found a lot of in-depth articles about 

3D modelling optimization and performance.  

In “Creating 3D Game Art for the iPhone with Unity iOS”, Wes McDermott (2017), with 

over 12 years of experience in the game industry as 3D artist states: 

3D art is technical, and creating 3D games is even more technical. I feel that you can’t 

realistically talk about creating 3D game content without thoroughly discussing how 

it relates to the game engine and hardware (McDermott 2017) 

In “Optimized Graphics for Handheld Real-time CG Applications”, Robin Powell (2014), he 

states: 

This statement applies to every core of 3D game assets, 3D art is not just art: it is a 

very technical subject which needs a good understanding if it is to be utilized to its 

full potential (Powell 2014) 

And what we have found is that most of those methods and tips of model optimization are 

often highly technical and challenging for graphic artists to grasp. This thesis is intended to 

address those issues as a theoretical work and builds on the premise: Is there a balance 

between performance and visual quality in 3D game assets? If there is, is there an easy way 

for artists to evaluate the appropriateness of 3D assets for games?  

In this study, we investigate the balance between performance and visual quality in 3D game 

assets from a technical point of view, including the rendering pipeline and tips on 

optimization. In addition to this, we have attempted to create a simple formula intended for 

3D artists to use in their creation process. 

We performed a subjective evaluation experiment to CG artists and audiences and gathered 

visual quality data for each. Our tests include: Polygons vs textures, Polygons in stylized 

assets and roundness in stylized and realistic assets. 

Then, we measured the computer performance of these assets in the Unity engine. After this, 

we analyzed and made a comparison between computer performance vs visual quality 

(according to CG artists and according to the audience). By finding the balance or not 

between performance and art quality, we hope to find the answer to our research question. 



2 
 

Finally, based on the research on optimization and the result of the experiment, we attempted 

to create a simple formula, by using simple statistics that artists know, to find the balance. 

Then present it in a way that is simple to understand.  The study could be of a significant 

benefit to new 3D artists, to help them learn to create and assess 3D game assets, optimized 

for real-time rendering. 
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2. 3D art assets          

A 3D model or 3D asset is a three-dimensional object in a 3D software environment. It can 

be viewed from any angle, rotated to any direction, scaled and be freely modified. In this 

thesis, we focus on 3D meshes, which is the type of 3D model that is made by 

polygons/triangles. 

Five main components, among others, build a 3D asset – faces, edges, vertices, textures, and 

shaders. 

● Faces are a closed array of edges. A triangle has only three edges, and four edges 

surround a quad. 

● Edges are the connection between two vertices. 

● Vertices are points in 3D space. They can contain a lot of information such as colour 

and texture coordinates, among others. 

● Textures are 2D images mapped to a 3D asset’s surface with a process called UV-

mapping or texture mapping. 

● Shaders are mainly instructions that are used by the computer to calculate rendering 

effects. 

There are many different types of 3D assets. However, we focus on realistic and stylized 

types. Realistic 3D assets mean that the graphics can simulate lifelikeness. In addition to that, 

they convey belonging to our world. 

With stylized 3D assets, CG artists are free to push colours, shapes and composition to make 

the asset look however they want. They are not a valid or accurate depiction of anything from 

the world.  If one were to put one of these assets into our real world, one would see that it 

does not belong, since it is not realistic. 

 

2.1 Optimization of 3D art assets         

The rendering pipeline is, among others, the process of generating a digital image using a 

virtual camera, three-dimensional objects, and light sources. 

A crude division of the pipeline could be into four major stages: application, geometry 

processing, rasterization and pixel processing according to the book Real-Time Rendering, 

4th Edition, by Thomas Akenine-Möller, Eric Haines, and Naty Hoffman (2018). 

 

- Application stage is run by the software on the CPU, delivering instructions to the 

GPU. In this stage, changes are made to the scene when needed. An example of these 

is the input from players or during animations. 

- Geometry processing deals with transforms, projections, and all other types of 

geometry manipulation. The process computes the what, how and where is to be 

drawn. (GPU) 

- Rasterization is the process in which the 3D assets are converted into a two-

dimensional image.  

- Pixel processing determines pixel colour and can execute depth testing to determine 

if pixels are visible or not. This process may also compute per-pixel operations, for 

example, blending a new colour with an old one. (GPU) 
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Optimization is the process of creating the most effective use of a situation or resource. 

Guillaume Provost in “Beautiful, Yet Friendly Part I: Stop hitting the bottleneck” defines 

some of the guidelines of performance in computers as well as different optimization factors 

shown in Table 1. 

 

Table 1. Keywords and definitions. 

Frame rate A direct result of all objects being in view at 

a given time, and so it will probably drop 

when the visual and environmental assets are 

at their highest. 

Texture density The amount of texture memory used in an 

area. 

Texture resolution The number of pixels in one of the sides of a 

square image used on 3D meshes. 

Bottleneck In this context, is what slows down a process 

or system. 

Transform bound mesh A 3D mesh with a high vertex density, 

costly transform, thus creating a bottleneck 

at the transform stage of the rendering 

process. 

Vertex count The number of vertex points within a 3D 

mesh. 

Triangle count The number of triangle divisions of the 

polygons in a 3D mesh. 

Fill bound mesh A 3D mesh with a high texture density that 

results in the raster unit taking longer than 

the vertex unit, thus creating a bottleneck at 

the fill stage in the rendering process. 

Frame rate The frequency of frames displayed in, this 

context, a video game.  

FPS or frames per second Unit to measure frame rate.  

Photogrammetry The process of recreating a real object into a 

three-dimensional digital copy from 

photographs. Thereby creating a mesh 

commonly referred to as a "photo scan". 
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When a video game is running at 30, 60, or even 120 FPS, i.e., the game’s set frame rate, the 

player will have a sense of immersion. However, when the frame rate drops below those set 

rates, especially in fast-paced games, the player is going to feel some amount of graphics lag, 

breaking immersion and causing frustration. Additionally, the rendering speed of each frame 

has to be at a pace at which the motion looks smooth. 

If a game is not optimized, it can cause bottlenecks in the rendering process that makes the 

frame rates drop to a point where it impairs the gameplay, ruins the experience, or even causes 

motion sickness. It is crucial that the 3D assets, meshes and textures, are optimized to fit the 

capabilities of the current GPUs for the intended device. An excellent way to find the 

bottleneck is using a graphics profiler, which is a tool that indicates how long each stage of 

the rendering pipeline takes to draw the frame. 

There are many ways of optimization, such as reducing the geometry in a mesh, reducing the 

texture sizes and compressing them, to name a few, that will positively affect the rendering 

speed. On the other hand, they can also reduce the visual quality of the asset. In this thesis, 

we define visual quality to be the assessed appropriateness of the general subjective 

judgement of an object's appearance (Hornak, 2002). 

Addressing these issues can be done by using techniques such as LODs (Level of Detail), 

and mipmaps, which allows one to have the highly detailed meshes and textures showing 

once they are close to the camera. When the camera view changes again, it switches down to 

lower resolutions depending on the distance from the camera. However, these take up an 

extra space on the hard drive to maintain the visual quality. And even LODs and mipmaps 

require optimization to function smoothly. 

A draw call consists of all the information needed to render a mesh, such as textures, vertex 

positions, UV coordinates, states and shaders, among others. The CPU issues the draw call, 

then delivers this information to the GPU, this can be a massive task for the CPU if it has a 

lot of other game-related calculations to do. Each different material requires a draw call, so 

when there are multiple unique objects in a video game with different materials, the number 

of draw calls increases. Sometimes we can find the bottleneck at this stage of the rendering 

process since it takes time for the CPU to translate all of the information to the GPU. If it 

does not make the draw calls fast enough, the GPU does not have the needed information to 

render the scene.  

 

2.2 Texture resolution and performance 

Mipmapping consists of having the texture map in many resolutions to display them at 

different distances.  Lower resolution maps are displayed when the camera is further away, 

while high-resolution maps are displayed when the camera is close. (Möller et al., 2018) 

 

Anisotropic filtering fixes the blur of surfaces in video games when viewed from low angles. 

However, anisotropic filtering can be heavy on performance and not always necessary. If 

there are textures in the scene that are not visible from a shallow angle, the anisotropic 

filtering on these can be disabled, or the strength can be adjusted to improve performance 

(Aversa and Dickinson, 2019). 
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Figure 1. Texture rendered with, (left), and without, (right), anisotropic filtering. The 

difference is most prominent at the parts of the texture that is further away from the camera. 

 

2.3 Mesh geometry and roundness in video game assets 

In 3D video games, all assets consist of polygons to make up the shape of the objects; this 

applies to sharp-edged objects, and round objects as well—the more sides for the polygon, 

the rounder the appearance. Thus, to achieve a rounder object, more vertices need to be 

added in the asset, thereby also increasing the computational cost. 

 

In games, to achieve a look of smoothness even if the object has very few polygons, you 

can set the edges to be smooth. When doing this, the 3D software adds shading that makes 

the faces of the mesh look smooth, you can designate them to one part or all of it. On the 

other hand, this is no help when it comes to the object’s silhouette. In some cases, if the 

geometry is too harsh and smooth shading is applied, the result can look unnatural and 

jarring. 

 

 
Figure 2. The soft shaded object has unnatural looking shadows due to the faces having too 

steep angles to seem convincingly smoothed. 
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3. Motivation and purpose         

We had a pre-study survey conducted among graphic artists to assess their knowledge of 

optimization of computer graphics. The data gathered from our pre-study from 21 responses 

suggested that approximately half of the respondents were uncertain of or did not know what 

optimization in real-time graphics is. The study further increased our initial motivation for 

our continued research. Furthermore, most of them were newer artists in the industry, given 

that 16 out of 21 had less than three years of experience. Nine of them have one or less years 

of experience. See Figure A-1, A-2 and A-3, in Appendix A. The pre-study survey shows 

that only roughly half of the participants stated that they know what a draw call is, and what 

optimization in real-time rendering is. Furthermore, half of the participants replied that they 

did not know what a graphics profiler is, and only a fifth stated that they have ever used a 

graphics profiler. 

As seen from the data of our survey, newer artists were the ones that responded that they 

were unsure, or not knowing the answers. Likely, this study could be of use for them to learn 

more about the importance and application of optimization in the creation of 3D assets for 

real-time rendering. 

Even though technology is always moving forward, with better hardware, and software trying 

to simplify and automate optimization, it is suitable for artists to know a bit about how it 

works. It allows the artist to be more mindful about how they create art, and to know more 

about how to change the settings to fit your project. Some art styles, like low polygon games, 

for example, can have a lot of detail going into high-resolution texture maps instead of 

geometry. It is beneficial to know about optimization to be able to balance the different 

aspects of what your project needs. 

Furthermore, this thesis is of considerable significance to us because 3D game artists need to 

know how to handle the optimization of their 3D assets. Including that many job ads ask for 

this kind of knowledge as a requirement. In addition to this, this study aims to help new 3D 

artists as it explains and shows them the skills game developers seek in a straightforward 

way.  
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4. Materials and methods        

Four different game assets were created, two of which were stylized, and two that intended 

to look realistic. Each asset had at least five versions. Every version had a different level of 

complexion in the geometry. These assets were then placed in a survey in which respondents 

could assess their visual quality. Furthermore, we tested the assets for their rendering time to 

measure their performance. Using these data, we then compared them to find their balance.  

4.1 Software used for the study 

To create and test the assets the following software were used. 

Table 2. Software used for the study 

Maya 3D modelling software by Autodesk 

Meshroom Open-source 3D photogrammetry software 

Unity Game Engine Version 2019.2.14f1 Real-time multi-platform development 

platform/game engine 

Marmoset Toolbag Rendering and texture baking software 

Photoshop Image editing software 

Substance Painter  Digital painting software to create textures 

for 3D objects 

 

4.2 Test materials 

This section details the four test materials used for the study. 

Display 1. Fountain: 

The fountain was a photo scan of a real object, made in Meshroom. The different mesh 

versions were modelled in Maya, using the photo scan as a base. Then the textures were 

baked onto the 4000 tris fountain from the high poly scan, in Marmoset. A colour map and a 

normal map baked at a resolution of 4094 pixels, then resized into 1028 and 512-pixel 

resolution versions in Photoshop. The three levels of meshes and three levels of texture maps 

made nine combinations, as seen in Table 3. 
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Table 3. Fountain versions 

Asset 1 Triangles – 200 Triangles – 1,000 Triangles – 4,000 

Texture 

512 pixels 

   

Texture 

1024 

pixels 
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Texture 

4098 

pixels 

   

Wireframe 
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Figure 3. Texture map size comparison 

Display 2. Stylized tree: 

The tree assets were modelled from scratch in Maya and textured in Substance Painter as a 

stylized 3D asset. The different versions consist of varying levels of complexion in the 

geometry with ranging vertex counts, as displayed in Table 4. 

Table 4. Tree versions 

Verts 150 500 1,000 3,000 5,000 

Tree 

     

Wireframe 
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Display 3. Stylized shark: 

The shark assets were modelled from scratch in Maya and textured in Substance Painter as a 

stylized 3D asset. The different versions consist of varying levels of complexion in the 

geometry affecting the models’ silhouettes and roundness. Table 5 depicts the versions of 

this asset. 

Table 5. Shark versions 

Vertices 300 850 1,300 2,000 3,500 

Shark 

     

Wireframe 

     

 

Display 4. Lamp: 

The lamp assets were modelled from scratch in Maya and textured in Substance Painter, 

aiming for a realistic appearance. The different versions consisted of varying levels of 

complexion in the geometry to also affect the roundness of the silhouette. 

Table 6. Lamp versions 

Tris 1,500 2,000 3,000 4,500 6,000 

Lamp 
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Wireframe 

     

  

 

4.3 Subjective visual evaluation test      

We rendered the assets in the Unity game engine with a neutral grey background. Every 

version of each asset in the same scene, same position, same lighting, and with the same 

settings. Then, we inserted the images into a Google Forms sheet, where they were shown to 

respondents to assess their perception of the visual quality. The goal was not to get a general 

assessment of the asset designs, but rather the differences in perception of the various 

versions. The survey can be found by following Appendix B. 

The survey intended to gather data on the visual quality of the different 3D game assets. We 

stated in the study that a desktop computer/laptop was required to partake in an attempt to 

get some sort of consistency in screen size and resolution for all testers. The survey consisted 

of the 24 renders from Unity and displayed the images to the participants. The order of the 

different versions of the assets was randomized. 

The survey used a Likert scale, a rating scale that lets responders estimate their emotional 

response. Our test used a scale of one to seven, with one being “poor visual quality” and 

seven being “excellent visual quality”. Figure 6 shows an example questionnaire of the 

survey which was applied to all the 21 images in the same manner. 
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Figure 6. Example of a question in the survey 

The survey did not mention anything about performance or any other aspects. It just asked 

for an assessment of the visual quality, and respondents were asked not to focus on the 

designs. As mentioned before, we define visual quality to be the appropriateness for the 

intended aesthetic; however, we left that open for our respondents’ interpretation for our 

research.  

4.4 Performance measurement of the test game assets     

  

The performance test gathered the rendering time of each asset in the Unity game engine. 

Figures 4 and 6 show the used conditions of the camera and lighting. 

 

 

 

 

 

  

Figure 4.  Main camera settings in the fountain scene. 
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Figure 5. The lighting of the scene 

We prepared four scenes in the Unity game engine each one for each type of asset. For 

example, scene #1 was named fountain, which had a set camera and directional lighting 

tailored to the fountain meshes. This way, swapping between the meshes resulted in the same 

screen pixel coverage for each of them. Each scene had 100 meshes that were visible to the 

camera. 

All the textures were high quality and materials were created for each asset type, and three 

different ones for the fountains. 

To calculate the render time in milliseconds, we used a script called Render Time Calculator, 

which takes the duration between on pre-render and on post-render for each frame in real-

time and calculates an average over a desired period. For our tests, we set the time to 60 

seconds and gathered ten results. We then calculated the average of these ten render times to 

get a more accurate result. 

For the fountain test, we rendered in play mode the 100 meshes of 200 triangles with 512 

pixels textures first, then the 100 meshes of the 200 triangles with 1k textures and so on, until 

going through all of them. The same process was used for every asset and scene that had been 

created. 

The test was performed twice, one in an Alienware 15 R2 laptop and the other in an Asus 

GL702VSK.We called the test with the Alienware Test 1 and the test with the Asus Test 2. 

See Appendix C for systems information.  
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5 Results and Analysis          

5.1 Average visual quality  

The survey had 88 respondents. The average score was then calculated from the 88 

assessments to give an overall value for the perception of the asset’s visual quality. 

Observing Figure 7, we can tell that respondents did not find a big difference between the 1k 

and 4k textures, not to mention that the values between the 1000 and 4000 triangle counts 

are almost the same.  

 
Figure 7. Average visual assessment of the different fountain asset versions 

In Figure 8, we see that for a stylized mesh, more vertices does not necessarily change the 

visual quality that much.  

 

 
Figure 8. Average visual assessment of the different tree asset versions 
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Considering the results from the shark and lamp object, which are round objects, we can see 

how more vertices affect the visual quality of the objects positively. See Figure 9 and 10.  

 
Figure 9. Average visual assessment of the different shark asset versions 

 

 

Figure 10. Average visual assessment of the different tree asset versions 
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5.2 Performance test         

In the graphs from the rendering time of the fountain, we observe that in Test 1 the render 

times are not constant with the triangle count, in the other hand, we can see that in Test 2 

results have more of a consistent slope. We also see that render time differs a lot between 

computers. See Figure 11.  

 Fountains 

  

Figure 11. Average render time of the fountain objects 

In the Tree charts, Figure 12, we can see that the values are very inconsistent and do not 

follow a particular pattern regarding vertex count. 

 

 Trees 

  
Figure 12. Average render time of the tree objects 
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We can see from the shark graphs, Figure 13, that the render times are very different from 

each other, not following any kind of pattern in the test 1 results. However, we can see in the 

test 2 figure that it has almost a consistent rising tangent. 

 

 

 Sharks 

  

Figure 13. Average render time of the shark objects 

 

 Lamps 

  
Figure 14. Average render time of the lamp objects 

In the charts above, we see almost opposing patterns and very different values regarding the 

render times with each triangle counts. For all of the performance tests, the graphs are very 

different compared to each other. In addition to this, the charts look almost completely 

random since they do not follow any particular pattern. 
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5.3 Art quality and performance comparison  

Comparing the graphs, we can see the average art quality data with the average render time 

in both of our cases. We understand that the rendering time differs a lot between computers 

and shows no clear trends. See Figures 15–18.  

Fountains 

 

Figure 15. Comparison of visual assessment and render time of the fountain objects 

 

Trees 

 

Figure 16. Comparison of visual assessment and render time of the tree objects 
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Sharks 

 

Figure 17. Comparison of visual assessment and render time of the shark objects 

 

Lamps 

 

Figure 18. Comparison of visual assessment and render time of the lamp objects 
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5.4 Art quality 3D artist vs audience  

When splitting the visual assessment answers up from those who state being familiar to CG, 

and those not, we can see the difference in their average visual quality assessments. Figure 

19, shows that test subjects not being familiar with CG sometimes did not see any 

improvement between the 1k and 4k textures. It also shows that at a lower resolution, artists 

were assessing lower scores than the non-artists. But they gave higher ratings to the high-

resolution assets than the non-artists. 

 

Figure 19. Comparison of visual assessment by CG and non-CG familiar test subjects for 

the lamp objects 

 

Looking at the graph below, Figure 20, we can see that test subjects with no experience in 

CG give the pieces a higher visual assessment, in addition to this, they also rate most of the 

trees the same. On the other hand, those with CG experience rate pieces lower, but see a 

difference in every piece more clearly, since their values are a bit more different.  
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Figure 20. Comparison of visual assessment by CG and non-CG familiar test subjects for 

the tree objects 

Observing the differences for the shark assessment, we can see that test subjects with no 

experience in 3D rated higher in the lowest vertex count meshes, however, after mesh 1300, 

they had a harder time spotting a difference, thus evaluating almost the same. In contrast, 

those with experience in CG saw a constant improvement, as shown in Figure 21. 

 
Figure 21. Comparison of visual assessment by CG and non-CG familiar test subjects for 

the shark objects 

 

In the lamp comparison, Figure 22, we see that both test subjects with no experience and 

experienced in CG saw a constant improvement with more triangles. In addition to this, 

those with no experience in CG rated every mesh higher. 

 

Figure 22. Comparison of visual assessment by CG and non-CG test subjects for the lamp 

objects 
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6 Discussion          

In this chapter, respondents with no CG knowledge are referred to as Non-CG, whereas 3D 

artists or respondents who are otherwise familiar with computer graphics are referred to as 

CG respondents. 

 

6.1 Optimization and performance 

Our experiments suggest that the rendering time fluctuates severely, and varies a lot from 

computer to computer, as shown in our performance tests. Other aspects need to be measured 

as well to get a good measure of a 3D assets performance, such as mipmapping and 

anisotropic filtering, among others. 

Modern laptops can render these types of meshes in the fraction of a second, and with the 

absence of a more complicated scene as well as various assets, material, code etc., the 

difference in the meshes makes an insignificant difference to the computer. Logically, we 

would think that. But in the context of a game, with many more parts than our simple Unity 

scene with a static camera, those small differences can have great importance.  

We might think that more information to be calculated would take longer to process for the 

computer. That fewer vertices and fewer pixels would always result in faster processing. But 

that is not often the case. Sometimes, for example, having a lower resolution texture can lead 

to other functions having to work harder to try to cover up for that. And we discovered that 

looking at some of our smaller resolution texture fountains performance Test 1 results, they 

took more time to render than the higher ones. Some reasons for this outcome, for example, 

could be anti-aliasing and anisotropic filtering, that could lead to an increase in render time 

compared to a much higher resolution texture. It depends on which aspect of the 3D asset 

that needs to be optimized to increase performance by the identification of the bottleneck. As 

we know, improving the textures will not help if the bottleneck is in the transform stage. 

We thought that there would be a significant difference in the rendering time by changing 

textures and polygon/vertex counts. However, these two steps constitute only the starting 

phase for the optimization of a 3D asset, and to find a highly efficient solution runs much 

deeper than what we had expected. 

 

6.2 Balance between visual quality and performance 

For every video game, there is a quota for how much processor power that is available to be 

used for the game's graphics. Additionally, every artist has different limitations on how much 

time to invest in each asset. Spending too much time on each asset will result in fewer assets 

made – thereby, less content for the game. 

If some details do not contribute to noticeable visible improvements, but contribute to making 

it more performance heavy and a more significant workload for the artist, then they might be 

considered as unnecessary. Our experiments indicate that CG respondents judge lower 

resolution meshes harsher than non-CG. In addition to this, CG respondents give higher 

scores to high-resolution meshes. These results could suggest that the general audience is not 

going to notice slight details and artefacts, such as the smoothness of a round silhouette, as 

much as CG respondents expect. 

Looking at the comparison of the perceptions of the visual quality of the shark asset, we can 

see indications that respondents who lack knowledge about 3D modelling stop noticing 
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significant improvement of the roundness of the shark, once it reaches 850 vertices. However, 

the CG test subjects see the improvements each time. If we assume that the general audience 

will not notice a significant difference between an 850 vertex mesh and a 3500 vertex mesh, 

then a developer might be able to deprioritize the complexity of the mesh, depending on the 

role of the mesh in the game. 

We can see a similar thing going on with the fountains. With the lower resolution assets, CG 

respondents give a lower score, but at higher resolution, they provide higher scores. 

Although respondents saw an improvement between the mesh with 1000 tris/1k textures and 

with 4000 tris/4k textures, it was insignificant. Therefore, an essential part of finding the 

balance between visual quality and performance is figuring out how much is needed for each 

asset to look good enough to convey what is intended. This compromise could be expressed 

as the point where the balance is deemed "acceptable", and after that, no significant visual 

improvement is going to be very noticeable. Depending on conditions, such as intended 

device, polycount budget, financial budget, you can decide what to prioritize for your game 

project, to achieve the most appropriate result concerning your vision and limitations.  

 

6.3 Mesh optimization and stylization 

Generally speaking, the experimental results suggest that the perception of visual quality 

improves with the level of detail. However, in the case of the stylized tree, it did not follow 

the same trend. We had some of the respondents express confusion regarding the tree asset. 

They asked what were indications of excellent visual quality, and did not know how it was 

“supposed” to look. Some also wondered if the tree was supposed to be realistic as previously 

shown assets. 

Looking at the results for the tree and thinking about the confusion in our respondents, we 

can agree that stylized assets tend to be more of a wild card when it comes to visual quality. 

With this in mind, stylized assets can be significantly optimized. Since stylized assets do not 

convey reality, they can look in any way, which means nothing is wrong if it fits in the context 

of a game. 

 

6.4 Possible Errors with the method 

The images in the survey were considerably smaller than the original screen-sized renders, 

which could mean that it was harder for the participants to see the differences. However, in 

a real video game where assets are in a 3D space and players can move the camera, 3D 

meshes will vary in size depending on their location on the screen concerning the camera. 

Hence, the size of the asset is entirely arbitrary and could have a different art quality 

assessment. Taking this into consideration, we kept the images in the survey consistent by 

showing all assets from the same angle and at the same size, which means that the 

respondents judged our 3D assets as 2D images and not as in-game 3D models.   

In the performance test, the render time fluctuated considerably, including the FPS. 

Computers usually have multiple processes running in the background such as Windows 

services or antivirus software, for example, which affect the speed at which it performs a task. 

With this in mind, we calculated an average render time from a time of ten minutes at around 

60–120 FPS, which means that our render time results had thousands of samples. Thereby, 

we attempted to minimize the influence of the fluctuation and got an average value.  
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Additionally, we tested the performance of the same scenes as our test scenes, but without 

the assets to investigate the severity of the fluctuation. From ten samples, the average values 

of render time from one minute had a minuscule difference of 0.01 milliseconds at its highest. 

See Table 7 in Appendix D for further details.   
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 Conclusion          

Based on the inconclusive performance results, it is difficult to draw any concise conclusion 

on the balance between performance and visual quality. Consequently, to answer our initial 

question: Is there an easy way for artists to evaluate the appropriateness of 3D assets for 

games? The answer is no.  

The render performance of an individual asset is hard to measure. Maybe a good way to 

measure optimization and render time would be in a game scene with many different assets. 

And then perhaps we could find the appropriate balance. 

However, we did get some interesting data in our visual assessment test. It suggests that CG 

respondents might be harsher on lower resolution assets when it comes to both textures and 

geometry, and appreciate higher resolution assets more than the Non-CG test subjects. The 

visual assessment gathered, could be useful knowledge for CG artists to learn more about 

what is required of an asset to look good for a general audience.  

3D game art is very contextual, and there is no clear and straightforward way to find the 

balance universally. Neither when it comes to performance nor visuals. But we hope that this 

study can help shed some light on optimization when it comes to geometry and textures, as 

well as the perceived visual quality of some assets. 
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Appendix A.  Pre-study survey to graphic artists about the knowledge of technical issues. 

Figure A-1.  Showing only 52% of respondents knew what optimization is.  

Figure A-2. 52% of respondents did not know what graphics profiling is, and only 19% of 

respondents have used it. 



 

Figure A-3. 52% of respondents did not know what graphics profiling is, and only 19% of 

respondents have used it. 

 

Appendix B.  A link to a drive folder with the project and surveys.  

https://drive.google.com/drive/folders/1VvrLvjm-txOjThchOR-

C0m_C78wWrScf?usp=sharing 

● To see the Unity project in Unity or run your own tests, copy and paste the link in a 

web browser. Then download the folder named "Unity Project". Finally open in Unity. 

● To see raw data of the survey, copy and paste the link in a web browser. Then open 

the file named "Results - Art Quality" 

● To see raw data of the performance tests, copy and paste the link in a web browser. 

Then open the folder named "Raw Data". The folder contains two folders for each 

performance test; one is called "Performance Test - Alienware 15 R2 (Test 1)" and 

the other one "Performance Test - Asus GL702VSK (Test 2)". 

● To see processed results, copy and paste the link in a web browser. Then open the 

folder named "Result Graphs" or open the files "Results - Performance" and "Results 

- Art Quality".  

● To see complete Pre-Study survey and Quality in 3D Game Assets survey, copy and 

paste the link in a web browser. The Thesis Drive contains two files for each survey; 

one is called "Pre-Study - Survey" and the other one "3D Game Assets - Survey". 

 

 

  

https://drive.google.com/drive/folders/1VvrLvjm-txOjThchOR-C0m_C78wWrScf?usp=sharing
https://drive.google.com/drive/folders/1VvrLvjm-txOjThchOR-C0m_C78wWrScf?usp=sharing


 

Appendix C.  Performance test 1 and test 2 system information. 

Test 1 

 

 

 



 

Test 2 

 

 

 

  



 

Appendix D.  The error test 

Table C-1.  Highest and lowest render time for the empty scenes and the difference 

 

The render times are all shown in milliseconds from an average of 1 minute. The lowest and 

highest render times are picked from a sample of 10 consecutive minutes of rendering. The 

difference is then calculated from that. To show roughly how much the background, lighting, 

and Unity's other processes affect the render time in our test scenes. 

 

 


