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Location-based software services require knowledge about a user's
geographic data. Sharing these data risks compromising the user's
privacy, exposes the user to targeted marketing, and enables potentially
undesired behavioural profiling. Today, there exist several privacy-
preserving proof-of-location solutions. However, these solutions often
rely on a trusted third party, which reduces users' control of their own
data, or feature novel encryption schemes that may contain yet
undiscovered security vulnerabilities. This thesis adopts a generic
homomorphic encryption scheme and presents a way of generating
location proofs without a user having to reveal their location.
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Populärvetenskaplig sammanfattning

I en allt mer digitaliserad värld konsumerar människor en massa olika digitala produkter.
Dessa produkter underlättar m̊anga av v̊ara dagliga interaktioner. Till exempel är det
nu enkelt att navigera i en stad via en app p̊a mobilen, att smidigt överföra pengar till
v̊ara vänner, och att identifiera oss i interaktion med myndigheter.

Denna flora av digitala produkter bygger i sin tur p̊a olika typer av tjänster. En vanligt
nyttjad tjänst är en s̊a kallad geografisk lokaliseringstjänst genom vilken en app eller
mjukvara kan ta del av en användares geografiska position. Denna position kan sedan
användas för att till exempel informera om händelser i användarens fysiska närhet.

För att ta del av fördelarna ovan har det traditionellt inneburit att en användare m̊aste
dela med sig av information om sin position till utomst̊aende. Att dela positionsdata
riskerar röja känsliga personuppgifter, utsätta användaren för riktad marknadsföring
samt möjliggöra potentiellt oönskad sp̊arning. Det vore därför önskvärt att kunna erb-
juda lokaliseringstjänster samtidigt som man värnar om användarens lagstadgade rätt
gällande persondata. Denna kombination är dock utmanande och existerande lösningar
tvingar ofta en användare att dela med sig av sin data till en betrodd tredje part och/eller
att anamma relativt nya och ännu ej gediget testade tekniker.

I denna uppsats presenteras ett sätt att generera s̊a kallad proof-of-location—en grund-
läggande best̊andsdel i m̊anga lokaliseringstjänster—utan att en användare m̊aste dela
med sig av sin data till n̊agon. Dessa bevis genereras helt och h̊allet med hjälp av väl
utvecklad teknik. Arbetet bidrar s̊aledes till en värld där användaren har kontroll över
sin egen data och kan konsumera digitala produkter utan att behöva dela med sig av
privat information.
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Notations in homomorphic encryption

q Coefficient modulus. Modulus in the ciphertext space.

t Plaintext modulus. Modulus in the plaintext space.

n Degree of the polynomial modulus. Power of 2. Defines the ring R through the
cyclotomic polynomial xn + 1.

d·e Rounding up to the nearest integer.

b·c Rounding down to the nearest integer.

b·e Rounding to the nearest integer.

[a]q For a ∈ Z, [a]q ≡ amod q, where the remainder lies in the interval (−q/2, q/2]
using the modified division algorithm [1, p. 56]. All the subsequent modulus
follows this definition unless otherwise specified.

Z[x] Polynomials with integer coefficients.

Zq[x] Polynomials with integer coefficients modulo q.

R Polynomial ring Z[x]/xn + 1.

Rq Polynomial ring Zq[x]/xn + 1.

ct Ciphertext, presented as a tuple of arrays of coefficients for polynomials of the
secret s in Rq.

pk Public key. Encryption key in asymmetric scheme.

pt Plaintext, presented as an array of coefficients for a polynomial in Rt.

sk Secret key. Decryption key in asymmetric scheme.
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1. Introduction

Global positioning system (GPS) has become increasingly prevalent in our daily lives as
basis for many applications. One such application is location-based services, where the
content of a service is conditioned on the location of the user. The application be as
simple as to accept or to deny access to a service or to provide service recommendations
based on proximity (e.g. restaurant listings). Another common application is geofencing,
i.e. the technology of determining whether a geo-location is within a virtual boundary
called a geofence [2]. Location-based services require the user to disclose their GPS
coordinates. The service provider then performs some computation, e.g. point inclusion
algorithms, to generate a proof-of-location1.

Request to 
verify location

Location 
verified

Figure 1.1.: In a two-party location-based service, the client sends the geo-
coordinates to the server, with which the server can verify
whether the client is eligible for the service based on its location.

Since the exact location of the user is made known to the server, there are grounds for
privacy concerns (especially when such information is stored in the server database).

1Proof-of-location is herein defined as a verification of whether a set of GPS coordinates are within a
virtual boundary.
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Users generally worry about privacy when a service is based on giving up their location
for tracking [3]. This concern is not unfounded. These location data reveal a user’s
whereabouts, which can be used for inferring behaviour, targeted marketing and personal
tracking and profiling [4]. When these data are stored in the cloud, users are further
exposed to data break risks [4].

There are many proposed solutions for privacy-preserving location proofs. Some employ
location obfuscation. For instance, Bohli et al. [4] design a system where a map is divided
into tiles, which can be reordered and rotated using secret keys to obfuscate locations
and location vectors. Some use a trusted third party (e.g. an neutral entity such as an
authority or a cloud service provider) or witnesses. For instance, Gambs et al. [5] propose
a system where users can generate proofs using neighboring nodes. Similarly, Deepan
et al. [6] uses a localized network of nodes to provide location proofs. Another example
is Kirkpatrick et al. [7], who propose a system where a location authority is introduced
to issue location verification tokens, which can be given to a service provider instead of
the actual location data. Some solutions rely on protocols where the data is hidden or
encrypted. For instance, Bösch [8] proposes a three-party design incorporating secure
computation where the data is hidden from the computing party and an algorithm checks
the membership of the encrypted point of interest to the geofence. Relatedly, Guldner
et al. [9] design a protocol using homomorphic encryption where a key authority issues
keys and conducts verification. A final example is Atallah et al. [10], who describe a
theoretical solution of secure two-party computation for the point inclusion problem.
They also use homomorphic encryption and compare intermediate results in ciphertext.
For the comparison steps, they introduce additional protocols.

The above solutions may involve additional parties (which poses privacy risks) and/or
introduce novel encryption schemes (which may contain yet undiscovered security vul-
nerabilities). To this background, we aim to design and implement a proof-of-concept
with the following requirements:

1. Users have sole access to their location data. Only the user should be able
to view the location data.

2. Optional use of a trusted third party. A third party should be optional and
their involvement should not impact any privacy guarantees.

3. Using generic encryption scheme. A generic encryption scheme has a proven
track record. There are usually security guidelines for encryption parameters. Such
a scheme also has ready-made software libraries.

4. Secure from honest but curious actors. We assume that the actors are honest
in the sense that they follow the protocol, cooperate and partake in all tasks.
We assume also that the participants are curious and will try to learn something
about information they are not privy to (e.g. by reverse-engineering the shared
information).
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This thesis presents the design and the development of a solution for generating location
proofs using homomorphic encryption. Homomorphic encryption allows operations to
be performed directly on ciphertext, i.e. encrypted content, a property we use to ensure
that it is only the users who can access their location data. The presented solution makes
trusted third parties optional2 as it only requires a client and a server. The client-server
setup specifies a clear role division, one where the client encrypts and decrypts data,
and where the server performs the computation. To reduce the risk of yet undiscov-
ered security vulnerabilities, the proposed solution uses the Microsoft Simple Encrypted
Arithmetic Library (SEAL), a well-implemented software library as its encryption al-
gorithm. The computing process itself is broken down into several computational and
communications stages. This is done to cope with various limitations in homomorphic
encryption operations. Finally, a procedure of masking and having the server obtain the
final result ensures the authenticity of the proof.

The thesis is structured as follows. The next chapter introduces the theoretical back-
ground of the point inclusion algorithms and fully homomorphic encryption. Chapter 3
focuses on the design for the system and protocol. Chapter 4 describes the details of the
implementation. Chapter 5 showcases the detection result and evaluates the system. In
the final chapter, limitation and possible extensions for future applications are discussed.

2In the scenario where computation is optionally outsourced to a third party, such as a cloud provider
or compute engine, this trusted third party can assume the role of the server. The resulting location
proof is sent to the service provider.
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2. Theoretical background

The thesis relies on two distinctive fields of study: 1) the solution to the point inclusion
problem [11] and 2) homomorphic encryption.

Though a geofence can take on arbitrary geometric shapes, the existing solutions to the
point inclusion problem often focus on simple geometric shapes that are easy to perform
computation on. The point of interest (PoI) approach assumes the geofence to be a
circular region centered at the PoI. A detection algorithm checks the distance between
the geo-location and the PoI, which is the bases for several applications [2, 12, 13].
Another simple approach is to define the region as a rectangle, a simple comparison to
the min-max value can complete the geofencing task [14, p. 49]. These approaches are
easy to implement but the shortcoming is the lack of representation of the region of
interest in reality. In order to capture the complex shape of a geofence, the point-in-
polygon algorithms are chosen, as they are well known solutions to the point inclusion
problem with complex polygons.

Homomorphic encryption, a recent advancement in privacy-preserving computation, al-
lows operations to be performed directly on ciphertext, i.e. encrypted content. When
done right, the decrypted result is equal to the result obtained from computation on
unencrypted content. In other words, the user can encrypt the data, send it away to a
computing party, get it back and decrypt it to obtain the result. The underlying data
is never revealed to the computing party.

Section 2.1 introduces the common point-in-polygon algorithms and the adjustments
made for geo-application. Section 2.2 provides an overview of the relevant homomorphic
encryption scheme used in the system, namely the Brakerski/Fan-Vercauteren (BFV)
scheme.

2.1. Point-in-polygon algorithms

The 2-dimensional point inclusion problem entails the determination of whether a point
is on the interior or the exterior of a geometric shape. One of the simplest shapes is a
sphere, where only the distance d between a given point P and the centre is required to
be known. The distance d is then compared with the radius of the sphere r. If d < r,
the point is inside, otherwise, it is outside or on the boundary.
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However, the complexity of solving the point inclusion problem arises when the geometric
shape is not as simple. We denote a polygon of n edges by its vertices {V0, V1, ...Vn−1},
ordered counterclockwise by convention. The edge Ei is bound by the endpoints Vi
and Vi+1, except En−1, which is bound by Vn−1 and V0. The point is annotated as P .
Point-in-polygon algorithms are well known to be effective in solving the point inclusion
problem with complex polygons [15]. Two common methods are ray-casting and winding
numbers. The latter is based on the former in its implementation algorithm.

2.1.1. Ray casting

The ray casting algorithm, as suggested by its name, takes the analogy of a casting ray.
The intuition is as follows: from the position of the point P , a semi-infinite ray is chosen
in an arbitrary direction. Because a boundary separates the inside from the outside,
the ray either enters or exits the polygon at a crossing and each subsequent crossing
is the opposite of the previous one in terms of entering or exiting. As the ray extends
to infinity, the last crossing must be leaving the polygon. If the number of crossings is
even, the starting point of the ray, i.e. P has to be on the outside of the polygon. If
the crossing number is odd, P lies on the interior of the polygon. Since the direction
of the ray does not matter, the casting ray can be arbitrarily chosen to be horizontally
pointing to the right hand side of the reader. Fig. 2.1 shows some chosen points where
rc denotes the crossing number of ray casting.

out
rc = 2

in
rc = 3

out
rc = 4

in
rc = 1

Figure 2.1.: Points outside of polygon have even rc numbers; points inside
odd rc numbers. The casting ray is arbitrarily chosen to be in
the direction of the positive x-axis.

To human eyes, this task is simple. Draw a line from P and count the crossings. However,
in order to implement the method in a program, the concept of upward and downward
crossing needs to be introduced, which combined with the position of the intersection
can determine whether it is a valid crossing or not. Using the Cartesian coordinate
system, we define an assisting line that goes through P (illustrated in Fig. 2.2). With
this choice, the condition for an upward edge is Vi.y ≤ P.y < Vi+1.y and downward edge
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Vi+1.y ≤ P.y < Vi.y, where P.y, Vi.y and Vi+1.y denote the y-coordinates of P and the
end points. If Vi.y and Vi+1.y are both greater or less than P.y or that Vi.y is equal to
Vi+1.y, there is no crossing.

P

Vi

Vi+1

P

Vi

Vi+1

Figure 2.2.: Different edge crossings relative to an assisting line in dash. Left:
crossing upwards; right: crossing downwards.

To determine whether an upward or an downward crossing is valid, i.e. whether it crosses
the casting ray from P , we compare the x-coordinate of P and that of the intersecting
point, denoted as xintersect. If xintersect is greater than the x-coordinate of P , it is a
valid crossing and the rc number increments by 1.

Alg. 1 lists the pseudocode of the algorithm. The upward and downward crossing are
determined as shown in Fig. 2.2 by setting the assisting line as the line y = P.y, where
P.y is the y-coordinate of P . When there is a crossing, the algorithm goes on checking
whether it crosses ray casting from P . If it is, the rc number increments by 1. The
algorithm returns true if rc is odd.

Algorithm 1 Ray casting (odd rc indicates inside)

1: rc = 0
2: for each edge Ei do
3: if Ei crosses upwards OR Ei crosses downwards then
4: if P.x < xintersect of Ei at y = P.y then
5: rc ++

6: return rcmod 2 6= 0

2.1.2. Winding number

Winding number wn measures how many times a polygon winds around the point P .
Conventionally, the counterclockwise direction is defined as positive. This definition is
used throughout this section. A positive wn indicates how many times the polygon
wraps around P in a counterclockwise direction, a negative wn the number of time in
the opposite direction. Zero wn means that P is on the outside of the polygon. Suppose
we have all the angles formed by P and neighboring vertices Vi and Vi+1 (a few examples
are illustrated in Fig. 2.3).
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P

V0

V1

V2

V3

V4

V5 V6

θ0 θ1

θ2

Figure 2.3.: Angles formed by P and the edges E0, E1, E2 and E3. The
angles θ0 and θ2 are positive and θ1 negative.

The sum of the angles always adds up to a multiple of 2π. We obtain the winding
number:

wn =
1

2π

n−1∑
i=0

θi (2.1)

However, the above method is computational expensive. For each θi, we need to compute
the dot product of ⇀PVi and ⇀PVi+1, the length of the vectors and a cos−1. In practice,
the implementation of the algorithm is an extension of the ray casting method. For each
crossing, some are counted as positive, a +1 crossing and some negative −1 crossing.
The sum of all the crossings is equivalent to the wn obtained in Eq. 2.1[16, p. 176]. The
interpretation is the same: a positive wn indicates the number of times the polygon
wraps around P in the counterclockwise direction, a negative wn the number of times
clockwise. In other words, a non-zero wn number indicates that the point is inside.

Note the difference between this version of winding number and the ray casting method.
We are still counting the number of crossing but now we mark the crossing to indicate
the winding direction of the edges. As we will see later in this section, this simplifies the
computation since we no longer need to find out the coordinates of the crossing.

The positive and negative crossings are determined by the relative position of P to the
edge Ei. If P is on the left of an upward Ei, it is a positive crossing; if P is on the right
of a downward Ei, it is a negative crossing. All the other crossings are not valid. What
does it mean by P being on the left of an edge vector? Imagine we are walking along an
edge vector, in the direction of how it is defined, if P is on our left hand side, it is on
the left; it is on the right hand side, it is on the right of the edge vector.
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Fig. 2.4 shows a few possible crossings. As we can see, ~Ec and ~Ed are positive and
negative crossings respectively, while ~Ea and ~Eb are invalid. Note that this rule effectively
eliminates the edge vectors which only cross the assisting line but not the half starting
from P .

P

⇀Ea
⇀Eb

⇀Ec
⇀Ed

+1 -1

Figure 2.4.: Positive and negative crossings of the edge vectors to the assist-
ing line. If an upward crossing has P on its left hand side, it
is a positive crossing; if a downward crossing has P on its right
hand side, it is a negative crossing, otherwise the crossing is not
valid in the winding number context. ~Ea is an upward edge but
P is on its right hand side. ~Eb is a downward crossing but P
is on its left hand side. ~Ea and ~Eb are therefore invalid, while
~Ec and ~Ed fulfills the requirement to be positive and negative
respectively.

How do we determine which side P is located relatively to the edge vectors? The
implementation of the method uses the property of the cross product. In Fig. 2.5, we
consider the 2D plane passing through P , Vi and Vi+1. The directions of the unit vectors
i and j are shown in the figure. The normal vector k points out of the paper towards the
reader. When P is on the left side of the edge bound by the end points Vi and Vi+1, the

cross product ⇀PVi ×⇀PVi+1 points to the k direction. When P is the on the right, the
cross product points to the −k direction. Therefore, the magnitude part of the resulting
cross product for P on the left is positive and on the right negative.

P

Vi

⇀PVi

Vi+1

⇀PVi+1

i

j

P

Vi

⇀PVi

Vi+1

⇀PVi+1

Figure 2.5.: Position of the point relative to the edge.

Let (x, y) be the coordinates of P , (xi, yi) that of Vi and (xi+1, yi+1) that of Vi+1, by
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checking the sign of the expression in Eq. 2.2, we can determine P ’s position. Positive
indicates left and negative right.

is left = (xi − x) · (yi+1 − y)− (xi+1 − x) · (yi − y) (2.2)

Fig. 2.6 illustrate how the winding number is applied to classify the given points.

out
wn = 0

in
wn = 1

out
wn = 0

in
wn = 1

+1

+1 +1

+1 +1

+1

-1

-1

-1 -1

Figure 2.6.: Points outside of polygon have wn = 0 and points inside wn = 1.

Alg. 2 lists the pseudo code of the aforementioned implementation. For each edge, we
check whether it is an upward crossing or a downward crossing relative to the assisting
line as shown in Fig. 2.2. Then we use the sign of the expression in Eq. 2.2 to check
whether it is a positive, a negative or a invalid crossing. The algorithm returns whether
the wn is non-zero.

Algorithm 2 Winding number (non-zero wn indicates insides)

1: wn = 0
2: for each edge Ei do
3: if Ei crosses upwards then
4: if P is left of Ei then
5: wn ++

6: else if Ei crosses downwards

7: if P is right of Ei then
8: wn --

9: return wn 6= 0

2.1.3. Geo application

Global positioning system provides the receiver’s position in accordance with the geo-
graphic coordinate system. A GPS coordinate is a set of numbers (φ, λ, h), which denotes

9



the latitude, longitude and height. Latitudes measure the position north or south of the
equator; longitudes the position east or west of the prime meridian. Height is sometimes
omitted on a 2D map and the GPS coordinate comes in the pair of (φ, λ) instead. Fig-
ure 2.7 illustrates the latitude and longitude lines on a spherical model of the Earth.
The units of latitudes and longitudes are degrees or radians.

latitudes longitudes

Figure 2.7.: Latitude and longitude lines.

In order to apply the point-in-polygon algorithms in the geofencing setting, a few adjust-
ments need to be made. Because of the assumption that the area bound by geofence is
relatively small compared with the globe, it can be approximated as a flat surface. The
approximation thus treats the coordinates as Cartesian. It is also convenient to swap
the positions of the latitude and longitude because a pair of conventional 2D Cartesian
coordinate denotes the horizontal and vertical displacement while the (φ, λ) pair denotes
the “vertical” and “horizontal” displacement.

Once these adjustments are made, the implementation of the point-in-polygon algorithm
is straight forward as the GPS coordinates denote the position of a point and the geofence
is defined by a sequences GPS coordinates representing the vertices.

It is worth noting that both point-in-polygon algorithms are undefined for the points at
the boundary, that is to say that the result can be either true or false in this case. Since
the boundary is regarded as an infinitesimally thin line, it has little real-world relevance.
Therefore the cases at the boundaries are ignored.

2.2. Homomorphic Encryption

Encryption is a process of encoding data. Non-encrypted messages are called plain-
texts and encrypted messages ciphertexts. An encryption algorithm maps a message
from some plaintext space to its corresponding location in some ciphertext space. The
mapping conceals the original message from prying eyes. The mapping outcome is de-
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termined by an encryption key, a piece of information or a (set of) parameter(s). The
process of recovering a message using a key is called decryption (the decryption key
needs not be the same as the encryption key). An encryption scheme describes the
encryption/decryption components and the working mechanism.

In a symmetric encryption scheme, there is only one key—the same secret key (ran-
domly chosen according to some distribution) is used in the encryption and decryption
algorithms. Therefore any party that knows the secret key is able to decrypt a message
encrypted by the same key. On the other hand, in an asymmetric encryption scheme,
there are two keys: 1) a public key, safe to be broadcast to the public, is used for
encryption, and 2) a secret key (also known as private key), kept private, is used for de-
cryption. The key pairs are generated through a key-generation algorithm. Asymmetric
encryption is therefore also known as public-key encryption.

Key-generation algorithm

Encryption
algorithm

Decryption
algorithm

Public key Secret key

CiphertextPlaintext Plaintext

generates

Figure 2.8.: Public-key encryption scheme.

Fig. 2.8 shows the general idea of a public-key encryption. The gray boxes represent
the three essential algorithms—the key-generation, encryption and decryption. The key-
generation algorithm generates a public-secret-key pair. The public key can be used to
encrypt the message but not decrypt it. The decryption algorithm decrypts the message
with the secret key. As mentioned earlier, the public key can be given to anyone who
wishes to send a secret message to the owner of the key pair.

In a symmetric encryption, we can simply replace the public key in Fig. 2.8 with the
same secret key used for decryption. Therefore, it is obvious that the secret key must
be kept secret. Both encryption and decryption must be done using the secret key.

Homomorphic encryption uses the same building blocks on a general level. Its encryption
scheme can either be symmetric or asymmetric. What sets homomorphic encryption
apart is that its key-generation/encryption/decryption algorithms rely on homomorphic
mappings, which allows it to directly operate on ciphertexts. Even though the names
plaintext and ciphertext contain text, they are actually numbers, or rather polynomials
in the context of homomorphic encryption, which will be elaborated in Section 2.2.1 and
Section 2.2.2.
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A homomorphic mapping preserves the algebraic structures from the input domain to the
output range [17, 18]. A mapping φ : G → H between two groups is a homomorphism
if for every g and h in G, φ(g ? h) = φ(g) ? φ(h), where ? is a group function.

Suppose we have a function φ : G→ H that returns 0 when the input is even and 1 when
the input is odd, where G = Z and H = Z2 (the set of integers modulo 2, i.e. {0, 1}).
Note that all the modulo operation mentioned in the homomorphic context refers to the
modified division algorithm1. Both number groups are rings. A ring is a set of elements
which is closed under addition and multiplication [19, p. 323]. We can easily see that
φ(g1 + g2) = φ(g1) + φ(g2), and φ(g1g2) = φ(g1)φ(g2), ∀g1, g2 ∈ G. In other words,
performing addition or multiplication first and send the result to G using the map φ is
equivalent to performing the addition or multiplication directly on the images of H in
G mapped with φ [19, p. 47].

Similarly, if the mapping of messages from the plaintext space to the ciphertext space is
homomorphic, it obeys the following relation:

Enc
(
pk, f(pt1, pt2)

)
= f

(
Enc(pk, pt1),Enc(pk, pt2)

)
, (2.3)

where Enc(pk, pt) denotes the encryption. Enc(pk, pt) outputs the resulting ciphertext
from encrypting the plaintext pt using the public key pk. pt1 and pt2 are two different
plaintexts. Function f is a function pertaining to the algebra structure of the plaintext
and ciphertext spaces. Comparing with the above example with φ : G→ H, Enc(pk, pt)
is similar to φ and f is analogous to the addition and multiplication operations.

The encryption and decryption scheme discussed here in homomorphic encryption is
asymmetric. A secret key sk is used for decryption. Homomorphic encryption sup-
ports two types of operations, addition and multiplication. Subtraction and division are
regarded as inverses of addition and multiplication respectively, thus also supported.

There is a distinction between partially homomorphic encryption (PHE), somewhat ho-
momorphic encryption (SWHE) and fully homomorphic encryption (FHE). PHE refers
to the homomorphic encryption where only one type of operations are supported, either
addition or multiplication; SWHE refers to the type of homomorphic encryption where
both operations are supported but the ciphertext grows in size therefore only a cer-
tain number of operations are permitted; FHE supports both operations and unlimited
operations [20].

The two primary FHE schemes are the Brakerski-Gentry-Vaikuntanathan (BGV) and
the Brakerski/Fan-Vercauteren (BFV) [21]. As both schemes are quite similar [21], the

1Modified division algorithm states that for integers a and q, q 6= 0, there exist unique integers b and
r such that a = bq + r where −q/2 < r ≤ q/2 [1, p. 56]. With modulo using the modified division
algorithm, the remainder lies in the interval of (−q/2, q/2]. The advantage with such a definition is
to include negative remainders.
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focus will be on the latter since the FHE package implemented in this project uses the
BFV scheme.

The remaining of this section explains briefly the mechanisms of the BFV scheme. For
a complete list of notations please see Notations in HE at the beginning of the report.
Before delving into the BFV scheme, a few essential concepts are clarified below.

2.2.1. Preliminaries

The construction of an encryption scheme is based on computational problems which
are hard to solve. For example, the well-known and widely-implemented Rivest-Shamir-
Adleman (RSA) encryption scheme is based on prime factorisation. The product of two
large prime numbers is computational expensive to fatorise thus makes it difficult to
reveal the secret key. It becomes impossible if the two primes are extreme large, at
least before quantum computers were developed. The Ring learning with error (RLWE)
based encryption schemes are said to be quantum-safe [22], provided the parameters are
properly set. Some preliminary concepts essential for the RLWE-based problems are
introduced below.

Cyclotomic ring. A ring is an algebraic structure that follows certain axioms and
closure rules as discussed in the example of the mapping function φ : G→ H. The set of
integers Z forms a ring. A polynomial ring is a finite linear combination of powers of a
variable with coefficients in a ring, as in f(x) = amx

m + am−1x
m−1 + · · ·+ a1x+ a0 [19,

p. 325]. Z[x] denotes the set of polynomials with integer coefficients.

A cyclotomic ring is the polynomial ring R = Z[x]/(Φn(x)) where Φn(x) is a cyclo-
tomic polynomial, in the form xn + 1, where n is a power of 2 which defines the di-
mension of the ring and n. The operator / denotes the operation where a polynomial
modulo another polynomial2. Having Φn(x) on the denominator ensures that the or-
ders of the polynomials on the ring is less than n. Rq = Zq[x]/(Φn(x)) denotes the
set of polynomials in R whose coefficients modulo the parameter q. The coefficients
of the resulting polynomial lie on the interval (−q/2, q/2] [23]. In other words, the
members in Rq are polynomials of degree less than n and integer coefficients in the
interval (−q/2, q/2]. Suppose we have n = 3 and q = 7 and a polynomial of Z[x]:
12x6 + 23x5 + 46x4 + 103x3 + 74x2 + 64x+ 43. To find its image in Rq, first we modulo
the coefficients with q and obtain −2x6 + 2x5−3x4−2x3−3x2 + 1x+ 1. We then divide
the polynomial with x3 + 1. The remainder is 2x2 − 3x+ 1 ∈ Rq.

The cyclotomic ring is an important concept because both the plaintext and the ci-
phertext spaces are cyclotomic rings. The ciphertexts are polynomials in Rq and the
plaintext polynomials in Rt. The parameters q and t specify the intervals of the poly-
nomial coefficients.

2This operation returns the remainder of the polynomial division.
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Discrete distribution. For the BFV scheme, all variables are sampled from and com-
putations performed in the sets of polynomial rings, which requires discrete distributions.
There are three distributions that are important for the encryption scheme. 1) A uni-
form discrete distribution on R2, from where the secret key and a random element u (for
constructing ciphertexts) is sampled. 2) A uniform discrete distribution on Rq for the
construction of public keys. 3) A truncated discrete Gaussian distribution denoted χ
centered at 0 with standard deviation σ = 8/

√
2π ≈ 3.19, truncated at 10σ for samples

of errors. The constants are defined according to Fan et al. and Chen et al. [23, 24]. A
discrete Gaussian assumes the same shape as a continuous normal distribution but the
function is only defined and evaluated at the integer variables. More detail can be found
in Dwarakanath et al. [25].

Ring learning with error (RLWE) based encryption Encryption schemes are
based on problems which are hard to solve. The RLWE problem is similar to its pre-
decessor the learning with error (LWE) problem. The LWE problem [26] aims to find
a solution s ∈ Zn

q (the set of integers modulo q in n dimensions, i.e. n-dimensional
vector over Zq) to the perturbed system of linear equations As + e = b, where A is
a known matrix consisting of m vectors in Zn

q , b a known vector and e an unknown
error vector, both of the length m. The parameter m can be arbitrarily chosen for the
problem. Compared with LWE, the RLWE problem is defined on polynomial rings. For
a random element s ∈ Rq and the distribution χ, sample a ∈ Rq, e← χ. The problem is
to find a solution s, given the tuple (a,b), where b = [a ·s+e]q. The operation · denotes
the polynomial multiplication and + polynomial addition. The operator [·]q denotes
polynomial coefficient modulo q. The encryption schemes based on these two problems
are very similar to the BFV scheme, presented Section 2.2.2. Interested readers can
refer to Regev’s 2010 paper [26]. The appendix also contains a few bare-bone Python
implementations for the public-key encryption schemes of LWE and RLWE.

2.2.2. Brakerski/Fan-Vercauteren (BFV) scheme

The BFV scheme [23], according to the authors Fan and Vercauteren, is a somewhat
practically fully homomorphic encryption. The encryption scheme is an extension of
the scheme introduced in Lyubashevsky et al. [22] with minor changes of the sampling
distributions. Though some research puts both BFV and SEAL in the category of
FHE [20], the implementation is not strictly fully homomorphic due to the limitation on
the number of operations allowed on the ciphertext.

As mentioned in the beginning of this chapter, an encryption scheme describes the
essential components and the fundamental operations (see Fig. 2.8). Different encryption
schemes have very different key generation/encryption/decryption algorithms. In the
BFV scheme, all plaintexts are polynomials in Rt, ciphertexts are tuples in Rq; the
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secret key is a polynomial in R2
3 and public key a tuple in Rq. The mechanisms of the

algorithms are described below.

Encryption scheme

The BFV encryption scheme follows the same overall logic the general public-key scheme
as shown in Fig. 2.8. As the names suggest, KeyGen(params) refers to the key-generation
algorithm; Enc(pk, m) the encryption algorithm, with the input variable m in plaintext;
Dec(sk, ct) the decryption algorithm. The security level of algorithms is determined
by parameters q and n [21].

KeyGen() takes some input parameters, such as q and n and spits out the secret-public
key pair. A secret key is chosen at random from the ring R2, a set of polynomials with 0
or 1 coefficients. It is implied that the degree of the polynomial is less than the parameter
n, also known as the degree of the polynomial modulus. The public key pk is generated
according to the description below for the function KeyGen(). The operator · denotes
polynomial multiplication. Note that pk is a tuple consisting of two polynomials. By
choosing the form of the public key to be as such, it can be shown that the decrypted
message is indeed the same as the original.

KeyGen(params)->(sk, pk): sample s ∈ R2, a ∈ Rq, e← χ, return key pair

sk = s, pk =
([
− (a · s + e)

]
q
, a
)
.

The encryption algorithm is described in Enc() below. Let a message m be in the ring
Rt, where t is the parameter determining the interval of the polynomial coefficients, also
known as the plaintext modulus4. Sample a polynomial u randomly from the same ring
R2 as the secret key. Sample two error polynomials e1 and e2 from the distribution χ
defined in Section 2.2.1. Compute the ciphertext ct as shown in Enc(). The notation
pk[0] refers to the first element of pk and pk[1] the second element. The parameters
q determines the coefficient interval of the ciphertext polynomial, also known as the
polynomial modulus. Notation bq/tc denotes the largest integer that is less than q/t.
The resulting ciphertext ct is a tuple of polynomials of length 2. Both polynomials are
members of the ring Rq.

Enc(pk, m)->ct: with a message m ∈ Rt, sample u ∈ R2, e1, e2 ← χ, and return

3This differs from the RLWE problem where the secret is in Rq.
4In the actual implementation, encoding is required as an additional step to turn an integer, which

would be the message, into a polynomial of an arbitrary base. A process of decoding using the same
base decodes a polynomial into its integer counterpart. For instance the number 7 is the equivalent
to the polynomial 1 · 22 + 1 · 21 + 1 · 20 with base 2. Alternatively 7 can be represented as the array
[1, 1, 1].
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the ciphertext

ct =

([
pk[0] · u + e1 + bq/tc ·m

]
q
,
[
pk[1] · u + e2

]
q

)
Recovering the message with the secret key is described in Dec(). Operator b·e rounds
the coefficients of the polynomial the closest integer. The first element of ct is denoted
as ct[0] and the second ct[1]. The algorithm should return a plaintext mrecovered that is
equal to the original message m.

Dec(s, ct) -> mrecovered: return the plaintext

mrecovered =

[⌊
t

q
·
[
ct[0] + ct[1] · s

]
q

⌉]
t

For the decryption to be possible, it is shown in Fan et al. [23] that the following relation
holds for a bounded distribution ||χ|| < B:[

ct[0] + ct[1] · s
]
q

= bq/tc ·m + error (2.4)

where the infinity norm ‖error‖ < bq/tc/2. This has implications on the choice of
parameters but we will not get into detail here. Interested readers can refer to Fan et
al. [23].

The Appendix includes some minimal example showing the inner working of the encryp-
tion scheme. Interested readers can refer to the section regarding RLWE-encryption.

Homomorhpic operations

The two basic operations allowed on ciphertexts are addition and multiplication. Func-
tions Add() adds two ciphertexts ct1 and ct2 and returns the sum ct in ciphertext;
function Multiply() multiplies ct1 and ct2 and returns the product ct. The intuition
behind it is to regard the ciphertext, a tuple of polynomials, as coefficients of a polyno-
mial of s as shown in the left hand side of Eq. 2.4, and treat addition and multiplication
as addition and multiplication of polynomials over s.

Add(ct1, ct2) -> ct: return the sum

ct =
([
ct1[0] + ct2[0]

]
q
,
[
ct1[1] + ct2[1]

]
q

)
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Multiply(ct1, ct2) -> ct: return the product ct where

ct[0] =

[⌊
t

q
·
(
ct1[0] · ct2[0]

)⌉]
q

ct[1] =

[⌊
t

q
·
(
ct1[0] · ct2[1] + ct1[1] · ct2[0]

)⌉]
q

ct[2] =

[⌊
t

q
·
(
ct1[1] · ct2[1]

)⌉]
q

It is proved that they can be decrypted to retrieve the sum or the product of the plain-
texts [23]. Note that the multiplication returns a degree 2 ciphertext. The reason is
similar to that when multiplying two degree 1 polynomials, the product is of degree
2. The degree can be reduced to 1 by introducing a process called relinearilisation [23],
though it is not exactly necessary in the actually implementation [24], thus omitted here.
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3. System and protocol design

This section presents the proof-of-location design using homomorphic encryption. The
objective is for the server to verify the client’s location to be within a geofence without
seeing the actual GPS coordinates. The client has the sole access to its location data; the
server has the sole access to the geofence. Essentially, we want to implement the winding
number algorithm where the computation is performed on the ciphertext encrypted from
the user location. The resulting system consists of a client and a server where the client
encrypts and decrypts while the server performs the computation on the ciphertext.

There are a few assumptions regarding the system:

• The information exchanged between the participants is compliant to the protocol.
However, the actors are honest but curious. They follow protocol but would at the
same time try to gain access to the information they do not have the right to.

• The server does not attempt to pinpoint the exact location by setting up a very
small geofencing. This should itself be an unlikely case since the hits will be
rare and repeated computations will be needed, which is not possible without the
assistance from the client side.

• As mentioned in Section 2.1.3, the units of GPS coordinates are degrees or radi-
ans, which reflects the curvature of the earth surface. Though the latitudes and
longitudes are perpendicular to each other, the longitude lines are not parallel. As
we approach the poles, the lines grow increasingly closer. However, the geofence
is defined such that the area is small enough that the curvature is negligible thus
possible to approximate the coordinates as Cartesian.

The first part of the section describes the general system design and the role division
between the client and the server. It is followed by the details of the tasks and compu-
tations on each side. The privacy preserving concerns are addressed at the end.

3.1. Roles of the components

In the application of geofencing, there are two major components: client and server.
However, the application calls for a different approach from a conventional use case of
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homomorphic encryption. In a conventional use case, exemplified by Microsoft[27], the
user (client) outsources the computation to a server and the server concerns only with
the computation not the results. The workflow is straightforward (Fig. 3.1). The user
first sends the ciphertext ct1 to the computing party (the server). The computing party
performs the requested computation f on the ciphertext and sends back the resulting
ciphertext ct2. The user decrypts ct2 to obtain the result pt in plaintext.

Client Server

Enc(pk, data)

return ct1
Send ct1

f(ct1)

return ct2
Receive ct2

Dec(sk, ct2)

return pt

Figure 3.1.: Conventional use case for secured computation.

In the geofencing application, both the client and the server are in possession of some
data they are not willing to share with each other, i.e. the user generates the position
data; the server defines the geofence data. In addition, it is the server who needs to
see the final results not the client. If we follow the workflow in Fig. 3.1 to compute
the winding number and let the client decrypt the result, there is no guarantee that the
client would not simply send True to show that it is inside of the geofence regardless of
what the decrypted answer shows. We might as well just trust the claim from the client
from the outset.

Naturally, the server is the party which should obtain the final results but it has not and
should not have access to the secret key. One way is to produce an intermediate result
which the client can decrypt, based on which the server can continue the computation
in plaintext. However, the process has to make sure that by exposing the intermediate
result, neither party can reverse engineer the computation to gain knowledge of the
information they should not otherwise have access to. We can achieve this by obfuscating
the intermediate results from either side using a masking process, providing enough
information for the computation to go on but at the same time makes reverse engineering
impossible. The design is illustrated in Fig. 3.2.

Suppose we break down the computation for the winding number into a two-step com-
putation consisting namely of f1 and f2. The first part is performed on ciphertext and
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the second on plaintext. The server performs a function f1 on the encrypted data. The
resulting ciphertext ct2 is masked to produce ct3, which is sent back to the client.
The client upon receiving ct3, decrypts the data. Based on the data, the client cannot
recover information about the definition of the geofence thus not able to fabricate an
intermediate result which will guarantee a desired output on the final computation on
the server side. The client masks the plaintext pt1 to produce pt2 and sends it back to
the server. The server de-masks the pt2 and executes the function f2 to produce the
location verification.

Client Server

Enc(pk, (lon, lat))

return ct1
Send ct1

f1(ct1, geofence)

return ct2
Mask(ct2)

return ct3
Receive ct3

Dec(sk, ct3)

return pt1
Mask(pt1)

return pt2

Send pt2

DeMask(pt2)

return pt3
f2(pt3)

return True or False
Receive verification message

Figure 3.2.: Sequence diagram of computation.

We need to make sure that the masks are useful in obfuscating the shared intermediate
result and at the same time the end result is correct despite the masking procedures.
The details are discussed in the next section.
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3.2. Computational design

In homomorphic encryption, the allowed operations on ciphertexts are limited to basic
arithmetic operations. Due to this limitation, it is not possible to compare two numbers
in ciphertext. This undermines the possibility of implementing algorithms where loops
or statements are dependent on a certain comparative condition, e.g. do this if variable
x > y. In Alg. 2, the if-else statement is conditioned on the comparison of the position
of the point and those of the vertices. It cannot be executed if we were to run the code
directly on ciphertexts. This also has effect on the design choice we made in Fig. 3.2.
There are quite a few steps to go from the winding number algorithm to the client-
server setup. We first describe how to break down the winding number algorithm. It
is then extended in the two-party computation context with masking and homomorphic
encryption.

3.2.1. Vectorised computation

Algorithm 3 illustrates the vectorised computation of the winding number algorithm on
one machine. Since the computation in Alg. 2 is perfectly parallel, instead of looping
through each edge, we gather all the differentials between the point of interest P and the
vertices before determining the crossing types (e.g up or down, left or right). Compared
to Fig. 3.2, the blue block containing Step 2-4 corresponds to f1 and the blue block
including Step 5-7 corresponds to f2.

Algorithm 3 Vectorised computation of winding number algorithm

1: wn = 0, point P, vertices {Vi}
2: Compute ∆x, ∆y:

∆x = V.x− P.x, ∆y = V.y − P.y
3: Cyclically shift the arrays to the left by one element to obtain ∆xnext, ∆ynext

4: Compute the is left indicator array
is left = ∆x ·∆ynext −∆xnext ·∆y

5: Add the times when edges cross upward and p is left of edges

wn += Σ
(

(∆y <= 0) · (∆ynext > 0) · sgn(is left)
)

6: Subtract the times when edges cross downward and P is right of edges

wn += Σ
(

(∆y > 0) · (∆ynext <= 0) · sgn(is left)
)

7: return wn 6= 0

All computations with the vector notation are element-wise. Note that we could loop
through the edges as does in Alg. 2, but we would need to compute the differentials
between P and each endpoint twice. To compute all the differentials ∆xi and ∆yi where

21



∆xi = xi − P.x and ∆yi = yi − P.y all at once, we can effectively obtain the ∆xi+1

and ∆yi+1 by shifting the array to the left by one. It is also advantageous to vectorise
considering the communication overhead.

3.2.2. Two-party computation

We now add homomorphic encryption and masking in the algorithm. Alg. 4 illustrates
the routines on the client and the server. The yellow blocks are performed on the client
and the blue ones on the server.

Algorithm 4 Vectorised computation with masking (yellow: client; blue: server)

1: wn = 0, point P
2: P = Enc(pk, P )
3: Send P

4: Vertices {Vi}, flags flag1, flag2.
5: Compute ∆x, ∆y:

∆x = V.x− P.x, ∆y = V.y − P.y
6: Cyclically shift the arrays to the left by one element to obtain ∆xnext, ∆ynext

7: Compute the is left indicator array
is left = ∆x ·∆ynext −∆xnext ·∆y

8: Masking with flags
∆y = ∆y · flag1, is left = is left · flag2

9: Send ∆y and is left

10: Decrypt intermediate results:
∆y = Dec(sk,∆y), is left = Dec(sk, is left)

11: Masking with the sgn function
∆y = sgn(∆y), is left = sgn(is left)

12: Send ∆y and is left

13: De-masking with flags
∆y = ∆y · flag1, is left = is left · flag2

14: Add the times when edges cross upward and p is left of edges

wn += Σ
(

(∆y <= 0) · (∆ynext > 0) · is left
)

15: Subtract the times when edges cross downward and p is right of edges

wn += Σ
(

(∆y > 0) · (∆ynext <= 0) · is left
)

16: return wn 6= 0

The two parties only share the data they “send” to each other. The first blue block is
performed on ciphertext and the second on plaintext. As we can see the second blue
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block only requires ∆y and is left as input (we can obtain ∆ynext by shifting ∆y),
we need to send these back to the client for decryption. Masking is performed before
sending the data. Masking is performed through simple functions, obfuscating data to
protect information. On the server side, the arrays are masked by randomly chosen
whether to flip the signs or not; while on the client side, they are masked by mapping
the results to a sign function sgn.

Suppose we skip Step 8, the client would be able to work out approximately where the
geofence is located relative to the point and also fabricate a decrypted result such that
the computation in the second blue block returns a favourable answer for the client.
With Step 8, the signs of the arrays are flipped by the flags. Without knowing how the
signs are flipped, the client cannot fabricate a decrypted result guaranteeing the desired
answer. On the other hand, since the server only needs to know the signs of the elements
in the intermediate results in order to determine whether an edge is crossing up or down
and the point is to the left or right, the client can mask the data with the sign function
sgn thus preventing the server pinpoint its location.

3.3. Privacy preservation

There are two types of information been exchanged between the client and the server:
1) the client’s geo-coordinates in ciphertext and 2) the intermediate results in both
ciphertext and plaintext. For the geo-coordinates sent in ciphertext, its security is
warranted by the homomorphic encryption scheme, which we assume is safe as long as
the parameters are set to ensure a proper security level.

The intermediate results sent from the server to the client for decryption are ∆y and
is left. The array ∆y indicates the differentials in the y direction between Point P
and the vertices; the array is left reveals which side the point is relatively to the edges.
If the server was to learn the true value of the two arrays, it can work out the value of
∆x and thereafter the exact location of the client. Therefore the procedure on the client
masks the values with the sign function. With all elements mapped to {−1, 0, 1}, it is
not possible reversing the computation to find out the coordinates.

What is stopping the client from sending a made-up value of pt2 in Fig. 3.2 to fake
the result, after all whether an edge produces a positive crossing or negative crossing is
dependent solely on the value of ∆y and is left? This is prevented by the masking
on the server side using a flag, an array of the same length, the elements of which
are either −1 or 1. The two arrays are multiplied with the two different random flags
respectively before sending to the client for decryption. The true values can be recovered
by multiplying with the flags again after receiving the results back. Even if the client
was to cheat, the chance of guessing all elements in the flag array right is minute.
The masking can also be a permutation of the elements, determined by a one-time
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permutation rule to enforce the security further.

Although the source code of both sides are made transparent to both parties, the in-
formation they wish to keep from each other is still safe, as long as the homomorphic
encryption itself is safe.
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4. Protocol implementation

The system is based on Microsoft Simple Encrypted Arithmetic Library (SEAL), a C++
library of homomorphic encryption. The actors communicate and exchange information
through a Restful API using HTTP requests. The following section introduces these
two essential software dependencies of the system. The rest of the chapter discusses the
implementation details of the system.

4.1. Package dependencies

The main dependencies of the system are Microsoft SEAL [24], which handles the ho-
momorphic encryption tasks and Flask [28], a web framework written in Python. SEAL
provides functionalities of encrypting, decrypting and performing computations on ci-
phertext. Flask facilitates building a Restful API on a server-side where the client posts
and retrieves data from the server. This is further discussed in detail in the remaining
of the section.

4.1.1. Microsoft SEAL

Microsoft Simple Encrypted Arithmetic Library (SEAL) is a low-level homomorphic
encryption package written in C++. In the actual implementation, the python wrapper
SEAL-Python [29] is used. However, as the python wrapper is essentially pointing to the
C++ objects, SEAL-Python is not discussed here in detail. This section pertains mainly
to the SEAL version 3.4.5 [30], as it is the latest release at the time of writing. The
description below is structured by the C++ objects, following a sequence of initiation,
encryption, computation and decryption.

Scheme type. There are two schemes SEAL implements, (i) BFV as mentioned in Sec-
tion 2.2.2 and (ii) the Cheon-Kim-Kim-Song (CKKS) scheme [31]. The former supports
exact computations, suitable for integer operations. The latter is designed for approxi-
mate computations, thus suitable for floats and complex numbers. The choice of scheme
is set through the enumeration class scheme type, e.g scheme type::BFV and pass as
an argument for instantiating the EncryptionParameters object.

Encrytion parameters. There are three parameters to set: 1) poly modulus degree

25



corresponding to n, the polynomial modulus, 2) coeff modulus as q, the coefficient mod-
ulus and 3) plain modulus which is t, the plaintext modulus in the BFV scheme. The
parameters n and q determines the security level of the encryption. The recommended
values for n are for example 2048, 4096... With a given n, q is determined automatically
in SEAL by passing the n to the CoeffModullus::BFVDefault class. The value q is
the product of three primes, the bit length of which does not exceed the allowed length
(please refer to [32, 21] for more detail regarding recommended n and p values). The
plaintext modulus t is kept small in order to reduce the noise level produced during
multiplication, through preserving the noise budget. The parameters are then passed to
create a SEALContext object, which is essentially a wrapper for the parameters.

Key generation. The class KeyGenerator generates the PublicKey and SecretKey

with the methods public key() and secret key() respectively.

Encoder and Decoder. Because the plaintexts must be polynomials, the encoder
encodes numbers into polynomials and decoder reverses the process. For instance, the
integer 7 can be encoded as a polynomial 1 ∗ x2 + 1 ∗ x1 + 1 ∗ x0 with base x = 2.

Plaintext. The Plaintexts are polynomials in the set Rt, i.e. the degree of which is
less than n and values of the coefficients are in the range (−t/2, t/2]. To turn an integer
to Plaintext requires an IntegerEncoder() which also needs a SEALContext as input.
This step is necessary because the integer is mapped to the plaintext space, in which the
algorithm operates.

Ciphertext. The Ciphertexts are polynomials in the set Rq, i.e. the degree of which
is no larger than n and absolute values of the coefficients are in the range (−q/2, q/2].

Encryptor. The Encryptor is set by passing a SEALContext and a PublicKey as input.
Once set up, it encrypts a Plaintext object to a Ciphertext object within the space
defined by the parameters.

Evaluator. The Evaluator is constructed by passing the SEALContext. This class per-
forms the arithmetic operations including addition, multiplication, subtraction, negation
and division on both Cipherttexts and Plaintexts. Moreover, the Evaluator supports
operations between Ciphertext and Plaintext.

Decryptor. The Decryptor object undoes the effect of the Encryptor object—mapping
the Ciphertext from the ciphertext space to the plaintext space.

4.1.2. Web service RESTful API

A web service RESTful API is a web service application program interface (API) that
conforms to the representational state transfer (REST) Architectural style [33]. It defines
interactions between web components such as client and server using the Hypertext
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transfer protocol (HTTP). This means that a client can communicate with a server
using standardised HTTP methods such as GET and POST through a web-server. The
purpose of using a web service RESTful API is to have a demo where the roles of different
actors are clearly defined and they only share resources when necessary. Since the API
is relatively simple, only two HTTP methods are relevant:

GET Allows the client to request data or file
POST Allows the client to send data or file

Python Flask is a lightweight web framework written in Python, used for building web
applications. It creates a Flask application that can be run on a web server. The
@app.route(<URL>) decorator ties the function defined on the next line to an input
URL. When the URL is visited, the code in the function is executed. For example, in
the minimal working example below, when a client visits the root URL, the function
hello() is run and returns the string ”Hello World!”.

1 from flask import Flask

2 app = Flask(__name__)

3 @app.route('/')

4 def hello():

5 return "Hello World!"

6

7 if __name__ == '__main__':

8 app.run()

Python can send requests to a web server through the module requests.

4.2. System implementation

4.2.1. System actors

Fig. 4.1 is the class diagram of the class implementation. The class Participant is
defined as the base class for Client and Server to ensure the common and necessary
attributes such as the EncryptionParameters, SealContext, IntegerEncoder and Evalua-
tor are included in the inherited classes. Additionally, Client owns the public key and
the secret key and has the methods of encrypting and decrypting arrays. Server mainly
contains the information of the geofence and the methods for computation.
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Participant

parms : EncryptionParameters

context : SealContext

encoder : IntegerEncoder

evaluator : Evaluator

set parms(parms : EncryptionParameters)

save c array(arr : CiphertextArray)

load c array(arr : CiphertextArray)

Client

public key : PublicKey

secret key : SecretKey

encryptor : Encryptor

decryptor : Decryptor

enc(arr : PlaintextArray)

dec(arr : CiphertextArray)

sgn(arr : Array)

Server

fence : Array

compute intermediate(point : CiphertextArray)

detect inclusion(dy, is left : CiphertextArray)

mask(arr : Array, flag : int)

demask(arr : Array, flag : int)

Figure 4.1.: Class diagram of Client and Server. Both classes are derived
from the base class Participant where the common attributes
and methods are defined.

4.2.2. Encryption context

For brevity, the step of setting up the homomorphic encryption context (a SEALContext

object) on the client side and sharing it with the server is omitted on Fig. 3.2. Having
the same encryption context ensures that the computational results on the server are
decryptable by the client. The SEALContext contains the three necessary encryption
parameters, polynomial modulus degree, coefficient modulus and plaintext modulus.
They are chosen following the recommendation of SEAL as shown below:

poly modulus - 4096.
coeff modulus - CoeffModullus::BFVDefault(poly moduls)

plain modulus - 1 << 8

4.2.3. Geo-location and geofence

The geo-location of the user’s location is given as a GPS coordinate, (longitude, latitude),
and the geofence is given as an array of GPS coordinates of its vertices which is loaded
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from a .json file containing the information. Generating a geofence can be done on
various web tools, e.g. http://geo.jasparke.net/, as long as the .json file follows the
GeoJson format. An example is given below.

{

"name": "Ångstrom",

"path": [

[59.83917991, 17.64562619],

[59.83712068, 17.64645231],

[59.83746030, 17.64923108],

[59.83958419, 17.64856589]

]

}

Because the BFV scheme is only suitable for integers, all the coordinates are multiplied
with 1e8 and rounded to the nearest integer to preserve the resolution to the 8th decimal.
All the computations are then performed in integers.

4.2.4. Communication between client and server

The server is run as a RESTful API. The client communicates with the server through
HTTP requests using the python module requests. For each messaging activity between
the client and server in Fig. 3.2, namely the “Send” and “Receive” messages, the server
has a designated URL. Fig. 4.2 is an extension of Fig. 3.2. It includes the HTTP com-
munication between the client and server. Two types of data are being sent: Ciphertext
arrays and numpy arrays. Both are saved in a similar way as pickling where bytestream
of an object is saved into a binary string.

For the messaging, the client sends the binary string through the POST request. Upon
completion of the function (f1 in Fig. 3.2) attached to the URL on the server side, the
client receives a POST confirmation marking the readiness of ct2. The client then sends
a separate GET request for ct2. After decrypting and apply in the sign function, the
plaintext pt2 is sent back to the server. The client receives a POST confirmation once
the final computation is completed on the server side. A GET request is then sent from
the client to the server to receive the final result.

The threads are synchronous, meaning a HTTP request from the client ends when func-
tion associated to the URL is executed on the server side. It ensures that the results are
ready before the client’s GET requests.
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Client Server

Enc(pk, (lon, lat))

return ct1
POST ct1

f1(ct1, geofence)

return ct2

Mask(ct2)

return ct3
Receive POST confirmation

GET ct3

Dec(sk, ct3)

return pt1

Sgn(pt1)

return pt2
POST pt2

DeMask(pt2)

return pt3

f2(pt3)

return True or False
Receive POST confirmation

GET verification

Figure 4.2.: Sequence diagram of the client-server communication.
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5. Demonstration and experimental results

The system can be installed and tested on a single machine. The installation guide can
be found at the Github repository: https://github.com/CarmenLee111/HEgeo. The
demonstration requires a running HTTP server and the client code can be run from
different locations in the file system. The programs are executed from the terminal.

Start the server by:

$ python server-setup.py

The above command runs the server at the configured host IP address and designated
port. Once the server is up and running. Run the python request program on the client
side:

$ python client-request.py <longitude> <latitude> <URL> <Port>

The above command starts a thread sending requests to the server and outputs the
process notification. At the end, the client receives a message about whether or not the
location is within a geofence the server specifies.

Below is an example running both the client and the server on a local machine where
the default IP address is 127.0.0.1 on port 5000.

$ python server-setup.py

* Serving Flask app "server-setup" (lazy loading)

* Environment: production

* Running on http://127.0.0.1:5000/ (Press CTRL+C to quit)

When the client sends a verification request of the coordinate (59.405014, 17.949540) for
the default geofence set on the server side, it receives

$ python client-request.py 59.405014 17.949540 127.0.0.1 5000

Sending request to:

http://127.0.0.1:5000

Location verified

Meanwhile the verbose output on the server side shows:
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---- Received file "parms"

---- Save file to: files/parms

127.0.0.1 - - [19/May/2020 14:09:32] "POST /set_parms HTTP/1.1" 302 -

127.0.0.1 - - [19/May/2020 14:09:32] "GET /parameters HTTP/1.1" 200 -

---- Received file "point_size"

---- Save file to: files/point_size

---- Received file "point"

---- Save file to: files/point

127.0.0.1 - - [19/May/2020 14:09:32] "POST /coordinates HTTP/1.1" 200 -

127.0.0.1 - - [19/May/2020 14:09:32] "GET /files/is_left_size HTTP/1.1" 200 -

127.0.0.1 - - [19/May/2020 14:09:32] "GET /files/is_left HTTP/1.1" 200 -

127.0.0.1 - - [19/May/2020 14:09:32] "GET /files/dy_size HTTP/1.1" 200 -

127.0.0.1 - - [19/May/2020 14:09:32] "GET /files/dy HTTP/1.1" 200 -

---- Received file "is_left_mask"

---- Save file to: files/is_left_mask

---- Received file "dy_mask"

---- Save file to: files/dy_mask

127.0.0.1 - - [19/May/2020 14:09:33] "POST /results HTTP/1.1" 200 -

To emulated a real world usage, the package should be installed on two separate devices
running the same operating system. Both devices are required to be connected to the
Internet. Different operating systems generate binary strings in differing ways so one
would not be able to recover the object from the bytestream sent from another. This is
limited by the SEAL package that saves to and loads from binary strings or files. The
output is the same as running on a single machine except that instead of having the
default localhost and port as the URL, the server has the public IP and a designated
port for communication.

Figure 5.1.: Caption

Fig. 5.1 shows some of the locations tested. The geofence is marked in gray. The detected
points in the interior are marked in blue and exterior marked in red.
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The system is tested with the same geofence of different resolution, i.e. differing number
of vertices. Tab. 5.1 lists the lowest wall time for the trials on a MacBook Pro with
2,3 GHz 8-Core Intel Core i9 processor. Point 1 is inside and Point 2 outside of the
geofence. As expected, the wall time grows affinely with the number of vertices, i.e.
complexity O(n), where n is the number of the vertices here. The computation time
could be improved by implementing a parallelised version and execute in a SIMD (Single
Instruction, Multiple Data) manner, which SEAL supports.

Number of vertices Point 1 Point 2

49 0.62 s 0.61 s
35 0.53 s 0.52 s
29 0.49 s 0.47 s
25 0.46 s 0.46 s
13 0.38 s 0.38 s
8 0.35 s 0.35 s

Table 5.1.: Wall time for homomorphic encryption inclusion queries to the
same geofence with different number of vertices.
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6. Conclusions and discussions

This thesis presents the design and the development of a solution for generating location
proofs using homomorphic encryption. Responding to increasing privacy concerns, the
system provides an alternative to existing ways to generate location proofs. Note that the
presented solution is tailored for privacy-preserving proof-of-location. The limitations of
homomorphic encryption often call for bespoke solutions.

The system and communication protocol fulfills the four requirements proposed in the
first chapter. 1) The user has the sole ownership and control of the location data. All
computations concerning the location data are performed directly on encrypted data.
The shared information is obfuscated and location cannot be recovered even though
some intermediate results are decrypted and revealed. 2) The system relies solely on
the interaction between the client and server. No third-party or central authority is
needed to ensure the authenticity of the location proof. 3) The algorithm relies on a
generic encryption scheme (BFV homomorphic encryption) implemented by Microsoft
and the open-source community. Though homomorphic encryption is not yet a certified
encryption technology, it is gaining traction. Standards are underway and the software
security is continuously improved by the scientific and open-source communities. 4) The
system can withstand probes from compliant but curious actors. Masking ensures that
minimal information is shared and fabrication is unviable.

The proof-of-concept is not yet ready for a real life application for several reasons. Be-
cause of the approximation of geo-coordinates as Cartesian coordinates, the algorithm
would suffer from inaccuracy when the premises are too close to the poles where the
longitude lines can no longer be approximated by parallel lines. Relatedly, a malicious
actor can use a carefully designed geofence to narrow down the client’s location. Pro-
tection against malicious actors are possible but it is outside of the scope of this thesis.
As for performance, the solution shows a complexity of O(n), which is acceptable for
a proof-of-concept but can be further improved. One possible improvement way is to
implement the SEAL batching to parallelise the computation. Relatedly, latency can be
reduced by allowing asynchronous communication, while more than one client to connect
to the server at the same time and each task is given a task ID.

Finally, there are limitations to cross-platform implementation. Some of the objects
(e.g. Ciphertext) in the homomorphic encryption library have no support for the python
pickling—saving objects to bytestream. The binary strings generated on one operating
system is not possible to be parsed properly to reconstruct the objects in another.
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[8] Christoph Bösch. An efficient privacy-preserving outsourced geofencing service using
bloom filter. In IEEE Vehicular Networking Conference (VNC), 2018.

[9] Michael Guldner, Torsten Spieldenner, and Ren’e Schubotz. Nexus: Using geo-
fencing services without revealing your location. In IEEE Global Internet of Things
Summit (GIoTS), 2018.

[10] Mikhail J Atallah and Wenliang Du. Secure multi-party computational geometry.
In Workshop on Algorithms and Data Structures, 2001.

35



[11] G Naresh Kumar and Mallikarjun Bangi. An extension to winding number and
point-in-polygon algorithm. IFAC-PapersOnLine, 51, 2018.

[12] Dmitri Verechtchiagine. Method for geofencing, July 2011. US Patent 7,973,707.

[13] Charles Carter Jernigan. System and method for device-centric location detection
and geofencing, December 2015. US Patent 9,215,560.

[14] Thorsten Blecker, Carlos Jahn, and Wolfgang Kersten. Maritime Logistics in the
Global Economy: Current Trends and Approaches, volume 5. BoD–Books on De-
mand, 2011.

[15] Dan Sunday. Inclusion of a point in a polygon. http://geomalgorithms.com/

a03-_inclusion.html. Last accessed on 2020-02-20.

[16] John F Hughes, Andries Van Dam, James D Foley, Morgan McGuire, Steven K
Feiner, and David F Sklar. Computer graphics: principles and practice. Pearson
Education, 2014.

[17] Group homomorphism. https://mathworld.wolfram.com/GroupHomomorphism.

html. Last accessed on 2020-05-11.

[18] Ring homomorphism. https://mathworld.wolfram.com/RingHomomorphism.

html. Last accessed on 2020-05-11.

[19] Michael Artin. Algebra. Pearson, 2011.

[20] Abbas Acar, Hidayet Aksu, A Selcuk Uluagac, and Mauro Conti. A survey on
homomorphic encryption schemes: Theory and implementation. ACM Computing
Surveys (CSUR), 51(4), 2018.

[21] Martin Albrecht, Melissa Chase, Hao Chen, Jintai Ding, Shafi Goldwasser, Sergey
Gorbunov, Shai Halevi, Jeffrey Hoffstein, Kim Laine, Kristin Lauter, Satya Lokam,
Daniele Micciancio, Dustin Moody, Travis Morrison, Amit Sahai, and Vinod
Vaikuntanathan. Homomorphic encryption security standard. Technical report,
HomomorphicEncryption.org, Toronto, Canada, November 2018.

[22] Vadim Lyubashevsky, Chris Peikert, and Oded Regev. On ideal lattices and learning
with errors over rings. Journal of the ACM (JACM), 60(6), 2013.

[23] Junfeng Fan and Frederik Vercauteren. Somewhat practical fully homomorphic
encryption. Cryptology ePrint Archive, Report 2012/144, 2012. https://eprint.
iacr.org/2012/144.

[24] Hao Chen, Kyoohyung Han, Zhicong Huang, Amir Jalali, and Kim Laine. Simple
encrypted arithmetic library v2. 3.0. Microsoft Research TechReport, 2017.

36

http://geomalgorithms.com/a03-_inclusion.html
http://geomalgorithms.com/a03-_inclusion.html
https://mathworld.wolfram.com/GroupHomomorphism.html
https://mathworld.wolfram.com/GroupHomomorphism.html
https://mathworld.wolfram.com/RingHomomorphism.html
https://mathworld.wolfram.com/RingHomomorphism.html
https://eprint.iacr.org/2012/144
https://eprint.iacr.org/2012/144


[25] Nagarjun C Dwarakanath and Steven D Galbraith. Sampling from discrete gaus-
sians for lattice-based cryptography on a constrained device. Applicable Algebra in
Engineering, Communication and Computing, 25(3), 2014.

[26] Oded Regev. The learning with errors problem. Invited survey in CCC, 7, 2010.

[27] Microsoft SEAL overview. https://www.microsoft.com/en-us/research/

project/microsoft-seal/. Last accessed on 2020-05-30.

[28] Flask documentation. https://flask.palletsprojects.com/en/1.1.x/. Last
accessed on 2020-05-11.

[29] Seal-python. https://github.com/Huelse/SEAL-Python. Last accessed on 2020-
04-03.

[30] Microsoft SEAL (release 3.4). https://github.com/Microsoft/SEAL, October
2019. Microsoft Research, Redmond, WA.

[31] Jung Hee Cheon, Andrey Kim, Miran Kim, and Yongsoo Song. Homomorphic
encryption for arithmetic of approximate numbers. In International Conference on
the Theory and Application of Cryptology and Information Security, 2017.

[32] Largest allowed bit counts for coeff modulus. https://github.com/microsoft/

SEAL/blob/master/native/src/seal/util/hestdparms.h. Last accessed on
2020-05-04.

[33] Representational state transfer. https://en.wikipedia.org/wiki/

Representational_state_transfer. Last accessed on 2020-05-11.

[34] Learning with errors (LWE) and ring LWE. https://asecuritysite.com/

encryption/lwe_output. Last accessed on 2020-04-03.

37

https://www.microsoft.com/en-us/research/project/microsoft-seal/
https://www.microsoft.com/en-us/research/project/microsoft-seal/
https://flask.palletsprojects.com/en/1.1.x/
https://github.com/Huelse/SEAL-Python
https://github.com/Microsoft/SEAL
https://github.com/microsoft/SEAL/blob/master/native/src/seal/util/hestdparms.h
https://github.com/microsoft/SEAL/blob/master/native/src/seal/util/hestdparms.h
https://en.wikipedia.org/wiki/Representational_state_transfer
https://en.wikipedia.org/wiki/Representational_state_transfer
https://asecuritysite.com/encryption/lwe_output
https://asecuritysite.com/encryption/lwe_output


A. Ring learing with error

LWE
A bare-bone example code below demonstrate how the LWE public-key encryption
works. The scheme implemented is based on the description in [26] and is inspired
by [34].

1 class LWE(object):

2 def __init__(self):

3 self.q = None

4 self.s = None

5 self.l = None

6 self.pkA = None

7 self.pkB = None

8

9 def keygen(self, q, l, s):

10 self.q = q

11 self.l = l

12 self.s = s

13 self.pkA = np.random.randint(0,q,l)

14 e = np.random.randint(0, 4, l)

15 self.pkB = (self.pkA * self.s + e) % self.q

16 print("Generated public keys (length: %d):\n" % self.l +

17 str((self.pkA, self.pkB)))

18 return (self.pkA, self.pkB), self.s

19

20 def encrypt(self, m):

21 sample_indices = np.random.randint(0, self.l, 5)

22 Asample = self.pkA[sample_indices]

23 Bsample = self.pkB[sample_indices]

24 u = np.sum(Asample) % self.q

25 v = (np.sum(Bsample) - self.q//2 * m) % self.q

26 return (u, v)

27

28 def decrypt(self, c):

29 u, v = c

30 return 0 if (v - self.s * u) % self.q < self.q//2 else 1
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1 import numpy as np

2 message = 1

3 print("Message: -------------- " + str(message))

4 lwe = LWE()

5 pk, sk = lwe.keygen(q=79, l=20, s=300)

6 ciphertext = lwe.encrypt(message)

7 print("Encrypted message: " + str(ciphertext))

8 m_recovered = lwe.decrypt(ciphertext)

9 print("Decrypted message: ---- " + str(m_recovered))

Executing the above code produces:

Message: -------------- 1

Generated public keys (length: 20):

(array([60, 62, 39, 44, 70, 22, 45, 54, 37, 17, 20, 60, 55, 26, 42, 36, 45,

50, 20, 74]), array([69, 37, 8, 7, 67, 43, 73, 8, 40, 46, 78, 68,

71, 60, 40, 59, 72, 69, 76, 3]))

Encrypted message: (77, 78)

Decrypted message: ---- 1

RLWE
The bare-bone implementation is based on the scheme described in [23].

1 class RLWE(object):

2 def __init__(self):

3 self.q = None

4 self.n = None

5 self.t = None

6 self.sigma = None

7 self.xN_1 = None

8 self.s = None

9 self.pk = None

10

11 def keygen(self, q=2**32-1, n=1<<10, t=1<<6, sigma=3.19):

12 self.q = q

13 self.n = n

14 self.t = t

15 self.sigma = sigma

16 self.xN_1 = np.array([1] + [0] * (self.n-1) + [1])

17

18 self.s = self._sample_ring(2) # sampling s from R_2

19 e = self._sample_noise() # sample e from truncated Gaussian

20 pkA = self._sample_ring(self.q) # sampling a from R_q

21 pkb = np.polyadd(self._on_ring(np.polymul(pkA, self.s)), e) # % self.q

22 pkb = self._mod_center(pkb, self.q)
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23 self.pk = (pkb * -1, pkA)

24

25 return self.s, self.pk

26

27 def encrypt(self, m):

28 u = self._sample_ring(2) # sampling u from R_2

29 e1 = self._sample_noise()

30 e2 = self._sample_noise()

31

32 # ct0 = (pk[0] * u) + e1 + (q//t * m)

33 ct0 = self._on_ring(np.polymul(self.pk[0], u))

34 ct0 = np.polyadd(np.polyadd(ct0, e1), self.q//self.t*m) # % self.q

35 ct0 = self._mod_center(ct0, self.q)

36

37 # ct1 = (pk[1] * u) + e2

38 ct1 = self._on_ring(np.polymul(self.pk[1], u))

39 ct1 = np.polyadd(ct1, e2) # % self.q

40 ct1 = self._mod_center(ct1, self.q)

41

42 return (ct0, ct1)

43

44 def decrypt(self, m_length, ct):

45 m = self._on_ring(np.polymul(ct[1], self.s))

46 m = self._mod_center(np.polyadd(m, ct[0]), self.q)

47 m = self._mod_center(np.round(self.t/self.q * m), self.t)

48 return m.astype(int)[-m_length:]

49

50 def _on_ring(self, poly):

51 return np.polydiv(poly, self.xN_1)[1]

52

53 def _sample_ring(self, a):

54 return self._on_ring(np.random.randint(-a/2, a/2+1, size=self.n))

55

56 def _sample_noise(self):

57 # sample from truncated Gaussian

58 e = self._on_ring(np.round(np.random.normal(scale=self.sigma, size=self.n)))

59

60 return e * (np.abs(e) < 10*self.sigma)

61

62 def _mod_center(self, arr, a):

63 # produces remainder interval (-a/2, a/2] intead of [0, a)

64 arr = arr % a

65 return arr - (arr > a//2) * a
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1 import numpy as np

2 # t = 1<<6, the coefficients for Plaintext is in (-31, 32]

3 m = np.array([1, 1, -31, -1, -10, 0, 8, 0])

4 print("Message: --------------\n" + str(m))

5

6 rlwe = RLWE()

7 sk, pk = rlwe.keygen()

8 print("Secret key generated: " + str(sk))

9 print("Public key generated: " + str(pk))

10

11 ct = rlwe.encrypt(m)

12 print("Encrypted message: " + str(ct))

13

14 m_recovered = rlwe.decrypt(len(m), ct)

15 print("Decrypted message: -----\n" + str(m_recovered))

Executing the above code produces:

Message: --------------

[ 1 1 -31 -1 -10 0 8 0]

Secret key generated: [-1. -1. 1. ... -1. -1. 0.]

Public key generated: (array([-9.98064111e+08, 1.96957771e+09, -3.80356447e+08, ...,

8.45359338e+08, 4.38718577e+08, 1.04725832e+09]),

array([-1.71188924e+09, 3.05842761e+08, -1.80426273e+09, ...,

1.19069350e+09, 2.39465240e+07, 1.63606069e+08]))

Encrypted message: (array([ 6.74199181e+08, 3.43315795e+08, -1.04513926e+09, ...,

1.53756326e+08, 2.96179804e+08, -3.08697556e+08]),

array([-1.17494256e+09, 1.69894406e+09, -3.42663001e+08, ...,

-7.04473991e+08, 4.96712545e+08, -8.00310346e+08]))

Decrypted message: -----

[ 1 1 -31 -1 -10 0 8 0]
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