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Abstract

Convolutional Neural Networks on FPGA and GPU on
the Edge: A Comparison

Linus Pettersson

When asked to implement a neural network application, the decision 
concerning what hardware platform to use may not always be easily 
made. This thesis studies various relevant platforms with regards to 
performance, power efficiency and usability, with the purpose of 
providing a basis for such decisions. The hardware platforms which 
are studied were a GPU, an FPGA and a CPU. The project implements 
Convolutional Neural Networks (CNN) on the different hardware 
platforms using several tools and frameworks. The final 
implementation uses BNN-PYNQ for the implementation on the FPGA and 
CPU, which provided ready-to-run code and overlays for quantized CNNs 
and fully connected neural networks. Next, these networks are copied 
using TensorFlow, and optimized to FP32, FP16 and INT8 precision 
using TensorRT for use on the GPU. The results indicate that the FPGA 
outperforms the GPU with a factor of 100 for the CNN networks, and a 
factor of 1000 on the fully connected networks with regards to 
inference speed. For power efficiency, the FPGA again outperforms the 
GPU. The thesis concludes that for a neural network application, an 
FPGA is preferred if performance is a priority. However, the GPU 
proved to have a greater ease of use due to the many tools and 
frameworks available. If easy implementation and high design 
flexibility is a priority, a GPU is instead recommended.
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Populärvetenskaplig sammanfattning 

Machine learning (ML) har de senaste åren kraftigt ökat i popularitet, och det har fortsatt en 

stark framtida potential inom flera användningsområden. Nya teknologiska framsteg har 

skapat nya applikationsområden för ML, bland annat inom datainsamling. Att kunna använda 

sig av enkla hårdvaruplattformar, som sitter som sensorer i noder längst ut på ett nätverk, är 

ett mycket intressant område. Om dessa plattformar även kan behandla data den samlar in 

innan det skickas över nätverket behöver endast resultatet skickas, och risken för ökad 

belastning på våra nätverk kan minskas. Detta examensarbete undersöker vilka populära 

hårdvaruplattformar som är användbara för applikationsområdet som nämns ovan. Syftet är 

att kunna svara på frågan ”Vilken hårdvara använder jag när jag ombeds implementera en 

specifik machine learning-applikation?”.  

De plattformar som undersökts är en grafikprocessor (GPU), en Field Programmable Gate 

Array (FPGA) och en processor (CPU). GPU valdes då det idag är den vanligaste plattformen 

för ML-applikationer. FPGA:er, integrerade kretsar vars funktion kan programmeras om, har 

under senare tid visat sig kunnat ge en ännu bättre prestanda än GPU:er och undersöktes 

därför. Den CPU som användes fungerade främst som referens att mäta resultaten mot. Dessa 

plattformar undersöktes med avseende på prestanda, energieffektivitet, användarvänlighet 

och tillgängliga verktyg för en implementering.  

För att testa plattformarna implementerades en form av ML som kallas Convolutional Neural 

Networks (CNN). Det är en typ av neurala nätverk som lämpar sig bra till att behandla data i 

form av bilder, och som resultat klassificerar vad bilden föreställer. Neurala nätverk har flera 

interna parametrar som påverkar dess prestanda, bland annat viktning av värden och 

aktiveringsfunktioner. Dessa parametrar kan kvantiseras till önskat precision beroende på 

antal bitar som används, ända ner till binära värden. 

För att göra en likvärdig jämförelse av plattformarna skulle ett eller flera nätverk skapas och 

tränas, för att sedan konverteras till format som respektive plattform kunde använda för sina 

tester. För att skapa och träna nätverken användes ramverket TensorFlow. För användning på 

GPU:n användes verktyget TensorRT, som optimerar nätverket till den specifika GPU:n. För 

användning på FPGA:n undersöktes verktyget PYNQ, som skulle kunna konvertera 

TensorFlow-nätverk till FPGA-kompatibla designer. PYNQ kunde dock inte hantera Keras, ett 

bibliotek som TensorFlow använder kraftigt för att skapa neurala nätverk. 

Istället för den ursprungliga planen användes en färdig design till FPGA:n. Designen baserades 

på ett CNN och ett fully connected-nätverk, där båda nätverken var kvantiserade till en eller 

två bitar. De nätverk som användes i den färdiga designen på FPGA:n återskapades och 

tränades för att kunna användas på GPU:n. Optimering, med hjälp av TensorRT, gjordes mot 

32- och 16-bitars floating point och 8-bitars integer precision. Två populära dataset användes 

för implementeringen, MNIST och Cifar-10.  

Resultaten visar att tiden som behövs för att klassificera en bild är betydligt mindre på en 

FPGA än på en GPU, en skillnad på faktor 100 för CNN-nätverket och en skillnad på faktor 1000 

på fully connected-nätverket. Både FPGA:n och GPU:n är snabbare än CPU:n. Undersökning 
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av energieffektiviteten visar att FPGA:n kan behandla fler bilder per watt än GPU:n, vilket visar 

på en bättre energieffektivitet.  

Ur ett prestandaperspektiv anses därför en FPGA vara att föredra vid implementering av 

neurala nätverk. Den stora fördelen med en GPU är tillgängligheten och flexibiliteten som 

finns i form av ramverk och verktyg. Den slutgiltiga rekommendationen är därför att använda 

en GPU där en enkel implementation är att föredra och eventuellt till prototyputveckling. En 

FPGA bör användas när hög prestanda är ett krav, och kan efter prototyputveckling med 

GPU:n användas till en färdig produkt. 
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1 Introduction 
Machine learning dates to around the 1950s when the first computer program was made 

which could learn as it ran. The first artificial neural network was created in 1958, called 

Perceptron. Machine learning was further developed, mainly as an academic discipline, in the 

next couple of decades. The 1980s saw the first use of backpropagation in a network, and in 

1997 the IBM computer Deep Blue was the first computer to win against a world champion in 

chess. [1] 

From the start of the 21st century, machine learning gained popularity. This was caused by a 

need to process more and more data and cheaper hardware that could be used for ML 

purposes, such as GPUs and RAM. Neural networks, due to their nature, rely heavily on parallel 

computing to be efficient, a perfect use for a GPU with its hundreds of cores. Because of this, 

GPUs have been the standard for machine learning applications for the last couple of years, 

but recently other types of hardware have emerged. In 2016 Google released the Tensor 

Processing Unit, or TPU, a chip designed especially for machine learning [2]. FPGAs have also 

been showing promise during the years, as a way of getting the efficiency of a dedicated chip 

without the limitations of an ASIC [3]. The recent trend of cloud computing has also helped 

the advancement of machine learning greatly. With the ability to rent computing power from 

large GPU, TPU or FPGA centers more researchers have the possibility of conducting their 

research cost effectively [2]. 

Machine learning is a growing field with an increasing number of applications being 

introduced every year. Today we come across applications daily, be it in our phones, in our 

cars, in medical applications or in almost anything else hi-tech. Machine learning depends on 

large amounts of data to be precise and efficient, and with the rise of machine learning we 

also have an increasing amount of data being sent across different networks. Especially for 

the applications that gather data in the field, send it to be processed at a datacenter and then 

returns the result we have huge amount of data being sent back and forth. Because of this 

there is a need to further develop the processing of data on the edge of a network in the 

system that collects the data. As an example, for a video stream that counts cars on a highway 

this can reduce the amount of data on the networks drastically. Instead of sending full scale 

images 30 times a second to a datacenter, the counted number of cars can instead be sent 

whenever needed. As it looks today, machine learning will become a larger and larger part of 

our lives. The number of applications for intelligent machines that can help us do tasks without 

being micromanaged is endless. To prevent clogging our communication networks with data 

an application should thus always do processing as close to the edge as possible. 

This thesis will investigate which popular hardware platforms to use for a machine learning 

application on the edge of a communication network. The thesis will act as a basis for 

answering the question “What hardware do I use when asked to implement a specific machine 

learning application?”. A comparison will be made using a few chosen example hardware 

platforms. This comparison will focus on relevant parameters such as performance, ease of 

use, power consumption and flexibility in the design. The thesis will first discuss the relevant 

theory regarding machine learning and neural networks, as well as discuss the field of 

convolutional neural networks. Next, the used hardware platforms are presented along with 
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used tools and frameworks. The thesis will then present some related work, which can be used 

for further investigation and references. The implementation method is then presented 

followed by the results. Lastly there is an analysis of the results containing some 

recommendations, and a few thoughts on future work. 

2 Background and Terminology 
2.1 From AI to NN 
Artificial Intelligence (AI) refers to the use of technology to mimic human intelligence by clever 

programming. Any machine or technology that on a high level can be considered to learn new 

traits, adapt to the environment, understand complex ideas or solve difficult problems might 

be grouped into the collective term AI. [4] 

Machine learning (ML) is the part of AI where the machine takes on the actual learning about 

the world around us and then puts that learning into use. In ML huge amounts of data is 

presented to a system, which is tasked with learning or improving from the data without 

explicit programming. There are some differences in the different methods used within ML. In 

supervised learning the algorithms are presented with a known labeled training dataset. The 

system trains itself to correlate the right class of data to the right label. When provided with 

new data it can then predict a classification for it, presenting a suitable label. With 

unsupervised learning however, the system is given unlabeled data for training. The system is 

unable to determine what the data is supposed to be and can thus not provide the right output 

to any new data, but it does find common features and structures in the given data that can 

later be analyzed. Reinforcement learning is a third method where the system is trained using 

trial and error search, and reward signals when the desired output is reached. This makes the 

system look for the ideal behavior in any given context and to maximize its performance. [5] 

Neural networks (NN) are one method for realizing ML and resides in what is called deep 

learning (DL). DL refers to the use of several layers in a neural network to realize training and 

classification of data. It is one of many low-level implementations of ML and AI. 

 

Figure 1: Image showing how AI, machine learning and deep learning are related. [6] 
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2.2 Neural Networks 
Artificial neural networks, or simply neural networks are inspired by the neuronal network in 

the brain, where information is sent from neuron to neuron in order to process the data. In 

an NN the neurons are structured into layers where different layers process the data in 

different ways. There is always an input that receives the data to be processed and an output 

layer providing the output prediction. Between those there can be several hidden layers 

adding more processing of the data. The number of layers in a NN is called the depth of the 

network and is what is referred to in deep learning. 

 

Figure 2: Image showing a neural network with four layers. The data comes in through inputs x1-x4 which are connected to 
the input layer, shown using yellow circles. The data is then run through two hidden layers, blue circles, before it reaches the 

output layer in orange. The outputs y1-y3 from the network are then taken from the output layer. 

Every neuron in a NN is a sum function that receives inputs from neurons in the previous layer 

and adds them together. To tweak the network into not only adding inputs but finding 

features, different parameters are introduced. Every input to a neuron is given a weight 𝑊, 

making some inputs more relevant than others. After the weighted inputs have been summed, 

a bias can be added. An activation function then acts on the entire sum, determining how the 

data is supposed to be treated later. The output from the activation function, together with 

the weight 𝑊, defines the input to neurons in the next layer. For a given NN architecture 

where the type and numbers of layers are set, the parameters 𝑊 and 𝐵 are what determines 

the performance of that network. The relationship between a neuron’s input, weights, bias 

and output is described with the formula below. [7] 

𝑂𝑢𝑡𝑝𝑢𝑡 =  𝜑 (∑ 𝐼𝑛𝑝𝑢𝑡𝑖 ∙ 𝑊𝑖  +  𝐵

𝑁

𝑖=0

) 
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Figure 3: Image showing the details of a neuron from the hidden layer in Figure 2. The inputs on the left are given weights 
before being summed up. A bias is then added to the sum before an activation function determines how the result should be 

treated as an output.  

The activation function is used to determine if a neuron should be active or not to the next 

layer. The simplest type of activation function is a binary step function that for an input below 

a certain threshold outputs 0, and above the threshold outputs 1. This type of activation 

function does not give any more information than whether the neuron is active or not. Other 

types of activation functions are non-linear functions such as the sigmoid function or the tanh 

function. These functions give a smooth gradient between their maximum and minimum 

values and at the same time normalizes the output. Another type of activation function is the 

Rectified Linear Unit (ReLU) function and the leaky ReLU function. All these functions have 

different advantages and disadvantages, mostly related to training, discussed in the section 

below. [8] 

 

Figure 4: The plots show five commonly used activation functions: (a) binary step function, (b) sigmoid function, (c) tanh 
function, (d) ReLU function, (e) leaky ReLU function. [8] 

When a neural network is to process some type of data there are two distinct phases present: 

the training phase and the inference phase, also called the classification phase. For 

unsupervised and reinforced learning these phases often alternate. The network trains, does 

inference, updates the parameters, tests with more inference and so on. For supervised 

learning the training strictly comes before the inference. This is because we are feeding the 

network with labeled data during the training phase and then expect it to label similar data 

during inference. 

(a) (b) (c) 

(d) (e) 



Convolutional Neural Networks on FPGA   Linus Pettersson 
and GPU on the Edge: A Comparison  Uppsala University 

11 
 

During training of a network, the parameters, i.e. the set of weights and biases, are iteratively 

updated to achieve the desired output. This is commonly done using a loss function and 

backpropagation. A loss function compares the output values from the network to the desired 

value. A commonly used loss function is categorical crossentropy: 

𝐿(𝑦, ŷ) = − ∑ ∑(𝑦𝑖𝑗 ∗ 𝑙𝑜𝑔(ŷ𝑖𝑗))

𝑁

𝑖=0

𝑀

𝑗=0

 

where ŷ is the predicted value from the network [9]. The goal is then to minimize the loss 

function, in turn providing the optimal set of parameters. One common way to minimize the 

loss function is to use gradient descent, where the derivate of the loss function is first looked 

at in order to figure out in which way to change the parameters. [10] This is where the choice 

of activation function becomes important. The binary step function does not have a gradient, 

the gradient of the sigmoid and tanh functions reaches close to zero with very large or small 

values, and the gradients of ReLU vanishes for negative numbers. This means that you cannot 

minimize the loss function and thus not train your network. The leaky ReLU has a small 

gradient for negative numbers just to combat this [8]. Backpropagation is the entire process 

of obtaining the result of the loss function at the output and backing through the network 

updating the parameters. 

There are other parameters associated with the training phase which determines how the 

parameters 𝑊 and 𝐵 are updated. These parameters are called hyperparameters and are set 

when initiating the training. The hyperparameters most commonly referred to are the learning 

rate, the batch size and the number of epochs. The learning rate sets the size of the change to 

a parameter after the gradient decent has determined in which way to change it. With a too 

small learning rate each iteration will update the parameters in very small steps and the 

training will take longer. With a learning rate too large the value of the parameters can 

diverge. Batching is commonly used to decrease the training time. Instead of updating every 

parameter after every output, several outputs are batched and processed together. The batch 

size thus sets the number of outputs being batched. The number of epochs simply determines 

how many times the training dataset is ran on the network, with one epoch being one pass of 

the dataset. [11] 

The hyperparameters are used to set the performance of the trained network. Usually a 

shorter inference time and higher accuracy is desired, however there are times when the 

network get trained too well on a dataset. This means that it is overly specialized on that 

dataset and might no longer be able to pick up on general features. This can be compared to 

a person learning the word car and only being showed a Lamborghini. When that person later 

sees a Volvo, it might not recognize that it is a car even though the general features of four 

wheels and a steering wheel are there. To that person they don’t look alike, and the Volvo is 

not a car. As stated, the hyperparameters can be changed to prevent overfitting the 

parameters. Another way is to use dropout, which is to randomly remove neurons in the 

network, equal to setting their activation to zero. By constantly changing the network like this 

the network is ensured to not be overfitted. [12] 
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The datatype of the parameters has been shown to greatly affect the performance of the 

neural network. In deep learning, 32-bit floating point (FP32) has previously been dominant 

but quantization techniques to reduce the precision down to FP16, INT8 or even binary is now 

used. Quantization refers to the process of reducing the number of bits used for the 

parameters. In FP32 the range of numbers that can be represented is ±3.4 × 1038. Quantizing 

a FP32 bit parameter into for example INT8 means to map all possible values in the FP32 range 

to the INT8 range, which is [-128,127]. More aggressive quantization is also used, all the way 

down to ternary (-1, 0, 1) or binary (-1, 1) parameters. Even though quantizing the parameters 

to a smaller datatype reduces the precision, the benefit is significantly reduced bandwidth and 

memory usage. For the ternary and binary case, convolutions and fully connected layers can 

be computed with addition and subtraction, reducing the computing power needed [13]. 

Neural networks have many applications, one of them being image processing, which is 

reviewed in this thesis. Image processing relates to everything that handles image 

manipulation, augmentation or processing of the data within images.  Typical uses are to 

classify what an image depicts, or to find object within an image and later classify those 

objects. Image classification uses a neural network to find features in the image that add up 

to an understanding of what the image represents. Object detection first needs to find 

relevant objects. This is usually done by marking the area where relevant objects can be found, 

then analyzing the area as an image classification problem.  

             

Figure 5: Images showing the difference between object detection on the left, and image classification on the right. Both 
images were produced using the Jetson Nano and the Hello AI World repository [14]. 

2.2.1 Convolutional Neural Network 

A Convolutional Neural Network (CNN) is a neural network that uses convolutional operations 

to find features in its input data. CNNs are popular networks when the data takes the form of 

an image, since a 2D-convolution can be represented with matrix multiplication like described 

below. They work by first finding small features in an image and later combining these features 

into a larger understanding of what the image represents, in order to classify into one of 

several predetermined outputs. [15] 
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An image with dimensions width×height can be described as a 2D-matrix where every 

element represents the value of a corresponding pixel. These values usually range between 0 

and 255, providing the intensity of the pixel. For a black-and-white image a single matrix is 

used where 0 represents black, 255 represents white and a greyscale lies between. For colored 

RGB images three matrices stacked on top of each other are used, one matrix for red, one for 

green and one for blue. This provides the image with a third dimension: depth. For an 32x32 

RGB image the input to the CNN then becomes a 32x32x3 matrix. [15] 

 

Figure 6: Illustration showing the structure of a CNN. The input to the network is a picture with three channels. The data is 
run through several convolutional and pooling layers which learn features in the image. Fully connected layers then use the 

features learned to classify the image and determine the correct label. [16] 

The idea of CNNs stems from the convolution formula where one function is convoluted on 

the other according to  

𝑓(𝑥) ∗ 𝑔(𝑥) = ∫ 𝑓(𝜏) ∙ 𝑔(𝑥 − 𝜏)𝑑𝜏
∞

−∞

 

In the case of a CNN, one of the functions is the input matrix and the other one is a convolution 

filter. The convolution filter is also a 2D-matrix designed to find a certain feature. The filter 

sweeps across the input matrix outputting a feature map. In practice, several filters designed 

to find different features scan the input data in a single convolutional layer, making the feature 

map a 3D-matrix disregarding the input data depth.  

 

Figure 7: Image showing a convolutional filer of size 3x3 sweeping over an image of size 4x4, giving a feature map of size 
2x2. [17] 

The feature map contains the result from the convolution operation, which works like a matrix 

multiplication. Every element in the image 𝐼 is multiplied with the corresponding element in 

the filter 𝐾. The multiplications then add up to give the value for an element in the feature 

map. The matrix multiplication follows the following formula: 
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(𝐼 ∗ 𝐾)𝑥𝑦 = ∑ ∑ 𝐾𝑖𝑗 ∙ 𝐼𝑥+𝑖,𝑦+𝑗

𝑤

𝑗=1

ℎ

𝑖=1

 

As seen below, Figure 8 shows an example of a convolutional filter applied to input data with 

its corresponding output. [15] 

 

Figure 8: Image showing a convolutional filter applied on an image on the left, with the corresponding output on the right. 
The dark blue square and the smaller numbers are the filter, which, when acting on the image, gives the corresponding 

output as shown in dark green. [17] 

Convolution reduces the width and height of the image, while increasing the depth due to the 

use of several filters. To avert the width and height, reduction padding is used. With padding, 

zero-valued elements are added to the borders of the input matrix, giving the possibility to 

achieve convolution with either the same or larger output size than the image. The size of the 

output can also be changed by using different stride lengths of the filter during its sweep 

across the input. [15] 

 

Figure 9: Image showing a convolutional filter sweeping over an image, with a padding of size 1 shown by the white squares. 
Note that the filter moves two squares for each step, which represents a stride of 2. [17] 

Another type of operation is the pooling operation, or the pooling layer, as shown in Figure 6: 

Illustration showing the structure of a CNN. The input to the network is a picture with three 

channels. The data is run through several convolutional and pooling layers which learn 

features in the image. Fully connected layers then use the features learned to classify the 

image and determine the correct label.   In the pooling layer, the size of the image is decreased 

and concentrated by grouping several pixels and reducing them to just one pixel. The pooling 

is either done by only saving the max value from the group, which is called max pooling, or by 

using the average, which is called average pooling. [18] 



Convolutional Neural Networks on FPGA   Linus Pettersson 
and GPU on the Edge: A Comparison  Uppsala University 

15 
 

  

Figure 10: Image showing two types of pooling, both using a 3x3 group of pixels that are concentrated into one pixel. The 
example on the left shows max pooling, where the max value from the group is put in the output. The example on the right 

shows average pooling, where the average value of the group is put in the output. [17] 

After the convolution and pooling layers, the data is run through a flattening layer which 

converts the 3D-matrix into a 1D-array for the following layers. Fully connected layers consist 

of 1D-arrays, each element represented by a neuron. In the fully connected layer, every 

neuron is connected to every neuron in the previous layer. [15] 

 

Figure 11: Image shows a fully connected layer. Every neuron in a layer is connected to every neuron in the next layer. [19] 

The last step on a CNN is to apply the softmax function which normalizes the values of the 1D-

array into a probability function. This gives us a meaningful prediction, which can be 

interpreted as an accuracy percentage. [15] 

There are several examples of CNN architectures that are commonly used or referred to 

because of their impact on the field or because of their performance. These include LeNet-5 

[20], which contains three convolutional layers followed by two fully connected layers and is 

today used as a template for stacking convolutional and fully connected layers; AlexNet [21], 

containing five convolutional layers and three fully connected layers and was the first to use 

ReLU-activation; VGG-16 [22], which took it even deeper with a total of 16 layers; Inception-

V1/V3/V4 [23], [24], [25], using blocks containing several layers and stacking those blocks, 

which, true to its name, makes a network-in-a-network structure; ResNet-50 [26], using up to 

152 layers and among the first to use batch normalization [27]; MobileNets [28], a group of 

networks designed for mobile and embedded use, meant for TensorFlow [29].  

2.2.2 BNN 

Binary neural networks (BNN) are networks where the parameters are quantized to binary 

precision. Early BNNs were not strictly BNN in a general sense because of problems during 

training. Backpropagation could not be used, since the gradient descent method on a binary 

function will not allow for updating the weight in small increments. These BNNs either used 

other training methods or first used real valued parameters, which were quantized as the final 

step [30]. It was later made possible to use binary values for both weights and activations 
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while also using backpropagation and gradient descent [31]. They benefit from the dot 

product between the weights and activations being reduced to bitwise operations. The XNOR 

logical operation is equivalent to multiplication of binary values and can easily be 

implemented in hardware. BNNs usually have lower accuracy than their higher precision 

counterparts but are significantly less demanding on computing power and memory usage 

and have much lower inference times [30]. 

The most commonly cited BNN is from the paper by Courbariaux et al. [31], who were the first 

to present a fully binarized network. XNOR-Net improved the BNN by adding a gain term to 

compensate for the lost information during binarization [32]. Other highly cited networks, 

such as DoReFa-Net [33], ABC-Net [34] and BNN+ [35], all mostly aimed to improve training of 

binary neural networks. Improved inference times and use of BNNs in embedded systems is 

shown in eBNN [36]. 

2.3 Hardware 
Hardware can be used to accelerate computer processes or computing operations by 

identifying and utilizing the different strengths of hardware. This is also true for machine 

learning applications, where hardware is a necessity for achieving high performance 

inference. Applications using neural networks use the fact that matrix multiplication and 

binary arithmetic can be drastically accelerated using parallel hardware. [37] 

2.3.1 FPGA 

Field Programmable Gate Arrays (FPGAs) are semiconductor devices that can be programmed 

and reprogrammed to the desired functionality or application after manufacturing. While 

generally not as efficient as an ASIC for any specific task, they benefit from having the flexibility 

to be reprogrammed as a design evolves. In the past they were often used during ASIC 

prototyping, or for lower volume designs and products, but have grown to be favored in many 

applications. Today FPGAs are used in several fields and industries, such as aerospace, 

automotive, medical, data centers and consumer products. [38] 

FPGAs are built from a matrix of configurable logic blocks (CLBs), which are connected with 

programmable connections. These CLBs take the roles of simulating logical operations and 

functionality, and the connections decide how the CLBs are connected. The physical size of an 

FPGA determines the number of logic blocks that can fit within its area, thus also deciding how 

large an implemented design can be for a certain FPGA. Along with the CLBs there are I/O 

blocks needed to connect the FPGA to the outside world. Because of the nature of FPGAs, 

where different parts of the FPGA can be programmed to perform operations on the same 

clock cycle, they are considered parallel by nature. [39] 

The CLBs of an FPGA consists of two basic components: lookup tables (LUTs) and flip-flops 

(FFs). The LUTs are truth tables that handle the combinatorial logic. Instead of having a set 

number of logical gates ready, each LUT can be customized to work as any logic gate [39]. Flip-

flops are binary registers that saves the state between clock cycles by holding either a 1 or 0 

until the next clock edge comes. Without the FFs there would be no way of keeping track of 

statuses, state machines and counters. [40] 
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Except for the LUTs and FFs, there are two other components on an FPGA that should be 

discussed. Firstly, block RAM (BRAM) is memory located within the FPGA. While memory can 

also be located outside of the FPGA, like with EPROM, SRAM or SD card, BRAM is used for data 

that needs to be accessed without going outside of the FPGA through the I/O blocks [41]. 

Secondly, there are DSP slices. These are usually prebuilt multiplier-accumulate circuitry used 

when certain common implementations are too resource intensive and complex [39].  

FPGAs are programmed using hardware description languages (HDLs), most commonly VHDL 

or Verilog. In HDL, the behavior of a design is described, and the FPGA is programmed into a 

representation of that design [39]. For designs that need a processor, a part of the FPGA has 

been used to implement a soft-core CPU, while the rest of the free FPGA space is used for 

other operations.  

Recently, the FPGA have been coupled with true CPUs into heterogeneous designs called 

System on Chips (SoC). These SoCs are divided into one part, which is called the Processing 

System (PS) and houses the CPU, and another part, called the Programmable Logic (PL), which 

houses the FPGA. The Zynq-7000 SoC family [42] by Xilinx are such SoCs, where their FPGAs 

have been coupled with ARM processors. The benefit of SoCs is that the developer can use 

the flexibility and usability of the processor, along with libraries, operating systems and file 

management system, and use the PL whenever hardware can accelerate a functionality.  

 

Figure 12: Block diagram showing the architecture of Zynq 7000 SoC. The diagram shows both the Processing System and 
the Programmable Logic housed within the SoC.  [43] 
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In this thesis, the development board used to test the implementation on an FPGA is the Arty 

Z7-20 board by Digilent. It is based around the Zynq-7020 SoC and has several functional 

peripherals, such as USB ports, an Ethernet port, buttons, switches, LEDs and Arduino shields 

style connectors. The board can be powered by using either a USB cable that provides 5V, or 

by a barrel plug that provides up to 15V with 3A [44]. For 

this project, a 12V/3A barrel plug was used to maximize 

power input. 

The Zynq-7020 SoC has a dual-core ARM Cortex-A9 that 

runs up to 866 MHz. The PL is equivalent to the Xilinx 

Artix-7 FPGA containing [42]: 

• 53 200 LUTs. 

• 106 400 FFs. 

• 140 BRAM, with 36 kB per block. 

• 220 DSP slices. 

2.3.2 GPU 

Graphical Processing Units (GPUs) are electronic circuits originally designed for graphical and 

image processing. They are highly parallel, often containing several hundred cores that can 

perform many simpler computations at once. GPUs are often used today to relieve a CPU 

when required and they are found in all computers, mobile phones and other graphical 

rendering devices. GPUs are also utilized in other applications that benefit from their parallel 

nature, including machine learning. The use of GPUs in other fields than graphics has led to 

the introduction of General Purpose GPUs (GPGPUs) that can be programmed using high-level 

languages such as C/C++ [45]. NVIDIA have further developed the use of GPUs in other fields 

with their CUDA parallel platform for GPUs [46].  

In this thesis, the system used to test a GPU is the Jetson Nano by NVIDIA. It is a Raspberry Pi-

style single-board computer with a 128-core Maxwell GPU. It also features a 1.43 GHz ARM 

A57 CPU, 4GB of RAM and uses a microSD card for storage. The board features peripherals 

such as USB ports, HDMI and DisplayPort, pin connectors and an Ethernet connector. The 

board can be powered using either a 5V/2.5A micro USB or a 5V/4A barrel connector. For this 

work, the 5V/4A barrel connector was used. [47] 

The Jetson Nano runs full Ubuntu and can consequently 

be used as a stand-alone computer. As such, it can take 

advantage of frameworks, tools and libraries available 

for Ubuntu to increase efficiency during development.  

The Jetson Nano has power options that needs to be set 

to max to obtain the full performance. This can be done 

by using the command sudo nvpmodel -m 0, which set 

the Jetson Nano to max power usage, and the command 

jetson_clocks, which disables dynamic frequency and 

voltage scaling (DFVS).  

Figure 13: The Arty Z7 board used for the 
FPGA implementation. [44] 

Figure 14: The Jetson Nano board used for the 
GPU implementation. [47] 



Convolutional Neural Networks on FPGA   Linus Pettersson 
and GPU on the Edge: A Comparison  Uppsala University 

19 
 

2.4 Tools 

2.4.1 TensorFlow 

TensorFlow is an open-source tools for creating machine learning applications created by the 

Google Brain team. TensorFlow consist of several Python and C APIs that have been expanded 

since its release in 2015. TensorFlow has functionality allowing the user to control the entire 

machine learning chain, from defining a network to running inference. TensorFlow is today 

one of the most popular frameworks, and updates and new versions are released regularly 

[48]. One drawback with the quick expansion of TensorFlow is that several APIs now exist for 

the same purpose, with only minor differences between them. For example, when defining a 

model, the user might use Contrib, layers, Keras or estimators. This of course creates 

confusion, especially for new users of the framework. In September 2019 TensorFlow 2.0 was 

released which among other things, solves this redundancy. However, many repositories still 

rely on TensorFlow 1.x and functions that are now obsolete. It is of great importance to use a 

version of TensorFlow compatible with other frameworks used, which might be dependent on 

API calls not present in TensorFlow 2.0 [49]. 

2.4.2 TensorRT 

TensorRT is an SDK build by NVIDIA on CUDA, their parallel programming model. It includes 

an inference optimizer which can use FP32 and FP16 optimization natively. Optimization for 

INT8 is also generally possible, however it does not exist natively for the Jetson Nano. A trained 

network from a supported platform, for example TensorFlow, can be run by the TensorRT 

optimizer to increase performance. [50] 

 

Figure 15: Figure showing the TensorRT workflow. Using TensorRT, a trained neural network undergoes several optimization 
processes which results in an optimized inference engine. [50] 

2.4.3 Vivado 

Vivado Design Suite, or simply Vivado, is a software suite for HDL design produced by Xilinx. 

Vivado contains everything needed for working with HDL related hardware, such as FPGAs and 

SoCs. A user can write their own, or use pre-existing, IP to create a design, run simulations, 

generate an RTL design, infer constraints and finally generate a bitstream to be loaded on the 

intended hardware. An HDL language such as VHDL or Verilog is used to write the hardware 
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description, or a block design can be made if all IP for the project is available. Vivado HLS can 

be used for writing IP using C/C++ syntax, increasing development efficiency. [51] 

2.4.4 PYNQ 

PYNQ is a project from Xilinx which makes it possible to use Python on a Zynq SoC. The PYNQ 

image is a bootable Linux imaged which is burnt to the SD card for the board containing the 

SoC. It runs Ubuntu rootfs as its file system and includes the necessary pynq Python packages. 

Paired with Jupyter Notebook [52] the board is accessed through a web browser from a PC on 

the same LAN.  

PYNQ uses hardware libraries called overlays for the hardware description on a SoC. Without 

an overlay fitting the project the PL of the SoC cannot be utilized. Overlays are provided for 

many projects found online, but for custom HDL designs a project specific overlay needs to be 

created. [53] 

The PYNQ images are available for a few supported boards, including the PYNQ-Z1 and PYNQ-

Z2 boards. The board used in this project, Arty Z7, is identical to the PYNQ-Z1 board except for 

having a power-on reset button instead of a microphone input. Because of this, software 

written for the PYNQ-Z1 runs on the Arty Z7 and the PYNQ-Z1 image can be used on the Arty 

Z7 board. [44] 

2.4.5 BNN-PYNQ  

BNN-PYNQ is a GitHub repository by Xilinx containing Jupyter notebooks and overlays for 

PYNQ or Arty boards. The repository is based on the FINN-paper [54] which explains the 

networks used. The notebooks contain several examples for using the overlays provided which 

can be used for performance tests. Installation packages for pip is provided, as well as the 

source code. The repository also includes a script for rebuilding the hardware files. With this 

a user can open the Vivado and Vivado HLS projects for the overlays, either to alter the 

overlays or use them as a basis for creating a custom overlay. [55] 

2.4.6 Related Tools 

Along with the tools used in this thesis there are other related tools worth mentioning.  

• Caffe is a machine learning framework for deep learning developed by Berkley AI 

Research. Like TensorFlow, it is used for working with neural network models. [56] 

• PyTorch is a machine learning library, primarily developed by Facebooks AI Research 

lab. [57] 

• Theano is a Python library used especially used for matrix-valued mathematical 

expressions. [58] 

• DNNDK is a development kit that is part of the AI Edge Platform by Xilinx. Used to 

simplify the implementation by passing Caffe and TensorFlow models onto an FPGA. 

DNNDK is however not supported for the Arty Z7 board. [59] 
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3 Related Work 
In this section a few other comparisons between FPGAs and GPUs which will be used as 

references are presented. 

The first, and most complete comparison is taken from a paper called Accelerating Binarized 

Neural Networks: Comparison of FPGA, CPU, GPU, and ASIC. The paper is from 2016 and first 

proposes a BNN hardware accelerator design, then implementing the design on an FPGA, ASIC, 

CPU and GPUs. The FPGA used is an Arria 10 from Intel, while the GPUs are a NVIDIA Titan X 

server GPU and a NVIDIA TXI mobile GPU. The ASIC uses the 14 nm process and the CPU tested 

is an Intel Xeon Server CPU. The results from the paper is shown in Figure 16. The paper 

concludes that FPGA provides superior efficiency over CPU and GPU. It is also stated that while 

CPUs and GPUs could offer high theoretical peak performance, they are not as efficiently 

utilized with BNNs, since binarized bit-level operations are better suited for custom hardware. 

The paper also adds that while ASICs is more efficient, FPGAs can provide great efficiency 

improvements over software, without having it locked into a fixed ASIC design. [60] 

 

Figure 16: Figure shows the results from the paper Accelerating Binarized Neural Networks: Comparison of FPGA, CPU, GPU, 
and ASIC. [60] 

The next comparison is from a paper called Accelerating Binarized Convolutional Neural 

Networks with Software-Programmable FPGAs. This paper from 2017 also proposes a BNN 

design which is tested on a ZedBoard, containing a Zynq-7020 SoC, and then compared to an 

Intel Xeon server CPU, NVIDIA Tesla K40 GPU and a NVIDIA Jetson TK1 embedded GPU. The 

paper shows significant improvement in performance and energy efficiency from the FPGA 

compared to the embedded GPU and the CPU. Compared to the GPU the FPGA is 8x slower 

but 6x more energy efficient. [61] 

Lastly is a comparison from the paper Can FPGAs Beat GPUs in Accelerating Next-Generation 

Deep Neural Networks? published in 2017. The paper evaluates DNN algorithms on an Intel 

Arria 10 and an Intel Stratix 10, while comparing them to a NVIDIA Titan X Pascal GPU. The 

results from the paper shows that the Stratix 10 is 10%, 50% and 5.4x better in performance 
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than the Titan X GPU on GEMMs for sparse, INT6 and binarized DNNs. The Stratix 10 also 

shows 60% better performance over the GPU on Ternary-ResNet, as well as 2.3x better in 

performance/watt. [62] 

4 Method 
4.1 Comparison 
The main goal for this project was to implement neural networks of different types in order to 

compare their performance when run on the two different platforms. The comparison should 

highlight the differences between the tested hardware and focus on the question stated in 

the introduction. 

4.2 Networks Used 
Both hardware platforms ran a multiple of network configurations with different layer types 

and a different number of parameters. The focus was to determine how different layers and 

precisions affected the overall performance. Both platforms ran networks with a 

convolutional and linear focus, and with different precisions. 

4.2.1 Networks on FPGA 

The networks used on the FPGA where fetched from BNN-PYNQ and described in the FINN 

paper. There were two network architectures in BNN-PYNQ, one based on convolutional 

layers and one on fully connected layers. 

4.2.1.1 CNV 

The CNV network is described in the FINN paper. It has a succession of three groups, each 

group containing first two 3x3 convolutional layers followed by a 2x2 max pool layer. The first 

group in the succession has 64 channels in its layers, the second group has 128 channels and 

the third has 256 channels. Following the three groups are two fully connected layers with 512 

neurons each [54]. The overlay for CNV accepts 32x32 images with 24 bits/pixel as input and 

outputs a 10-element vector with 16-bit precision, designed for use with the Cifar-10 dataset, 

see 4.3.2. The CNV network is provided in three configurations: 

• W1A1 – weights have 1-bit precision and activation have 1-bit precision. 

• W1A2 – weights have 1-bit precision and activation have 2-bit precision. 

• W2A2 – weights have 2-bit precision and activation have 2-bit precision. 

4.2.1.2 LFC 

The LFC network is also described in the FINN paper. It has three fully connected layers with 

2014 neurons each [54]. The overlay for LFC accepts 28x28 binary images and outputs a 10-

bit one-hot vector, designed for use with the MNIST dataset, see 4.3.1. The LFC network is 

provided in two configurations: 

• W1A1 – weights have 1-bit precision and activation have 1-bit precision. 

• W1A2 – weights have 1-bit precision and activation have 2-bit precision. 
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4.2.2 Networks on GPU 

The networks used on the GPU were manually created using TensorFlow and TensorRT, 

explained in 0. They were created using the same structure as the networks used on the FPGA. 

4.2.2.1 Convolutional Network 

The convolutional network has a structure which is duplicated from the CNV network used on 

the FPGA. During training it was given the same layer structure and layer dimensions as the 

CNV network. The activation function used was ReLu and Softmax was used on the output. 

After training the network is optimized by TensorRT, which alters the structure in an 

indeterminable way. The optimization was made with three different configurations set:  

• FP32 – weights and activation have FP32 precision. 

• FP16 – weights and activation have FP316 precision. 

• INT8 – weights and activation have INT8 precision. 

4.2.2.2 Fully Connected Network 

The fully connected network has a structure which is duplicated from the LFC network used 

on the FPGA. During training it was given the same layer structure and layer dimensions as the 

LFC network, with the exception of a flatten layer used before the last fully connected layer. 

The activation function used was ReLu and Softmax was used on the output. After training the 

network is optimized by TensorRT, which alters the structure in an indeterminable way. The 

optimization was made with three different configurations set:  

• FP32 – weights and activation have FP32 precision. 

• FP16 – weights and activation have FP16 precision. 

• INT8 – weights and activation have INT8 precision. 

4.3 Datasets 
Datasets are the data used to train a network to identify certain things, and to test its accuracy. 

Datasets used in image and object recognition has images coupled with labels describing what 

the images are. The labels are usually very simple, and they represent the correct prediction 

to be made. 

4.3.1 MNIST 

The MNIST dataset is a database of handwritten numbers. The dataset is divided into a training 

set of 60.000 examples, and a test set using 10.000 examples. It is a subset of the larger NIST 

dataset, and the training set contains examples from around 250 different writers. The images 

are normalized and centered in a 28x28 pixel greyscale image. [63] 

            

Figure 17: Examples from the MNIST dataset showing a handwritten number 0 and number 1. 



Convolutional Neural Networks on FPGA   Linus Pettersson 
and GPU on the Edge: A Comparison  Uppsala University 

24 
 

4.3.2 Cifar-10 

The Cifar-10 dataset is a database of everyday objects from 10 different classes. The dataset 

contains a total of 60.000 images, using 50.000 for training and 10.000 for testing. All classes 

are mutually exclusive, meaning they have no overlap between the classes. The images are 

colored with a size of 32x32 pixels. The classes used by Cifar-10 are [64]: 

• Airplane 

• Automobile 

• Bird 

• Cat 

• Deer 

• Dog 

• Frog 

• Horse 

• Ship 

• Truck 

4.4 Implementation 
The workflow for the implementation conceived during the project was planned to compare 

the inference performance of the two hardware platforms with as few other variables as 

possible. This would provide the best data that could be used as a basis for the choice of 

hardware for different situations.  

When planning the workflow, it was made with a few key principles in mind. The first was as 

stated to limit the variables used in the comparison, except for hardware platform. Secondly 

the focus was to compare the impact of different layer and network types on the inference 

performance. The absolute performance of any used network was not of importance, as long 

as it was within reasonable levels, since the relative performance between the platforms were 

to be compared. Likewise, the accuracy of a network only needed to be reasonable, since it is 

mostly determined during training. If optimization methods for each platform existed, they 

were also to be used, seeing as this would be used in a real application.  

During the implementation of this workflow several problems were encountered which all had 

the effect of adding more variables to the comparison. Below the intended workflow is 

describes as well as detailed descriptions of the final implementation on both platforms. 

4.4.1 Intended Implementation 

The idea for the intended implementation was, in short, to manually design and train networks 

of different types, export the networks to the two platforms and after optimization, run 

inference. This implementation would ensure that the principles from the section above were 

satisfied. By manually designing and training the networks all parameters would be identical, 

thus reducing the number of variables in the comparison. Networks consisting of only a single 

layer type, and of different lengths, could be tested which would give accurate data of how 

that layer type and that network depth would perform on the platforms. The idea was that 

when given requirements for an application, being either a specific network architecture to 

be used or performance requirements, the implementation would provide data that indicated 

to how the platforms would perform. The intended workflow is shown in Figure 18: Chart 

showing the intended workflow for the implementation of the project. The red box indicates 

where this workflow failed.. 

Creation, training and exporting the models for inference was performed on the Jetson Nano 

using TensorFlow. Several models were intended to be designed and tested, each with 
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different layer types and depth. The creation and training of models was done using 

tf.keras.Sequential [65] with which specific layers were added into a model. During this step 

the layer type and depth of the network is determined, along with the number of nodes in 

each layer. For convolutional and pooling layers, the filter sizes are also set. After adding the 

layers, training is performed according to the set hyperparameters. After this stage the models 

can runs inference as is. In order to optimize the models, and especially load them into the 

FPGA, the models were saved and exported as a frozen graph.  

After the models have been saved, the next step is to optimize the models on the GPU and 

convert them on the FPGA into a runnable format. The optimizing on the GPU worked as 

intended and is explained further in 0. On the FPGA however, problems were encountered. A 

GitHub repository by Yufeng Hao was found containing instructions on how to install 

TensorFlow on a PYNQ Z1/Arty Z7 board and creating the overlays. [66] The repository 

requires a specific image of PYNQ, based on ubuntu 15 and a python version of 3.4.0. It also 

requires a version of TensorFlow originally intended for Raspberry Pi 3 to be installed, fetched 

from another repository by Sam Abrahams [67]. This installation provides TensorFlow version 

1.1.0, a version that does not include the tf.keras API. Because the models were trained using 

this API, they were incompatible with the requirements for this repository. 

 

Figure 18: Chart showing the intended workflow for the implementation of the project. The red box indicates where this 
workflow failed. 
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4.4.2 Implementation on FPGA 

Since the intended implementation on the FPGA failed, another method had to be used. It was 

decided that since the workflow on Jetson Nano worked, in that models could be manually 

trained, optimized and made to run inference, pre-trained networks would be used on the 

FPGA and which would be copied on the GPU. In order to keep using Python on Arty-Z7, the 

BNN-PYNQ repository was used, see 2.4.5. 

BNN-PYNQ provides pre-made Jupyter notebooks with examples for running the CNV and LFC 

networks from the FINN paper. The installation of BNN-PYNQ requires a PYNQ image to be 

installed on the FPGA. PYNQ image version 2.5 for the PYNQ-Z1 board was used and BNN-

PYNQ was then installed according to the instructions in the repository. With the board 

powered up and connected to the LAN the notebooks could be accessed through a web 

browser on a PC in the same LAN. For the CNV networks the notebook CNV-

QNN_Cifar10_Testset.ipynb was used without modification. The notebook ran all the CNV 

networks trained on Cifar-10 and provided average inference times and accuracy results. The 

LFC networks ran using LFC-QNN_MNIST.ipynb, where the networks are 

trained on MNIST. As well as providing inference times and accuracy 

results, this notebook also runs the LFC networks in pure software 

runtime using the ARM processor on the Arty-Z7. Because of the longer 

inference times using software, the notebook only did inference on 10 

images. This was changed to instead run on 1000 images to get more 

accurate results. The Accuracy cell was also expanded to give accuracy 

ratings for the software runtimes. The results from these notebooks can 

be seen in 5.1. 

BNN-PYNQ also has all the necessary files for rebuilding the hardware 

design in Vivado. When running the make-hw.sh script an output folder 

is created that has the Vivado HLS generated RTL and IP, the Vivado 

project, the Vivado and Vivado HLS reports and the bitstream. By using 

the hardware design for any of the networks as a template it should be 

possible to create overlays for other network types, other parameter 

configurations or for use with other datasets. The workflow for this 

would be a general workflow for Vivado projects, shown in Figure 19.  

  

 

Figure 20: Block diagram of the cnvW1A1 network. Similar diagrams are generated for all CNV and LFC networks, the 
difference being in the implementation of the IP BlackBoxjam_0. 

Figure 19: Workflow for 
creating custom 
applications on Arty-Z7. 
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When rebuilding the hardware designs it is also possible to see the utilization of the PL in the 

Zynq-7020 for each implemented design. The utilization shows how much of the physical PL 

has been used, and as such it is possible to see how demanding a design is on the PL space. 

Below is the utilization of the resources for cnvW1A1, cnvW2A2 and lfcW1A1 presented. 

Network LUTs 
(53 200) 

LUT as RAM 
(17 400) 

Flip-Flops 
(106 400) 

BRAM 
(140) 

DSP 
(220) 

cnvW1A1 24 400 1 923 38 506 124 24 

cnvW2A2 36 215 7 335 49 995 140 32 

lfcW1A1 23 277 2 548 27 095 110 4 
Table 1: The table shows PL utilization for cnvW1A1, cnvW2A2 and lfcW1A1. 

 
Figure 21: Graph showing the resource utilization as a percentage for cnvW1A1, cnvW2A2 and lfcW1A1. 

The implemented designs can also be shown for the actual elements on the PL. In Figure 22: 

The figures show how the different designs have physically utilized the space on the PL. Each 

turquoise dot represents one used resource. The figures show the networks (a) cnvW1A1, (b) 

cnvW2A2, (c) lfcW1A1. it is shown how the designs have been distributed on the PL of the 

Zynq-7020. The colored parts show which components in the PL have been used in the design.  

         

Figure 22: The figures show how the different designs have physically utilized the space on the PL. Each turquoise dot 
represents one used resource. The figures show the networks (a) cnvW1A1, (b) cnvW2A2, (c) lfcW1A1. 
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The power consumption on the FPGA was measured using an external power supply and a 

multimeter. The power supply used was a DF1730LCD power supply [68], set to provide 12V 

and variable current. A multimeter was connected to measure the current drawn, and the 

peak value was used to calculate the power consumption. 

4.4.3 Implementation on GPU 

The first attempt to implement the design-train-optimize inference-

chain using TensorFlow and TensorRT was with a example that came 

with the TRT installation. These required a converter to be used which 

would convert the frozen graph into UFF format for TensorRT. Though 

the convert-to-uff utility is included in a Python 3.x installation it will not 

run on the Jetson Nanos ARM core. Instead a GitHub repository by 

Ardian Umam [69] was used. This repository also contains Jupyter 

notebooks but since the Jetson Nano works as a stand-alone computer, 

they were converted to Python files to be worked with locally. The 

repository also included instructions for downloading a pre-processed 

subset of MNIST for which the code was written for. This subset included 

examples for the numbers 0, 1 and 2 from the MNIST dataset. The 

training set included 2000 examples for each number, giving 6000 

examples in total. The testing set, used for validation, uses 500 examples 

for each number. The versions used in the implementation were 

TensorFlow for GPU (tensorflow_gpu) version 1.13 and TensorRT version 

5.1.6.1. The general workflow for the GPU implementation is seen in 

Figure 23.  

The models were designed and trained by using and modifying the code in 

5_train_your_own_dataset_in_Keras.ipynb. The notebook uses the tf.keras API and outputs a 

.h5 file containing the trained model. A batch size of 5 was used, and the training was run 

through two epochs. For compiling, it used categorical crossentropy as the loss function, and 

gradient descend. After training the models go through validation, which gives an accuracy for 

the model. The topologies for the CNV and LFC networks were created as described in 4.2.2. 

The code in 4_convert_Keras_model_to_Tensorflow.ipynb is then used to convert the .h5 file 

into saved checkpoint. 

  

Figure 24: Model summary of the LFC network after training. Summary shows output shape and number of parameters for 
each layer, as well as the total number of parameters. 

Figure 23: Workflow for 
the GPU implementation. 
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Figure 25: Model summary of the CNV network after training. Summary shows output shape and number of parameters for 
each layer, as well as the total number of parameters. 

The next step was to optimize the TensorFlow model using TensorRT. Before doing this step, 

it is important to make sure that the Jetson Nano is running on its max power mode by using 

the commands nvpmodel -m 0 and jetson_clocks. This was done using the code in 

1_convert_TF_to_TRT.ipynb, which loaded the saved checkpoint and converted the model 

into a frozen graph that later could be loaded and optimized using trt.create_inference_graph. 

During the optimization the precision of the parameters is set, either for FP32, FP16 or INT8. 

In the original code by A. Umam, the memory allocation of TensorFlow was capped at max 

50% usage. This was because TF grabs all available memory during a running session. However, 

when running the code with the memory capped the Jetson Nano always ended up freezing 

and shutting down, even when the memory was capped to 99%. Running without this cap was 

the only option but this in turn led to TensorRT often not getting enough memory. When run 

without any other programs open TensorRT was able to insert 1 trt.engine_node and remove 

approximately 20 other nodes.  

 

Figure 26: Output from TensorRT optimization. The output shows the number of nodes in the frozen graph and in the 
TensorRT graph, as well as showing the insertion of one trt_engine_node. 
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The optimized model is then used in 2_inference_using_TensorRT-model.ipynb to obtain 

inference time results. The inference is performed on a single image 100 times, and the 

inference time is then averaged. Inference is performed both using the TensorFlow frozen 

graph and the TensorRT optimized model, and both results are printed.  

The power consumption on the Jetson Nano was measured using the tegrastats utility [70]. It 

shows information and statistics on the running system, including power usage from the 

VDD_IN statistic. From VDD_IN both the current and average power consumption can be seen. 

It was tried to use the same method for measuring power consumption as with the FPGA, i.e. 

using an external power supply and multimeter. However, the Jetson Nano would not boot 

with the DF1730LCD providing power. The boot process would start but after a short while 

the current draw would rapidly rise, followed by the Nano quickly shutting down.   

5 Results 
5.1 Inference Times 

5.1.1 Inference Times on GPU 

Table 2 shows the results from the GPU. The inference times of the TensorRT optimized 

models are listed, along with the inference times for the TensorFlow models. A conversion to 

Frames Per Second (FPS) and the accuracy reached for the network are also shown. 

Network Dataset Precision Model 
Inference 

time  
[×10-3 sec] 

FPS  
Accuracy 

[%] 

CNV MNIST FP32 
TensorRT 8.42 118.71 

98.67 
TensorFlow 8.25 121.26 

CNV MNIST FP16 
TensorRT 11.05 90.53 

98.67 
TensorFlow 9.79 102.17 

CNV MNIST INT8 
TensorRT 14.50 68.98 

98.67 
TensorFlow 8.44 118.54 

LFC MNIST FP32 
TensorRT 28.17 35.50 

98.60 
TensorFlow 260.39 3.84 

LFC MNIST FP16 
TensorRT 28.82 34.70 

98.60 
TensorFlow 259.72 3.85 

LFC MNIST INT8 
TensorRT 403.32 2.48 

98.60 
TensorFlow 260.63 3.83 

             Table 2: Table showing results from the GPU. 

5.1.2 Inference Times on CPU 

Table 3 shows the results from the CPU. The inference times are listed, along with a conversion 

to Frames Per Second (FPS) and the accuracy reached for the network. 

Network Dataset Precision 
Inference time 

[×10-3 sec] 
FPS 

Accuracy 
[%] 

LFC MNIST W1A1 79.56 12.57 98.30 

LFC MNIST W1A2 385.74 2.59 98.20 
Table 3: Table showing results from the CPU. 
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5.1.3 Inference Times on FPGA 

Table 4 shows the results from the FPGA. The inference times are listed, along with a 

conversion to Frames Per Second (FPS) and the accuracy reached for the network. 

Network Dataset Precision 
Inference time 

[×10-6 sec] 
FPS 

[×103] 
Accuracy 

[%] 

CNV Cifar-10 W1A1 327.87 3.05 79.22 

CNV Cifar-10 W1A2 327.85 3.05 82.66 

CNV Cifar-10 W2A2 1 162.85 0.86 84.29 

LFC MNIST W1A1 8.41 118.91 98.40 

LFC MNIST W1A2 8.41 118.91 98.49 
Table 4: Table showing results from the FPGA. 

5.1.4 Summary of Inference Times 

Figure 27 shows a graph of the inference time results. For the results from the GPU, the best 

inference times are shown. 

   

Figure 27: Graph of the best inference times from each network. Note that the inference times are shown on a log scale. 

5.2 Power Consumption 
Table 5 shows the results for the power consumption on the tested networks. The power 

consumption shown is the peak value reached during inference. The performance/watt is 

calculated as FPS/watt. 

Network Platform Precision Power consumption  Performance / watt 

CNV FPGA W1A1 2.50 W 1220.48 

CNV FPGA W2A2 2.58 W 1180.87 

CNV GPU FP32 6.12 W 19.82 

CNV GPU INT8 6.20 W  19.12 
   Table 5: Table showing results for the power consumption. 
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6 Analysis 
Artificial intelligence has proven itself to be a given part of everyday life. The applications used 

today and the possible applications for the future shows the promises of AI. Neural networks 

and machine learning have become widely used tools that enable the advantages of AI to be 

utilized. In image processing, CNNs have become one of the standard methods used because 

of its ability to find features in images. During the research in CNNs, it has been shown that 

deeper networks generally perform better, as can be seen by the common networks stated in 

the end of 2.2.1. Deeper network, containing more layers and parameters, are however both 

larger and computationally demanding. BNNs have been introduced with this in mind. By 

quantizing the parameters down to binary values, both the size of the networks and the 

computational demand decrease. Keeping the networks small and the computational 

demands low are essential for using neural networks by devices on the edge of the 

communication networks. These devices are often embedded systems with very limited 

resources, often because of power usage requirements.  

The hardware used in this thesis represents platforms that could be used on the edge of a 

communication network, both being relatively low on resources and power consumption. The 

Arty Z7 with its Zynq-7020 SoC fits into that role because of its use of a CPU, that can handle 

the communication and file write/read, and the programmable logic, that can accelerate the 

neural networks. This device would be good for the types of networks used in this project but 

if larger networks or higher precision is wanted, the limited size of the PL could be an issue. 

As seen in Table 1 the entire BRAM is used for the cnvW2A2 network, indicating that a higher 

precision implementation might not be possible. The Jetson Nano is also suited to be a device 

on the edge. Although not the focus in this project, memory issues were encountered during 

training of the networks, as stated in 0. This is not too surprising since it is a single-board 

computer running full ubuntu and TensorFlow on relatively limited resources. During 

inference however, no runtime problems occurred. 

The implementation methods used can be greatly improved, mainly by using a method like 

the one originally intended. Presently, networks of low parameter precision are compared to 

network using a much higher precision, which certainly lowers the validity of the comparison. 

Further, the MNIST dataset is used on all networks except for the cnvW1A1, cnvW1A2 and 

cnvW2A2 networks, which again complicates a direct comparison. By solving the problems 

encountered in the intended workflow, being able to train a network and then export it onto 

both platforms successfully, a more valid comparison would be achieved. The final 

implementation was chosen because of its ease of use and since it still made it possible to 

compare layer types directly. The use of different levels of precision on the FPGA and GPU, 

despite not enabling a direct comparison, however represents how the platform could be used 

in a real-world application. The GPU is well suited for working with floating point multiplication 

and TensorRT utilizes this by providing native optimization for FP16 and FP32. On the other 

hand, the FPGA benefits from using low precision parameters because they can easily be 

represented with its flip-flops. 
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The implementation of neural networks on the Jetson Nano is like any implementation that 

would be used on a regular PC. The frameworks and APIs that are available, along with using 

full Ubuntu, enables fast prototyping by an experienced software developer. The framework 

used, TensorFlow, has many advantages and disadvantages. Being one of the most popular 

ML framework, it has an active community and receives regular updates. However, it is not 

structurally intuitive, containing several function calls that produces the same result, as stated 

in 2.4.1. A great deal of time was needed to find matching versions of TF, example code used 

and TensorRT. Despite this, an implementation using a framework like TF provides great 

flexibility and the time from application idea to application prototype is considered very short. 

The implementation on the Arty Z7 followed prewritten example code by Xilinx, and was 

straightforward as such. By using PYNQ, the provided PL designs become accessible with 

Python through Jupyter notebooks. The flexibility of a PL design is however limited since the 

designed network, along with its trained parameters, cannot be changed using software. A 

redesign of the network used requires a rebuild of the PL, which is done using Vivado, and 

generally requires knowledge of FPGA design. For a custom design, this prolongs the time from 

idea to prototype considerably. Compared to the GPU, the FPGA shows less flexibility in this 

sense, as well as longer development times. On the other hand, as the FPGA is designed and 

optimized on a hardware level for a single application, it generally provides higher 

performance. 

The inference times from the FPGA are shown in Table 4. While the LFC networks show very 

high accuracies the CNV networks reach accuracies of around 80 percent, which still is deemed 

high enough to be comparable to real life applications. For the CNV networks, the precision 

on the weights greatly affects the inference times, with the binary weights being around 3.5x 

faster than the 2-bit weights. The LFC networks gives very low inference times, close to 40x 

faster than the corresponding CNV networks. It is uncertain whether this difference is due to 

increased optimization of the LFC network compared to the CNV, or simply due to the use of 

different datasets. The results produced are comparable to the results from [55]. 

The inference times from the GPU are shown in              Table 2. Very high accuracy is achieved, 

validating the network designs. Contrary to the FPGA, the results show lower inference times 

using the CNV networks than the LFC networks, with cnvFP32 being around 3.3x faster than 

lfcFP32. The results also indicate that the GPU benefits from using higher accuracy 

parameters, with the FP32 networks being the fastest for both CNV and LFC. The inference 

times from the TRT optimized model is shown along the TF model, which when compared 

shows contradictory results. Although the output from the TRT optimization step during the 

implementation showed inserted trt_engine_nodes on all networks, the TRT times are slower 

than the TF times on all CNV networks. On the LFC networks, the TRT optimization reduced 

the inference times by close to 10x for FP32 and FP16, which is the expected behavior of the 

optimization, while again slowing down the lfcINT8 network. It was stated that problems could 

occur during optimization of INT8 networks, which seems to be true judging from the results. 

The results produced are comparable to the results from [69]. 

The results for the power consumption are shown in    Table 5. The results show that the Jetson 

Nano used around 2.4x more power during inference than the Arty Z7 board. This can be 
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attributed to the fact that the Jetson Nano is a complete computer, running an operating 

system and powering peripherals such as Wi-Fi and Bluetooth receivers. The difference in 

power usage follows the theory of the FPGA being more energy efficient than the GPU.  

When comparing the results, it is clear that the FPGA has a considerably higher performance 

than the GPU. This conclusion is in line with the related works presented in section 3, where 

the tested FPGA outperformed the embedded GPU in all papers, as well as showing promise 

compared to the server GPUs. Compared to the results from section 3, the differences in 

inference times between the FPGA and GPU in this project is however highly exaggerated. The 

reason for this cannot be certainly determined, but the different implementation methods are 

a clear factor, as well as the overhead from the operating system. For any application that 

depends on fast inference times or low power consumption, the FPGA is the recommended 

hardware of choice. If easy implementation and high flexibility of the implementation is 

preferred, the GPU is recommended simply because the results shown often are good enough. 

This also leads to the conclusion that a GPU like the Jetson Nano can be used during 

prototyping of an application of a system that utilizes neural networks on edge devices. When 

the system design is set, the chosen network can be implemented on an FPGA to receive its 

performance benefits. 

Results 

Functionality Jetson Nano Arty Z7 

Fast inference time   
Low power consumption   
Easy implementation   
Flexibility   

 

Conclusions 

Functionality Jetson Nano Arty Z7 

Use in prototyping   
Use in final application   

Table 6: Table showing which recommendation for hardware use depending on prioritized functionality. 

7 Future Work 
For any future work regarding this field of work, there are some improvements that can be 

made. Firstly, a comparison would greatly benefit from using the exact same network and 

models. As such, there should be a focus on trying other frameworks than TF that might make 

it possible to export a trained network onto both platforms. Secondly, more platforms could 

be tested to gain a better understanding of where the limits of achievable performance are. 

Thirdly, redesigns of the FPGA would have to be made in order to use the MNIST dataset on 

the CNV networks. Lastly, real-world applications could be used for testing, for getting a better 

point of reference for the results. 
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