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Abstract

Applying Machine Learning Methods to Predict the
Outcome of Shots in Football

Sara Hedar

The thesis investigates a publicly available dataset which covers more 
than three million events in football matches. The aim of the study is 
to train machine learning models capable of modeling the relationship 
between a shot event and its outcome. That is, to predict if a football 
shot will result in a goal or not. By representing the shot in 
different ways, the aim is to draw conclusion regarding what elements 
of a shot allows for a good prediction of its outcome. The shot 
representation was varied both by including different numbers of events 
preceding the shot and by varying the set of features describing each 
event. 

The study shows that the performance of the machine learning models 
benefit from including events preceding the shot. The highest 
predictive performance was achieved by a long short-term memory neural 
network trained on the shot event and six events preceding the shot. 
The features which were found to have the largest positive impact on 
the shot events were the precision of the event, the position on the 
field and how the player was in contact with the ball. The size of the 
dataset was also evaluated and the results suggest that it is 
sufficiently large for the size of the networks evaluated.
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Populärvetenskaplig sammanfattning

Fotboll är en mycket populär sport världen över, med ett stort kommersiellt
intresse. Statistiska modeller har använts sedan 1960-talet för att modelle-
ra olika aspekter inom sporten. Vilket är något som idag attraherar ett allt
större intresse, både från akademi och industri. En tillämpning av statistiska
modeller inom sporten är att prediktera utgången av ett skott. I den här
studien används ett publikt dataset insamlat under nästan tvåtusen matcher
på internationell elitnivå inom herrfotboll. Datasetet täcker över tre miljoner
individuella händelser, där varje händelse beskrivits enligt en rad kriterier.
Varje händelse har exempelvis en start- och slutposition, en tidpunkt samt en
spelare kopplad till sig. Informationen i datasetet används i det här projektet
för att träna självlärande statistiska modeller. Artificiella neuronnät och lo-
gistisk regression används för att modellera relationen mellan skotthändelser
och utgången av skottet.

Genom att representera ett skott på olika sätt undersöks vilka egenskaper
hos ett skott som leder till en hög prestanda hos de statistiska modellerna.
Skotten betraktas både som enskilda händelser, och som en del i en sekvens
av händelser. Genom att jämföra enklare maskininlärningsmodeller med mo-
deller anpassade för sekventiella data undersöks också hur viktigt ordningen
av händelserna är för prestandan hos modellerna.

Resultaten som erhölls i studien visar att prestandan hos de implementerade
modellera gynnas av att inkludera händelser som föregår ett skott. Alla olika
typer av modeller erhöll hög prestanda då de tränades på sju händelser,
inklusive skottet. Modellerna anpassade för sekventiella data presterade bäst
över lag. De kriterierna som visade sig ha störst påverkan på modellerna
förmåga att prediktera utgången av skotten var precision, position samt hur
bollkontakten skedde. Studien indikerar också att datasetet är tillräckligt
stort för att träna mindre komplexa maskininlärningsmodeller.
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1 Abbreviations

CNN Convolutional neural network, a type of neural network.

FN False negatives, samples which are incorrectly classified as -1.

FP False positives, samples which are incorrectly classified as 1.

MLP Multilayer perceptron, a type of neural network.

LSTM Long short-term memory, a type of recurrent neural network.

PR-AUC Area under the precision-recall curve, a performance metric.

RNN Recurrent neural network, a type of neural network.

ROC Receiver operating characteristic, the ROC curve is a
graphical tool which can be used to visualize the
performance of a binary classifier.

ROC-AUC Area under the receiver operating characteristic curve,
a performance metric.

TN True negatives, samples which are correctly classified as -1.

TP True positives, samples which are correctly classified as 1.
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2 Introduction

Football is a widely popular, if not the most popular, sport worldwide. One
of the thrilling aspects of the sport is that the outcome of a match or of an
event in a match is not trivial to predict [1]. Neither is the outcome purely
stochastic, and hence statistical methods have been used since the late 1960s.
Football analytics, which include evaluation of performance, discovery of
tactics and the prediction of outcomes, is attracting more and more interest
in both academia and the industry [2, 3]. However, a lack in public datasets
tracking match events have been a hindrance to scientific research. This
thesis explores the publicly available match event dataset described in [2],
with the aim to predict whether a shot will result in a goal or not. The
machine learning methods logistic regression and artificial neural networks
were trained to model the relationship between a shot event and its outcome.
Possible applications of the models trained in this thesis include live betting,
evaluation of tactics and evaluation of players.

The dataset covers more than three million events, performed during al-
most two thousand football matches played in the top European leagues
2017/2018, the European Cup 2016 and the World Cup 2018. A shot event
is represented by a single event in the dataset, or extended to also include the
events preceding the shot. By training different types of machine learning
models, on different representations of shot events, this thesis attempts to
determine what elements of a shot event allows for a good prediction of its
outcome.

The representation of a shot event was varied, both by changing the num-
ber of events preceding a shot and the features describing each event. The
dataset was prepossessed with common preprocessing techniques, however
new features were not constructed. By changing the set of features included
in the shot representation, the features impact on the performance of the
models and on the shots was evaluated. The importance of the ordering of
the events was investigated by comparing the performance of models capable
of utilizing the ordering, with models which are not. The final objective of
the thesis was to evaluate if the dataset is large enough for machine learning
purposes.
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3 Theoretical Background

This section summarizes the theoretical background of the thesis. First su-
pervised machine learning and the machine learning methods implemented in
the project are covered. Then follows imbalanced learning and lastly training
of machine learning models.

3.1 Supervised Machine Learning

Supervised machine learning is the task of learning the function between
pairwise inputs and outputs [4, Chapter 18.1]. The models are learned from
training data which consist of samples (xi, yi) of input and output values
respectively [5, Chapter 2]. The samples are assumed to be drawn from the
distribution which is to be modeled by the machine learning algorithm. When
the output of the model is categorical, the task is referred to as a classification
task. Logistic regression and artificial neural networks are machine learning
methods commonly trained with supervised learning. These methods are
also parametric models, which are functions where the output is determined
by a fixed number of parameters.

3.1.1 Logistic Regression

Logistic regression is a classification technique for binary classification [4,
Chapter 18.6.4]. The model is parameterized by the weights W and can be
thought of as an extension of linear regression to classification [5, Chapter 3].
In linear regression, the output of the model is the dot product of the weights
W and the inputs x. The output of the linear regression is mapped into the
range (0, 1) by passing it though the logistic function. The logistic function
is sometimes referred to as the sigmoid function and is presented below.

sigmoid(W · x) = 1

1 + e−W ·x .

The output of the binary predictor, the value in the range (0, 1), is commonly
interpreted as the probability of a sample belonging to the positive class,
which is labeled 1 [4, Chapter 18.6.4]. A scalar decision threshold r ∈ [0, 1]
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determines what class the sample is predicted to belong to [5, Chapter 3.2].
If the predicted class of sample x∗ is denoted as ŷ(x∗), then the predicted
class is

ŷ(x∗) =

−1, if the output is ≤ r

1, if the output is > r

.

The threshold r is chosen by the developer and can be used to weight the
importance of false positives against the importance of false negatives [5,
Chapter 3.2]. That is, the severity of misclassifying a negative sample and
a positive sample respectively. The sigmoid function is plotted in Figure 1,
with the threshold r = 0.5 marked on the vertical axis. At this threshold a
sample would be classified as belonging to the positive class if the output of
the model is larger than 0.5.

Figure 1: Plot of the sigmoid function. The threshold r = 0.5 is marked
on the vertical axis. To predict a sample as belonging to the positive class,
labeled 1, the output of the model must be larger than 0.5. This corresponds
to the argument of the sigmoid function being larger than 0. For logistic
regression, the argument passed to the sigmoid function is the dot product
between the models weights and the input variables.

In the context of predicting goals (encoded as 1), the output of the predictor
can be interpreted as the probability of a shot resulting in a goal. By changing
the threshold r one can decide how high ”probability” is necessary to predict
a goal.
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3.1.2 Artificial Neural Networks

Neural networks are learning systems inspired by neuroscience [4, Chap-
ter 18.7, 18.8]. Neural networks are parametric models, parameterized by
the network weights W . Standard neural networks consist of simple pro-
cessing units, referred to as nodes or neurons, connected by directed and
weighted links. The node computes a weighted sum of its inputs x, which
are then fed through an activation function h. A nonlinear activation func-
tion enables the network to represent nonlinear functions. The output o of
the node can be calculated as

o = h

( p∑
i=0

Wixi

)
,

where Wi is the weight associated with the input variable i and p is the
number of input variables. The index i = 0 corresponds to a bias term with
x0 = 1. A graphical representation of a standard neural network node is
presented in Figure 2.

Figure 2: Graphical representation of a standard neural network node. The
input variables are denoted as xi, the weights as Wi, the activation function
as h and the output as o. The index i = 0 corresponds to a bias term.
Information flows in the direction indicated by the directed edges. The node,
represented by the circle, computes a weighted sum of the input variables xi.
The result is then passed through the activation function h.
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Neurons in neural networks are grouped in layers. The structure of the
input and output layers are determined by the structure of the input and
output data respectively [6, Chapter 3]. The layer between the input and
the output layers are referred to as hidden layers. An example of a standard
neural network with two input neurons, one hidden layer with three neurons
and one output layer with a single neuron is presented in Figure 3.

Figure 3: Computational graph of a standard feedforward neural network
with three layers: the input, one hidden and the output layer. The network
has two inputs neurons, three hidden neurons and one output neuron. The
inputs are denoted as x1 and x2, the hidden nodes as h and the output node
as o. Each edge in the graph is associated with a weight. Bias terms are not
included in the figure.

Feedforward neural networks only allow information to flow towards the out-
put layer [7, Chapter 18.7.1]. Hence, no feedback connections are allowed in
the computational graph. Figure 3 is and example of such a computational
graph. Standard feedforward neural networks are sometimes referred to as
multilayer perceptrons (MLP).
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3.1.2.1 Convolutional Neural Networks

Convolutional neural networks (CNN) are a type of feedforward neural net-
works specialized on data with a grid-like structure [7, Chapter 9]. Examples
of such data include time-series and images. Convolutional neural networks
have shown great success in many practical applications. In the 1990s CNNs
were among the first neural network architectures to successfully solve im-
portant commercial applications. The success of the convolutional nets have
paved the way for neural networks and have had a vital role in the history
of deep learning.

The input of a convolutional neural network layer is convolved with a filter
referred to as the kernel [7, Chapter 9.2]. The operation is often performed
over multiple axes. Hence, when applied to a two-dimensional input data the
kernel is two-dimensional. Figure 4 illustrates a convolutional neural network
layer, with a kernal of size (2, 1) applied to an input sample of size (3, 5).

Figure 4: Illustration of a two-dimensional convolutional layer. The input
sample is of size (3, 5) and its components are denoted as xt,f . The kernel is
represented by a gray grid to the left, and is of size (2, 1). The weights Wt,f

are associated with the kernel. The hidden units with activation function
h is only depended on a subregion in the input sample, the same size as
the kernel. The position of the hidden unit, in the grid of hidden units,
correspond to the position of the subregion in the input sample. The weights
W1,1 and W2,1 are the same for all hidden units in the layer. The figure was
inspired by Figure 6.8 in [5].

Convolutional networks often utilize sparse interactions and parameter shar-
ing [7, Chapter 9.2]. When using a kernel smaller than the input sample, as
in Figure 4, the number of connections between the kernel and the output
nodes are limited. The result is referred to as sparse interactions, which can
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reduce the computational time and save memory storage. The term param-
eter sharing in the context of convolutional neural networks refer to using
the kernel at each position in the input. This further reduces the memory
storage necessary and makes the layers equivariant to translation. The later
property in the context of time series data produces a ”sort of timeline that
shows when different features appear in the input” [7, p. 335].

In this thesis the first dimension of a sample correspond to what event a
descriptor belong to, in other words it correspond to time. While the second
dimension correspond to a type of descriptor or feature, for instance the
position on the field. The input sample in Figure 4 would then represent a
chain of three events with five features at each time step. Hence, the element
x2,3 is equivalent to the third feature at the second time step. A kernel of
size (m, 1), where m is a positive integer, would then lead to no hidden units
depending on more than one type of feature. However, when m > 1 the
hidden units are dependent on more than one time step of a feature. Thus,
the convolution operator is applied over the dimension which correspond to
time.

3.1.2.2 Recurrent Neural Networks and LSTM

Recurrent neural networks (RNN) are a family of neural networks specialised
on sequential data [7, Chapter 10]. RNNs, as opposed to feedforward net-
works, contain feedback connections. The networks can be thought of as
operating on a sequence of vectors xt with the time index t. The time in-
dex may, but is not required, to represent the actual flow of time. It may
also represent the position in the sequence, for instance the rows in a two
dimensional image. In this thesis a vector xt represent an event in a football
match, while the time index indicate the ordering on the events leading up
to a shot. Hence, the time index does in fact represent the flow of time.

The cycles in the computational graph, see Figure 5, represent how the state
h of a variable at the current time step affect the state of the variable at a
future time step.
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Figure 5: Graphical representations of a recurrent neural network which
maps inputs x to outputs o. The left representation of the networks is
drawn with recurrent connections. The right representation is the same net-
work, but viewed as a time-unfolded computational graph. The time index
is denoted as t. The state, the hidden units of the network, are denoted as
h. The connections are parameterized by the weight matrices U , V and
W . Which parameterize the input-to-hidden, hidden-to-hidden and hidden-
to-output connections respectively. The figure was inspired by Figure 10.3
in [7].
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RNNs can be trained using any general-purpose gradient-based techniques
[7, Chapter 10.2.2]. But a challenge when training RNNs is learning long-
term dependencies, that is dependencies over many time steps in the input
data [7, Chapter 10.7]. The problem is cause by the vanishing or exploding
gradient problem, when gradients are propagated over many stages. The
LSTM (long short-term memory) [8] model is a recurrent neural network
architecture shown to learn long-term dependencies well compared to other,
simpler architectures [7, Chapter 10.10]. The LSTM model have been shown
to perform well across a range of applications, such as speech recognition,
image captioning and handwriting recognition.

The LSTM recurrent neural network is a so called gated RNN [7, Chap-
ter 10.10]. Gate RNNs attempts to learn when to forget previous states
by introducing control gates, hidden units, which decides when to discard
previous states. The LSTM network have so called ”LSTM cells” which are
recurrently connected to each other. Each cell also have a internal recur-
rence, a self-loop. A graphical representation of an LSTM cell is presented
in Figure 6. The input to the hidden nodes (the gray nodes in the figure)
are the inputs at the current time steps xt and the recurrent state at the
previous time step ht−1 (see Figure 5). The external input and output gates
determines how heavily to weigh the input and output of the cell. While the
forget gate determines how heavily to weigh the state unit of the previous
time step, that is it controls the self-loop. Hence, the gates determines the
flow of information in the cell.
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Figure 6: Graphical representations of an LSTM cell. White nodes repre-
sent pointwise operations, while gray nodes represent hidden units in ordi-
nary RNNs. The inputs to the hidden units are the input at the current time
step xt and the recurrent state at the previous time step ht−1. The activa-
tion function of the hidden nodes is the sigmoid function, indicated by σ.
However, the input node (the gray node at the top) can have any squashing
nonlinear activation function, such as the hyperbolic tangent function. The
gates control the flow of information in the cell. The figure is a modified
version of Figure 10.16 in [7].
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3.2 Imbalanced Datasets

If one or several classes in a classification dataset occur much more frequent,
the dataset is said to be imbalanced [9]. That is, the samples in the dataset
are not evenly distributed over the classes. Imbalanced datasets may stem
from rarely occurring events, such as predicting when a natural disaster will
occur or which shots in a football match will result in goals. The most
commonly occurring class in an imbalanced dataset is referred to as the
majority class, while the least commonly occurring class is referred to as the
minority class.

Predicting rare events is difficult and standard classifiers such as logistic re-
gression, support vector machines and decision trees are mainly suitable for
balanced datasets [9]. On imbalanced datasets, these standard predictors
often perform unsatisfactorily on the minority class [10]. Another challenge
is that common performance measures, such as the accuracy of a predictor,
introduces a bias towards the majority class [11]. As an example, take a
binary classification task where the majority class corresponds to 90% of the
samples in the dataset. Thus, a classifier which always predict that a sample
belong to the majority class of the training data will have a training accuracy
of 90%, which may be considered high. However, the accuracy on the minor-
ity samples is 0%. Hence, the predictive performance on the minority class
is not well captured by this metric. Another challenge with imbalanced data
is the possibility of the learning algorithm treating the minority samples as
noise [12].

Many different machine learning approaches have been designed to properly
handle imbalanced classification [9]. These approaches can either be part
of a preprocessing step, as in this study, or integrated in the learning algo-
rithm. Prepossessing techniques include resampling, where minority samples
are either added in oversampling or majority samples are removed in un-
dersampling. Another form of resampling is combining oversampling and
undersampling in a hybrid method. Resampling in the form of oversampling
is a common approach and a popular algorithm is SMOTE [13]. SMOTE
attempts to balance the dataset by generating new ”synthetic” samples of
the minority class.
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3.3 Training of Machine Learning Models

This section describes the process of training supervised machine learning
models. Quantitative measures, such as the accuracy of a classifier, are used
to evaluate the performance of machine learning algorithm [7, Chapter 5.1.2].
It is common practice to train a machine learning algorithm by minimizing a
loss function, which is a quantization of the utility of the predictor [4, Chap-
ter 18.4.2]. The cross-entropy loss is a common loss function for classification
tasks and is equivalent to the maximizing the likelihood [5, Chapter 3.2].

A parametric model is learned by adjusting the parameters, for a neural
network the weights, with the aim to minimize the loss function [4, Chap-
ter 18.6.1]. An optimization algorithm, often based on gradient decent, de-
termines how the weights are updated. Stochastic gradient descent is a com-
mon optimization algorithm used in machine learning applications [7, Chap-
ter 8.3]. A popular extension of stochastic gradient descent is the Adam
optimization algorithm [14], which utilizes adaptive learning rates for differ-
ent parameters.

The generalization error of a supervised machine learning model is a mea-
sure of how well the model performs on previously unseen data. The gen-
eralization error is commonly approximated by by evaluating the model on
a reserved dataset, referred to as the test set [5, Chapter 4.2]. The test set
should only be used for a final evaluation after the hyperparameters (see
section 3.3.2) of the model have been set.

3.3.1 Overfitting and Regularization

Overfitting is a general phenomenon of learning algorithms which occurs
when the output of a model is not stochastic [4, p. 705]. The name ”overfit-
ting” refers to the model adjusting too much to the training data and as a
result fails to generalize well to new data. Overfitting is likely to occur when
the number of parameters of the model is large compared to the size of the
dataset. As an overfitted model fails to generalize well, overfitting can often
be observed as a gap between the training and test error [7, p. 109].

In [7, p. 117], regularization is defined as ”any modification we make to a
learning algorithm that is intended to reduce its generalization error but not
its training error”. Hence, regularization can be used to ”control a model’s
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tendency to overfit”. An example of a regularization technique is early stop-
ping [4, Chapter 18.3.5], which halters the training process prematurely based
on some condition. A possible stopping condition is to end training when
the difference in a performance metric on the training and validation (see
Section 3.3.2) has deviated a certain amount over time.

3.3.2 Hyperparameters and Validation

The hyperparameters of a machine learning model are settings used to con-
trol the behaviour of the algorithm [7, Chapter 5.3]. Hyperparameters are
not learned as part of the learning algorithm itself, they must either be set
externally by a user or as part of a nested learning procedure. A reason
why a setting is made a hyperparameter may be because it is difficult to
optimize, or that learning it based on the training set is likely to lead to
overfitting. Common hyperparameters of neural networks are the number of
hidden layers and the number of units per hidden layer.

In order to set the hyperparameters of the learning algorithm, without over-
fittning to the training data, the so called validation set is introduced [7,
Chapter 5.3]. The validation set, which is separate from the test data set, is
a subset of the training data set. The validation set should not be observed
by the training algorithm but is typically evaluated during the training pro-
cess. The validation set scores, for instance the loss or the accuracy of a
classifier, are then used to set the hyperparameters of the algorithm. Since
the scores on the validation set is used to pick the hyperparameters, and in
that sense train the model, the validation scores are likely to overestimate
the generalization capability of the algorithm. Hence, a test set should still
be reserved in order to achieve a fair estimate of the generalization error.
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3.3.3 Performance Measures of Binary Classifiers

This section presents common performance measures of binary classifiers.
A simple way to visualize the class predictions of a classifier is a confusion
matrix [5, Chapter 4.5], see Table 1. For a threshold r, the samples are
grouped into four categories: the true negatives (TN), the false negatives
(FN), the false positives (FP) and the true positives (TP). The term positives
refer to samples labeled 1 and negatives refer to samples labeled -1. A false
sample is incorrectly classified, while a true sample is correctly classified.
The correctly classified samples are locate on the diagonal of the confusion
matrix. Thus, the confusion matrix of an optimal classified is diagonal.

Table 1: The confusion matrix at a fixed threshold r. The class labels pre-
dicted by the classifier is denoted as ŷ. The true labels are denoted as y. The
samples of the dataset are grouped into true negatives, false positives, false
negatives and true positives. The term true indicate as correctly classified
sample, thus the confusion matrix of an ideal classifier is diagonal.

Predicted label

ŷ = −1 ŷ = 1

True y = −1 TN FP

label y = 1 FN TP

The scores included in the confusion matrix can be used to calculate several
performance measures. For instance the accuracy of the classifier can be
calculated as

accuracy =
TN+ TP

TF+ FP+ FN+ TP
=

TN+ TP
n

,

where n is the total number of samples. Hence, the accuracy is the the
proportion of correctly classified samples out of all evaluated samples.
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The recall is defined below as the number of correctly classified positives,
divided by the total number of true positives [5]. The ideal recall is equal to
1 and a high recall indicates that a classifier correctly classifies all positive
samples.

recall =
TP

FN + TP
.

The precision of a classifier is defined below as the number of true positives
samples divided by the total number of predicted positives. The ideal value
is 1.0, which suggests that the classifies does not have a problem with false
positives.

precision =
TP

FP+ TP
.

The ROC curve (receiver operating characteristics curve) can be used to
visualize the performance of a binary classifier [5, Chapter 4.5]. The ROC
curve is constructed by plotting the false positive rate FP/(TN+FP) against
the true positive rate (another name for the recall) for all decision thresholds
r ∈ [0, 1]. A perfect classifier has a ROC curve which touches the upper left
corner, while the ROC curve of a classifier which predicts labels at random
is a straight line through (0, 0) and (1, 1). Figure 7a present ROC curves of
a optimal, typical and random classifier.

The area under the ROC-curve (ROC-AUC), can be viewed as a summary of
the performance of the classifier for all decision thresholds r [5, Chapter 4.5].
The ROC-AUC of an optimal classifier is 1.0. However, the ROC-curve
and the ROC-AUC may be misleading for imbalanced datasets. The area
under the precision-recall curve (PR-AUC) is expected to provide a more
fair measure for imbalanced datasets, assuming the minority class is the
positive class. The precision-recall curve is constructed by plotting the recall
against the precision at every threshold r. Examples of the precision-recall
curves of a optimal, typical and random classifier i presented in Figure 7b.
The precision recall curve of a classifier which predicts the labels at random
is a horizontal line at precision = (FN+TP)/n, which is the percentage of
positive samples in the dataset.
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(a) ROC curve. (b) Precision-recall curve.

Figure 7: Example of ROC and precision-recall curves. The ROC curve is
plotted to the left and the precision-recall curve to the right. In both figures,
the curve corresponding to a optimal classifier is plotted in green. The blue
curve correspond to a typical classifier which performs worse than optimal,
but better than a classifier which makes predictions at random. The red
curve represent a classifier which makes predictions at random, which can be
viewed as a baseline classifier. The precision-recall curve of a baseline model
is dependent on the number of positive samples in the dataset.
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4 The Dataset

This study is performed on a dataset which covers the 2017/2018 season
of the national Spanish, Italian, English, German and French first division
national leagues, the 2018 world cup and the 2016 European cup [2]. In total
the dataset covers 1 941 matches, 4 299 players and 3 251 294 events. The
term events refer to a specific action in a game, all events in a game are
stored. The events are time stamped, the location on the field is stored and
the events are categorized according to the type of the event. Available types
of events include shots, free kicks and offsides. Hence, free kicks, corners and
penalties are not included in shot events. The dataset contain 43 078 shots in
total. Descriptors referred to as tags are used to further describe the events
and include information such as if a goal was scored, if the ball was shot with
the right foot or if the ball was missed. Details of the information provided
in the events dataset is available at [15].

5 Implementation

This section describe the preprocessing of the dataset and the training of the
machine learning models. The code was written in Python 3 and is available
at [16]. The main packages utilized in the preprocessing was Numpy [17, 18],
Scikit-learn [19] and Pandas [20, 21]. While the machine learning models
were implemented with TensorFlow [22] and Keras [23].

5.1 Data Preprocessing

The performance of supervised learning algorithms can greatly be affected
by data preprocessing and proper data preprocessing can lead to improved
generalization [24]. Preprocessing may include feature selection, normaliza-
tion of numerical features and encoding of categorical features. The first step
in the implementation was preprocessing of the events dataset.

The events dataset is provided as separate, one per league or tournament,
databases in json-format. The first step of the preprocessing was to extract
the events from the separate json-files and combine them into a single dataset.
The league or tournament was added as one-hot encoded features. As the
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aim of the study is to predict whether a shot will result in a goal or not,
the preprocessed dataset will have the same number of samples as the shots
available in the original dataset, that is 43 078. Out of these shots only 4
492 resulted in goals, hence the dataset is clearly imbalanced. To provide the
option to make time series predictions over multiple events the shots, that
is the events with ”shot” as event type, and the nine events preceding the
shot were extracted. Hence, up to ten events per shot can be included in the
predictions.

Next, all the tag features, which consisted of 59 possible tags were split into
separate, binary features. However, not all tags were actually represented
in the extracted events. The tag corresponding to if an event is a goal or
not was later set as the output and excluded from the input data. The
”own-goal” and ”assist” tags were removed as they were considered to be too
closely correlated with goal events. The tags numbered 1201-1223 represent
the location of a shot in the goal. The tags corresponding to the same area
of the goal, for instance 1202 (goal low right), 1210 (out low right) and 1217
(post low right) were merged into one binary feature.

The position feature of the original dataset represent the start and end po-
sitions in the x and y dimensions of an event. The origin of the coordinate
system is the left corner flag of the attacking team. The x-axis goes along
the left touchline, as viewed by the attacking team, while the y-axis goes
along the attacking teams own goal line. Both the x and y coordinates are
in the range [0, 100], and hence represent the position relative the size of the
field. These coordinates were normalised to the range [0, 1] by scaling each
position value by 1/100.

The feature which indicated in what match period a event took place was
encoded with an ordinal encoder, that is each class was numbered as an
integer of increasing magnitude. This choice was made as there is a natural
ordering of the match periods. The features representing the player and team
was also encoded with ordinal encoders. This choice of was made due to the
high number of categories, teams and players, in the features. The ID of the
event, which is unique for all events in the dataset, was excluded.

The features which only contained the same value for all events were ex-
cluded, such as the ”shot” event type and sub event type when only the shot
event was considered. The final shape of the input data, without further
feature selection, with only the shot was (43 078, 33), 43 078 shots with 33
features.
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As previously mentioned, nine events preceding a shot event were extracted
from the original dataset. However, if more than 30 seconds had passed
between a preceding event and the shot event, then the event proceeding the
shot was put to a vector of zeros. Shots taking place at the start of a match
period was treated the same way. In other words, these time sequences were
zero-padded.

While processing the time series data, 68 events lacking end position coordi-
nates were discovered. This was handled by setting the end position to (0,
0). It was also concluded that the sub event of the event type ”offside” was
missing. But as this event type only have one subtype, the correct subtype
was added to these samples. The final shape of the input of the time series
data was (43 078, 10, 56), 43 078 shots, over 10 events with 56 features.
The number of feature of this dataset is significantly larger than when only
considering the shots. This can be explained by the fact that when includ-
ing more events per sample, other event types were included in the dataset.
Thus, more features in the original dataset were applicable.

The event time feature, which indicates at what second from the start of the
period the event took place, was normalized with min-max normalization to
the range [0, 1]. This step was performed after using the feature to determine
whether to zero-pad a sequence or not.

The next step of the preprocessing was to split the dataset into a training
and test set. The split was made in a stratified fashion, hence preserving the
original ratio of goals to missed goals. Twenty percent of the samples of the
preprocessed dataset was reserved as a test dataset.

As the dataset is imbalanced the resampling algorithm SMOTE, implemented
in [9], was utilised in order to try to improve the performance of the predic-
tor. This implementation of SMOTE is intended for one-dimensional sam-
ples, thus the samples were first reshaped into one-dimensional vectors when
applied to samples with multiple events. Each sample was then reshaped
back into the original sample shape.

Finally, the eighty percent of the dataset reserved for training was further
split into a training and a validation set. Twenty percent of this subset was
reserved as the validation set and used for setting the hyperparameters. The
dataset split is visualized in Figure 8.
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Figure 8: Visualization of the dataset split. Twenty percent of the dataset
was reserved as the test dataset. Out of the remaining eighty percent of the
dataset, twenty percent was used as a validation dataset.

5.2 Training

A wide range of experiments on different network settings in combination
with different shot representations were explored. The term shot represen-
tation henceforth refers to a set of features at a fixed number of events per
sample, which describes a shot event. The shot representation is used as
input data when training the models, while the binary output ∈ {0, 1} de-
termines if a shot resulted is a goal or not. A missed goal was encoded as 0
while a goal was encoded as 1 during training.

The shot representation, the input to the machine learning models, was varied
in the following ways:

• The choice of features.

• The number of events per sample, up to ten events including the shot.

• If the resampling technique SMOTE was applied to the training and
validation dataset or not.

The following types of network architectures were evaluated:

• Logistic regression, implemented as a neural network with one fully
connected layer with one node and sigmoid as activation function.

• Multilayer perceptron, a standard feedforward neural network with
multiple layers of perceptrons (neurons). All neurons in a layer are
connected to all nodes in adjacent layers.
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• Convolutional neural network, a network with convolutional layers where
the convolutions were applied over the time dimension (except for when
only the shot event was considered). Fully connected layers were al-
lowed before the output layer.

• LSTM, a neural network with LSTM layers. Fully connected layers
were allowed before the output layer.

• Combined convolutional and LSTM, a network with convolutional,
LSTM and fully connected layers. The layers were applied in the fol-
lowing order: First convolutional, then LSTM layers and lastly fully
connected layers.

For convolutional and fully connected layers the rectified linear unit was used
as activation function, while the hyperbolic tangent was used for LSTM lay-
ers. The output layer of all neural networks, excluding logistic regression,
was a fully connected layer with one node and sigmoid as activation function.
Thus, the output of the final layer may be interpreted as the probability of
a shot resulting in a goal. A class prediction, goal or not, is made in the
same way as for logistic regression with a threshold r. The input samples
were flattened (reshaped) into one-dimensional vectors prior to being passed
to the logistic regression and MLP models. The samples fed to the convolu-
tional and LSTM networks were two-dimensional, where the first dimension
correspond to time and the second to the features of each event. Both net-
work types should, in theory, be able to preserve the original structure and
utilize the assumed time dependency.

The optimization algorithm utilized was Adam, with the default settings
implemented in Keras. However, the learning rate was altered and viewed
as a hyperparamter. A large batch size was used to ensure that each batch
will have samples which resulted in goals, even when the dataset was not
resampled. A high number of epochs was used and early stopping was utilized
as a regularization technique to avoid overfitting.

The networks were trained by minimizing the cross-entropy loss function.
The main metric for evaluating the performance of the classifiers was the
PR-AUC (area under the precision-recall curve). Different configurations
for the network architecture, optimization algorithm and training settings
were combined at random. For each network type and shot representation,
a set of hyperparameters was trained three times and evaluated based on
the validation PR-AUC. As the aim was to produce the best model possible,
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only the highest score out of the three runs were considered. The best set of
hyperparameters were used to retrain a model which was then evaluated on
the test dataset. Different models, that is models trained on different feature
representations and of different network types, were then compared based
on performances metrics on the test dataset. The main performance metric
was the PR-AUC, but the ROC-AUC and the accuracy was also evaluated
to achieve a broader evaluation of the models. The accuracy was evaluated
at the threshold r = 0.5. A confusion matrix at the same threshold was
generated to visualize what class predictions the models were inclined to
make.

6 Experiments and Results

The simplest shot representation evaluated was with only the start position
of the events, for both one and several events per sample. However, these
models failed to generalize. The ROC and precision-recall curves of two
LSTMmodels trained on only the start position features at events per sample,
both with and without resampling are presented in Figure 9.

(a) ROC curve. (b) Precision-recall curve.

Figure 9: The ROC and precision-recall curves on the test dataset of an
LSTM network trained on seven events per sample and only the features
representing the start position, with and without resampling. A baseline
model is also plotted.
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The confusion matrices at r = 0.5 of the same models are presented in Ta-
ble 2. All network types and a set of different number of events per sample
were evaluated, however the results presented in Figure 9 and Table 2 are
representative of the results achieved. The models trained on the imbalanced
dataset were strongly inclined to only predict ”missed goals”, while the mod-
els trained on the resampled dataset tended to predict the output more at
random and have issues with false positives. That is, predicting many missed
goals as goals.

Table 2: The confusion matrix on the test dataset at the threshold r = 0.5
of an LSTM network trained on the start position at seven events, with and
without resampling. The model trained on the imbalanced dataset almost
always predict missed goals (ŷ = −1). While the model trained on the
resampled dataset has a large problem with false positives.

(a) Imbalanced

Predicted label
ŷ = −1 ŷ = 1

True y = −1 7 715 3
label y = 1 897 1

(b) Resampled

Predicted label
ŷ = −1 ŷ = 1

True y = −1 5 473 2 245
label y = 1 297 601

This pattern, that is models trained on the imbalanced dataset predicting
”missed goal”, and models trained on the resampled data predicting many
false positives, was found to be common with suboptimal sets of features.

Including all features, which were not already excluded in the preprocessing,
resulted in a higher test PR-AUC than when only including the starting
position. However, a clear improvement in performance was achieved by
removing the player and team. The highest test PR-AUC achieved with
these features was 0.671, while the first model trained without them reached
a PR-AUC of 0.759. Besides increasing the highest test PR-AUC, removing
the player and team features allowed more network types to achieve good
performance. When the player and team was part of the shot representation
the logistic regression and MLP networks did not perform well in terms of
test PR-AUC. By dropping these features the networks achieved performance
comparable with the LSTM network, which so far had produced the best
results. Hence, these features were excluded in future experiments.
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Another effect achieved by dropping the player and team features was that
the imbalanced dataset, the dataset without resampling, performed as good
as or better than the models trained on the resampled data. As the models
trained on the imbalanced dataset performed well, and to avoid introducing
noise in the resampling process, the future experiments were focused on the
imbalanced dataset.

Next, the time dependency of the shot events were investigated by varying
the number of events included in the shot representation. The term time
steps henceforth refer to the number of events included in each input sample.
The number of time steps evaluated was 1, 3, 5, 7 and 10. The general
pattern observed was that one time step clearly preformed the worst, while
5-10 time steps performed similarly. The LSTM network achived the highest
performance at all time steps, with the top test PR-AUC of 0.759 at ten
time steps. The logistic regression model performed the worst at all time
steps except for 5 time steps, where the MLP performed the worst. The test
and validation PR-AUC, ROC-AUC and accuracy of the logistic regression
and LSTM networks are presented in Table 5-6 in the Appendix. The ROC
and precision-recall curve for the LSTM network is presented in Figure 10.
The optimal ROC curve touches the upper left corner, while the optimal
precision-recall curve touches the upper right corner. Hence, the figure clearly
portrays that the model trained on only one time step performed the worst.
All network types performed well at seven time steps, which was used for the
final evaluation of the features to include in the shot representation.
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(a) ROC curve. (b) Precision-recall curve.

Figure 10: The ROC and precision-recall curves on the test dataset of
LSTM models trained on different number of time steps. One time step is the
furthest from the optimal ROC and precision-recall curves, and as a result
the area under the curves are the lowest this model performed the worst.
Followed by the model trained on three time steps. The models trained on
five, seven and ten time steps performed similarly.

Finally, the impact of the different features on the predictive performance
was further investigated. The set of features in the shot representation was
varied and the performance measures on the test dataset was evaluated. The
investigation was performed on LSTM networks trained on seven time steps.

The most important features were found to be the ”accurate”/”not accurate”
features. When these features were excluded, the test PR-AUC dropped to
0.56-0.57. The corresponding ROC and precision-recall curves and confusion
matrix at the threshold 0.5 are available in Figure 13 and Table 7 in the
Appendix. Some features, such as the position on the field and the body
part which was in contact with the ball did not significantly reduce the
performance when removed one at a time. But, when all the features were
removed at the same time, the performance of the models was significantly
reduced. This particular combination of removed features resulted in a test
PR-AUC of 0.67-0.68. Other features were shown to improve the performance
when removed. This include the league, event ID, sub event ID and match
period.
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A large number of feature sets were evaluated. A clear tendency observed
was that models trained on a larger number of features outperformed models
trained on a low number of features. A good set of features was found by
removing the league, the event ID, the sub event ID and the match period.
Performance measures of this set of features, at seven time steps for different
network types are presented in Table 3. The highest test PR-AUC was 0.792
for the LSTM network, followed by the combined convolutional and LSTM
network. While, the MLP network performed the worst with a test PR-AUC
of 0.744.

Table 3: Performance measures on the test, validation and training datasets
of all network types. The models were trained on trained on seven time steps
with a set of feature found to perform well with the LSTM network. The
networks were trained three times and the run with the highest test PR-AUC
is presented. The scores are presented as the test/validation/training metrics
respectively. The LSTM network performed the best on the test dataset on
all measures presented.

Network PR-AUC ROC-AUC Accuracy
Log Reg 0.747/0.726/0.765 0.964/0.964/0.969 0.933/0.935/0.937
MLP 0.744/0.729/0.865 0.964/0.965/0.982 0.933/0.934/0.954
LSTM 0.792/0.795/0.832 0.973/0.970/0.977 0.941/0.940/0.949
Conv 0.753/0.767/0.840 0.968/0.967/0.980 0.937/0.936/0.952
Conv LSTM 0.789/0.754/0.810 0.967/0.966/0.975 0.939/0.937/0.946

The ROC and precision-recall which correspond to the networks in Table 3
is presented i Figure 11. The ROC-curves are very similar for all the network
types, but the LSTM network slightly outperforms the other networks. This
is confirmed by the area under the curve metrics presented in Table 3, as it
is the highest for the LSTM network.
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(a) ROC curve. (b) Precision-recall curve.

Figure 11: The ROC and precision-recall curves on the test dataset of all
network types, trained on seven time steps on a set of features found to
perform well with the LSTM model. The networks were trained three times
and the run with the highest test PR-AUC is presented. As the curves of the
LSTM model is the closest to the optimal, the plots agrees with the results
presented in Table 3.
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The ROC and precission-recall curves of best model, the LSTM model,
trained on seven time steps is presented in Figure 12. The confusion ma-
trix of the same model is presented in Table 4.

(a) ROC curve. (b) Precision-recall curve.

Figure 12: The ROC and precision-recall curves on the test dataset of the
LSTM network, trained on seven time steps on the best set of features. The
model is clearly better than the baseline model, however the precision-recall
is far from optimal. Notice the dip in the precision-recall curve at low recalls.

Table 4: The confusion matrix on the test dataset at the threshold r = 0.5
of an LSTM network trained on the best set of features on seven time steps.
A large percentage of the missed goals were correctly classified. The number
of false positives and false negatives is high compared to the number of true
positives and positive samples in the dataset.

Predicted label

ŷ = −1 ŷ = 1

True y = −1 7 434 284

label y = 1 223 675
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7 Discussion

The area under the precision-recall curve was used as the main metric when
evaluating the models. The area under the ROC curve is another common
measure performance measure of binary classifiers. However this measure
can be misleading for imbalanced datasets, which is apparent in the results
presented in this thesis, see Figure 10-12. The test ROC-AUC score of a large
percentage of the models presented is over 0.9, which indicates a fairly good
model. The highest test ROC-AUC and PR-AUC achieved were 0.97 and 0.79
respectively. The model which achieved these these scores missclassifed 25%
of the actual goals and 29% of the predicted goals, at the threshold r = 0.5
(see Table 4). The ratio of false negatives to false positives can be adjusted
by changing the threshold, but this will not change the AUC scores as they
summarize the models at all thresholds. The number of misclassified samples
compared to the number of minority samples is likely too high to be able
to view the classifiers as good models. However, this is not captured in the
ROC-AUC as it is biased towards the high number of true negatives, correctly
classified missed goal. Hence, the metric indicates that the models perform
better than perceived by a user who evaluates the actual predictions made by
the classifier. Thus, the result confirm that the PR-AUC is a better choice
of metric than the ROC-AUC when evaluating imbalanced classification.

The results clearly indicate that the models benefit from including more
than one event in the shot representation. The predictive performance was
increased for all types of networks and seven steps were found to be a good
choice across all types of models. However, the difference in performance for
five to ten time steps was small. One explanation may be that 28% of the
event series were zero padded, as the time difference between a time step and
the shot event was larger than 30 s. Hence, the earliest time steps carries
less information than the later time steps. Another reason may be that the
earliest events simply contribute less to the outcome of a shot, and that the
machine learning models manage to learn this successfully.

The decision to exclude events which took place more than 30 seconds prior
to the shot, was made based on the assumption that events taking place
earlier than that is not as likely to affect the shot. As an example, take a
free kick situation, which is likely to cause a delay in the game. It is probably
fair to assume that a free kick will affect a succeeding shot. However, the
events leading to the free kick may be of less importance. Though, it may
be interesting to see how the performance is affected when samples are only
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zero-padded when necessary. Shots taking place early in a match period
have to be padded, otherwise events from other matches or periods would be
included in a sample.

Recurrent neural networks, such as the LSTM network, is specialized on
sequential data. The time series dataset in this thesis can be viewed as a
sequential dataset. Thus, it is not surprising that the the LSTM networks
perform well if there is a strong time dependency. It is also possible to view
the time series dataset as having a grid-like structure, which convolutional
neural networks are specialized on. The fact that the LSTM and convolu-
tional based networks perform the best indicate that it is beneficial to treat
the input data as a time series. That is, that the ordering of the events
is significant when predicting the outcome of football shots. However the
performance difference of the logistic regression model, which disregards the
ordering of the events, and the pure CNN model is note large. The com-
bined convolutional and LSTM network achieved a significantly higher test
PR-AUC than the convolutional network. However the test PR-AUC of the
combined networks is also significantly higher than the validation PR-AUC,
which may indicates that the test PR-AUC is not a fair estimate of the gen-
eralization error of the model. The LSTM network performed the best in
terms of test PR-AUC, however the final choice of features were made based
on the test metrics of the LSTM network. Hence, the choice of features have
probably introduced a bias towards the LSTM network architectures. As the
set of features were chosen based on the test metrics the generalization error
is likely underestimated. Also, the other network types may outperform the
LSTM network on other sets of features. As an example the less flexible
logistic regression model may benefit from a smaller feature space.

The idea behind applying LSTM and convolutional networks to the dataset
is to utilize a possible time dependency in the data. Hence, when only one
time step is considered it seems less intuitive to apply these networks. In this
case the convolutions were applied along the spacial (feature) dimension. The
convolutional neural networks generally perform well on data with a grid-like
structure. However, many of the adjacent features are not expected to be
correlated, for instance the match period and the team. Thus, the choice to
apply these network types to only one time step may be considered counter-
intuitive. The main reason as to why the the networks were also trained on
one time steps was to be able to compare the performance with that of the
logistic regression and MLP models. However, it is not surprising that the
LSTM and convolutional models perform poorly when only trained on the
shot event.
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The features which indicate if an event was performed accurately or not were
found to have the largest impact on the predictive performance of the models.
This is not surprising, as an accurate event is most likely easier to predict
the outcome of. Hence, the feature probably have a strong correlation to the
outcome of single event and the shot. In a way, it may seem unfair to even
include this feature in the study as one might expect to feature to ”give the
outcome away”. However, the aim was to find features which have a large
impact on the outcome of the shot. Including the features allows a user to
predict the probability of a shot resulting in a goal from the same set up, both
when the action is accurately executed and not. Thus, a possible application
may be to evaluate which shots have a higher probability of scoring even if
the action is not performed with high precision.

The positions on the field and the features which indicated what part of
a player was in contact with the ball were also shown to have a relatively
large impact. When removed at the same time the performance significantly
dropped, especially compared to only dropping the positions and body part
features by themselves. This suggests that both sets of features are impor-
tant, but that they in a way contain data redundancy. It may be that when,
for instance, a player makes a head shot the position of the player is of less
importance. Which explains why the drop in performance is only observed
when the features are removed at the same time. However this have not
been further investigated. The results agree with the general observation
that a larger set of features are beneficial with this dataset, even when the
relationship between the features are not obvious from the perspective of a
user.

The features removed during the experiments were the player, the team, the
match period, the event ID, sub event ID and the league. All of these features
except for the league were encoded with ordinal encoders and not normalized.
Hence, the range of these features were significantly larger than the other
features, which were all in the range [0, 1]. The intent of normalization
is to prevent certain features from dominating the models, due to a large
difference in the range of the features. In that sense, it is not surprising
that these features reduced the performance when included. This encoding
was motivated by the large number of possible categories, which will create
a very sparse representation, or a natural ordering of the categories as with
the match period. However, the fact that all the features encoded in this
way were found to reduce the performance of the models, suggests that the
encoding was part of the problem. A more clever encoding is likely worth
exploring. Some alternative would be to summarize the information found
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in each feature. For instance by only including some event types which are
then one-hot encoded. The player feature may be replaced by a feature which
indicates if a player is a forward or not, or some other information provided
in the player dataset. In this way one would be able to extract features
which may increase the performance of the model, without adding too sparse
features or features with too large ranges.

A dip is visible in the precision-recall curve of the LSTM model at seven time
steps, see Figure 12b. The cause of the dip is unknown. However, it is likely
the reason why the best test PR-AUC of the LSTM network was achieved at
ten time steps, see Table 6, and not seven as suggested by Figure 10b. The
dip correspond to a threshold r which is higher than one likely would choose.
Thus, it is not expected to affect the performance of the model if only used
for classification with a different threshold.

The models trained on the sampled dataset had large issues with false pos-
itives on the test set. Most likely, the models overfitted to the oversampled
training and validation datasest, and thus predicted too many goals com-
pared to missed goals. An alternative approach, where the training but not
the validation dataset was resampled, was also attempted. But the perfor-
mance issues with a large number of false positives was not rectified. An issue
with the evaluated resampling method is that it requires the input data to be
one dimensional. Hence, the time series data was flattened and the reshaped
after sampling. A resampling technique designed for time series data would
probably be a better choice, and worth investigating in future research.

The final objective of the thesis is to evaluate whether the dataset is large
enough to train machine learning models. A common sign of a too small
dataset is that the model overfitt to the training data. The regularization
technique early stopping, which simply ends training when indications of
overfitting are detected, was used. Hence, no clear signs of overfitting is de-
tected. In terms of PR-AUC, one could consider the models as underfitting
to the data, which then indicates that the dataset is large enough. How-
ever, without a baseline metric it is difficult to evaluate if the models have
underfitted or not. It is highly probable that other network architectures,
with a different regularization technique and more extensive hyperparameter
tuning could achieve a higher over all performance. It is also possible that
the size of the test dataset, and especially the number of goals, is so small
that it does not properly capture the true nature of different kinds of shot
events, and thus approximates the generalization error poorly. This thesis
only evaluated networks with up to four hidden layers, however the dataset
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of only 42 078 shots events with 10.4 % goals is most likely too small for
training proper deep learning models.

Models trained on a large set of features outperformed models trained on
a small set of features. All network types benefited from increasing the
number of time steps. However, the largest improvement in performance
was achieved by removing features with large ranges, such as the player.
It is likely possible to increase the predictive performance by further data
preprocessing. For instance, one of the ”accurate”/”not accurate” features
can be removed. The event type (shot, pass, etc.) was found to reduced
the overall performance, but with the right feature encoding it may improve
the performance of the models. For instance, this feature indicates free kicks
and corners. Which, from the perspective of an end user, is expected to have
an impact on a succeeding shot. Other features may be constructed from
available features, such as the role of a player (forward, midfielder etc.) or
the position of a shot relative to the goal.

8 Conclusions and Future Work

In this thesis it was concluded that it is beneficial to include events preceding
a shot event to predict the outcome of the shot. The features which indicate
the precision of a shot, the position on the field and how the player was
in contact with the ball were shown to have the largest positive impact on
the performance. A poor choice of feature encoding was shown to greatly
reduce the performance of the models. The size of the dataset appears to be
sufficiently large for the network architectures evaluated, but more complex
models may require a larger quantity of training data.

To achieve better performing models, the encoding of the categorical features
should be revised. Possible extensions include automatic feature selection
and resampling methods specialized on time series data.
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Appendix

Table 5: Performance measures of logistic regression models trained on dif-
ferent numbers of time steps. The area under the precision-recall curve,
the area under the ROC curve and the accuracy model is presented as
the test/validation/training metrics respectively. The best performance was
achieved at seven time steps, the worst at one.

Time steps PR-AUC ROC-AUC Accuracy
1 0.493/0.476/0.483 0.924/0.921/0.921 0.900/0.899/0.898
3 0.723/0.683/0.693 0.960/0.953/0.954 0.928/0.922/0.925
5 0.731/0.745/0.746 0.966/0.964/0.966 0.934/0.931/0.934
7 0.741/0.701/0.771 0.967/0.960/0.970 0.935/0.929/0.938
10 0.707/0.703/0.772 0.959/0.962/0.970 0.928/0.928/0.938

Table 6: Performance measures of LSTM models trained on different a
numbers of time steps. The area under the precision-recall curve, the
area under the ROC curve and the accuracy model is presented as the
test/validation/training metrics respectively. The best performance in terms
of test PR-AUC was achieved at ten time steps, however closely followed by
seven time step. The worst performance was achieved at one time step.

Time steps PR-AUC ROC-AUC Accuracy
1 0.595/0.658/0.684 0.942/0.958/0.953 0.916/0.922/0.927
3 0.723/0.716/0.731 0.958/0.960/0.961 0.928/0.929/0.932
5 0.748/0.747/0.774 0.966/0.9670.971/ 0.931/0.937/0.939
7 0.757/0.746/0.768 0.968/0.966/0.971 0.936/0.936/0.940
10 0.759/0.744/0.786 0.967/0.965/0.973 0.936/0.936/0.943
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(a) ROC curve. (b) Precision-recall curve.

Figure 13: The ROC and precision-recall curves on the test dataset of an
LSTM network, trained on seven time steps without the features indicating
the accuracy of the events. The performance is clearly reduced compared to
the models trained with the features indicating the accuracy of an event.

Table 7: The confusion matrix on the test dataset at the threshold r =
0.5 of an LSTM network, trained on seven time steps without the features
indicating the accuracy of the events. The number of false negatives have
increased compared to when the accuracy features were included.

Predicted label

ŷ = −1 ŷ = 1

True y = −1 7 479 239

label y = 1 473 425
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