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Abstract 

Frontotemporal dementia is a neurodegenerative disorder with high heterogeneity on the 

genetic, pathological and clinical level. The familial form of the disease is mainly caused by 

pathogenic variants of three genes: C9orf72, MAPT and GRN. As there is no clear correlation 

between the mutation and the clinical phenotype, symptom severity or age of onset, the demand 

for predictive biomarkers is high. While there is no fluid biomarker for frontotemporal dementia 

in use yet, there is strong hope that changes of protein concentrations in the blood or 

cerebrospinal fluid can aid prognostics many years before symptoms develop. Increasing 

amounts of data are becoming available because of long-term studies of families affected by 

familial frontotemporal dementia, but its analysis is time-consuming and work intensive. In the 

scope of this project a pipeline was built for the automated analysis of proteomics data. 

Specifically, it aims to identify proteins useful for differentiation between two groups by using 

random forest, a supervised machine learning method. The analysis results of the pipeline for a 

data set containing blood plasma protein concentration of healthy controls and participants 

affected by frontotemporal dementia were promising and the generalized functioning of the 

pipeline was proven with an independent breast cancer proteomics data set.  
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 How can we identify interesting proteins using Machine 

Learning methods? 

Popular Science Summary 

Katharina Waury 

Frontotemporal dementia is a disease involving atrophy, which means parts of the brain shrink 

because its cells start dying. As the regions of the brain affected are involved in personality, 

behaviour or language, symptoms appear in those areas. People with frontotemporal dementia 

therefore mostly show personality changes, start to act socially inappropriate or cannot 

remember words. Up to half of all those cases have an established family history of dementia.  

Frontotemporal dementia is very complex and despite active research in this area, a lot is still 

unknown about the disease-causing mechanisms. To better understand the disease, long-term 

studies have been introduced that follow families with the hereditary form. This allows to trace 

changes that are happening in participants even before they are showing symptoms. One major 

aim of those studies is to identify proteins that can be used to correctly track the disease 

progression. Those specific proteins, so-called biomarkers, could then be measured in people 

still without symptoms to predict when and how the dementia will begin to develop. 

While huge amounts of data are being produced that contain protein measurements of study 

participants, it is very difficult to learn anything from hundreds of samples and proteins at once. 

That is why computational methods are necessary to make sense of the data and to identify any 

possible candidates for protein biomarkers. For that reason, the aim of this project was to build 

a pipeline that performs several analysis steps and so automates an initial exploration of the 

data. One promising approach to identify interesting proteins is supervised machine learning. 

This term describes methods that try to find patterns in the data that can help correctly classify 

samples into one of two classes, such as healthy or affected. The classifier used in this pipeline 

is a random forest. This method is based on decision trees which are built by repeatedly splitting 

the samples with a known class into smaller and smaller groups. Every split is based on the 

samples’ measurements for one specific protein and the aim of the random forest is to find the 

proteins that allow the best separation of the two groups. A succession of the most optimal splits 

will lead to a good division of healthy and affected samples and the decision trees can then be 

used to predict the class of new samples based on their protein measurements.  

The pipeline includes further analytical methods to find the proteins showing the strongest 

differences between the two groups and helps understand the function of the proteins by 

performing so-called enrichment analyses. We could prove that the pipeline works by testing it 

with two different protein measurement data sets. 
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Examensarbete i bioinformatik 30 hp till masterexamen, 2020  

Biology Education Centre and Karolinska Institutet 

Supervisor: Caroline Graff, Abbe Ullgren 
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Abbreviations 

AD  Alzheimer’s disease 

ALS amyotrophic lateral sclerosis 

AMC affected mutation carrier 

bitr Biological Id Translator 

bvFTD behavioural variant FTD 

C9orf72 chromosome 9 open reading frame 72 

CBS corticobasal syndrome 

CHMP2B chromatin-modifying protein 2B  

CSF cerebrospinal fluid  

DO disease ontology 

FDR false discovery rate 

FTD frontotemporal dementia 

FTLD frontotemporal lobar degeneration 

GENFI Genetic Frontotemporal dementia Initiative 

GO gene ontology 

GRN progranulin 

lvPPA logopenic variant PPA 

MAPT microtubule-associated protein tau 

MND motor neuron disease 

NC non-mutation carrier 

NFL neurofilament light chain 

nfvPPA non-fluent variant PPA 

PMC pre-symptomatic mutation carrier 

PPA primary progressive aphasia 

PSP progressive supranuclear palsy 

svPPA semantic variant PPA 

TDP-43 43 kDa transactive response DNA-binding protein 

VCP valosin-containing protein 

 



2 
 

  



3 
 

1 Introduction 

1.1 Frontotemporal dementia 

Frontotemporal dementia (FTD) is a progressive neurodegenerative disease1. It is extremely 

heterogeneous, and the term is used to describe a group of several distinct clinical subtypes and 

FTD-related disorders1. Two main syndromes are recognized: behavioural variant FTD 

(bvFTD) and primary progressive aphasia (PPA) which are characterized clinically by 

deteriorating social function and speech abilities, respectively2. Neuropathologically, FTD is 

defined by severe atrophy of the frontal and temporal lobe regions in the brain, therefore the 

pathologic classification of FTD is termed frontotemporal lobar degeneration (FTLD)2. FTD is 

the second most common early-onset dementia after Alzheimer’s disease (AD) as it affects 

people younger than 65 years disproportionately3. The emotional and socioeconomic burden of 

this disease is therefore especially heavy. 

1.1.1 Epidemiology 

The estimates for prevalence and incidence of FTD usually show wide ranges. Possible reasons 

for the uncertainty in those numbers include changing diagnostic criteria and varying methods 

used in studies hindering the comparison between them4. Another challenge is the disorder 

being un- or misdiagnosed. This is especially relevant in early-onset cases as patients may be 

diagnosed with a psychiatric illness instead5,6, whereas late-onset cases are prone to be 

misdiagnosed as other dementias such as AD7. According to one meta-analysis in 2013, FTD 

has a point prevalence of 15-22/100.000 people and an incidence of 2.7-4.1/100.000 people8. 

Hogan et al. reported a prevalence of 1-46/1000 people and an incidence of 0.0-0.3/1000 people 

comparing 26 studies9. This study also indicated that FTD accounts for 2.7% of all dementia 

cases and 10.2% of early-onset-dementia (<65 years) cases as the burden of FTD is stronger on 

younger people compared to other dementias9. FTD shows similar mean and median survival 

compared to AD across all phenotypes with a mean survival of 6.38-8.17 years10. The exception 

is patients developing both FTD and motor neuron disease (MND), as the FTD-MND subtype 

has an average survival of 2.5 years10. Studies on both prevalence and survival could not find 

any effect of gender9,10.  

1.1.2 Clinical spectrum 

FTD is a group of several distinct neurodegenerative disorders that are genetically, 

pathologically and clinically diverse. The clinical spectrum entails the two main syndromes of 

FTD (bvFTD and PPA), as well as several other related disorders that can develop 

concurrently11. 

The behavioural variant of FTD is the most common subtype occuring12. It is characterized by 

progressive deterioration of behaviour, personality and executive function as well as changes 

in emotional response1. The core clinical features of bvFTD are considered to be behavioural 

inhibition, the loss of sympathy or empathy, and apathy, i.e. the loss of interest and 

enthusiasm12.  Those symptoms can manifest in various ways: a patient may abandon their 



4 
 

family duties, violate the personal boundaries of strangers or give tactless comments13. Other 

common features found in bvFTD patients are repetitive and compulsive behaviours, binge 

eating and changed food preferences13. As the diagnosis is dependent on the clinical criteria, it 

remains challenging and the risk that symptoms are mistaken for psychiatric disease is high5,12. 

As a result, people affected by bvFTD often receive inappropriate treatment for a psychiatric 

disorder while the neurodegeneration remains undetected5. Furthermore, patients with bvFTD 

often lack awareness of their behaviour changes and the resulting problems. Therefore, it is 

most often relatives or close friends that notice issues and the clinical diagnosis is dependent 

on the reports of caregivers11,14.  

The PPA subtype is characterized by language decline and speech difficulties and can be 

distinguished into three variants: semantic variant PPA (svPPA), non-fluent variant PPA 

(nfvPPA) and logopenic variant PPA (lvPPA)11. While other cognitive deficits can emerge over 

the course of the disease, the language impairment must be the first and remain the most 

dominant symptom for a diagnosis of PPA15. A further specification of the PPA syndrome 

depends on the clinical assessment of the distinct speech and language features and can be 

supported by neuroimaging analysis16.  

svPPA involves the loss of semantic memory, i.e. a reduced knowledge and comprehension of 

the meaning of words, objects or concepts16. Patients report difficulty to bring single words to 

mind whereby this is limited to low-frequency or low-familiarity words in the early stages of 

the syndrome16. With the progression of svPPA, patients usually lose their grasp of more 

general and broad terms and are unable to identify objects even when using different stimuli 

such as pictures, sound and touch15. The speech of svPPA patients is still fluent, although often 

imprecise and vague phrases are used and semantic paraphasia is observed, in which similar 

words are used to substitute for the lacking term17. For instance, the word “cat” might first either 

be identified as an associated term like “dog” or in a less specific way as “animal” before, with 

progression of the dementia, no answer can be given at all.  

nfvPPA is also known as the agrammatic variant and is primarily characterized by agrammatism 

and effortful, slow speech production16. Agrammatism denotes flawed grammatical structure 

and manifests as speech using short, simplistic phrases often omitting connecting words. It can 

also involve wrong word order in a sentence or impaired use of plural forms and tenses18, e.g. 

“man walk house”. Patients also have difficulty comprehending sentences if their grammatical 

complexity is too high, although single word understanding remains intact16. Effortful speaking 

is caused by speech apraxia meaning the patient is not able to translate their speech plans into 

the proper motor plans necessary. This results in trial-and-error movements often producing 

unintended sounds11. The deterioration of core speech production features leads to extreme 

difficulty for the patient in communicating verbally and mutism is often a consequence11. 

Patients with nfvPPA are usually diagnosed more quickly because of the obvious speech 

impairment early on19. 

The third variant, lvPPA, is a more recent described classification of PPA but shows in the 

majority of cases an underlying AD pathology rather than FTLD20. The core clinical features 
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of the syndrome are speech disruption because of frequent word-finding pauses and deficits in 

sentence repetition16. It is an important distinction to nfvPPA that spontaneous speaking is 

hampered by problems to retrieve the correct word and not speech apraxia. In contrast to svPPA 

there are also no severe disturbances of the semantic memory and single-word comprehension 

remains intact while lvPPA patients struggle with longer sentences16. Another impairment of 

speech is caused by phonological errors. The patient makes sound substitutions which are well 

articulated but incorrect11.   

Several syndromes have been shown to overlap with FTD, meaning that some FTD patients 

additionally develop motor symptoms or vice versa11. About 10-15% of all FTD patients also 

develop MND, usually in the form of amyotrophic lateral sclerosis (ALS)21. The ALS subtype 

is characterized by the degeneration of the upper and lower motor neurons manifesting with 

symptoms of muscle weakness and spasticity among others22. Atypical parkinsonian disorders 

also occur in patients with FTD in about 20% of all cases23. Parkinsonism manifests usually 

with features of either corticobasal syndrome (CBS) or progressive supranuclear palsy (PSP). 

Those disorders are characterized by akinesia, i.e. impaired voluntary movement, and rigidity 

as the main motor symptoms24. 

1.1.3 Pathology 

While the degeneration of the frontal and temporal lobes (FTLD) is the common feature of all 

cases of FTD, further neuropathological classification is possible according to the molecule that 

is primarily contributing to the neuropathogenesis25. Consequently, different FTLD subgroups 

exist based on the protein that aggregates in the brain.  

In approximately 40% of FTLD cases microtubule associated protein tau is the pathogenic 

protein (FTLD-tau)26. The protein tau is involved in microtubule assembly and stability as well 

as axonal transport regulation and signaling27. In FTLD-tau the protein becomes 

hyperphosphorylated and forms insoluble inclusions28. As tau exists in six different isoforms in 

the human body depending on alternative splicing of its exons, FTLD-tau can be further divided 

based on the predominant tau isoform contained in the inclusions28. It has been hypothesized 

that tau propagates and thereby amplifies its pathogenic conformation, similar to the mechanism 

of prions29. 

Although several subtypes of tau-negative FTLD exist, the vast majority of those cases is 

caused by inclusion of the 43 kDa transactive response DNA-binding protein (TDP-43)30. The 

corresponding subtype, FTLD-TDP, is the most common form of FTLD and accounts for 

approximately half of all cases26. TDP-43 is highly conserved and ubiquitously expressed. 

While its functions in the brain are not fully understood yet, it is known to be involved in several 

RNA metabolism mechanisms in the nucleus and the cytoplasm, continuously shuttling 

between those two cellular regions26,31. Its expression is tightly controlled and both over- and 

underexpression of the protein lead to impaired neuronal function28. FTLD-TDP can also be 

further classified into five pathological subtypes with regard to morphology and distribution of 

the inclusions present31, 32. There is also increasing evidence for prion-like behaviour of TDP-

43 although less is known compared to tau29. 
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1.1.4 Genetic causes 

FTD is a highly heritable disease as a family history can be found in approximately 30-50% of 

all cases28,33. An autosomal dominant pattern of inheritance can be found in approximately 10% 

of all FTD cases33. The majority of those is caused by variants of three identified genes: 

chromosome 9 open reading frame 72 (C9orf72)34,35, progranulin (GRN)36 and microtubule-

associated protein tau (MAPT)37.  

C9orf72 is considered to be the most common cause of genetic FTD worldwide and accounts 

for up to 25% of the familial cases33. The pathogenic gene variant of C9orf72 contains up to 

several hundred or thousand hexanucleotide repeat expansions38. Any relation between repeat 

length and clinical phenotype or symptom severity is still unknown, and the main disease 

mechanism has not been identified yet38,39.  

Mutations in MAPT are responsible for 10-20% of familial FTD cases33. MAPT encodes the 

aforementioned protein tau and its defect variants cause two distinguishable pathogenic 

mechanisms. The mutation in the gene either leads to an altered interaction of tau with 

microtubules or to a change in the ratio of the different tau isoforms40. A change of that ratio 

has been shown to lead to protein aggregation in the cell and thus can cause 

neurodegeneration41. Unsurprisingly, MAPT mutations are exclusively linked to the FTLD-tau 

subtype40. 

5-20% of FTD with a family history are caused by GRN mutations33. The protein progranulin 

functions as a neurotrophic growth factor, facilitates neuronal survival and furthermore has a 

role in inflammatory processes40. Mutations lead to a loss of function and a progranulin 

deficiency results in reduced synaptic density and increased neuron loss among other effects42. 

Apart from the three described major genes linked to familial FTD, other rarer mutations have 

been identified that are connected to the disease as well. The chromatin-modifying 2B protein 

(CHMP2B) and valosin-containing protein (VCP) genes are examples28. Recently, TBK1 

(encoding TANK-binding kinase 1) and its loss-of-function mutations have also been 

implicated in FTD43. 

Rohrer et al. found the heritability between different clinical subtypes to be extremely variable. 

bvFTD had the strongest heritability (58%), while only 10% of the examined cases of FTD-

MND showed a family history44.  

1.2 Biomarkers in frontotemporal dementia 

The extreme heterogeneity of FTD at the clinical, pathological and genetic level is one of the 

major challenges of this disease. Although an increasing number of causative mutations has 

been identified in the last years, vast parts of the pathological mechanisms are not yet 

understood. Additionally, FTD shows very poor genotype-phenotype links and patients with 

the genetic form present an extensive variability of phenotypes even among family members 

carrying the same mutation45. As a result, no prediction can be made based on the genotype, 

although some distinct phenotypic characteristics of mutations have been identified46. Age of 
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onset is also difficult to predict for pre-symptomatic mutation carriers as it can differ greatly 

within families as well47. 

As the predictive power of the genotype is so weak, there is a strong need for biomarkers in 

FTD to aid the prognosis of the clinical manifestation. Biomarkers can be defined as any type 

of medical sign that can be measured to give indications about the state of the patient with 

regard to disease progression or therapy outcome48. Most commonly, neuroimaging and fluid 

biomarkers are used in clinical research of FTD49.  

There is strong evidence from other progressive neurodegenerative diseases, such as AD, that 

a number of biomarkers show changes many years prior to any cognitive symptoms in a distinct 

sequence50,51. As this suggests that disease onset is evident long before symptom onset, 

biomarkers are also essential to signal the gradual progression towards FTD50. Especially in 

regard to clinical trials, robust biomarkers would be required to detect possible therapy targets 

and to monitor the effect of the treatment52. Several FTD imaging studies have proven pre-

symptomatic changes in the brain 5-10 years prior, usually involving altered functional and 

structural connectivity, followed by grey matter atrophy, i.e. the loss of neuronal cells50,53. 

However, it is hypothesized that in FTD the first changes can be measured in blood plasma and 

cerebrospinal fluid (CSF) markers similar to the pathophysiological progression already 

observed in AD50,51. CSF is a fluid carrying nutrients and signalling molecules to neuronal cells 

while also supporting the clearance of metabolites from the brain into the blood54. CSF seems 

especially suitable therefore to contain biomarkers specific for neurological diseases and CSF 

biomarkers for AD (amyloid-β and tau) are already used in clinical practice to differentiate FTD 

from AD cases49. However, blood biomarkers would offer the advantage of being minimally 

invasive, simpler to acquire and inexpensive49.  

Several fluid biomarker candidates exist and the development in this field of research is rapid 

but as of now no robust biomarkers have been identified that are used clinically47,54.  

The most promising fluid biomarker to observe disease progression and aid prognosis is 

neurofilament light chain (NFL). Studies have shown elevated levels of NFL in patients with 

FTD across all clinical subtypes in both CSF and blood samples55-57. Especially promising is 

also the correlation of the NFL levels with the severity, rate and survival of the disease56,57. As 

NFL is elevated to some extent in other dementias as well, a combination with an FTD-specific 

biomarker is suitable55.  

Gene-specific biomarkers also exist for the GRN and C9orf72 genetic subtypes49. Progranulin 

levels are decreased in GRN mutation carriers58, while C9orf72 mutation carriers have elevated 

levels of dipeptide-repeat proteins caused by the transcription of the repeat expansion in the 

variant59. Both biomarkers show altered levels in both pre-symptomatic and symptomatic 

mutation carriers and are therefore not suitable to monitor or predict the progression of the 

disease prior to symptom onset. They can however be extremely valuable to confirm mutation 

status and to measure the response to treatment in clinical trials58,59. 

While advances in fluid biomarker research have been made recently, the demand for novel 

robust biomarkers in FTD is still great. To identify alterations in the affected people before 
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clinical symptoms manifest, large and longitudinal studies of mutation carriers are necessary. 

By following patients converting from a pre-symptomatic to a symptomatic status, biomarkers 

can be identified that can predict the progression of the disease and thereby the optimal time to 

initiate treatment53. One study that aims for this objective is the Genetic Frontotemporal 

dementia Initiative (GENFI, https://www.genfi.org/). The study follows families affected by 

FTD and regularly collects data from non-mutation carriers, pre-symptomatic mutation carriers 

and symptomatic mutation carriers with the aim of identifying and understanding the earliest 

changes caused by FTD50. 

1.3 Aim of the project 

Due to long-term studies of FTD that are being conducted at the moment, valuable proteomics 

data is available that can elucidate the molecular events that occur in the brain before cognitive 

symptoms manifest. It is however necessary to use computational frameworks and methods for 

the analysis of this data because of its complexity and high dimensionality.  One promising 

approach to identify the most interesting proteins regarding changes between asymptomatic and 

symptomatic patients is machine learning, specifically supervised classification methods such 

as random forest. The biological interpretation of those proteins is an important and necessary 

next step to better understand the changes taking place at a cellular level, but this requires time 

and work as well.   

Therefore, the aim of this project was to build a pipeline that allows an automated analysis of 

proteomics data based on a random forest classification model. It should consist of three major 

parts: a univariate analysis of every protein feature of the data, the building of a random forest 

classification model to rank the proteins according to their importance for the differentiation 

between two groups (e.g. controls and symptomatic) and a further biological analysis of a 

protein set comprised of the highest-ranking features. This biological interpretation is made 

possible by different enrichment analyses. The pipeline should be usable for new protein 

expression data becoming available in the future, as the GENFI study is ongoing and should 

therefore meet more generalized demands compared to a data set-specific pipeline. While 

several pipelines of proteomics data exist, most are limited to mass spectrometry data. 

Moreover, using random forest models as an approach for selecting significant proteins is a 

novel approach. 
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2 Material and Methods 

2.1 Data 

The primarily used data set (data set 1 in the following) for this project contains protein 

expression measurements of participants in the GENFI study. All involved study centers have 

been approved by ethics committees and all participants have given written informed consent 

beforehand53. Moreover, they were assigned an ID to ensure anonymity when using their data.  

GENFI recruited families with a known pathogenic mutation causing FTD. Before enrollment, 

the participant’s genetic status was unknown and there was a 50% chance of being a mutation 

carrier. However, because every participant has been genotyped, their status is determined as 

either non-mutation carrier (NC), pre-symptomatic mutation carrier (PMC) or affected mutation 

carrier (AMC) at the time of sampling53. For this project PMC samples were excluded from 

data set 1 to allow comparison of the NC as healthy controls with the AMC participants. More 

detailed demographic information about the two groups including sex, median age, genetic 

mutation and clinical subtype is shown in table 1. The listed mutated gene for the NC group 

displays the mutated gene present in the participant’s family, although the NC do not possess 

the pathogenic variant. 

Table 1: Demographics of participants in the FTD data set. Data shows either number of samples n (%) or median 

(min-max). 

 NC (n=158) AMC (n=84) 

Female 88 (56%) 34 (40%) 

Median age (years) 42.35 (19.4-85) 63.9 (37.9-80.2) 

Mutated gene 

    C9orf72 

    MAPT 

    GRN 

    TBK1 

 

55 (35%) 

34 (22%) 

66 (42%) 

3 (2%) 

 

35 (42%) 

18 (21%) 

29 (35%) 

2 (2%) 

Clinical status 

    asymptomatic 

    bvFTD 

    PPA 

    other 

 

158 (100%) 

0  

0 

0 

 

0  

59 (70%) 

14 (17%) 

11 (13%) 

Blood samples were taken from the GENFI participants and the concentration of protein in their 

plasma was measured. The protein levels were quantified using Multiplexed Antibody 

Suspension Bead Arrays60. The measurement was performed for 541 pre-selected antibodies, 

although some bind to the same protein target. Ultimately, this approach yielded expression 

data for 326 different proteins. Data set 1 was log2-transformed and centred by subtracting the 

mean value of a feature from its associated values. It contained no missing values. 



10 
 

This data set is not publicly available at this time but was accessible because the Graff group, 

where this project was carried out at, is currently involved in the GENFI study. 

A second data set (data set 2 in the following) was used mainly as proof of concept to 

demonstrate the generalizability of the pipeline. Data set 2 was produced as part of a 

proteogenomic analysis of breast cancer samples based on mass-spectrometry61. The data set 

and its associated metadata are publicly available on the data platform of Kaggle 

(https://www.kaggle.com/piotrgrabo/breastcancerproteomes). For each of the 77 breast cancer 

samples, expression values were available for 12553 proteins although missing values are 

present. After excluding features that did not contain a measurement for every sample and those 

for which no gene symbol could be supplied, 6891 features were left. Those values were also 

log2-transformed. For binary classification of the samples the estrogen receptor status of the 

cancer was chosen which is classified as either positive or negative and the demographics of 

those two groups can be found in table 2. 

Table 2: Demographics of participants in the breast cancer data set. Data shows either number of samples n (%) or 

median (min-max). 

 Negative (n=24) Positive (n=53) 

Female 24 (100%) 51 (96%) 

Median age (years) 54.5 (36-82) 62 (30-88) 

2.2 Pipeline framework 

The project was carried out entirely in R (version 3.6.1, https://www.r-project.org) and its 

integrated development environment RStudio (https://rstudio.com/).  

To build and test the pipeline the R package drake was used which facilitates easy and fast 

pipeline development62. drake is specifically used for data analysis workflows and improves 

the pipeline development process by monitoring which data and code have been updated since 

they were last used or called and which dependencies between pipeline objects exist. Figure 1 

shows a dependency graph created for an illustrative example pipeline highlighting how drake 

keeps track of up to date (green) and outdated (black) pipeline targets. This allows to skip the 

steps in the pipeline that are unchanged when the pipeline is run again and executes only 

outdated or missing parts. Thereby, huge amounts of time and computational effort can be 

saved.  Furthermore, drake increases the reproducibility of research conducted as the results 

produced are always based on the most current version of the code. 
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Figure 1: Dependency graph of a drake pipeline. Every node represents an object or step in the pipeline. Green colour 

indicates that the object is up to date since the last pipeline run, outdated parts are shown in black. If the pipeline is run again, 

only outdated targets will be executed, instead of the entire pipeline, thereby saving time and computational effort. 

For most parts of the pipeline, specific functions were built in R. Table 3 contains the packages 

applied in those functions including their version and source. 

Table 3: Pipeline R packages. 

R package Version Source 

caret 6.0.86 CRAN 

clusterProfiler 3.12.0 Bioconductor 

DT 0.13 CRAN 

DOSE 3.10.2 Bioconductor 

enrichplot 1.9.1 Bioconductor 

ggplot2 3.3.0 CRAN 

kableExtra 1.1.0 CRAN 

knitr 1.28 CRAN 

org.Hs.eg.db 3.8.2 Bioconductor 

plotly 4.9.2.1 CRAN 

randomForest 4.6.14 CRAN 

ReactomePA 1.28.0 Bioconductor 

reader 1.0.6 CRAN 

The pipeline results were summarized and visualized in an HTML report based on R 

Markdown, an RStudio feature which is used to produce high-quality reports based on R code.  

For unit testing of the pipeline code, the R package testthat (version 2.3.2) was used63. The 

package’s functioning is facilitated by comparing the predefined expected output of a function 

call with the actual output. Errors will call attention to functions that behave in an unanticipated 

manner. Testing allowed also to confirm that any warning messages or pipeline terminations in 

the code are executed correctly if required. 

GitHub was used for version control and documentation of the project and the entire pipeline 

including the cleaned breast cancer proteomics example data and the corresponding HTML 

report can be found there (https://github.com/kathiwaury/ProteomicsPipeline). 
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2.3 Analysis methods 

The pipeline contains different analyses steps that are applied to the proteomics data. The 

theoretical background of those statistical methods is explained in the following.  

2.3.1 Wilcoxon rank-sum test 

The Wilcoxon rank-sum test is a non-parametric statistical test that can be used to find 

significant differences between two unpaired groups that have unknown distributions. The 

observations of the two groups are combined and ordered by their value. A rank is assigned to 

each from low to high and the mean rank of both groups is then compared. A bigger difference 

between the mean ranks of the two groups will produce a smaller and therefore more significant 

P-value64. To correct for multiple testing the P-value is adjusted based on the false discovery 

rate (FDR). 

2.3.2 Fold change 

The fold change between control and case gives information on differences in expression, and 

up- or downregulated genes in the case group can be identified. If the data contains the log2-

expression levels, the fold change is calculated as described below: 

𝐹𝐶𝑖 = 𝑥̅𝑖 − 𝑦̅𝑖 

with x and y as the expression in the case and control group, respectively65. 

2.3.3 Supervised machine learning 

A major part of the analysis pipeline involves leveraging the potential of machine learning to 

derive knowledge of high-dimensional data. Supervised machine learning methods work with 

data that is labelled, meaning that for each set of predictor variables there is an associated 

response variable available. The aim of the machine learning method is to fit a model that 

detects how the predictors relate to the response and thereby is able to predict the response for 

future unlabelled observations with high accuracy and reliability66. Specifically, in our case we 

wish to build a binary classification model, i.e. a model that can predict which one of two 

possible classes an observation belongs to, based on its proteomics measurements.  

Regardless of the method chosen, machine learning methods always involve a trade-off 

between variability and bias. High variability implies that the model is too tightly fitted to the 

data it was trained on and thereby the model would describe the noise in the data instead of 

meaningful relationships between the features. High bias amounts to a model that is too 

simplistic to capture the complexity of the data. Therefore, a model that achieves both low 

variance and low bias is most desired as it will predict most accurately on data that was not 

used for building the model66. To assess if a machine learning model is working well with 

observations that it has not seen before, the data is usually split into training and testing data. 

While the training data set is used to fit the model, the test set is used to validate the model and 

determine its accuracy afterwards. 
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2.3.4 Random forest 

The supervised machine learning method implemented in this project is random forest. It works 

by segmenting the feature space into simpler regions that allow the assignment of an 

observation to a class with increasing confidence. The rules for splitting the feature space can 

be summarized in so-called decision trees. To build such a decision tree, the model searches for 

the feature variable that is best suitable to split the observations in a way that separates the two 

classes in the data set the best. After a first split, two non-overlapping subregions of the feature 

space exist which allow the highest homogeneity for the two classes. The model then searches 

for the next feature to further separate the regions according to their classes. This step is 

repeated again and again to grow the tree and to segment the feature space into regions of higher 

class purity66. Figure 2 shows a simple decision tree for a model that tries to sort observations 

in to Class 1 or Class 2 based on the observation’s values for features A-E. Feature A is best 

suited to differentiate between the labelled observations of the two classes and is therefore used 

for the first split, creating two subsets of samples with higher homogeneity. Feature B and C 

can be applied to increase the purity of the two subsets further, therefore they are included in 

the next level of the decision tree to divide the feature space further. 

 

Figure 2: Example of a decision tree. Simple decision tree that assigns observations either to Class 1 or Class 2 based on the 

splitting of the values for the features A-E. Every box is a so-called node of the tree on which the feature space is divided into 

non-overlapping subregions. 

Random forest uses two strategies to improve the accuracy of this tree-based classification. As 

the name suggests, the class prediction for an observation is based on many decision trees 

instead of just one. The consensus of all trees based on a majority vote is the class then chosen 

by the model. Moreover, before each tree for the model is built a random sampling step of the 

features is performed. As a result, every tree can only use a small subset of the available features 

which ensures that the trees in a random forest are different from and uncorrelated to each other 

making the prediction more reliable66. The workflow of the random forest method is visualized 

in figure 3. 
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Figure 3: Workflow of the random forest method. A random forest contains many different decision trees that differ from 

each other because of the resampling step before building a new tree. Only a small number of features is used in every tree, 

therefore guaranteeing that the decision trees don’t correlate with each other and offer new information for the final model. 

The consensus of all trees based on a majority vote determines the prediction the model makes. 

Random forest allows to rank all variables used based on their importance for the classification 

model. The ranking is based on the mean decrease in Gini index. The Gini index is considered 

a measure of node purity and is defined as: 

𝐺 = ∑𝑝𝑚𝑘(1 − 𝑝𝑚𝑘)

𝐾

𝑘=1

 

with pmk representing the proportion of observations in the mth region that are from the 

kth class66. It becomes apparent that this measurement becomes small when pmk approaches 

either 0 or 1, i.e. when almost no or almost all observations in the mth region belong to the kth 

class. 

The decrease in Gini index measures the decrease in impurity that a feature facilitates as it is 

used in a split of the feature space and therefore measures the impact of this variable on the 

classification67. The mean decrease in Gini index is the average of the impurity reductions over 

all trees in which the variable was used for classification. The higher the decrease in Gini index, 

the higher the importance of that variable in the model to correctly classify the observations67. 

The random forest method used in the pipeline is based on Breiman and Cutler's original 

algorithm68 and is implemented in the R package randomForest. 

2.3.5 Enrichment analysis 

While the univariate analyses and machine learning model can deliver a list of proteins of 

interest, they are lacking any context on their functions and interactions at that point. One 

widely used strategy, to infer knowledge about the biological role of a set of proteins is 

enrichment analysis. The general workflow of such an approach is the systematic mapping of 

the proteins to their associated annotations, such as pathways or gene ontology (GO) terms, 

followed by a comparison of the distribution of terms within the protein set with a predefined 
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background69. As the data sets available for this project are not big enough to serve as the 

background, all entries of the specific annotation databases are used instead. 

GO is a defined vocabulary that allows annotation of all genes and proteins in a commonly 

agreed on language regarding their role and location70. GO terms are categorized into three 

categories: biological processes, molecular functions, and cellular components. Each category 

contains a hierarchical structure with the terms increasing in specificity70, e.g. biological 

process → cellular process → cellular developmental process → cell differentiation. The GO 

term enrichment analysis maps a list of genes to their associated GO terms and performs an 

enrichment test for those terms71. The enrichGo function of the R package clusterProfiler was 

used to perform this analysis71. 

Disease ontology (DO) is the analogous vocabulary for human diseases providing consistent 

and structured terms to describe and categorize them72. This ontology can be of special 

importance to give the protein list clinical relevance. The R package DOSE offers a DO 

enrichment analysis using the enrichDO function73. 

Pathway enrichment analysis is used to determine if members of a pathway are overrepresented 

in the protein set. The ReactomePA package was used for this enrichment analysis and utilizes 

the Reactome database for annotation74. The Reactome database is a manually curated and peer-

reviewed pathway database that can facilitate the identification of high-order biological 

pathways in the data75. 

3 Results 

3.1 Pipeline implementation 

The final proteomics analysis pipeline consists of twelve functions and one R Markdown file. 

Two input files are required (see section 3.2.1) and one output document in form of an HTML 

report is produced (see section 3.2.3). The complete workflow of the developed pipeline is 

summarized and visualized in figure 4 below.  

Every pipeline step corresponds to a written R function that results in a target. If the target of 

one function is used as the input for another function, it is called a dependency. Dependencies 

between functions are depicted in the flowchart by arrows connecting them. Dependencies 

determine which parts of the pipeline are affected by changes to one function or input and it is 

therefore of major importance to keep track of them.  
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Figure 4: Flowchart of the pipeline. The pipeline requires two input files (Proteomics data set and Protein information data 

set) and produces one output document (Report). Every box represents one step in the pipeline executed by a function. If a 

function is dependent on the output of another function as input, it is represented by an arrow connecting them. Blue arrows 

indicate that the results of the function are part of the results shown in the HTML report.  
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3.1.1 Input data 

The pipeline requires two input files to be selected by the user. There are several restrictions on 

the structure and properties of the two files. As it is essential for the correct functioning of the 

pipeline that the data sets conform with several assumptions, the first step in the pipeline is a 

thorough check if all requirements are met by the input file (see section 3.1.2).   

One input file should contain the proteomics data set that is to be analysed. The first column 

must contain a unique description of the sample, preferably in the form of a sample ID. The 

second column has to contain the class label of the sample, e.g. treatment/control, 

diseased/healthy. More than two classes are allowed to be present in this column, but the user 

has to set the two classes at the beginning of the pipeline run and differently labelled data will 

be ignored. Further columns contain the actual protein expression data with no limit on the 

number. The expected table structure of the proteomics data set is shown in figure 5A. 

The second input file contains a mapping of the protein feature description to the universally 

used gene symbol. The protein feature description has to be unique and must match the column 

names in the proteomics data set. The gene symbol is not required to be unique, therefore a 

protein can be measured more than once, e.g. by two different antibodies, as long as the unique 

identifiers are mapped to it. Figure 5B shows the expected table structure of the protein 

information data set. 

 

Figure 5: Required structure of pipeline input files. A: The proteomics data set contains the sample ID and class column 

followed by the numeric proteomics data. B: The protein information data set contains the feature ID and its corresponding 

gene symbol. 

3.1.2 Pipeline functions 

The twelve functions built for the purpose of this pipeline are explained thoroughly in the 

following section. The actual code has been documented on the GitHub repository of this 

project (https://github.com/kathiwaury/ProteomicsPipeline/blob/master/R/functions.R). 

The function data_check ensures that a correct proteomics data set is used in the pipeline. 

Because of the importance of using a correct data set, failure to meet any of the requirements 

listed below, leads to a termination of the entire pipeline and adjustments need to be made to 

the data set to allow running the actual analysis steps. In a first step, the function checks if the 

file specified as the input data exists and if it is in the required format of CSV. If those 

requirements are met, the CSV file is read and converted into an R data frame object. The data 

frame is then checked for the following: 
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• data frame is not empty 

• data frame contains no NA values 

• data frame contains more than four columns 

• sample ID column is of type character 

• sample ID column entries are unique 

• proteomics data columns are of type numeric 

The first two columns are renamed according to their use and the classification column is 

converted into a factor. At this point the user is asked to set case and control group of the data. 

It is checked if the user input exists in the classification column and if the case and control 

group differ. If the classification column has more than two levels, i.e. if more than two classes 

exist in the data set, the data set is filtered to contain only the designated case and control classes 

and a warning is displayed. The order of the levels is changed if necessary, the checked data set 

is returned as a target. 

The protein_info_check function is applied in a similar way as the data_check function to the 

file containing the information on the proteins. Both the protein information file and the 

checked proteomics data set are required as input. Again, any failure on the following checks 

leads to the pipeline immediately being terminated. It is ensured that the specified information 

file exists and is of CSV format. If the file can be read, a data frame is created. If it contains 

more than two columns, all information except in the first two column is ignored in further 

steps. The following checks are performed: 

• data frame is not empty 

• data frame contains no NA values 

• both columns are of type character 

• every protein in the proteomics data set is found in the protein information data set 

The two columns are renamed according to their use and the data frame is returned as a target. 

The wilcoxon_test requires both the proteomics and protein information data set as input. Two 

subset data sets are created based on the two classes. For every protein feature a Wilcoxon rank 

sum test is attempted. If an error is thrown because of a failed test, the result will display NA. 

If successful, the P-value of the Wilcoxon test is stored, and after the P-values are adjusted. The 

number of failed Wilcoxon tests of the data set is counted and displayed. If there are no 

significant P-values after adjustment, the pipeline is terminated, as further analysis would be of 

no avail. The returned value of the function is a data frame containing the feature description, 

its associated gene symbol and the P-values, both unadjusted and adjusted.  

Calculation of the fold change between the two classes is done via the fold_change function. 

The workflow is similar to wilcoxon_test as two subsets are created according to the classes. 

The calculation of the fold change for every protein feature is attempted based on subtraction 

of the control mean from the case mean. Again, the number of failed attempts is counted and 

displayed. The returned data frame contains the feature description, its associated gene symbol 

and the fold change. 
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The results of both the Wilcoxon rank sum test and the fold change calculation are visualized 

in a volcano plot which displays the statistical significance of a difference versus the magnitude 

of change for every feature in the data set for which the Wilcoxon test and the fold change could 

be determined. The plot is produced by the volcano_plot function. After omitting features with 

NA values, a scatter plot is produced with the log2 fold change on the x-axis and the negative 

log10 of the adjusted P-value on the y-axis. Proteins are considered biologically significant in 

this pipeline if their adjusted P-value is below 0.05 and if the fold change is above 0.25 or below 

-0.25. Those proteins are displayed in colour instead of black. The returned volcano plot is 

interactive in HTML (see section 3.1.3). 

random_forest is the machine learning component of the pipeline and produces several random 

forest models using the input proteomics data set. In the current version of the pipeline 20 

random forests, each comprised of 6000 trees, are created. Before each random forest model is 

built, the data is split into training and test data sets containing 70% and 30% of the 

observations, respectively. To ensure balanced classes in the training data set, bootstrapping is 

used in the following step. As a result, the actual training data set contains 100 observations of 

each group, independent of the original balance, by simply sampling both groups with 

replacement. The bootstrapped training data set is then supplied to the random forest method to 

build a classification model, while the test data set is used to determine the prediction accuracy 

on independent data. A randomForest object is produced and saved in a list. The function 

returns a list of all random forest models. 

The next step in the pipeline involves the calculation of the average importance of every feature 

in the random forest models based on the mean decrease Gini index values. Those are 

automatically calculated for every random forest and saved in the randomForest object. 

Therefore, the function protein_ranking uses the returned list of the random_forest function as 

the input and extracts the list of feature importance from every model. The mean is calculated, 

and the returned data frame contains every protein feature, their corresponding gene symbol 

and the calculated average importance.  

The protein_selection function takes the results returned by wilcoxon_test and protein_ranking 

as input. The objective of this function is to create the list of proteins in the data set considered 

important enough to be analysed further. The function is therefore required to assert cut-off 

values for both protein rankings of the Wilcoxon test and the random forest feature importance 

while still ensuring that the list of proteins is long enough to be informative. The proteins highly 

ranked by the random forest are given priority whereas the proteins with a significant P-value 

are only used if it is necessary to expand the list. The selection of the proteins in the random 

forest ranking are based on their importance relative to the highest-scoring protein feature. The 

cut-off is set at 33%, i.e. every protein that has an importance value of at least 33% of the 

highest-ranking protein will be selected. After removal of possible gene duplicates the number 

of selected proteins is checked. If less than 50 proteins could be selected using the random 

forest approach, the Wilcoxon results are used to expand the list. The protein list of the 

Wilcoxon test is sorted in descending order by their adjusted P-value and then filtered for 

duplicates and proteins already chosen by the random forest ranking. If enough proteins are left, 
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they are added to the protein selection, otherwise the pipeline is terminated, as not enough 

meaningful features seem to be present in the data set. The minimum length of the final list of 

selected proteins is therefore 50, while there is no maximum set.  The returned data frame 

contains the gene symbol, the feature description and the source of the protein feature 

(“Random forest” or “Wilcoxon test”). 

protein_ID is used to convert the gene symbol of the selected proteins to their Entrez gene ID 

as this is the required input for subsequent enrichment analyses. The Biological Id Translator 

(bitr) algorithm is used in this step, which is part of the clusterProfiler package67. A warning 

informs the user if there was a failure to map gene symbols to the Entrez gene ID. The list is 

merged with the input data frame and contains all protein features for which their corresponding 

Entrez ID could be found. It serves as the input for all subsequent enrichment analyses steps.  

GO_enrichment_analysis performs the GO enrichment analysis of the provided gene set after 

FDR control. The cut-off value for significant P-values is set to 0.05 and the whole GO 

database68 serves as the background against which the gene set is compared.  

DO_enrichment_analysis performs an enrichment analysis for DO terms based on the DO 

database71. All DO terms with a P-value lower than 0.05 after FDR control are retuned. 

The Reactome73 pathway-based enrichment analysis performed in pathway_analysis assesses 

if a significant number of genes is associated with a Reactome pathway. The threshold for 

significance is set again at 0.05 for the adjusted P-value. 

3.1.3 Report 

The results of the pipeline analysis are brought together and summarized in an R Markdown 

document which is automatically knitted into an HTML after all results have been collected. 

HTML documents can be viewed in any browser. Figures 6-11 display screenshots of the report 

produced when run with data set 1. The report is divided into the following subsections: 

• Data 

• Univariate Analysis 

• Random Forest Classification 

• Enrichment Analysis 

• References  

The report is easy to navigate using a sidebar to the right which is always visible and allows the 

user to jump between the sections. All tables in the report are sortable by every column and can 

be searched. Except for the Data and Reference section there are multiple tabs for every section 

which can be selected to show the desired part.  
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The Data section summarizes the properties of the proteomics data set selected as input by the 

user. It gives information on the number of features, number of samples and the name and 

number of observations for the two classes. This section allows the user to check that the data 

used in the pipeline has the expected dimensions and serves as a reminder of the selected classes 

that were compared. An example of the Data section is shown in figure 6. 

 

Figure 6: Data section. The upper section of the pipeline report summarizes the properties of the proteomics data set used. 

The Univariate Analysis section contains the results of the analyses performed in the beginning 

to identify significant protein features in the data. The tab Wilcoxon Rank-Sum Test (see figure 

7A) displays the list of features and their corresponding gene symbol for which a significant 

adjusted P-value was calculated when comparing the two classes using the Wilcoxon test. The 

number of proteins for which the test could be performed, the number of failed tests and the 

number of significant proteins are mentioned above the table. The tab Fold Change (see figure 

7B) contains the entire list of proteins, their corresponding gene symbol and their calculated 

fold change. In the next tab the Volcano Plot is depicted as seen in figure 7C. The plot is 

interactive and displays information on the gene name, the P-value and the fold change for an 

observation if the curser hovers over it as seen in the screenshot. Tools for zooming in, selecting 

several observations and downloading the plot are available. The Info tab contains background 

information on the statistical methods and the plot used in this section. 

 

 

 

 

 

 

 



22 
 

 

 

 

Figure 7: Screenshots of the Univariate Analysis section. A: The list of significant P-values of the Wilcoxon test is displayed, 

as well as information on any failed tests. B: Complete list of the fold change calculation is shown, as well as information on 

any failed tests. C: The volcano plot visualized the values of the Wilcoxon test and fold change and is interactively usable to 

obtain information about the proteins depicted by hovering over points of interest. 
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The section Random Forest Classification summarizes the results of the machine learning 

models built and displays the proteins selected for the following enrichment analyses. The tab 

Model Accuracy is shown in figure 8A and contains a box plot to demonstrate the classification 

accuracies achieved in the random forest models. The mean accuracy and standard deviation of 

the models is also displayed. Protein Ranking contains the complete list of proteins and their 

corresponding mean decrease in Gini index (see figure 8B) while the tab Highest Ranking 

Proteins contains a bar plot to visually present the importance of the ten highest ranking 

proteins (see figure 9A). The tab Protein Selection lists the proteins that were considered 

important enough and that could be mapped to their Entrez ID. As seen in figure 9B, the tab 

also gives information on the number of proteins chosen and successfully mapped. The Info tab 

explains the method of random forest and importance-based feature selection. 

 

 

Figure 8: Screenshots of the Random Forest Classification section. A: A box plot shows the distribution of the model 

accuracies of the twenty random forest models built, the mean and standard deviation of the accuracy are given. B: The protein 

ranking lists all features with their corresponding average importance in the random forest classification. 
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Figure 9: Screenshots of the Random Forest Classification section - continued. A: A bar plot shows the top ten highest 

ranking proteins of the random forest with their associated importance value. B: The protein selection lists all proteins deemed 

important enough to be analysed further either because of their mean decrease in Gini index of the random forest or their P-

value of the Wilcoxon test. Their rank, feature description, gene symbol and source are given. 

The Enrichment Analysis section contains the significant results of the three enrichment 

analyses performed on the protein set selected in the previous step. The three tabs, Gene 

Ontology Term Analysis, Disease Ontology Term Analysis and Pathway Enrichment Analysis, 

have an identical substructure and contain a table, a bar plot and an enrichment map to 

summarize and visualize the significant results of the overrepresentation tests. The table also 

lists the gene ratio and P-value among others for each term. In figure 10 the tabs belonging to 

the GO term enrichment analysis are shown. The Info tab gives an explanation on the performed 

over-representation test. 

 

 

 

 

 

A 

 

B 

 



25 
 

 
 

 
 

 
 
Figure 10: Screenshots of the Protein Set Analysis section. A: Table of the significant GO terms. B: Bar plot of highest-

ranking GO terms. C: Enrichment map of highest-ranking GO terms. While the GO term enrichment analysis is depicted here, 

the structure of the other enrichment analysis results is identical. 
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The References section lists the sources used in the info paragraphs of the report. The citations 

allow the user to easily gather more in-depth knowledge about the methods used and their 

theoretical background. This section is depicted in figure 11. 

 

Figure 11: Screenshot of the Reference section. The last section of the report cites all sources used for the info paragraphs. 

3.2 Pipeline results 

The aim of the pipeline is the identification of relevant proteins in a proteomics data set for the 

distinction between two groups and a primary biological analysis of those in terms of their 

association with gene and diseases ontology terms, as well as pathways. In the following, the 

results of data set 1 will be described in detail, as biomarker research in FTD was the main 

motivation for the implementation of this pipeline, while data set 2 had the primary function of 

validating the correct functioning of the pipeline. All results described below were produced by 

the analysis pipeline. 

3.2.1 Univariate analysis 

The Wilcoxon rank-sum test could be performed for all 541 protein features in data set 1. Out 

of those, 67 features showed a significant P-value after adjustment of <0.05.  Table 1 lists the 

ten proteins with the lowest P-value and therefore with the most significant differences between 

NC and AMC samples.  
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Table 4: P-values of the Wilcoxon rank-sum test for the ten highest-ranking proteins.  

Gene Symbol Gene Description P-value 

CD47 CD47 Molecule 0.000749 

OLFML3 Olfactomedin Like 3 0.000749 

AQP4 Aquaporin 4 0.000749 

NUP43 Nucleoporin 43 0.000996 

CASP14 Caspase 14 0.001417 

C5 Complement C5 0.001474 

CANX Calnexin 0.001474 

RGS7BP Regulator Of G Protein Signaling 7 Binding Protein 0.003124 

GLUD2 & GLUD1 Glutamate Dehydrogenase 1/2 0.003124 

SEC63 SEC63 Homolog, Protein Translocation Regulator 0.003124 

The calculation of the fold change was also successful for the entire feature set. The protein 

features with the most negative fold change, i.e. the proteins with the most decreased protein 

expression in the AMC group, are shown in table 5. The features with the highest values which 

indicated a protein increase in the AMC samples are shown in table 6. 

Table 5: Most negative fold change results. 

Gene Symbol Gene Description Fold 

Change 

TBK1 TANK Binding Kinase 1 -0.469026 

GRIA4 Glutamate Ionotropic Receptor AMPA Type Subunit 

4 

-0.400777 

MAPT Microtubule Associated Protein Tau -0.387973 

CX3CR1 C-X3-C Motif Chemokine Receptor 1 -0.373555 

GLUD2 & GLUD1 Glutamate Dehydrogenase 1/2 -0.358225 

GRN Progranulin -0.352949 

CTSL Cathepsin L -0.335569 

AAAS Aladin WD Repeat Nucleoporin -0.325270 

PGM2L1 Phosphoglucomutase 2 Like 1 -0.311517 

CSE1L Chromosome Segregation 1 Like -0.303242 
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Table 6: Most positive fold change results.   

Gene Symbol Gene Description Fold Change 

OLFML3 Olfactomedin Like 3 0.522682 

AQP4 Aquaporin 4 0.475518 

C4A & C4B Complement C4A/B 0.424326 

RP11-934B9.3 & 

RIPK3 

Uncharacterized protein &  

Receptor Interacting Serine/Threonine Kinase 3 

0.417734 

SEC63 SEC63 Homolog, Protein Translocation Regulator 0.410563 

NUPL2 Nucleoporin 42 0.409219 

BAG3 BAG Cochaperone 3 0.389930 

APOE Apolipoprotein E 0.389538 

C4A & C4B Complement C4A/B 0.387027 

ANKRD24 Ankyrin Repeat Domain 24 0.383400 

The results of both univariate analysis steps, the Wilcoxon rank-sum test and the fold change, 

can be compared and visualized in a volcano plot (see figure 12). On the x-axis the log2 fold 

change is plotted and on the y-axis the negative log10 of the adjusted P-value is plotted. The 

dotted lines in the plot mark the thresholds of a significant P-value >0.05 and a fold change of 

either >0.25 or <-0.25. While all 541 features of data set 1 are shown, the proteins meeting both 

thresholds are highlighted in colour. While only a few observations are identified here, it is 

possible to see the corresponding feature for all dots in the interactive plot of the HTML report 

created as part of the pipeline.  

 

Figure 12: Volcano plot. The scatter plot shows both the magnitude of change in AMC compared to NC on the x-axis and the 

significance of the difference between NC and AMC on the y-axis. All 541 features of data set 1 are shown, dots highlighted 

in blue have both a significant P-value (<0.05) and a fold change of either >0.25 or <-0.25. 
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3.2.2 Random forest  

As part of the machine learning component of the pipeline 20 random forest models were built. 

The accuracy of the models is determined by using them on the test data set that was kept out 

during training and calculating the misclassification error. Because of the prior bootstrapping 

and the feature sampling the models differ from each other which results in varying accuracies. 

The mean model accuracy is 68.12% with a standard deviation of 4.86. The minimum accuracy 

achieved with data set 1 is 56.94%, while the maximum accuracy is 77.78%. 

Based on the mean decrease in Gini index, the proteins were ranked by their importance. The 

high ranking of a protein suggests that it is considered more important by the model for the 

correct classification of observations into the two classes, NC and AMC. Table 7 lists the ten 

highest ranking proteins regarding the importance across all 20 machine learning models 

produced by averaging the importance values. 

Table 7: Most important features for classification by the random forest models. 

Gene Symbol Gene Description Importance 

CASP14 Caspase 14 0.868167 

OLFML3 Olfactomedin Like 3 0.768915 

AQP4 Aquaporin 4 0.682263 

MAPT Microtubule Associated Protein Tau 0.641918 

SEC63 SEC63 Homolog, Protein Translocation Regulator 0.608472 

CD47 CD47 Molecule 0.562432 

C5 Complement C5 0.560964 

GRN Progranulin 0.559681 

HSPA8 Heat Shock Protein Family A (Hsp70) Member 8 0.522823 

MRC1 Mannose Receptor C-Type 1 0.507552 

Based on the approach explained in section 3.1.2, proteins of the random forest importance 

ranking were included for the enrichment analysis if their value corresponded to at least 33% 

of the maximum importance. The threshold was therefore set at 0.868167 * 0.33 = 0.2865. Out 

of all features, 53 distinct proteins showed an importance higher than that and were therefore 

included in the protein set. As the list already exceeded the required minimum amount of 50, 

no expansion of the protein set by proteins ranking high in the univariate analysis was required.  
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3.2.3 Enrichment analysis 

After the attempt to map the gene symbols of the 53 proteins to their unique Entrez ID, the set 

of proteins was reduced to 48 because of failed mapping in 9.43% of the cases. The complete 

list of proteins used for the enrichment analyses can be found in the Appendix. Three types of 

enrichment analysis were performed as part of the pipeline. All three methods detected over-

represented terms or pathways in the protein set. For every enrichment analysis a results table, 

a bar plot and an enrichment map were produced and displayed within the pipeline report. As a 

summary, the bar plots of the eight most significant over-represented terms or pathways are 

shown in figures 13-15. The x-axis of the bar plots shows the number of proteins of the selected 

set that are associated with the term, while the colour represents the associated P-value of the 

over-representation.  

The GO term enrichment analysis was able to use 42 of the proteins for testing and returned 13 

significant terms. The most significant terms over-represented in the protein set are shown in 

figure 13.  “chaperone binding” and “carbohydrate binding” show the highest significance and 

include four and five proteins, respectively. Some proteins can be found to be involved in many 

of the most significant terms, such as MAPT, IL1B and HSPA8 which are mapped to seven, 

five and four GO terms, respectively. 

 
Figure 13: Bar plot of GO term enrichment analysis. The eight most significant GO terms are shown ordered by their P-

value which is represented by the colour. The x-axis shows the number of proteins that are assigned to the specific term. 

Figure 14 shows the bar plot of the DO term enrichment analysis. This test identified 102 

disease terms that are overrepresented using 32 of the protein features. The most significant 

terms show extremely low P-values, indicating a stark overrepresentation of the involved 

proteins. The most significant disease terms include “dementia”, “Lewy body dementia” and 

“intercranial hypertension”. Many of the terms are related hierarchically to each other, e.g. 

“multiple sclerosis” being an “autoimmune disease of the nervous system” and “Lewy body 

dementia” being a “dementia”. 
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Figure 14: Bar plot of DO term enrichment analysis. The plot shows the eight most significant DO terms ordered by the P-

value of the overrepresentation. Almost all terms are connected to diseases of the nervous system. 

The third enrichment analysis gave insight into which pathways are over-represented. The 

enrichment analysis detected 60 significant pathways using 35 proteins for the test. As seen in 

the corresponding bar plot (see figure 16) the most significant pathways identified are 

“Regulation of HSF1-mediated heat shock response” and “Cellular response to heat stress” with 

six proteins involved in each pathway. 

 

Figure 15: Bar plot of pathway enrichment analysis. The depicted pathways are the most overrepresented in the protein set 

based on the proteins that are verified to be involved in those pathways. The two most significant pathways are involved in 

heat shock response. 
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4 Discussion 

In the scope of this project a pipeline was implemented that is able to perform several analysis 

steps for proteomics data. The motivation for this pipeline was the ability to automatically 

analyse data that is continuously becoming available from the GENFI study. As the study is 

ongoing and involves annual examinations of the participants, including sampling of fluid 

biomarkers like blood plasma and CSF, it is certain that new proteomics data will be produced 

in the future. The implementation of this pipeline allows to save labour and time during the 

primary analysis of new data sets. The univariate analysis and the random forest classification 

allow the identification of interesting proteins that are uniquely qualified to differentiate 

between two groups. As the differences in the protein profiles of asymptomatic and 

symptomatic participants is a focus of GENFI, those results are of great importance. Therefore, 

the pipeline could either support the selection of biomarker candidates or at least narrow the 

number of proteins which should be researched further. Furthermore, the enrichment analyses 

performed on the proteins of highest importance can infer biological context and might be able 

to support the decision about which proteins should be pursued. 

4.1 Biomarker candidates for frontotemporal dementia 

Using the results of the pipeline for data set 1 which contained proteomics data of NC and AMC 

of the GENFI study, several proteins could be identified that seem to be especially suited to 

discern between the protein profiles of healthy and FTD affected participants.  

Some protein features that ranked high in the univariate analyses, have already been discussed 

regarding their role in FTD. GRN, MAPT and TBK1 all were identified by the fold change 

calculation as being strongly downregulated in the AMC group. Mutations in the corresponding 

genes have been proven to cause FTD and lead to a severely lower expression of the proteins 

(see section 1.1.4). Those results were therefore expected but the use of those proteins as 

biomarkers is still limited to people belonging to the specific genetic group.  

The ranking based on the random forest models fitted to the data identified protein features so 

far not investigated as biomarkers in FTD. CASP14, OLFML3 and AQP4 are the proteins which 

on average were regarded as most suitable to split the NC and AMC observations. The 

Wilcoxon test for all three proteins also showed a significant P-value (PCASP14 = 0.000013, 

POLFML3 = 0.000003, PAQP4 = 0.000004). The fold change is clearly increased in AMC samples 

for all three proteins as well (FCCASP14 = 0.323751, FCAQP4 = 0.475518, FCOLFML3 = 0.522682). 

While CASP14 and OLFML3 have no identified function in brain cells so far, AQP4 seems to 

be an especially interesting candidate for further research because of the biological processes it 

is involved in. AQP4 plays an important role in the transport and homeostasis of brain fluids. 

If its function is inhibited, the influx of CSF into the brain and the clearance of solutes from the 

brain are disturbed76. Moreover, AQP4 is already implicated in many related diseases as can be 

gathered from the DO enrichment results. 
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4.2 Pipeline limitations 

Several limitations have to be kept in mind when evaluating the pipeline’s utility. The pipeline 

is only applicable for human proteomic data as the enrichment analyses are based on the 

annotation databases for humans.  

While raising the number of random forest models fitted or the number of trees per random 

forest might increase the reliability of the results, time limitations have to be kept in mind. Data 

set 1 has compared to other proteomics data a relatively small number of features, the random 

forests are therefore built within a decent amount of time of 10.92 minutes. The random forest 

model fitting for data set 2 with more than 10-fold the number of features already showed a 

significantly higher running time of 1.27 hours. For some high-dimensional data sets the 

pipeline might therefore already run for too long and adjustments would be necessary at the 

cost of less trustworthy protein ranking results.  

In the case of data set 1 specifically, it also has to be kept in mind that the feature set available 

is very limited, i.e. measurements were available for only 326 unique proteins. As a result, the 

discovery of novel biomarkers candidates is limited to only a few hundred proteins, while many 

possibly worthwhile targets could not be included. Furthermore, antibodies for the same protein 

target showed in some cases divergent measurements. For example, OLFML3 was the target 

for three different antibodies in the performed antibody beads array. While one antibody seems 

to be promising for the differentiation of NC and AMC in the data set (see section 4.1), two 

other antibodies for this target that were also included showed only weak fold changes and no 

significant P-value for the Wilcoxon test. Hence, the reliability of the antibodies used is another 

factor that should be considered when evaluating the protein measurements. For many of the 

antibodies used, further experiments would be necessary to validate their detection of the 

expected target and the reliability of the corresponding measurements. 

The accuracy of the random forest models showed a wide range with a difference of over 20% 

between the least and most accurate model built. Moreover, a correct classification of 

approximately 68% on average, is not entirely reliable. However, as other classification 

methods only achieved similar accuracies beforehand with data set 1, the improvement of the 

classification was not pursued further. The performance of the random forest models should 

still always be taken into consideration when evaluating the results. 

4.3 Future improvements 

While the built pipeline is a promising start, many improvements are possible. Some approaches 

to advance the pipeline are described here, but room for improvement is surely not limited to 

those. 

While the pipeline can be used with any data set that meets the specification for the input data, 

the requirements are very stringent and could entail much work for the potential user upfront to 

transform their own data set accordingly. Although a predetermined structure of the data set is 

of course necessary for the proper functioning of a pipeline, further work could allow more 
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flexibility or options for the user to specify how their data is structured, so the pipeline can 

adapt to those characteristics without changes to the data itself being necessary. 

The system for selecting the set of proteins was heavily dependent on the preliminary results of 

running the pipeline with data set 1. Although they worked well enough for both data sets tested 

during this project, the method might be too arbitrary and further thought should be put into the 

best possible way to choose all proteins that seem to be important enough without including 

insignificant features. The pipeline could be further improved if the enforced thresholds or 

minimum number of selected proteins either would be more dependent on the size of the input 

data or be allowed to be defined by the user. 

Many machine learning methods for classification exist, each with their own strengths and 

weaknesses. It is difficult to predict beforehand which machine learning method would perform 

best and to identify the optimal model for a data set several approaches should be tested. The 

incorporation of additional machine learning methods into the pipeline would give flexibility 

and create more accurate classification models but it is outside the scope of the project. 

4.4 Conclusions 

The development of a pipeline for the automated analysis of proteomics data was successful. 

All desired parts, i.e. univariate analysis, building of a random forest model and a further 

analysis of the protein set comprised of the highest-ranking features of the data set, were 

implemented and executed for both test data sets.  The report is able to summarize the pipeline 

results well and displays all information comprehensively while still giving priority to the most 

important proteins in the data. Examination of the pipeline results for data set 1 revealed the 

potential to identify novel proteins of interest while immediately giving them a biological 

context through enrichment analyses. The use of an independent data set 2 proved the general 

applicability of the pipeline for any proteomics data and the analysis results can be found on 

the corresponding GitHub page. The pipeline can therefore be used in the future for supporting 

automated data analysis within the scope of biomarker research for FTD.   
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Appendix 

Table 8: Complete list of selected features used for enrichment analyses by random forest importance 

Gene Symbol Gene Description Importance 

CASP14 Caspase 14 0.868167 

OLFML3 Olfactomedin Like 3 0.768915 

AQP4 Aquaporin 4 0.682263 

MAPT Microtubule Associated Protein Tau 0.641918 

SEC63 SEC63 Homolog, Protein Translocation Regulator 0.608472 

CD47 CD47 Molecule 0.562432 

C5 Complement C5 0.560964 

GRN Progranulin 0.559681 

HSPA8 Heat Shock Protein Family A (Hsp70) Member 8 0.522823 

MRC1 Mannose Receptor C-Type 1 0.507552 

RGS7BP Regulator Of G Protein Signaling 7 Binding 

Protein 

0.506962 

CX3CR1 C-X3-C Motif Chemokine Receptor 1 0.500475 

CANX Calnexin 0.500054 

RANGAP1 Ran GTPase Activating Protein 1 0.484550 

NCAN Neurocan 0.477109 

GDA Guanine Deaminase 0.474322 

NUP43 Nucleoporin 43 0.464834 

EIF4ENIF1 Eukaryotic Translation Initiation Factor 4E 

Nuclear Import Factor 1 

0.462339 

SLITRK1 SLIT And NTRK Like Family Member 1 0.453216 

TBK1 TANK Binding Kinase 1 0.447540 

IPO7 Importin 7 0.438202 

SERPINA3 Serpin Family A Member 3 0.430464 

CDH15 Cadherin 15 0.405465 

ANKRD24 Ankyrin Repeat Domain 24 0.405465 

HSPA6 Heat Shock Protein Family A (Hsp70) Member 6 0.400570 

RIC8A RIC8 Guanine Nucleotide Exchange Factor A 0.397990 

TMEM40 Transmembrane Protein 40 0.391947 

NUP93 Nucleoporin 93 0.387674 
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SF3B1 Splicing Factor 3b Subunit 1 0.380933 

IGFBP6 Insulin Like Growth Factor Binding Protein 6 0.379132 

BAG3 BAG Cochaperone 3 0.373639 

IL1B Interleukin 1 Beta 0.371158 

DRP2 Dystrophin Related Protein 2 0.366113 

CLEC2L C-Type Lectin Domain Family 2 Member L 0.363619 

NUP155 Nucleoporin 155 0.356811 

CHID1 Chitinase Domain Containing 1 0.354529 

C1QA Complement C1q A Chain 0.345141 

SPR Sepiapterin Reductase 0.342360 

CHMP2B Charged Multivesicular Body Protein 2B 0.330177 

APOE Apolipoprotein E 0.325404 

IL6ST Interleukin 6 Signal Transducer 0.317348 

CFI Complement Factor I 0.316720 

TNF Tumor Necrosis Factor 0.300756 

C9 Complement C9 0.294360 

KIF5A Kinesin Family Member 5A 0.293922 

TARDBP TAR DNA Binding Protein 0.293409 

TMEM132B Transmembrane Protein 132B 0.291173 

TYRO3 TYRO3 Protein Tyrosine Kinase 0.289755 

 

 

 

 

 


