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Abstract

Estimating selection is of key importance in evolutionary biology research. The recent price
drop in sequencing and advances in NGS data analysis have opened up new avenues for
novel methods that estimate selection quantitatively from time-series allele frequency data.
However, it is not yet well understood which method performs best given specific model
systems and experimental designs. Here, using popular quantitative metrics, we compared
the performance of four prominent methods on a series of simulated data sets and on data
from real biological experiments. We identified in three out of four methods the experi-
mental conditions best suited for estimating selection. We also explored the limitations of
these methods when estimating selection from complex patterns of allele frequency change
in some relevant evolutionary scenarios. Our findings highlight the need for modification of
population genomics models that are still used in inference of model parameters with the
goal to develop new, more accurate methods for the quantitative estimation of selection in
time-series genomic data.





On issues with selection estimation in the genomics era

Popular Science Summary

Erik Zhivkoplias

As Theodosius Dobzhansky stated in his famous quote ”Nothing in biology makes sense
except in the light of evolution”. Selection is the key mechanism of evolution, as it determines
its direction. However, we still do not fully understand how to estimate selection in evolving
populations.

This problem is of particular relevance in the genomics era. As sequencing gets cheaper we
are not limited by the amount of data anymore, but rather by our understanding of the
methods that estimate the strength of selection from genomic data. Although every existing
method solves the estimation problem with different mathematical algorithms, nearly all of
them are based on the model that describes the change of genetic variants over time. As
every algorithm and model is a simplification of biological reality it is crucial to compare the
performance of selection estimators that make different assumptions about the data supplied.

In this study, we explored how four of the most popular methods to estimate selection from
genomic data perform on simulated sets and data from real biological experiments. We
compared their performance across parameter space and found important limitations when
applying these methods to different sets of data which represent a spectrum of biological
parameters. We suggest how these limitations could be bypassed in the future in order to
achieve more accurate estimates of selection, and, as a consequence, a better understanding
of evolutionary processes.
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1 Introduction

1.1 Experimental evolution

Experimental evolution studies allow the testing of evolutionary hypotheses in a controlled
environment. Often a population is exposed to a novel environment for a number of genera-
tions, normally with one experimental condition modified at the time (Garland et al., 2008).
Comparing the evolving population with a control (ancestral) population allows researchers
to link changes in genetic composition to alterations in the environment. This makes the ex-
perimental evolution approach a powerful tool to tackle many evolutionary problems, e.g. the
genetic basis of adaptation to specific environments, host-parasite interactions, the evolution
of reproductive isolation and speciation, etc. (Kawecki et al., 2012).

As some critics of this approach point out, the range of systems to which experimental
evolution could be applied is limited (Huey et al., 2009). The systems used are typically model
organisms that can be easily maintained under lab conditions. The genetic and phenotypic
changes observed in such lab-evolved populations may not always be representative of the
outcomes of natural selection regimes. In addition, there is often stochasticity in the results
of repeated evolution experiments, within but especially across different model systems (Long
et al., 2015). The choice of model system has to be explicit with respect to the aim of the
study as every model organism has parameters that can influence the outcome of evolution
(population size, generation time, initial genetic variation, recombination rate, etc.).

Historically, experimental evolution studies were focused on phenotypic changes caused by
alterations of a single gene. The recent advances in NGS opened up opportunities for detailed
analyses of genome evolution under different experimental conditions. Despite that, for
experiments operating with large population and genome sizes, whole genome sequencing
remains costly. One solution to this problem is pool-seq, where the DNA of several individuals
is pooled before sequencing. Pool-seq is more cost effective and can still provide accurate
results on the dynamics of genetic variation across time (Schlötterer et al., 2015).

The dynamics of genotypic change across time, i.e. allele frequency change, reflect the adap-
tation process to novel environments. Adaptive variants are selected for and the individuals
carrying them survive and reproduce more successfully than others. However measuring the
strength of selection is not straightforward.

1.2 Selection estimation

Selection is of critical importance to evolution, yet its definition is still a topic of debate. The
most broad definition states that selection is the systematic process that causes the decline
in frequencies of some individuals and the incline in frequencies of others (Bell et al., 2007).
However, selection is also a directional mechanism that links changes in the environment
to adaptation of individuals in the evolving population. One of the biggest challenges is to
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distinguish between directional selection and non-directional changes (drift) in the population
and their environment. Moreover, every method applied to the population of interest leads
to generation to different types of data that dictate the applicability.

1.2.1 Direct approach (proxies of fitness)
Historically, selection was measured with a direct approach. One of the most popular ways
is to relate quantitative phenotypic traits, such as body size, with fitness (Rausher et al.,
1992). However, “direct” does not necessarily imply that such measures are straightforward
or simple. First, it is often impossible to discern whether the change in phenotype across
generations is not caused by environmental effects (e.g. antler size in red deers, Bell et al.,
2007). Second, fitness differences can be caused by correlated factors (e.g. human populations
living in different regions of Africa and Europe tend to have high genetic correlation of traits
that reflect major skeleton bones, Savell et al., 2016).

Choosing fitness components that both appropriately reflect fitness and are easy to measure,
is tricky. Quantitative traits that are known to be highly correlated with likelihood of survival
are used instead. However, the conditions under which such proxy measures may be applied
are limited (Franklin et al., 2017) because demographic and environmental factors often
obfuscate any correlation to selection.

Another popular method to estimate fitness is lab-based and usually utilized to quantify the
fitness of microbial organisms. Roughly, two genetically different populations of interest are
evolved in the same environment and compared in competition assays (Lenski et al., 1991).
Their growth rates (usually measured as optical density of the population over time) are
measured, and the relative fitness of one population over another is defined through a log
scale of two growth rates. However, this method is also far from perfect. The main pitfall is
that it is very labour and time consuming. To understand the relative genetic contribution
to the fitness of the phenotype the population that differs from the reference population
only by the genetic variant of interest first has to be established and maintained over time,
thus this method of measuring the selection would be an experimental evolution study itself.
Applying such a method would also require a careful experimental design that should seek
to minimize measurement error and some modeling approach to estimate growth parameters
in mixed cultures (Ram et al., 2019).

1.2.2 Indirect approach
Advances in NGS and computational methods have provided opportunities for detailed anal-
ysis of genome evolution under different experimental conditions and population parameters.
New methods use different computational approaches to estimate selection, but all use the
summary statistics of genomic data (Crisci et al., 2012). Originally, these methods could only
solve the problem of classification, i.e. estimating whether the gene or the region of interest
is under selection or not. Today, we have computational tools available allowing us to also
address the problem of regression, i.e. inferring quantitative estimates of selection.

Patterns of divergence
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The idea of linking selection with distinct genomic patterns is based on the principle that some
genomic features are different in different genomic regions. A well-known pattern is the rate of
non-synonymous and synonymous substitutions across the genome also known as dN/dS test
(Nielsen et al., 2002). The dN/dS test is based on the principle of Kimura’s neutral theory
of evolution (Kimura et al., 1968) postulating that the majority of genetic variation between
different populations is explained by neutral, non-directional mutations, which are fixed by
genetic drift. On the other hand, genomic regions that are under functional constraint (e.g.
protein-coding regions involved in key metabolic reactions) experience negative selection,
while regions involved in local adaptation to a new environment may be under the process
of positive selection. All of this constitutes the basis of divergence tests.

The dN/dS test is one of the most widely used tests of divergence. dN/dS statistics estimates
the strength of selection by comparing the number of nucleotide substitutions that do not
cause the change of amino acid (dS ) to the number of substitutions that cause amino acid
change (dN ) in protein coding sequences. If dS is equal to dN the rate of amino acid
substitutions is relative to neutrality (dN/dS = 1), however if case of purifying or adaptive
selection the rations will be different (dN/dS < 1 and dN/dS > 1 respectively).

When data that shows the genome variability within species is also available other divergence
tests can be applied. In the Hudson-Kreitman-Aguade test (HKA test, Kaplan et al., 1987)
the sequence variance found within species is compared to the sequence variance between
species. If this ratio is statistically consistent for different loci there is no indication of
selection. Another popular test that incorporates dN/ds statistics and aims at accounting for
variability within species is the McDonald-Kreitman test (MK test, McDonald et al., 1991).
The MK test compares the ratio of the number of synonymous to non-synonymous changes
at synonymous sites (divergence sites) and non-synonymous sites (polymorphisms). Under
neutrality, dN/dS (the number of synonymous to non-synonymous changes at synonymous
sites) is equal to pN/pS (the number of synonymous to non-synonymous changes at non-
synonymous sites). If dN/dS is greater than pN/pS it can indicate the positive selection.

There are limitations when applying divergence tests. Most importantly, it works well only
over long time-scales when comparing orthologous protein coding sequences between species
that diverged a long time ago. (Kryazhimskiy et al., 2008). Unfortunately, this makes it
hardly ever applicable in experimental evolution studies.

Site Frequency Spectrum (SFS)

All site frequency spectrum-based estimators are based on the fact that when adaptive muta-
tions increase in frequency this also affects the standing genetic variation in the neighbouring
regions. The variability gets reduced around the locus under selection, and the number of
high-frequency mutations increases in the neighbouring regions (Nielsen et al., 2005). The
most popular metric is Waterson’s Θ (Watterson et al., 1975), which depends on the total
number of segregating sites. Other, more advanced methods, such as Tajima’s D (Tajima et
al., 1989) and Fay and Wu’s H (Fay et al., 2000) estimate that number differently aiming to
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increase sensitivity to the number of rare and high frequency–derived variants respectively
(Crisci et al., 2012). These methods are widely applied in population genetics studies de-
spite their high false-positive and false-negative discovery rates as they cannot account for
demographic events such as population bottlenecks. Another issue is that given the lim-
ited time-frame of experimental evolution studies the variant of interest may not reach high
enough frequency to affect SFS by the end of the experiment (Iranmehr et al., 2016).

Changes in allele frequency

Perhaps the most popular approach to detect and quantify selection in experimental evolution
studies uses allele frequency changes over time. Assuming the locus of interest is biallelic, the
ratio of the mutant allele frequency is compared to the ratio of a reference allele frequency.
Initially, statistical tests were adopted for data with just two time points. Examples for this
are the Fisher exact test for contingency tables (Burke et al., 2010), the Pearson χ2 test for
homogeneity (Taus et al., 2017), the Cochran-Mantel-Haenszel test that takes into account
the consistency of change in all replicates (Agresti et al., 2011), and test statistics from GLM
models (Jha et al., 2015), etc.

However, while all the tests are powerful, time-series data allow for inferring the strength of
selection for a single locus at multiple, and not just two, time points (Taus et al., 2017). The
dramatic decrease in sequencing costs brought with it a wide range of methods that analyse
pool-seq data. Among the first were methods using Brownian motion and Gaussian processes
as reference models for neutral evolution (Iranmehr et al., 2016).

The large number of existing methods and tools to estimate selection quantitatively from
time-series genomic data calls for a comparison of their performance, and for the development
of standards that can be applied reliably across model systems. We now have insight from
studies comparing simulated genomic data with empirical data, where the true selection is
known (Vlachos et al., 2019), but these simulations have only been conducted under a limited
set of evolutionary parameters (i.e. a given demographic history, given ploidy, and mode of
reproduction, etc.). It is still unclear which method most accurately estimates selection given
a wide range of parameters that affect allele frequency change over time and the diversity of
datasets in experimental evolution studies.

1.3 Aim of the project

The goal of my project is to perform a quantitative comparison of different methods and tools
of estimating selection coefficients with time-series genomic data. I will analyse time-series
genomic data of evolved populations of four organisms (Callosobruchus maculatus, Timema
cristinae, Drosophila melanogaster, and Saccharomyces cerevisiae) that represent the wide
diversity of model organisms in experimental evolution studies. The genomes were previously
assembled and aligned to reference genomes. I will combine these results with the analysis
of newly simulated data w.r.t. parameters that affect allele frequency change over time.
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2 Materials and Methods

2.1 Wright-Fisher process

The Wright-Fisher (WF) process is the mathematical foundation that describes the change
of allele frequencies over time in a population with a constant effective population size Ne,
discrete populations, random mating, and no selection (Muirhead, 2016). Thus, while being
a foundational model in population genetics, simply describes the mechanism of genetic drift.
The probability to observe j counts of allele A in the following generation given i counts of
allele A in the current generation is denoted as follows:

P(i,j) =

(
Ne

j

)(
i

Ne

)j (
1− i
Ne

)Ne−j

(1)

where
(
Ne

j

)
is the binomial coefficent (denotes the number of possible combinations),

i

N
is

the allele frequency of allele A, and
1− i
N

is the allele frequency of allele a (assuming that

genomic locus is biallelic). Therefore, every future state of any allele (allele frequency at time
t+ 1) depends only on the present state of allele (allele frequency at time t).

While being a foundational model in population genetics, it also has some model assumptions:

• Random fluctuations of alleles cannot be describe in a deterministic way (stochastic
sampling of alleles);

• Random mating, no sex or age structure in population;

• Generations are discrete and non-overlapping;

• Ne remains constant over time;

The original model does not include selection, and describes the allele frequency change under
genetic drift. However, all following estimation algorithms use various modifications of WF
process and take selection into account.

Section 2.2. describes the methodology of all four tools that were selected for quantitative
comparison, section 2.3. explains how the performance comparison of different tools was
done, and Sections 2.4. and 2.5. characterize datasets of simulated data and data from real
biological experiments respectively.
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2.2 Selection coefficient estimation algorithms

WFABC (Foll et al., 2015)

The method is based on approximate Bayesian computation algorithm of WF process and
can be summarized in the following terms of Bayesian statistics:

If data X consist of allele frequency trajectories measured at L loci where i = {1, . . . ,L} then
for every locus Xi we can approximate its locus-specific selection coefficient si w.r.t. Ne

P (Ne, si|X) ≈ P (Ne|T (x)) ∗ P (si|Ne, U(Xi)) (2)

U(Xi) denotes locus-specific summary statistics informative about s, and T (X) denotes sum-
mary statistics of all loci informative about Ne. In the following term,

U(Xi) = (Fsi′i, Fsd
′
i) (3)

Fsi′i and Fsd′i are the metrics calculated between all pairs of time points where the allele
frequency is increasing or decreasing respectively.

Algorithmically, approximation for si is calculated in the following way. For every xi:

• Simulate n trajectories Xi, n based on WF model with si (see Eq. 7) randomly sampled
from its prior (the range of prior s values is set manually);

• Calculate U(Xi, k) for each simulated allele frequency trajectory;

• Store the trajectories with the smallest Euclidian distance between U(Xi) and U(xi)
(top 0.01 simulations) to obtain a sample from an approximation to P (si|Ne, Xi) ∗
P (Ne|X) = P (Ne, si|X);

LLS (Taus et al., 2017)

The method is based on the simple idea of least-squares regression to allele frequency tra-
jectories. Consider diploid individuals, the allele frequency change of allele A in the discrete
generations could be denoted as

p′i =
ωAA ∗ p2 + ωAa ∗ (1− p)

ωAA ∗ p2 + ωAa ∗ 2p ∗ (1− p) + ωaa ∗ (1− p)2
(4)

where ωAA, ωaa, and ωAa are two homozygous, and one heterozygous genotypes respectively.
Assuming that h = 0.5 and using the continuous time approximation, allele frequency p at
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given time t is denoted as

p(t) =
1

1 +
1− p0
p0

e
−st
2

(5)

Authors conclude that logit-transform of allele frequencies stabilizes the drift variance (the
estimates get less sensitive to random noise in observed data), thus the final term of linear
model is given in following:

ln

(
p(t)

1− p(t)

)
= ln

(
p0

1− p0

)
+ t

s

2
(6)

Here p0 is given by the intercept, and the slope of the model t
s

2
is determined by s.

slattice (Mathieson et al., 2013)

The method takes advantage of stochasticity of WF process. For multiple non-overlapping
generations the allele frequency change can be describe as a Markov chain, when the state
of allele A at t+ 1 time depends upon the current state at time t (see see Eq. 1). Assuming
h = 0.5, to calculate the allele count in the following t + 1 generation under conditions of
genetic drift with selection, authors suggest the following

Pft+1 = f |ft =

(
2Ne

2Nef

)(
ft + sft
1 + sft

)2Nef
(

1− ft
1 + sft

)2Ne(1−f)

(7)

where ft is for the state of allele a at given time t (allele frequency), and
ft + sft
1 + sft

denotes

probability for allele counts to be drawn from the distribution. If we are allowed to sample
individuals at every generation, the log-likelihood of s is given by

`(s) = 2Ne

T∑
t=1

ftlog(1 + s)− log(1 + sft−1) (8)

Authors use the approximate model of normal increments (on the assumption that the fre-
quency increments are normally distributed), and generalize for any h to denote ML estima-
tion for s

s =

∑T−1
t=0 ht(ft+1 − ft)∑T−1
t=0 h

2
tft(1− ft)

(9)
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Given that counts for every generation are not supplied, finding the value of s that maximizes
ML estimation is non-trivial. For that, Mathieson and McVean suggest to use EM algorithm,
where at each iteration n+ 1, they update the s estimate with the value that maximizes the
expected log-likelihood under the posterior distribution ft, conditional on the estimate of s
at the previous iteration n

sn+1 =
E[fT ]− E[f0]∑T−1
t=0 E[ft(1− ft)]

(10)

Algorithmically, approximation for si is calculated in the following way. For every locus:

• Choose s0 to be some starting value;

• Apply the forward-simulation algorithm based on 7 to compute the probabilities for
allele counts under conditions of genetic drift with (E[fT ]) and without (E[f0]) selection.
Based on 10 calculate s estimate;

• Repeat for n iterations until s estimate doesn’t change (w.r.t. arbitrary precision
threshold, c);

CLEAR (Iranmehr et al., 2017)

The method is based on the same idea of HMM properties of WF process. Let Q
(τ)
s,h[i, j] denote

the transition probability for allele frequencies from
i

2N
to

j

2N
in τ generations where i and

j are counts of allele a in two adjacent generations. Then we can calculate every transition
probability under conditions of the genetic drift with (s 6= 0) and without (s = 0) selection:

Q
(1)
s,h[i, j] = Pr

(
vt+ =

j

2n
|vt =

i

2N
; s, h

)
=

(
2N

j

)
v̂jt+ (1− v̂t+)2N−j (11)

Q
(τ)
s,h = Q

(τ−1)
s,h Q

(1)
s,h (12)

where vt denotes the allele frequency at the given time t (supplied), and v̂t denotes the
expected vt. Consequently, the likelihood of observing v is given by

LM(s, h|v) = Pr(v; s, h) =
T∏
t=1

Pr(vt|vt−1; s, h) =
T∏
t=1

Q
(δt)
s,h [̂i, ĵ] (13)

where the likelihood is defined as a product of all transition probabilities over time T . How-
ever, before computing the s value that maximizes LM(s, h|v) CLEAR first identifies the loci
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with the significant M -statistics

M = sgn(ŝ).log

(
LM(ŝ, ĥ|v)

LM(0, 0|v)

)
(14)

that denotes likelihood ratio test for every variant comparint two models of genetic drift,
with (LM(ŝ, ĥ|v)) and without (LM(0, 0|v)) selection. As with slattice, the parameters that
maximize LM(s, h|v) can be found from:

ŝ, ĥ = argmaxs,h

R∑
r

log
(
LM(s, h|v(r)

)
(15)

However, here authors don’t use any heuristic function like EM algorithm and simply rely
on bruteforce-like grid search operations (Dufour et al., 2019) across all variant (which is a
less faster computationally).

2.3 Performance comparison

To fulfill the requirements of tools that calculate s with ML-approach (WFABC, slattice),
all datasets were filtered for allele frequency trajectories excluding those greater than 0.98 or
less than 0.02 respectively. Ne was estimated with estimateNe function from poolSeq package
(Taus et al., 2017) if not stated otherwise. For tools where the coverage information was
required it was set to 100. For tools where the range of s priors, and the increment were
required it was set to (-0.8;0.8), and 0.005 respectively. Estimates of all tools were rounded
up to 0.01.

For simulation sets the performance of every tools was estimated with rRMSE that measures
the average magnitude of error between the estimated ŝ and the true s:

rRMSE =
1

b

b∑
1

√∑n
i=1(ŝi − si)

n

1

si
(16)

where b is the number of bootstraps, and n is the number of loci

For real biological data where the true s is not available we compared their performance with
each other using two distance-based metrics, - Pearson correlation coefficient (PCC, Kendall
et al., 1938) and Overlap coefficient (OC). The latter was computed as follows:
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OC = 2

 ∫ max(A,B)

min(A,B)
histA∫ maxA

minA
histA+

∫ maxB
minB

histB
+

∫ max(A,B)

min(A,B)
histB∫ maxA

minA
histA+

∫ maxB
minB

histB

 (17)

where histA and histB are two sets of s estimates that yielded by different tools.

2.4 Modeling allele frequency trajectories

All simulation sets were generated with poolSeq package (Jonas et al., 2016) where s and h
can be specified for forward-in-time simulations. Data for two distinct evolutionary scenarios
(see 3.5.1. and 3.5.2) was simulated as follows:

Diversifying selection scenario: 250 alleles with p0 randomly sampled from N ∼ (0.4,
0.05) and s randomly pooled from N ⊂ {-1;1}. The trajectories were simulated for 500
generations, and frequencies for every 100th generation were retained.

Non-constant allele frequency change: 250 alleles with p0 randomly sampled from N ∼
(0.05, 0.01) and s = 0.05. The trajectories were simulated in 5 blocks, for each block the final
time point (tp) was defined as tp = 1000− (200 ∗ (block number−1)). Each block represents
a group of alleles that start to increase in frequencies at generation 0, 200, 400, 600, and
800 respectively modeling the emergence of de-novo mutations. Frequencies for every 100th
generation were retained, and merged altogether.

2.5 Description of biological datasets used for benchmarking

Rêgo et al., 2019: Rêgo and colleagues studied the adaptation of the seed beetle, Cal-
losobruchus maculatus, to a novel environment, lentil. Authors report that while the initial
survival was low ( 1%), the population was quickly rescued. In total the minor alleles in
∼200 loci were fixed or nearly fixed in 16 generations. The allele frequency trajectories data
and Ne parameter were supplied by authors.

Nosil et al., 2018: Nosil and colleagues studied color polymorphism in stick insects, Timema
cristinae, that adapted to live on the shrub plant, A. fasciculatum. Stick insect were collected
at the same geographic location in 2011 and 2013 (Gompert et al., 2014 and Riesch et al.,
2017). As authors report, the changes in morph were caused by adaptation of recessive
phenotypes to the environment that favours dominant phenotypes. We retained alleles with
allele frequency change more extreme than 0.05%th or 99.95%th percentiles of null model
of genetic drift, null distribution was modelled as described in (Rêgo et al., 2019), in total
∼2300 alleles were used for estimation.

Barghi et al., 2019: Barghi and colleagues studied polygenic adaptation of fruit flies,
Drosophila melanogaster, to a new alternating temperature environment. 10 populations of
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flies were exposed to hotter than normal day-night temperatures for 60 generations, and
every 10th generation was sequenced. Data from all populations was merged together, and
alleles with allele frequency change more extreme than 0.05% or 99.95% were retained. We
used ∼ 4000 alleles in chromosome arm 2L in a genomic range from 11Mbp to 12Mbp as one
of the regions with high recombination rate (Comeron et al., 2012).

Lang et al., 2013: Lang and colleagues studied the emergence of de-novo mutations in
budding yeasts, S. cerevisiae. 40 populations of yeasts were grown in rich medium environ-
ment, and approximately every 80th generation was sequenced. Alleles that were later tested
in direct fitness assay (n = 116, Buskirk et al., 2017) were selected for analysis.
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3 Results

Here, we describe the change in performance of four estimators of selection using sets of
unlinked loci of diploid individuals simulated under a Wright-Fisher model (see Methods)
with uniform s. In section 3.1. we show how the parameters of the experimental setup
(choice of model organism and the amount of data available) affect the performance of all
four tools. In section 3.2. we show how the relative frequency and the patterns of inheritance
(dominant-recessive genes principle) of the allele influence the estimates. As forward-in-time
simulations are always done with a given s parameter, the average magnitude of error was
measured using the rRMSE metric (see Methods), which measures the distance between the
estimated ŝ and the true s.

In section 3.3. we demonstrate the performance when estimating s from various datasets from
real biological experiments. In particular, we demonstrate how the accuracy of the estimated
ŝ is affected when the complexity of evolutionary scenarios underlying allele frequency time
trajectories increases. Given that the true s is not known, assessment of the tools’ accuracy
was done by comparing their performance to pairwise similarity metrics: Pearson coefficient
and Overlap coefficient (see Methods) assuming that alike performance tends to be more
accurate (as demonstrated in 3.1. and 3.2).

In section 3.4. we assess s estimates with respect to direct fitness data (fitness measured as
relative growth, see Methods). We use both rRMSE and pairwise similarity metrics here.

In section 3.5. we show the change in performance for sets of unlinked loci of diploid individ-
uals with distribution of true s in a diversifying selection scenario, and non-constant allele
frequency change.

3.1 Some methods are less data-greedy than others

rRMSE comparison for different number of generations

Allele trajectories for 100 alleles were simulated for 16, 60, and 300 non-overlapping genera-
tions that represent the average number of generations for different model organisms widely
used in experimental evolution studies: seed beetle, fruit fly, and yeast. Each set of alleles
was generated with varying s values between 0.05 and 0.525 with an increment of 0.025.
After that the estimate was inferred for each set of alleles, and the average magnitude of
error was measured using rRMSE. Other parameters were set as follows: p0 = 0.05, h = 0.5,
Ne = 300, n time points = 4, n bootstraps = 10.

CLEAR is the only method that demonstrates consistent performance regardless of the num-
ber of generations, whereas slattice and WFABC shows less accurate estimates for 60 and
300 generations (Figure 1). For 60 and 300 generations, LLS shows the same performance
as CLEAR, and for 18 generations LLS outperforms CLEAR. However, LLS failed to pro-
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Figure 1: rRMSE measured for simulation sets with increasing selection coefficients s for
(A) 16 generations (B) 60 generations (C) 300 generations.

vide any estimate for alleles under strong selection (s > 0.25) in simulation sets with 300
generations.

rRMSE comparison for different number of time points sampled

Allele trajectories for 100 alleles were simulated for 300 non-overlapping generations with 2
(generation 0 and 300), 4 (generation 0, 100, 200, and 300), and 7 (generation 0, 60, 120, 180,
240, and 300) time points that represent the different amount of sequencing data available.
Each set of alleles was generated varying the selection coefficient s between 0.05 and 0.525
with an increment of 0.025. After that the selection coefficient estimate was inferred for
each set of alleles, and the average magnitude of error was measured using rRMSE. Other
parameters were set as follows: p0 = 0.05, h = 0.5, Ne = 300, n bootstraps = 10.

As before, CLEAR is the only method that demonstrates consistent performance regardless
of the number of sequencing data. slattice and WFABC perform well when allele frequency
information is available at 7 time points but become much less accurate when only 4 or 2
time points are available. LLS failed to provide any estimate for alleles under strong selection
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(s ¿ 0.25) in simulation sets with 4 time points, and could not provide any estimates at all
in simulation sets with just 2 time points.

This suggests that when sequencing costs are the main limitation to collecting more data
points from an evolving population, CLEAR would be the least data-greedy software yielding
the most accurate estimate of s.

Figure 2: rRMSE measured for simulation sets with increasing selection coefficients s for
(A) 2 time points (B) 4 time points (C) 7 time points.

3.2 Parameters representing initial experimental conditions are important
for estimation accuracy

First, we explored how initial minor allele frequencies influence selection coefficient estimates.
Low initial allele frequencies of beneficial mutations are typical for hard sweep scenarios. High
initial allele frequencies are typical for soft sweeps.

Soft sweeps take the name from the fact that when the beneficial mutation is present in a
sufficient number of genomes in the population, its increase in frequency during the adapta-
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tion process does not lead to the loss of genetic variation in the population. On the contrary,
when an adaptive allele originates from a single de-novo mutation, it rapidly increases in fre-
quency in a population, thus affecting population genetic diversity. (Hermisson et al., 2005).
In mathematical models describing allele frequency changes in a population over time, p0 is
rather an initial condition, but not a parameter of the model as in many studies the source
of an adaptive mutation is unknown.

Allele trajectories for 100 alleles were simulated for 60 non-overlapping generations with p0
= 0.005 (hard sweep scenario), and p0 = 0.5 (soft sweep scenario) respectively. Each set of
alleles was generated for selection coefficients s ranging from 0.05 to 0.525 with an increment
of 0.025. After that, selection coefficient estimates were inferred for each set of alleles, and
the average magnitude of error was measured using rRMSE. Other parameters were set as
follows: h = 0.5, Ne = 300, n time points = 7, n bootstraps = 10.

Figure 3: rRMSE measured for simulation sets with increasing selection coefficient for (A)
p0 = 0.005 (B) p0 = 0.5

LLS shows the best performance for the whole range of s values in the hard sweep scenario
when a beneficial allele is present at very low frequency at the start of the selective phase
(Figure 3). In the soft scenario for alleles under very strong selection (s ¿ 0.325), WFABC
outperforms the other methods.

In the next set of simulations, we explored how different patterns of inheritance of the alleles
(dominance versus recessivity) influence selection coefficient estimates.

Although allelic codominance (h = 0.5) is often assumed in methodological work on selection
coefficient estimation (Vlachos et al., 2019; Spitzer et al., 2019; Kofler et al., 2011; Wiberg
et al., 2017), dominant-recessive patterns of inheritance vary widely in genetics. While the
accurate estimation of h is a debated research topic itself, it is important to explore how h
impacts on the accuracy of selection coefficient estimates.
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Allele trajectories for 100 alleles were simulated for 60 non-overlapping generations with h =
0 (recessivity), and h = 1 (dominance) respectively. Each set of alleles was generated with
selection coefficients between 0.05 and 0.525 with an increment of 0.025. After that selection
coefficient estimates were inferred for each set of alleles, and the average magnitude of error
was measured using rRMSE. Other parameters were set as follows: p0 = 0.05, Ne = 300,
n time points = 7, n bootstraps = 10.

Figure 4: rRMSE measured for simulation sets with increasing selection coefficient for (A)
h = 0 (B) h = 1.

For beneficial alleles with recessive inheritance all tools provide nearly the same accuracy
(with slattice coming in last) whereas for alleles with dominant inheritance WFABC demon-
strates the best performance (Figure 4).

As p0 and h are usually not known before conducting the experiment, it might be helpful
to plot the performance using RMSE for a wide range of p0-s combinations for at least 3
distinct inheritance patterns (recessive, codominant, and dominant). For an efficient use of
computer resources, we only tested the tools that demonstrated the best performance on
Figure 3 and Figure 4.

WFABC provides the best performance for recessive and codominant alleles under the high
selective regime (s > 0.2) when beneficial mutations originate from standing genetic variation
(very high p0 value; Figure 5). LLS shows considerably better accuracy for recessive and
codominant alleles under low-to-moderate selection. WFABC demonstrates a slightly better
performance when inferring s for dominant beneficial alleles regardless of initial p0.

All methodological papers that report tools for selection coefficient estimation reviewed here
include some test data to demonstrate its (declared) high performance. However, the system-
atic comparison of computer tools on different biological datasets that cover the diversity of
patterns of allele frequency trajectories, and the different biological features inherent to the
system (e.g.the number of generations, effective population size, and recombination rates).
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Figure 5: rRMSE for simulation sets with increasing s and p0 with LLS and WFABC. All
simulated loci were divided into 1600 bins based on s and p0 (40 bins for each parameter),
and rRMSE was calculated for each bin. rRMSE measurements within s-p0 parameter space
are shown for three discrete scenarios: all loci are recessive (h = 0), codominant (h = 0.5)
or dominant (h = 1). White and deep blue colors represent high and low performance
respectively.

Some attempts have been made (Vlachos et al., 2019) with a limited range of organisms, but
the reported findings are not easy to interpret given the choice of methods for performance
evaluation. In the following section we compared their performance with more descriptive
statistics (see Methods for detail), and also aimed to cover datasets that represent a wider
variety of model organisms and selective regimes in experimental evolution.

3.3 Performance decreases as the complexity of evolutionary trajectories in-
creases

All methods demonstrate a similar distribution of s estimates (Figure 6B). In accordance
with the authors’ findings of rapid fixation of many alleles within just five generations when
exposing seed beetles (C. maculatus) to a new host environment (Rêgo et al., 2019) we see
that the majority of allele trajectories are following the same pattern of rapid directional
selection (Figure 6A). Consequently, quantitative pairwise similarity strictly correspond to
each other (with exception of the Pearson correlation coefficient between CLEAR s estimates,
and estimates provided by other tools). Hence, all methods show comparable performance
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Figure 6: Seed beetles (C.maculatus) in new host environment (Rêgo et al., 2019), see
Methods for detail (A) Minor allele frequency change over time (B) PDF for all sets of
estimates (C) Pairwise similarity measured with Pearson coefficient (D) Pairwise similarity
measured with Overlap coefficient.

for strong directional selection.

The next dataset highlights the performance when estimating s from stick insects (T. cristi-
nae) (n = 110) collected in a natural population on the host plant Adenostoma (shrub
species) at the same geographic location in 2011 and 2013 respectively (Nosil et al., 2018).
The generation time for T. cristinae is one year, therefore inference of s had to be done
from just two time points, separated by two generations. Only WFABC and CLEAR can
control for s properties such as the relativity (as it always shows the relative fitness of the
minor allele compared to a reference genotype and therefore should always range between -1
and 1; Figure 8B). Moreover, as most alleles start and stay in low frequencies, it would be
reasonable to assume that the distribution of s estimates should be zero-based (Figure 8A).
However, only CLEAR supports this idea. Unfortunately, as all tools yield very different
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s distributions, we cannot rely on our previous assumption that similar performances tend
to be more accurate, and applying quantitative pairwise similarity metrics to estimate the
degree of bias is not effective.

Figure 7: Stick insects (T. cristinae) in natural environment (Nosil et al., 2018), see Meth-
ods for detail (A) Minor allele frequency change over time (B) PDF for all sets of estimates
(C) Pairwise similarity measured with Pearson coefficient (D) Pairwise similarity measured
with Overlap coefficient.

Analysing a data set on polygenic adaptation in the fruit fly D. melanogaster to a new
temperature regime (Barghi et al., 2019), we found that WFABC tended to overestimate
s of alleles under negative selection compared to other tools. However, visual inspection
of allele frequency trajectories in Figure 8A shows that most alleles increase in frequency,
and the number of deleterious alleles is very low thereby providing some support to the
claim that CLEAR, slattice, and LLS yield more accurate estimates for most loci in this
dataset. Interestingly, pairwise similarity metrics for CLEAR are the lowest, suggesting that
the polygenic adaptation process is best captured either by slattice and LLS altogether or
CLEAR inference.
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Figure 8: Fruit flies (D. melanogaster) in hot temperature environment (Barghi et al., 2019),
see Methods for detail (A) Minor allele frequency change over time (B) PDF for all sets of
estimates (C) Pairwise similarity measured with Pearson coefficient (D) Pairwise similarity
measured with Overlap coefficient

While the real targets of s are usually not known, we examined data from the study where
the fitness effect of the beneficial mutations found in the evolving population of yeasts was
measured with flow cytometry-based competitive fitness assays (Buskirk et al., 2017). Hence,
in the next section we will show how the estimates of s correspond to the direct estimates of
selection.

3.4 Correlation between direct and indirect approaches is weak but increases
for alleles under stronger selection

In competitive fitness assays fitness is calculated as the linear regression of the log ratios of
minor to reference allele frequencies over time:
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F = ln
pt

qt
= ln

p0
q0

+ t(ri − rj) (18)

where Ni and Nj denote two strains (with mutated and reference genotype), and ri and rj
respectively denote their growth rate.

In such assays the fitness of individual clones is measured at multiple time points, however, the
number of competing generations does not correspond to the number of evolving generations
(100 vs 1000, see Buskirk et al. for more detail).

Figure 9: Budding yeast (S. cerevisiae) in rich medium (Lang et al., 2013), see Methods
for details (A) Minor allele frequency change over time (B) PDF for all sets of estimates (C)
Pairwise similarity measured with Pearson coefficient (D) Pairwise similarity measured with
Overlap coefficient.

New mutations arising at different time points that get rapidly fixed in the population is a
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common scenario for isogenic microbial organisms without sexual reproduction as shown in
Figure 11A (Long et al., 2015).

Despite the majority of allele trajectories showing a pattern consistent with directional selec-
tion, s estimates from the different tools are not as similar as in the seed beetle dataset (Rêgo
et al.; see Figure 6). In addition, both the Pearson correlation coefficient and the Overlap
coefficient are low for all pairs of tool estimates and the direct estimates of selection (the
mean is around 0.1 and 0.29 respectively as shown in Figure 9C and D as “real selection”).
This maybe partially explained by the fact that, in this study, 80% of the mutations that
increased in frequency were found to be non-beneficial when measuring their effect in direct
competition assays (Buskirk et al., 2017).

Figure 10: Budding yeast (S. cerevisiae) in rich medium environment (Lang et al., 2013),
subset of alleles with positive direct fitness estimates (A) Minor allele frequency change
over time (B) PDF for all sets of estimates (C) Pairwise similarity measured with Pearson
coefficient (D) Pairwise similarity measured with Overlap coefficient
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Indeed, s inference from a subset of alleles with a fitness effect greater than zero provided
better pairwise similarity numbers with direct fitness estimates (on average around 0.15 for
Pearson correlation coefficient, and 0.38 for Overlap coefficient). Following that logic, in
Figure 11 we show that if we subset alleles that demonstrate a stronger fitness effect in direct
competition assays, our estimates improve regardless of the method chosen.

Figure 11: S. cerevisiae in rich medium (Lang et al., 2013) with a subset of alleles for which
direct fitness estimates were available (slope). rRMSE is measured as the magnitude of error
of s estimates to direct fitness estimates taken as true selection coefficient.

3.5 Intrinsic limitations of the models constrain the accuracy of estimation

Yet, it is unclear why the pairwise similarities are low not only for pairs of s estimates with
direct fitness data, but also for estimates of tools with each other. Another uncertainty
we had in mind was about tools performance in the scenario of diversifying selection. By
contrast with truncated selection and stabilizing selection (Vlachos et al., 2019) the inference
accuracy for disruptive selection wasn’t shown for any of the tools. To explore this further
we simulated a set of alleles representing two distinct scenarios: diversifying selection and
non-constant allele allele frequency change (see Methods for detail).

Diversifying selection scenario

We found that WFABC overshoots the estimates of s for alleles under negative selection (s
= -0.01) in case of disruptive selection scenario (Figure 14B). Moreover, for the second half
of alleles that were simulated with a positive selection coefficient (s = 0.01) WFABC failed
to capture the adaptive nature of their trajectories. The set of WFABC estimates is zero-
based, not 0.01-based as it should be. While slattice also overshoots the negative s estimates,
it correctly captured the minor alleles under positive selection. LLS and CLEAR were the
only tools correctly estimating s from summary statistics of alleles with frequencies that do
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Figure 12: (A) Minor allele frequency change over time: initial allele frequency is shown
in orange with mean frequency of 0.4. Allele frequency after 60 generations is shown in blue
as a binomial distribution around 0.1 and 0.9 respectively (B) PDF for all sets of estimates.
The true targets of selection are shown as dashed lines.

not follow unidirectional change. Although it would be interesting to explain WFABC and
slattice failure to perform well with bidirectional change in allele frequencies, we cannot tell
that with enough degree of confidence nor prove our point on any theoretical grounds.

Non-constant allele frequency change scenario

Non-constant allele frequency changes can be caused by many factors, including emergence of
newly beneficial mutations spread out over a period of time (Figure 10A). What is important
to keep in mind is that none of the mathematical models and tools we review here account
for a constant allele frequency change over time. Hence, these models cannot predict the
emergence and fixation of new alleles later in time, if they are not already present in the
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starting population at least in low frequencies. This makes these models not particularly
well-suited for experimental evolution studies where the main source of genetic variation for
adaptation are de novo mutations (as for instance in asexual microorganisms with an isogenic
starting population, Long et al., 2015).

Figure 13: (A) Minor allele frequency change over time: non-constant allele frequency
change that represents the emergence of adaptive mutations every 200 generations shown in
red. In black is the predicted allele frequency change Using Wright-Fisher model assumptions
of constant allele frequency change over time both data sets were simulated with uniform s
= 0.05 (B) PDF for all sets of estimates. The true target of selection is shown as dashed line

We found that all tools except slattice show a weak performance capturing the true target of
selection (s = 0.05; Figure 13B). This draws attention to the need of defining s as a dynamic
estimate that changes over time. Historically, most experimental evolution genomic studies
used data on variant changes from just two time points. This may explain that s is still
defined as a static parameter in all models that we benchmarked in present study.
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4 Discussion

Despite previous efforts evaluating the performance of software tools for the detection of
selection in experimental evolution studies (Vlachos et al., 2019), there is a lack of information
on the precision of quantitative estimation from time-series data. Here, with a comprehensive
analysis of s estimation from a variety of simulation and experimental data sets from different
model systems, (ranging from asexual microbes to insects), we have demonstrated the benefits
and drawbacks of each of the methods with the most prominent platforms for modeling allele
frequency change over time. We also highlight current limitations of all methods, which were
inherited from models historically used for the analysis of data with just two-time points
(beginning and end).

In our simulations, we found that the dominance parameter, h, can strongly affect the accu-
racy of the estimate of selection coefficients in all four tools tested, and therefore should pro-
vide extra information when inferring the strength of selection from allele frequency change.
CLEAR uses h as a model parameter for likelihood calculation of s (Iranmehr et al., 2017),
which clearly adds to its high computational demand. WFABC and slattice on the other
hand are much faster computationally, but both are based on the assumption that the num-
ber of generations during which the allele stays at low frequency is sufficient to calculate h
(Mathieson et al., 2013). Another method, not covered in the present study, models WF
process with the Kolmogorov equation and allows for simultaneous estimation of all three
parameters that affect allele frequency change: selection coefficient s, dominance parameter
h, and effective population size Ne (Kojima et al., 2019). Even though the dominance pa-
rameter is rarely estimated in experimental evolution studies and is usually assumed to be
0.5 (Thurman et al., 2016), it has to be taken into consideration when estimating s.

All four methods performed well when estimating directional s and measuring over shorter
timelines. However, methods that do not take into account the relative value of s, LLS and
slattice, overshoot their estimates when measuring allele frequencies in populations separated
by just one generation. Both slattice and CLEAR estimate s by computing a set of discrete
transition probabilities for each pair of allele frequency values in time. However, slattice in
contrast to CLEAR does not control for s priors, introducing a possibility to favor a wrong
s estimate. As for LLS, it is based on a simple and powerful linear regression model, which,
unfortunately still has its disadvantages. Future methods based on regression should allow
users to specify a range of expected values of s to keep the error probability at a minimum.

We find that all methods taking the indirect approach of measuring the strength of se-
lection from genomic data, do not agree well with direct fitness estimates. While outside
the scope of our study, methods that estimate fitness directly vary greatly among systems
(microbial/non-microbial, asexual/sexual, haploid/diploid) and model organisms, and it’s
questionable whether we should expect a good correlation of the fitness effect of yeasts mea-
sured with direct competition assay with estimates that were inferred from allele frequency
trajectories data. Thus, we should not make far-reaching conclusions from a data analysis of
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a single study.

We also found that all methods dramatically failed to accurately measure selection when
allele frequencies followed trajectories other than the directional selection scenario. While
most studies in experimental evolution report for selection coefficient in directional selection
other estimates could have been considered non-significant (Thurman et al., 2016) due to
the assumption of the basic WF model (constant Ne over time and, consequently, constant
allele frequency rate of change over time) that often violates real patterns of allele frequency
changes in biological data.
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5 Conclusions

Evolutionary genomics remains on the cutting edge of method development. However, this
often requires ample prior knowledge about the underlying evolutionary theory and assump-
tions. Selection does not act on individual loci but rather on phenotypes. However, how to
correctly identify the loci underlying selected traits is still strongly debated (Rockman et al.,
2012). Current methodology allows for a quantification of selection coefficients only from the
additive effect of individual loci, which makes it difficult to relate with the well-established
term of the direct fitness effect in the literature.

Our attempts to compare fitness data from direct competition assays with s from genomic
data shows that there is a great need for more biological datasets with fitness effects of indi-
vidual genomic loci that underlie selected traits. This will help shed light on how traditional,
direct approaches measuring the strength of selection compared to indirect approaches, that
infer the strength of selection through summary statistics of genomic data. It will be espe-
cially interesting to see how the two approaches can be compared across systems and model
organisms used in experimental biology This could potentially provide better understanding
of how and why natural selection acts so differently on the variety of living organisms.

Another issue that needs to be explored further is the limitations of the current methodology
in quantifying s. All methods we tested here rely on the inference of s from sets of simulated
data (where true s is known) that “looks very alike” to a locus with unknown s (a set of
simulated allele trajectories with the same discrete transition probability, with the same
approximation of the ML function, etc). However, all of those internal simulation runs are
based on the WF process that has serious limitations, especially that Ne remains constant
over time. We suggest two possible routes of approach to bypass this problem. Firstly, it may
be possible to apply a modified WF model that allows for Ne change over time, thus making s
a dynamic parameter that could also change for a given locus. We expect, however, that this
approach is computationally demanding, which would require more efficient probabilistic
approximations. Secondly, a neural network approach could be used for s inference from
allele frequency trajectories data as recently shown to work for haplotype data (Torada et
al., 2019). For instance, this approach could involve using training data sets with the lowest
distance-based scores of alleles of interest. Ideally, both ideas could be incorporated into one
method resulting in greater efficiency and predictive power.

Until then, when quantifying selection from time-series genomic data, there are some pre-
cautions to take. Our data demonstrate that there is no best or one-fits-all solution in the
methods available to date. Knowing your data and research question is certainly advised
before applying any of the tools, since initial allelic conditions and other model parameters
are crucially important for the predictive power of the tool. Some visual representation of s
estimates provided by different methods, as well as plotting the allele frequency trajectories
can be helpful for greater certainty that the results have some practical significance and could
be used in the downstream analysis.
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