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Abstract

Grading assignments is a time-consuming part of teaching translation. Automatic tools
that facilitate this task would allow teachers of professional translation to focus more
on other aspects of their job. Within Natural Language Processing, error recognition
has not been studied for human translation in particular. This thesis is a first attempt at
both error recognition and classification with both mono- and bilingual models. BERT
– a pre-trained monolingual language model – and NuQE – a model adapted from the
field of Quality Estimation for Machine Translation – are trained on a relatively small
hand annotated corpus of student translations. Due to the nature of the task, errors are
quite rare in relation to correctly translated tokens in the corpus. To account for this,
we train the models with both under- and oversampled data. While both models detect
errors with moderate success, the NuQE model adapts very poorly to the classification
setting. Overall, scores are quite low, which can be attributed to class imbalance and
the small amount of training data, as well as some general concerns about the corpus
annotations. However, we show that powerful monolingual language models can detect
formal, lexical and translational errors with some success and that, depending on the
model, simple under- and oversampling approaches can already help a great deal to
avoid pure majority class prediction.
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1 Introduction

Despite the advances of Machine Translation (MT) in the last couple of years, human
translation is still widely used to obtain good quality translations of all kinds of text. In order
to acquire good translation skills and be able to produce easily comprehensible translations,
years of language study and training are required. For students of professional translation,
practice along with feedback on their work are crucial to improve. This usually involves
teachers correcting and discussing translated text with the students by highlighting and
commenting on mistakes and particularly good parts to stress the intricacies of the target
language and the combination of source and target language.

While there are a lot of automatic or semi-automatic tools, such as translation memories,
to help professional translators in their work, little research has been done to automatically
assess the quality of human translation. Rather, human translations are commonly considered
the reference for the evaluation of MT systems (Miller and Beebe-Center, 1956; Papineni
et al., 2002; Banerjee and Lavie, 2005).

To facilitate the work of translation teachers, an automatic system aiding in the correction of
translation exercises could be useful. An important first step would be recognising errors and
identifying different types of errors. Such tasks are in no way trivial, as a good understanding
of both source and target language as well as the specific text type are required. Further,
a good or bad translation of a specific source text can come in many different forms and
narrowing down the problems in a translated text to a specific word or span of words adds a
whole new layer of complexity.

Apart from the obvious use for teaching translation, a system that is sensitive to errors
typical of human translation might also prove useful for MT settings, notably evaluation and
quality estimation.

1.1 Purpose

To date, not a lot of research has been done on automatic translation error recognition and
annotation for human-translated texts. The purpose of this project is therefore to develop
a first system that addresses both of these tasks using state-of-the-art machine learning
techniques.

In particular, we aim to investigate the use of existing MT quality estimation architectures
for error recognition and how well they can be adapted to an error classification setting, as
well as the merit of large pre-trained monolingual language models for both settings.

In order to train these models for the two tasks, we use a corpus of annotated student trans-
lations. This corpus comes in different formats and different types of annotation. Converting
the annotated texts into a usable data set is a quite challenging task and constitutes another
major contribution of this project.

1.2 Outline

As automatic translation error recognition and classification is still relatively uncommon, we
start by presenting related fields in Chapter 2 and discuss their usefulness for the tasks at
hand. In particular, we present the field of quality estimation for MT and the BERT language
model that are used in the experiments later on.
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Following this introduction to related work, we give details on the data set used for training
and evaluation, such as the annotation framework and the decisions taken to make it usable
within the two models in Chapter 3. There, we further define the general experimental setup,
such as the two separate tasks of error recognition and error classification and how they are
evaluated as well as the two types of systems we compare against and some augmentations
to these to them.

Chapter 4 then summarises and discusses the results for both error recognition and classifi-
cation and takes a closer look at some of the error types and how they are handled by the
best performing system.

Finally, in Chapter 5, we recapitulate the project and its findings and reflect on their
implications for the tasks of human error recognition and classification.
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2 Background

While human translation has not been the focus of much research on text quality estimation
and error identification, text assessment and error analysis in general have been more popular.
Over the years, interest in error recognition has given rise to a variety of resources and tools
such as annotated corpora and error taggers for both human text and MT output. In MT
quality estimation, discussed in more detail in Section 2.3, a lot of work has been dedicated
to assessing the quality of a sentence or word within machine translated text without referring
to a human reference translation.

2.1 Automated Essay Scoring

Related to the task of automatic student assessment, automated essay scoring (AES) or
essay marking refers to the automatic evaluation and scoring of student essays. It has
traditionally been handled as a supervised MT problem and formulated as a regression or
preference ranking task with extensive feature engineering, that considers factors such as
length, punctuation, syntax, style, cohesion, coherence and readability (Zesch et al., 2015).
More recently, AES has successfully been approached as end-to-end learning with Neural
Networks (NN) (Taghipour and Ng, 2016). There has been some work on essay scoring for
German and on the transferability of features from more researched languages like English
to German (Zesch et al., 2015).

AES generally produces an overall grade for the text as a whole and does not provide in-
sights about exactly which parts of the text contain errors, let alone their nature. Furthermore,
a translator is not equivalent to the actual author of a text and a translated text is not the same
as a text originally conceived in the target language. As a result, factors such as style and text
structure may be less informative for translation, where a lot, is already predetermined in the
source text and translators themselves are required to represent this faithfully in their work
instead of composing their own free texts. Evaluating a translation by means of AES might
then – at least as far as content and structure are concerned – say more about the quality of
the source material than about the translation at hand.

Another issue is that when it comes to comparing translations to original texts, the source
language tends to influence translations in ways that distance the produced text from original
text in the same language. This so called translationese can be viewed as a sub-language
of the target language (Gellerstam, 1986). For example, differences between translations
and standard language use have been observed in terms of register in different domains
(Lapshinova-Koltunski and Vela, 2015). This might affect AES methods that are based on
the assumption that the texts in question are texts originally composed in the target language.
For these reasons, we concentrate on other techniques in the following.

2.2 Error Tagging and Recognition

Previous research investigated error tagging and error recognition in several contexts. Some
work has been dedicated to the annotation of learner texts, i.e. texts written by non-native
speakers of a language. This resulted in the creation of annotated parallel learner corpora such
as the German Falko (Reznicek et al., 2012) and ComiGS corpora (Köhn and Köhn, 2018)
and rule-based semi- and fully automatic error taggers (cf. Bryant et al. (2017); Kutuzov
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and Kuzmenko (2015); Boyd (2018); Kempfert and Köhn (2018) for English and German
error annotation tools). These resources and tools mainly focus on grammatical correctness
with respect to parts-of-speech and word order. An advantage of computer-assisted error
annotation over fully manual labelling is that it circumvents the problem of first language
bias and transfer effects that may be problematic when relying on human judges (Kutuzov
and Kuzmenko, 2015).

However, in professional translation, the translator is usually required to be a native speaker
or in very good command of the target language, often trained to be aware of problems
relating to lexical, grammatical and stylistic patterns in the target language (Meyer, 1989).
As a result, we would not expect the same types of errors in professional translations as in
learner texts explicitly composed in another language.

Concerning the role of error recognition in human translation, Meyer (1989) defines a
translation-specific writing program, in which error identification and correction are an
important step and an emphasis is placed on teaching the related terminology.

Error recognition and some forms of error classification have also been applied to MT,
mostly in order to evaluate and improve existing systems. Stymne (2011) presents a graphical
tool for manual error annotation, that can be used with any language pair and hierarchical error
typology and comprises automatic preprocessing that adds support annotations emphasising
similarities between system and reference translations.

Two early examples of automatic error recognition tools, Hjerson (Popović, 2011) and
Addicter (Zeman et al., 2011), make use of reference translations, the former exploiting the
edit distance between reference and translation and the latter focusing on word alignment.

Irvine et al. (2013) propose a word alignment driven evaluation (WADE) measure for their
investigations on the portability of SMT systems to new domains. In this context, the focus
has mainly been translation adequacy, i.e. the extent to which the translation conveys the
same information as the source text. WADE labels errors as belonging to one of four error
categories, reflecting the cause of the error with respect to the evaluated MT system (e.g.
unseen source words, unencountered sense relations between source and reference word or
scoring-related errors). Mehay et al. (2014) focus on word sense errors in conversational
spoken language translation (CSLT). They detect such translation errors by employing a bank
of classifiers over all ambiguous words – each one producing a distribution over candidate
target words – and a meta classifier that predicts whether or not the corresponding word in
the translation constitutes an error.

As a pre-selection step to automatic post-editing (APE), Martins and Caseli (2014) train a
decision tree classifier to identify errors in translations from English to Brazilian Portuguese
produced by a phrase-based SMT system. Their relatively small set of features pertained
to factors such as gender, number, POS in source and target sequences, as well as sentence
length and differences between source and target with respect to length and the frequency of
verbs and nouns. In addition to pure error recognition, they also classify different types of
errors related to inflection, lexis, multi-word expressions and word order.

More recently, Lei et al. (2019) adapted word-level-based quality estimation labelling
approaches to the detection of wrong and missing translation and introduce special classes
for the case of wrong and missing terminology.

2.3 MT Quality Estimation

The field of quality estimation (QE) is concerned with assessing MT quality automatically
solely based on the source and target texts. Thus, in contrast to actual evaluation in measures
such as the precision-based BLEU (Papineni et al., 2002) or the F-score-based METEOR
(Banerjee and Lavie, 2005), it does not require any reference translations for the texts to be
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translated. Consequently, any translated text can be examined by QE methods without the
need for much human involvement.

QE is performed at different granularities, from labelling single words to judging the
quality of whole sentences and documents. Much of the research in the field has been
advanced through shared tasks at the Workshop on Machine Translation (WMT). Since 2013,
the QE task has been divided into word and sentence-level tasks. On word level, each word
and the gaps in between words are tagged as either “OK” or “BAD”. As of 2018, this is done
both on translation and source texts to allow for better identification of tokens that lead to
errors in the translation and to detect gaps in the translation where words are missing (Specia
et al., 2018). Table 2.1 shows two examples of sentences pairs from the WMT 2019 data,
where errors are highlighted in grey in both source text and translation and the translation
also contains highlights for gaps that were tagged “BAD”.

Source Translation

bicubic interpolation gives the sharpest
and highest quality most of the time
and is the default .

die bikubische Interpolation _ bietet die
größte und _ höchste Qualität , die
standardmäßig verwendet wird .

this also occurs with the Title Case
and Sentence Case commands when a
discretionary ligature appears at the begin-
ning of a word .

dies gilt auch bei den Befehlen " Erster
Buchstabe _ " und " _ Satz _ , " wenn eine
bedingte Ligatur am Anfang eines Wortes
vorkommt .

Table 2.1: Examples of source sentences and translations with highlighting reflecting the
new WMT18 format with source and gap tags

The translated text is tagged with respect to the corresponding tokens in the post-edited
version of the translation, such that missing words in the translation correspond to a “BAD”
tag on the gap and that superfluous or badly translated tokens that do not occur in the post-
edited translation are labelled “BAD”. “BAD” tags in the source correspond to tokens aligned
to words in the translation, that were changed during post-editing.

Apart from this binary distinction, previous word-level QE tasks also featured multi-class
classification in the form of two error type prediction tasks of different granularity (Bojar
et al., 2014). In this setting, error types related to both translation adequacy and fluency were
assigned. However, error classification appears to have been abandoned in the following
editions, likely because of the poor results – and the problem of label inconsistency across
annotation granularity1.

Successful approaches to binary word-level QE in the past years included the use of
ensemble methods, transfer learning (Martins et al., 2017), bidirectional LSTMs as bilingual
expert models (Wang et al., 2018) and pre-trained neural models (Kepler et al., 2019b). The
best performing system at the last edition of the shared task on QE at WMT for this problem
used a convex combination of predictions by 7 word-level QE annotation systems (Kepler
et al., 2019b). The individual systems are based on models that performed well in previous
years such as linear sequential models (Martins et al., 2016) APE-based systems (Martins
et al., 2017) and four predictor-estimator models incorporating RNNs, transformers and
pre-trained language models such as BERT and cross-lingual language models.

Recently, document-level annotation was added as a new task (Fonseca et al., 2019), with
one subtask consisting in the prediction of fine-grained word or passage annotation.

On document level, problematic spans of words in the translation are annotated to their
degree of severity as either “minor”, “major” or “critical” errors. The annotated data also

1Bojar et al. (2014) observe most of the participating systems to annotate tokens as errors that were not
recognised in the binary or more coarse-grained classification task.
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featured more detailed error type labels covering word order, agreement and missing words.
However, the prediction of these types was not required for the task. The only submission
to this task trained an ensemble of 5 BERT models for word-level annotation and predicted
the majority label whenever the average model output for a word was “BAD” (Kepler et al.,
2019b).

2.4 BERT

Bidirectional encoder representations from transformers (BERT) (Devlin et al., 2019) is
a language representation model based on the Transformer architecture (Vaswani et al.,
2017). A Transformer is an encoder-decoder architecture originally developed for MT.
Unlike previous neural MT models, which heavily relied on convolution and recurrence,
the Transformer architecture is build with nothing but attention mechanisms and simple
feed-forward layers. This makes it possible to train the Transformer models in parallel and
as a result to drastically reduce training time. The Transformer encoder consists of six stacks
of one multi-head self-attention layers followed by a feed-forward layer.

Multi-head self-attention is a mechanism build on dot product attention (Luong et al.,
2015), which is the dot product of queries 𝑄 , i.e. the hidden states of the decoder, and keys
𝐾 , the hidden states of the encoder. More specifically, multi-head attention uses scaled dot
product attention, in which this dot product is divided by the square root of the number of
dimensions for each key 𝑑𝑘 and used as a weight for the corresponding values 𝑉 :

𝐴𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛(𝑄,𝐾,𝑉 ) = 𝑠𝑜 𝑓 𝑡𝑚𝑎𝑥 (𝑄𝐾
𝑇

√
𝑑𝑘

)𝑉

In multi-head self-attention, this scaled dot-product attention is computed several times in
parallel, concatenated and finally projected into the dimensions expected by the following
layer.

The decoder architecture is quite similar to that of the encoder, but each stack also contains
another multi-head attention layer on both encoder and decoder input prior to the feed-
forward layer. In the attention layer, information about the output positions following the
current token are masked, so that the model is not provided with the information it is supposed
to predict.

BERT constitutes a multi-layer bidirectional Transformer encoder, consisting of 12 stacks
of attention and feed-forward layers. It has simultaneously been pre-trained on both bidirec-
tional masked language modelling and next sentence prediction on a corpus of more than 3
million words. In contrast to other language representation models combining independent
left-to-right and right-to-left language models (e.g. Peters et al., 2018), BERT truly learns
bidirectional language representations. To achieve this, random tokens in the input sequence
are masked and the model is trained to predict those missing tokens.

The model can be applied to a variety of tasks simply by fine-tuning all parameters to the
task data at hand. Using BERT, state-of-the-art results have been observed on a variety of
tasks such as question answering (Devlin et al., 2019) and, as stated, above, QE for MT. We
choose BERT for this project, because as a pre-trained model, it is quite useful for problems
with limited amounts of data, it has produced good results on many different NLP tasks and
has even been shown to work well with the related task of QE.
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2.5 Evaluation of Error Identification

2.5.1 Error taggers

To evaluate automatic error annotation, a few different measures have been applied over
the years. In grammatical error detection, the system output tends to be subjected either to
human evaluation of the assigned labels (Bryant et al., 2017; Kempfert and Köhn, 2018) or
to be evaluated intrinsically within a grammatical error correction setting against manually
assigned error labels (Bryant et al., 2017; Boyd, 2018). The system performance for the
semi-automatic annotation tool by Kutuzov and Kuzmenko (2015) is measured in terms of
Precision, Recall and F-measure against gold labels. These measures are also used in the
evaluation of Addicter (Zeman et al., 2011).

Felice and Briscoe (2015) propose improved metrics for grammatical error correction
and detection, although they mainly focus on error detection within the error correction
tasks. Their metrics – weighted accuracy and the derived Improvement measure, defined
as a function of weighted accuracy of an error corrected text with respect to the original –
are constructed with correction decisions in mind, in particular they value correction over
preservation and factor unnecessary corrections in more harshly than uncorrected errors.

For the word-sense error detection system by Mehay et al. (2014), evaluation is done
comparing the receiver operating characteristic (ROC) curve against the system without
meta-classifier. An ROC curve depicts the trade-off between recall and false positive rate, i.e.
the ratio of false positives and negative samples in the data set, for different model thresholds.

2.5.2 Quality Estimation

Word-level models are commonly evaluated using F1 or F1-derived measures: The adapted
QE approach to error and missing word identification by Lei et al. (2019), previously
mentioned in Section 2.2, is measured in F1. The document-level annotation task at the last
QE shared task was evaluated in terms of F1 as well. However, the standard metric for binary
word-level annotations is F1-Mult, the product of F1 scores for the two classes (Bojar et al.,
2016).

Earlier editions also evaluated in terms of Recall and Precision, but had the main focus on
F1 for errors (Bojar et al., 2014). To assess error type prediction, weighted F1 scores were
defined as the F1 score per class weighted by the occurrence count of the class 𝑐.

The error-centred metric is slightly controversial as it rewards more “pessimistic” systems
that classify a lot of tokens as errors and has therefore been replaced by F1-Mult (Bojar et al.,
2016).
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3 Method

After looking into some approaches to related problems and familiarising with the concrete
model architecture that is used for this project in the previous chapter, we now describe the
core aspects of our work in more detail.

The problem at hand is that of error classification in binary and multi-class settings – in
the following referred to as error recognition and error classification. We define the task of
error recognition as the binary classification of words as either errors, indicated by the “BAD”
label, or correct translations, “OK”. Error classification here refers to distinguishing between
correct translations (“OK”) and multiple different types of errors.

Both error recognition and error classification will be approached from a monolingual
and a bilingual perspective using the BERT model we introduced above and an architecture
previously used for QE, which will be explained further in Section 3.2.3.

Training and evaluation for both of these tasks is done on an annotated corpus of student
translations, described in more detail in the following section.

3.1 Data

For training and evaluation of the systems, we use the KOPTE corpus (Wurm, 2016). It
consists of student translations from French to German collected in the context of professional
translation courses at Saarland University and contains fine-grained annotation of translation
errors. The core version of the corpus is made up of texts collected in diploma courses, that
were typically attended by students for at least two semesters. As a result, the translations
document different stages of student development. The text collection started in 2009 with
translations exercises done in a preparation course for the final examination in Diplom
courses on translation. Participating students were asked to translate French news texts on a
time limit of 45 minutes with the help of a monolingual dictionary and later internet access.
In total, the submissions of 77 different translators from this course are part of the corpus.

In addition to this annotated core version taken from the old Diplom-level courses, more
translations from Bachelor and Master-level classes, with a variety of different text types
from product packages and recipes to tourist guide information, were added.

Annotation Translations Source Texts Mother Tongue
German Other Unknown

Error Highlighted 1,181 109 818 79 284
Error Labelled 1,057 88 784 66 207

(a) Statistics per text

Annotation Translators Mother Tongue
German Other Unknown

Error Highlighted 132 62 15 55
Error Labelled 114 58 45 11

(b) Statistics per translator

Table 3.1: Statistics on translations and translator background in the two data sets
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These translations amount to another 210 files, 209 of which were new translations. In
these texts, errors were either highlighted and corrected or labelled according to the different
error categories. Table 3.1 contains some information about the distribution of source texts
and translations and the background of the different translators across the two types of
annotations used for the different tasks. The upper table shows the statistics over texts. Of
the 109 source texts where errors are highlighted, 88 also contain more specific error labels.
It should be noted that as a result of the way these translation courses were organised, there
are many translations of the same French source text by different students. In total, there are
1,181 translations. This means that on average, each source was translated about 11 times.

Considering the lower table documenting the number of translators and their native
languages, we find that about half of the translators are known to be native speakers of
German and there is a small set of translators that are known to have another native language
than German. As the statistics per text reveal, however, the majority of the translations can
be attributed to native speakers of German.

3.1.1 Annotation and Error Types

The annotation scheme highlights both spans that are particularly well translated, the positive
evaluations, and those that are lacking in any way, the negative evaluations or errors. Each
evaluation carries a weight on a scale of 1 to 8 that represents how good or bad the translated
word or phrase is. A word with a value of -2 represents a rather minor error such as the
mistranslation of “baskets” to “Körbe” in Table 3.2 whereas a value of -8 indicates a more
severe error for example one affecting readability. The errors in the annotated texts are
labelled with one or more of 51 fine-grained labels1, covering the eight broader categories:

• form: the presentation of the text as regards factors such as formatting, layout and
typography, as well as orthography and punctuation

• grammar: among other things the correct use of determiners, gender and tense

• function: the representation of the original intent of the text

• cohesion: adequate referencing and connection in relation to the source

• lexis and semantics: the representation of meaning, semantic relations and idioms

• stylistics and register: aspects such as text genre and style

• structure: logical structure and coherence

• translational problems: handling of proper names and culture specific items, stan-
dards and pragmatics.

Figure 3.1 displays the proportion of each category on identified errors in the labelled part
the corpus.

About half of the errors fall into the lexis and semantics category that comprises errors
related to idiomatic expressions, terminology and semantic relations among other things. The
next most important error categories are form and grammar.

Table 3.2 shows some examples of negative evaluations and their corresponding label.
The first annotation in the first example is an instance of a grammar error, where the
gender agreement between the here neuter “Tsunami” and the feminine possessive pronoun
“ihre” is missing. The sentence also shows an example of a translational error: the French
“baskets philippines” (philippine sneaker or trainer) is translated to “philipinische Körbe”

1The full evaluation scheme complete with positive and negative fine-grained annotation labels and there
correspondence to the broader categories can be found in the appendix of Wurm (2016).
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Figure 3.1: Proportions of broad error categories

Source Translation

"Le tsunami économique et financier [...]
a d’abord envoyé par le fond le trafic des
porte-conteneurs, privés d’ordinateurs viet-
namiens, de baskets philippines et de télé-
phones portables chinois."

’Das wirtschaftliche und finanzielle
Tsunami [...] hinterließ ihre Spuren auch
im Verkehr der Transportschiffe, die ohne
vietnamesische Computer, philipinische
Körbe und chinesische Mobiltelefone
auskommen mußten .’

"Parce que la demande de brut s’est effon-
drée et que les experts prédisent qu’elle va
encore reculer de 10 % en 2009 [...]"

’Die Nachfrage nach Rohstoffen er-
litt einen Einbruch und Experten
prophezeihen , dass sie 2009 um 10
weitere Prozent zurückgeht [...]’

form grammar lexis & semantics translational problems

Table 3.2: Examples of source sentences and translations with error annotation

14



(philippine baskets). This sentence also contains two instances of errors that were not
annotated, namely the combination of the neuter determiner “Das” with the noun “Tsunami”,
which according to the Duden dictionary can be either masculine or feminine2 and the
misspelling of “philippinische”.

The second sentence illustrates a case where the implications of the context on the overall
semantics have not been considered. The text is about the workers in the oil industry, whose
jobs are threatened. Here, “la demande de brut” (the demand for raw materials) is translated
to “Die Nachfrage nach Rohstoffen” (the demand for resources or raw materials), when a
term like “Rohöl” (crude oil) could have been more fitting in the context of the text. The
other annotation in this sentence is an example of an orthography error of “prophezeien”
(prophesy or predict).

3.1.2 Data Preparation and Preprocessing

To store relevant information for later processing, the individual translated texts are repre-
sented as translation objects, where each translation contains meta information about the
author, the source text and the type of annotation, i.e. binary tags or error categories, as well
as aligned representations of the source text and the translation at hand and if existent a
version of the manual correction of the translation. Within the translation texts, each token
contains the actual wordform as well as the error tag, part-of-speech and lemma if available.

In contrast to the current WMT QE format, previously shown in 2.1 on page 9, source texts
here do not contain error tags and gap tags are omitted, because corrected translations would
have been required to extract them and only a small number of corrections was available.
This means that only actual tokens carry a label and that words in the source that are missing
in the translation could not be represented, as there is no straightforward way of representing
them in the translated sequence. For the texts annotated with error categories, each token
was assigned the fine-grained label in the translation object, but only the coarse category was
used for the later experiment, since most of the fine-grained classes were underrepresented
and even the coarser ones were quite rare.

Annotation Extraction

Since the corpus came in two parts and different formats – XML and the Microsoft Word
format DocX – two strategies were needed for extraction and merging of the corpora. Figures
3.2 and 3.3 show excerpts of files in the two formats. Within the XML representations,
annotations are represented as elements enclosing one or more token elements. Rather than
constituting one parent element that contains the tokens and sentences, the beginning and the
end of annotations, sentences and full texts are represented as individual tags on the same
level as their logical substructures, which made it hard to parse the contents with a standard
XML parser such as the Python library xml.etree.ElementTree3. Instead, the Python library
BeautifulSoup4 was used to iterate over the tags and record annotated tokens and regular
tokens for each text. For our experiments, we are only interested in the labels and thus do not
extract the numeric values mentioned in Section3.1.1.

To extract the information from DocX files, each file was read in as a zip file using the
Python zipfile library. A DocX file constitutes a zip file of different XML files for different
aspects such as text style, font and formatting. For those files containing only highlighting
and insertions, only the corresponding document.xml – a file with the original text and
information on deleted, highlighted and inserted sections – needed to be consulted. The XML
representations within the DocX format structure text in paragraphs (<w:p>) containing

2cf. https://www.duden.de/rechtschreibung/Tsunami (accessed 08.20.2020)
3https://docs.python.org/3.6/library/xml.etree.elementtree.html (accessed 08.20.2020)
4https://www.crummy.com/software/BeautifulSoup/ (accessed 08.20.2020)

15

https://www.duden.de/rechtschreibung/Tsunami
https://docs.python.org/3.6/library/xml.etree.elementtree.html
https://www.crummy.com/software/BeautifulSoup/


<?xml version="1.0" encoding="UTF-8" standalone="yes" ?>
<corpus name="KOPTE_V2_KK-ZT" start="0" end="318417">
...

<tag type="start" name="text"/>
<tag type="start" name="text_id" value="AT003UE001"/>
...

<tag type="start" name="text_at" value="003"/>
<tag type="start" name="text_ue" value="001"/>
<tag type="start" name="text_lg" value="german"/>
...
<tag type="start" name="s"/>
<token>

<attr name="word">Die</attr>
<attr name="pos">ART</attr>
<attr name="lemma">die</attr>

</token>
<token>

<attr name="word">Nachfrage</attr>
<attr name="pos">NN</attr>
<attr name="lemma">Nachfrage</attr>

</token>
<token>

<attr name="word">nach</attr>
<attr name="pos">APPR</attr>
<attr name="lemma">nach</attr>

</token>
<tag type="start" name="negev"/>
<tag type="start" name="negev_att" value="|n-lexik|nl-g|"/>
<tag type="start" name="gewichtung"/>
<tag type="start" name="gewichtung_att" value="|-|-3|"/>
<token>

<attr name="word">Rohstoffen</attr>
<attr name="pos">NN</attr>
<attr name="lemma">Rohstoff</attr>

</token>
<tag type="end" name="gewichtung_att"/>
<tag type="end" name="gewichtung"/>
<tag type="end" name="negev_att"/>
<tag type="end" name="negev"/>
<token>

<attr name="word">erlitt</attr>
<attr name="pos">VVFIN</attr>
<attr name="lemma">erleiden</attr>

</token>
<token>

<attr name="word">einen</attr>
<attr name="pos">ART</attr>
<attr name="lemma">eine</attr>

</token>
<token>

<attr name="word">Einbruch</attr>
<attr name="pos">NN</attr>
<attr name="lemma">Einbruch</attr>

</token>
...

<tag type="end" name="s"/>
...

<tag type="end" name="text_lg"/>
<tag type="end" name="text_ue"/>
<tag type="end" name="text_at"/>
<tag type="end" name="text_id"/>
<tag type="end" name="text"/>

...

</corpus>

Figure 3.2: Example of KOPTE text in XML format
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<?xml version="1.0" encoding="UTF-8" standalone="yes"?>
<w:document xmlns:wpc="http://schemas.microsoft.com/office/word/2010/wordprocessingCanvas" ... >

<w:body>
<w:p w:rsidR="004342BD" w:rsidRDefault="004342BD">

<w:r>
<w:t xml:space="preserve">Der Golf von </w:t>

</w:r>
<w:r w:rsidR="009B2B9B">

<w:t>Saint-Tropez</w:t>
</w:r>

</w:p>
<w:p w:rsidR="004342BD" w:rsidRDefault="004342BD"/>
<w:p w:rsidR="004342BD" w:rsidRDefault="004342BD">

<w:r>
<w:t xml:space="preserve">Einst </w:t>

</w:r>
<w:del w:id="0" w:author="Andrea Wurm" w:date="2011-05-24T11:32:00Z">

<w:r w:rsidDel="006822A0">
<w:delText xml:space="preserve">romanischer </w:delText>

</w:r>
</w:del>
<w:ins w:id="1" w:author="Andrea Wurm" w:date="2011-05-24T11:32:00Z">

<w:r w:rsidR="006822A0">
<w:t xml:space="preserve">römischer </w:t>

</w:r>
</w:ins>
<w:r>

<w:t xml:space="preserve">Handelsort, hat </w:t>
</w:r>
<w:r w:rsidR="009B2B9B">

<w:t>Saint-Tropez</w:t>
</w:r>
<w:r>
<w:t xml:space="preserve"> seine bevorzugte Lage inmitten eines Golfes beibehalten, \
der lange Zeit von zahlreichen Völkern begehrt wurde, wie die wiederkehrenden Einmär\
sche der Westgoten und später die der Sarazenen </w:t>
</w:r>
<w:r w:rsidR="00AF5986">

<w:t>im 9.</w:t>
</w:r>
<w:ins w:id="2" w:author="Andrea Wurm" w:date="2011-05-24T11:32:00Z">

<w:r w:rsidR="006822A0">
<w:t xml:space="preserve"> </w:t>

</w:r>
</w:ins>
<w:r w:rsidR="00AF5986">

<w:t>Jahrhundert</w:t>
</w:r>
<w:r>

<w:t xml:space="preserve"> bezeugen.</w:t>
</w:r>
...

</w:sectPr>
</w:body>

</w:document>

Figure 3.3: Example of DocX format in text editor representation and underlying XML form
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<w:r> elements in turn made up of an <w:t> element that contains a sequence of characters
which may correspond to full words or phrases or text segments seemingly split at random.
These <w:r> elements can be part of an insertion <w:ins>, like “römischer” (Roman) in
the example, or a deletion <w:deltext>, like “romanischer” (Romance), or may contain
underlined text <w:u>. The former two would indicate an error while the latter marks a
positively evaluated sequence. For the case of the few commented files, the document.xml
needed to be consulted in combination with the comment.xml, which contained the text of
the comments, that was made up of a category and a sign indicating whether the section
constitutes a positive or negative evaluation. In the document.xml, each commented sequence
is preceded and followed by a tag indicating the beginning and end of a comment as well as
the comment id.

In some cases, comments contain more than one error category, in which case only the first
one is considered5. For both types of annotations, the character positions within the current
paragraph are recorded, all strings within that paragraph are concatenated, split into tokenised
sentences and aligned with the corresponding label given their position in the string. The
resulting texts are sorted into the two subcorpora depending on the type of annotation they
contain.6

Sentence Alignment

For the core KOPTE sample, alignments generated with the InterText alignment editor
(Vondřička, 2014) and its Hunalign (Varga et al., 2005) interface were available. However,
the aligned text files contain a vast amount of encoding errors and attempts to map the raw
text onto them failed because of other inconsistencies such as missing words or irregular
handling of punctuation character repetition. Further, sentence segmentation had been handled
differently and in an inconsistent way in the InterText output, even for the already aligned
texts new alignments were created.

To establish consistent alignments, the whole corpus has therefore been realigned. As
alignment tools, Vecalign (Thompson and Koehn, 2019) and Hunalign were considered.
The former uses bilingual sentence embeddings to compute sentence similarity using a cost
function based on the cosine similarity of different sentence combinations. The latter uses
sentence length and optionally a bilingual dictionary to compute sentence similarity.

Thompson and Koehn (2019) showed that Vecalign outperforms Hunalign on Bible
verse alignment. The data used in this project, however, may contain errors or incomplete
translations, since students were working with a time limit and did not always finish their
translations.

In order to get an estimate of alignment quality on KOPTE, the alignments done with both
Hunalign and Vecalign were compared. To obtain a German-French dictionary, the French
German corpus of the latest WMT news translation task (Barrault et al., 2019), consisting of
almost 20,000 sentence pairs, was used with Hunalign’s realign mode to extract a dictionary
during the alignment process. This generated a dictionary of 7,603 terms.

50 randomly selected source and target text pairs were split into sentences using the
Sentencizer implemented in SpaCy7. The sentences were aligned with both systems and
compared to manual alignments8. More specifically, the output was evaluated in terms of

5This is mainly because there is too little data of that kind to approach a multi-label classification scenario.
After revisiting the other XML representation for the error analysis, it became evident that there are in fact
instances of multi-labelling in that part of the corpus as well, however, we were not aware of that at the time
of extraction and only the first label had been extracted. This led to 2,636 labels out of 20,264 annotations in
that file being ignored.

6Note that the files containing error category information are also used for the error recognition task
7cf. https://spacy.io/ (accessed 08.20.2020)
8Another issue with the texts that became apparent during manual alignment, was the fact that some translations

were incomplete on the sentence level, i.e. the translation of a some sentences was interrupted and its source
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Precision, Recall and F1. Following Zaidan and Chowdhary (2013), Precision is measured as
the proportion of predicted sentence pairs that occur in the gold annotations and Recall as
the proportion of gold sentence pairs occurring in the predicted output. Table 3.3 displays
the results of the evaluation. While Vecalign outperforms Hunalign in terms of Precision and
F1, it is slightly worse when it comes to Recall.

Tool Precision Recall F1

Hunalign 76.61% 81.97% 79.20%
Vecalign 89.61% 80.85% 85.00%

Combination 90.35% 83.06% 86.55%

(a) All alignment types

Tool Precision Recall F1

Hunalign 47.30% 37.80% 42.05%
Vecalign 48.00% 33.80% 39.67%

Combination 53.21% 39.04% 45.04%

(b) Insertions and deletions only

Table 3.3: Evaluation of Hunalign and Vecalign

Upon inspecting the alignment output more closely, it emerged that Vecalign created
incorrect alignments whenever the source text had only been translated in part and the last
sentences did not correspond to anything in the translation. Figure 3.4 shows an alignment
example of one such test case with text and Table 3.4 shows the alignment output of the
different alignment tools on the same text. In each entry, the left pair of square brackets
contains the sentence id of the source sentence or sentences to be aligned with the sentences in
the translation file that correspond to the id on the right pair of brackets. Thus, according to all
four annotations, the first three sentences in both source and target match one to one and the
sixth sentence in the source file has not been translated. As this example illustrates, Vecalign
appears to have a tendency to reducing the number of alignments where the source sentence
does not correspond to any sentence in the translated text, i.e. a deletion or 1-0 alignment, and
instead aligns large amounts of source sentences to single target sentences, resulting in rather
extreme – the example shows an instance of an 8-1 alignments – many-to-one alignments
to pair more source sentences with text in the translation. Hunalign appears to account for
deletions more faithfully, but, because of its focus on similar sentence length, sometimes
favours alignments to long sentences at the end of the target and multiple deletions in between
over many-to-one alignments. Looking more closely at the performance on insertions and
deletions of single sentences only, i.e. filtering out everything but 1-0 and 0-1 alignments,
Hunalign is much better in terms of Recall and F1.

To mitigate the flaws of both aligners, a combination of both was implemented: First,
Vecalign output is searched for alignments with more than two sentences in either source and
target. In the example given in Table 3.4 that would be the alignment of sentences 8 to 16
in the source to sentence 8 in the translation. The output is then split at the first alignment
followed by such an alignment case – in the example, that would be the alignment of sentence
7 in the source to sentence 7 in the translation. The text starting from the split point was
then realigned with Hunalign and finally, the two parts of the alignment were merged. An
evaluation of this combined method against the gold annotations shows improvements in
both Recall and Precision and an F1 score of 86.55% on the alignment test set.

equivalent then matched but a few words which increases the difficulty for sentence-length-based systems
like Hunalign
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Alignment Source Translation

[0] : [0] Il pleut à verse , mais cela ne semble pas déranger la
reine des fruits de mer .

Obwohl es in Strömen regnet , scheint sich die Königin
der Meeresfrüchte daran nicht zu stören .

[1] : [1] Alexandra Belair , 19 ans , est ravie de répondre aux
questions .

Die neunzehnjährige Alexandra Belair freut sich darauf
Fragen zu beantworten .

[2] : [2] Etudiante à l’ université de Louisiane , elle prend au
sérieux la difficile mission qui lui est confiée .

Als Studentin an der Universität von Louisiana nimmt
sie die schwierige Aufgabe , die ihr anvertraut wurde ,
sehr ernst .

[3] : [3, 4] Non seulement de porter la couronne de " Seafood
Queen " de la paroisse de Plaquemines , l’ une des pre-
mières affectées par la marée noire , mais aussi d’ assurer
la représentation d’ une industrie menacée dans son ex-
istence même .

Sie trägt nicht nur die Krone mit dem Titel " Seafood
Queen " der Gemeinde Plaquemines , die zu den ersten
gehört , deren Meeresküsten vom Öl verschmutzt wur-
den . Sie hat außerdem die Ehre einen Industriezweig zu
repräsentieren , der in seiner Existenz bedroht ist .

[4] : [5] Alexandra Belair a révisé ses consignes . Alexandra Belair versucht die ihr anvertrauten Aufgaben
besser zu machen .

[5] : [] On ne la prendra pas en défaut de couronne ou de mes-
sage de travers . "

[6] : [6] Je suis en croisade pour notre paroisse , dit - elle . | " Ich bin das Sprachrohr meiner Gemeinde " , sagt sie .

[7] : [7] Pour faire savoir à tout le monde que nos fruits de mer
sont frais et sains , et que nous n’ allons pas baisser les
bras . "

" Die ganze Welt soll wissen , dass unsere Meeresfrüchte
frisch und gesund sind , und dass wir nicht aufhören wer-
den daran weiterzuarbeiten .

[8] : [8] Le Festival des fruits de mer a un côté fête de quartier
, sauf qu’ il se tient dans une pâture et qu’ au lieu d’ y
manger des merguez on y sert des huîtres rôties au beurre
d’ ail .

" Das Meeresfrüchtefestival ist ein Fest der Gemeinde ,
das allerdings in einem Viehstall gefeiert wird und bei
dem statt Merguez gegrillte Austern in Knoblauchsoße
serviert werden .

[9] : [] Des huîtres , oui , alors que la cueillette comme la pêche
sont interdites depuis plusieurs semaines .

[10] : [] Mais les ostréiculteurs assurent qu’ il reste quelques en-
droits non affectés par les interdictions .

[11] : [] Malgré la pluie , le Festival a fait le plein .

[12] : [] En ce week - end de Memorial Day , la fête des anciens
combattants , les gens sont venus déguster les derniers
fruits de mer .

[13] : [] Dans les restaurants de New Orleans , la pénurie d’
huîtres commence à se faire sentir , même si la moitié
seulement des parcs * sont touchés .

[14] : [] En prévision du pire , les restaurateurs ont déjà déposé
une plainte en nom collectif contre BP .

[15] : [] Beaucoup de visiteurs sont venus par solidarité avec les
pêcheurs de Plaquemines .

[16] : [] Pour faire " leur devoir civique " , comme le dit un gas-
tronome devant son assiette vide .

[17] : [] Le festival est une initiative de quatre copains , dont l’ un
, Darren Ledet , travaille comme opérateur sur une plate
- forme Chevron .

[18] : [] Il pense que les forages sont sûrs , à condition d’ ef-
fectuer tous les essais nécessaires .

[19] : [] La radio locale WWL , qui a ouvert ses ondes au défer-
lement de colère des Louisianais , a encouragé les habi-
tants à aller au Festival et à prendre la situation entre
leurs mains [ ... ] .

[20] : [] Une fois nourris , les " festivaliers " peuvent aller s’ ex-
ercer à confectionner des sacs de sable .

[21] : [] C’ est gratuit et le gagnant du concours reçoit 200 dollars
.

[22] : [] Le record est de 139 sacs en 15 minutes .

[23] : [] Les sacs servent à barricader la paroisse pendant les oura-
gans .

Figure 3.4: Example of manual (gold) sentence alignment with text
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Vecalign Hunalign Combination Manual
[0] : [0] [0] : [0] [0] : [0] [0] : [0]
[1] : [1] [1] : [1] [1] : [1] [1] : [1]
[2] : [2] [2] : [2] [2] : [2] [2] : [2]
[3] : [3, 4] [3, 4] : [3] [3] : [3, 4] [3] : [3, 4]
[4] : [5] [5] : [] [4] : [5] [4] : [5]
[5] : [] [6] : [] [5] : [] [5] : []
[6] : [6] [7] : [] [6] : [6] [6] : [6]
[7] : [7] [8] : [] [7] : [7] [7] : [7]
[8 − 16] : [8] [9] : [4] [8] : [] [8] : [8]
[17] : [] [10] : [] [9] : [] [9] : []
[18] : [] [11] : [] [10] : [] [10] : []
[19] : [] [12] : [] [11] : [] [11] : []
[20] : [] [13] : [] [12] : [] [12] : []
[21] : [] [14] : [] [13] : [] [13] : []
[22] : [] [15] : [5] [14] : [] [14] : []
[23] : [] [16] : [6] [15] : [] [15] : []

[17] : [] [16] : [] [16] : []
[18] : [] [17] : [] [17] : []
[19] : [7] [18] : [] [18] : []
[20 − 22] : [8] [19] : [] [19] : []
[23] : [] [20 − 22] : [8] [20] : []

[23] : [] [21] : []
[22] : []
[23] : []

Table 3.4: Sentence alignment with the different alignment tools

3.2 Experimental Setup

3.2.1 Data Splits

To guarantee unseen test data with regard to both source and translation texts, the corpus was
split randomly according to the source texts. The split was supposed to be 70% training, 20%
test and 10% development data, which was roughly achieved with respect to translations
(68% / 21% / 11%9) and source texts (74% / 18% / 8%). An additionally requirement for the
test set was to include source texts translated by as many confirmed non-native translators as
possible to allow for comparison of those two groups. For later evaluation, the test set is also
examined with respect to the subsets that were translated by students whose first language is
German, denoted as “De” in the following tables, and those translated by students with other
mother tongues, referred to as “Other”. Table 3.5 contains more detailed information about
the number of texts and the proportion of the different kinds of labels in each set.

The upper table contains information about the proportion of translations to source texts
and the distribution of correctly translated tokens and errors in the different data sets. The
middle table shows the distribution of the different error categories in more detail and the
lower table shows the corresponding distribution on the two splits of the test set.

Considering the proportion of errors to non-errors, errors in general are quite rare and even
more so when separated into the different subcategories10. On binary level, the proportions
are roughly the same11.

9These are the proportions for the error classification case, the proportions are 72%, 19% and 9% respectively.
10As the function / intent category is not present in the data set at all, it will be excluded from tables and statistics

in the following.
11Note that the error highlighted set (Train (highlights*)) is used in combination with the error labelled train set

(Train (error labels)) for the recognition task. For the full recognition training set, there are thus 94.33% “OK”
vs 5.67% “BAD” labels on an ensemble of 847 translations.
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Set Translations Source Tags Tokens

Texts OK other

Train (highlights*) 124 21 42,842 (90.93%) 4,273 (9.07%) 52,992
Train (labels) 723 65 202,837 (95.41%) 8,750 (4.12%) 212,587
Dev 115 7 31,678 (93.50%) 2,203 (6.50%) 33,881
Test 219 16 61,392 (94.45%) 3,593 (5.53%) 64,985

(a) Translation-to-source text and OK-to-BAD statistics

Set form grammar function cohesion lexis stylistics structure transl.

Train 1,471 1,486 0 575 4,868 371 122 857
Dev 327 137 0 108 1,406 77 27 121
Test 595 477 0 195 1,800 250 15 261

(b) Distribution of error categories

Set tokens form grammar function cohesion lexis stylistics structure transl.

De 50,916 443 290 0 109 1,320 194 15 218
Other 5,250 61 45 0 21 205 25 0 20

(c) Error statistics on the test set splits

Table 3.5: Statistics on the Data splits

As for the different error categories, the most frequent one, lexis and semantics, is the
most frequent error class throughout all sets. However, as for the next frequent classes, there
is quite some fluctuation in the different sets – a factor that could not easily be controlled for
during sampling given the small amount of overall data and the constraints on source texts
and translators.

The data set is quite unbalanced and the class of interest, errors as well as the different
error classes, are quite infrequent. There are different approaches to account for this. One is
to change the class distribution within the data, the other is to shift the focus of the model
during training. The latter is discussed in Section 3.2.3. To achieve the former, the proportion
of errors has to be increased in the training data, to prevent classifiers trained on the data from
learning to only assign the majority class. To that end, we used both over- and undersampling
techniques on the training corpus. Undersampling increases the percentage of minority class
instances, by sampling fewer instances of the majority class, while oversampling increases
the portion of the minority class, by adding more minority class examples, either by copying
existing instances or synthesising new ones based on the real instances.

The resulting label distributions over both sets are displayed in Table 3.6. U here refers to
the undersampled and O to the oversampled set. Figure 3.5 shows both the distribution of
different error types and the full label distribution.

The undersampling approach adopted here is fairly simple and consists in excluding all
sentences that do not contain any errors and all sentences that were not aligned to any source
sentence from the data set. This results in the removal of more than 7,000 sentences (150,000
tokens). Note that we create different12 undersampled sets from the error recognition and
error classification training sets.

While there are quite sophisticated oversampling techniques that generate artificial data,
like the Synthetic Minority Over-sampling Technique (SMOTE) (Chawla et al., 2002) and the
adaptive synthetic sampling approach (ADASYN) (Haibo He et al., 2008), these could not be

12Or rather the undersampled error classification set is a subset of the undersampled error recognition set as
far as the raw text is concerned. This is not the case for oversampling, where the same set is used with the
different labelling types (binary and multi-class).
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Set Sents Tokens OK BAD

U 3,340 105,264 91,241 86.68% 14,023 13.32%
O 6,102 226,585 191,017 84.30% 35,568 15.70%

(a) Error recognition set

Set Sents Tokens OK form grammar cohesion lexis stylistics structure transl.

U 2,430 81,319 71,569 1,471 1,486 575 4,868 371 122 857
88.01% 1.81% 1.83% 0.71% 5.99% 0.46% 0.15% 1.05%

O 6,102 226,585 191,017 2,959 3,732 4,007 6,502 3,205 8,929 6,234
84.30% 1.31% 1.65% 1.77% 2.87% 1.42% 3.94% 2.75%

(b) Error classification set

Table 3.6: Statistics on the sampled training data

applied here. SMOTE creates new instances of the minority class by adding data points that
lie in between a real data point belonging to the minority and one of its 𝑘 nearest neighbours
of the same class. In contrast, ADASYN samples from a distribution over different data
points in the minority class, which is weighted to generate more difficult examples for a
classifier to learn.

These techniques can not be used in our case, because we want to annotate tokens within
the context of a sentence. The goal in sampling for our purpose is to obtain more sentences
that contain error labels for each token, but the aforementioned techniques allow to generate
more examples of one class. We could thus obtain more artificial examples of badly translated
sentences without labels or single “BAD” tokens without any context.

Error Distribution

Unresampled Undersampled Oversampled

Tag Distribution

Unresampled Undersampled Oversampled

Figure 3.5: Statistics on the sampled training data

Instead of such techniques, oversampling was done by recording for each error label
whether it occurred in a sentence and then iteratively sampling each error class from those
sentences until a specific occurrence threshold for the class has been reached, taking into
account occurrences in the sentences that were already sampled at that point. The threshold
was set to 1,400, which is just below the number of occurrences of the second and third most
frequent error label, grammar and form. This is done to mitigate the amount of copies for
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both the more frequent and extremely infrequent classes. At higher thresholds, rare error
classes like structure get sampled to an extreme extent where the original 122 instances are
copied more than 200 times. As sentences can contain instances of multiple different error
categories, a label may be sampled even after it has reached the occurrence threshold. This
is why the actual label frequencies obtained by this approach deviate quite a bit from the
threshold. Because most sentences contain more correctly translated words than erroneous
translations, the proportion of the “OK” label is still much higher than the error labels. Yet,
by sampling the data, the proportion of errors can be increased from 5% in the original
training sets to 12 - 15%. While the proportions of error categories among each other remain
unchanged with undersampling, oversampling brings about the desired effect of representing
the classes more equally with relative frequencies over all labels in the range of 1.31 to 3.94%
instead of the 0.15 to 5.99% in the undersampled data. For the case of error recognition,
rather than oversampling a separate training set, we opted to simply binarise the training set
we obtained for error classification.

It should be noted that both approaches have their advantages and disadvantages: with
oversampling, none of the relatively scarce training data has to be discarded, however, the
introduction of copies may lead to overfitting to rare token patterns, while undersampling
comes with the loss of training data for correct tokens, but less risk of overfitting on infrequent
error categories.

3.2.2 Error Recognition and Classification

Separate models are trained for each task, i.e. error recognition and error classification, and
the two different sampling strategies are explored to account for the low frequency of errors
in the corpus. However, the classification models are also considered with respect to binary
classification, i.e. error recognition.

3.2.3 Token-level Systems

To approach these tasks, we adopt a monolingual system, which only learns error tags in
connection to the translations, and a bilingual one, which also takes the source texts into
account and is an adaptation of an established QE approach to the problem at hand.

Monolingual System

For our monolingual system, we used the pre-trained bert-base-german-cased model13. This
model has been trained on 12 GB of German text consisting of the most recent German
Wikipedia dump at the time, German news articles and the OpenLegalData dump14, a corpus
of German court decision and related citations. The model has been shown to outperform
both the cased and uncased multilingual models released by Google on 5 different data
sets covering 4 different tasks including binary and multi-class classification of offensive
language, Named Entity Recognition and document classification. Additionally, a cased
model seems appropriate for the case of error identification, because capitalisation is likely
to be a factor in German text, where certain parts-of-speech like nouns and in some contexts
pronouns are generally capitalised.

The pre-trained model is fine-tuned using the BertForTokenClassification head provided by
the Transformers library (Wolf et al., 2019). These heads are output layers on top of the pre-
trained model that are adapted to different tasks, such as sequence or or token classification.
In this case, the head learns a feed-forward layer on top of the hidden-states produced
by pre-trained BERT to predict token labels. BERT is trained on WordPiece embeddings.

13https://deepset.ai/german-bert (accessed 08.20.2020)
14https://openlegaldata.io/research/2019/02/19/court-decision-dataset.html (accessed 08.20.2020)
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WordPiece (Schuster and Nakajima, 2012) is an algorithm for sub word tokenisation that
iteratively builds up a vocabulary of frequent symbol combinations from the alphabet used in
a particular language. The BertTokenizer implemented by Transformers is used to extract the
WordPiece tokens from the raw sentences15. Table 3.7 shows an example of a sentence in
WordPiece segmentation, where the words “Rohstoffen”, “prophezeihen” and “zurückgeht”
are split into multiple WordPieces. For the noun “Rohstoffen” for example, the tokeniser
splits the suffix “n” that carries information about the case of the word.

“Die Nachfrage nach Rohstoffen erlitt einen Einbruch und Experten prophezeihen,
dass sie 2009 um 10 weitere Prozent zurückgeht”

’Die’, ’Nachfrage’, ’nach’, ’Rohstoffe’, ’##n’, ’erlitt’, ’einen’, ’Einbruch’, ’und’,
’Experten’, ’pro’, ’##phe’, ’##zei’, ’##hen’, ’,’, ’dass’, ’sie’, ’2009’, ’um’, ’10’,
’weitere’, ’Prozent’, ’zurückge’, ’##ht’

Table 3.7: Example of WordPiece segmentation

To investigate the effect of a more domain specific model, a second version was trained
using a version of the bert-base-german-cased model with continued pre-training on news
texts. This was done by continuing the masked language model training using a script
provided by the Transformers library with the existing model for another 40 epochs. The
data used for this training step is the German part of the French-German 2019 WMT news
translation corpus. Of that data, 17,000 sentences were used for training, and 3,000 reserved
for testing. After 40 epochs of training, the model achieves a perplexity of 6.8382 on the test
data.

In an attempt to account for class imbalance from within the model, the loss function for
the final layer, cross entropy loss, was provided with explicit class weights. The “OK” class
got a weight of 0.01 and the remaining weight of 0.99 was divided equally between the error
classes. For error recognition, i.e. the binary classification setting, the full 0.99 were assigned
to the “BAD” label. We investigated different class weights. To weigh the seven error classes
higher than the correctly translated tokens, their combined weight must be higher than 0.875.
We looked at overall error weights of 0.9, 0.95, 0.97, 0.98 and 0.99 and found 0.99 to produce
the highest results per error class for error classification on the unsampled data.

In our final experiments, we then compare this adapted weight setting to a model trained
with the default weights. Because of memory constraints, the maximum sequence length was
set to 200. We tested multiple combinations of learning rates and epoch settings, namely
learning rates of 2 ·10−2, 3 ·10−5, 4 ·10−5 and 5 ·10−5 and 2 to 4 epochs16, with the original
German cased model and unchanged weights. The parameters adopted found to produce the
highest scores on the development data were a combination of 3 epochs and a learning rate of
3 · 10−5. All BERT models mentioned in the following were trained with these parameters.

Bilingual System

In order to approach the problem from a QE perspective, the Neural Quality Estimation
(NuQE) model (Martins et al., 2017) as implemented in the OpenKiwi framework (Kepler
et al., 2019a) was adapted to the task. The architecture of the model used for error recognition
is shown in Figure 3.6.

NuQE consists of eight hidden layers: two feed-forward layers with rectified linear units
(ReLU) followed by a layer of bidirectional gated recurrent units (BiGRU), that feeds into
another set of two feed-forward ReLU layers, succeeded by another BiGRU layer and two

15Note that for the different data sets this results in a greater number of tokens than the ones reported in Section
3.2.1

16These values for the learning rate and the number of epochs were chosen following the findings in Appendix
A.3 of Devlin et al. (2019)
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Figure 3.6: Illustration of the architecture of NuQE

more ReLU layers. The first two layers are of size 400. The dimensionality is then reduced to
200 with the first BiGRU layer and gets further reduced down to 100 at the last BiGRU layer
and to 50 at the last feed-forward layer. Then, a softmax layer is applied as output layer. The
resulting scores are interpreted as the probabilities of each token with a score higher than
0.5 being tagged “BAD”. To adapt it to the classification task, the size of the output layer
was increased to match the number of classes and the class with the highest probability was
assigned.

The original model is trained on source and target sentences, their word alignments and
“OK”, “BAD” tags as well as POS information and uses pre-trained Polyglot embeddings
(Al-Rfou’ et al., 2013) as input embeddings. The Polyglot project covers word embeddings
for more than 100 languages, that were derived from Wikipedia content in the respective
language. The input for NuQE is extracted following the approach of Kreutzer et al. (2015):
each target sentence is traversed using a sliding window. The target word in the centre is
mapped to its corresponding word in the source and the corresponding window of source
tokens is extracted. The two windows are then concatenated and passed to the embedding
layer.

For this project, a version of NuQE with fewer input dimensions is used, because we do not
make use of POS tags. As the KOPTE corpus does not come pre-tagged in its entirety, POS
data is discarded17. Further, no pre-trained embeddings are used due to decoding problems
that occurred when loading the embeddings into the model. Consequently, the model is
trained solely on source and target text and corresponding quality tags as well as word
alignment information. Since there is not enough corrected target data to extract proper
source tags as defined for previous QE tasks, a dummy file consisting solely of “OK” tags
for each word in the source text is created. Word alignments are provided by fast align (Dyer
et al., 2013).

Following Martins et al. (2017), the model is trained for 50 epochs with a window size of
3, a dropout of 0.5 for the embedding layers and a loss weight factor of 3.0 for the “BAD”
label and the different error classes.

17At the time of training the model, we were not aware that the model even uses POS information, as this is not
mentioned in the example configuration that is supposed to give detailed information on the hyperparameter
options on the OpenKiwi site and it was unclear how to integrate it. However, the omission of POS embeddings
appears to be in line with the version of NuQE employed as baseline in the 2019 edition of the WMT shared
task on QE, where no mention is made of Part-of-Speech information.
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3.2.4 Two-level Prediction

In an attempt to improve on the token-level models introduced in the last section, translation
error recognition was explored on sentence level, i.e. predicting whether or not a whole
sentence contains an error. The assumption behind this approach is that judgements on
sentence level are easier to make, since the errors do not have to be narrowed down further,
and that this prevents the token-level model from detecting errors in correct sentences.
In contrast to sentence-level QE for machine translation, which usually predicts Human
Translation Error Rate to assess the amount of post-editing required to render a sentence
acceptable, this simply involved classifying a sentence as correct or incorrect.

To classify whole sentences, BertForSequenceClassification as provided by the Trans-
formers library was trained on the full unresampled training data. The resulting model was
then used to identify sentences containing errors and only those sentences were passed on to
the token-level models. Both monolingual and multilingual scenarios were explored, using
the German and multilingual pre-trained BERT models respectively. However, presumably
because of the size of the model and tokeniser and the resulting vocabulary restrictions under
the influence of languages other than French and German, the multilingual case produced
much worse results, labelling all sentences as correct on the development data, so only the
monolingual model was used in the combined setting.

3.2.5 Evaluation Method

Similar to the evaluation of QE models, described in Section 2.5, the error recognition models
are evaluated in terms of F1 score of correctly and incorrectly translated tokens, F1,𝑂𝐾 and
F1,𝐵𝐴𝐷 , as well as their product, F1-Mult:

𝐹1–𝑀𝑢𝑙𝑡 = 𝐹1,𝑂𝐾 × 𝐹1,𝐵𝐴𝐷
As for error classification, we measure the F1 score of all the different classes to get an idea

of the performance on individual classes. Additionally, we assess the overall performance
in terms of weighted averaged F1 for all classes as well as for errors in particular following
Bojar et al. (2014) :

𝑤𝐹1,𝐴𝐿𝐿 =
1∑

𝑐 𝑁 (𝑐)
∑︁
𝑐

𝑁 (𝑐) × 𝐹1,𝑐

𝑤𝐹1,𝐸𝑅𝑅 =
1∑

𝑐:𝑐≠𝑂𝐾 𝑁 (𝑐)
∑︁

𝑐:𝑐≠𝑂𝐾

𝑁 (𝑐) × 𝐹1,𝑐

𝑁 (𝑐) here stands for the occurrence count of class 𝑐. The weighted averaged F1 for all
classes,𝑤𝐹1,𝐴𝐿𝐿, thus weights the F1 score for each class 𝑐 (F1,𝑐) by the occurrence of that
class in the data set at hand and then computes the average over all tokens. The weighted
averaged F1 for errors, 𝑤𝐹1,𝐸𝑅𝑅 , follows the same computation, but excludes the class of
correctly translated tokens.

To understand the use of error classification models for binary classification, the different
error labels are mapped to the “BAD” label and the F1 scores are computed for the error
recognition scenario as mentioned above.

In light of the objective of the project, i.e. assisting teachers and students of translation in
proofreading translation exercises, the results on the error classes are of greater importance
than those on correctly translated tokens. Additionally, recall is weighted over precision, as
a system that detects more errors than the ones actually present in the translation can still
be used to aid teachers with translation annotation. In that respect, the bias of the weighted
averaged error F1 towards pessimistic models is of less concern.
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The BERT assigns labels on WordPiece level and does not necessarily produce the same
labels for all WordPieces belonging to the same word. Instead of coming up with heuristics
to merge the labels for word-level evaluations, we opt for evaluating on WordPiece level
and thus duplicate gold annotations and the predictions of the NuQE models for words that
consist of multiple WordPieces.
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4 Results and Discussion

In order to structure the results in a compact way, the different token-level models are
referenced by a number from 1 to 4, as detailed in table 4.1. The combined models are
referenced as “S + N” where S is the monolingual sentence-level model and N represents the
token model number.

ID Model Type

(1) NuQE without POS and pre-trained embeddings
(2) BERT with bert-base-german-cased
(3) BERT with bert-base-german-cased and customised class weights
(4) BERT with bert-base-german-cased after continued pre-trained

Table 4.1: Description of the token models referenced by their ID

4.1 Error Recognition

4.1.1 Sentence Level

As shown in Table 4.2, the sentence-level model performs relatively well at an accuracy of
67 % on the development and 62 % on the test set. Still, the recall on errors is relatively low,
which is unfortunate for the use of the model within the combined setting – on both sets
more than half of the erroneous sentences are not recognised as such and will consequently
not be seen by the token-level model. Even so, the model can be useful in combination with
token models that tend to over-assign the error class.

Development Set Test Set
Class Precision Recall F1

BAD 48.50 45.66 47.04
OK 75.10 77.17 76.12

Accuracy 67.08

Class Precision Recall F1

BAD 61.26 41.48 49.72
OK 63.20 79.06 70.25

Accuracy 62.62

Table 4.2: Sentence-level error recognition results

4.1.2 Token Level

Table 4.3 shows the effect of the two sampling strategies for model training against the
original training data on the predictions on error recognition on the development data. The
results of the recognition models are displayed in the three upper tables. The lower tables
list the results of the classification models, when all error classes are mapped into one.
Among the original binary classification models, with the exception of model (4), the ones
trained on undersampled data generally produce slightly better results for the error class and
F1-Mult than models trained on oversampled data. In comparison, the models trained on the
original unresampled data fail to predict errors at all or produce much lower scores than their
resampled counterparts. The best result within this group of models is achieved by model (3),
the model that best addresses the skewed data.
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Combining sentence-level predictions with the token models appears to harm the results
with models (2) and (4), but leads to F1-Mult improvements with models (1) and (3), with
the combination of model (3) and sentence-level scores performing the best with regard to
errors and F1-Mult. As mentioned in the previous section, this suggests that these models
tend to over-assign the error label, which is not surprising as both models had higher weight
factors set for the error classes during training. As the models trained on unresampled data
only rarely assign error labels at all, we do not test the two-step approach with them.

Recognition Models
Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 96.29 0.00 0.00
(2) 96.29 0.00 0.00
(3) 88.13 14.20 12.52
(4) 96.24 1.32 1.27

(a) with unresampled training data

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 74.64 14.78 11.03
(2) 94.57 14.29 13.51
(3) 78.03 17.78 13.87
(4) 94.54 10.67 10.09

S + (1) 85.52 14.38 12.30
S + (2) 95.51 9.78 9.34
S + (3) 87.80 18.03 15.83
S + (4) 95.53 7.20 6.97

(b) with undersampled training data

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 78.60 13.79 10.84
(2) 94.31 12.27 11.57
(3) 89.14 15.48 13.84
(4) 93.42 10.87 10.16

S + (1) 87.40 14.15 12.37
S + (2) 95.19 8.88 8.45
S + (3) 92.44 13.53 12.51
S + (4) 94.75 8.51 8.51

(c) with oversampled training data

Classification Models
Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 96.29 0.00 0.00
(2) 96.24 0.66 0.64
(3) 96.06 0.30 0.29
(4) 96.28 0.60 0.58

(d) with unresampled data

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 96.29 0.00 0.00
(2) 94.70 10.16 9.62
(3) 91.70 16.98 15.57
(4) 94.88 8.57 8.13

S + (1) 96.29 0.00 0.00
S + (2) 95.71 7.58 7.26
S + (3) 94.54 14.80 13.78
S + (4) 95.68 5.05 4.83

(e) with undersampled data

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 94.85 6.79 6.44
(2) 94.73 10.06 9.53
(3) 94.12 10.58 9.96
(4) 94.84 8.22 7.79

S + (1) 95.58 4.38 4.19
S + (2) 95.49 6.47 6.18
S + (3) 95.02 7.66 7.28
S + (4) 95.47 5.79 5.53

(f) with oversampled data

Table 4.3: Error recognition results on the development set

On the development set, as shown in the lower table, the classification models – with
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Recognition Models

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 96.29 0.00 0.00
(2) 96.72 0.00 0.00
(3) 88.75 12.68 11.25
(4) 96.68 1.15 1.11

(a) with unresampled training data

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 73.74 14.46 10.66
(2) 95.30 14.05 13.39
(3) 80.16 16.96 13.60
(4) 95.24 13.04 12.42

S + (1) 85.82 16.34 14.23
S + (2) 96.06 11.59 11.13
S + (3) 88.53 18.08 16.00
S + (4) 96.06 10.85 10.85

(b) with undersampled training data

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 77.08 12.69 9.78
(2) 94.96 13.85 13.15
(3) 89.53 16.52 14.79
(4) 94.20 14.50 13.66

S + (1) 86.89 13.69 11.90
S + (2) 95.94 11.49 11.02
S + (3) 93.38 16.91 15.79
S + (4) 95.59 13.06 12.48

(c) with oversampled training data

Classification Models
Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 96.72 0.00 0.00
(2) 96.70 0.39 0.38
(3) 96.45 0.32 0.31
(4) 96.70 0.23 0.22

(d) with unresampled training data

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 96.72 0.00 0.00
(2) 95.79 13.27 12.71
(3) 92.76 18.17 16.86
(4) 95.60 9.81 9.38

S + (1) 96.72 0.00 0.00
S + (2) 96.35 10.66 10.27
S + (3) 94.85 17.16 16.28
S + (4) 96.24 6.98 6.72

(e) with undersampled training data

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 94.97 5.40 5.13
(2) 95.52 13.39 12.80
(3) 95.19 13.13 12.50
(4) 95.35 10.66 10.16

S + (1) 95.86 4.48 4.29
S + (2) 96.19 10.71 10.30
S + (3) 96.01 10.59 10.17
S + (4) 96.07 8.91 8.56

(f) with oversampled training data

Table 4.4: Error recognition results on the test set
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the exception of the classification model (3) on undersampled training data – consistently
do worse at binary classification than the equivalent recognition models. This is also the
case for the results on the test set, shown in Table 4.4. On the test set, classification model
(3) improves over the pure recognition one in terms of all three measures and increases
F1-Mult by as much as three percent points. Following the previously defined metrics, the
undersampled classification model (3) then produces the best results in error recognition on
the test set at an error F1 of 18.17 % and an F1-Mult of 16.86 %. Looking into the results
more closely, however, the recognition model (3) with a recall of 51.49 % on errors still
detects more errors than the equivalent classification model with 23.26 %.

Considering only the recognition models, the combination of undersampled model (3)
and sentence-level prediction, S + (3), does best, achieving an error F1 of 18.08 % and an
F1-Mult of 16 %.

When looking at the results on the splits of the test set, reported in Tables 4.5 and 4.6, the
majority of token-level models trained on undersampled data and their combination with the
sentence-level model perform better on translations by students that were not native speakers
of German. However, it should be noted that the set of native speakers of German, counting
more than 50,000 tokens, is about 10 times as big as the one consisting of translations from
non native speakers of German. With only 5,000 tokens by translators with a different first
language, the difference in model performance on the two sets could also be explained by
sampling variation.

Interestingly, model (4), i.e. the model with continued pre-training on news articles,
performs worse on the latter set, which may be an indication that the text in that set deviates
a lot more from the sort of news texts, the model was trained with. However, this could also
be an indication, that something went wrong during the continued pre-training.

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 73.65 14.00 10.31
(2) 95.54 12.04 11.50
(3) 80.38 15.65 12.58
(4) 95.49 12.11 11.56

S + (1) 85.93 15.59 13.40
S + (2) 96.15 10.57 10.16
S + (3) 88.79 16.13 14.32
S + (4) 96.27 9.54 9.18

(a) with undersampled training data

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 77.49 12.34 9.56
(2) 95.21 12.94 12.32
(3) 89.85 16.10 14.47
(4) 94.43 14.24 13.45

S + (1) 87.18 13.06 11.39
S + (2) 96.29 9.45 9.10
S + (3) 93.63 16.27 15.23
S + (4) 95.81 12.65 12.12

(b) with oversampled training data

Table 4.5: Error recognition results on the De test set

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 76.64 16.30 12.49
(2) 94.24 13.43 12.66
(3) 80.65 21.07 16.99
(4) 94.22 11.85 11.17

S + (1) 87.64 20.06 17.58
S + (2) 95.10 9.10 8.65
S + (3) 88.63 21.98 19.48
S + (4) 95.34 10.66 10.16

(a) with undersampled training data

Model F1,𝑂𝐾 F1,𝐵𝐴𝐷 F1-Mult

(1) 76.70 11.55 8.86
(2) 93.94 13.10 12.31
(3) 88.23 16.47 14.53
(4) 93.36 12.92 12.06

S + (1) 88.02 14.09 12.40
S + (2) 95.25 8.78 8.36
S + (3) 92.71 16.44 15.24
S + (4) 94.96 12.29 11.67

(b) with oversampled training data

Table 4.6: Error recognition results on the other test set
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4.2 Error Classification

Table 4.7 shows the averaged F1 results for the error classification task on the and Table 4.8
lists F1 scores per class for the development data; Tables 4.9 and 4.10 show the averaged and
per class results on the test set.

Similar to the recognition setting, the BERT-based token-level models trained on the
undersampled training set seem to do better than their equivalents trained on unresampled or
oversampled data.

Model 𝑤F1,𝐴𝐿𝐿 𝑤F1,𝐸𝑅𝑅

(1) 89.40 0.00
(2) 89.40 0.66
(3) 89.37 2.60
(4) 89.43 0.60

(a) with unresampled training data

Model 𝑤F1,𝐴𝐿𝐿 𝑤F1,𝐸𝑅𝑅

(1) 89.40 0.00
(2) 88.44 7.22
(3) 85.93 11.07
(4) 88.51 5.90

S + (1) 89.40 0.00
S + (2) 89.26 5.58
S + (3) 88.48 9.87
S + (4) 89.09 3.61

(b) with undersampled training data

Model 𝑤F1,𝐴𝐿𝐿 𝑤F1,𝐸𝑅𝑅

(1) 88.24 2.50
(2) 88.25 4.11
(3) 88.81 5.98
(4) 88.36 4.26

S + (1) 88.88 1.88
S + (2) 88.86 2.89
S + (3) 88.55 4.62
S + (4) 88.88 3.29

(c) with oversampled training data

Table 4.7: Averaged Error classification results on the development set

In contrast, NuQE only ever assigns the “OK” tag and therefore fails to classify or even
recognise any errors when trained on the undersampled data, whereas training on oversampled
data results in the assignment of other classes with some success for form, grammar, cohesion
and lexical errors. This suggests that further adjustment of the error weights could lead to
improved classification results without requiring to oversample the input data.

Contrary to the results using recognition models, predicting in combination with the
sentence-level model harms the performance with all BERT-based token-level models. As
for the combination with NuQE, only the results of the oversampled model are impacted
and in fact slightly improved by the predictions of the sentence-level model. The best model
in terms of averaged error F1 on development and test data is again the weighted BERT
token-level model at a𝑤F1,𝐸𝑅𝑅 of 10.67 %. While still only detecting relatively few instances
of errors correctly, the model manages to find correct instances for all classes except the
structural error class on the test set.

When comparing model performance among the splits of the test set shown in Tables
4.11 and 4.121, as opposed to the observations for error recognition, the averaged error F1 is
higher on the set of translations by native speakers of German for all BERT-based models.
This could be attributed to the proportion of errors or suggest that the annotations are less
consistent. Further, with non-native speakers, the problem of multi-label instances, i.e. a
token that could be assigned more than one error class, could arise more often.

1Per class scores can be found in Tables 5.1 and 5.2 in the appendix
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Model OK form grammar cohesion lexis stylistics structure transl.

(1) 96.29 0.00 0.00 0.00 0.00 0.00 0.00 0.00
(2) 96.24 0.00 0.00 1.59 0.95 0.00 0.00 0.00
(3) 96.06 0.83 0.00 3.15 3.76 0.00 0.00 0.00
(4) 96.28 0.00 0.00 0.00 0.97 0.00 0.00 0.00

(a) with unresampled training data

Model OK form grammar cohesion lexis stylistics structure transl.

(1) 96.29 0.00 0.00 0.00 0.00 0.00 0.00 0.00
(2) 94.70 4.09 0.00 12.16 9.38 0.00 0.00 3.65
(3) 91.70 9.78 3.17 11.45 13.42 0.00 0.00 7.58
(4) 94.88 1.62 0.90 7.09 8.30 0.00 0.00 1.97

S + (1) 96.29 0.00 0.00 0.00 0.00 0.00 0.00 0.00
S + (2) 95.71 3.23 0.00 4.48 7.46 0.00 0.00 3.76
S + (3) 94.54 6.04 3.00 6.13 12.75 0.00 0.00 8.10
S + (4) 95.68 1.77 0.98 3.05 4.83 0.00 0.00 2.00

(b) with undersampled training data

Model OK form grammar cohesion lexis stylistics structure transl.

(1) 94.85 0.98 0.92 2.53 3.51 0.00 0.00 0.00
(2) 94.73 5.63 2.79 10.12 4.06 0.00 0.00 1.41
(3) 94.12 5.19 2.90 9.74 6.92 0.00 0.00 4.02
(4) 94.84 2.68 1.65 8.40 4.66 0.00 0.00 7.25

S + (1) 95.58 2.12 0.00 2.90 1.71 0.00 0.00 5.45
S + (2) 95.49 3.17 2.58 3.45 3.16 0.00 0.00 1.66
S + (3) 95.02 3.58 2.85 4.98 5.38 0.00 0.00 4.81
S + (4) 95.47 0.94 2.37 2.42 3.70 0.00 0.00 8.70

(c) with oversampled training data

Table 4.8: Error classification results: F1 per class on the development set

Model 𝑤F1,𝐴𝐿𝐿 𝑤F1,𝐸𝑅𝑅

(1) 90.58 0.00
(2) 90.58 0.31
(3) 90.43 1.75
(4) 90.56 0.08

(a) with unresampled training data

Model 𝑤F1,𝐴𝐿𝐿 𝑤F1,𝐸𝑅𝑅

(1) 90.58 0.00
(2) 90.17 7.26
(3) 87.54 10.67
(4) 89.82 4.66

S + (1) 90.58 0.00
S + (2) 90.59 5.69
S + (3) 89.46 10.02
S + (4) 90.33 3.25

(b) with undersampled training data

Model 𝑤F1,𝐴𝐿𝐿 𝑤F1,𝐸𝑅𝑅

(1) 89.03 1.45
(2) 89.83 5.89
(3) 89.54 6.28
(4) 89.63 5.37

S + (1) 89.86 1.48
S + (2) 90.39 4.97
S + (3) 90.22 4.93
S + (4) 90.26 4.60

(c) with oversampled training data

Table 4.9: Averaged classification results on the test set
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Model OK form grammar cohesion lexis stylistics structure transl.

(1) 96.72 0.00 0.00 0.00 0.00 0.00 0.00 0.00
(2) 96.70 1.10 0.00 0.00 0.23 0.00 0.00 0.00
(3) 96.45 3.27 0.00 0.00 2.33 0.00 0.00 0.00
(4) 96.70 0.00 0.00 0.00 0.16 0.00 0.00 0.00

(a) with unresampled training data

Model OK form grammar cohesion lexis stylistics structure transl.

(1) 96.72 0.00 0.00 0.00 0.00 0.00 0.00 0.00
(2) 95.79 11.07 1.84 0.00 9.94 0.00 0.00 1.23
(3) 92.76 14.24 5.74 3.27 13.02 2.06 0.00 7.74
(4) 95.60 6.61 0.00 0.00 6.34 0.00 0.00 3.82

S + (1) 96.72 0.00 0.00 0.00 0.00 0.00 0.00 0.00
S + (2) 96.35 8.58 1.56 0.00 7.73 0.00 0.00 1.34
S + (3) 94.85 12.55 5.31 3.02 12.36 1.06 0.00 9.15
S + (4) 96.24 4.55 0.00 0.00 4.36 0.00 0.00 3.13

(b) with undersampled training data

Model OK form grammar cohesion lexis stylistics structure transl.

(1) 94.97 0.32 0.57 0.00 2.65 0.00 0.00 0.00
(2) 95.52 7.70 3.67 0.00 6.84 1.51 0.00 6.75
(3) 95.19 8.08 3.72 0.48 7.32 1.64 0.00 7.22
(4) 95.35 6.55 1.16 0.61 6.46 0.49 0.00 9.37

S + (1) 95.86 0.34 0.78 0.00 2.65 0.00 0.00 0.00
S + (2) 96.19 6.41 3.61 0.00 5.61 0.00 0.00 7.10
S + (3) 96.01 5.00 3.37 0.00 5.68 0.00 0.00 9.55
S + (4) 96.07 4.64 1.37 0.70 5.59 0.00 0.00 9.41

(c) with oversampled training data

Table 4.10: Error classification results: F1 per class on the test set

Model 𝑤F1,𝐴𝐿𝐿 𝑤F1,𝐸𝑅𝑅

(1) 91.26 0.00
(2) 90.81 7.16
(3) 88.13 10.76
(4) 90.46 4.86

S + (1) 91.26 0.00
S + (2) 91.20 5.17
S + (3) 90.05 9.73
S + (4) 90.97 3.47

(a) with undersampled training data

Model 𝑤F1,𝐴𝐿𝐿 𝑤F1,𝐸𝑅𝑅

(1) 89.70 1.79
(2) 90.47 5.69
(3) 90.17 6.02
(4) 90.30 5.53

S + (1) 90.53 1.02
S + (2) 90.99 4.45
S + (3) 90.85 4.70
S + (4) 90.90 4.45

(b) with oversampled training data

Table 4.11: Averaged classification results on the De test set
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Model 𝑤F1,𝐴𝐿𝐿 𝑤F1,𝐸𝑅𝑅

(1) 88.33 0.00
(2) 87.75 5.34
(3) 85.49 7.32
(4) 87.91 4.67

S + (1) 88.33 0.00
S + (2) 88.15 3.10
S + (3) 87.42 5.72
S + (4) 88.28 1.71

(a) with undersampled training data

Model 𝑤F1,𝐴𝐿𝐿 𝑤F1,𝐸𝑅𝑅

(1) 86.86 2.80
(2) 87.07 4.10
(3) 87.11 5.85
(4) 87.01 2.53

S + (1) 87.21 0.00
S + (2) 88.07 3.84
S + (3) 88.02 4.00
S + (4) 88.00 2.61

(b) with oversampled training data

Table 4.12: Averaged classification results on the other test set

4.3 Error Analysis and Discussion

Overall, the scores on errors are quite low, reflecting the difficulty of the task given the
amount and nature of the data used. It should be noted that because of the class imbalance,
models with high F1 scores for correct tokens tend to produce lower scores for the incorrect
class; in turn, models that achieve relatively high scores for “BAD” usually mislabel more of
the correct tokens and thus achiever lower F1 on the class of correctly translated tokens.
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Table 4.13: Confusion matrix for combined error recognition with recognition model (3) (left)
and error recognition with classification model (3) (right) on the test set

Looking at the confusion matrices of the predictions of classification model (3) on the
test set, displayed in Tables 4.13 and 4.14, it is apparent, that most tokens incorrectly get
classified as correct translations or lexical errors, followed by formal, translational and
grammatical errors. This roughly mirrors the class proportion on the training data. However,
the model assigns grammar error labels, the third most important class in terms of proportion,
only relatively rarely and with very poor precision. This may be because of the structural
differences of tokens that fall into the different subcategories of grammar errors. The two
most frequent subcategories in all data sets, construction in the context of inflection and
syntax and word order, obviously focus on text at different granularities.

Despite a rather high F1 of 11.45 % compared to other error categories on the development
set, the model performs very poorly on cohesion errors on the test set, only finding 5
true instances. Upon inspecting instances of the class more closely, the cohesion label is
frequently attributed to adverbs and conjunctions, such as “derzeit” (currently), “dennoch”
(nevertheless, still), “und” (and) and “trotzdem” (regardless), or personal pronouns, mostly
at the beginning of a sentence. While cases like these are partially detected by the model, it
fails to recognise cohesion errors constituted by full phrases, incorrectly gendered pronouns
or repeated use of the same nouns instead of a pronoun. Comparing the instances of cohesion
errors in development and test set, both contain cases where the annotations are mainly at
the beginning of sentences. However, in the test set the average length of the spans of words
annotated as cohesion errors is much longer, which may differ a lot from the training data
and result in such long spans not being detected.
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Table 4.14: Confusion matrix for error classification with model (3) on the test set

In the form category, the model mostly identifies punctuation errors correctly and a few
instances of errors related to orthography and the amount of text that resulted from the
translation. Concerning errors in the lexis and semantics category, most of the errors that
were found belong to the subcategory of errors in text semantics and meaning and just a few
on word semantics and non-sensical translations.

Table 4.15 shows examples of sentences from the test set with the original French text on
the left, the translation with gold annotations in the middle and the annotations predicted by
model (3) on the right.

For the relatively rare stylistics and structure categories, none of the classification models
manage to successfully detect any errors on the development data, while on the test data, a
few models manage to correctly classify some instances of stylistic errors. In general, the
stylistics category, encoding errors in rhetorical figures, text norm, register, genre and style,
is quite hard to predict as it borders the category of lexis and semantics. Looking into the
examples that were correctly identified by model (3) and those that were missed, most of
the actual stylistic errors are not even recognised as error of any form. The few that are,
are displayed in the first two rows of the table. The model classifies two WordPieces2, “zy”
and “lin” in “großzylindrische” and part of a time representation in “9 h 30” (“h” and “30”)
correctly as stylistic errors.

As for structural errors, only two sentences in the test data contain instances of that
category, all of which fall into the subcategory of logical structure and thematic progression
in the text, which is arguably harder to identify given the small amount of training data
and the model’s complete ignorance of the source sentence. Generally, these two issues
apply to all error categories and with many of the subcategories logically grouped into
categories like form, structure or grammar, yet on the surface quite similar to subcategories
grouped in other categories – take for instance structuring (a subcategory to cohesion) and
sequencing (a subcategory of structure) or typography and orthography (both subcategories
of form) and construction and morphology (subcategories to grammar) –, actually predicting
these subcategories, provided there is enough training data, could be a better approach than
focusing on the more abstract coarse categories.

As the examples show, the model does not learn to generalise error labels within single
WordPieces to the rest of the word. Explicitly doing this as a postprocessing step could
potentially lead to some improvements to the scores. One issue with that however would
be cases with multiple different error tags within the same word as displayed for the word
“großzylindrische” in the first example. As mentioned in Section 3.1.2, there are a few

2For better readability, we don’t display the actual WordPiece tokenisation and merge neighbouring annotations
of the same type within the same word.
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Source Translation Prediction

Pour ceux qui prévoyaient que
l’arrivée aux affaires du président
Jacob Zuma, en mai, pourrait se
traduire par un éventuel coup de barre
à gauche, accompagné d’un peu de
retenue dans la course aux grosses
cylindrées - et ce en raison de son
alliance marquée avec les syndicats
(Cosatu) et le Parti communiste d’
Afrique du Sud (SACP) -, il a fallu
déchanter.

Wer dachte, dass die Wahl von Jacob
Zuma im Mai zum Präsidenten , mit
einem Lähmungsschlag nach

links einhergehen könnte, be-
gleitet von einer Verlangsamung des
Rennens um großzylindrische

Motoren - und das aufgrund seiner
Verbindung mit den Gewerkschaften
(Cosatu) und der Kommunistischen
Partei Südafrikas (SACP) -, der
wurde leider enttäuscht.

Wer dachte, dass die Wahl von Jacob
Zuma im Mai zum Präsidenten , mit
einem Lähmungsschlag nach links
einhergehen könnte, begleitet von
einer Verlangsamung des Rennens um
groß zylin drische Motoren - und

das aufgrund seiner Verbindung
mit den Gewerkschaften (Cosatu)
und der Kommunistischen Partei
Südafrikas (SACP) -, der wurde
leider enttäuscht.

Je ne serai pas au World Trade Center
avant 9 h 30."[

"Nimm dir Zeit. Ich werde nicht vor 9
h 30 am World Trade Center sein.

"Nimm dir Zeit. Ich werde nicht vor 9
h 30 am World Trade Center sein.

L’absence de carton d’invitation venu
de l’Elysée a permis à la presse popu-
laire de s’adonner au rituel du "French
bashing" (éreintement des Français).

"Die von der französischen Regierung
nicht verschickte Einladungskarte hat
es der Presse ermöglicht ,

dem Ritual des French bash-
ing (Verurteilung der Franzosen)
beizuwohnen .

"Die von der französischen Regierung
nicht verschickte Einladungskarte hat
es der Presse ermöglicht, dem Rit-
ual des French bashin g (Verurteilung
der Franzosen) beizuwohnen.

Quinze ans après l’arrivée au pouvoir
du parti de Nelson Mandela, le Con-
grès national africain (ANC), la néces-
sité de couvrir de grandes distances à
tout propos n’a pas disparu.

Selbst 15 Jahre nach der Machtüber-
nahme durch die Partei Nelson
Mandelas ANC ( Afrikanischer

National Congress ) , besteht

die Notwendigkeit große

Entfernungen zu überwinden
nach wie vor.

Selbst 15 Jahre nach der Machtüber-
nahme durch die Partei Nelson
Mandela s AN C ( Afrikanischer

National Con gress ) , besteht die

Notwendigkeit große Entfernungen
zu überwinden nach wie vor.

De fait, c’est en se fondant sur
l’analyse de l’ADN prélevé sur une
trentaine de sépultures sibériennes, re-
montant jusqu’à 1 800 avant J.-C.,
qu’une équipe de chercheurs franco-
russes étayent, dans la dernière édi-
tion de la revue Human Genetics,
l’une des théories proposées pour ex-
pliquer la parenté des langues parlées
du nord de l’Inde à l’extrémité occi-
dentale de l’Europe.

Tatsächlich stützt sich dies auf
die Analyse des ADN , bestehend
aus einer französisch-russischen
Forschergruppe, die aus etwa 30
sibirischen Bestattungen einen

Teil ausgewählt hat , der bis
1800 vor Christus zurückreicht. In
der letzten Ausgabe der Zeitschrift
"Human Genetics", wurde eine
der Theorien vorgestellt um

die Herkunft der gesprochenen
Sprachen vom Norden Indiens bis
an die westliche Grenze Europas zu
erklären.

Tatsächlich stützt sich dies auf
die Analyse des ADN, bestehend
aus einer französisch-russischen
Forschergruppe, die aus etwa 30
sibirischen Bestattungen einen Teil
ausgewählt hat, der bis 1800 vor
Christus zurückreicht. In der letzten
Ausgabe der Zeitschrift "Human
Genetics", wurde eine der Theorien
vorgestellt um die Herkunft der

gesprochenen Sprachen vom Norden
Indiens bis an die westliche Grenze
Europas zu erklären.

Pour relancer le processus, après une
vague de suicides chez France Télé-
com, Xavier Darcos, le ministre du
travail, doit se rendre, jeudi 22 octo-
bre, à Vélizy [...]

Um den Prozess nach einer Welle
von Selbstmorden bei der
France Télécom wieder in Gang

zu bringen, muss der französische
Arbeitsminister Xavier Darcos sich
am Donnerstag, dem 22. Oktober,
nach Vélizy [...]

Um den Prozess nach einer Welle von
Selbstmorden bei der France Télécom
wieder in Gang zu bringen, muss der
französische Arbeitsminister Xavier
Darcos sich am Donnerstag, dem 22.
Oktober, nach Vélizy [...]

form grammar cohesion lexis & semantics stylistics structure translational

problems

Table 4.15: Examples of source and translated text with gold error annotation and the
annotation predicted by model (3)
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instances of multi-labelling in the corpus and in light of the nature of the data, a multi-
labelling approach would undoubtedly be the most sound. However, the instances of multi-
labelling are still quite few and while inspecting the data multiple cases where more than one
label would apply, but only one has been assigned, have been found. With each translation
being annotated by only one person and two annotators overall, having more experts annotate
the same data and observing their agreement could give more certainty on the extent and
perhaps even the consistency of the annotations.

As for the use of NuQE for the error classification problem, more hyperparameter settings
– especially as far as the weight factor is concerned – and input dimensions as well as the
continued training of an existing model trained for MT QE could have been explored and
would potentially lead to better results. With the settings and data used in this project, the
monolingual approach appears to be better than a bilingual one. Still, intuitively, the source
material should not be ignored, when looking for errors in translations and a different QE
architecture may produce better results.
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5 Conclusion

In this thesis, we explored error recognition and classification on a small set of human
translations. To efficiently use the corpus, we developed methods to extract data representa-
tions from two different types of XML documents. We compared monolingual and bilingual
approaches to error recognition and classification and explored different ways of addressing
the class imbalance on the data. In doing so we were able to show that both over- and
undersampling and adequate class weights in model training can avoid the creation of strict
majority class classifiers for different model types.

While the evaluation suggests that a powerful monolingual pre-trained language model
like BERT can potentially be a better fit for this problem than an established model for MT
QE such as NuQE, the overall results are far from satisfactory and even with a two-step
approach mitigating a bias towards error categories in general, these models are far from
useful for translation teachers correcting student assignments and may cause more confusion
than they are of benefit.

Still, we have shown that error classification models with adjusted weights like model (3)
and model S + (3) can already correctly identify certain different error categories to some
degree. Among the error categories which were found to be particularly difficult to identify
are grammar, cohesion, stylistics and structure. Reasons for this are both the lack of sufficient
training examples and the plethora of actual surface forms that each of their subcategories
can take. Errors that are easier to find fall into the categories of form, lexis and – interestingly,
despite the lack of reference to the source text – translational problems.

In terms of modelling, many more aspects and parameters can still be explored. For
example, more time could be spent adjusting the class weights in bilingual models like
NuQE and the POS features could be explored as additional input to the model. Furthermore,
one could try to apply pre-trained language models to the bilingual setting or experiment
with ensembles of different model architectures as is successfully done in QE. An improved
approach to resampling and possibly synthesising new instances of training data could also
be investigated. Yet, there is undoubtedly a need for more real annotated data and ideally a
corpus annotated by multiple translation experts, to produce more reliable data and models.
Access to more corrected translation could even allow to approach the model from an APE
perspective.
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Appendix

Model OK form grammar cohesion lexis stylistics structure transl.

(1) 96.97 0.00 0.00 0.00 0.00 0.00 0.00 0.00
(2) 96.04 11.07 0.00 0.00 9.98 0.00 0.00 0.99
(3) 92.97 15.06 2.83 5.29 12.88 2.73 0.00 8.50
(4) 95.82 5.97 0.00 0.00 6.58 0.00 0.00 4.58

S + (1) 96.97 0.00 0.00 0.00 0.00 0.00 0.00 0.00
S + (2) 96.58 7.95 0.00 0.00 7.15 0.00 0.00 1.06
S + (3) 95.08 11.87 3.23 5.00 11.93 1.42 0.00 9.47
S + (4) 96.45 4.04 0.00 0.00 4.68 0.00 0.00 3.72

(a) with undersampled training data

Model OK form grammar cohesion lexis stylistics structure transl.
(1) 95.20 0.65 0.27 0.00 3.05 1.35 0.00 0.00
(2) 95.78 7.01 2.78 0.00 6.51 1.96 0.00 7.17
(3) 95.44 7.52 2.06 0.70 6.98 1.33 0.00 8.12
(4) 95.61 5.55 0.95 0.00 6.66 0.64 0.00 10.40

S + (1) 96.13 0.24 0.76 0.00 1.77 0.00 0.00 0.00
S + (2) 96.41 5.98 2.45 0.00 4.88 0.00 0.00 6.68
S + (3) 96.24 4.48 0.38 0.00 5.61 0.00 0.00 10.35
S + (4) 96.31 3.78 1.03 0.00 5.37 0.00 0.00 9.69

(b) with oversampled training data

Table 5.1: Error classification results: F1 per class on the de test set

41



Model OK form grammar cohesion lexis stylistics transl.

(1) 95.89 0.00 0.00 0.00 0.00 0.00 0.00
(2) 94.81 6.11 0.00 0.00 8.02 0.00 0.00
(3) 92.18 4.10 5.48 0.00 11.56 0.00 9.09
(4) 95.04 8.45 0.00 0.00 5.84 0.00 0.00

S + (1) 95.89 0.00 0.00 0.00 0.00 0.00 0.00
S + (2) 95.43 3.74 0.00 0.00 4.57 0.00 0.00
S + (3) 94.42 5.88 6.56 0.00 7.59 0.00 15.38
S + (4) 95.69 3.51 0.00 0.00 1.99 0.00 0.00

(a) with undersampled training data

Model OK form grammar cohesion lexis stylistics transl.

(1) 94.27 0.00 0.00 0.00 0.54 0.00 0.00
(2) 94.18 7.06 2.15 0.00 4.85 0.00 11.24
(3) 94.07 2.60 2.50 0.00 9.84 0.00 9.37
(4) 94.24 1.52 0.00 5.88 3.65 0.00 11.11

S + (1) 94.68 0.00 0.00 0.00 0.00 0.00 0.00
S + (2) 95.28 5.08 2.90 0.00 4.95 0.00 19.23
S + (3) 95.22 0.00 3.23 0.00 7.12 0.00 14.63
S + (4) 95.31 0.00 0.00 6.25 4.33 0.00 16.95

(b) with oversampled training data

Table 5.2: Error classification results: F1 per class on the other test set
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