
Extractive Text
Summarization of Greek
News Articles Based on
Sentence-Clusters

Evangelia Kantzola

Uppsala University
Department of Linguistics and Philology
Master Programme in Language Technology
Master’s Thesis in Language Technology, 30ects credits

September 23, 2020

Supervisor:
Sara Stymne, Uppsala University



Abstract

This thesis introduces an extractive summarization system for Greek news
articles based on sentence clustering. The main purpose of the paper is to
evaluate the impact of three different types of text representation, Word2Vec
embeddings, TF-IDF and LASER embeddings, on the summarization task.
By taking these techniques into account, we build three different versions of
the initial summarizer. Moreover, we create a new corpus of gold standard
summaries to evaluate them against the system summaries. The new collection
of reference summaries is merged with a part of the MultiLing Pilot 2011 in
order to constitute our main dataset.

We perform both automatic and human evaluation. Our automatic ROUGE
results suggest that System A which employs Average Word2Vec vectors to
create sentence embeddings, outperforms the other two systems by yielding
higher ROUGE-L F-scores. Contrary to our initial hypotheses, System C using
LASER embeddings fails to surpass even the Word2Vec embeddings method,
showing sometimes a weak sentence representation.

With regard to the scores obtained by the manual evaluation task, we observe
that System A using Average Word2Vec vectors and System C with LASER
embeddings tend to produce more coherent and adequate summaries than
System B employing TF-IDF. Furthermore, the majority of system summaries
are rated very high with respect to non-redundancy. Overall, System A utilizing
Average Word2Vec embeddings performs quite successfully according to both
evaluations.
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1. Introduction

The availability of data in abundance over the Internet nowadays has grown the
interest of the research community to develop techniques that will condense the
information into a form of a meaningful summary. Text Summarization refers to
this approach of converting large documents into shorter versions (summaries) but
retaining at the same time the information and the overall meaning of the original
text resilient. More specifically, a summary can be “defined as a text that is produced
from one or more texts, that conveys important information in the original text(s),
and that is no longer than half of the original text(s) and usually significantly less
than that” (Radev et al., 2002, p. 1).

Taking into account the large amount of source texts available online, performing
human summarization would be impossible and extremely time-consuming. Distilling
source texts and gathering all the resonant information automatically could benefit
users that are in the search of a relevant document among thousands as well as
extracting maximum information in no time. In other words, text summarization
enhances the readability of the document as it reduces significantly the time of
reading. Hence, we consider text summarization as an indispensable tool for user’s
ongoing and rapid information.

Automatic text summarization is used widely in our daily life in a number of ways
such as news headlines, movie previews, book/movie reviews, result snippets in web
search, bulletins of market reports (Brownlee, 2017) etc. It employs, also, various
techniques, e.g. statistical or machine learning methods, deep learning or clustering,
to highlight the important piece of information that should be included in the final
summary.
This master’s thesis uses an unsupervised method of summarizing Greek news

articles based on sentence clustering. Three versions of the text summarizer are
created in terms of text (sentence) representation. The factor that motivate us the
most to conduct this project is the dearth of extensive research on the field of text
summarization of Greek texts. To our concern, the number of researches conducted
on Greek document summarization over the past few years is limited, and the already
existing are mostly based on statistical methods. In addition, it is our need to explore
and evaluate the impact of different types of text representations on the performance
of the system.

The aim is to develop a summarizer that will group semantically similar sentences
together and extract, afterwards, the most representative sentence from each cluster
to form the final output (summary). We run our model on the MultiLing Pilot 2011
dataset, more precisely a part of it, which provide us with a set of Greek news articles
(source texts). Within the framework of the thesis project, we also contribute to the
creation of two new sets of reference summaries needed for the automatic evaluation.

1.1. Purpose

We initiate this research to explore sentence clustering as an efficient method to
tackle the issue of redundancy in text summarization. We hypothesize that by
clustering semantically similar sentences together and extracting, afterwards, the
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most representative one from each cluster, we manage to minimize the risk of
including redundant information in the summary. Each cluster should address a
different topic since it will contain only sentences with similar meaning, so as to
ensure that only the most prominent sentence will be extracted and chosen for the
summary.

The main purpose of the thesis project has two principal components and can be
outlined as follows:

• Evaluating different types of text representation and more specifically, sentence
representation. We utilize three different techniques to represent sentences in a
high-dimensional space: Average Word2Vec embeddings, TF-IDF representa-
tions and LASER sentence embeddings.

• Creating a dataset of reference summaries for summary evaluation. A big part
of this work was to build a gold-standard in order to compare and evaluate
the produced by the system summaries. In the absence of evaluation data, the
reference summaries were created manually by two annotators to be used for
the automatic evaluation.

1.2. Outline

The remainder of the thesis is organized into six, main chapters. In chapter 2, we
give a brief overview of the different types of automatic text summarization as well
as we introduce the most common extractive summarization techniques. The last
section of the second chapter outlines the human and automatic evaluation used to
measure the performance of the systems. In chapter 3, we analyze the three different
text representation methods our summarization systems utilized to create sentence
embeddings.
Data collection and annotation is presented in chapter 4. Apart from that, we

further discuss the way we prepare and process our data. Moving on to chapter 5,
we illustrate and discuss in depth our methodology of our work and the various
experiments carried out. We present the three different versions of the summarization
model and all stages of implementation.

Chapter 6 is devoted to presenting the experimental results, as well as the scores
assigned by the human raters in the manual evaluation task. Finally, in chapter 7,
we summarize the results of the present work, draw conclusions and discuss possible
improvements.
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2. Background

There is a great number of approaches and methods employed for text summarization
tasks. Text summarizers can be viewed in different ways and in most cases, can be
classified based on the desired input or output type or even, on the purpose. In the
following subsections, we will elaborate on the various types and categories of text
summarization, as well as on the different techniques proposed for producing high
quality summaries.

2.1. Types of Automatic Text Summarization

Extractive vs. Abstractive

There are two fundamental techniques to generate summaries automatically, the
extractive and the abstractive technique. In extractive summarization, key text
segments such as sentences or phrases of the utmost importance are extracted
from the source text without being modified, and are concatenated with each other
in order to form the summary (Gupta and Lehal, 2010). The point in extractive
summarization is to identify the importance of each text sentence and generate a
shorter version of the original text that represents it accurately.
On the other hand, text summarization based on abstraction utilizes linguistic

methods for a deeper analysis and understanding of the text. An abstractive sum-
mary consists of completely new sentences that are generated by paraphrasing or
reformulating the extracted content (Radev et al., 2002). Abstractive summaries are
usually resembling human-written ones, because they tend to represent the content
and the meaning of the original text in a more natural way. Although, abstractive
summarization performs more efficiently, the implementation of it requires great
knowledge of deep learning techniques and thus, the majority of researchers prefer
to use or delve more into the extractive summarization.

Single vs. Multi-document Summarization

Summaries can be produced in two different ways according to the demands of each
user. They are divided into single-document and multi-document summarization.
Single-document summarizers analyze and generate summaries extracted from

a single source text. Whereas multi-document summarization is considered as an
extension of the single one. It condenses documents with the same topic into a single
summary. The techniques used for single-document summarization can also be used
in the multi-document summarization. The challenges and issues such as coherence,
though, are greater in summarizing multiple documents, because the summary should
consist of the most representative segments that need to be linked in such a way
that the overall meaning of all the documents has been compressed into one.

Query relevant summarization, on the other hand, refers to the summaries gener-
ated based on a query or a question. This type of summarization is also related to
information retrieval.
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Indicative vs. Informative

Summarization systems can be further divided into two sub-categories according to
the desired output-summary: indicative and informative.

Indicative summarizers condense only the main idea of the original text retaining
only the important snippets of it. Indicative summaries leave to the reader the
choice to decide whether it is worth reading the full text eventually or not (Jezek
and Steinberger, 2008). Typically, an indicative summary is 5-10% of the original
document.

On the other hand, informative summaries contain all the relevant and important
facts described in the original text but reducing at the same time its quantity.
Informative summarization systems present concise details, namely all the essential
information a reader needs in order to have an accurate picture of the original
document. It can be said that informative summaries function as “surrogate” for the
main text (Jezek and Steinberger, 2008). The length of an informative summary
ranges from 20 to 30% of the original text (Babar et al., 2013).

2.2. Extractive Summarization Techniques

Extractive summarizers aim at retrieving and combining salient segments from
the original document in order to produce a smaller version of it, discarding any
redundant information. There are many approaches for this task, some of them
are based on linguistic features and others on statistical features (Gaikwad and
Mahender, 2016). Some of these techniques are discussed below.

2.2.1. Statistical Approach

In the statistical approach, text summarization is based on sentence extraction.
Sentence selection is achieved by assigning weights to each sentence in the document
based on the term frequency of its words (Gholamrezazadeh et al., 2009). Sentences
containing words with high frequency are considered more indicative of the topic
and thus, are worth to be included in the summary.

Sentence extraction relies also on extra features such as sentence location, sentence
length and keywords (Gholamrezazadeh et al., 2009). For instance, Fachrurrozi et al.
(2013) proposed a frequent term based text summarization tool for Bahasa Indonesia
which takes the term frequency of nouns and verbs into consideration for sentence
selection. The authors chose to focus only on those terms since they considered
them to be more representative of the content. Additionally, sentence weighting
was, also, based on the sentence location; extra weight was assigned to the first
and last sentence of each paragraph. After sentence weighting, the sentences are
ranked according to their scores and these with the greatest weights are selected for
composing the summary.

2.2.2. Graph Theory Method

The graph theoretic approach represents the structure of a document in an undirected
graph. After preprocessing steps, the sentences are presented as nodes and the edges
connecting the sentences display relationships between them (Gholamrezazadeh et al.,
2009). Prerequisite for adding an edge (connection) between nodes (sentences) is to
apply a similarity measure to calculate the common words between the sentences.
If the similarity score e.g. cosine, is high, then these sentences can share an edge
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between them (Gupta and Lehal, 2010). Thereby, a graph is created illustrating the
internal relationships of the document.
Additionally, the sub-graphs produced by depicting the relationships between

sentences, are considered indicative of the different topics discussed in the document.
Apart from the topic identification, the graph theoretic approach defines the im-
portant sentences of the document that will be included in the final summary. The
sentences are first scored with a certain weight, which is calculated by the number
of edges connected to them. The sentences with higher score are ordered and added
to the summary, afterwards.
TextRank algorithm presented by Mihalcea and Tarau (2004) is one of the most

prominent graph-based ranking models for extractive text summarization. It splits
text into sentences in order to generate vectors for each sentence. Right after,
similarity scores between vectors are computed and stored in a matrix, which in turn,
is represented as a graph with sentences as vertices-nodes and similarities as edges.
After calculation, the output summary is formed of the top-ranked sentences. In 2011,
Ge et al. (2011) introduced a weighted graph model combining sentence ranking
and clustering for text summarization. The text is converted into a graph where
sentence similarities and relationships are depicted by the weights of their edges.
The sentences are clustered by using a Sparse Non-Negative Matrix Factorization
algorithm and subsequently, the top-ranked sentences from each cluster are chosen for
the final summary. Later in 2016, (Natesh, 2016) proposed a graph-based model for
automatic summarization by focusing on the relationship between nouns. According
to the paper, after following the common preprocessing steps, a graph is created with
nouns as vertices, whereas the connection - relationship between nouns is illustrated
as a weighted edge. Each sentence is weighted according to the total weight of nouns
found in the sentence and then, the sentences with the highest score are picked up
for the summary.

2.2.3. Machine Learning Method

Another technique used for extractive text summarization is to approach the task
as a classification problem. Given a training corpus (set of document-extractive
summaries pairs), the model learns in a supervised learning, to classify sentences to
summary sentences (important to be included in the summary) and non-summary
sentences (Gupta and Lehal, 2010).

The Naive Bayes rule is usually utilized for learning the classification probabilities:

% (B |�1, �2, ..., �=) = % (�1, �2, ..., �= |B ∈ () × % (B ∈ ()/% (�1, �2, ..., �=)

The above formula is used to compute the probability P that a sentence s will be
included in the summary S given that it carries some specific features n (Gaikwad
and Mahender, 2016).
Neto et al. (2002) introduced an extractive text summarization technique by

exploiting statistical as well as linguistic features retrieved directly from the original
source document. The proposed summarization method was based upon those features
in order to form a summary by choosing the most relevant segments-sentences. In
a later research (Kamal Sarkar, 2011), the authors proposed a supervised machine
learning algorithm, called bagging, for summarizing medical news, articles, reports
etc. Their aim was to facilitate the fast flow of medical information on the web. They
handled each document as a set of sentences on which they applied the proposed
model. The task is modelled as a classification problem; namely, the model learned
to classify the sentences as positive or negative according to their worthiness of being
included in the summary.

10



2.2.4. Neural Networks

Deep learning is increasingly gaining ground on text summarization tasks since
neural networks are proven to perform adequately when it comes to summarizing
documents (Dong, 2018). Working with neural-based models means that the model
has to be trained first on large datasets to learn the patterns and the characteristics
of the sentences. By gaining knowledge of the features of the sentences, the model
will eventually learn which sentences are worth including in the final summary and
which not (Gupta and Lehal, 2010)(Gaikwad and Mahender, 2016). After training,
the neural-based model can be applied on new data and generalize based on the
features learned by training.
A 3-layer feed forward neural network is used in most cases, which has been

verified to be a universal function approximator (Hestenes and Stiefel, 1952). In
detail, the three layers refer to an input layer, a hidden one where the computations
take place and an output layer (Gaikwad and Mahender, 2016). The document as
set of sentences is fed into the input layer, whereas the final summary is generated
through the output layer (Sinha et al., 2018).

Kaikhah (2004) presented a technique based on neural networks for news articles
summarization. A three-layered feed forward neural model was used to learn relevant
features of sentences. The model exploited these features to define the worthiness
of each sentence and afterwards, formed the summary combining the highly ranked
sentences. On the other hand, Sardá and Kulkarni (2015) introduced a method
based on neural networks and rhetorical structure theory. The neural-based model
is trained to learn relevant features of sentences in order to produce a summary,
whereas rhetorical structure theory is utilized in order to achieve coherence and
sentence relevance in the summary.

2.2.5. Fuzzy Logic

Fuzzy logic approach takes all the characteristics of a sentence e.g. sentence length,
sentence location, title feature, into account and uses them as input of the fuzzy
system (Gupta and Lehal, 2010). Features of this kind are considered essential for
sentence weighting; a process in which each sentence in the document is scored based
on its extracted features.
Apart from the sentence characteristics, fuzzy rules and triangular membership

functions contribute to sentence scoring. The fuzzy rules follow an IF-THEN logic,
whereas the triangular membership function defines scores into three values, LOW,
MEDIUM and HIGH (Babar et al., 2013). The fuzzy rules are applied in order
to highlight the degree of importance of a sentence. Eventually, the high-ranking
sentences are selected based on their weights and included in the final summary.
Other studies from Babar et al. (2013), Dixit (2012) and Megala et al. (2014) utilize
the fuzzy logic technique to filter important and unimportant sentences during
sentence extraction and thereby, enhance the performance of a text summarizer.

2.2.6. Clustering

Clustering is an unsupervised learning problem and it can be defined as the process
of finding structure among unlabeled population (data without their corresponding
target values). In unsupervised learning, the learning algorithm learns on its own
how to find similarities and discover patterns in order to group similar data together.

In theory, clustering is the process of dividing and grouping data points (features).
More specifically, Jain and Dubes (1988) in their work clarified that cluster analysis
does not focus on establishing rules for classification of new, unseen data, but aims
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primarily at organizing data in a convenient way. The subdivision of data into a set
of k groups-clusters is done based on a similarity function. Thereby, similar data are
organized into sensible groups (Jain and Dubes, 1988).

Text clustering can be carried out on different level, i.e., on a document, sentence
or on a word-term level (Allahyari et al., 2017). In real world, clustering is used
extensively in market and social network analysis, fake news and fraud detection,
spam filtering and image segmentation. In the framework of text summarization, Km
and Soumya (2015) introduced a hybrid model for multi-document summarization
combining sentence-clustering and Support Vector Machine (SVM). The objective
of the work was to group similar text units from different documents, ensuring
coverage of the topic but avoiding at the same time redundancy. A few years later,
Alguliyev et al. (2019) proposed a COSUM sentence selection model based on K-
Means clustering algorithm and optimization technique, which imposes coverage and
diversity of selected sentences as well as optimizes their length.

Clustering is classified into two main categories, the exclusive and the non-exclusive
clustering. In exclusive clustering, each data point belongs to exactly one cluster;
namely, it cannot be included to another cluster. This type of clustering is also known
as hard clustering. On the other hand, non-exclusive clustering refers to potential
overlapping, in which an object could be allocated in more than one cluster (Jain and
Dubes, 1988). Exclusive clustering is further subdivided into intrinsic and extrinsic
clustering, where intrinsic is related to unsupervised learning (no need of labels to
identify patterns), while extrinsic deals with labelled data. However, according to
Jain and Dubes (1988), “intrinsic classification is the essence of cluster analysis”.

Intrinsic classification in turn is categorized to hierarchical and partitional cluster-
ing. Hierarchical clustering creates a set of nested clusters illustrating their hierarchy.
There are two types of hierarchical clustering, the divisive and agglomerative ap-
proach. In the first method, all the objects are first assigned to one cluster. Then, the
cluster is partitioned to two similar clusters, which in turn are divided to two more
clusters, each. The procedure is terminated until there is one cluster left for each
object. Agglomerative method is the exact opposite of divisive one. Each data point
is assigned to one single cluster and then, by calculating the similarity, the two most
similar clusters are merged together. The process is continued in this manner until
there is only one cluster left containing all the observations (Sayad, 2010). Partitional
clustering, on the other hand, produces static sets, single partitions. Usually, the
analyst defines according to their needs the preferred k number of clusters as well
as the evaluation criteria. Here are some partitional algorithms: Squared Error,
K-Means, Nearest Neighbor. Since we are focusing on the implementation of the
K-Means algorithm in this thesis project, a detailed description of it follows in the
next subsection.

2.2.6.1. K-Means Clustering Algorithm

A popular exclusive, partitioning clustering algorithm is K-Means. It is utilized widely
in data analysis because it performs really fast when it comes to identifying underlying
patterns between unlabeled data points. The algorithm was first introduced by
MacQueen (1967) for partitioning a set of n data points in a d-dimensional real
vector into k sets. K-Means was implemented to be computationally economical and
to be feasible for handling very large samples.
The objective of K-Means is to select k centroids, which will define the center of

each cluster, in order to minimize the mean squared distance from each point to its
nearest centroid (Kanungo et al., 2002). The choice of the number of k centroids
is either done randomly or specified by the developer depending on the task. After

12



Figure 2.1.: An example of partitional clustering. During clustering, similar objects are organized
and grouped together in clusters.

setting up the centroids, the distance between each data point and each centroid is
calculated. Then, each data point is assigned to that cluster with the nearest centroid.
At this stage, the first step of grouping is completed. Right after, the vectors of the
centroids are recalculated as barycenters of the clusters generated from the previous
step (Polimi, 2003). A second phase of grouping is happening again by assigning
each data point to its closest new centroid. The whole process is repeated until all
centroids are stabilized.

As stated above, the aim of the algorithm is to minimize the cost of the following
objective function, also known as Sum of Square Errors (SSE) or cluster inertia:

� =

:∑
9=1

=∑
8=1

‖ G ( 9)
8
− 2 9 ‖2

where k is the number of clusters, n is the number of data points and ‖ G ( 9)
8
− 2 9 ‖2

the distance function between a data point G ( 9)
8

and the centroid of cluster 2 9 .
Although, K-Means, in general, is an efficient and robust method, one of the

drawbacks is that the algorithm is sensitive to the choice of the number of k centroids
(Allahyari et al., 2017). This means that a large value of k could potentially minimize
the error, but it would likely lead to overfitting (Sayad, 2010).

2.3. Text Summarization in Greek

By conducting a research on the Internet, many commercial applications, which
support Greek languages and handle UTF-8 encodings, can be found. Some of them
are the AISUMMARIZER multilingual text summarization software, the Open Text
Summarizer, the Text Summarization API and the Text Compactor. In most of
the aforementioned applications, the user has the option to select the percentage
of text wished to summarize. The majority of the applications generate extractive
summaries employing the sentence scoring method.
A tool that was produced exclusively for the Greek Language, is GreekSum

(Pachantouris, 2005) or in other words the Greek Text Summarizer, which is based
upon the SweSum summarization engine supporting several languages. GreekSum
was introduced by George Pachantouris as part of his master’s thesis. He closely
cooperated with KTH/Stockholm University and the National Centre of Scientific
Research “Demokritos”, which also provided a Greek dictionary needed to implement
the summarizer.
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GreekSum is based on the extractive summarization technique. Its input can
be either typed by the user or any text file or HTML page. GreekSum consists of
three main steps or “passes”. First, the inserting text or web page is preprocessed
(tokenization) and then, parsed for keyword extraction. A special scoring system is
introduced and every word is scored according to it. During the second pass, sentence
scoring is performed by taking the previous word scoring into consideration. And
finally, the sentences are ranked in order to form the output summary.
The GreekSum summarizer is evaluated in two different ways; first manually, by

assessing the summaries with respect to coherence and redundancy, and secondly, by
evaluating them against gold standard extracts. The results are quite promising in
both evaluation tasks.

Apart from the aforementioned works, there is no related research, to our concern,
for Greek language which examines other automatic extractive techniques such as
clustering-based or neural networks-based methods.

2.4. Evaluation

The process of evaluating automatic summaries has been the object of attention of
many researchers over the years. The task of evaluation is considered intriguing due
to the fact that it is full of challenges in terms of quality, expense and informativeness
(Mani, 2001). Summarization evaluation can be carried out in two ways: extrinsic
and intrinsic. Extrinsic evaluation assess the quality of a summary based on how it
affects the progress and implementation of another task (e.g. Information Retrieval,
Question Answering) (Gupta and Lehal, 2010). On the other hand, intrinsic evaluation
determines the quality of the summary by examining linguistic criteria such as
coherence and informativeness. In this project, we will focus primarily on intrinsic
evaluation considering that we want to assess the summary quality from a linguistic
point of view.
As mentioned above, intrinsic evaluation involves two aspects: text quality and

informativeness. Text quality is mainly assessed and graded by human annotators
based on some specific criteria, whereas informativeness measures the amount of
information passed from the source text to the summary and compares, also, the
system summaries to the reference summaries (Mani, 2001). Text quality as part of
the human evaluation and informativeness covered by the ROUGE metric will be
discussed in the subsections below.

2.4.1. Human Evaluation

The text quality of the automatic summaries is usually examined and assessed
manually by evaluators (Torres-Moreno, 2014) and it is not related to any comparison
with reference summaries. The evaluation is mainly based on linguistic criteria
established by the NIST (National Institute of Standards and Technology1), which
define to what extent the summary reflects the original topic, as well as whether it
is readable or not. According to these criteria, the assessors should judge and grade
each summary.
The readability of the summaries is based upon the following linguistic criteria

(Dang, 2005):

• Grammaticality: The produced summaries are assessed in terms of proper
grammar; namely, ungrammatical sentences or missing components should

1https://duc.nist.gov/duc2007/quality-questions.txt
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not be present. Apart from these, the summaries should not contain any
system-internal formatting or capitalization errors.

• Non-redundancy: The summaries should not carry any redundant informa-
tion or in general, repetitions. For instance, sentences that convey the same
meaning or unnecessary repetition of facts should not be a part of the summary.

• Referential Clarity: The pronouns and nouns mentioned in the summary
should indicate clearly to who or what are referring to. The role and relation of
the entities described in the summary should be transparent in order to avoid
ambiguity.

• Focus: The summaries should have a focus and include sentences that carry
only information related to the rest of the summary.

• Structure and Coherence: The summaries should be well-structured; namely,
the sentences in a summary should be coherent and well-organized so as to
ensure a smooth and natural flow of information.

The evaluators are encouraged to assign scores to each summary according to
the aforementioned criteria by using a five-point scale: from 1(Very Poor) to 5(Very
Good).

2.4.2. Automatic Evaluation - ROUGE Metric

As stated above, evaluating the summaries with respect to informativeness refers
to assessing the information content of a summary compared either to the original
source or to a collection of reference summaries. Although the comparison between
system summaries and reference summaries could be performed manually, it is
customary to be done mainly automatically (Mani, 2001). Apart from subjective,
human evaluation is considered to be very time-consuming; a simple assessment of
summaries could be expensive since it requires a lot of human effort (Lin, 2004).

Automatic evaluation can be divided into co-selection measures and content-based
measures. Co-selection measures refer to Precision, Recall and F-score, which are
used widely for defining the proficiency of a system by comparing the summary that
has been produced by a system to the summary that has been created by a human.
Content-based measures, such as cosine similarity, unit overlap, ROUGE, Pyramids
etc., -in contrast to co-selection metrics- evaluate the system summaries at a more
fine-grained level (Radev et al., 2003). In this project, we will focus our attention on
the ROUGE metric, and more specifically to its updated, enhanced version, ROUGE
2.0.

Over the last decade, ROUGE has been established as the standard automatic
evaluation text summarization evaluation. ROUGE stands for Recall-Oriented Un-
derstudy for Gisting Evaluation. It was first introduced by Lin (2004) for counting
the similarity of units between a system summary and a collection of reference
summaries. ROUGE package contains the following measures (Gupta and Lehal,
2010):

• ROUGE-N measures the N-gram overlap between system and reference
summaries. N in N-grams indicates the length of the n-gram, e.g. ROUGE-1
stands for unigrams, ROUGE-2 for bigrams etc.

• ROUGE-L calculates the Longest Common Sequence (LCS) between two
given summaries.
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• ROUGE-W is the refined LCS method. It computes the weighted longest
matching sequence between summaries.

• ROUGE-S computes the proportion of common skip-bigrams between sum-
maries.

• ROUGE-SU, an improved version of ROUGE-S, is the weighted average
between ROUGE-S and ROUGE-1.

Ganesan (2018) proposed an improved version of the original ROUGE, the ROUGE
2.0 package2. In this project, we opt for ROUGE 2.0 package to compare similarity
between the system summary and its corresponding reference one. ROUGE 2.0
supports the already existing ROUGE-N, ROUGE-L, ROUGE-and ROUGE-SU
metrics, but introduces also some new measures, such as ROUGE-N+SYNONYMS,
ROUGE-Topic etc. The updated measures address issues found in the original
ROUGE version, which are mainly associated with the inadequacy of capturing the
semantics. Apart from the resolution of capturing synonymous concepts, ROUGE
2.0 supports the evaluation process of unicode texts contrary to the original version.
The original ROUGE package fails to run on unicode texts due to the way they are
tokenized. The reason we chose to work with ROUGE 2.0 is that we faced the same
difficulties while trying to run ROUGE on Greek texts.

2https://github.com/kavgan/ROUGE-2.0
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3. Text Representation

Text Representation is one of the key tasks in text processing and generally in natural
language processing (NLP) tasks. It refers to the process of converting unstructured
text data into structured data. To achieve this, textual data needs to be transformed
into numerical vectors in order to be mathematically computable. This process is
also known as vectorization in Machine Learning. There is a wide range of techniques
to convert textual data into a matrix of vectors.

The most popular process is the Bag-of-Words (BoW), which represents a document
by counting the occurrence of each word appears in it. Although word counting with
BoW is easy to understand and implement, it is only concerned with the occurrence
of the word disregarding its location and generally the word order. This can lead to
the loss of contextual information and overall meaning of the document. In addition,
BoW assigns highest weight to common words such as “a”, “and”, “the” because of
their high occurrence in the document while other words that carry the meaning
and the semantics are discounted due to their lower frequency.

3.1. TF-IDF Language Model

A way to overcome this problem is to make use of another model for feature extraction,
the TF-IDF algorithm. TF-IDF stands for Term Frequency – Inverse Document
Frequency and it is widely used in Information Retrieval. It focuses mainly on the
unique words in the corpus that occur less frequent but are of great importance.
Typically, the TF-IDF score is the product of TF and IDF of a word/term.

Consisting of two parts, Term Frequency (TF) is calculated first by measuring the
number of times a term appears in a document/sentence of corpus. Inverse Document
Frequency (IDF) measures afterwards the weight of unique/rare words across all
documents. In other words, IDF highlights these terms that occur less frequently
and decreases the weight of common words.

By multiplying these two terms, the TF-IDF weight of a term is calculated. High
TF-IDF score means that this term is rare. TF-IDF technique is utilized in many
fields such as text classification and summarization because it filters stop-words and
emphasizes successfully unique and more relevant to the user words.
The mathematical formula1 below explains how this exactly works:

,8 , 9 = C 58 , 9 ∗ ;>6(
#

358
)

where C 58 , 9 stands for the number a term i occurs in a document j, 3 58 refers to the
number of documents that contain the term i, and N the total number of documents.

3.2. Word Embeddings

Contrary to sparse vectors, dense vectors are considered more effective in the process
of representing the meaning of a certain word numerically. Word embeddings or dense
distributed representations as Bengio et al. (2003) referred to them, are such an
1http://www.digitalmarketingchef.org/what-is-tfidf-and-why-does-it-matter-for-seo/
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approach of encoding a word as a low-dimensional, continuous, dense vector (Zhang
et al., 2016). They are capable of concealing the semantics as well as capturing the
syntactic similarity and relations between words. Traditionally, the length of the
vector is pre-defined to 100-dimensional long, but it can also be specified by the user
according to the needs of the task.
Word Embeddings are produced by training a variety of neural network-based

models on large unlabeled corpora. To capture the context of a certain word, they
derive semantic and grammar information as well as similarities between this word
and its surrounding words. As John Firth has also said:

“You shall know a word by the company it keeps!” (Firth, 1957, p. 11)

In other words, the semantics of a word is defined by its context; and by visualizing
them, we observe that semantically similar words are found near each other in a
coordinate system.
A major reason why word embeddings are preferred in text representation over

Bag-Of-Words technique is that they decrease the dimensionality of data, saving
memory and making the system less computationally expensive. Additionally, word
embeddings can be learned on unlabeled data in an unsupervised way, in other words
there is no need of corpus annotation.

3.2.1. Word2Vec Language Model

The most prominent neural net for vectorizing words is the Word2Vec model. It is
actually a class of models which was introduced by Mikolov et al. (2013) at Google
and released in 2013. Its architecture is based on a neural network with 2 layers
and 1 hidden layer. Word2Vec consists of 2 different variants: The Skip-gram and
the Continuous Bag-Of-Words (CBOW). The first model, Skip-gram, predicts the
surrounding context given a certain word, while the second model predicts the current
word given the context.

Word2Vec models are trained on large new corpora with billions of words (Mikolov
et al., 2013). Both software and pre-trained embeddings are available online. In this
project, one version of the Greek Summarizer exploits Word2Vec embeddings learned
by utilizing the Skip-gram model. Hence, we will focus on explaining thoroughly
the process of Skip-gram model for calculating continuous vector representations of
words.

As previously stated, Skip-gram model allows us to define the semantics of all the
words in a sentence by finding probabilities of surrounding words given a certain
word. First, the corpus is converted into vector space by using the One-Hot-Encoding
technique. Then, the One-Hot-Encoding score of the context word is fed as input into
the neural network, more specifically into the first “input” layer. During training the
input is multiplied with the weights of the hidden layer and forwarded later to the
output layer. In the output layer, the dot product computed previously is processed
by the output vector of the hidden layer and the weights of the output layer. The
softmax activation function is also applied in this stage converting the output vector
to a probability vector which represents probabilities for each context word.

The process explained above is called “fake task” of the Word2Vec Skip-gram model.
The “real” one is based on learning word representations instead of the prediction of
neighboring words. Word vectors-weights are learned during this prediction process
in the hidden layer and kept updating by using back-propagation in order to be able
to capture the semantic and syntactic relationships between words.
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3.3. Sentence Embeddings

Sentence embeddings can be considered as an extension of word embeddings. In
recent years, many researches based upon building models for learning sentence
embeddings have taken place. Sentence embeddings are the result of encoding full
sentences into a vector space. Semantically similar sentences appear closer to each
other in this multi-dimensional space. Additionally, they enclose more contextual
and meaningful information by taking into account the fact that they include all the
word embeddings included in it.

One naive but strong method for generating sentence embeddings is taking the
average of the word (Word2Vec) embeddings. This technique is mainly used to
calculate tweet embeddings (Ben-Lhachemi and Nfaoui, 2018), but it can also be
utilized for obtaining sentence embeddings. The logic behind it is very simple and is
the following: compute the mean score of all the word embeddings of a sentence in
order to find the sentence embeddings. The average vector of a certain sentence is
calculated as follows:

+ (B) = 1

#

#∑
8=0

+ (,8)

where N is the number of words included in the sentence(s) and V(Wi) is the word
embeddings of word Wi.
On the other hand, the most prominent scheme for unsupervised learning of

sentence embeddings is the Skip-Thoughts vectors introduced by Kiros et al. (2015).
Skip-Thoughs vectors are an extended version of the skip-gram model which computes
word (Word2Vec) embeddings. The concept is very similar; instead of predicting the
neighboring words of a given word, Skip-Thoughts predict the surrounding sentences
of a given sentence (Kiros et al., 2015). Their architecture is based on encoder-decoder
models. The proposed model consists of a Recurrent Neural Network (RNN) encoder
with Gated Recurrent Unit (GRU) and an RNN decoder with conditional GRU.
In detail, the encoder maps an input sentence (B8) into a vector by converts this
sentence into a sequence of word embeddings. This embedding layer(I8) is diffused to
the decoders, afterwards. The first decoder is used for prediction of the next sentence
(B8 + 1) and the second decoder for the previous sentence (B8 − 1). Both decoders are
trained to minimise the reconstruction error of the surrounding sentences given the
embedding layer (I8). The decoder are used to train the encoder by back-propagating
the reconstruction error to the encoder. The main product of Skip-Thoughts are the
encoder, where the sentence embeddings are generated and updated. Essentially, the
decoder is discarded since it is mainly used for the training of the encoder.
Another promising scheme for calculating sentence representations is LASER

(Language-Agnostic SEntence Representations), a collection of models and scripts
proposed by Artetxe and Schwenk (2019). This thesis project exploits LASER
collection for computing multilingual sentence embeddings. In the subsection below,
we analyse the aforementioned technique in more depth.

3.3.1. LASER Embeddings

As part of Facebook Research, Artetxe and Schwenk (2019) introduced a set of
models for generating joint multilingual sentence representations. The objective was
to compute universal language generic sentence embeddings with respect to the input
language and the NLP task. This signifies that LASER model maps semantically
similar sentences to close vectors regardless of the input language. LASER toolkit
supports 93 languages, including low-resource languages and dialects (Schwenk,
2019).
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The proposed method is based on an encoder-decoder architecture. It uses a
single BiLSTM encoder for all languages and an auxiliary decoder for prediction of
the output language. In detail, the sentence embeddings are produced by using a
max-pooling operation in the output of the BiLSTM encoder. The embedding layer is
utilized to intialize the decoder, afterwards. At this point, it is worth mentioning that
the encoder is unaware of the input language, allowing to learn language independent
embeddings. On the other hand, the decoder is given a language identification in
order to generate the specified language. For this purpose, a shared BPE (Byte-Pair
Encoding) vocabulary for all languages trained on concatenation of all corpora is
used.

The system was first trained with a small number of European languages increasing
gradually the addition of new languages. The expansion of training corpora enhanced
also the performance of the system encouraging it to learn the generic characteristics
of language families. Such method is considered beneficial for learning sentence
representations of languages with lack of large training corpora.
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4. Data

4.1. Data Collection

Finding available online data in Greek language for text summarization has proven
to be quite challenging. Looking also for a dataset containing uncut articles made
the task even more demanding. After carrying out a thorough research, a dataset
satisfying these requirements was found. The MutliLing Pilot 2011 dataset that
is used in this research is the product of MultiLing Pilot which evaluates multi-
lingual, multi-document summarization systems. The paper was published in the
Text Analysis Conference (TAC) 2011 (Giannakopoulos et al., 2011). The dataset
is mainly created for multi-document summarization, but it can also be utilized
effectively for single-document summarization. The full dataset has been available
since February 2012 and supports many languages such as Arabic, English, French,
Czech and Greek.
The original dataset was based on the WikiNews1 website. One hundred news

articles in English language have been extracted from the website; all the extra
links and images have been removed. The English texts were translated sentence-
by-sentence to each language. Specifically for the Greek language, three translators
have undertaken to translate the English source texts to Greek. The dataset, also,
consists of articles of different sizes with an average sentence length of 16.

In detail, the news articles refer to topics such as political issues, natural disasters
and crime investigations. Some articles share, also, the same topic and they are
considered as event sequences, namely a set of event descriptions sharing same main
actors and location (Giannakopoulos et al., 2011). Multi-document summarizers can
then be applied to these documents that function as event sequences and summarize
their content maintaining coherence and meaning.

4.2. Data Annotation

For this single-document summarization task, we exploited only a part of the
MultiLing Pilot 2011: a dataset containing only the source texts (100 in number).
The reason why we did not take advantage of the human and system summaries
provided by the dataset is that the summaries in this form correspond only to
multi-document summarization. Hence, the next step for us was to create a new gold
standard that would consist of summaries fitting to single-document summarization.
For each of the articles, two manual summaries were created to be used for the

automatic evaluation of the system summaries. Two human annotators participated
in the formation of the references. Both of the annotators are native speakers of
Greek. One of the annotators is the author of the project with a background in
Computational Linguistics and the other one with a background in Sociology. The
average time for summarizing 10 articles of different size was approximately 20
minutes. The length of the informative summaries was estimated from the beginning
to be exactly 30% of the original article. Due to the different size of each article, it
was not feasible to pre-define an exact number of words that would compose the

1https://www.wikinews.org/
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summary, but instead, we pre-calculated the number of candidate sentences to be
equal to 30% of the original article.

Given that we create a new collection of single reference summaries and we combine
it with the existing dataset of source texts derived from the MultiLing Pilot 2011, we
will call the new hybrid dataset from now on -for better understanding- the Extended
MultiLing Pilot 2011.

4.3. Data Preparation

For the implementation of the Greek Text Summarizers, we first had to prepare and
convert the data in the appropriate form in order to feed them into the systems. The
source documents are written in Modern Greek language; therefore, the necessary
settings were made to deal with texts encoded with charset UTF-8. After handling
Unicode characters, the most important next step was to clean the data.

First, all empty lines and white spaces were removed from the text to convert it into
a plain form. The next, most essential step was to segment the text by performing
tokenization. Instead of applying word tokenization, we chose to focus on sentence
tokenization. The reason why we performed sentence splitting is the fact that we are
working on a sentence-level text summarization. Sentence boundary disambiguation
is considered a challenge in natural language processing since punctuation marks are
not always clear and can be sometimes ambiguous. For instance, exclamation marks
or colons can be easily misinterpreted when it comes to internet slang language e.g.,
emoticons. In this project, though, we do not need to worry about such issues since
we are not dealing with casual and informal language, but with formal, “newspaper”
language instead. Table 4.1 displays the punctuation marks in Greek language and
their corresponding English ones to indicate some differences between them.

English Greek

Period . .
Comma , ,
Colon : :

Semicolon ; ·
Question Mark ? ;

Exclamation Mark ! !

Table 4.1.: Punctuation Marks in English and Greek for Sentence Boundary Detection.
Note: Semicolon in Greek is denoted as a raised point.

One can readily observe from the above table that punctuation marks between
English and Greek differ in some cases. To segment our Greek articles into sentences,
we made use of Spacy, an open-source library for natural language processing and
in particular, the Greek documentation created by Giannis Daras in the context of
Google Summer of Code in 2018. The software is available on GitHub2. From the
library, we utilized the sentence splitter tool for sentence tokenization. The function
splits the sentences by some punctuation such as period, comma, question mark or
exclamation mark. As soon as the sentence boundary identification was achieved, the
text was segmented in sentences which were in turn stored in a list. In the feature
extraction step, these sentences were processed with the purpose to generate sentence
embeddings.

2https://github.com/eellak/gsoc2018-spacy
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5. Greek Summarizers - Experimental Setup

This thesis is concerned with the implementation of a Greek Text Summarizer based
on a clustering method. Three different versions of the summarizer in terms of text
representation are presented in this research. The main idea is that the summarization
is based upon a clustering, partitioning method, the K-Means clustering algorithm.
By utilizing this technique, we will be able to distill news articles in any form
and generate extractive, informative summaries, afterwards. The diagram below
demonstrates the steps followed for the design of the Greek Summarizer.

Figure 5.1.: Architecture of the proposed system for Summarization of Greek News Articles.

For the implementation of the three summarization systems, we utilized the
Extended MultiLing Pilot 2011 dataset, as presented in chapter 4. The evaluation
results give us the opportunity to make comparisons between the systems and their
different settings. All systems perform summarization by using the same clustering
method; however, a major difference lies in the different text representation technique
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each of the systems follows. In detail, the experiments that took place in this research
refer to the different methods used for converting text data into numerical features
and more specifically, for encoding not only words but entire sentences. The methods
used for generating sentence embeddings are the following: Google’s Word2Vec
Embeddings, the TF-IDF algorithm and Facebook’s LASER Embeddings. Hence, the
experiments performed in this study are based on these three different techniques of
sentence representation. In the following subsections, we will delve more deeply into
the implementation of these versions of the system as well as analyze the common
settings which they share.

5.1. Average Word2Vec Embeddings

The first summarization model utilizes pre-trained Word2Vec vectors in order to
produce monolingual sentence embeddings for each of the sentences in the article.
Sentence embeddings are often learned by taken the average of word embeddings
(Lau, 2016). This naïve technique can be employed by using different word vectors
methods such as Word2Vec, FastText or Glove.
The Greek Word2Vec embeddings used for this experiment were derived from

the NLPL word embeddings repository (NLPL, 2017) presented by the Language
Technology Group at the University of Oslo. The repository consists of a “collection of
large-scale distributional semantic models for many languages”1. For Greek language,
the models were trained on the Greek CoNLL17 corpus with a vocabulary size of
1183194. Additionally, the length vector is 100-dimensional long.

To be able to work with the word embeddings, we first had to process the text file
containing all the entries with their corresponding actual vectors. A dictionary was
created with words as keys and values as their corresponding embeddings. Having
stored the pre-trained embeddings in this way allowed us to search for certain words
and their set of 100 vectors.

Encoding each article is required before initializing the clustering algorithm. Each
article was passed through a function that returns an array containing all the sentence
embeddings of this article. The function extracts all the words found in the article
and in turn, it initializes another function that iterates through the embeddings
dictionary with the purpose to find the embeddings corresponding to each word.
Afterwards, the vectors for sentences are calculated by taking the mean of the vectors
of the words that occur inside a sentence.

5.2. TF-IDF

Term Frequency – Inverse Document Frequency is the most popular term weighting
scheme. As outlined in section 3.1, TF-IDF measures the importance of a term across
the entire corpus (Salton and Buckley, 1988). The Term Frequency is normalized
by the Inverse Document Frequency since it reduces the weight of more frequent
terms i.e. stop words, pointing out more indicative words despite their low frequency
(Allahyari et al., 2017).

The second summarization system is based on representing the document-article by
assigning TF-IDF values on its terms. TF-IDF is mainly used in text summarization
for filtering stop words. Stop words due to their high frequency in the document can
cause noise and result to large sparse vectors. Thus, TF-IDF wipes them out setting
their TF-IDF score to zero or close to zero (Khan et al., 2019). For this purpose, we

1http://wiki.nlpl.eu/index.php/Vectors/home
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employed stop words for Modern Greek collected from the “stopwords-iso” collection
for 50 languages in JSON format (Diaz, 2016).

To calculate the TF-IDF value for each token, it was first considered essential to
tokenize each article into tokens as well as filter all the stop words and eradicate
them. Afterwards, the homonymous function TfidfVectorizer from the scikit-learn
library (Pedregosa et al., 2011) was utilized in order to weight each token with its
TF-IDF value. The output is a matrix indicating how each sentence in the article is
encoded by the TF-IDF values of its words.
This version of Greek Text Summarizer referring to it as System B is used as

baseline in this project for comparison with the remaining two systems. As previously
mentioned, TF-IDF algorithm may be efficient for filtering common, non-informative
words, but is not capable of capturing the semantics of a word compared to word
embeddings.

5.3. LASER Embeddings

As outlined in section 3.3.1, LASER Embeddings of any language are obtained by
joint training over many languages. Given the lack of Greek large corpora for training,
we chose to make use of the LASER toolkit, which supports more than 90 languages
including Greek, and generates sentence representations of any language without a
training set of this specific language.

To convert sentences of the articles into LASER embeddings, we only had to alter
the settings in the feature extraction stage. We utilized the LASER toolkit, which is
available online and very easy to handle. Following the instructions, we downloaded
and installed the models-encoders from the GitHub repository 2 as well as install
some extra dependencies to support texts written in Greek. Namely, we used the
bi-directional transliterator for Python, which transliterates Unicode text according
to specified rules. For instance, Greek texts had to be romanized according to the
Latin alphabet before processing (Artetxe and Schwenk, 2019). Thus, by applying the
LASER software onto the articles, we managed to obtain the sentence embeddings
of each sentence in the article. Afterwards, we fed them into the K-Means clustering
algorithm for sentence classification and eventually, article summarization.

5.4. Implementation of K-Means Clustering Algorithm

After experimenting with different text representation techniques, we apply the
K-Means clustering algorithm on our sample dataset in order to retrieve the desired
output-summary. In this project, we are making use of the K-Means cluster algorithm
found available on the scikit-learn documentation (Pedregosa et al., 2011) to divide
our sample (sentences) to k groups. As stated in section 2.2.6.1, the objective of the
algorithm is to minimize the within-cluster Sum of Squared Errors. For each article,
we initialize a number of clusters that corresponds to 30% of the original source text.
For instance, if an article consists of 10 sentences, we calculate its 30% which equals
to 3 sentences. Hence, we set the number of clusters for this certain article to 3 given
that the output summary should formed out of 3 sentences in order to represent
30% of the original article. After initializing randomly the centroids, each sentence is
assigned to the nearest centroid based on the squared Euclidean distance between
them. The coordinates of the centroids are then altered after calculating the mean
value of all sentences within each cluster. The sentences, in turn, are re-assigned

2https://github.com/facebookresearch/LASER
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based on the closest centroid. The algorithm runs 10 times with different centroids
seeds (mean values) each time until settling down to the best model in terms of
cluster inertia. By grouping sentences together in n-dimensional space, we expect
to produce clusters containing semantically similar sentences that share the same
theme and common information.

5.4.1. Sentence Selection

After classifying all sentences into clusters, we move on to the sentence selection
step. There are many techniques of choosing the best candidate sentence that will
be a part of the final summary. For instance, sentence selection can be based on
the location of the sentence in the original document. Typically, a sentence that
appears in the beginning of a paragraph is assigned a higher weight and thus, is
highly probable to be included in the summary (Saranyamol and Sindhu, 2014).
Sentence selection can also depend on the length of the sentence. Longer sentences
tend to be a part of the summary due to the fact that they may carry more essential
information. For this project, though, we chose to adopt another approach, known as
sentence selection based on cluster centroids. According to this technique, we choose
to include in the final summary that sentence that is closest to the center (centroid)
of each cluster.
After clustering all the data points to each cluster, we calculate the Euclidean

distance between each data point in the cluster and the centroid. The data point, in
this case the sentence, closest to the centroid is chosen to comprise the summary.
To compute the distance between two points, we utilize the function from scik-
itlearn_metrics library (Pedregosa et al., 2011). The function measures the minimum
distances between one point - and one set of points . ; here, the point - is the cluster
centroid and the set of points . refers to the vectors representing the sentences,
which belong to this cluster. After measuring the distance between each sentence
and the centroid of the cluster that it belongs to, we extract from each cluster the
sentence with the minimum distance from its centroid. The candidate sentences
are selected to form the summary. Table 5.1 depicts an example of choosing the
candidate sentences based on the distances between sentences and centroids for each
cluster.

Clusters Sentences
Distances between sentences and

their corresponding centroid
�1 [ 0 6 ] [ 0.26365295 0.2636831]
�2 [ 1 2 3 ] [ 0.3653869 0.32056883 0.3275295 ]
�3 [ 4 5 ] [ 0.29836872 0.2989672 ]

Table 5.1.: Example of sentence selection of article no.36: Given that sentences are already
assigned to clusters, we measure the distance between each sentence and its
corresponding centroid within each cluster. Bold font represents the sentences with
minimum distance from their centroid; these sentences are included in the summary.

5.4.2. Re-ordering of Candidate Sentences

The final step before the extraction of the candidate sentences is re-ordering of the
selected sentences. As mentioned before, the sentences are grouped in clusters based
on the minimum distance from centroids. According to this procedure, it is clear that
the sentences will be mixed and un-ordered within clusters. Hence, before sentence
extraction we need to sort the candidate sentences, which are already marked during
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the sentence selection step, in order to preserve the original structure and meaning
of the article. The following figure illustrates two different versions of an extracted
summary before and after sentence ordering:

Figure 5.2.: Summary of article no.80: 1BC version refers to summary before re-ordering the
extracted sentences and 2=3 version refers to the final output summary after
sentence re-ordering.

As shown in Figure 5.2, the candidate sentences for the article no.80 are [ 2 1 6 9
3 ]. The sentences are extracted in that order according to the cluster enumeration.
The issue, though, is that the extracted summary looks disordered due to the lack of
structure. To tackle this problem, we sort the sentences based on their initial order
in the original article. This assures that there will be no lack of consistency and
coherence in the output summary and no inaccuracies in terms of meaning will arise
out of this.

5.4.3. Summary Generation

According to the aforementioned criteria, the candidate sentences are selected, re-
ordered and eventually, extracted in order to form the output summary. Each
summary is saved in its own text file (“.txt” extension file) with each sentence written
on its own line. We have already ensured that the references summaries have been
produced in the same format. Keeping the files in this format enables us to apply
later the ROUGE package used for the evaluation of the generated summaries.
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6. Results

In this chapter, we present the experimental results on the Extended MultiLing Pilot
2011 Greek dataset. The evaluation results derive from two evaluation tasks, the
automatic evaluation task using the ROUGE 2.0 metric, and the human evaluation
task.

Also, as stated in chapter 5, the experiments conducted in this thesis refer to the
three summarization systems, which are the product of our research based on the
different types of text representation. For the convenience of the reader, we refer to
the first system using Word2Vec representations as System A, to the system that
utilizes TF-IDF representations as System B, and to the system exploring LASER
embeddings as System C. Systems A, B and C are first evaluated automatically by
applying the ROUGE metric and secondly, are assessed manually by three evaluators
willing to volunteer and contribute to this project.

With regard to our hypotheses, we make our first assumption that System A and
C will perform better in the summarization task as opposed to System B, because,
as mentioned in chapter 3, sparse vectors (TF-IDF) are not able to capture the
semantics of word or sentence since they represent only the importance of a term
in a corpus based on its frequency. Hence, we expect that System A and C which
use word embeddings, will yield better results due to the fact that the sentences will
be semantically represented resulting to better topic identification and clustering of
sentences that share more or less the same meaning. Moreover, we hypothesize that
System C will excel in most cases, contrary to the other systems, because it makes
use of already existing pre-trained sentence embeddings; for instance, in System A we
generate new sentence embeddings by averaging pre-trained word embeddings, while
in System C we utilize pre-trained LASER sentence embeddings and thus, we assume
that System C as a stronger model will represent the meaning of the sentences
more effectively. As far as the manual evaluation is concerned, we expect that the
evaluators will assign higher scores to systems A and C for the aforementioned reasons.
Additionally, the scores regarding the non-redundancy criterion, will presumably
be high enough considering that both systems will achieve to cluster semantically
similar sentences together and eventually, form a final summary that will not contain
any overabundant information.

6.1. ROUGE

In this section, we report and discuss the results derived from the automatic evaluation
task. As already mentioned, we make use of the ROUGE 2.0 package to evaluate the
summaries that have been generated by the summarization systems A, B and C. On
the grounds that text summarization is carried out on a sentence level, we choose to
include only the metrics, ROUGE-1 for evaluation of unigrams, and ROUGE-L for
evaluation of Longest Common Subsequence based on summary level.
It can be noted that we choose to present in this section only the results of five

out of the total 100 system summaries. The reasons for this decision is that first,
it is not feasible to include the results of all 100 summaries here due to the lack
of space -nonetheless, we report them in Appendix A- and secondly, we select on
purpose to evaluate the adequacy of those five system summaries because they are
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evaluated manually in the human evaluation task, as well. Hence, we examine also
to what extent the results from both evaluation tasks agree with each other.
Tables 6.1-6.5 depict the ROUGE scores of system summaries corresponding to

articles 33, 78, 0, 54 and 99, which have been selected randomly for analysis. For
each article, we present the evaluation results of three different summaries that have
been generated by systems A, B and C, respectively. For this evaluation task, as we
mentioned earlier, we created two different collections of reference (human) summaries.
Hence, each of the system summaries is evaluated against its two corresponding
reference summaries. The ROUGE scores obtained are averaged and presented
concisely in the below tables. The scores in bold font indicate the highest ROUGE
scores obtained at each evaluation test.
The findings in Table 6.1 demonstrate that System A and C perform better

than System B, with System A to yield higher F-score of 0.58 (ROUGE-L) and
System C to obtain an F-score of 0.60 (ROUGE-1). This is not surprising since we
were expecting to find that systems with Word2Vec and LASER embeddings would
generate summaries more similar to the reference ones. We also apply the ROUGE-L
(which measures the longest common subsequence between two texts) metric on
both reference summaries in order to examine to what extent they agree with each
other. For article 33, the agreement between the two reference summaries is only 0.31
(F-score). According to Mani (2001), previous studies have shown that low agreement
among human summaries is common; which sentences are considered important and
which ones should be extracted and included in the summary is totally subjective.
Hence, the agreement scores are expected sometimes to be low.

ROUGE
Scoring Type Recall Precision F-Score

System A
(Word2Vec)

ROUGE - 1 0.51 0.59 0.55
ROUGE - L 0.56 0.60 0.58
ROUGE

Scoring Type Recall Precision F-Score

System B
(TF-IDF)

ROUGE - 1 0.61 0.55 0.58
ROUGE - L 0.57 0.52 0.54
ROUGE

Scoring Type Recall Precision F-Score

System C
(LASER Embeddings)

ROUGE - 1 0.63 0.58 0.60
ROUGE - L 0.61 0.55 0.57

Table 6.1.: ROUGE-1 and ROUGE-L scores for system summaries corresponding to article
no.33. The summary consists of 4 sentences.

Table 6.2 depicts the results for system summaries created for the article no.78.
In this case, it is more straightforward that System A with Average Word2Vec
embeddings yields higher F-scores in both ROUGE-1 and ROUGE-L. The agreement
between the two reference summaries is measured to 0.59(F-score). This shows
that both human summaries were more identical to each other and in turn, the
summary generated by System A is considered more adequate with regard to its
corresponding reference summaries. For visual representation of which sentences each
system extracted for summary formation of article no.78, the reader is referred to
Figure 6.1.
Figure 6.1 illustrates the original article no.78 and the highlighted sentences are

the final sentences each system extracted in order to form the final summary for
the given article. As shown clearly, each system generates a different version of
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ROUGE
Scoring Type Recall Precision F-Score

System A
(Word2Vec)

ROUGE - 1 0.56 0.65 0.60
ROUGE - L 0.64 0.63 0.64
ROUGE

Scoring Type Recall Precision F-Score

System B
(TF-IDF)

ROUGE - 1 0.46 0.67 0.54
ROUGE - L 0.42 0.59 0.49
ROUGE

Scoring Type Recall Precision F-Score

System C
(LASER Embeddings)

ROUGE - 1 0.38 0.57 0.46
ROUGE - L 0.38 0.50 0.43

Table 6.2.: ROUGE-1 and ROUGE-L scores for system summaries corresponding to article
no.78. The summary consists of 3 sentences.

Figure 6.1.: Representation of the different ways each of the three systems selected and extracted
the final 3 sentences that will comprise the output summary of the article no.78.

summary; although, we observe that some sentences are chosen by more than one
summarization systems. It should be mentioned that in articles, the first sentence
usually represents the topic of the article in a concise way. Furthermore, the first and
last sentence tend to be the most informative ones, because they carry important
pieces of information regarding the entities described in the summary. Hence, by
including them in the summary we can achieve a more accurate representation of the
original article. In Table 6.2, we notice from the results that System A outperforms
the other two. By looking at Figure 6.1, we notice that System A has selected the
first 3 sentences of the main body of the article. System B extracts the topic (title)
of the article and two other sentences from the middle of the article, whereas System
C retrieves 3 sentences straight from the mid-point of the article. Although, System
B generated a comprehensible and coherent summary, System A produces an even
more readable summary which fits better to the reference ones.

From Table 6.3, where ROUGE scores for summaries referring to article no.0 are
illustrated, it may be noted that System A maintains its high ROUGE scores. In this
example, System B using TF-IDF representations generates a summary for article
no.0 identical to the one that System A created. Hence, both of them yield the same
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ROUGE-1 and ROUGE-L scores. It is worth mentioning that the agreement between
the two reference summaries is high (0.72), in this case as well. Surprising is the fact
that System C does not outperform the other systems neither in this case nor in the
previous one.

ROUGE
Scoring Type Recall Precision F-Score

System A
(Word2Vec)

ROUGE - 1 0.86 0.82 0.84
ROUGE - L 0.91 0.81 0.86
ROUGE

Scoring Type Recall Precision F-Score

System B
(TF-IDF)

ROUGE - 1 0.86 0.82 0.84
ROUGE - L 0.91 0.81 0.86
ROUGE

Scoring Type Recall Precision F-Score

System C
(LASER Embeddings)

ROUGE - 1 0.41 0.60 0.49
ROUGE - L 0.36 0.50 0.42

Table 6.3.: ROUGE-1 and ROUGE-L scores for system summaries corresponding to article
no.0. The summary consists of 2 sentences.

Continuing obtaining high F-scores, System A outperforms again the other two
systems with 0.59 (F-Score) in ROUGE-L, as illustrated in Table 6.4. The calculated
agreement score between the two reference summaries is 0.55, here. System C
with LASER embeddings comes second with 0.53 (F-Score), whereas the summary
produced by System B obtains a quite low F-Score of 0.39.

ROUGE
Scoring Type Recall Precision F-Score

System A
(Word2Vec)

ROUGE - 1 0.67 0.64 0.65
ROUGE - L 0.60 0.58 0.59
ROUGE

Scoring Type Recall Precision F-Score

System B
(TF-IDF)

ROUGE - 1 0.56 0.51 0.53
ROUGE - L 0.42 0.37 0.39
ROUGE

Scoring Type Recall Precision F-Score

System C
(LASER Embeddings)

ROUGE - 1 0.68 0.53 0.59
ROUGE - L 0.59 0.48 0.53

Table 6.4.: ROUGE-1 and ROUGE-L scores for system summaries corresponding to article
no.54. The summary consists of 4 sentences.

On the other hand, Table 6.5 presents the results of summarization of the article
no.99 and surprisingly, System B using TF-IDF excels with 0.74 (F-Score) in ROUGE-
1 and 0.71 (F-Score) in ROUGE-L. The agreement between the human summaries
is 0.59; thus, the summary generated by System B is more identical to both of the
reference summaries.

Taking everything into consideration, it can be assumed from the tables above, that
System A produces summaries more adequate with respect to reference summaries.
The information presented in the references is not covered to a great extent by
summaries that have been generated by Systems A and C. In this chapter, we only
discussed few examples of summarization results, but all 100 cases of summarizing
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ROUGE
Scoring Type Recall Precision F-Score

System A
(Word2Vec)

ROUGE - 1 0.58 0.79 0.67
ROUGE - L 0.62 0.75 0.68
ROUGE

Scoring Type Recall Precision F-Score

System B
(TF-IDF)

ROUGE - 1 0.72 0.75 0.74
ROUGE - L 0.72 0.71 0.71
ROUGE

Scoring Type Recall Precision F-Score

System C
(LASER Embeddings)

ROUGE - 1 0.50 0.64 0.56
ROUGE - L 0.48 0.59 0.53

Table 6.5.: ROUGE-1 and ROUGE-L scores for system summaries corresponding to article
no.99. The summary consists of 3 sentences.

news articles can be found in Appendix A. To report a final ROUGE score which
will define the overall performance of each of the three systems, we compute the
average of all 100 ROUGE-L F-scores. For System A, the average ROUGE-L score
is 0.49, for System B is 0.46 and for System C is 0.47.
The aforementioned generic results reveal that all three systems perform moder-

ately, neither too adequately nor too poorly. By looking at the results in Appendix
A, we note that all Systems sometimes show wide fluctuations in ROUGE-L F-scores
e.g. from 0.86 to 0.19 (System B). However, if we are to have a fair picture of
the dispersion of the F-scores, the standard deviation (f) for each system shall be
estimated. Hence, f = 0.15 for System A using Average Word2Vec, f = 0.137 for
System B with TF-IDF and f = 0.133 for System C with LASER embeddings. For
instance, the low standard deviation of System C indicates that the scores are closer
to the mean value and not too scattered like the F-scores of System A. System B
and C do not display any significant difference.

Regarding the overall performance of the summarization systems, we conclude that
System A employing Average Word2Vec embeddings to create sentence embeddings,
outperforms the other two systems. On the other hand, System B and System C do
not display substantial disparities between them; however, System C seems to achieve
better results than System B. It is also noteworthy that System A has the fastest
processing time (5.45 sec) compared to System B (8.76 sec) and System C (342.33
sec). A too slow runtime performance of System C was not expected since System A,
which utilizes also pre-trained embeddings, performs faster than all systems.

Additionally, we observe that the summaries including mainly the first and last
sentence of each paragraph or of the entire article, usually cover more sufficiently
the information presented in the reference summaries. An explanation of this finding
is partially given in Figure 6.1. With respect to our hypotheses, the experimental
results have further strengthened our confidence in our first hypothesis that System
A and C will perform better compared to System B thanks to the use of sentence
embeddings that result to a more accurate sentence representation. On the other
hand, we failed to confirm our second hypothesis regarding the superiority of System
C. The results reveal that the method of LASER embeddings (System C) could not
surpass the technique of Word2Vec embeddings (System A), which was unexpected
considering that System C utilizes pre-trained sentence embeddings for better sen-
tence representation. The low ROUGE scores that System C obtains, signify that
System C produces less adequate summaries than those that System A does.
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6.2. Manual Evaluation

In this chapter, we present the results obtained by the manual evaluation that took
place after the summarization of the news articles. In section 2.4.1, we discussed the
aim of human evaluation and the criteria the evaluators took into consideration in
order to carry out the given task.
Three annotators volunteered to assess the system summaries with respect to

their overall quality and more precisely, in terms of focus, structure and coherence,
and non-redundancy. We chose only three criteria out of 5, because we thought
that they are the most relevant to the nature of the extractive summaries. As
mentioned in section 2.4.1, the five-point scale is utilized to score precisely the
system summaries: 1 (Very Poor), 2 (Poor), 3 (Barely Acceptable), 4 (Good) and 5
(Very Good). Below, Tables 6.6, 6.7 and 6.8 correspond to the results obtained by
the three, different human evaluation tasks. The evaluators were asked to assess a set
of system summaries produced by Systems A, B and C. Instructions concerning the
interpretation of the evaluation criteria as well as to remain objective throughout
the evaluation procedure were, also, given to the raters. Moreover, Cohen’s kappa
coefficient was calculated to measure the percentage of agreement between the three
annotators.

As can been seen from Table 6.6, the first evaluator tends to assign higher scores
to those summaries that have been produced by Systems A and B. Overall, the
majority of the summaries generated by all three systems have been scored high
enough in terms of non-redundancy. An interpretation of these results could be that
almost always Systems A, B and C performed an ideal clustering, grouping together
semantically similar sentences so as to ensure that only one sentence out of every
cluster will be included in the final summary. With regard to focus and coherence,
all systems seem to perform quite well except for some cases where the extracted
sentences do not form a meaningful and comprehensible summary.

1st Participant Focus
Structure

and
Coherence

Non-
Redundancy

No.
of summary A B C A B C A B C

33 4 5 4 4 5 4 5 5 4
78 5 5 5 5 5 3 5 5 5
0 5 5 4 4 4 4 5 5 5
54 3 3 5 3 3 5 3 3 5
99 4 3 5 4 3 4 5 4 3

Table 6.6.: Human evaluation results: 1st participant.

In Table 6.7, the scores assigned by evaluator no.2 are presented. A quick glance
is enough to realise that the evaluator gives high marks (5) to summaries produced
by System C; for instance, in the cases referred to summaries no.33, 0 and 54. It
is notable that the scores for evaluation of summaries in terms of non-redundancy
are ,again, high enough; this means that our system summaries succeed to include
all the important information concisely without any unnecessary repetitions. The
main drawback is that System B and C show a lack of focus and coherence in their
summaries. For example, as discussed in Figure 6.1, System C forms a summary
by extracting sentences from the middle of the original text. In this case, there
may not be redundant information, but instead, meaningful and significant details
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for the understanding of the summary are missing. We pointed out that sentences
that appear in the beginning of the original article are usually of great importance
(introducing the main topic) and would be desirable to be included in the final
summary. Hence, system summaries that do not fulfill this condition often lack
cohesion; namely, connection across sentences.

2nd Participant Focus
Structure

and
Coherence

Non-
Redundancy

No.
of summary A B C A B C A B C

33 3 5 5 4 5 5 5 5 5
78 5 4 3 5 5 4 5 5 5
0 4 5 5 4 5 5 5 5 5
54 3 3 5 4 3 5 4 4 5
99 5 3 4 4 3 5 5 5 4

Table 6.7.: Human evaluation results: 2nd participant.

In Table 6.8, the scores assigned by the third participant are depicted. It may
be observed that this evaluator tends to be slightly stricter than the two previous
evaluators, mainly in the evaluation of system summaries based on focus and co-
herence criteria. Nevertheless, the scores for non-redundancy in the summaries are
maintained high enough; almost all summaries are scored with 5(Very Good). In
most cases, the evaluator leans towards System A and C by assigning slightly greater
scores than System B. By the low scores in focus, it can be noted that all three
systems have the tendency to produce summaries composed of sentences that contain
sometimes information not relevant or important within the context. The sentences
should have a focus by giving new piece of information, as well as presenting already
given information which should be connected smoothly with previous text.

3rd Participant Focus
Structure

and
Coherence

Non-
Redundancy

No.
of summary A B C A B C A B C

33 3 4 2 4 3 3 5 5 5
78 5 3 5 5 5 5 5 5 5
0 4 5 3 3 4 3 4 5 5
54 2 3 5 3 3 5 5 5 5
99 4 2 4 4 3 4 5 5 3

Table 6.8.: Human evaluation results: 3rd participant.

All in all, the system summaries given to the evaluators for assessment were graded
surprisingly well. By examining the results, we notice a common pattern among the
three evaluations. All system summaries in most cases were scored 4(Good) or 5(Very
Good) by all three evaluators by getting tested on the non-redundancy criterion.
This displays, as already explained, that the proposed summarization algorithm
grouped together semantically similar sentences, which share almost the same details,
and extracted the most informative one from each cluster to form the summary,
afterwards. For that reason, there is lack of repetitious information in the summaries.
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On the other hand, focus and structure/coherence were the criteria that concern
most the evaluators. By the scores each one of them assigned to the system summaries,
it can be seen that they did not share the same view about the evaluation. Some
evaluators i.e. the first participant, are more lenient than others that scored lower the
same summaries. This comes as no surprise, since it is known that human evaluation
can be subjective and these fluctuations in scores can be, therefore, expected. One
further factor we were worried about manual evaluation was that the evaluators
could get easily biased towards a summarization system during the evaluation. To
avoid this, we emphasized to deal with each system summary individually with no
influence from previous summaries.
In Table 6.9, we calculate the Cohen’s kappa measure to define the inter-rater

agreement between the three summarization systems. For this task, we used the
Online Kappa Calculator1, which allow us to compute kappa for any number of
cases, categories and raters. In this project, the number of cases refers to the three
evaluation criteria, the number of categories to scores (1-5) and the number of raters
to the three evaluators. For each summary and system, we present to which extent
the three raters agree while evaluating the same system summaries.

Inter-Rater Agreement
No.

of summary System A System B System C

33 77.78% 55.56% 11.11%
78 100.00% 66.67% 44.44%
0 33.33% 77.78% 33.33%
54 11.11% 66.67% 100.00%
99 77.78% 55.56% 33.33%

Table 6.9.: Measuring Cohen’s kappa for the inter-rater agreement among the three evaluators
regarding the three summarization systems.

By examining the table, we observe that the three raters agree substantially
(approx. 50-60% agreement) with regard to System B. On the other hand, with
respect to Systems A and C, the agreement between raters varies significantly, from
low (11.11%) to perfect agreement (100.00%). As shown before, each evaluator uses
their own judgement to assess the summaries and thus, some variations in scores are
expected.

1http://justusrandolph.net/kappa/

35

http://justusrandolph.net/kappa/


7. Conclusion and Future Work

In this thesis project, we introduced three extractive summarization models for Greek
news articles based on sentence clustering. The objective of the thesis research was to
evaluate various types of text representation in order to create sentence embeddings,
as well as to create a new dataset of reference summaries for summary evaluation:
an extension of the existing MultiLing Pilot 2011 dataset.

The main system was based on sentence clustering which was achieved by employing
the K-Means clustering algorithm. The three different versions of the summarizer
were formed by experimenting with different types of sentence representation: Average
Word2Vec embeddings, TF-IDF and LASER embeddings. The following steps were
common for all the systems: clustering semantically similar sentences, selection of
the most representative sentence (closest to the cluster centroid) of the cluster,
re-ordering of the candidate sentences and finally, summary formation. Each system
summary is 30% of the original article.

Two evaluation tasks were conducted to assess the performance of the summarizers,
first by using the ROUGE metric and secondly, by assessing the system summaries
manually, grading them with respect to their text quality. From the experimental
results, first, it can be concluded that Word2Vec embeddings (System A) and
LASER embeddings (System C) obtain higher F-score in ROUGE-1 and ROUGE-L,
surpassing in most cases System B that utilizes TF-IDF. We assume that sentence
embeddings computed by Word2Vec and LASER embeddings enclose more contextual
and meaningful information; either because they inherit important features by their
underlying word embeddings or because they are already pre-trained on large corpora.
Contrary to one of our hypotheses, LASER embeddings did not succeed to outperform
significantly the Average Word2Vec embeddings neither in speed nor in score. All in
all, we deduce that System A using Average Word2Vec embeddings performs best in
terms of the summarization task.
As the manual evaluation results indicate, our summarization model performed,

overall, really well in terms of non-redundancy in the summary. This shows that
the proposed clustering process has been quite successful since it confirms our main,
initial hypothesis: sentence clustering deals with the risk of useless repetition in the
summary. Our work, though, has clearly some limitations. Some weak points that
need to be considered are associated with the lack of structure and coherence in
some of the system summaries. In several cases, the candidate sentences that had
been extracted by the clusters did not form a meaningful, coherent summary due to
scarcity of sentence relevance. This could be avoided by introducing latent semantic
methods into the summarization process to enhance coherence properties within the
summaries. Continuing research on different text representation techniques as well
as other clustering methods would be of great interest.
To sum up, by choosing System A (Average Word2Vec) as the best version of

the summarizer, we managed to develop a strong, extractive summarization model
with promising results that could be readily used in practice. Despite the fact that
there is always room for improvement, our system could be a springboard for further
research on the summarization of Greek documents.
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A. Results

ROUGE-L (F-Score)
No.

of articles System A System B System C
No.

of sentences
0 0.86 0.86 0.42 2
1 0.23 0.49 0.69 3
2 0.27 0.49 0.33 4
3 0.43 0.46 0.59 7
4 0.25 0.19 0.21 3
5 0.26 0.47 0.62 3
6 0.82 0.82 0.29 2
7 0.38 0.24 0.34 5
8 0.73 0.22 0.40 5
9 0.60 0.56 0.39 3
10 0.24 0.52 0.28 5
11 0.34 0.30 0.53 5
12 0.69 0.49 0.75 5
13 0.59 0.58 0.36 4
14 0.32 0.54 0.55 13
15 0.21 0.30 0.64 5
16 0.41 0.45 0.40 8
17 0.58 0.55 0.57 5
18 0.27 0.47 0.45 4
19 0.32 0.34 0.61 4
20 0.58 0.45 0.57 9
21 0.39 0.47 0.51 5
22 0.35 0.55 0.48 6
23 0.58 0.59 0.40 8
24 0.59 0.30 0.71 3
25 0.44 0.78 0.44 3
26 0.24 0.47 0.32 8
27 0.33 0.29 0.35 5
28 0.63 0.44 0.55 10
29 0.57 0.46 0.44 5

Table A.1.: ROUGE-L (F-score) results: Summaries no.0 - 29
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ROUGE-L (F-Score)
No.

of articles System A System B System C
No.

of sentences
30 0.36 0.50 0.22 3
31 0.44 0.49 0.45 4
32 0.52 0.38 0.56 5
33 0.58 0.54 0.57 6
34 0.34 0.43 0.47 2
35 0.38 0.48 0.50 2
36 0.46 0.49 0.31 4
37 0.54 0.31 0.19 8
38 0.25 0.33 0.23 4
39 0.64 0.76 0.40 7
40 0.52 0.26 0.31 6
41 0.53 0.43 0.40 7
42 0.42 0.51 0.43 6
43 0.42 0.42 0.46 4
44 0.54 0.49 0.63 6
45 0.51 0.59 0.36 4
46 0.79 0.48 0.41 8
47 0.50 0.32 0.89 4
48 0.36 0.51 0.40 9
49 0.47 0.54 0.61 7
50 0.52 0.50 0.33 6
51 0.24 0.28 0.53 5
52 0.40 0.47 0.50 6
53 0.66 0.71 0.52 3
54 0.59 0.39 0.53 4
55 0.51 0.60 0.57 6
56 0.54 0.52 0.59 30
57 0.49 0.62 0.63 8
58 0.57 0.58 0.53 2
59 0.46 0.29 0.51 3
60 0.40 0.58 0.49 12
61 0.71 0.37 0.61 5
62 0.52 0.54 0.49 6
63 0.56 0.42 0.36 6
64 0.49 0.50 0.49 14
65 0.37 0.40 0.51 5
66 0.84 0.56 0.66 4
67 0.49 0.44 0.41 10
68 0.51 0.44 0.67 3
69 0.28 0.82 0.28 2

Table A.2.: ROUGE-L (F-score) results: Summaries no.30 - 69
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ROUGE-L (F-Score)
No.

of articles System A System B System C
No.

of sentences
70 0.30 0.50 0.36 3
71 0.51 0.18 0.44 4
72 0.49 0.35 0.49 3
73 0.84 0.24 0.74 2
74 0.38 0.61 0.69 6
75 0.63 0.49 0.51 4
76 0.80 0.32 0.43 2
77 0.34 0.60 0.45 6
78 0.64 0.49 0.43 3
79 0.60 0.54 0.37 7
80 0.57 0.43 0.50 6
81 0.57 0.70 0.55 6
82 0.41 0.45 0.77 3
83 0.46 0.31 0.31 3
84 0.85 0.61 0.62 3
85 0.34 0.31 0.29 6
86 0.49 0.49 0.51 5
87 0.61 0.54 0.30 3
88 0.43 0.38 0.41 7
89 0.83 0.39 0.45 4
90 0.79 0.24 0.34 3
91 0.33 0.37 0.50 3
92 0.57 0.39 0.57 4
93 0.52 0.32 0.52 11
94 0.59 0.36 0.49 5
95 0.38 0.40 0.28 4
96 0.33 0.49 0.60 6
97 0.51 0.48 0.51 6
98 0.54 0.60 0.63 5
99 0.68 0.71 0.53 3

Table A.3.: ROUGE-L (F-score) results: Summaries no.70 - 99
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