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Abstract

Hardened Model Aggregation for Federated Learning
backed by Distributed Trust

Felix Johannes Morsbach

Federated learning enables the training of machine learning models on isolated data
islands but also introduces new security challenges. Besides training-data-poisoning
and model-update-poisoning, centralized federated learning systems are subject to a
third type of poisoning attack: model-aggregation-poisoning. In this type of attack an
adversary tampers with the model aggregation in order to bias the model. This can
cause immense harm and severely weaken the trust a model-consumer puts into
federatively trained models. This thesis proposes a hardened model aggregation
scheme based on decentralization to close such attack vectors by design. It replaces
the central aggregation server with a combination of decentralized computing and
decentralized storage. A reference implementation based on the Ethereum platform
and the Interplanetary File System (IPFS) is compared to a classic centralized
federated learning system in terms of model performance, communication cost and
resilience against said attacks. This thesis shows that such a decentralized federated
learning system effectively eliminates model-aggregation-poisoning and
training-disruption attacks at the cost of increased network traffic while achieving
identical model performance.
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Chapter 1

Introduction

Over the last decade artificial intelligence and especially machine learning
experienced an explosion in popularity and success [1, 2, 3, 4, 5, 6]. These
success stories are mostly backed by huge amounts of high quality training
data which often is only realistic in specific fields and domains. In other do-
mains data is found in isolated silos, so called data islands. Training models
on isolated data sets alone yield sub optimal performance while combining
the data sets could yield significantly better performing models. [6, 7]

Sensitive patient records in hospitals are a prime example for this. Each
hospital is able to train models on their own set of data, but to achieve
feasible levels of performance these local data sets are too small. Pooling
the data into a central repository for training is not necessarily possible
either due to logistical limitations, but mostly based on privacy concerns
and regulations. This often hinders the use of machine learning in many
real world domains. [5, 6]

Federated learning (FL) is a technique that enables training on these iso-
lated data islands while at the same time respecting the privacy of the
training data [8]. In federated learning participants train models locally on
their private data and only share their locally trained models. In a second
step the shared models of multiple participants are aggregated into a single
global model. The private data therefore never leaves the owner’s system’s
boundaries.

In most federated learning systems (FLS) the aggregation of local models is
done by a central entity, a central server. By design this yields a single point
of failure and more importantly requires the trust of training participants, as
there is no direct possibility to verify the aggregation. In times of repeated
security, privacy and trust violations, the necessity of relying on pure honesty
when handling sensitive data is not an option. Therefore it is of the up
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most importance to research and develop hardened methods for data science,
which is why this thesis will cover a hardened model aggregation scheme for
federated learning by distributing trust.

In parallel to the increased attention to machine learning, the blockchain and
cryptocurrency field arrived in the mainstream and with it the possibility
of truly decentralized applications. Since its inception in 2008 [9], Bitcoin
and its derivatives became way more than a trustless electronic payment
system they once ought to be. By now one can find ready to use fully pro-
grammable general-purpose blockchain platforms like the Ethereum project
[10], while at the same time big players like the German government are
developing nation-wide strategies on how to leverage these technologies [11].
Blockchain based platforms like the Ethereum project offer a fully transpar-
ent computing service which guarantees the integrity and availability of its
operation in a trustless manner and therefore presents an interesting option
for realizing trust-sensitive tasks [12].

This thesis highlights security threats to the availability and integrity of
a traditional centralized FLS design (section 2.2). In order to resolve the
issues, it further proposes the use of a decentralized communication archi-
tecture built on top of the Ethereum platform for aggregating and orches-
trating the federated learning process (section 3 & 4). Last, it evaluates its
performance, cost and security compared to a standard FLS (section 5).
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Chapter 2

Background

2.1 Federated Learning

The main objective in machine learning is to learn non-linear properties
from a set of examples. In general, the more examples are available, the
better the resulting model will perform. Traditionally the data is collected
from many different sources into a centralized repository to create such a
huge dataset, on which the model subsequently is trained. Often this data
is of a very private nature such as personal photos on a smartphone for face-
recognition training or text messages for word-prediction training [8]. By
collecting the data in a central repository, the creator and owner of the data
completely loses control over the data and can neither check nor control how
their data is used.

In 2016 McMahan et al. [8], based on the work of Shokri and Shmatikov [6],
introduced Federated Learning (FL) and with it the FederatedAveraging

algorithm. In a federated learning setting, multiple parties collaborate to
train a shared model with their private data. The participants do use their
private data to compute training updates to a shared model, but subse-
quently only share the model updates. Hence, no raw private data is ever
shared. This implicates that the data owner effectively retains control over
their data, as there is no need to pool data into a central repository. While
this strongly enhances the privacy of the training data, federated learning
is no silver bullet. There remain and emerge further privacy and security
challenges [13].

2.1.1 The Federated Training Process

In a federated learning setting we assume that there are N actors, denoted
by At where t ∈ [1, N ], that are willing to participate in training a common
model Mg. Each trainer At has its own private and local data store Dt.
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Before the training starts, all participants gossip and agree on a set of hyper-
parameters such as the model configuration and generate a set of random
weights for the initial model. At the beginning of each training round the
current global model M i

g is broadcasted to a subset of trainer nodes. These
nodes compute an update to this shared model based on their local data
Dt, such that node At is generating the local model M i

t . Next, all local
models are collected again and aggregated into the next global model M i+1

g .
[7, 8, 13, 14].

2.1.2 Model aggregation

After collecting the local models from the trainer nodes, they have to be
aggregated into one single model using an aggregation algorithm. That
is, given a set of local updates, how should one aggregate these updates?
McMahan et al. [8] introduced the FederatedAveraging algorithm. In this
algorithm, the trainer nodes compute training steps with their local data and
then share the updated model weights with a central entity. This entity then
combines all the resulting models from the different participating trainers by
simply averaging the model parameters [8]. The result of this aggregation
becomes the starting point for the next training iteration.

2.1.3 Federated Learning Systems

While federated learning describes the overall and general idea on how to
collaboratively train models, a Federated Learning System (FLS) is an actual
design or implementation used for a specific purpose and possibly a specific
domain. Li et al. [14] introduced a taxonomy to describe the multiple facades
that FLSs can take. They classify FLSs along six axes: data distribution,
machine learning model, privacy mechanism, scale of federation, motivation
of federation and communication architecture.

Data distribution Typically the data distribution can be either hori-
zontal or vertical. In horizontal learning the local datasets offer the same
feature space but for a different set of samples. Datasets in vertical learning
on the other hand offer information about the same samples but on different
features. It is also possible to have a combination, so called hybrid systems.
[7, 14]

Machine Learning Model The machine learning model axis is quite
self-explanatory. It describes what kind of model the system is supposed
to train. Common examples are artificial neural networks, decision trees or
linear models. [14]
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Privacy Mechanism The federated nature of FL greatly improves the
privacy of private data already, but is not sufficient on its own. In addition
there are different methods to improve the privacy further by e.g. utiliz-
ing cryptographic methods like multi-party-computation and homomorphic
encryption, or by adding differential privacy. [13, 14]

Scale of Federation This axis is also described by Kairouz et al. [13] as
the difference between cross-silo and cross-device learning, whose terminol-
ogy is preferred over Li et al. [14]. This axis mainly describes the relation
between the number of trainers and how much data each trainer possesses.
In a cross-device setting it is assumed that there are many clients with small
amounts of data in comparison to a cross-silo setting where there are only
a few participants with massive amounts of data. This is an important
distinction as it greatly impacts the judgement of scalability. [13]

Motivation of Federation Training participants need a motivation to
provide data and computation resources. This is done either by regulations
or by creating an incentive. A classic way to create an incentive for individ-
uals is to improve a feature they use by utilizing their usage data. Other
ways might involve a simple financial incentive.

Communication Architecture There are two common communication
architectures: a centralized and a decentralized one. In the centralized com-
munication architecture, the more common one, there is a single central
entity responsible for aggregation and orchestration of the training process.
Trainer nodes usually only communicate with the central server. In a decen-
tralized architecture however, there is no central authority which is respon-
sible for aggregation and orchestration. Rather the trainers communicate
directly with each other and update the global model directly. [14]
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2.2 Security and Trust in FL

Federated learning brings many advantages compared to traditional machine
learning but also requires further attention regarding security. Threats to-
wards federated learning systems are divided into attacks targeting privacy
and attacks targeting performance [13]. With privacy targeting attacks an
adversary usually tries to extract information about the data that is used for
training, such called inference attacks [15]. Performance targeting attacks
however, try to bias the trained model such that it misclassifies input data
to the adversary’s advantage or to disrupt the training process as a whole
[13, 16]. This thesis covers the latter two scenarios.

2.2.1 Info-Sec Primer

In information security there are three key concepts that are widely used
to describe security properties of information systems: confidentiality, in-
tegrity and availability, also called the CIA-Triad. The first, confidentiality,
describes the concept of non-disclosure of information. That being, that in-
formation is only accessible by those actors which are supposed to do so, or
in other words, are authorized to access this information. Integrity describes
the concept of non-alteration of information, such that only authorized ac-
tors are allowed to modify information and possibly only in a predefined way.
Last, availability is the concept of non-denial of information access, such that
authorized actors are able to access information if requested. [17, 18]

Attacks on information systems can also be classified into four major cat-
egories: Interception, Interruption, Modification and Fabrication. Attacks
of a certain category target one or multiple security properties of a system.
Intercepting a message for example will mostly affect the confidentiality of
the information, while modifying a message will affect the integrity but also
can affect the availability of information. [17, 18]

For attacks to be possible, there needs to be a vulnerability which can be
exploited. A vulnerability is a flaw or weakness in the system. It can be
manifested in multiple different forms and levels, such as an implementation
error or a design flaw. Vulnerabilities on their own do not cause any harm.
A threat on the contrary is a collection of circumstances that actually cause
harm by exploiting a vulnerability. Although vulnerability and threat sound
quite similar and are often mixed up, they are different.

To assess the security of an information system, one often tries to threat
model a system. This is usually a very structured process to generate a
holistic view on a system from a security point of view. At the core lie
questions like ”What can go wrong?”, ”What does/would this imply?” and
”How can I prevent it?”. [17, 18, 19]
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2.2.2 Threat model

A classic federated learning system, classified along the axis introduced in
section 2.1.3, aims to train artificial neural network on horizontally parti-
tioned data, is motivated either by regulation or incentive and uses a cen-
tralized communication architecture. It can either be a cross-silo or a
cross-device setting and even though the latter is more common, this threat
model is aimed more towards a cross-silo setting, as this use case is less
researched. Therefore, the proposed system later on is also designed with
a cross-silo setting in mind. Please note however, that the threat itself is
applicable to both settings. The system under investigation also does not
deploy any further additional privacy mechanism.

The system architecture for such a classic FLS can be compared to a network
star-topology. There is a central server, which is responsible for aggregation
and orchestration. It forms the center of the network and is directly con-
nected to all other nodes in the network. Every other node is a trainer node
which is participating in the training. The trainer nodes are not connected
to each other. Further each trainer has a local data store which is only
accessible by them and therefore not by the central server. See figure 2.1.

Figure 2.1: Basic topology for a classic federated learning system

In the following two attacks targeting the model performance in this setting
are elaborated: The first disrupts the training process by exploiting the
single-point-of-failure nature of said FLS. The second describes a class of
attacks I term model-aggregation-poisoning which is rarely discussed
in other literature compared to e.g. model-update poisoning [20] or data
poisoning [21].
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Attack 1: Availability
Figure 2.2 shows a schematic attack on the availability of the FLS. If an
adversary managed to successfully execute a denial of service attack, it would
interrupt the connectivity and therefore availability of the central server. As
the central server’s availability is crucial to the whole system’s availability,
the whole system would be unable to operate, therefore the availability of
the system as a whole is harmed. This highlights the single-point-of-failure
nature of a centralized communication architecture, which is by design more
vulnerable to training denial attacks.

Figure 2.2: Scheme of an attack on a centralized federated learning system’s
availability

Attack 2: Integrity
Aggregating local models into a new global model is one core responsibility
of the central server. The server is trusted with this aggregation process
and is expected to modify the global model in a predefined and consistent
matter, in example by executing the FederatedAveraging algorithm. Doing
so ensures the integrity of the model aggregation. From this follows that
if the model aggregation is not executed as specified, the integrity of the
aggregation would not be given anymore.

In this attack the adversary’s objective is to insert a backdoor into a fed-
eratively trained model. This backdoor can then later be used to change
the output label of a certain set of inputs to bypass security checks. For
example: The trained model could be used for credit card fraud detection.
An attacker could use the manipulated behavior to let fraud transactions be
misclassified as a valid transactions.

The adversary has the capability to covertly take over the central server.
They is therefore able to tamper with the model aggregation process. The
exact attack on how to get root access is of no relevance here. There
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Figure 2.3: Scheme of an attack on a centralized federated learning system’s
model aggregation integrity

are many different attack vectors for this ranging from inside jobs to so-
phisticated technical exploits with privilege escalation. Figure 2.3 shows a
schematic attack of such an attack.

Proposed Attack: During or before the training process the adversary
covertly compromises the central server and gains full control. During the
aggregation process, most likely in the last or one of the last aggregation
rounds, they inserts a backdoor into the model. After the training is com-
pleted, the backdoored model is deployed into production by the alliance
members, as the attack happened covertly so far. The adversary is now
able to craft specific inputs which will trigger the backdoor and misclassifies
those inputs on the live production system.

2.2.3 Consequences of Integrity Attacks

In the previous section a threat towards the aggregation’s integrity is sketched.
Such a backdoor attack can have huge repercussions as highlighted in the
credit card fraud example earlier. The possibility of such a modification
attack and the potential harm severely weakens the trust a potential model-
consumer puts in the final model. Formulated differently: In this setting
there are no guarantees on the aggregation integrity. The model consumer
have to blindly trust the central entity to aggregate the local models as
specified. This blind trust is a no-go in many domains.
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2.3 Remaining Issues and Objectives

Centralized federated learning systems offer no guarantees regarding the
aggregation integrity and rely on trust instead. These designs also suffer
from the single-point-of-failure nature which come naturally with centralized
setups. They are vulnerable by design.

This thesis proposes a hardened model aggregation scheme. It guaran-
tees aggregation integrity and system availability by distributing trust,
utilizing decentralized technologies such as Blockchain or distributed file
storage.

Due to the fact that machine learning is a fast paced field, federated learning
systems also often lack behind current developments in machine learning
features [14]. To counter this, the proposed system additionally is built
on top of existing machine learning frameworks and technologies, such that
advances in machine learning frameworks are also immediately available.
This also lowers the barrier of entry for federated learning, as conventional
models built with widespread frameworks can easily be transformed.

2.4 Related Work

Kim et al. [22] propose a blockchain based federated learning system for
embedded devices in the IoT world. They propose a comparable approach
to this thesis by storing local model updates in a purpose specific block-
chain but lack a sophisticated aggregation algorithm or a security analysis.
They rather focus on the optimisation of the end-to-end latency and block
generation rate by analysing the communication, computation and power
constraints that come naturally in an embedded environment. Further, they
propose a basic verification of local training updates. However, this is not
about checking for malicious updates from for example poisoning attacks,
but rather trying to verify the contribution’s weight. That is, how much
effort a trainer has put into training this round, which then can be used to
create motivation and incentive for participation, as trainers are supposed
to earn a fair share of the profit.

Bao et al. [23] also propose a blockchain based federated learning system with
an incentive mechanism and especially a deterrence mechanism for dishonest
trainers. Therefore, their focus lies on dishonest trainers while this thesis
focuses on dishonest central parameter servers. Further they use homomor-
phic encryption as an additional mechanism to ensure the confidentiality of
the training data.

Both Kim et al. [22] and Bao et al. [23] rely on custom and specific pur-
pose blockchains rather than off-the-shelf solutions, which comes with many
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strings attached. Developing and operating a custom blockchain is no triv-
ial task. There are many security considerations that have to be taken care
of while the continuous operation of a blockchain might be economically
infeasible. In comparison to that, the system presented in this thesis uses
off-the-shelf, on-demand and autonomous solutions, such as the Ethereum
platform, which then can be composed together. This way it is not neces-
sary to reinvent the wheel by developing a blockchained federated learning
system from the ground up.
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Chapter 3

Method: Decentralized
Applications

With the rise of the Blockchain paradigm the possibility of truly decentralized
applications became reality. The Blockchain technology long moved past
the sole purpose of backing a trustless digital currency in Bitcoin and now
became the backbone of a technological revolution that could summon a
complete paradigm shift in computing [12, 24, 25].

The Blockchain technology stack is categorized into three layers with Block-
chain 1.0 being pure currency, Blockchain 2.0 introducing smart contracts
for more complex financial use cases like loans or auctions and Blockchain 3.0
bringing decentralized applications to domains beyond the financial sector
[12, 25, 26].

For building and operating applications beyond the sandboxed environment
of cryptocurrencies a wider ecosystem is required. If there for example
is ought to be a website, there needs to be a way to store static content
and a way to deliver it. If the website is supposed to be dynamic there
needs to be a computing service to render personalized content and handle
identities. Therefore, there are five concepts required for truly decentralized
applications: Data, Wealth, Identity, Computing and Bandwidth [12].

For decentralizing federated learning this thesis mainly requires decentral-
ized data and decentralized computing. The following paragraphs will there-
fore explain the concept behind those, introduce the technologies used later
on and especially highlight the properties and guarantees which they pro-
vide.

Please note that the information presented in this chapter is sufficient for
the scope of this thesis as it does provide an overview of the underlying
technologies. More importantly though, it defines the interfaces and their
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guaranteed behaviour relevant to the work presented here. For a broader
view on decentralized applications please refer to Raval [12], for a more
detailed view on Ethereum to its white paper [10] and for IPFS to Benet
[27].

3.1 Decentralized Computing (Ethereum)

Ethereum is a Blockchain-based platform which enables the operation of
decentralized applications, such called Dapps, by providing decentralized
computation. Just like Bitcoin, Ethereum also has a native cryptocurrency
(Ether) but is not limited to being a financial token. Through its Turing-
complete programming language for smart contracts it rather provides a
decentralized computing platform and as it is based on a Blockchain, its
integrity and availability is (almost) guaranteed. [10, 12, 25, 26, 28, 29, 30]

While there are multiple interesting facets, use cases and properties about
the Ethereum platform, for this project the most important aspect is, that
it offers a decentralized, transparent and tamper proof service for hosting
and executing arbitrary smart contracts with persistent storage and an im-
mutable computing history. In layperson terms a fully transparent computer
that everyone can program if they are willing to pay for it.

Applications that run on the Ethereum platform are built with smart con-
tracts. A smart contract in the realm of Ethereum and this project is basi-
cally just a computer program that runs in the Ethereum Virtual Machine
(EVM). With that come a few limitations and guarantees regarding the
development and operation of smart contracts on the Ethereum network
[10, 12, 25, 26, 28, 29, 30, 31]:

• While one can execute and test smart contracts locally, it has to be
deployed to an Ethereum network in order to be run under the service
guarantees provided by the Ethereum platform.

• If a smart contract is deployed to the Ethereum network, it is stored
in a block on the chain and is therefore by design immutable.

• To interact with a deployed smart contract, one can create a transac-
tion calling a functions in the contract and receive the output.

• Contracts can be stateful, meaning they can store data that is persis-
tent between calls. This data is stored in a block on the chain. Hence,
this provides a fully transparent computing history.

• As the Ethereum platform can be seen as computing service, transac-
tions such as deploying and interacting with smart contracts have to
be paid for.
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• As the chain is replicated and verified by every node in the network,
the computation is also guaranteed to be executed as programmed.

The main difference to traditional computing services is that Ethereum as
an application platform guarantees trustless integrity and availability.

As Ethereum is a computing service, there is also a payment model. The
computing workload is measured in gas, which is the fundamental unit of
computation. Each operation has a gas value associated with it, this map-
ping between operation and gas is fixed and defined in the specification.
The financial cost however is not paid in gas, but rather in Ether. When
requesting computation on the Ethereum platform, the gas price has to be
announced as well, that is how much Ether one is willing to pay per unit
of gas. This value is determined by the market and fluctuates over time.
Hence, while the computation required for the same function inside a con-
tract will not change over time, the actual cost in Ether most likely will.
[10, 28, 29, 32]

3.2 Decentralized Storage (IPFS)

A Blockchain is by design not meant to store vast amounts of data. While
it is true that contracts are stateful and therefore can store information
in blocks, this storage space is extremely expensive and precious. Storing
data on the Blockchain would require every participant in the network to
download this data, this would blow up the size of the Blockchain far beyond
feasible. The sheer size of the Bitcoin Blockchain already exceeds a point
where an average user can participate with a reasonable amount of effort
while it is only storing simple transactions logs. Logically this is an inefficient
solution as well, as every participant would store all uploaded data locally
while only using a tiny percentage of it. Rather than storing all the data
in every node, a decentralized data or storage system stores the same data
only in a few nodes and exchanges them on demand.

A decentralized storage system that is often used in conjunction with Block-
chain based applications is IPFS [33]. The Interplanetary File System (IPFS)
is a global distributed system for storing data. The peer-to-peer nature it
inherits from the BitTorrent protocol enables each participant to retrieve or
host any file in the decentralized network through a distributed hash table.
Data in IPFS is content-addressed rather than location-addresssed as it is
in the normal web. Files on the network are identified by their content iden-
tifier (CID) which is based on the content’s cryptographic hash. Therefore,
content addressed by a certain CID is immutable. [12, 25, 27, 34, 35]
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Chapter 4

Decentralizing Federated
Learning

This chapter proposes DecFL, a decentralized federated learning system to
strengthen the trust in federatively trained models. By utilizing decentral-
ized technologies and ideas, DecFL will render the threats highlighted in
section 2.2 ineffective by design. At its core, DecFL keeps the same overall
structure of centralized FLSs, but replaces the actual central server with
decentralized technologies.

First, the responsibilities carried out by a central server in a classic FLS are
analysed. Second, multiple concepts on how to replace these responsibilities
with decentralized technologies are elaborated. Last, this chapter describes
a prototypical implementation of these concepts which is later used for eval-
uation of said concepts.

4.1 Identifying responsibilities

A classic federated learning system is composed of two distinct applications,
the server side and the client side. By analysing a centralized FLS one can
identify key responsibilities the system as a whole has to fulfil in order to
operate. Further is it possible to assign each to either the server component
or the client component.

The central server is mainly responsible for orchestration, delivering and
receiving assets (such as model updates) and most importantly for aggre-
gation. Each node is only responsible for calculating model updates and
storing data, see table 4.1.
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Table 4.1: Responsibilities in a centralized FLS
Central Server Node

Orchestration Training
Distributing model Data storage
Receive training results
Aggregation

4.2 Decentralizing responsibilities

In order to decentralize the system, the responsibilities of the central server
have to be fulfilled in a decentralized manner. Hence, there needs to be a way
to operate in a similar fashion without the use of a central server. Figure 4.1
shows a high-level view of a decentralized FLS systems. Same as in classic
FL, each node holds its own private and local data store. Compared to the
classic FL though, the nodes don’t communicate with one single entity, i.e. a
central server, but rather contact some form of decentralized technology. In
the following sections multiple approaches for realizing the responsibilities
of the central server in a decentralized way are presented.

Figure 4.1: High-level view of the systems architecture

4.2.1 Orchestration

One of the key roles the central server occupies is the orchestration of the
training process. This includes for example providing information about
what model is trained, how many local trainings updates are required until
the next aggregation round etc.
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This can be realized easily by a smart contract, where the chain stores infor-
mation about the state which can be queued by the trainer nodes through
the contract.

4.2.2 Distribution of model configuration and weights

The central server has to deliver the model configuration once at the begin-
ning of the training process and the current model weights at the beginning
of each new training round to the participating trainers. To decentralize
this procedure a decentralized technology has to take care of this. A smart
contract on the Ethereum chain is not suited for this. While reading data
from the chain is free of charge, storing non-trivial amounts of data on the
chain is extremely expensive. A different approach is required.

The IPFS on the other hand is purposely built for these kind of scenarios.
Hence, instead of storing the data on the chain itself, the data is stored as
a file on the IPFS and the CID of the file is stored in the smart contract.
This way the data storage on the chain itself is minimized and also model
independent. Each trainer will then only read the CID from the chain and
in a second step download the model weights from the IPFS network.

4.2.3 Receive training results

Similar to the distribution of model assets, a place to store training results
for the succeeding aggregation is required. Also similar to the model distri-
bution, storing data on the chain itself is uneconomic. Therefore the same
approach is used, such that each trainer node stores its local update on the
IPFS network and only submits the CID to the smart contract. Figure 4.2
shows a dynamic view of the training process.

The training process for one trainer can also be described as follows:

1. At the beginning of each training round, the trainer will load the
current global model from the network. The trainer application will
request the model’s CID from the Ethereum chain by querying the
corresponding function in the smart contract.

2. The trainer application will download the model from the IPFS net-
work by querying the CID.

3. The trainer will train the model on its local data set according to
specification.

4. The trainer will upload the resulting model to the IPFS network.

5. The trainer will submit the update’s CID to the Ehtereum chain by
calling the corresponding function in the smart contract.
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Figure 4.2: Sequence diagram for training in DecFL

4.2.4 Aggregation

As soon as all trainers completed and submitted their local training, all the
information necessary for aggregation is stored on the chain and the IPFS
network. Aggregating the results in the smart contract therefore seems
fitting. The aggregation would be completely transparent and executed as
intended as long as the Ethereum chain operates correctly. But there are
multiple reasons that advice against doing so:

First, even though the aggregation is not necessarily computationally com-
plex (the FederatedAveraging algorithm for example only has a linear
growth in the number of parameters), the sheer number of weights that
need to be averaged can get quite high even for seemingly small models.
So even though the Ethereum chain is more suited for computation than
data storage, it is not built for massive amounts of computations either as
it wouldn’t be economically feasible.

Second, as described above, the resulting training data is not stored directly
on the chain itself, it is therefore not directly accessible from the smart
contract. Even if a smart contract would be able to read that data into
memory, these I/O operations would be extremely expensive.

19



Instead the aggregation is carried out by the trainers themselves. Trainers
download the local updates of all participating trainers of that round and
do a local aggregation. The result are uploaded to IPFS and the CIDs
submitted to the smart contract. Figure 4.3 shows a sequence diagram for
the whole aggregation process in DecFL.

Figure 4.3: Sequence diagram for aggregation in DecFL

This process can also be described as follows:

1. The trainer will request the CIDs for all model updates of this training
round by querying the corresponding function in the smart contract.

2. The trainer application will download all models from the IPFS net-
work by querying the CIDs from the previous step.

3. The trainer will execute an aggregation algorithm on all downloaded
models from this round according to specification.

4. The trainer application will upload the aggregated model to the IPFS
network.

5. The trainer will submit its aggregated model’s CID as a an aggregation
candidate to the Ethereum network by querying the corresponding
function in the smart contract.
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After all trainers have submitted an aggregation candidate, the smart con-
tract then has to decide which aggregation candidate to choose as the new
global weights. A way to reach consensus is required. For the here proposed
consensus protocol two important properties are required:

First, the model aggregation has to be deterministic. That being that ex-
ecuting the aggregation algorithm multiple times on the same sequence of
model updates only yields one result. This way if any number of honest
nodes compute the aggregation for the same set of training results, they all
end up with the same aggregation result.

Second, IPFS objects are content addressed rather than location addressed.
That being that if any number of honest nodes compute the same aggrega-
tion result and upload this to the IPFS network, they all end up with the
same CID.

After every participant uploaded it’s aggregation candidate, the smart con-
tract will hold a mapping of participant to aggregation candidate CID. If
all nodes are honest, they will all generate the same aggregation candidate
and therefore submit the same CID. In this case no consensus algorithm
is required. However, if the submitted CIDs differ, the smart contract will
choose the CID with the most submissions.

4.3 Implementation

The reference implementation1 based on the proposed DecFL design consists
of four major components: a decentralized computation system, a decen-
tralized storage system, a smart contract and a trainer application. The
Ethereum platform is used for hosting and execution of the smart contract,
hence realizing the decentralized computation component, while the IPFS
takes over the role of decentralized storage. Therefore, only a trainer appli-
cation and a smart contract needs to be implemented:

4.3.1 Trainer application

Figure 4.4 shows a static view of the trainer application that is run on each
participating trainer node. On a high level, the application is also made up
of four separate components.

The main application is written in Go and is mainly responsible for or-
chestration. It handles the coordination between the three subsystems and
passes information between them. The interaction to those subsystems is
hidden behind interfaces which are implemented by vendor specific drivers,

1https://www.github.com/FMorsbach/DecFL
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Figure 4.4: Static view of the DecFL trainer application

therefore the main application is vendor and framework agnostic. For ex-
ample: To use a different storage system it is only required to supply a
driver that adheres to the interface specification. (An example of this can
be found in the repository. It contains a storage driver for Redis which was
used during development.)

The second component is the training application itself and the correspond-
ing driver in the main application. As mentioned earlier, the system ought
to be built on top of already established ML-frameworks such as Tensor-
flow. To realize this, the training is not baked into the main application
but rather realized as a separate stand-alone application with a framework
specific driver. For this thesis, a driver for Tensorflow was implemented.

As the application communicates with two external systems, the IPFS net-
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work for storage and the Ethereum network for computation, those two
represent the last two components. For both there are ready to deploy
nodes which can be run directly on the system. As implied in the figure,
the actual Ethereum-node and IPFS-node applications can be ran on the
same system or on a separate machine. However, for the true benefit of
decentralization it is highly recommended that each trainer participates in
the networks directly by hosting their own nodes.

4.3.2 Smart contract

The smart contract is implemented as a state machine consisting of three
states: Training, Aggregation and Finished.

In the Training state, trainers can submit their local update addresses. As
soon as the last required update is submitted, the state transitions to Aggre-
gation. In this state, the trainers can submit their local aggregation result
addresses. As soon as the last required aggregation result address is sub-
mitted, the consensus protocol will choose one aggregation result address
and set it as the new global weights address. If this was the last training
iteration planned for this model and contract, the contract transitions to
the Finished state. This transition is final and the training is completed.
Otherwise the contract transitions back to the Training state and starts over
with the next training round.
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Chapter 5

Evaluation

For evaluating the proposed DecFL system four aspects are analysed. At
first, it has to be shown that the training and aggregation process is correct.
For this, a model is trained from the same starting conditions and in the same
environment twice. Once using the proposed DecFL system and once using
a simple federated learning implementation1. The two resulting models
are then compared. Second, the cost of using the Ethereum platform for
orchestration is broken down and analysed. Third, as communication cost
is generally considered to be dominant in federated optimization [8], the
communication effort of DecFL is compared to a centralized setup. Last, the
security threats highlighted in section 2.2 are revisited for DecFL.

5.1 Experiments

Environment Each training node runs Ubuntu 18.04 LTS on a single
core machine with 2GB of RAM. Each trainer runs their own IPFS (version
0.5.0−rc3) node. The nodes don’t run their own Ethereum node, but rather
connect to the Infura2 endpoint for the rinkeby test network. This is done to
cut down setup cost, as this way the nodes don’t have to fully synchronize
with the chain. In a production setting local Ethereum nodes would be
preferred, for testing purposes however, this setting ought to be sufficient.

Model For evaluating the performance and characteristics of DecFL the
classic MNIST digit recognition task is used [36]. The model used is the
standard TensorFlow setup using four layers featuring 101.770 trainable pa-
rameters, see Listing 5.1 [37]. The training data is distributed evenly across
the clients. A single and simple model is sufficient here as the focus lies on

1https://github.com/FMorsbach/SimpleFedML
2https://infura.io/
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analysing the characteristics of the alternative communication architecture
rather than federated learning itself.

1 model = tf.keras.models.Sequential ([

2 tf.keras.layers.Flatten(input_shape =(28, 28)),

3 tf.keras.layers.Dense (128, activation=’relu’),

4 tf.keras.layers.Dropout (0.2) ,

5 tf.keras.layers.Dense (10, activation=’softmax ’)

6 ])

7

8 model.compile(optimizer=’sgd’,

9 loss=’sparse_categorical_crossentropy ’,

10 metrics =[’accuracy ’])

Listing 5.1: Standard MNIST Model in TensorFlow

Configuration For the evaluation of this system a small test setup was
used. The model was trained for 3 global iterations with 3 nodes. A small
test setup like this is sufficient for the subsequent analysis as all key be-
haviours can be observed and analysed from it. There is no need to exhaus-
tively train complex models and waste energy.

5.2 Results

After the model has been trained with the two different frameworks from
the same starting conditions and configuration, the model trained with the
SimpleFedML framework Mc reached an accuracy of 0.9048 and a loss value
of 0.3585, the model trained with the proposed DecFL framework Md reached
an accuracy of 0.9052 and a loss value of 0.3584. Table 5.1 shows the trans-
action history for the contract used in the training of Md.

5.3 Analysis

5.3.1 Correctness of training

One key requirement for the feasibility of a decentralized communication
architecture is that the resulting model should not change the outcome of the
training. Algorithmically there is no difference between the two frameworks
on how the models are trained and aggregated as the same implementations
are used. However, the results show that the two trained models differ ever
so slightly. There are two points relevant regarding this difference:

First, even though both models started from the same weights and are
trained on the same data set, the training steps are not deterministic. Train-
ing two identical models one step on the same data set, can yield two different
results, as Stochastic Gradient Descent chooses the the data for the current
step at random [38].
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Table 5.1: Transactions history for contract
0x7d6dd66e7b767a4f9de1634c13b65923198e364e on the rinkeby test
net. Tx ID and Sender hashes have been shortend.

Block Nr. Tx ID Sender Gas Used Type

6602411 0xbc9f3d 0x951a6b 1350132 contract creation
6602411 0xaa6d74 0x951a6b 43588 add trainer
6602411 0xccac02 0x951a6b 43588 add trainer
6602411 0x052a88 0x951a6b 43588 add trainer
6602411 0xf63c53 0x951a6b 43348 add trainer
6602418 0x980cb1 0x263257 129461 training
6602421 0xa40705 0x263b53 114461 training
6602422 0xc64ac3 0x180428 135348 training
6602424 0x55b6bf 0x180428 215198 aggregation
6602424 0x7efe33 0x263b53 110676 aggregation
6602424 0xec1ca3 0x263257 148844 aggregation
6602425 0x0b57bb 0x180428 129461 training
6602426 0x1e019c 0x263b53 114461 training
6602427 0x6d3f59 0x263257 135348 training
6602429 0x2e4f19 0x263257 167796 aggregation
6602429 0x643e2f 0x263b53 110676 aggregation
6602429 0xba922a 0x180428 141344 aggregation
6602432 0x2979b5 0x263257 129461 training
6602433 0xff770b 0x263b53 114461 training
6602434 0xf2a145 0x180428 135348 training
6602440 0x2e1020 0x263b53 167796 aggregation
6602440 0x392cb3 0x180428 110676 aggregation
6602440 0x366c74 0x263257 141339 aggregation

Second, through the nature of a distributed system, the order in which
model updates either arrive at the central server or are written to a block
is not necessarily the same as they are produced in. Therefore the input
order for the model aggregation algorithm most likely will differ between
runs. The model aggregation algorithm however, is only deterministic for
ordered input due to the non-associativity of floating point operations [39].
Therefore, even though the set of updates used as input for the aggregation
algorithm might be identical, if the order is different between runs, the result
will be slightly different as well.

This explains the minor difference in performance between the models which
is therefore negligible. Therefore, the training is considered to be correct.
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5.3.2 Ethereum cost

The cost for running the smart contract on the Ethereum platform for train-
ing a model can not be easily calculated up front. The contract used here
is not customized for this specific setup but rather generalized in multiple
facets. For example there are multiple dynamic arrays holding information
about authorized trainers or submissions. This prevents the effective use of
automatic gas usage analysers. Therefore, evaluating gas usage analytically
upfront is not feasible in this case, which is why the following evaluation is
based on empirical data collected from the experiment, but can give enough
insides to form a general idea of how the computing cost will behave in
different scenarios.

There are three operations that cost gas: deploying and setting up the initial
contract, submitting a training result address and submitting an aggregation
result address. Since the contract does not store any model specific data but
rather only references, the gas costs are model independent. In example the
gas cost for submitting an update for a tiny model, as the MNIST digit
recognition task used here, is equal to the cost for submitting an update for
a bigger model. This is because the contract only stores an IPFS address
rather than the data itself. Hence the gas cost of training a specific model
only depends on the number of trainers participating and the number of
iterations that should be trained.

While the contract itself is of a fixed size and therefore also the deploy-
ment cost is constant at 1350132 gas, the deployment process also includes
transactions registering authorized trainers which cost is dependent on the
number of trainers. Registering a trainer costs on average 43528 gas.

The cost for submitting training results for one round is only dependent on
the number of trainers per round as its only concatenates a reference to a
list. The cost for submitting aggregation results is a bit more complicated to
calculate, as the last submission also will additionally trigger the execution
of the consensus algorithm. On average one training round costs 272462 gas
per trainer.

Assuming a gas price of 30 gwei the total setup cost cs can be expressed as

cs(i) ≈ 0.04 ETH + 0.0013 ETH ∗ i

where i is the number of trainers. The cost for one round of training is
approximately 0.00817 ETH per trainer. With a current Ether price of 215
Euro3, the experiment run would cost ≈ 25 EUR.

3taken on 5th June 2020
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5.3.3 Communication cost

Let c denote the number trainers participating in one training round and s
the size of the model’s weights. In classic FL each client has to receive the
weights once and send the weights once per round. Therefore, the per round
traffic for centralized FL Tc can be calculated as follows:

Tc = c2s

In DecFL each trainer also has to first receive the current global weights. The
training results on the other hand are not sent out directly, instead during
the averaging process each trainer has to share it’s local updates with the
c− 1 other trainers. The per round traffic for DecFL Td are therefore:

Td = c(s + (c− 1)s)

Assuming the trainer has correctly participated in the previous aggregation
round, the initial download of the current global weights are omitted, as the
data is already present on the trainer’s device. This would reduce the traffic
to:

Td = c(c− 1)s

The main difference between Td and Tc lies in the traffic growth regarding
the number of trainers c. In DecFL the growth is quadratic while the classic
centralized approach shows a linear growth.

5.3.4 Security analysis

At this point the two attacks on the availability and integrity (see section
2.2) of classic centralized FLSs are revisited. The same kind of attack is
ought to be replayed on the DecFL design.

Attack 1: Availability
As the Blockchain by design is resilient to availability attacks [28], the only
option as an attacker would be to disrupt the communication of a trainer
node. If an adversary managed to disrupt the availability of such a node,
this node would be unable to participate in the training process. However,
the key difference to the classic centralized approach is that this would not
render the whole system inoperable. Figure 5.1 shows a schematic disruption
of a single worker node in a decentralized setup. Since the Blockchain is fully
operable and the remaining nodes are as well, the training can continue.
By decentralizing the orchestration and aggregation responsibilities of the
centralized server the system is functional even in the case of a successful
availability attack on a single node.
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Figure 5.1: Scheme of an attack on a decentralized federated learning sys-
tem’s availability

Attack 2: Integrity
As the Blockchain is also resilient to integrity attacks by design [28], the only
option again would be to attack a worker node. If an adversary managed
to hijack a worker node and gain full control of the training operation, they
would be able to tamper with the aggregation. Figure 5.2 shows a schematic
corruption of a single worker node. Submitting a faulty aggregation from
this corrupted trainer would result in a different content address as the
aggregation results from honest nodes and therefore would be ignored by
the consensus algorithm. Hence, there is no possibility that one dishonest
node can tamper with the aggregation in that scenario.

5.4 Summary

In summary, the proposed DecFL framework utilizes the Ethereum platform
and the IPFS network to produce correct training results. The cost for
using the Ethereum platform is only dependent on the number of partici-
pants and the number of training rounds. The communication effort scales
quadratically in the number of participants compared to the linear growth
of a traditional centralized communication architecture. However, DecFL

guarantees the integrity of the aggregation process and the availability of
the whole FLS.
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Figure 5.2: Scheme of an attack on a decentralized federated learning sys-
tem’s integrity
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Chapter 6

Conclusion

Classic federated learning systems with a centralized communication archi-
tecture are by design vulnerable to attacks on the model’s integrity and the
availability of the training process. The threat of a covertly compromised
model through such a vulnerability significantly reduces the trust a potential
model-consumer puts into a federatively trained model.

DecFL uses a decentralized approach to federated learning in order to elimi-
nate these shortcomings. Replacing the central server’s responsibilities with
decentralized technologies such as smart contracts and distributed file sys-
tems yields an alternative with better security guarantees.

A prototypical implementation of said design, utilizing the Ethereum plat-
form for smart contract computation and the IPFS network for distributed
storage, shows that training a model with DecFL leads to (almost) identical
performance compared to a classic FLS. Hence, the DecFL design can be
considered to be effective.

By analysing the traffic cost however, it can be seen that while being an
effective solution, it might not be an efficient one. With the proposed aggre-
gation mechanism the communication cost grows quadratically in the num-
ber of participants compared to the linear growth in the classic centralized
system architecture. Furthermore, the cost of using a computation service,
such as the Ethereum platform, needs to taken into account. The cost is
mostly dependent on the number of training rounds and can be significant
even for only a few iterations.

Security – as always – is a trade-off and while DecFL does provide hardened
aggregation by guaranteeing aggregation integrity and system availability,
these security benefits come at a cost. It is up to the specific use case
to reason about the necessity of additional security requirements and what
countermeasures to implement.
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6.1 Discussion and Future Work

The computation cost analysis is not as precise as it could be, due to the not
particular well optimized smart contract implementation. Using non-fixed
sized types for storage such as strings, dynamically-sized arrays or mappings
make a generalized analytical gas cost calculation impossible. Optimizing
the implementation and moving to more specialized contracts will most def-
initely reduce the gas cost and improve the predictability of said gas usage.

Further, this work presents a decentralized alternative to the classic feder-
ated learning system in order to deal with a malicious central server. It does
however not deal with malicious trainers, who could cause comparable harm
to the system and the federatively trained models. Hence, there is a need
for further research and development into this area. One might either adapt
existing solutions to the malicious trainer problem into DecFL, or develop a
novel solution, which relies on decentralized properties and guarantees.

While one of the main value propositions of federated learning is the in-
creased privacy of training data, DecFL weakens this proposition to some
extend. Due to the permanent computing record of the Blockchain, model
updates of trainers are publicly accessible. Even though these are model
updates and not training data, recent research shows that information can
be leaked from such updates [15]. Therefore, further research on how to
strengthen the confidentiality of the training data is needed. Possible so-
lutions to this could range from simple encrypting and signing of updates
to more sophisticated approaches such as the use of differential privacy or
homomorphic encryption [40].
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Adrià Gascón, Badih Ghazi, Phillip B. Gibbons, Marco Gruteser, Zaid
Harchaoui, Chaoyang He, Lie He, Zhouyuan Huo, Ben Hutchinson,
Justin Hsu, Martin Jaggi, Tara Javidi, Gauri Joshi, Mikhail Kho-
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Richard Nock, Ayfer Özgür, Rasmus Pagh, Mariana Raykova, Hang
Qi, Daniel Ramage, Ramesh Raskar, Dawn Song, Weikang Song, Se-
bastian U. Stich, Ziteng Sun, Ananda Theertha Suresh, Florian Tramèr,
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