
UPTEC F 20058

Examensarbete 30 hp
November 2020

Reinforcement Learning of Repetitive 
Tasks for Autonomous Heavy-Duty 
Vehicles 

Simon Lindesvik Warma



 

 
 
Teknisk- naturvetenskaplig fakultet 
UTH-enheten 
 
Besöksadress: 
Ångströmlaboratoriet 
Lägerhyddsvägen 1 
Hus 4, Plan 0 
 
Postadress: 
Box 536 
751 21 Uppsala 
 
Telefon: 
018 – 471 30 03 
 
Telefax: 
018 – 471 30 00 
 
Hemsida: 
http://www.teknat.uu.se/student 

Abstract

Reinforcement Learning of Repetitive Tasks for
Autonomous Heavy-Duty Vehicles

Simon Lindesvik Warma

Many industrial applications of heavy-duty autonomous vehicles include 
repetitive manoeuvres, such as, vehicle parking, hub-to-hub 
transportation etc. This thesis explores the possibility to use the 
information from previous executions, via reinforcement learning, of 
specific manoeuvres to improve the performance for future iterations. 
The manoeuvres are; one straight line path, and one constantly curved 
path. A proportional-integrative control strategy is designed to 
control the vehicle and the controller is updated, between each 
iteration, using a policy gradient method. A rejection sampling 
procedure is introduced to impose the stability of the control system. 
This is necessary since the general reinforcement learning framework 
and policy gradient framework do not consider stability. The 
performance of the rejection sampling procedure is improved using the 
ideas of simulated annealing.
    The performance improvement of the vehicle is evaluated through 
simulations. Linear and nonlinear vehicle models are evaluated on a 
straight line path and a constantly curved path. The simulations show 
that the vehicle improves its ability to track the reference path for 
all evaluation models and scenarios. Finally, the simulations also 
show that the controlled system is kept stable throughout the learning 
process.
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Populärvetenskaplig sammanfattning

Autonoma fordon är en viktig pusselbit i framtidens transportlösningar och
industriella miljöer, både klimat- och säkerhetsmässigt. Många manövrar
industriella fordon utför är repetetiva, exempelvis parkering. Det här arbetet
utforskar möjligheten att lära sig av tidigare försök av manövern för att
förbättra fordonets förmåga att utföra den. En proportionelig-integrerande
reglerstruktur används för att styra fordonet. Reglerstrukturen är en till-
ståndsåterkoppling där regulatorn består av två proportionelig-integrerende
regulatorer. Reglersystemet är initialiserat stabilt och fordonet låts utföra
en iteration av manövern. Regulatorn updateras mellan varje iteration av
manövern med hjälp av förstärkningsinlärning. Förstärkningslärning innebär
att man använder informationen från tidigare försök av manövern för att för-
bättra fordonets förmåga att följa referensbanan. Förstärkningslärningen ger
alltså instruktioner om hur regulatorn ska uppdateras baserat på hur fordonet
presterade under förra iterationen. En samplings procedur implementeras för
att försäkra stabiliteten av reglersystemet eftersom förstärkningslärandet inte
tar hänsyn till detta. Syftet med samplings proceduren är också att minimera
de negativa effekterna på lärningsprocessen.

Algoritmen är analyserad genom att simulera fordonet med hjälp av både
linjära- och olinjära utvärderingsmodeller på två olika scenarion; en rak
bana och en bana med konstant kurvatur. Simuleringarna visar att fordonet
förbättrar sin förmåga att följa referensbanorna för alla utvärderingsmodeller
av fordonet. Simuleringarna visar också att reglersystemet hålls stabilt under
lärningsprocessen.
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∇θ gradient with respect to θ.
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ρr radius of curvature reference.
σ standard deviation.
θ θ =

[
KP1 KI1 KP2 KI2

]>, parameters of the policy.
an action at time step n.
eψ eψ = ψ − ψr, heading error.
ey ey = ρs −

√
(x− xr)2 + (y − yr)2, lateral error.

i episode.
K number of episodes.
KI integrative gain.
KP proportional gain.
N terminal time step.
n discrete time.
q time shift operator.
Rn return, sum of the future regrets at time n.
rn regret at time step n.
sn state at time n.
t continuous time.
u system control input.
ur system control input reference.
v speed.
z system states.
zr system states reference.
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1 Introduction

1.1 Background

Self-driving is a novel technology but it is developing rapidly. New driving
assisting features are integrated in every new generation of cars, busses, heavy-
duty vehicles (HDV) etc. These features make the vehicles more and more
autonomous. An autonomous vehicle is a vehicle that is able to drive safely
without, or with little, human supervision. It does so by perceiving objects
in its surroundings and taking appropriate actions according to the position,
velocity etc., of these objects. A system that contains all the features for the
vehicle to be autonomous is called a self-driving system (SDS). Integrating
SDSs in industrial HDVs can contribute to improved safety, reduced operating
costs, and reduced fueling consumption. Some of the manoeuvres these
vehicles perform are repetitive (e.g. park in a specific loading dock and
hub-to-hub transportation). A repetitive task is, thus, a manoeuvre that the
vehicle is required to perform over and over again by following the same path.
These manoeuvres are not only repetitive but also require high-precision. For
instance, if the vehicle needs to park in a specific loading dock to unload and
load its goods, it is crucial that the vehicle is parked correctly. It is, thus,
challenging to build SDSs since they require high-precision motion controllers.

Today’s motion controllers often use optimization based techniques, for
instance, model predictive control (MPC) [1], linear quadratic (LQ) control
[2] among others. These control structures use nominal models to compute
a control command to follow the trajectory based on a fixed cost-function.
Consequently, the controller will achieve similar performance at every iteration
of the task.

The idea of reinforcement learning (RL) is to learn from past information
and adjusting the action to improve the performance. The aim is to maximize
(or minimize) some performance measure over time, called reward or regret. In
this thesis, it is more convenient to use the concept regret since the aim is to
minimize the differences from the reference path. For instance, differences in
heading, positions, and curvature. To minimize the regret, an agent interacts
with the environment (i.e. vehicle), receives regrets, indicating how good the
action is, and then improving the action policy. Consequently, RL will allow
to tune the controller automatically by learning from previous experiences of
executing the manoeuvre.

One of the common classical controllers are proportional-integrative-
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derivative (PID) controllers. PID are one of the most common controllers
deployed in the process industry. One reason for this may be that these
controllers are easier to understand and implement compared to, for instance,
MPC and LQ controllers. The performance of a PID controller is, however,
limited by its linearity and also the heuristic tuning of the parameters (gains)
of the controller. There exist some tuning methods e.g. Ziegler-Nichols,
Cohen-Coon, but they do not generally find an optimal set of parameters [3].

The work of this thesis explores the possibility to improve the performance
of proportional integral (PI) controllers, controlling the HDV, using RL, while
ensuring the stability of the control system. The stability of the control
system will be imposed using a rejection sampling procedure (RSP) [4, 5].
The RSP will reject the unstable configurations of the control system and
accept the safe ones. Finally, to make the RSP more effective, the ideas of
simulated annealing (SA) [6] will be deployed together with the RSP.

1.2 Problem Description

Several manoeuvres HDVs perform in industrial environments are repetitive,
e.g. parking. To accomplish these tasks, the vehicle typically needs to follow
a predefined path, see Figure 1.1. For a human driver, these paths can be
individual to the driver based on his/her preference of operating the vehicle.
For an autonomous vehicle, however, these paths are typically predetermined
by a motion planner that computes the most suitable path based on the
surroundings of the vehicle. Accordingly, the motion planner will output
similar paths for a specific task given that the surroundings are unchanged.

The motion controllers used today, recall Section 1.1, will achieve similar
performance at every iteration of the task. Then the question arises how to
improve the performance of the manoeuvre. First, let the motion controller
of the vehicle be an easily understandable and implementable controller, such
as a PI controller. A PI controller is defined by a set of parameters (gains)
that determines the performance of the controller. Consequently, the aim is
to design the PI controller such that the vehicle is able to stay as close to the
path as possible. By analyzing the properties of the vehicle (e.g. position,
heading, velocity etc.), it is possible to define which of the properties that are
important for following the desired path. From this, a cost function can be
formulated that describes the most important differences between the vehicle’s
path and the desired path. Optimizing this cost function with respect to the
gains of the controller yields a controller that will minimize these differences

2



Vehicle

Path

Figure 1.1: Illustration of a tracking problem.

and thus, the vehicle will follow the path. The paths that will be explored
in this thesis are one straight line path and one curved path with constant
curvature. Furthermore, the speed of the vehicle is assumed to be constant.

The optimization is done with a RL algorithm. RL allows for minimizing
the cost function by updating the controller from iteration to iteration, recall
Section 1.1. The process works as follows. First, initialize the controller
such that the control system is stable. Second, letting the vehicle perform
an iteration of the manoeuvre. Third, compute the cost function for the
iteration. Fourth, update the controller using RL, based on the cost function,
to improve the tracking performance. Finally, the stability of the updated
controller is verified. If the controller is safe, a new iteration of the manoeuvre
is performed immediately. If the controller is unsafe, the controller is updated
while imposing the stability criterion, via a RSP, and then a new iteration is
performed. This algorithm is described in Figure 1.2.

The RSP is combined with the ideas of SA to ensure that the agent preserve
the information from previous iterations of the manoeuvre. A general RSP
will sample a new controller in a uniform neighborhood of the previous safe
controller. Thus, the new controller may be further away from the optimal
solution and the information from the previous iteration is lost. SA allows
for decreasing the neighborhood as the learning process evolves. Also, by
ensuring that the sampled controller always follows the direction towards the
optimal controller the speed of learning can be increased.

Additionally, the simulations of the vehicle, the implementation of the
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Figure 1.2: Algorithm structure.

controller, and the implementation of the RL algorithm has been done in
MATLAB.

1.3 Related Work

In recent years, RL has been most known for Google’s DeepMind. DeepMind
is a computer program, based on RL and Monte Carlo tree search, that
was able to defeat the world champion in the board game Go. RL applied
to vehicle motion control is used in several papers. Pyeatt and Howe [7],
uses RL to learn racing manoeuvres in a racing simulator. Loiacono et al.
[8], also uses RL in a racing simulator but specifically learning overtaking
manoeuvres. These approaches, however, are limited to low dimensional
action and state spaces. Xia et al. [9] use a combination of deep learning
and RL to learn control strategies that can handle high dimensional state
and action spaces. Moreover, deep RL has been investigated in several
works regarding autonomous underwater vehicles (AUV) [10, 11]. These deep
learning approaches can handle continuous state and actions spaces but need,
in general, many iterations to converge due to the deep neural networks that
the algorithms use.

PID controllers are used in a variety of applications from biochemical
processes [12] to wind turbines [13]. Qin et al. [14] combines deep RL with
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classic control theory by tuning the gains of a PID controller with deep Q-
learning to balance an inverted pendulum. Peters and Schaal [15] investigate
policy gradient methods for learning motor skills but do not consider the
aspect of classical control theory. They identify several advantages with policy
gradients over the standard RL framework. For instance, it is easier to include
the domain knowledge and consequently, policy gradient methods require less
parameters in the learning process compared to traditional RL methods. The
idea of combining policy gradient methods for tuning PID controllers was,
however, not discussed.

1.4 Thesis Outline

In Section 2, the fundamentals of RL are explained and the concepts of RL
are related to the control problem of this thesis. In the following Sections 3
and 4, the stability of the controlled system is introduced and a method of
imposing the stability constraints in the algorithm is described, respectively.
Section 5 presents the simulation results. Finally, Section 6 discusses the
future work and concludes the thesis.
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2 Reinforcement Learning

RL is a subset of machine learning methods that learns from interactions to
achieve a specific goal [16]. Accordingly, RL is a suitable approach to solve
problems where the system performs the same task in a repetitive manner.

This section presents the fundamentals of RL. Then, the model of the
environment (vehicle) is described. Afterwards, the control strategy using
the model of the environment is presented. Also, we introduce a performance
measure allowing for evaluative feedback. Finally, the policy improvement
strategy (i.e. RL method) is explained.

2.1 The Reinforcement Learning Problem

A RL task is mainly based on two units, an agent and its environment.
The aim for the agent is to control the behaviour of the environment to
achieve a specific goal [16]. To achieve its goal, the agent, which is the
learner and decision maker, interacts with its environment that consist of the
surroundings of the agent. The agent selects an action and the environment
reacts to that action and introduces the agent to a new state. Note that the
agent, environment, and action are equivalent to the controller, the system
(or plant), and the control signal, respectively, in a classical control context.
In this thesis, the environment is the vehicle, the agent is the PI controller,
and the control signal can be curvature, steering angle etc. Moreover, the
agent receives rewards (or regrets), numerical values, from the environment
based on the selected actions. Figure 2.1 illustrates the interaction process
between the environment and the agent. Note that q, in Figure 2.1, denotes
the time shift operator.

Mathematically, this interaction can be formulated as follows. First,
consider a sequence of time steps, n = 0, 1, 2, ..., a set of states S of the
environment, and a set of actions A(s), s ∈ S. At each time step n, the
agent is introduced to a state sn. Based on that state, the agent selects
an action an ∈ A(sn). In the next time step, n + 1, the agent receives a
reward rn+1 ∈ R and the environment propagates to next state sn+1. This
interaction is repeated until the agent has completed the task (i.e. terminal
state is reached) or the terminal time is reached, depending on the problem
formulation. This is also known as an episode of the task.

For the agent to know which action an ∈ A(sn) to select it is necessary
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Agent
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State, sn

rn+1

Reward, rn

Figure 2.1: Illustration of the interaction between the agent and the environ-
ment [16].

to introduce a mapping from a state to the probability of selecting a specific
action. This is called a policy, πn. More precise, π(s, a) is the probability of
selecting an = a given that sn = s. Note that policies also can be deterministic.
In that case, the probability disappears and the policy maps directly from a
particular state to a particular action. Moreover, RL methods instructs the
agent how to update its policy after interacting with the environment. The
aim of the agent is to maximize the total sum of rewards over time [16]. Note
that this also can be formulated as minimizing the regret over time. This is
a more intuitive way of formulating the task when solving control problems,
e.g. a tracking problem, since the aim often is to reduce the errors from a
reference trajectory.

2.2 Environment

In the RL framework, the environment is the system that the agent aims to
control. Accordingly, the vehicle, in this work, corresponds to the environment
of the RL task. In this thesis, the vehicle is modelled using a kinematic bicycle
model.

The motion of a vehicle that operates at low speeds, thus when the effect of
the lateral dynamics is small, can be modelled using the kinematic equations
[17]:

ẋ(t) = v cos(ψ(t)),

ẏ(t) = v sin(ψ(t)),

ψ̇(t) = vκ(t),

(2.1)
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Figure 2.2: Nonlinear kinematic bicycle model in a global coordinate frame
and a road aligned coordinate frame [1].

where x and y are the coordinates of the vehicle in the global frame, ψ is the
heading of the vehicle, v is the speed of the vehicle, and κ is the curvature
actuation of the vehicle. The relationship between the vehicle curvature κ
and the steering angle δ, see Figure 2.2, is given by κ = tan(δ)

L
, where L is the

wheelbase.
Figure 2.2 illustrates the kinematic vehicle model in a global coordinate

system and a road aligned coordinate system. From Figure 2.2 it is possible
to find the lateral error ey and heading error eψ, between the vehicle and the
reference path,

ey = ρr −
√

(x− xr)2 + (y − yr)2,
eψ = ψr − ψ,

(2.2)

where ρr is the radius of curvature of the reference path, (xr, yr) is the center
of rotation, (x, y) is the position of the vehicle, ψr is the heading angle of the
reference path, and ψ is the heading angle of the vehicle.

8



Global Coordinate Frame

In the global coordinate frame it is intuitive to select the states of the vehicle
as z :=

[
x y ψ

]>, and the control signal as u := κ, resulting in the nonlinear
system,

ż(x, y, ψ, κ) =



ẋ
ẏ

ψ̇


 =



v cosψ
v sinψ
vκ


 . (2.3)

In this thesis, we want the system (2.3) to be linearized. A linear system is
of the form,

ẋ = A(t)x(t) +B(t)u(t), (2.4)

where A and B are real valued matrices and t denotes time. First, consider a
reference path (zr, ur), which obeys the dynamics of Equation (2.3). Then, it
is possible to linearize the vehicle model around the state reference points
zr =

[
xr yr ψr

]> and the control input reference point ur = κr =
1
ρr
, see

Figure 2.2. Using the first order Taylor approximation,

f(x, u) ≈ f(xr, ur) +
∂f(x, u)

∂x

∣∣∣∣
xr,ur

(x− xr) +
∂f(x, u)

∂u

∣∣∣∣
xr,ur

(u− ur), (2.5)

to linearize Equation (2.3) gives,

∂ż(z, u)

∂z

∣∣∣∣
zr,ur

= A(t) =




∂ẋ(z,u)
∂x

∣∣∣
zr,ur

∂ẋ(z,u)
∂y

∣∣∣
zr,ur

∂ẋ(z,u)
∂ψ

∣∣∣
zr,ur

∂ẏ(z,u)
∂x

∣∣∣
zr,ur

∂ẏ(z,u)
∂y

∣∣∣
zr,ur

∂ẏ(z,u)
∂ψ

∣∣∣
zr,ur

∂ψ̇(z,u)
∂x

∣∣∣
zr,ur

∂ψ̇(z,u)
∂y

∣∣∣
zr,ur

∂ψ̇(z,u)
∂ψ

∣∣∣
zr,ur




=



0 0 −v sin (ψr(t))
0 0 v cos (ψr(t))
0 0 0


 ,

∂ż(z, u)

∂u

∣∣∣∣
zr,ur

= B =




∂ẋ(z,u)
∂u

∣∣∣
zr,ur

∂ẏ(z,u)
∂u

∣∣∣
zr,ur

∂ψ̇(z,u)
∂u

∣∣∣
zr,ur



=



0
0
v


 .

It is then possible to write (2.3) on the linear form (2.4),

ż(t) ≈ A(t)z(t) +B(t)u(t) + Czr,ur(t), (2.6)
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where,
Czr,ur(t) = żr(t)− A(t)zr(t)−B(t)ur(t),

and,

żr =



v cosψr
v sinψr
vur


 .

Throughout this thesis, a discrete-time version of Equation (2.6) is used.
A discrete-time system is of the form,

x[n+ 1] = Ad[n]x[n] +Bd[n]u[n], (2.7)

where n denotes the discrete time step. One method to discretize Equa-
tion (2.6) is to use Forward Euler (FE) discretization. The FE approximation
of the time derivative is given by,

ż(t) ≈ z[nTs + Ts]− z[nTs]
Ts

, (2.8)

where Ts denotes the sampling time. Finally, it is possible to write Equa-
tion (2.6) as Equation (2.7),

z[n+ 1] = Ad[n]z[n] +Bd[n]u[n] + Cd[n], (2.9)

where,

Ad[n] = TsA[n] + I,

Bd[n] = TsB[n],

Cd[n] = TsCzr,ur [n],

where I denotes the identity matrix. The resulting model, Equation (2.9), is
a linear time varying (LTV) system. This LTV model in the global coordinate
frame is used in the control structure of the vehicle. This is described in
Section 2.3.

Road Aligned Coordinate Frame

From Figure 2.2, it is possible to derive the following geometric relations,

ėy = v sin eψ,

ėψ = ψ̇ − ψ̇r.
(2.10)

10



and,
(ρr − ey)ψ̇r = v cos eψ. (2.11)

Solving for ψ̇r in Equation (2.11) and assuming that ρr > ey yields,

ψ̇r =
v cos eψ
ρr − ey

. (2.12)

Replacing ψ̇r in Equation (2.10) with the result in Equation (2.12) gives,
[
ėy
ėψ

]
=

[
v sin eψ

vκ− v cos eψ
ρr−ey

]
. (2.13)

Select the state vector as z :=
[
ey eψ

]> and the control signal u := κ.
Combining this choice with Equation (2.13) results in the nonlinear system,

ż(ey, eψ, κ) =

[
ėy
ėψ

]
=

[
v sin eψ

vκ− v cos eψ
ρr−ey

]
. (2.14)

In this thesis, we want to use a linearized version of Equation (2.14). First,
consider a reference path (zr, ur) that obeys the dynamics of Equation (2.1).
Then it is possible to linearize Equation (2.14) around the state reference
points zr =

[
ey,r eψ,r

]>
=
[
0 0

]> and the control input reference point
ur = κr. Recall Equation (2.5), the first order Taylor approximation, and the
standard form of a linear system, Equation (2.4). Linearizing Equation (2.14)
around the reference path (zr, ur) using the first order Taylor approximation
gives,

∂ż(z, u)

∂z

∣∣∣∣
zr,ur

= A(t) =



∂ėy(z,u)

∂ey

∣∣∣
zr,ur

∂ėy(z,u)

∂eψ

∣∣∣
zr,ur

∂ėψ(z,u)

∂ey

∣∣∣
zr,ur

∂ėψ(z,u)

∂eψ

∣∣∣
zr,ur


 =

[
0 v

κ2r(t)v 0

]
,

(2.15)

∂ż(z, u)

∂u

∣∣∣∣
zr,ur

= B =



∂ėy(z,u)

∂κ

∣∣∣
zr,ur

∂ėψ(z,u)

∂κ

∣∣∣
zr,ur


 =

[
0
v

]
. (2.16)

Now it is possible to write the system on a linear form,

ż(t) ≈ A(t)z(t) +B(t)u(t) + Czr,ur(t), (2.17)
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where,
Czr,ur(t) = żr(t)− A(t)zr(t)−B(t)ur(t),

where,

żr =

[
v sin 0

vκr − v cos 0
ρr−0

]
=

[
0
0

]
.

Throughout this thesis, a discrete-time version of Equation (2.17) is used. The
system (2.17) is discretized using the FE discretization, recall Equation (2.8).
This results in an equivalent version of Equation (2.9) in the road-aligned
coordinate frame. It is important to note that only constant curvatures are
considered and thus the LTV system becomes a LTI system, according to
Equation 2.15. The vehicle model in the road aligned frame is used in the
policy improvement algorithm, Section 2.5, and in the formulation of the
stability criterion, Section 3.

It is important to note that the difference between the road aligned vehicle
model and the vehicle model in the global coordinate frame. The road aligned
model has a two dimensional state vector (2.13) while the vehicle model in
the global coordinate frame has a three dimensional state vector (2.3). This is
because the position of the vehicle, in the road-aligned frame, is only given by
the distance between the vehicle and reference path, i.e., one state describing
the position. In the global coordinate frame, however, the position of the
vehicle is given by the x and y coordinate in global frame, resulting in two
states describing the position.

2.3 Agent

Recall, from Section 2.1, that the agent of a RL task is the decision-maker
and learner. Also, remember that the goal of the agent is to minimize the
long term regrets. To do so, the agent selects actions according to a policy.
A policy maps the states of the environment to actions of the agent. The
policy can either be nonparametric or parameteric. A nonparametric policy
is a mapping from states to actions that entirely rely on previous interactions
with the environment. As a result, the agent needs to explore a large set
of actions to achieve accurate estimations of the environment. This type of
policy is useful when the environment is unknown or too complex to model.
A parametric policy, however, is a mapping from states to actions that obeys
a function, defined by some parameters. Consequently, knowledge of the
environment can be included in the policy and thus the speed of the learning
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can be increased. This is, however, only useful when it is possible to obtain
a model of the environment, or at least parts of the environment. Relating
this to the control of the vehicle implies that the motion controller, which
computes the control actions, corresponds to the agent of a RL problem.

Feedback Control

The motion controller of the vehicle will be implemented using a feedback
loop. In a feedback loop of a control system, the controller uses the feedback
from some states of the process to compute the input to the system. The
purpose of this is to eliminate the error between the process states and a
desired set point (reference). More precisely, the control action is dependent
on the error between the measured output of the states and the reference
point.

Consider a state z of the vehicle (e.g. position, heading), and a control
action u, which could be the steering angle, for instance. Also, consider a
reference state zr that is the desired value of the output state z. Then, a
feedback loop to control the output states z is illustrated in Figure 2.3. The

Controller Vehicle
uzr + e z

−

Figure 2.3: Feedback loop.

function of the controller is to compute a control action that compensates
for the error e between the desired reference state zr and the output state
z. Note the similarities between Figure 2.1 and Figure 2.3, where the agent
and environment in Figure 2.1 correspond to the controller and vehicle in
Figure 2.3, respectively.

Controller

Remember, from Figure 2.3, that the output state z is used together with
the reference zr to compute the control signal u using a feedback loop. The
control signal, thus, becomes a function of the control error,

e(t) = zr(t)− z(t), (2.18)
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where t denotes time, i.e.,

u(t) = C(q)e(t), (2.19)

where q denotes the time shift operator. A simple function to use is a linear
function of the control error,

u(t) = KP e(t), (2.20)

where Kp > 0 is the proportional gain. This is called proportional (P) control.
Consider a constant positive non-zero reference point zr(t), and that the
output states z decreases. Consequently, the control error e will increase
and according to Equation (2.20) the control action will also increase trying
to increase the output states z. This is a desired property of the controller.
When the output states reach the reference point the control error becomes
zero and thus the control action also becomes zero. As a result, the output
states will decrease again. Consequently, it is necessary to add a term that is
able to compensate for this. One option is to introduce a proportional offset
u0 to the controller,

u(t) = KP e(t) + u0. (2.21)

It is, however, difficult to choose u0 manually such that it fits different reference
trajectories. Another option is to introduce a term that keeps increasing as
long as the output states are below the reference point. For instance, adding
a term that is proportional to the integral of the control error,

u(t) = KP e(t) +KI

∫ t

0

e(ξ)dξ, (2.22)

where KI > 0 is the integral gain. This is called proportional integral (PI)
control. The controller (2.22) will compensate for previous control errors and
thus be able to hold the output states at the desired value for different values
for different reference points [18]. It is also possible to add a term that is
proportional to the derivative of the control error. This will improve the
ability, of the controller, to faster adapt to changes in the reference point.
Additionally, this will result in a more complex controller and thus make it
more difficult to ensure the stability of the control system. Therefore, PI
controllers will be used to control the vehicle throughout this thesis.

Recall that the vehicle model in the global coordinate frame is in discrete
time, remember Equation (2.9). Thus, it is necessary to discretize the PI
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controller Equation (2.22). The backward Euler method is used for discretizing
the integral term in Equation (2.22). The backward Euler method is given
by, ∫ t

0

e(ξ)dξ ≈ e[n]Ts
q

q − 1
, (2.23)

where q denotes the time shift operator, Ts denotes the sampling time, and n
denotes the discrete time step. Consequently, the discrete-time controller is
given by,

u[n] = KP e[n] +KIe[n]Ts
q

q − 1
. (2.24)

The next section presents the vehicle control structure and how the
discrete-time PI controllers are used in this structure.

Vehicle Control Structure

Recall, from Section 2.2, the linearized and discretized model of the vehicle
(2.9). Also remember that the output states of the vehicle are chosen as
z =

[
x y ψ

]>. These states are a simplified description of a vehicle. For
a better description of the vehicle, one could extend the states to model
the vehicle. For instance, the yaw rate ψ̇, the vehicle sharpness κ̇ could be
included in the model. Another option is to use a dynamic vehicle model
which describes the vehicle dynamics better. The aim is, however, that
the kinematic vehicle model, with the position and heading as states, is a
sufficiently accurate description of the vehicle and that the RL algorithm is
able to learn the differences between this model and the simulated vehicle.
The models of the simulated vehicle are described in Section 5.1. Furthermore,
recall the control action u[n] = κ[n]. Then, consider a reference path (zr, ur)
that obeys the dynamics of Equation (2.3). By using (z, u) and (zr, ur) it is
possible to compute the lateral error ey and heading error eψ between the
vehicle and the reference path. More specifically, zr − z is split up into two
parts, position error ep =

[
xr yr

]>−
[
x y

]>, and heading error eψ = ψr−ψ.
Using the position error, and radius of curvature ρr = 1

ur
of the reference

path it is possible to compute the lateral error ey with Equation (2.2). These
two errors are then used in two different PI controllers for the control of the
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vehicle, see Figure 2.4. The controllers are, recall Equation (2.24), given by,

u1[n] = KP1ey[n] +KI1ey[n]Ts
q

q − 1
,

u2[n] = KP2eψ[n] +KI2eψ[n]Ts
q

q − 1
.

(2.25)

Accordingly, the control input (curvature actuation) is the sum of the two
control signals, see Figure 2.4,

u[n] = u1[n] + u2[n]. (2.26)

This control structure will, thus, compute a curvature actuation such that

Controller 1

Controller 2

Vehicle
zr +

ey

eψ

u1

+

u2

+
+u

ur
− z

−

Figure 2.4: Control structure of the vehicle.

the lateral error and heading error is eliminated, recall Equation (2.22).
These two errors can, however, contradict each other. For instance, if the
vehicle is driving parallel to the reference path, the controller needs to
compute a curvature actuation that increases the heading error to eliminate
the lateral error. As a result, the computed control action will be a trade-off
between eliminating the lateral error and heading error. The trade-off will be
determined by the gains (KP ’s and KI ’s) of the PI controllers. Recall, from
Section 2.1, that the policy of a RL problem is a mapping from state to action.
Consequently, the two PI controllers constitute the policy of this problem.
Also, remember that the aim of a RL problem is to instruct the agent how
to improve its policy. Accordingly, the aim is to instruct the controller how
to update its gains. The first step towards instructing the controller how to
update its gains is to introduce some kind of measure allowing the controller
to evaluate its performance.
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2.4 Value Functions

Value functions are important for the agent to know how it is performing.
They give evaluative feedback about the current state (or current state and
action) of the agent by approximating the sum of the future regrets. The
future regrets, however, are dependent on which actions the agent selects in
the present. Consequently, the value functions are dependent on which policy
the agent deploys.

Definition 2.1. (State-Value Function [16]) Consider the state s ∈ S,
action a ∈ A(s), and policy π(s, a). Then the state-value function is the
defined as,

V π(s) = Eπ{Rn(s)|sn = s}, (2.27)

where Rn denotes the return (i.e. sum of future rewards) and Eπ{·} denotes
the expected value given that the agent follows policy, π.

Definition 2.2. (Action-Value Function [16]) Consider the state s ∈ S,
action a ∈ A(s), and policy π(s, a). Then the action-value function is defined
as,

V π(s, a) = Eπ{Rn(s)|sn = s, an = a}, (2.28)

where Rn denotes the return (i.e. sum of future rewards) and Eπ{·} denotes
the expected value given that the agent follows policy, π.

Note the difference between the state-value function and the action-value
function. The state-value function gives feedback on how good it is to be in
a certain state and then follow a specific policy. The action-value function,
however, gives feedback on how good it is to be in a certain state, taking a
particular action, and then follow a specific policy. In this thesis, the policy
improvement will happen after each episode. Consequently, the expected
value will disappear from Definition 2.1 and Definition 2.2, recall Figure 1.2.

To define the specific value function for this thesis, it is important to
first define the regret rn such that the agent receives appropriate evaluative
feedback in order to obtain the desired behaviour. Recall that the aim of the
thesis is to control the vehicle to follow a predefined path. In this problem, it
is intuitive to define the regret as the difference, of some states, between the
vehicle and the reference path. Remember, from Section 2.2, that the state
vector z =

[
ey eψ

]> is used for modelling the vehicle in the RL algorithm. It
is also convenient to use these states as a measure of how good the controller
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is performing. The lateral error gives feedback to the controller about the
Euclidean distance to the reference path and the heading error gives feedback
on the direction of the vehicle. Furthermore, it can be necessary to include
the control signal u = κ in the value function as well, allowing the controller
to get feedback on the control input used. The regret is hence chosen as the
sum of the squares of the lateral error, heading error, and curvature actuation,

rn = e2y[n] +Wψe
2
ψ[n] +Wκκ

2[n], (2.29)

where n denotes discrete time, Wψ denotes the weight on the heading error,
and Wκ denotes the weight on the curvature actuation. As a result, the value
function becomes,

V (ey, eψ, κ) =
K∑

n=0

e2y[n] +Wψe
2
ψ[n] +Wκκ

2[n]. (2.30)

where n denotes the terminal time step of the episode. Different values of
the weights will be used in the vehicle simulations, Section 5, to illustrate
how the performance of the vehicle is affected by how the cost function is
chosen. It is important to note that if Wκ = 0, Equation (2.30) becomes a
state-value function, because Equation (2.30) becomes independent of κ, see
Definition 2.1. If Wκ 6= 0, however, Equation (2.30) becomes an action-value
function, according to Definition 2.2. For the remainder of the thesis we
will refer to Equation (2.30) as the cost function, irrespective of if it is a
state-value function or action-value function, since the update of the policy
only will happen when an episode is finished.

2.5 Policy Improvement

Now, we have defined the learning agent (controller), the environment (vehicle),
the policy (PI control law), and a performance measure (cost function). To
obtain the desired behaviour of the vehicle, the agent needs to update and
improve its policy between the episodes of the manoeuvre. In this section,
the fundamentals of gradient descent are explained and then we describe how
gradient descent is used in the policy improvement strategy.

Gradient Descent

Gradient descent is an optimization method for finding an minimum of a
function f . Assume that f is dependent on some parameter γ. The idea of
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using gradient descent to find the minimum of f(γ) is to find the gradient
∇ (slope) of the function f(γ) in some point and take a step down the slope.
You will end up in a new point which corresponds to a lower function value
and the gradient is computed in the new point and a step is taken down
the slope again. This procedure is then repeated until the minimum of the
function is found, see Figure 2.5.

−∇
f
−∇f

f(γ)

γ

Figure 2.5: Graphical illustration of gradient descent.

Mathematically, this can be formulated as follows. Again, consider the
function f(γ), the gradient ∇, and a step size α ∈ R that is sufficiently small.
Then the gradient descent algorithm, for finding γ that corresponds to a local
minimum of f , is given by Algorithm 2.1.

Algorithm 2.1: Gradient Descent
1 for i=1 to K do
2 γi+1 = γi − α∇γf(γi)
3 end

It is important to note that the number of iterations is not required to be
fixed. One possibility is to introduce a stopping condition that is satisfied
when the algorithm has converged. For instance, it could be when the relative
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change in the function value is sufficiently small. This is called the tolerance
of the algorithm.

Furthermore, if the function f is a convex function [19], f will only have
global minima. As a result, the gradient descent algorithm will converge to
a global minimum. If the function f is non-convex, however, the gradient
descent method is only guaranteed to converge to a local minimum. To
guarantee convergence, the step size α needs to be chosen appropriately. This
is, however, not trivial. If the step size is chosen too small, the algorithm
will suffer from a slow convergence rate and chosen too large can make the
function fluctuate around the minimum or even worse, lead to divergence.

Policy Gradient

Policy gradient methods are policy improvement strategies that uses gradient
descent to find the optimal policy. Some advantages of these methods, over
RL methods that are based on value function approximation, are that it is
possible to incorporate domain knowledge in the policy and they are applicable
to problems where the state and action spaces are large or even continuous.
In this thesis, the state space is continuous, since the vehicle can be at any
position in the xy-plane, remember Figure 2.2. Furthermore, remember, from
Section 2.3, that the control action is the curvature, which also is a continuous
variable and thus the action space is continuous.

Recall that the control signal u[n] (2.26) is equivalent to the policy π of
a RL problem. Furthermore, remember that the control signal is defined
by the gains of the controller. Thus, let the parameter vector be θ =[
KP1 KI1 KP2 KI2

]>. Then, the control signal u is both a function of
n and θ. Moreover, let the vehicle be controlled using the feedback loop
in Figure 2.4. Also, consider the cost function V (ey, eψ, κ) (2.30). It may
not be clear why the cost function is dependent on the parameter vector θ,
this is derived later in this section. First, remember that the control signal
u[n, θ] = κ[n, θ] and recall from Section 2.2, that the model of the vehicle in
the road aligned frame is given by,

[
ey[n+ 1, θ]
eψ[n+ 1, θ]

]
=

[
1 vTs

−κ2r[n]vTs 1

] [
ey[n, θ]
eψ[n, θ]

]
+

[
0
vTs

]
(u[n, θ]− ur[n]).

(2.31)

It is important to note that since the control signal, in Equation (2.31), is
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dependent on θ, both the heading error and lateral error are also dependent
on θ. Then, the cost function is also a function of θ. Furthermore, let
∇θV (ey(θ), eψ(θ), κ(θ)) denote the gradient of the cost function with respect to
the parameter vector θ. Finally, consider a step size α ∈ R and let it decrease
with the number of episodes performed. Finally, let the number of episodes
be denoted K ∈ N. Then the policy gradient is given by Algorithm 2.2.

Algorithm 2.2: Policy Gradient
1 for i=1 to K do
2 θi+1 = θi − α

i
∇θV (ey(θi), eψ(θi), κ(θi))

3 end

Recall (2.30), from Section 2.4, which is a quadratic function of ey, eψ, and
κ, respectively. As a result, the cost function will have at least one minimum.
The three signals are in turn recursively dependent on themselves in previous
time steps and hence, a nonlinear function of the gains, recall Equation (2.31)
and Equation (2.26). It is, thus, difficult to identify if the cost function is a
convex or non-convex function. Additionally, it is not possible to visualize
the cost function, since it is a function of four variables.

Furthermore, the policy gradient algorithm will, according to the gradient
descent method, find the gains of the controller corresponding to a local
minimum of the cost function. Remember that the choice of the step size α
is an important part of the performance of the policy gradient algorithm. If
the step size is too large, a minimum may not be found or lead to divergence.
If the step size is chosen too small, it may take unnecessary many episodes of
the manoeuvre before a minimum is found [20]. A small step size is desirable
when the gains are close to a minimum. Accordingly, the step size is chosen
such that it decreases during the learning process. This allows for having
a larger step size in beginning of the learning process and small later in
the learning process. An advantage of this approach is that the gains are,
probably, further away from the minimum when initiated and thus a greater
improvement of the performance is achieved early in the learning process.
It is, however, still difficult to choose the step size such that the speed of
learning is optimized. To achieve a faster speed of learning it is possible
to use a line search method [21]. Line search methods adapts the step size
depending on the steepness of the gradient and are, thus, able to increase the
convergence rate.

21



Finally, it is important to note that the policy gradient do not guarantee
that the updated gains corresponds to a stable control system. In the following
section, the concept of stability will be introduced and which criteria that
needs to be fulfilled for the control structure of the vehicle to be safe.
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3 Stability

One issue with the classical RL framework and policy gradient methods is
that they do not consider if the actions of the agent lead to a safe behaviour
of the environment. In some applications it is not necessary to impose safety
constraints on the selected actions, for instance, in Google’s DeepMind that
learned to play the board game Go via RL. In a board game, it does not
exist any unsafe actions, only actions that results in a defeat. In autonomous
vehicles, however, some actions may have disastrous results. An unstable
vehicle system could damage the vehicle and in worst case harm people.
Consequently, it is necessary to impose constraints in the learning process
such that the system is guaranteed to be safe.

In this section the kinematic vehicle model in the road aligned frame is
used, recall Section 2.2. Furthermore, recall from Section 1.2 that this thesis
only considers constant curvatures and a constant speed of the vehicle. Also,
remember, from Section 2.2, that this entails that the vehicle model is a LTI
system. In this chapter, stability of multivariable LTI systems will be defined
and a stability criterion is introduced.

3.1 Linear Time-Invariant Systems

Consider the linear time-invariant (LTI) system,

x[n+ 1] = Ax[n] +Bu[n],

y[n] = Cx[n] +Du[n].
(3.1)

According to [22], (3.1) can be transferred to,

y[n] = G(q)u[n],

G(q) = C(qI − A)−1B +D,
(3.2)

where G(q) denotes the transfer function from input to output and q is the
shift operator. First, it is necessary to define what stability means for a LTI
system. Consider a proper LTI transfer function of the form,

G(q) =
b1q

m−1 + b2q
m−2 + · · ·+ bm

qm + a1qm−1 + · · ·+ am
. (3.3)

Definition 3.1. (Poles [22]) The poles of G(q) are then defined as the
roots of the polynomial of the denominator to the transfer function (i.e. the
solutions to the equation, qm + a1q

m−1 + · · ·+ am = 0).
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Definition 3.2. (Input-Output Stability [22]) A system is input-output
stable if it has a finite gain.

Now consider a disc with radius 1 in the complex plane, see Figure 3.1,
called the unit disc.

Definition 3.3. (Region of stability [22]) The region of stability for a
discrete time linear system is the unit disc excluding the unit circle.

From Definition 3.2 and Definition 3.3, it is possible to formulate the
following,

Definition 3.4. (Stability of LTI systems [22]) A discrete time LTI
system is input-output stable if and only if all its poles lies inside the region
of stability R.

Re(q)

Im(q)

1R

Figure 3.1: Unit disc and region of stability for a discrete-time LTI system.

3.2 Sequential Loop Closing

Sequential loop closing (SLC) is a multivariable feedback design method
where one single-input single-output (SISO) controller is designed at a time
[23]. The idea is to first consider one pair of input and output variables and
design a stable closed-loop SISO system. Then, design a stable closed-loop
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system for the second pair of input and output variables, considering the
impact of the already closed first loop.

Recall that the control system of the vehicle, Section 2.3, is a single-input
multiple-output (SIMO) system. Consider Figure 3.2, where the vehicle model
in the road aligned frame, from Section 2.2, is used. This vehicle model is a
SIMO system with two outputs and one input. Applying SLC to the SIMO
system works as follows. First, consider the heading error output eψ, the
reference heading error eψ,r, Controller 2, and the control input κ. Then,
design Controller 2, for input κ to output eψ, such that this feedback loop is
stable. Second, consider the lateral error output ey, the reference lateral error
ey,r, Controller 1, and control input κ. Then, design Controller 1, for input κ
to output ey, such that this feedback loop is stable, taking the effects of the
already closed feedback loop into account. This procedure is illustrated in
Figure 3.2.

Controller 1

Controller 2

Vehicle

ey,r

eψ,r

+
+

+κ −
κr

ey
eψ

Figure 3.2: SLC applied to the control structure of the vehicle.

It is important to note that there is nothing that guarantees that one can
find a stable closed loop system. If it is difficult, or impossible, to design a
stable controller one could multiply a cross-coupling matrix, with constant-
gain entries, with the vehicle model transfer function. This is done before
SLC to compensate for the difficulties of control. This method is called the
sequential return-difference method [24].
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3.3 Jury’s Criterion

Jury’s criterion is a method for checking if all the poles of a polynomial lies
inside the unit disc[25]. Consider a polynomial of the form,

A(q) = a0q
m + a1q

m−1 + . . .+ am = 0. (3.4)

Use the coefficients a0, a1, ..., am and form the table,

Table 3.1: Jury table.

a0 a1 . . . am−1 am
am am−1 . . . a1 a0
am−10 am−11 . . . am−1m−1
am−1m−1 am−1m−2 . . . am−10
...
a00

where,

am−1p = amp − βlamm−p,

βl =
aml
am0

.
(3.5)

The first row of Table 3.1 consist of the coefficients of the polynomial in (3.4).
The second row is the reverse of the first row. The third row is obtained
by first dividing the first element in the second row with last element in the
second row. Then multiply this fraction with the second row and subtract it
from the first row. This is mathematically explained in (3.5). As a result, the
last element of the third row becomes zeros. The fourth row is the reverse of
the third row. The algorithm is then repeated until there is only one element
left in the row. The Jury table, thus, have 2n + 1 rows. The Jury table is
computed using Jonathan Epperleins MATLAB-module [26].

Theorem 3.1. [25] If a0 > 0, then all the roots of (3.4) lies inside the unit
disc if and only if all am0 , m = 1, 2, ...,m− 1 are positive.

3.4 Closed Loop Stability Criterion

To ensure stability of the control structure of the vehicle, the theory of
sequential loop closing and Jury’s criterion are combined. Consider Figure
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2.4 and vehicle model in the road aligned frame of the explicit form (2.31).
Writing the model on the LTI form (3.1) gives,

z[n+ 1] =

[
1 vTs

−κ2rvTs 1

]
z[n] +

[
0
Tsv

]
(κ[n]− κr),

y[n] = z[n].

(3.6)

where v denotes the speed of the vehicle, Ts denotes the sampling time, and
κr denotes the reference curvature of the path. Using (3.2) gives the transfer
function,

G(q) =
1

(q − 1)2 + κ2rv
2T 2

s

[
v2T 2

s

vTs(q − 1)

]
, (3.7)

where q denotes the time shift operator.
According to SLC, one input output pair should be considered at a time.

For instance, start with output z2 = eψ and controller 2, see Figure 3.2. The
transfer function from input to output z2, according to Eq. (3.7), is given by,

G2(q) =
vTs(q − 1)

(q − 1)2 + κ2rv
2T 2

s

. (3.8)

Note that we only consider the input signal to be the contribution from
controller 2, hence the control signal is given by,

u[n] = u2[n] = −eψ
(
KP2 +KI2Ts

q

q − 1

)
. (3.9)

combining (3.8), (3.9), and Figure 3.2 results in the following input output
equation,

z2 = G2(q)

(
−eψ

(
KP2 +KI2Ts

q

q − 1

)
− κr

)
. (3.10)

Now use the relationship z2 = eψ and solve for z2, this yields,

z2 =
G2(q)

1 +G2(q)
(
KP2 +KI2Ts

q
q−1

)κr. (3.11)

The characteristic polynomial, i.e. the denominator polynomial, of (3.11) is
then given by,

A(q) = 1 +G2(q)

(
KP2 +KI2Ts

q

q − 1

)
. (3.12)
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Using Jury’s criterion, Theorem 3.1, gives the stability criterion for the closed
loop of the first input output pair. Hence, all the roots of (3.12) must lie
inside the unit disc. This is obtained by choosing KP2 and KI2 such that
Jury’s criterion is met.

Next, consider the second input output pair, i.e. output z1 = ey and
controller 1, see Figure 3.2. From (3.7) the transfer function from input to
output z1 is given by,

G1(q) =
v2T 2

s

(q − 1)2 + κ2rv
2T 2

s

. (3.13)

Now let the control signal be constituted by controller 1 and taking the effects
of the already closed first loop into account. Using (3.9), (3.13), and Figure
3.2 gives,

u[n] = G1(q)

(
−ey

(
KP1 +KI1Ts

q

q − 1

)
− κr−

eψ

(
KP2 +KI2Ts

q

q − 1

))
.

(3.14)

Now use that and that z1 = G1(q)u and z2 = G2(q)u, which gives the
following relationship between the outputs z2 = G2(q)

G1(q)
z1. Also, remember that

z =
[
ey eψ

]>. Combining this with (3.14) and solving for z1 yields,

z1 = −
G1(q)

1 +G1(q)
(
KP1 +KI1Ts

q
q−1

)
+G2(q)

(
KP2 +KI2Ts

q
q−1

)κr. (3.15)

The characteristic polynomial, i.e. the denominator polynomial, of (3.15) is
given by,

A(q) = 1 +G1(q)

(
KP1 +KI1Ts

q

q − 1

)
+

G2(q)

(
KP2 +KI2Ts

q

q − 1

)
.

(3.16)

Using Jury’s criterion, Theorem 3.1, on (3.16) gives the stability criterion for
the closed loop system of the second input output pair. Consequently, all
roots of (3.16) must lie inside the unit disc. This is obtained by choosing the
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gains Kp’s and KI ’s such that Jury’s criterion is met. Remember that KP2

and KI2 are already chosen according to (3.12).
The complete closed loop stability criterion is met if and only if both the

first and the second closed loop systems are stable.
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4 Rejection Sampling Procedure

To impose the stability criterion, described in Section 3, in the learning
algorithm a RSP is used. The ideas of SA is combined with the RSP to
make it more effective. This section describes the fundamentals of rejection
sampling and SA, and how these techniques can be used together to impose
the stability criterion in the learning procedure.

4.1 Rejection Sampling

A RSP is an exact simulation technique that aims to generate random variables,
which densities are unknown or difficult to find. A general method for this is
presented in [4], and [5] provide the proof that the rejection sampling method
is valid for random variables in general dimension. Suppose that we want
to generate a random variable X with density f(x), x ∈ Rm. Also, consider
another density g(x), x ∈ Rm, and a constant c ≥ 1 such that cg(x) ≥ f(x)
for all x ∈ Rm. Usually, g is a uniform distribution or some other density
that is easy to generate samples from. Finally, let the uniform distribution
be denoted U(0, a), a > 0. Then a RSP for generating X is described by
Algorithm 4.1. The returned values X will then follow the density f [27].

Algorithm 4.1: Rejection Sampling Procedure
1 for i=1 to K do
2 Generate Y ∼ g
3 Generate U ∼ U(0, 1)
4 if U ≤ f(Y)

cg(Y)
then

5 return X← Y
6 else
7 go to iteration i+ 1
8 end
9 end

In the context of using this idea for imposing the stability constraints in
the algorithm, consider the region of stability R and a set of parameters θ.
Let the poles, that are a function of the parameters θ, of the LTI system be
denoted q(θ). Furthermore, recall the policy gradient method from Section 2.5,
where the parameters are updated using the gradient ∇, the cost function V ,
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and the step size α. Additionally, let ε > 0 be a small neighborhood around
the parameters. The stability RSP (SRSP) is then described in Algorithm
4.2.

Algorithm 4.2: Stability Rejection Sampling Procedure (SRSP)
1 for i=1 to K do
2 Update θi+1 = θi − α∇θV (θi)
3 if q(θi+1) ∈ R then
4 go to iteration i+ 1
5 else
6 while q(θi+1) 6∈ R do
7 Generate θstep ∼ U(−ε, ε)
8 Update θi+1 = θi − θstep
9 end

10 go to iteration i+ 1

11 end
12 end

In this case the rejection occurs if the updated parameters result in an
unstable system, for the modelled vehicle. The unstable parameters are
rejected and a new set of parameters are sampled in the neighborhood of the
previously stable parameters. This method will impose the stability of the
control system during the learning procedure.

There are, however, some aspects that are not desirable. For instance, the
neighborhood ε will have the same size irrespective of how many episodes
the vehicle has performed. Ideally, the neighborhood should be large in
the beginning when it is uncertain which parameters that are optimal, and
smaller later in the training process when the agent is closer to the optimal
parameters. This problem is known as the exploration vs. exploitation
trade-off. Exploration indicates how prone the agent is to trying new actions
and exploitation indicates how prone the agent is to select the best, already
encountered, action. Consequently, high exploration means that the agent
hopes to find better actions in the future by trying new actions now. High
exploitation is, however, the opposite, i.e., relying on that the optimal actions
are already known and use them to minimize the regret. As a result, the key
is to find a balance of exploration and exploitation. To address this issue, the
RSP is combined with SA to find a suitable decrease of the neighborhood.
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Another undesired aspect is that the updated parameters, using the
rejection sample procedure, not necessarily follow the direction of the gradient.
In fact, they may even be updated in the orthogonal direction of the gradient.
By sampling a new step size, using SA, instead of a neighborhood the updated
parameters will be guaranteed to follow the direction of the gradient.

4.2 Simulated Annealing

Annealing is a method in condensed matter physics where a solid is heated up
to a maximum temperature such that all particles of the solid are randomly
arranged in the liquid phase and then slowly cooled down [28]. If the maximum
temperature is sufficiently high and the cooling process is sufficiently slow, the
particles will arrange themselves in a low energy lattice structure, also known
as the ground state. SA is an algorithm, that is inspired by the physical
annealing method, used for finding a global minimum of an optimization
problem [6]. Mathematically, annealing can be explain as follows. Consider
a solid at an initial temperature. Then the solid is let to reach thermal
equilibrium at every temperature τ . At every temperature τ , consider a state
j with energy Ej . Then, the probability of finding the state j with energy Ej
at temperature τ is given by the Boltzmann distribution,

P{state = j} = 1

Z(τ)
exp (− Ej

kBτ
), (4.1)

where kB is the Boltzmann constant and Z(τ) denotes the normalization
function. When the temperature decreases, Equation (4.1) will shift towards
the low energy states, because of the exponential term. Using the same
reasoning when the temperature gets close to zero, it is exclusively the states
with minimum-energy that have a probability of existing. As a result, the
minimum of the energy of the solid is found using annealing [6]. Applying
this to an optimization problem, where the aim is to find the minimum of a
cost function, is called SA.

Now, recall that one of the issues with Algorithm 4.1 is that the neigh-
borhood of the sampled parameters in the RSP is the same for all episodes.
Relating this problem to SA requires to connecting the concepts of this thesis
to Equation (4.1). First, the probability P{·} in Equation (4.1) corresponds
to the size of the neighborhood ε of the sampled parameters in the RSP. Sec-
ond, the energy, which is to be minimized, of Equation (4.1) is equivalent to
the cost function V (θ). Third, the temperature τ corresponds to the number
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of episodes i. Since the neighborhood ε is not a probability, the normalization
function Z(τ) becomes a proportional constant, which we can denote β, that
can be selected in different ways depending on the application. Moreover,
to get a function that is not decreasing as aggressively as the exponential
function, a linear function of the cost function is chosen instead, which is a
quadratic function of the lateral error, heading error, and curvature actuation,
recall Section 2.4. The neighborhood is then given by,

ε =
1

β

V (θi)

i
. (4.2)

The neighborhood will now increase when the cost function increases (i.e.
when the vehicle is far away from the reference path) and decrease when
the cost function decreases (i.e. when the vehicle is close to the reference
path). An interpretation of this is that the agent is unsure if the parameters
are optimal when the vehicle is far away from the reference path. When
the vehicle gets closer to the reference path the agent gets more certain
that the current parameters are close to the optimal ones. The number of
episodes will affect the neighborhood in a similar way. In the beginning of
the learning process, the neighborhood will be larger since the number of
performed episodes are low and when the learning evolves the neighborhood
will get smaller.

4.3 Simulated Annealing Rejection Sampling Procedure

To address the issue with the sampling direction of the RSP, we propose to
sample a step size in the direction of the gradient. This ensures that the
updated parameters will take a step towards the optimal ones. The procedure
is described as follows. Consider a set of stable gains, θi, at iteration i, a set
of updated parameters θi+1, at iteration i+ 1, a step size α, the gradient of
the regret function ∇θV (θ), and the region of stability R. Assume that the
updated set of parameters using the policy gradient, θi+1 = θi − α

i
∇θV (θi),

is unstable (i.e. q(θi+1) 6∈ R). Then, the idea is to sample a new step size
α′, and only use the direction, not the size, of the gradient to find a stable
update of the parameters (i.e. q(θi+1) ∈ R). The samples α′ are drawn
from a uniform distribution with the variance, σ2 = 1

β
V (θi)
i

, from SA, recall
Equation (4.2). The step size will be sampled using a uniform distribution of
the form U(a, b). The variance of this distribution is given by σ2 = 1

12
(b− a)2.
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Figure 4.1: Illustration of the simulated annealing rejection sampling proce-
dure (SA-SRSP). The red line represents the rejected updated parameters and
the blue line represents the (stable) parameters sampled using the SA-SRSP.

Let a = 0, since we only want positive step sizes. Accordingly, the sampled
step size becomes,

α′ ∼ U(0,
√
12σ), (4.3)

where,

σ =

√
1

β

V (θi)

i
. (4.4)

To find the direction of the gradient the unit vector of the gradient is computed,

∇̂θV (θi) =
∇θV (θi)

‖∇θV (θi)‖
, (4.5)

where ‖·‖ denotes the Euclidean norm. The sampled parameters are, thus,
given by,

θi+1 = θi − α′∇̂θV (θi). (4.6)

Figure 4.1 provides a graphical illustration of the method and the complete
procedure is described in Algorithm 4.3.
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Algorithm 4.3: Simulated Annealing Stability Rejection Sampling
Procedure (SA-SRSP)
1 for i=1 to K do
2 Update θi+1 = θi − α∇θV (θi)
3 if q(θi+1) ∈ R then
4 go to iteration i+ 1
5 else
6 while q(θi+1) 6∈ R do
7 Compute σ2 = 1

β
V 2

i

8 Compute ∇̂θV (θi) =
∇θV (θi)
‖∇θV (θi)‖

9 Generate α′ ∼ U(0,
√
12σ)

10 Update θi+1 = θi − α′∇̂θV (θi)

11 end
12 go to iteration i+ 1

13 end
14 end
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5 Simulation Results

This section presents the simulation results. First, the different scenarios are
introduced. Then, the setup and parameters of the controller are specified.
Finally, the results of the simulations are presented.

5.1 Evaluation Models

In this section, the three different evaluation models for simulating the vehicle
will be presented. One model is a linear model, one is a nonlinear model, one
is a nonlinear model with disturbances.

The linear model is represented using the linearized and discretized model
in global aligned frame described in Section 2.2. It is important to note
that this is the exact same model used in the RL algorithm. Accordingly,
we expect the that the algorithm is able to improve the performance of the
vehicle. This model will be denoted Model L.

The nonlinear model without disturbances is represented by solving the
kinematic equations (2.1) using the MATLAB solver ode45. It is important to
note that the solution from ode45 is evaluated at each time step n = 0, 1, .., N ,
of the episode. Furthermore, simulating the vehicle using ode45 introduces
a discrepancy between the representation of the simulated vehicle and the
vehicle model in the RL algorithm. This is an essential step towards using
the algorithm in a real-world vehicle. This model will be denoted Model NL.

The nonlinear model with disturbances is also represented by solving
Equation (2.1) directly using ode45. Again, note that the solution from ode45
is evaluated at each time step n = 0, 1, .., N , of the episode. Additionally, the
lateral error and heading error is disturbed. The disturbances are, however,
not applied simultaneously. Accordingly, the evaluation model is divided
into two parts. One, where the lateral error is disturbed, and one, where
the heading error is disturbed. These models will be denoted Model NL-wy
and Model NL-wψ, respectively. The disturbances are introduced to make
the discrepancy, between the simulated vehicle and the vehicle model used in
RL algorithm, larger. Moreover, the disturbances are represented using zero
mean white Gaussian noise,

wy[n] ∼ N
(
0, σ2

y

)
,

wψ[n] ∼ N
(
0, σ2

ψ

)
,

(5.1)
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where,

σy = 0.01[m],

σψ =
π

180
[rad].

(5.2)

wy will be added to the lateral error and wψ will be added to the heading error.
Also, the disturbances is added at every discrete time step n = 0, 1, ..., N , of
the episode. Finally, the control structure with the disturbances is illustrated
in Figure 5.1.

Controller 1

Controller 2

Vehicle
zr +

ey

eψ

wy

wψ

u1

+

u2

+
+u

ur
− z

−

Figure 5.1: Control structure using Model NL-wy/wψ to simulate the vehicle
where the lateral error and heading error is disturbed, respectively.

5.2 Scenarios

The simulations are done using two different types of reference paths, one
straight line path and one constantly curved path with a curvature of
0.02 [m−1], see Figure 5.2. The speed of the vehicle is assumed to be constant
at 5 [m s−1].

Also, each path is performed with two different initial positions of the
vehicle. First, the vehicle starts with an initial lateral error of 0.5 [m] and
0 [rad] heading error. Second, the vehicle starts with an initial heading error
of 30 ◦ = 0.52 [rad] and 0 [m] lateral error. Accordingly, this results in the
following scenarios,

1. S-ey (Straight line path with ey[0] = 0.5 [m], eψ[0] = 0 [rad])

2. S-eψ (Straight line path with ey[0] = 0 [m], eψ[0] = 0.52 [rad])
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Figure 5.2: Coordinates of the two different reference paths.

3. C-ey (Curved path with ey[0] = 0.5 [m], eψ[0] = 0 [rad])

4. C-eψ (Curved path with ey[0] = 0 [m], eψ[0] = 0.52 [rad])

Furthermore, the controller runs at 50 [Hz] (i.e., Ts = 0.02 [s]) with the
control structure described in Section 2.3. The step size is chosen as α = 500
for every simulation. It is important to note that it is not optimal to choose
the same initial step size for all simulations. This is, however, necessary for
analyzing the effect of the step size for the different simulations. Moreover,
the simulations run for 2000 episodes, if nothing else is stated. It may seem
excessive, the reason is to make sure that the algorithm has converged since
there is no stopping criteria implemented.

5.3 Evaluation of Stability, Cost Function, and RSP

The linear model is used for simulating the vehicle throughout this section,
which consist of three parts. First, the vehicle will be simulated without
imposing the stability constraints, using Scenario S-ey. Second, the effect of
how heavy the different terms, in the cost function (2.30), are penalized will
be investigated for Scenario S-eψ meanwhile using the SA-SRSP for imposing
the stability constraints. Third, the convergence speed of the SA-SRSP will
be compared to the convergence speed of the standard SRSP, for Scenario
S-ey.

Figure 5.3 presents the curvature actuation for the first and second episode
of the learning process as well as the evolution of the gains between the two
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Figure 5.3: Simulation results using Model L on Scenario S-ey without
imposing the stability constraints

episodes, for Scenario S-ey without using the SA-SRSP for imposing the
stability constraints. The gains are, however, initialized in the region of
stability, see Figure 5.3a.

It is clear that the updated gains end up outside the region of stability
for episode 2. According to Figure 5.3b, the updated gains compute a control
input that is in the magnitude of 10303m−1, which potentially could damage
the vehicle. Also, this will affect the convergence negatively. Consequently, it
is important to impose the stability of control system to improve the speed
of convergence and allow for using a larger step size without compromising
the stability of the control system. For the remainder of the simulations, the
SA-SRSP will be used for imposing the stability constraints, is nothing else
is stated.

Figure 5.4 presents the vehicle paths and curvature actuation for the final
(2000th) episode when using Model L and Scenario S-eψ. In this simulation,
the SA-SRSP is imposing the stability constraints. The weight on the heading
error is held constant at Wψ = 1, while the weight on the curvature actuation
vary from zero to four.

For the heavier penalized curvature actuation the vehicle makes a wider
turn to find the reference path. Clearly, heavier weight on the curvature
actuation forces the controller to decrease the control input and, thus, the
vehicle needs to drive a farther distance before it finds the reference path.
This is confirmed by Figure 5.4b, where it is shown that the largest curvature
actuation decrease when it is heavy penalized.

Figure 5.5 presents the evolution of the gains and the corresponding cost
function, for the same scenario and setup as Figure 5.4.
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Figure 5.4: Simulation results of the final episode of the learning process
using different weights on the curvature actuation.
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Figure 5.5: Simulation results of the controller gains and cost functions for
different weights on the curvature actuation. The y-axis is linear and the
x-axis is logarithmic.
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For the two simulations where the curvature actuation was penalized less,
i.e., Figure 5.5a and Figure 5.5b, the gains have not yet converged at the
end of the learning process (2000th episode). For the weight that penalizes
the curvature actuation the most, however, the gains of the controller have
converged. Note that KP2 always tend to end up around 10. It is also
important to note that the cost function has converged, at the end of the
learning process, for all weights on the curvature actuation, see Figure 5.5d-
5.5f. This should not be possible since the cost function is flat when it has
converged. It is, however, possible that the gradient is almost zero with
respect to some gains (e.g., KP2 and KI2) and larger than almost zero, but
still small, with respect to the rest of the gains (e.g., KP1 and KI1). Also, if the
step size is relatively large at this point, it is possible that the updated gains
can change while the decrease of the cost function is negligible. This indicates
that the cost function has a minimum when KP1 and KI1 are large, for a
small weight on the curvature actuation. When the weight is heavier, however,
the cost function have a different shape and the minimum corresponds to a
smaller KP1 and KI1 .

Furthermore, note that the cost function converge later in the learning
process when the curvature actuation is penalized heavier, compare Fig-
ure 5.5d-5.5f. Clearly, this is an effect of that the algorithm updates the gains
via the SA-SRSP more often when the weight is heavy. Consequently, the
updated controller gains end up unstable more often when Wκ = 4 than when
Wκ = 0. Remember that the step size is the same for all simulations and that
the cost function will have different shapes depending on the penalization Wκ.
Accordingly, the value of the step size fits better when Wκ = 0 and is too
large when Wκ = 4. Finally, according to Figure 5.5d-5.5f, the cost function
has a peak, for all weights, when the algorithm switch from updating the
gains via the SA-SRSP to updating the gains via the RL method. This also
corresponds to a dramatic change of the gains, compare Figure 5.5a-5.5c with
Figure 5.5d-5.5f. Accordingly, this indicates that it is a big difference in step
size between the methods.

Figure 5.6 compares the speed of convergence, for Scenario S-ey using
Model L, between imposing the stability constraints using SRSP versus
SA-SRSP, recall Section 4. Each method is simulated using two different
configurations. One that samples gains in a larger neighborhood early in the
training process and one that samples gains in a smaller neighborhood early
in the learning process. The red and orange curves are simulations with a
larger neighborhood while the blue and green curves are simulations with a
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Figure 5.6: Mean of the cost function over 100 iterations of the simulation
of Sceanrio S-ey using Model L, for different configurations of imposing the
stability constraints.

smaller neighborhood. It is, however, important to note that the SA-SRSP
neighborhood is the direction of the gradient, while the SRSP neighborhood is
uniform around the previously safe gains. Also, note the size of both the larger
neighborhoods and smaller neighborhoods differs from SRSP and SA-SRSP.
This is a result of that the SA-SRSP neighborhood is dependent on the cost
function. The cost function is in turn dependent on the initially randomly
sampled configuration of the controller. The SA-SRSP neighborhood is, thus,
dependent on the gains while the SRSP is not. Finally, each configuration is
simulated for 1000 episodes and this is repeated 100 times. The number of
episodes are reduced to decrease the computational burden.

The configurations using a large neighborhood in the beginning of the
learning process converge faster than using a small neighborhood. This is
a result of that the controller do not have much experience in which gains
that are preferable and thus it is more successful to try a larger variety of
gains than stick with the first choice. Comparing the large neighborhood
configurations (i.e. red and orange) shows that the SA-SRSP converge faster
than the SRSP. Also, note that the SA-SRSP is smoother than the SRSP.
This is a result of that the SA-SRSP follows the direction of the gradient in
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every update while the SRSP can update the gains in the wrong direction if
we are unlucky. The SA-SRSP with a smaller neighborhood is also following
the direction of the gradient but need more episodes to converge. The reason
is that the sampled step size is tiny and thus the updated gains are still close
to the previous ones. Consequently, similar performance are achieved for the
two configurations with small neighborhoods.

Furthermore, note that the orange curve has a peak at episode 11. Recall
that the same behaviour was shown in Figure 5.4, when the algorithm switch
from updating the gains using the RSP to using the policy gradient method.
This indicates that the step size is chosen to large for the policy gradient
method resulting in updated gains corresponding to a higher cost function
value.

5.4 Performance

In this section, the performance of the RL algorithm is presented. Each
evaluation model is tested on each scenario, recall Section 5.1 and Section 5.2,
except for the nonlinear models with disturbances, see Table 5.1.

Table 5.1 presents the controller gains of the final episode of the simulation
for all scenarios, recall Section 5.2. The weight of the heading error is selected
as Wψ = 1 and the weight of the curvature actuation is selected as Wκ for
all simulations. Moreover, the simulations run for 2000 episodes. The cost
function has converged for all simulations. It is, however, important to note
that just because the cost function has converged does not mean that the
controller gains have converged at the final episode, similar to Figure 5.5.

First, consider Scenario S-ey in Table 5.1. Comparing the tuned controller
gains for Model L, Model NL, and Model NL-wy, shows that the gains increase
when the difference between the model in the controller and simulated vehicle
increase. This is, however, not the case for the other scenarios. Also, note
that KP1 , for these scenarios, is negative. In a single PI controller, this would
correspond to a positive feedback and thus moving the vehicle further away
from the reference path. Accordingly, the system would be unstable. The
controller of this thesis is, however, the sum of two PI controllers and thus it
would be possible that the other controller gains compensate for the negative
KP1 .

Furthermore, consider the other scenarios in Table 5.1. The configuration
of the gains are different for every scenario and model. As a result, there exist
a unique set of gains that are optimal for every scenario and initial position
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Table 5.1: Resulting controller gains for all evaluation models simulated on
every scenario.

Model L
Scenario S-ey S-eψ C-ey C-eψ
KP1 -1.28 9.93 18.65 7.13
KI1 17.38 34.85 64.99 36.61
KP2 4.61 9.41 14.64 9.43
KI2 40.62 23.10 25.18 39.37
Model NL
Scenario S-ey S-eψ C-ey S-eψ
KP1 -1.10 14.94 25.56 9.92
KI1 23.42 46.16 78.81 32.34
KP2 5.90 10.88 14.81 8.16
KI2 50.31 9.81 19.51 20.26
Model NL-wy NL-wψ
Scenario S-ey C-ey S-eψ C-eψ
KP1 -0.38 0.81 2.54 5.14
KI1 31.20 19.17 11.97 11.99
KP2 7.41 4.76 3.52 3.66
KI2 56.23 31.42 19.46 6.59
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of the vehicle. Consequently, it is not possible to find a set of gains that will
perform optimal for different manoeuvres or even for the same manoeuvre but
with different initial positions. It does, however, exist similarities between
the gains for different scenarios. For instance, KI1 and KP2 are very similar
for Model NL-wψ Scenario S-eψ and Scenario C-eψ. The discrepancy between
these scenarios is that Scenario S-eψ is a straight line reference path while
Scenario C-eψ is a curved path.
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(b) Model NL-wψ Scenario S-eψ.
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(c) Model NL Scenario C-ey.
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Figure 5.7: Vehicle paths for a selection of evaluation models and scenarios.

Figure 5.7 presents the vehicle paths for four different combinations of
evaluation models and scenarios.

Clearly, the vehicle is improving its performance for all scenarios. Accord-
ing to Figure 5.7a and Figure 5.7c, the vehicle path for the 100th episode
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is not visible. Thus, the algorithm must converged before episode 100 and,
consequently, the vehicle achieves the exact same performance for episode 100
and episode 2000. The algorithm has, however, not converged before episode
100 for the other two scenarios, see Figure 5.7b and Figure 5.7d. This is
probably because the heading error is disturbed in Model NL-wψ and Scenario
S-eψ, and Model NL-wψ and Scenario C-eψ. As a result, the difference is
bigger between the model in the controller and the simulated vehicle. Thus,
the RL algorithm need more episodes to learn the differences.

Furthermore, note that the vehicle during the first episode, in Figure 5.7,
is not able to find and track the reference path for any of the models and
scenarios. This is because the initially sampled controller gains are by no
means optimal. Also, note that, in the first episode in Figure 5.7a, the
vehicle drives parallel to the reference path, while in the first episode in
Figure 5.7b, the vehicle moves toward the reference path. If the initial gains
are sampled such that the controller priorities the heading error far more
than the lateral error, the vehicle will drive parallel to the reference path,
i.e., the behaviour in Figure 5.7a. However, if the initial gains are sampled
such that the controller prioritize the lateral error more the vehicle will move
towards the reference path, i.e., the behaviour in Figure 5.7b. It is important
to note that this behaviour only occurs for the first episode. When the
gains are updated according to the policy gradient, the vehicle is able to
find and track the reference path successfully, for all models and simulations.
Recall that the cost function (2.30) is a function of the lateral error, heading
error, and curvature actuation. Accordingly, the updated gains will be a
trade-off between minimizing the three signals. Clearly, the lateral error is
more prioritised, in the cost function, than the other two signals since the
vehicle converge against the reference path.

Figure 5.8 presents how the curvature actuation is affected by the distur-
bances wy and wψ, recall Section 5.2. The models and scenarios shown are
the following. Model NL-wy Scenario C-ey and Model NL-wψ Scenario C-eψ.

It is obvious that the algorithm is able to reduce the effects of the distur-
bance of both the lateral error and heading error. The algorithm is, however,
not able to eliminate the disturbance. To be able to eliminate the disturbance
completely, one need to predict the noise in the next time step. Moreover,
note that the algorithm has converged before episode 100 using Model NL-wy
Scenario C-ey, hence, the curvature actuation for episode 2000 is overlapping
the curvature actuation of episode 100. This is not the case for Model NL-wψ
Scenario C-eψ, where the magnitude of the curvature actuation is significantly
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(a) Model NL-wy Scenario C-ey.
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(b) Model NL-wψ Scenario C-eψ.

Figure 5.8: Curvature actuation for scenarios with disturbances.

larger for episode 100 than episode 2000.
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Figure 5.9: Simulation using Model NL-wψ and Scenario C-eψ with the gains
initialized as the tuned gains using Model L and Scenario S-ey.

Figure 5.9 presents the vehicle paths and the evolution of the gains during
the learning process using Model NL-wψ and Scenario C-eψ, when the gains
are initialized as the tuned gains using Model L and Scenario S-ey, recall
Table 5.1. Note that these scenarios are the ones that differs the most from
each other. They are, however, both scenarios with a constant curvature.

It is obvious that the tuned gains for Model L Scenario S-ey are not
optimal for Model NL-wψ Scenario C-eψ. Also, the gains, especially KP1 , KP2 ,
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and KI2 , do not change much from the initialization. KI1 , however, decrease,
from approximately 17, to around 12. As a result, the performance of the
vehicle is significantly improved. This shows that it is possible to use the
tuned gains, of a path that have, at least, some similarities with the desired
path, as an initial guess of the optimal gains. It is important to note that the
initial guess must yield a safe control system. If the stability constraints are
fulfilled, this is probably a closer guess to the optimal gains than initializing
the gains randomly.
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6 Conclusions and Future Work

6.1 Conclusions

In this master thesis project, a RL algorithm is introduced for repetitive
tasks for autonomous heavy-duty vehicles. The vehicle is controlled with
a PI control structure. The controllers are tuned using policy gradient. A
stability criterion of the controlled system is formulated by combining SLC
and Jury’s criterion and the criterion is imposed in the algorithm through
a RSP. Two different RSP methods are compared to each other; one that
samples new gains in a uniform neighborhood around the previously stable
gains (SRSP) and one that samples new gains in the direction of the gradient
(SA-SRSP). The control structure, policy gradient algorithm, and RSP are
then implemented in MATLAB.

The algorithm is evaluated using simulations. Three different evaluation
models are deployed to represent the true vehicle; one linear, one nonlinear,
and one nonlinear with disturbances. Each model is simulated on two reference
paths with two different initial positions.

The simulations shows that the controlled system may become unstable if
the gains are tuned without the RSP. Consequently, it is important to keep
the controlled system stable during the learning process. Additionally, the
rate of convergence is compared between SA-SRSP and SRSP. The result
shows that the SA-SRSP converge fastest. Furthermore, the performance is
improved for every evaluation model and scenario. The converged gains are,
however, different for every model and scenario. As a result, there exist a
unique set of gains for each combination of evaluation model and scenario.
Also, the controlled system is kept stable throughout the learning process
using the SA-SRSP. Finally, the simulations indicates that initializing the
gains using the converged gains of a different scenario and evaluation model
can be a better guess than initializing the gains randomly.

6.2 Future Work

There are several things that can be improved and need further investigation.
For instance, the control signal is not saturated. Consequently, the curvature
actuation may be too large and thus not be applicable in a real-world vehicle.
Accordingly, the curvature actuation need to be saturated to make sure that
the control actuation is below the threshold for the vehicle. Implementing
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anti-windup (i.e., prevent excessive overshooting) on the integral terms of the
controller or simply reject the curvature actuation, if it gets too large, could
solve this problem. Another improvement is to normalize the cost function.
If the cost function is normalized, it is easier to design the cost function by
tuning the weights of the normalized properties instead of the unnormalized,
which magnitudes could differ a lot. Moreover, it would be beneficial to use a
method that adapts the step size, recall Section 2.5, to avoid finding a suitable
step size manually for each scenario. This could speed up the learning and
the algorithm would, hopefully, only use the SA-SRSP in exceptional cases.

Furthermore, it would be interesting to extend this idea to more complex
controllers. For instance, to tune the parameters of the cost function of a
MPC controller. The advantage of MPC is that the controller is able to handle
physical constraints, e.g., the curvature actuation threshold. Additionally,
the algorithm should be further analyzed when simulating the vehicle using a
dynamic vehicle model, which is more similar to a real-world vehicle.
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