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Abstract

Adaptive Anomaly Detection for Large IoT Datasets
with Machine Learning and Transfer Learning

Andra Stefania Negus

As more IoT devices enter the market it becomes increasingly important to develop 
reliable and adaptive ways of dealing with the data they generate. These must address
data quality and reliability. Such solutions could benefit both the device producers and
their customers who, as a result, could receive faster and better customer support 
services. Thus, this project's goal is twofold. First, it is to identify faulty data points 
generated by such devices. Second, it is to evaluate whether the knowledge gained
from available/known sensors and appliances is transferable to other sensors on 
similar devices. This would make it possible to evaluate the behaviour of new 
appliances as soon as they are first switched on,  rather than after sufficient data from
them has been collected. This project uses time series data from three appliances: 
washing machine, washer&dryer and refrigerator. For these, two solutions are 
developed and tested: one for categorical and another for numerical variables. 
Categorical variables are analysed using the Average Value Frequency and the pure 
frequency of state-transition methods. Due to the limited number of possible states, 
the pure frequency proves to be the better solution, and the knowledge gained is 
transferred from the source device to the target one, with moderate success.
Numerical variables are analysed using a One-Class Support Vector Machine pipeline,
with very promising results. Further, learning and forgetting mechanisms are 
developed to allow for the pipelines to adapt to changes in appliance patterns of 
behaviour. This includes a decay function for the numerical variables solution.
Interestingly, the different weights for the source and target have little to no impact 
on the quality of the classification.
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Sammanfattning

Nya IoT-enheter träder in på marknaden så det blir allt viktigare att utveckla tillförlitliga och an-
passningsbara sätt att hantera de data de genererar. Dessa bör hantera datakvalitet och tillförlitlig-
het. Sådana lösningar kan gynna båda tillverkarna av apparater och deras kunder som som ett
resultat kan dra nytta av snabbare och bättre kundsupport / tjänster. Således har detta projekt
två mål. Det första är att identifiera felaktiga datapunkter som genereras av sådana enheter.
För det andra är det att utvärdera om kunskapen från tillgängliga / kända sensorer och appa-
rater kan överföras till andra sensorer på liknande enheter. Detta skulle göra det möjligt att
utvärdera beteendet hos nya apparater så snart de slås på första gången, snarare än efter att
tillräcklig information från dem har samlats in. Detta projekt använder tidsseriedata från tre ap-
parater: tvättmaskin, tvättmaskin och torktumlare och kylskåp. För dessa utvecklas och testas
två lösningar: en för kategoriska variabler och en annan för numeriska variabler. De kategoriska
variablerna analyseras med två metoder: Average Value Frequency och den rena frekvensen för
tillståndsövergång. På grund av det begränsade antalet möjliga tillstånd visar sig den rena fre-
kvensen vara den bättre lösningen, och kunskapen som erhålls överförs från källanordningen till
målet, med måttlig framgång. De numeriska variablerna analyseras med hjälp av en One-Class
Support Vector Machine-pipeline, med mycket lovande resultat. Vidare utvecklas inlärnings-
och glömningsmekanismer för att möjliggöra för rörledningarna att anpassa sig till förändringar
i apparatens beteendemönster. Detta inkluderar en sönderfallningsfunktion för den numeriska
variabellösningen. Intressant är att de olika vikterna för källan och målet har liten eller ingen
inverkan på kvaliteten på klassificeringen.
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1 Introduction

1 Introduction

The increasing prevalence of Internet-of-Things (IoT) devices has led to a multi-fold growth in
data generation[36]. The concept of IoT refers to the global infrastructure of interconnected
equipment that can transfer data over a network without human participation[27], thus en-
abling more advanced services [17]. The data it creates is expected to grow exponentially as
the paradigm spreads with, for example, the introduction of 5G mobile technologies[26].

Electrolux, the company where this project was conducted, is an industry leader in the field of
appliances, selling an estimated 60 million annually, in approximately 120 countries[8]. Some
of the top of the line devices in its portfolio are connected or IoT devices, which include several
models of refrigerators, ovens, washing machines, washer & dryers, and tumble dryers. These
appliances are in private households and send sensor data over the internet, data which the or-
ganization continuously collects. Using the internet as a communication channel leads to some
known data quality issues, such as the presence of duplicates, incompleteness, inaccuracy and
inconsistency [12]. These issues can also happen when the appliances get disconnected from the
internet, or suffer a power outage and send the same message repeatedly (duplicates), or send
only parts of messages (incomplete data). If messages get lost on their way, the resulting data
will inaccurately capture the appliance’s behaviour: a missing temperature measurement could
make it look like there was an abrupt spike or drop in temperature, although there was none.

The organization has collected large amounts of sensor data from them, and one of the major
challenges of dealing with such large datasets is their quality. The quality and reliability of the
data directly impact the quality of any model or solution using it.

To make matters clearer, consider the examples of two connected appliances: a washing machine
and a refrigerator. The washing machine sends data about the step in the washing cycle it is in
whenever its status changes. If a pattern emerges that many users choose a setting or function
and immediately change to another, this can indicate that the interface is not sufficiently clear
or intuitive. Thus, aggregated statistics about the interaction with the appliance can be used
by the Research&Development department to improve it. Another scenario would be that of
a connected refrigerator sending data about the status of its door, its internal temperature, and
compressor speed. The door data can be used by the user to check how often they open the fridge
in the middle of the night. If the user calls customer support because the appliance has been
behaving abnormally, they can look directly at the data it generated to help diagnose the issue.
The data could also be used for predictive maintenance if any of the sensors show abnormal
behaviours, for example the compressor speed being unusually high. However, for all these to
be possible, the data needs to be of high quality. Poor data quality leads to inaccurate statistics,
and poor user experience: for example, the fridge may say it only opens during the day but the
user knows that is not true. Further, if the data is incorrect, customer support can give the wrong
diagnosis or may not call a device in for predictive maintenance when the device in fact needs
it.

The report is structured as follows: section 2, Purpose, Aims and Motivation, explains the
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2 Purpose, Aims, and Motivation

project goals, contributions and requirements. Section 3, Background, aims to provide the reader
with all the theoretical information needed to understand the work that was done. In section 4,
the project’s method and tools are introduced. In subsection 4.3, System Structure, the devel-
oped system/ pipeline is described, covering the specific process and steps, and how the method
and tools described in the previous section are deployed in practice. Section 5, Evaluation
Methods, covers the evaluation methods that are used. In section 6, Evaluation Results, the
experiment results and their interpretation are presented. Section 7, Discussion, compares the
results with what was to be expected according to literature, and describes the lessons learned.
Section 8, Related Work, provides a literature review of existing work in this field, focusing on
the alternative methods or algorithms that could have been used. Section 9, Conclusions, pro-
vides the reader with a brief summary of the report, and its contributions. Lastly, section 10,
Future Work, introduces possible ways to expand and improve the work.

2 Purpose, Aims, and Motivation

The goal of the project is twofold. First, it is to identify unusual or faulty data points originating
from the connected appliances’ sensors. More specifically, individual unusual data points are
of interest, as the aim is not to identify anomalous appliances. The second goal is to evaluate
whether the knowledge obtained from sensors on one class of appliances can be reused for
another sensor on similar devices. As new appliances are often developed and introduced to the
market, it is important to be able to evaluate the behaviour of a new device as soon as it comes
online, before any historic data becomes available for it. For example, if the compressor on a
new fridge runs at unusually high speeds compared to other similar compressors on appliances
that have long been on the market, it is important to be able to flag the issue as soon as possible.

2.1 Project Contribution

Identifying unusual data points is of interest because data quality affects any solutions or systems
based on that data.

Further, as new appliances with new features are continuously developed, it is important to be
able to monitor their behaviour as soon as they are first switched on, before any of their own data
is collected. Thus, transferring the knowledge from old appliances to new ones could reduce the
time it takes to correctly identify misbehaviour in new appliances.

Lastly, available documentation may be incomplete or become outdated, and even known appli-
ances may develop new patterns as the users start interacting with them differently. As such, a
tool that could help automatically identify faulty data points and that could be taken from one
appliance to another could provide added value not only to the company but also, eventually, to
end-users who could receive faster and better customer support.
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2.2 Project Requirements

The functional and non-functional requirements of this project, as defined by the stakeholder,
are presented below.

2.2.1 Functional Requirements

The functional requirements describe what the prototype created for this project should do. They
are:

1. The solution should use an approach that works with categorical and numerical data.

2. The approach needs to be transferable from one appliance to another.

3. The implementation should do automated data pre-processing.

4. The implementation should do automatic model training.

5. The model should be self-updating.

6. The implementation should automatically annotate single data points.

7. The solution should ingest and process data as daily batches, so as to be consistent with
the way this is currently being done at Electrolux.

8. The solution should do continuous automated monitoring of the quality of the model/
annotations.

9. The solution should propose/generate a cut-off point that maximizes the true positive rate
and minimizes the false positive rate.

2.2.2 Non-functional Requirements

The non-functional requirements refer to the constraints within which the system should work,
and are:

1. The solution should achieve an AUC ROC score of 95%.

2. The solution should be horizontally scalable.

3. The solution should work with the existing infrastructure at Electrolux.

4. The solution should employ an unsupervised method, since there is no labelled data.

5. The solution should focus on generalization, and should be tested against several datasets
to evaluate the variability of the approach, and its dependency on the training set.
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6. The solution should use standardized approaches and algorithms that are supported by
literature.
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3 Background

3 Background

As the number of connected appliances grows, it becomes increasingly important to develop
solutions that can make use of the data they produce, in order to improve the products and
services offered.

The first step in achieving this is to evaluate the quality of the generated data, which is one of
the most challenging aspects of applications using large volumes of data [12]. Good data quality
in the context of machine learning refers to attributes such as consistency, completeness, and
absence of duplicates. As briefly mentioned in the introduction, duplicates refer to the same
message being sent repeatedly by an appliance for a variety of reasons, the most common being
a disrupted internet connection or a power outage. Consistency [40] refers to the data capturing
the real state of an appliance at a given moment, and being uniformly stored in all the relevant
datasets. Completeness [4, 41] refers to the quality of the communication where no messages or
portions of messages are lost between the sender (the appliance) and the receiver (Electrolux, in
this case).

Due to the unreliable nature of the communication channel (public internet connection) used to
transfer data from the appliances to the data storage center, the dataset stored by Electrolux has
some known data quality issues. One of them is the large volume of duplicates, sometimes as
high as 95% of certain subsets, an issue which was addressed before the start of this project.
Additionally, some data points are received and stored out of order, and may record unusually
large fluctuations in value because of this. Such data points would likely be flagged as anomalous
by the detection algorithm.

The company has conducted significant work in this space:

1. It has collected large amounts of real-life data from several types of devices, and for
different models of each type of device. All are represented as time series.

2. Storage, data management and data streaming facilities had been put in place, using Azure
Data Lake and Azure Databricks. Azure Databricks [29] is an analytics platform based
on Apache Spark and optimized for the Microsoft Azure cloud services platform, which
stores its data long term in the Azure Data Lake Storage.

3. Physical compute facilities, as well as the software resources for the tasks are in place.

3.1 Time Series Data

The dataset used for this project consists of time series data. This typology refers to data ob-
served and collected as a sequence over time [14] where the time component can provide infor-
mation about correlations or patterns within the data.
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When a single value is collected per time step then this is a univariate time series: such as tem-
perature measurements collected periodically. When multiple values are collected per time step
this creates a multivariate time series. For example, periodically collecting temperature, humid-
ity and air pressure data describing a particular environment results in multivariate time series
data.

3.2 Anomalies: Definition and Types

Anomalies have long been a topic of study, and as a result the possible definitions abound. One
classical definition is that anomalies are events that are sufficiently different from other events
in their dataset that they are unlikely to have been generated by the same mechanism as the rest
[47].

The domains that study anomalies are many, so different names are used to refer to the same
phenomenon: for example outliers, novelties, or exceptions [6].

From a theoretical perspective, detecting anomalies is a valuable endeavour. They may inform
us that something unusual is happening with the phenomenon that is being studied, or they may
reveal inconsistencies in the model being used to describe that phenomenon.

In terms of anomaly types, one way to differentiate anomalies is as: point, contextual and col-
lective anomalies.

Point anomalies are those occurrences that are unusual with regards to all or most of the available
dataset [6]. Unusually high value credit card transactions, and a fridge that heats up its contents
fall under this category.

Contextual anomalies need a context in order to be identified as unusual: for example, the time
when they happened, or their location. A credit card transaction of 20 euros, from the account of
a user who is currently in Sweden, that occurs at 4 a.m. on another continent is such an anomaly.
It is the location, not the value of the transaction that helps define it as an anomaly. Another
example would be a 20o C day in Stockholm in January: the temperature would be perfectly
normal in June, but an anomaly in winter. In general, contextual anomalies need to have two
identifying attributes: contextual information ( location, time), and behavioural information,
such as amount of funds transferred, rainfall volume, or hours of sunshine [6].

Collective anomalies [6] are series of events that are individually normal but when taken together
form an anomaly. A request for the login page or typing in your password are both normal
interactions with a website. However, a series of 1000 login page requests and typing in a
password is probably a fraud attempt, and an anomaly.

The current project seeks to identify point anomalies.
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3.3 Anomaly Detection: Data Set Preparation and Algorithms

The steps that made up getting the data ready for use in the anomaly detection solution and the
analysis techniques employed once the data was ready are described in the following subsec-
tions.

3.3.1 Feature Engineering

Features are measurable attributes belonging to the object or phenomenon being studied [3], and
feature engineering is the process of extracting relevant features from the raw data, and removing
or reducing the amount of irrelevant features [13].

This can be achieved following three steps. The first is through feature selection, where the
most relevant features are chosen from the available ones. The second is by either combining
or extracting from existing features to produce more relevant ones. One example would be in
real estate data, where dividing the price of a house by its square footage provides more relevant
information about the value of that house than the price alone. An example from this project
is creating a variable that records the change in value from one data point to the next, or the
sequence of state changes. The third possible step would be to collect new data [13].

Time series decomposition

As mentioned, this project uses time series data. This type of data can contain multiple patterns,
for instance seasonality, trends, cycles. Thus, it is useful to extract from it these components so
that the individual patterns can be observed[16]. This process is called time series decomposi-
tion.

Dimensionality Reduction

Having a large dataset with many features is generally desirable, but it can also have negative
effects. One of the most important detrimental impacts is that it can increase the training time
unnecessarily.

For this reason, Principal Component Analysis (PCA) was applied during the project. PCA is
one of the most popular and fastest methods for dimensionality reduction [13]. It works by an-
alyzing the available data represented by variables that are inter-dependent [1]. It extracts the
most relevant information (meaning the direction of the largest variance: see Figure 1) from it
and represents it as new orthogonal variables, or principal components, which are linear combi-
nations of the original ones. The first principal component will have the largest variance. The
second principal component must be orthogonal on the first one, and have the largest possible
variance, and so on.
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Reducing dimensionality using PCA will of course remove some of the information that is avail-
able in the original data. However, since PCA keeps the dimensions with the largest variance
and outliers are by their nature events with unusual attributes (so, outside some normal range),
PCA should be an appropriate tool for the task at hand.

Figure 1 An example of identifying the first two principal components for a dataset recording
the amount of carbohydrates and protein per 100g of foodstuff. The first principal component, in
red, is in the direction of the largest variance. The second principal component is perpendicular
on the first and identifies the next largest variance.

3.3.2 Algorithms

The two types of variables in the dataset, categorical and numerical, are handled separately in
terms of data preparation, the anomaly detection algorithm that is applied to them, and the eval-
uation method applied to the results.

Average Value Frequency Score

Categorical data which makes up the values of the state variables is evaluated using an algorithm
based on Average Value Frequency (AVF). This is selected for its ability to deal with non-
numerical data, as many methods (such as distance-based, density-based, some cluster-based
methods) are intended for use only with numerical data [22]. The algorithm is based on the
assumption that anomalies are rare events.

For a dataset containing n datapoints xi, i ∈ [1, n], where each point has m attributes such that
xi = [xi,1, xi,2, .., xi,m], and fxij is the frequency with which a particular value of an attribute
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occurs, then the outlier score AVF for xi can be calculated as [22]:

AV Fscore(xi) =
1

v
×

m∑
l=1

f(xi,l) (1)

For two state transitions, from state xi to xi+1, the score was adapted so that it also included the
frequency of the transition itself, since the array of possible states was limited, and implicitly the
number of possible combinations they could produce. The transition frequencies were weighted,
with weight v, to give a higher weight to the transition and a lower one to the individual states:

AV Fscore(xi → xi+1) =
1

v
×(

m∑
l=1

f(xi,l)+
m∑
l=1

f(xi+1,l))+
v − 1

v
×f(transition(xi → xi+1))

(2)

AVF scores for longer state transitions (3-,4-,5-, and 6-state transitions) are computed as the sum
of each two-state transition making up the transition. For example, the AVF for the state transi-
tion for a door closed-open-closed (a transition of size three) is computed as the combination of
door closed to door open, and door open to door closed.

One-class Support Vector Machines

Anomaly detection on the numerical data was done using a One-class Support Vector Machine
(One-class SVM). This is an unsupervised machine learning algorithm that is frequently used
for anomaly detection. It works by learning a decision function, which it uses to classify new
data as similar to or distinct from the training data [34].

The algorithm is an adaptation of the more general class of methods called Support Vector Ma-
chines, described below.

Support Vector Machines

Support vector machines (SVM) are supervised machine learning models that can be used for
regression, and classification (including outlier detection) problems[13].

Start by considering the following data set:

Ω = (x1, y1), (x2, y2), . . . , (xn, yn); with xi ∈ Rd, x as input, and y ∈ {−1, 1} as output

This identifies whether or not x belongs to a particular class [35]. SVMs project this data to a
higher dimensionality space using a non-linear function φ in order to produce a linear decision
boundary[35]. For example, 2-D data cannot always be separated into classes by a straight line
in the original space I . However, this data can be projected to a higher dimension space, for
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example 3-D, where a hyperplane can make that distinction [35]. This higher dimension space
is also referred to as the feature space F .

(a) (b) (c)
Figure 2 (a) 2-D data with a clear decision boundary. (b) 2-D data without a clear decision
boundary. (c) Projecting (b) to a 3-D space to better separate the classes

The hyperplane is defined by the equation[35]:

wTx+ b = 0, w ∈ F, b ∈ R. (3)

It is created in such a way so as to maximize its distance to the members of the two classes it
separates (maximal margin)[35]. However, this could lead to overfitting to training data that is
potentially noisy. As a prevention tool, slack variables ξi are used, which allow some data points
to fall inside the margin. Additionally, a constant C is introduced to define the trade-off between
a large enough margin and the number of points that can fall within that margin. The SVM’s
objective function is[35]:

min
w,b,ξi

||w||2

2
+ C

n∑
i=1

ξi (4)

where
yi(w

Tφ(xi) + b) ≥ 1− ξi; ξi ≥ 0; i ∈ [1, n] (5)

One-class SVM

One-class SVMs are ideally trained with a set of only normal events. They learn what normal
events look like, so when a new event is evaluated it can either be assigned to the known class
(normal), or outside it (anomalous)[35]. However, due to the usual scarcity of anomalous events,
the method can also be trained using a random sample[30].

The implementation in the scikit-learn library, which was used in this project, is based on the
algorithm described by Schölkopf et al.[37]. The algorithm works by identifying the hyperplane
that separates all the data points from the origin in the feature space F while also maximizing
the hyperplane’s distance to the origin [35]. It assigns a value of 1 to everything belonging to it,
and of −1 to everything outside it.
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Its objective function is[35]:

min
w,b,ξi

1

2
||w||2 +

1

νn

n∑
i=1

ξi − ρ (6)

where
(w · φ(xi)) ≥ ρ− ξi; ξi ≥ 0; i ∈ [1, n] (7)

For SVMs it was the constant C that described the trade-off, while for One-class SVMs it is the
parameter ν. It sets an upper bound for the proportion of outliers, and a lower bound for the
amount of training points used in the support vector [35].

One-class SVMs are a good choice for the current task as they have been successfully applied to
anomaly detection for time series data [25] [10] [39] . Further, in one comparative study from
NASA [28], the method was found to be the most accurate anomaly detection tool of those that
were evaluated. One-class SVMs were not the fastest of the tested solutions, but the authors were
comparing them with commercial tools specifically designed and tuned for anomaly detection.

3.4 Transfer Learning

One definition of transfer learning is that it is the process of acquiring knowledge from one or
more source tasks, then using that knowledge in order to better or more quickly perform some
target task [33]. Unless otherwise marked, the concepts described in this subchapter are based
on [33].

Transfer learning, unlike other types of machine learning, makes it possible for the training and
the testing sets to be different in terms of their domains, the tasks that need to be achieved, and
their distributions. A more precise definition is provided by:

Definition 3.1. Transfer Learning: Given a source domain DS with the learning task TS ,
and a target domain DT with the learning task TT , transfer learning aims to help improve the
learning of the target predictive function fT (.) using the knowledge in DS and TS , when either
DS 6= DT , or TS 6= TT . The source and target domains DS and DT have individual feature
spaces D = {X,P (X)}, and the source and target tasks TS and TT have individual label spaces
T = {Y, P (Y |X)}. The target predictive function fT (.) is made up of pairs xi; yi, where
xi ∈ X and yi ∈ Y .

In order to better understand transfer learning, the four possible scenarios in which it can be
deployed are presented below.

• Scenario 1: XS 6= XT . The feature spaces of the source and target domain are different,
for example we have a set of cat photos and one of dog photos.
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• Scenario 2: P (XS) 6= P (XT ). The feature spaces are identical, but the marginal probabil-
ity distributions of source and target differ, for example documents in the same language
which address different topics.

• Scenario 3: P (YS |XS) 6= P (YT |XT ) . The conditional probability distributions differ
between the source and target tasks, for example when the classes in the source and target
documents are unbalanced[38]. This is a rather common scenario and is frequently solved
either by over-sampling, or by under-sampling.

• Scenario 4: YS 6= YT . The label spaces of the two tasks differ, for example documents
that should be labelled differently [38]. This usually occurs at the same time as scenario
3, since it is rare for two tasks to have different labels but identical conditional probability
distributions.

Of these, the second scenario best describes the circumstances of the current project: the data
always comes from a sensor, is always stored in the same format and structure, but its contents
and probability distributions will likely differ. According to another typology this falls under the
transductive learning category, as the source and target tasks are identical (identifying unusual
data points), but their corresponding domains differ.

Further, there are several possible approaches to transfer learning:

• Instance-transfer is done by updating the weights of labelled data from the source do-
main so that the information can be used in the target domain .

• Feature-representation-transfer is the approach most commonly used in unsupervised
transfer learning. It consists of identifying/ defining appropriate feature representations so
that the similarity between the target and the source domains increases, and the errors of
the models decrease.

• Parameter-transfer is the practice of identifying parameters that appear in both the
source and the target domain models, and then using this information for transfer learning.

• Relational-knowledge-transfer is done by mapping the relational knowledge of the tar-
get and source domains.

The transfer learning approach applied in the project is parameter transfer, as the model with its
specific parameters is trained on the source domain and task, and is then used (with its hyper/-
parameters) on the target domain and task.

3.4.1 Transfer Learning with Incremental Learning and Forgetting

For the task at hand, transfer learning is an appropriate approach because often the same or
similar sensor is used on many different appliances. For example, both a refrigerator and a
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freezer will have a temperature sensor, and many different models of fridge and freezer will use
such a sensor.

As such, the selected approach needs to be able to handle moving from one sensor to another that
shares at least some features. Similarity in features could be, for example, that both source and
target sensor evaluate the same variable (temperature, speed, humidity, state of the appliance),
although the appliances might differ.

Taking knowledge gained from one appliance and using it on a new one also means that events
occurring in the new appliance can be classified as normal or anomalous even before collecting a
history of the behaviour of that specific appliance. Such events could be classified from the first
moment that appliance goes online, with the goal of improving the classification as appliance
specific data is generated.

Ideally, the approach would also need to adapt to possible distribution changes that may occur for
individual sensors, which would affect how an anomaly is defined for that sensor (also known as
concept drift [15]). Further, it should be able to handle streaming data. Lastly, the method needs
to work in conjunction with both of the selected anomaly detection algorithms. For these rea-
sons, an incremental learning and forgetting mechanism is selected. Unless otherwise marked,
the definitions and formulas used in the rest of this section originate from [15].

The proposed solution is based on the ideas described in where the authors looked for a means
of adapting One Class Support Vector Machine to handle change of distribution. They deal with
a change occurring on the same machine, and propose gradually discarding data from the source
and replacing it with data from the target as it becomes available.

Further, the authors propose also weighing new data chunks with a weight of 1, or using a com-
plex initial weighing function using some the parameters that define the One-class SVM surface.
The weights of data chunks are decayed as they age, and are used as one of the inputs when train-
ing on the data. After a certain threshold is reached, the old data is discarded. Eventually the
distant history of the machine is forgotten, and a more accurate portrait of the contemporary
behaviour of the machine can be derived from recent data (only).

The authors propose three strategies for decaying the weights of older samples. The first is a
gradual weight decrease based on their initial importance, where the user needs to define the
weight minimizing parameter τ , and the weight for object i at time k + 1 is updated as :

wk+1
i = wki − τ (8)

The second is an aligned decrease using the initial weight of the sample, wai , and a time factor
k that effectively sets the number of iterations before the sample is eliminated from the training
pool:

wk+1
i = wki − wai /k (9)

The third and last of the proposed decay strategies is to use a sigmoidal function, where the
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factor β influences the speed of the forgetting process:

wk+1
i = wai × 2× exp(−β × (k + 1))× (1 + exp(−β × (k + 1))) (10)

The three possible parameters, τ , k and β should be determined experimentally. In their experi-
ments using five classical data sets, one of their most successful learning and forgetting set-ups
was when assigning a weight of 1 to new objects and a gradual weight decrease with the τ factor
was set to 0.15.
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4 Method

The solution is constructed as an adaptable unsupervised machine learning pipeline. The pipeline
is designed to take raw data from individual sensors as inputs, and provide anomaly identifica-
tion in individual data points generated by the appliance.

4.1 The Dataset

The dataset originates from three types of appliances: refrigerator, washing machine, and washer
& dryer. It consists of two main types of variables: nominal variables (representing sensor
states), and ordinal variables (representing continuous variables such as the various numerical
sensor measurements). The two types of data are analysed separately in this project.

Each data point contains information about the type of device and the particular sensor where it
originates. It also collects several timestamp values: such as when the event occurred, and when
it was received and processed by the company. All timestamps are in Coordinated Universal
Time (UTC). Due to this and the fact that no country information is available, the appliance
location cannot be identified from the dataset. The sample used in this project covers nine
months.

4.1.1 The Test Set

There is no labeled data available for use during training, so the anomaly detection techniques
included in the pipeline are unsupervised. The evaluation of these techniques is performed on
manually annotated (labeled) data collected. The pipeline carries out the evaluation in a fully
out-of-sample fashion; the annotated test data has not been exposed to the training pipeline. This
prevents cross-contamination and over-fitting of the models on test data.

The data used for the evaluation has been labelled as part of this project. For the categorical
data, the labels are generated based on the official state diagrams for the washing machine and
the washer&dryer. These, in theory, contain all the legal state transitions.

The numerical data used for tests comes from 20 appliances and consists of three months of data
from each, about 0.5 million rows. The data records the temperature, the change in temperature
between two consecutive timestamps, the time between two consecutive messages, and the time
it takes for a message to travel from the appliance to Electrolux. The travel time can help
identify whether there were network errors that led to an anomalous temperature measurement.
If an appliance usually sends temperature data every five minutes, but there are some data points
arriving with hour-long delays, it is likely that an unusual temperature change they may record
is not in fact anomalous: it may simply be the result of missing or out-of-order data.

The labelling is done as part of this project and starts with defining intervals of normal be-

15



4 Method

haviour for the four variables. The intervals are based on histograms created for the full dataset
consisting of 49 million rows. Normal values for the recorded temperature are further compared
with the current guidelines for fridge temperatures that ensure food safety: the World Health
Organization recommends storing food at temperatures below 5◦C [9]. The time between two
messages is a factory setting for the fridge, so the value of that setting is used. As a final step,
these intervals are also confirmed with the help of the supervisor’s domain knowledge.

The intervals are used in two ways. First, they are used for adding labels to the test set. Second,
they are used to create the two fully synthetic datasets mentioned above (one day with 5%
and 10% anomalies, respectively). Its anomalies were both univariate, where only one of the
variables had its value outside the normal range, and multivariate, with two or more of the
variables having values outside their normal ranges. As synthetic anomalies are unlikely to fully
capture the real nature of actual anomalies, during testing most of the focus is on the labeled real
data.

4.2 The Tools

The solution is implemented in Python 3. The tools used in the pipeline are the following:

• The data ingestion and pre-processing stage is implemented in Python, and available as
both a stand-alone tool (built as a Jupyter Notebook[21]) as well as a cluster-able
prototype leveraging large compute resources (through Azure Databricks). Here,
sensor data is collected and pre-processed in three main stages:

1. Sample extraction and preparation is done with pyspark and spark.sql[2].
2. Time-series decomposition is implemented using a rolling window decomposition

mechanism available in the Python tsfresh package.
3. Dimensionality reduction is implemented using the principal component analysis

(PCA) toolkit available in scikitlearn [34].

• An unsupervised machine learning ensemble implementing two separate methods, one for
each type of sensor data:

1. Average value frequency technique (AVF) for nominal data (state transition vari-
ables) - implemented using pyspark;

2. One-class Support Vector Machines (One-class SVM) for continuous variables, us-
ing the implementation available in scikit-learn.

• A transfer learning module, able to take pre-learned anomaly detection models to other
appliances of a similar class, where there is insufficient data to train a model from scratch.
To do this, the project employs a relatively straightforward strategy where information
from the (similar) source machine is forgotten/ discounted as more data is ingested from
the target machine via rolling windows and decay functions. The implementation uses the
same packages and libraries as those used for anomaly detection.
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4.3 System Structure

The section provides a description of the developed system, and covers the specific process and
steps, as well as how the method and tools described at the start of this chapter are deployed in
practice.

4.3.1 Experiment Design Choices

The main experiment design choice was to work with a sample of six months of data. However,
most of the tools used and decisions made took into account the fact that the final product may
eventually need to be usable in a streaming environment.

Another design choice regarded the experiment environment used. The state variable analysis
was done in the Databricks environment, and used the full dataset. The continuous variable anal-
ysis was done in part in the same environment (data ingestion, and some feature engineering),
and in part in a local Jupyter notebook. This was because the main feature engineering tool for
the continuous variables (tsfresh) is not fully compatible with Databricks out of the box, and
making it compatible with the Databricks environment is outside the scope of this project and
would have been time-consuming.

4.3.2 The Pipeline

The pipeline used for the experiments provides an implementation of the steps described in the
section 4. For both variable types,the first step is data ingestion, which is done using Spark SQL.
The next step is the preliminary feature engineering that captures:

• shifts in value (delta value),

• the time it took for messages to travel from the appliance to the data center (delta gateway source),

• and the time between consecutively generated messages (delta source).

After this point, the interaction with the state and the continuous variables diverges. The state
variables are analysed on Databricks, while the continuous variables data set is downloaded and
analysed with in a Jupyter environment.

The state variables are processed in the following manner:

1. Firstly, the state value is lagged by 1,2,3,4,5 steps, for each appliance in the sample.

2. The frequency of individual states is calculated
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Figure 3 The Pipeline: machine learning (Phase 0) and transfer learning (Phases 1&2 )

3. The frequency of two-state (from value lagged1 to value), and longer state transitions is
calculated. This is one of the two anomaly scoring strategies used.

4. Using the frequency of individual states, and that of the state transition, the AVF score is
computed (see section 3.3.2). This is the second anomaly scoring strategy employed.

5. The state diagram available in the documentation of the appliance is then used to label
legal and illegal state transitions.

6. Finally, the scores are used as the predicted labels of each state transition, and based on
the true and predicted labels the results are evaluated.

The continuous variables are further processed (see Phase 0 in Figure 3), as follows:

1. The missing values are replaced using the trimmed mean of the column where they appear
(each column contains measurements for a specific feature). Since anomalies are likely to
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have unusually small or large values, using the trimmed mean, as opposed to the mean,
reduces their influence on the rest of the dataset.

2. tsfresh is used for time series decomposition. It generates over 3000 prospective features,
however it also produces missing values. These missing values are also replaced with the
trimmed mean. Due to tsfresh’s limitations when working on a local machine, samples of
three months were used, and passed through tsfresh.

3. The results are scaled using a standard scaler, from the scikit-learn package.

4. PCA is then applied to reduce the amount of data, while also keeping as much of its
variance as possible. This is done to strike a balance between obtaining results quickly,
and doing so accurately.

5. The dataset is then split into a training and a test set.

6. At this point, the One-class SVM algorithm is run with different kernels: rbf, sigmoid and
polynomial.

7. The resulting decision function (the signed distance to the separating SVM hyperplane)
is used as an anomaly score, and the datapoints in the test set are ordered according to it,
from most to least anomalous.

8. The results are evaluated by adding labels to the test set. First, intervals of normalcy
for the four main variables (value, delta value, delta source, and delta gateway source)
are created based on the observed behaviour of all the appliances and the full six months
sample, and expert knowledge. Any data points that lie outside the normal intervals are
labelled as anomalous.

9. The results are further evaluated against two synthetic data sets of one day: one with 5%
anomalies and the second with 10%. The labelling process is the same for these sets.

The transfer learning part of the process (see Phases 1 and 2 in Figure 3) is done as follows:

1. Data from the target appliance is processed just like that from the source appliance.

2. The model trained on the target appliance is used to generate anomaly scores for the target
appliance. The model is initially trained on the source appliance. Then, as more data
becomes available from the target, and a certain threshold is reached, a blend of source
and target data is used for the training. Source data is gradually decayed and forgotten,
until eventually the model is trained solely on data from the target appliance.

3. The results are evaluated in the same way as those from the anomaly detection step: inter-
vals of normalcy are created, then used to add labels to the test set.
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4.3.3 System Architecture

The expected architecture of the system, as depicted in Figure 4, will consist of three layers:

• A speed layer that handles data annotation. It will ingest data from Azure DataLake (its
process scheduling will be handled by Airflow), and it will retrieve trained models from
model storage. This layer will take data as it is being generated, prepare it, and use the
model to label new data. The results will be stored.

• A batch layer that handles the training of the model. It too will ingest data from Azure
DataLake, and its process scheduling will be handled by Airflow. This will handle larger
data volumes, and will use them to train and evaluate the model used by the speed layer.
The resulting trained model will be stored.

• A serving layer that stores and serves the trained model and the annotated data.

Figure 4 System architecture
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5 Evaluation Methods

The section describes the evaluation methods that were used, and presents ways to interpret their
output.

While no labels were available for training the models, some could be created for the purpose of
evaluating their results. Thus, some of the tools that are usually used for evaluating supervised
machine learning projects could be used at this step.

The starting point is the confusion matrix, a tool frequently used when evaluating classification
tasks.

Figure 5 Confusion matrix

Let us take the example of a classification task aimed at identifying whether or not a picture
depicts a birthday cake. The matrix helps illustrate four central concepts[23]:

• true positives: correctly identified members of some target class. The algorithm said there
was a cake in the photo, and that was actually the case.

• false positives: data points predicted as belonging to some target class, but which were
not members of that target class. The algorithm said there was a cake in the photo, but
there were none.

• true negatives: data points correctly predicted as not belonging to some target class. The
algorithm said there was no cake in the photo, and no cake was in it.

• false negatives: data points predicted as not belonging to some target class, but were
actually members of that target class. The algorithm said there was no cake in the photo,
but the photo actually depicted one.
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5.1 Performance Metrics

Using these four concepts, several useful measures of the performance of a classification process
can be defined. The True Positive Rate, or Recall, reflects the proportion of correctly identified
positive cases out of the total actual positive cases present in the sample[23]. It is calculated as:

True Positive Rate =
TruePositives

TruePositives+ FalseNegatives
(11)

The False Positive Rate is the proportion of correctly identified negative cases out of the actual
total negative cases present in the sample [23]. Its formula is:

False Positive Rate =
TrueNegatives

TrueNegatives+ FalsePositives
(12)

Lastly, the Precision reflects of the proportion of the true positives out of all the predicted
positives [20, p. 74]. In other words, this is the number of times the algorithm correctly classified
a photo as containing a cake, out of all the times it said there was a cake in the photo. Its formula
is:

Precision =
TruePositives

TruePositives+ FalsePositives
(13)

With the help of these metrics, two important graphs can be drawn: the Receiver Operating
Characteristic (ROC) curve, and the Precision-Recall (PR) curve. The ROC curve plots the
tradeoff of the True Positive Rate against the False Positive Rate, at various cut off points or
thresholds. Classifiers, including One-class SVM, generally produce scores to identify an object
as belonging to a category. What the ROC curve shows is what happens if we go through the
ordered list of scores, setting the threshold at every point in that list. Every element above the
threshold would be a predicted positive, or anomaly in our case, and everything below it would
be a predicted negative, or normal sensor measurement in our case[23]. Further, we would also
have the true labels of each point, and could calculate the True Positive and True Negative Rates.

Figure 6 Example of a Receiver operating curve with an AUROC / ROC AUC score of 0.8346

One final piece of information can be obtained from this graph: the area under the ROC curve
score (ROC AUC or AUROC score). For example, in Figure 6 the ROC AUC is 0.83, which can
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be interpreted as an 83% probability that the algorithm will assign to a random normal event an
anomaly score lower than to a random anomalous event[11].

The second important graph is the Precision-Recall (PR) curve, for an example see Figure 7. It
is a useful measure of success when classifying very imbalanced classes[34], such as anomaly
detection tasks. The PR curve plots the trade-off between the Precision and the Recall, at various
cut off points or thresholds. From it, the PR area under curve (PRAUC), or Average Precision
(AP), can be computed. A large PRAUC score means that the positive cases are correctly identi-
fied while simultaneously maintaining a low false positive rate and a low false negative rate (see
Equation 11 and Equation 13).

Figure 7 Example of a Precision Recall curve with a PRAUC/ AP of 0.8.
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6 Evaluation Results

The chapter covers the results of the evaluation and discusses them in the context of the project
requirements.

6.1 Appliance State Sensor: Categorical Variables

The appliance state sensor is present on at least two different appliance types (washing machine,
and washer&dryer), which have similar functionalities. An identical state diagram is available
for them, with an identical set of possible states. However, both the list and the diagram are
incomplete, with states either present in the list but not in the diagram, or in the diagram but not
the list. Additionally, some states that occur in the sample do not appear either in the list or in
the diagram.

For the appliance with the largest sample, 71 unique two-state transitions are observed. Of these,
59 are made up of states visible/present in the state diagram. 27 of these 59 (45.8%) are illegal
according to the state diagram: including the third most common one (frequency: 14.4%). At
the same time, the second, third and fifth least common transitions are not illegal according to
the state diagram. This points to a possible problem in terms of how correctly or completely the
appliances are documented.

Figure 8 Washing machine: boxplots of AP/ROC AUC scores using AVF and 2-state transition
frequency for anomaly detection. Experiments run by scoring 1-day data chunks using AVFs/
2-state transition frequencies from 8 months of data.

Overall, the AVF score performs reasonably well for anomaly detection on the washing machine.
Its mean average precision AUC score is 0.575, and its ROC AUC mean is 0.599. Its mean ROC
AUC of 0.599 means that there is a 59.9% probability that the algorithm will assign to a random
normal event an anomaly score lower than to a random anomalous event.
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Using the frequency of the transitions produced slightly better results, with a mean AP AUC of
0.625, and and mean ROC AUC of 0.65. Thus, frequency is a slightly better anomaly detection
tool than AVF for washing machine. The poorer performance of the AVF score is probably be-
cause there are only nine possible states in total that can make up the state transitions. Their
limited variety affects the usefulness of using the frequency of the individual states as an indica-
tor of normalcy or outlierness.

For the washer&dryer, there are 51 two-state transitions in the sample, of which 21 are anoma-
lies (41.2%) according to the documentation. Of the top five anomalies identified by the algo-
rithm, three are not anomalous according to the documentation. Of the top five most frequent
transitions, the third is an anomaly according to the documentation. This is the same frequent
transition that occurred for the washing machine and is also an anomaly according to the docu-
mentation for it.

For the washer&dryer, the frequency of transitions alone is better at identifying both normal
and anomalous transitions according to the documentation. With only six states occurring in the
sample, AVF’s average precision AUC is 0.6 (with a few outliers at 0.51 and one at 0.69), and
its mean ROC AUC is 0.62. On the other hand, using the frequency of the transitions results in
a ROC AUC of 0.68, and a mean AP AUC of 0.675.

Figure 9 Washer & dryer: boxplots of AP/ROC AUC scores using AVF and 2-state transition
frequency for anomaly detection. Experiments run by scoring 1-day data chunks using AVFs/
2-state transition frequencies from 8 months of data.

The slightly poorer performance of AVF over frequency alone can be explained by the limited
array of states that can make up the two-state transitions. AVF is shown to be more successful in
scenarios where there are multiple state variables, with each one having a distinct set of possible
values[22]. However, in the case of appliance state, there is only one state variable, with its
small set of possible values. As such, when a very infrequent transition is made up of two states
that are individually frequent, the resulting AVF will be sufficiently higher than the frequency,
and will skew the results. This is especially visible in the washer&dryer, which has 33% fewer
possible states, and 28% fewer observed unique state transitions than the washing machine.
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On a more general note, the state diagrams have issues that were known from the onset (missing
states and transitions, see the start of this chapter). As a result, any evaluation based on them
will have a reduced reliability. However, the AVF/ frequency of transitions using data that only
captures state transitions in order to identify anomalies has a limited effectiveness. As a result,
the requirement for the ROC AUC score to be at 95% is not met.

Transfer Learning

The next step is to test the feasibility of transferring knowledge from the washing machine to the
washer&dryer. Their documentations are identical, meaning that not only do they have the same
set of possible states but also the same expected normal and anomalous transitions. Further, this
is true also for observed behaviour (see Figure 10). Their most common transitions are almost
identical, so not only their expected, but also their observed normal behaviour is similar. The
same is true for their least common transitions: eight out of ten are the same, so their observed
abnormal behaviour is also similar.

(a) the washing machine (b) the washer&dryer
Figure 10 State machines for the two appliances, using their top 20 most frequent transitions.
The figures on the arrows are in %.

Thus, transfer learning can be expected to be a good fit based on the sample, the observed
behaviour, and the current state diagram. Only one transition in the washing machine is not
present in the washer&dryer, and it only occurred once. Then, the average difference between
the frequencies in A and those in B is −0.03 percentage points (max: 2.4%; min: −2.1%),
only three transitions had a difference > 1%. The average difference between the AVFs in the
washing machine and those in the washer&dryer is also small at −0.03 percentage points (max:
2.4%; min: −2.1%). However, since one appliance had a significantly larger sample and more
possible transitions (washing machine), it can more easily be used as the source domain. It
captured all the possible states and transitions of the second appliance, while the reverse is not
true.

As noted, the pure frequency of transitions consistently outperformed the AVF method for iden-
tifying anomalies: the results were better both for the washing machine, and the washer&dryer.
This informs the choice of algorithm for testing transfer learning from the washing machine to
the washer&dryer. Thus, the experiments are done using the frequency of two-state transitions
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as anomaly score. As a starting point for the experiments, the first test is done using the full sam-
ples from each appliance. The complete sample for the washing machine (the source appliance)
is used for scoring the transitions found in the washer&dryer (the target appliance).

(a) Precision-Recall graph (b) Receiver Operating Characteristic graph
Figure 11 Anomaly detection, no transfer learning: Graphs generated for the washer&dryer,
the target appliance, using its own frequencies of two-state transitions as anomaly score. A
six-month sample for the washer&dryer is used in the experiment.

(a) Precision-Recall graph (b) Receiver Operating Characteristic graph
Figure 12 Anomaly detection, using transfer learning: graphs generated for the washer&dryer
using frequencies of two-state transitions from the washing machine (the source appliance) as
anomaly score. The six-month samples from each appliance are used in the experiment.
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These preliminary experiments support the expectation that the washing machine would be a
good source appliance for transferring knowledge to the washer &dryer, since using it as a
source produces only slightly worse results than using the washer&dryer itself as a source.

Next, the experiments are run by using samples coming from two different product identifiers
for the washer&dryer, and evaluating transfer learning from one identifier to the other. The two
identifiers are chosen because they are the two most common product identifiers, thus they reflect
the behaviour of the most common/ popular the washer&dryer and have the largest samples. The
dataset from the first identifier is split in two halves. The second is split into samples A and B.
Each experiment is done in three phases:

1. training on the washer&dryer, identifier 1, testing on a sample of the washer&dryer, iden-
tifier 2

2. training on a combination of the washer&dryer, identifier 1, and a sample from identifier
2, then testing on the washer&dryer, identifier 2

3. training on the washer&dryer, identifier 2, then testing on the other sample of the washer&dryer,
identifier 2.

The training and the test sets cover the same period. Each experiment is performed twice: first
by using sample A from the target product identifier (identifier 2) as the test set, then by using
sample B from the same identifier as the test set.
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(a) Precision-Recall graph: training
on one identifier, testing on sample A
of the second identifier

(b) Receiver Operating Characteristic
graph: train on one identifier, test on
sample A of second identifier

(c) Precision-Recall graph: train on
half of first identifier and half of sam-
ple B of second identifier, test on sam-
ple A of the second identifier.

(d) Receiver Operating Characteristic
graph: train on half of first identifier +
half of sample B of second identifier,
test on sample A of second identifier.

(e) Precision-Recall graph:train on
sample B of second identifier, test on
sample A of the second identifier.

(f) Receiver Operating Characteristic
graph: train on sample B, test on sam-
ple A, both from second identifier.

Figure 13 Experiment results using only the washer&dryer, split by product identifier, using
appliances belonging to the two most common product identifiers. The first identifier is split in
two halves. The second is split into sample A and sample B. Testing on sample A.
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(a) Precision-Recall graph: training
on one identifier, testing on sample B
of the second identifier

(b) Receiver Operating Characteristic
graph: train on one identifier, test on
sample B of second identifier

(c) Precision-Recall graph: train on
half of first identifier and half of sam-
ple A of second identifier, test on sam-
ple B of the second identifier.

(d) Receiver Operating Characteristic
graph: train on half of first identifier +
half of sample A of second identifier,
test on sample B of second identifier.

(e) Precision-Recall graph:train on
sample A of second identifier, test on
sample B of the second identifier.

(f) Receiver Operating Characteristic
graph: train on sample A, test on sam-
ple B, both from second identifier.

Figure 14 Experiment results using only the washer&dryer, split by product identifier, using
appliances belonging to the two most common product identifiers. The first identifier is split in
two halves. The second is split into sample A and sample B. Testing on sample B.
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The results of the washer&dryer experiments are similar irrespective of whether sample A or
sample B is used for testing of training. Further, the effect of the size of the source sample is
clearly visible. Since the first identifier’s sample is twice the size of that of the second identifier,
using solely the first identifier as a source yields better results than using only the second iden-
tifier as both source and target (see (a) and (b) in Figure 13 and Figure 14). Further, they fall
at or slightly below the range observed during the anomaly detection (without transfer learning)
experiments (see Figure 9).

Next, no product identifier has more that 125 000 observation for the washer &dryer, while for
the washing machine two identifiers with approximately 300 000 and 390 000 observations are
available. For this reason, the experiments are also run on samples from two different product
identifiers from the washing machine. Transfer learning is then evaluated from one identifier to
the other, the same as it is for the washer &dryer. The two most common product identifiers are
chosen for the experiment, since they capture the behaviour of the most common/ popular the
washing machine. The dataset from the first identifier is split in two halves. The second is split
into samples A and B. Each experiment is done in three phases:

1. training on the washing machine, identifier 1, testing on a sample of the washing machine,
identifier 2;

2. training on a combination of the washing machine, identifier 1, and a sample from identi-
fier 2, then testing on the washing machine, identifier 2;

3. training on the washing machine, identifier 2, then testing on the other sample of the
washing machine, identifier 2.

The training and the test sets cover the same period. Each experiment is performed twice: first
by using sample A from the target product identifier (identifier 2) as the test set, then by using
sample B from the same identifier as the test set.
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(a) Precision-Recall graph: training
on one identifier, testing on sample A
of the second identifier

(b) Receiver Operating Characteristic
graph: train on one identifier, test on
sample A of second identifier

(c) Precision-Recall graph: train on
half of first identifier and half of sam-
ple B of second identifier, test on sam-
ple A of the second identifier.

(d) Receiver Operating Characteristic
graph: train on half of first identifier +
half of sample B of second identifier,
test on sample A of second identifier.

(e) Precision-Recall graph:train on
sample B of second identifier, test on
sample A of the second identifier.

(f) Receiver Operating Characteristic
graph: train on sample B, test on sam-
ple A, both from second identifier.

Figure 15 Experiment results using only the WASHING MACHINE, split by product identifier,
using appliances belonging to the two most common product identifiers. The first identifier is
split in two halves. The second is split into sample A and sample B. Testing on sample A.
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(a) Precision-Recall graph: training
on one identifier, testing on sample B
of the second identifier

(b) Receiver Operating Characteristic
graph: train on one identifier, test on
sample B of second identifier

(c) Precision-Recall graph: train on
half of first identifier and half of sam-
ple A of second identifier, test on sam-
ple B of the second identifier.

(d) Receiver Operating Characteristic
graph: train on half of first identifier +
half of sample A of second identifier,
test on sample B of second identifier.

(e) Precision-Recall graph:train on
sample A of second identifier, test on
sample B of the second identifier.

(f) Receiver Operating Characteristic
graph: train on sample A, test on sam-
ple B, both from second identifier.

Figure 16 Experiment results using only the WASHING MACHINE, split by product identifier,
using appliances belonging to the two most common product identifiers. The first identifier is
split in two halves. The second is split into sample A and sample B. Testing on sample B.
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The results of the washing machine experiments are similar irrespective of whether sample A or
sample B is used for testing of training. Further, the effect of the size of the source sample is
clearly visible. Since the first identifier’s sample is 50% larger than that of the second identifier,
using solely the first identifier as a source yields better results than using only the second iden-
tifier as both source and target (see (a) and (b) in Figure 15 and Figure 16). Further, they fall
at or slightly below the range observed during the anomaly detection (without transfer learning)
experiments (see Figure 8).

Lastly, the experiments are run by using samples coming from the washing machine and the
washer&dryer, and evaluating transfer learning from one appliance to the other. The two appli-
ances are chosen because they have very similar functionalities, and identical state variables as
well as legal and illegal transitions. A sample of six months is used in the first round of experi-
ments, then one of nine months. The first appliance, the source, is split in two halves. The target
appliance is split into sample A and sample B. Each experiment is done in three phases:

1. training on the washing machine then testing on a sample of the washer&dryer

2. training on a combination of a sample from the washing machine and a sample from the
washer&dryer, then testing on the other sample from the washer&dryer.

3. training on a sample from the washer&dryer, then testing on the other sample from the
washer&dryer.

The training and test sets cover the same period. Each experiment is run twice. First, sample A
from the target appliance is used as the test set and sample B in the training set, then sample B
is used as the test set and sample A goes into the training set.

Overall, using the nine month sample produced slightly better results, and using the larger sam-
ple as a source (that of the washing machine) also improved the results (see Figure 17, Figure 18,
Figure 19 and Figure 20). This may mean also that the state diagram used for labelling normal
and anomalous observations more accurately reflects the behaviour of the washing machine than
that of the washer&dryer.
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(a) Precision-Recall graph: training
on the washing machine, testing on
sample A of the washer&dryer

(b) Receiver Operating Characteristic
graph: train on washing machine, test
on sample A of washer&dryer

(c) Precision-Recall graph: train
on half of washing machine+half
of washer&dryer sample B, test on
washer&dryer sample A.

(d) Receiver Operating Characteris-
tic: train on half washing machine+
half washer&dryer sample B, test on
washer&dryer sample A.

(e) Precision-Recall graph: train on
sample B, test on sample A, both from
the washer&dryer.

(f) Receiver Operating Characteristic
graph: train on sample B, test on sam-
ple A, both from the washer&dryer.

Figure 17 Experiment results evaluating transfer learning from the washing machine to the
washer&dryer using a 6-month sample from each appliance type. The sample from the washing
machine is split in two halves. The washer&dryer is split into samples A and B, and testing is
done on sample A.
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(a) Precision-Recall graph: training
on the washing machine, testing on
sample B of the washer&dryer

(b) Receiver Operating Characteris-
tic: train on washing machine, test on
sample B of washer&dryer

(c) Precision-Recall graph: train on
half of the washing machine and half
of sample A of the washer&dryer, test
on sample B of the washer&dryer.

(d) Receiver Operating Characteris-
tic: train on half washing machine +
half sample A of washer&dryer, test
on sample B of washer&dryer.

(e) Precision-Recall graph: train on
sample A, test on sample B, both from
the washer&dryer.

(f) Receiver Operating Characteristic
graph: train on sample A, test on sam-
ple B, both from the washer&dryer.

Figure 18 Experiment results using the washing machine and the washer&dryer, split by appli-
ance type, using a 6-month sample from each appliance type. The washing machine is split in
two halves. The washer&dryer is split into samples A and B. Testing on sample B.
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(a) Precision-Recall graph: training
on the washing machine, testing on
sample A of the washer&dryer

(b) Receiver Operating Characteristic
graph: train on washing machine, test
on sample A of washer&dryer

(c) Precision-Recall graph: train
on half of washing machine+half
of washer&dryer sample B, test on
washer&dryer sample A.

(d) Receiver Operating Characteris-
tic: train on half washing machine+
half washer&dryer sample B, test on
washer&dryer sample A.

(e) Precision-Recall graph: train on
sample B, test on sample A, both from
the washer&dryer.

(f) Receiver Operating Characteristic
graph: train on sample B, test on sam-
ple A, both from the washer&dryer.

Figure 19 Experiment results evaluating transfer learning from the washing machine to the
washer&dryer using a 9-month sample from each appliance type. The sample from the washing
machine is split in two halves. The washer&dryer is split into samples A and B, and testing is
done on sample A.

37



6 Evaluation Results

(a) Precision-Recall graph: training
on the washing machine, testing on
sample B of the washer&dryer

(b) Receiver Operating Characteris-
tic: train on washing machine, test on
sample B of washer&dryer

(c) Precision-Recall graph: train on
half of the washing machine and half
of sample A of the washer&dryer, test
on sample B of the washer&dryer.

(d) Receiver Operating Characteris-
tic: train on half washing machine +
half sample A of washer&dryer, test
on sample B of washer&dryer.

(e) Precision-Recall graph: train on
sample A, test on sample B, both from
the washer&dryer.

(f) Receiver Operating Characteristic
graph: train on sample A, test on sam-
ple B, both from the washer&dryer.

Figure 20 Experiment results using the washing machine and the washer&dryer, split by appli-
ance type, using a 9-month sample from each appliance type. The washing machine is split in
two halves. The washer&dryer is split into samples A and B. Testing on sample B.
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6.2 Temperature Sensor: Numerical Variables

The evaluation of the anomaly detection pipeline for the numerical variables uses several manu-
ally labelled three month samples of increasing size: from three, five, ten and twenty appliances.
All samples come from the vegetable drawer of the fridge. Additionally, two synthetic samples
of one day were created: one with 5% anomalies, and the other with 10%.

With the help of the intervals of normalcy (see subsubsection 4.1.1), a preliminary exploration
of the data is done. This is achieved by looking at the comparative behaviour of normal and
anomalous events by: the temperature measurement (Figure 21), the change in temperature
(Figure 22), the time between two consecutive messages (Figure 23), and, lastly, the time it took
for the message to arrive at Electrolux (Figure 24).

Figure 21 Temperature sensor: plot of top 400 anomalies, and top 400 normal observations by
their measured value.

The temperature and the change in temperature fluctuate the most from the samples’ trimmed
mean. The time between consecutive messages stays mostly constant, with only a few messages
arriving unusually late( >>300s) or early: messages arriving at 0s are likely either duplicates or
older messages arriving at the same time as correct ones. Finally, the time it takes for messages
to arrive at Electrolux is also rather consistent: with very few of the top 400 anomalies not
arriving instantly, likely indicating network errors or missing messages.

In the anomaly detection experiments, three different kernels for One-class SVM are used: rbf,
sigmoid and polynomial. The fourth available kernel, the linear kernel, did not con-
verge in a reasonable amount of time even for very small samples of the dataset.

For each of the test sets and kernels, several metrics are computed: average precision / Pre-
cision Recall area under curve (AP score/ PRauc) and its respective graph the PR graph, and
the Receiver Operating Characteristic (ROC) Area Under Curve score, and its respective ROC
curve.

In the experiments, the rbf kernel consistently outperforms the other two, both in terms of
its AP and its ROC AUC scores, irrespective of the sample size. The second best results are
achieved by the sigmoid kernel. Its performance improves with the increase of sample size, but
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Figure 22 Temperature sensor: plot of top 400 anomalies, and top 400 normal observations by
their measured change in value. Created using 2 sub-samples of the 20 appliance sample.

Figure 23 Temperature sensor: plot of top 400 anomalies, and top 400 normal observations by
distance between times they were sent by the appliances; created using 2 sub-samples of the 20
appliance sample.

Figure 24 Temperature sensor: plot of top 400 anomalies, and top 400 normal observations
by the time it took for the message to travel from the appliance to the Electrolux data center.
Created using 2 sub-samples of the 20 appliance sample.

it never surpasses 60%. The polynomial kernel performs even worse. Its AP score reaches its
maximum value (in the experiments) at 31% for the 20 appliances sample, and its ROC AUC at
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23% for the ten appliance sample. The rbf kernel has its ROC AUC score averaging at 79.3%
over the four samples, meaning that there is a 79.3% probability that the algorithm will assign to
a random normal event an anomaly score lower than to a random anomalous event (higher scores
identify more anomalous events). Thus, the kernel is an excellent fit for the task of separating
the data into the two classes: normal and anomalous events. Further, the requirements state that
the ROC AUC should be at 95%, and the only one that comes close to this figure is the rbf
kernel.

Figure 25 Evaluating the three kernels using four sample sizes: one-month samples from three,
five, ten and 20 appliances)

The rbf kernel also consistently outperforms the other two when testing against the synthetic
samples, as can be seen in Figure 26 and Figure 27. The three kernels perform generally better in
the experiments with the synthetic data, than they do on the real data. Given that the anomalies
in these datasets are based on what the observations that are most anomalous in the real dataset,
the improved performance was to be expected. Overall, the rbf kernel is the best and most
robust perfomer of the three, in both scenarios ( real and synthetic data).

Figure 26 Evaluating the three kernels by training on one-month samples from three, five, ten
and 20 appliances, and testing on a 1-day synthetic sample with 5%anomalies
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Figure 27 Evaluating the three kernels by training on three month samples from three, five, ten
and 20 appliances, and testing on a 1-day synthetic sample with 10%anomalies

Transfer Learning

The experiments for evaluating transfer learning for the fridge are done using the kernel that
produced the best results in the anomaly detection experiments: the rbf kernel. The experi-
ments are structured similarly to those on the washing machine and washer &dryer. First, the
experiments are run by separating the training and test set based on the product identifier they
belong to. All the samples come from the vegetable drawer, and the samples increase in size:
the experiments run on three appliances, then five, ten and 20 appliances. Each experiment is
done in three phases:

1. train on vegetable drawer (identifier 1), test on a sample of the same drawer (identifier 2).

2. training on a combination of the vegetable drawer from identifier 1, and a sample from
identifier 2, then testing on the vegetable drawer from identifier 2.

3. train on the vegetable drawer, identifier 2, test on another sample of the vegetable drawer,
identifier 2.

Figure 28 Transfer learning (TL) experiments: training on one identifier and testing on another
identifier, both from the vegetable drawer.

The dataset from the first identifier is split in two halves. The second is split into samples A and
B. The training and the test sets cover the same period. Each experiment is performed twice:
first by using sample A from the target product identifier (identifier 2) as the test set, then by
using sample B as the test set. The figures in Figure 28 are averages over the two scenarios. The
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same experiment structure is then repeated, this time by going from the vegetable drawer to the
main compartment, see Figure 29.

Figure 29 Transfer learning (TL) experiments: training on the vegetable drawer and testing on
the main drawer.

The results for the experiments using 20 appliances and transferring the trained model from one
product identifier to another are depicted in Figure 30 and Figure 31.
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(a) Precision-Recall graph: train on
sample A from first identifier, test on
sample A of second identifier

(b) Receiver Operating Characteris-
tic: train on sample A(first identifier),
test on sample A(second identifier)

(c) Precision-Recall graph: train on
half of first identifier and half of sam-
ple B of second identifier, test on sam-
ple A of the second identifier.

(d) Receiver Operating Characteristic
graph: train on half of first identifier +
half of sample B of second identifier,
test on sample A of second identifier.

(e) Precision-Recall graph: train on
sample B, test on sample A, both from
the second identifier.

(f) Receiver Operating Characteristic
graph: train on sample B, test on sam-
ple A, both from second identifier.

Figure 30 Experiment results using only Appliance B, split by product identifier, using appli-
ances belonging to the two most common product identifiers. The dataset from the first identifier
is split in two halves. The second is split into sample A and sample B. Testing on sample A.
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(a) Precision-Recall graph: training
on sample A from first identifier, test-
ing on sample B of the second identi-
fier

(b) Receiver Operating Characteristic
graph: train on one sample A from
first identifier, test on sample B of the
second identifier

(c) Precision-Recall graph: train on
half of first identifier and half of sam-
ple A of second identifier, test on sam-
ple B of the second identifier.

(d) Receiver Operating Characteristic
graph: train on half of first identifier +
half of sample A of second identifier,
test on sample B of second identifier.

(e) Precision-Recall graph: train on
sample A, test on sample B, both from
the second identifier.

(f) Receiver Operating Characteristic
graph: train on sample A, test on sam-
ple B, both from second identifier.

Figure 31 Experiment results using only Appliance B, split by product identifier, using appli-
ances belonging to the two most common product identifiers. The first identifier is split in two
halves. The second is split into sample A and sample B. Testing on sample B.
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The results of the experiments by product identifier are almost identical irrespective of whether
sample A or B is used as a test or in the train set. Further, they are slightly better when using
some of/only the source identifier in the training set; in that scenario they are at or slightly below
the level of those observed when doing pure anomaly detection without transfer learning (see
Figure 25). Since a One-class SVM is ideally trained by exposing it to only one class (normal OR
anomalous), it is possible that identifier 1 is cleaner in that sense. It may have fewer anomalies
and thus functions as a better training sample. In any case, the results are not very different in
any of the three stages of the experiment.

The results for the experiments using 20 appliances and transferring the trained model from
one fridge drawer (the vegetable drawer) to another (the main compartment) are presented in
Figure 32 and Figure 33.

The results of the experiments by compartment are again basically identical irrespective of what
sample (A or B) is used as a test (or train) set. When using only the source compartment in
the training set, the results are 10 percentage points below the AP score and 20 percentage
points below the ROC AUC score achieved doing pure anomaly detection (Figure 25). When
the target compartment is introduced in the training set, the results start improving. When using
only the main compartment in the training set, the results are identical to those observed when
doing pure anomaly detection (because this is exactly what is happening in the third stage of the
experiment).
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(a) Precision-Recall graph: training
on sample A from vegetable compart-
ment, testing on sample A of the main
compartment

(b) Receiver Operating Characteristic
graph: train on one sample A from
vegetable compartment, test on sam-
ple A of the main compartment

(c) Precision-Recall graph: train on
half of vegetable compartment and
half of sample B of main compart-
ment, test on sample A of the main
compartment.

(d) Receiver Operating Characteristic
graph: train on half of vegetable com-
partment + half of sample B of target
(main) compartment, test on sample
A of main compartment.

(e) Precision-Recall graph: train on
sample B, test on sample A, both from
the target(main) compartment.

(f) Receiver Operating Characteristic:
train on sample B, test on A, both
from target(main) compartment.

Figure 32 Experiment results using only data from both the source and the target compartment
(vegetable and main compartment, respectively), with vegetable compartment in fridge-mode.
The source compartment is split in two. The main compartment is split into samples A and B,
and testing is done on sample A.
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(a) Precision-Recall graph: training
on sample A from vegetable compart-
ment, testing on sample B of the sec-
ond compartment

(b) Receiver Operating Characteristic
graph: train on one sample A from
vegetable compartment, test on sam-
ple B of the second compartment

(c) Precision-Recall graph: train on
half of vegetable compartment and
half of sample A of second compart-
ment, test on sample B of the second
compartment.

(d) Receiver Operating Characteristic
graph: train on half of vegetable com-
partment + half of sample A of target
(second) compartment, test on sample
B of target (second) compartment.

(e) Precision-Recall graph: train on
sample A, test on sample B, both from
the target(second) compartment.

(f) Receiver Operating Characteristic:
train on sample A, test on B, both
from target(second) compartment.

Figure 33 Experiment results using data from both the vegetable (source) and the main (target)
compartment, with source compartment in fridge-mode. The source compartment is split in two
halves. The target is split into sample A and sample B, and testing is done on sample B.
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Lastly, the experiments are run by gradually forgetting the source and learning the target, and
weighing the source and target differently. The target is always weighted with 1, and two weights
are tested for the source: 1 and 0.85 (or a τ factor of 0.15, see Section 3.4.1). First this is done
from one compartment, with a specific product identifier, to a target from the same compart-
ment, but with another product identifier. All the experiments are run on three month samples
from three, five, ten and 20 appliances. The experiment results are depicted in Table 1. Three
scenarios are tested: learning and forgetting one, four, and six weeks(or half the period available
in the sample).

3 appliances learn-forget AP wg1 AP wg0.85 ROC wg1 ROC wg0.85
lr0- fg0 0.4686 - 0.4637 -
lr1- fg1 0.4590 0.4547 0.4386 0.4336
lr4- fg1 0.4811 0.4376 0.4387 0.4287
lr6- fg1 0.4677 0.4562 0.4211 0.4370

5 appliances learn-forget AP wg1 AP wg0.85 ROC wg1 ROC wg0.85
lr0- fg0 0.5483 - 0.7002 -
lr1- fg1 0.5745 0.5747 0.7153 0.7154
lr4- fg4 0.5755 0.5742 0.7002 0.7153
lr6- fg6 0.5653 0.5770 0.6727 0.6884

10 appliances learn-forget AP wg1 AP wg0.85 ROC wg1 ROC wg0.85
lr0- fg0 0.8050 - 0.8761 -
lr1- fg1 0.8053 0.8050 0.8739 0.8738
lr4- fg4 0.8051 0.8050 0.8661 0.8759
lr6- fg6 0.7895 0.7838 0.8587 0.8529

20 appliances learn-forget AP wg1 AP wg0.85 ROC wg1 ROC wg0.85
lr0- fg 0 0.7235 - 0.8033 -
lr1- fg1 0.7242 0.7243 0.8003 0.8003
lr4- fg4 0.7276 0.7274 0.7973 0.7971
lr6- fg6 0.7147 0.7134 0.7952 0.7946

Table 1 Average precision (AP) and ROC AUC score for transfer learning from one identifier to
another: varying the weights of the sample from the source ( either 1 or 0.85); lr = learn from
target identifier (in weeks), fg = forget from source identifier (in weeks),wg = weight. The
target sample’s weight is always 1.

The second step is to experiment with forgetting the source (one compartment: the vegetable
drawer) and gradually learning more from the target (different compartment: main drawer). All
the experiments are run on three month samples from three, five, ten and 20 appliances, and the
same three scenarios are tested. As can be seen in Table 2, reducing the weights of the sample
from the source compartment has almost no impact on the quality of the results. In fact, both
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3 appliances learn-forget AP wg1 AP wg0.85 ROC wg1 ROC wg0.85
lr0- fg0 0.7894 - 0.6786 -
lr1- fg1 0.7943 0.7952 0.6929 0.6956
lr4- fg4 0.7813 0.7842 0.6623 0.6730
lr6- fg6 0.7422 0.7490 0.6794 0.6848

5 appliances learn-forget AP wg1 AP wg0.85 ROC wg1 ROC wg0.85
lr0- fg0 0.5682 - 0.5668 -
lr1- fg1 0.5707 0.5710 0.5690 0.5696
lr4- fg4 0.5815 0.5666 0.5707 0.5631
lr6- fg6 0.5745 0.5669 0.5765 0.5647

10 appliances learn-forget AP wg1 AP wg0.85 ROC wg1 ROC wg0.85
lr0- fg0 0.6050 - 0.5833 -
lr1- fg1 0.6170 0.6188 0.6009 0.6048
lr4- fg4 0.6575 0.6600 0.6578 0.6628
lr6- fg6 0.6569 0.6565 0.6663 0.6657

20 appliances learn-forget AP wg1 AP wg0.85 ROC wg1 ROC wg0.85
lr0- fg0 0.6820 - 0.5670 -
lr1- fg1 0.6990 0.7001 0.5968 0.5991
lr4- fg4 0.7098 0.6982 0.5985 0.5964
lr6- fg6 0.7028 0.6969 0.6043 0.5943

Table 2 Average precision (AP) and ROC AUC score for transfer learning from one compart-
ment to another: varying the weights of the sample from the source ( either 1 or 0.85); lr = learn
from target compartment (in weeks), fg = forget from source compartment (in weeks),wg =
weight. The target sample’s weight is always 1.

experiments show that varying the weights of the source compartment/ identifier makes very
little difference on the final result, and that the results are more affected by how much of the
target sample is used during training, especially when going from one compartment to another.
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7 Discussion

The project achieves a big portion of the functional and non-functional requirements (see sub-
section 2.2). It provides solutions for both categorical and numerical data, and knowledge (the
trained models/ the frequencies of transitions) can be transferred between appliances, compart-
ments and identifiers. This means that once new appliances are introduced, knowledge gained
from existing appliances can be used to evaluate their behaviour. Not needing to wait for the
new appliances to produce sufficient data before they can be evaluated can save time and other
resources. Further, it can annotate single data points with an anomaly score and label and can
ingest batches of one day (see Figure 9).

In conjunction with a scheduler (which was not implemented) everything is in place to support
continuous automated monitoring. Lastly, in terms of the cut-off point to maximize the results,
given that the most extreme outliers are of interest, it may make more sense to choose a per-
centage of the top most-anomalous events/messages: not more than a few % of the full dataset
ordered by anomaly score. For example, the ten datasets typically used to evaluate anomaly de-
tection solutions [11], have an average of 3.2% anomalies. Alternatively, this could be decided
on a case-by-case basis: once the evaluation is generated, the ROC/AP graphs can be evalu-
ated and a specific cut-off point can be identified for the individual graphs and the cases they
represent.

Of the non-functional requirements, the desired ROC AUC score of 95% is not achieved by
any of the implementations. The continuous variables solution comes the closest at about 80%.
This could be improved through further feature engineering, hyperparameter tuning, and using a
dataset from more than one sensor. For the state variables where the initial goal was to analyze
the frequencies of the state transitions, it may make sense to introduce more factors into the
analysis (feature engineering) which could help improve the results.

The solution for the state variables, fully implemented on Databricks is horizontally scalable,
especially since updating the frequencies to account for new data is not done from scratch: there
is no need to read all the old data for this. The solution for the continuous variables has more
room for improvement, since at the moment the time-series decomposition library, tsfresh,
acts as a bottleneck. Fortunately, there are ways of deploying tsfresh at scale, however this
was not one of the goals of this project.

Due to the nature of the problem and the lack of labelled dataset, the solution employs unsuper-
vised methods and uses algorithms supported by literature. Lastly, its output is tested against
several different datasets (of different sizes, some covering different periods) and the results
show that its success is largely independent of the training/test sets used.

In terms of how the solution fared compared to the literature, two things are likely the most
interesting. The first is that the AVF method fares worse than the pure frequency method for the
state variable analysis. As previously mentioned, this is likely due to the small pool of possible
individual states that the appliances can go through. A larger pool, with more options for each
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state would likely improve the outcome.

Second, while transfer learning proved to be a viable solution for both the state and the continu-
ous variables, it was interesting to see that weighing the samples from the source (compartmen-
t/identifier) with a lower weight than those from the target had little to no effect in improving the
evaluation results. This may be because the source and the target domains are similar enough
that very little is gained from discounting the source domain. Further testing may be needed, and
it may be the case that, over time, continuously reducing the weights of older source samples
could have a larger impact, especially if the source and target are more dissimilar. In any case,
using a sliding window approach even without the decay function helps address the problem of
concept drift.

8 Related Work

Anomaly detection is an extremely broad concept – both across methodological fields as well
as in the empirical domain - with techniques being employed in a large number of potential
applications spanning from network monitoring to industrial control and from Internet of Things
to healthcare [31, 6, 42].

Methodologically, four approaches have made significant inroads: rule-based (knowledge) sys-
tems, classical multivariate statistics-based systems, (classical) machine learning and (deep) rep-
resentation learning [31, 6, 42]. The approach presented in this paper makes use of an unsuper-
vised machine-learning pipeline; this choice was based on the nature of the problem in terms of
data, problem set and computational complexity.

First, as there is no inherent (close-ended) rule-set that can generate anomalies, a rule-based
knowledge system was eliminated a priori. Similarly, a classical statistical framework was dis-
counted due to the lack of a known data generation process for anomalies.

Second, the problem is one where discrete data points (distinct observations) are produced by
discrete sensors (thus distinct features) – as such there is no real hidden representation layer to
be learned from the data; thus making (deep) learning less appropriate than a classical machine
learning approach [13].

Further, as there is no corpus of labeled data, the only strategy is to use unsupervised methods,
further reducing potential alternatives [13, 14]. Essentially, three main alternatives to the chosen
pipeline exist: tree-based ensembles such as isolation forests [24, 7], clustering (with various
spatial or hierarchical algorithms such as K-means and Local Outlier Factor (LOF)) [18], or
autoencoders [46].

Each of these have theoretical issues that make them less suitable for the task. Tree based ensem-
bles such as isolation forests build decision trees by splitting the sample, feature by feature, into
discrete buckets. This is done in such a way so as to maximize the separation between the main
(non-anomalous) part of the sample and the possible anomalous points, singling out the points
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that would require the least information loss (according to the Gini criterion) [24, 7]. As they
use ensembled decision trees as the main instrument for anomaly detection, splitting the sample
one variable at a time, they are most effective when operating across large levels of dimension-
ality, something the data on hand does not exhibit [24, 7]. Further, they are both distributionally
and functional-form agnostic, instead relying on empirically determined data splits – making
identification of data generating process functional forms (such as those arising from time-series
auto-regressive behavior). Further, they ignore most of data in singling out anomalies, being
most useful when dealing with small amounts of data [24, 7].

Another potential approach is the Local Outlier Factor (LOF) method [5]. This takes inspiration
from the K-nearest neighbors algorithm [45], using the euclidean distance in feature space from
a given point to the k-nearest neighbors to compute a local distance for that given point [5, 45].
For all points within this distance, a local reachability distance is computed, as the average
distance from each of these neighbors to the original point. This local density metric is then
compared with the local densities of its k neighbors, constructing the relative LOF metric.

There are some significant disadvantages to the use of LOF for this task, mostly derived from
the intrinsic fact that the method operates in Euclidean feature space. First, the method cannot
account for time series data (or time in general) in an efficient or straight-forward manner: as
it relies on immediate neigbors, any implementation would, on one hand, treat neighbors back
in time as equally important up until the k-limit of detection, and, on the other hand, without
significant pre-processing and manipulation of the time series, rely on future data as predictors
for past data potentially cross-contaminating the model and precluding any real-time analyses
[43, 32]. While there are solutions for this issue, e.g. [43, 32], these require significant data
pre-processing.

Second, since the method relies on immediate (local) neighbors for outlier detection, it will be
less able to detect an anomalous instantaneous state-transition, where neigbors on both sides of
the transition are stable. Further, as the method relies on a very limited number of points located
nearby in feature space, the method is incapable of exploiting longer time-series data.

Third, LOF can identify both local and global anomalies, however if local anomalies are not
relevant, it may produce many false positives [11]. Further, like most other methods that use
k-nearest neighbours to compute their decision boundaries, the setting of k is crucial[11].

Another potential solution would be to use autoencoders, a specialised type of unsupervised deep
neural network [44]. They are designed in such a way as to have an identical number of neurons
in the input and output layer, and a smaller number of neurons on each of the intermediate
(hidden) layers. The network is trained to reproduce as much of the input into the output layer,
with the amount of error (difference between the input and output) identifying outliers [44].
Autoencoders can be extended to work for time series data using dynamic ensembles [19] or by
using special neural net architectures that implement time-aware features like forgetting gates -
such as recurrent neural networks (RNNs) [46].

While the method has yielded good performance, it has two significant drawbacks that make it
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unsuitable for the problem at hand. Like all representation learning methods, much of its power
comes from identifying flexible representations of the data (the model learning and discerning
its own features) from a continuous signal such as an image, a soundtrack or a video-feed [46,
13, 44], something that is not needed with the discrete feature set (sensor data) this problem has.

9 Conclusions

The goal of this project was to identify faulty data points from connected appliances and to
investigate the feasibility of transferring such knowledge between appliances or sensors. The
problem was split into two by the type of variable that was evaluated (categorical or numerical)
and individual solutions for anomaly detection were proposed for each.

The categorical data was analyzed using the Average Value Frequency method and the pure
frequency of transitions, and the conclusion was that the latter consistently fared better for the
two appliances that were tested. The numerical data was evaluated with the help of a One Class
Support Vector Machine, with the rbf kernel providing the best results.

The second focus of the project, transfer learning, proved to be a promising avenue for analyzing
new data coming from new appliances or sensors. For the categorical data, given the simplicity
of the method, the biggest influence of the quality of the results was the size of the dataset used
as a source. Using the washing machine (the appliance with the largest sample) as a source
consistently produced better results, as did using the identifier with the largest sample, whether
it was from the washing machine or from the washer&dryer.

For the continuous variables, which employed a more complex solution, transferring the knowl-
edge produced much better results. When transferring knowledge from a fridge compartment
from one identifier to another, the results (AP≈72%, ROC≈79.8%) were almost identical to do-
ing pure anomaly detection on a the target drawer/identifier (AP ≈75%, ROC ≈79.3%). When
transferring knowledge from one compartment to a different one, the results were also good
(though not to the same extent: AP ≈69%, ROC ≈59%) and they improved as the algorithm
forgot more from the source and learned from the target compartment. Interestingly, weighing
the source and the target samples differently had virtually no effect on the quality of the results.

10 Future Work

The avenues for future work are multiple, and some concern improving the implementation
while others refer to its deployment in a production environment.

One way of improving the results for the continuous variables is through hyperparameter tuning,
and further feature engineering. The current results, obtained with the default settings for the
available kernels, are promising. These will likely further improve by updating their hyperpa-
rameters.
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Another aspect would be to test transfer learning with different appliances as source or target.
Preliminary experiments with the freezer compartment as source for the main compartment pro-
duced even better outcomes than with the vegetable drawer mode. This is to be expected, as
One-class SVMs are ideally trained by being exposed to only one of the classes it will need to
identify: either all normal, or all anomalous. When using the freezer as source, the algorithm is
being exposed to events that are all anomalies for a fridge (at least temperature-wise).

The use of a decay function (including weights) could also be further tested on larger samples,
although this was not at all promising on the samples tested.

Then, and probably the aspect that could most benefit from changes, a next step would be to
identify a more comprehensive method for anomaly detection for the state variables, or to include
more features when using the current (AVF/ frequency) method.

Lastly, in terms of deployment in a production environment further work needs to be done be-
forehand. First, the time series decomposition tool used, tsfresh, needs to be deployed at scale.
Next, One-class SVMs are a very powerful tool for anomaly detection, but they can also be slow
when implemented locally. In a production environment, the Azure Machine Learning
offers its own implementation which is well suited for handling large datasets.
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