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Abstract

So far, studies seeking to recognise moral foundations in texts have been relatively

successful (Araque et al., 2019; Lin et al., 2018; Mooijman et al., 2017; Rezapour

et al., 2019). There are, however, two issues with these studies: �rstly, it is an

extensive process to gather and annotate su�cient material for training. Secondly,

models are only trained and tested within the same domain. It is yet unexplored

how these models for moral foundation prediction perform when tested in other

domains, but from their experience with annotation, Hoover et al. (2017) describe

how moral sentiments on one topic (e.g. black lives matter) might be completely

di�erent from moral sentiments on another (e.g. presidential elections). This study

attempts to explore to what extent models generalise to other domains. More

speci�cally, we focus on training on Twitter data from non-extremist sources,

and testing on data from an extremist (white nationalist) forum. We conducted

two experiments.

In our �rst experiment we test whether it is possible to do cross domain

classi�cation of moral foundations. Additionally, we compare the performance

of a model using the Word2Vec embeddings used in previous studies to a model

using the newer BERT embeddings. We �nd that although the performance drops

signi�cantly on the extremist out-domain test sets, out-domain classi�cation is

not impossible. Furthermore, we �nd that the BERT model generalises marginally

better to the out-domain test set, than the Word2Vec model.

In our second experiment we attempt to improve the generalisation to extrem-

ist test data by providing contextual knowledge. Although this does not improve

the model, it does show the model’s robustness against noise. Finally we suggest

an alternative approach for accounting for contextual knowledge.
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1. Introduction

Jesse Graham and Jonathan Haidt sought to �nd universal components in moral ideas

all over the world. They postulate �ve ‘moral foundations’: �ve basic moral ideas that

we all agree on, although we di�er in which ones we �nd most important, and how

we apply them to speci�c cases (Graham et al., 2013, 2009; Haidt, 2012; Haidt and

Graham, 2009). One of the examples given is the one of taxes. People tend to agree that

life should be fair, however, the liberal worldview prescribes that rich people should

be “paying their fair share”, while the conservative worldview typically entails that

“people should be rewarded in proportion to what they contribute”. In the debate on

taxation, both liberals and conservatives appeal to the moral foundation of fairness,

but they disagree about what exactly is fair. These kinds of understandings allow us

to be more aware of how and why we think di�erently (Graham et al., 2009).

In the context of this paper, we are speci�cally interested in the analysis of moral

foundations among extremist groups, such as white nationalism. If we know which

moral foundations are regarded as important within these groups, we also know

which moral foundations can be used to provide a counter narrative. Additionally,

Mooijman et al. (2017) describe how an increase in moral rhetoric on social media

predicts violent protests. Therefore, reliable information on the use of moral rhetoric

on social media can be useful in the security domain, as it provides insight in the

psychological motivations of the group studied.

In order to train a model to recognise moral foundations we need annotated data.

Annotating data for moral foundations – like with any latent semantic task – is very

time-consuming. It would therefore be convenient if a model trained on one corpus

could generalise to other types of data. At the time of writing, the only annotated data

available for this task is the Moral Foundations Twitter Corpus (MFTC) (Hoover et al.,

2017). This corpus consists of roughly 35k tweets on various topics that have been

annotated for moral foundations. Most previous studies on the automatic recognition

of moral foundations have worked with a subset of this corpus. Although they are quite

successful, most of these studies train and test on a speci�c set of tweets related to

one topic. For instance, Mooijman et al. (2017) train and test on a subset of the corpus

related to the Baltimore riots in the United States. Hoover et al. (2017) acknowledge

that the sentiments expressed in discussions on one topic might contain completely

di�erent moral foundations from the sentiments expressed in discussions on another

topic. They take this into account when creating their MFTC, purposefully using tweets

from the political left (about the Black Lives Matter movement), the political right

(about the All Lives Matter movement), both sides (about the presidential elections) and

non-ideologically related tweets (about hurricane Sandy). Although this heterogeneity

likely improves the generalisation of the model to out-domain data, it might still be

di�cult to generalise to completely unrelated topics.

A similar di�culty arises if we want to generalise training data like the MFTC

to extremist data. Even in discussions that revolve around roughly the same topics

as on the non-extremist forum, extremist groups have their own common theories,

associations and jokes. This means that if we search for the MFTC topics on Stormfront

(a white nationalist discussion forum), we might �nd a completely di�erent set of

arguments, and thus moral foundations. The di�erence between the extremist and the
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non-extremist data could mean that each perspective uses completely di�erent set of

moral foundations even when they are discussing the same topic.

Therefore, the purpose of this study is two-fold: �rstly, we want to test to what

extent a model trained on non-extremist tweets generalises to another ideology, namely

extremist forum data. In order to compare the performance of our model on our test

sets: a subset of the non-extremist training data and a set of extremist test data, we

simultaneously test on another non-extremist data set. The reason for this is that our

non-extremist training set consists of tweets, while our extremist test set consists of

forum messages. By adding a non-extremist test set that consists of forum messages

as well, we can estimate what part of the di�erence in performance is most likely

caused by the di�erence between tweets and forum messages, and which part is caused

by the di�erence in ideology. In our �rst study we train two bidirectional LSTMs to

recognise moral foundations in our non-extremist training data: one using Word2Vec

embeddings, and another using BERT embeddings. We test on the aforementioned

test data to see how well our moral foundations classi�cation model performs on

out-domain extremist data compared to in-domain non-extremist data. Additionally,

this study allows us to compare the Word2Vec embeddings used in a previous study

(Lin et al., 2018) to the newer BERT embeddings.

Secondly, we aim to improve the generalisation to the out-domain extremist data.

We create another bidirectional LSTM that takes embedded background information

from Wikipedia abstracts as a secondary input. Once again the model was trained

on non-extremist forum data, and on the three test sets to see whether background

information improves our model. Although we are �rst and foremost interested in the

performance of this model on the extremist test data, the other two test sets can give

valuable insight in whether our model could potentially generalise to other types of

extremist data.

In the next section (Section 2), we will discuss Graham et al. (2009)’s Moral Founda-

tions Theory in more detail. We will discuss the technicalities of the word embedding

methods and the neural network we used in our experiments. This will also allow us to

understand the previous work that has been done in the �eld of automatic classi�cation

of moral foundations. In the Section 3, we describe the data sets used in our study

and the annotation procedure we used for the sets that had not yet been annotated.

In Section 4, we discuss our model architecture, of which the results are presented in

Section 5. We will discuss our results in Section 6 and address our main conclusions in

Section 7.
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2. Previous Work

2.1. Moral foundations theory

In a series of papers, Haidt and Graham have developed the idea of moral foundations

(MFs) (Graham et al., 2013, 2009; Haidt, 2012; Haidt and Graham, 2009). The main

tenet of this theory is that all our ideas about good and bad can be traced back to ten

basic ideas of morality, upon which all humans agree. We might di�er with respect to

which moral foundation we �nd more important, and how we interpret certain moral

foundations, but we all agree that some things are inherently good (justice, loyalty)

and other things are inherently bad (hurting someone or cheating in a game). The

moral foundations consist of 5 dichotomies, each consisting of a virtue and a vice. The

speci�c names of these moral foundations have changed over time, but as of 2013, they

are as follows:

• Care/harm: stems from our ability to be empathetic. We �nd it important to

take care of people, but also animals and other living things, and condemn when

harm is done (purposefully), or when no care is provided when necessary.

• Fairness/cheating: the burden and the fruits of labor should be shared equally.

We appreciate equality and proportionality, and we disapprove of people tak-

ing advantage of others. For example, we believe it is important that people

who do the same work, get the same rewards. This moral foundation also in-

cludes seeking (legal) justice, and valuing proportionate punishment for moral

transgressions.

• Loyalty/betrayal: focuses on the importance of being a cohesive group that

defends itself against threats. This can manifest itself in nationalism, but also

loyalty to a sports club, a school, a religion, or a company. An important part of

loyalty is the willingness to behave according to the interests of this group even

if it’s not favourable for the self (e.g. going to war for your country). Acting

against the interest of other groups shows loyalty to your own group, while acts

that disadvantage your group (treason) are condemned.

• Authority/subversion: recognises that it is bene�cial to divide a group between

leaders and followers, as leaders can divide tasks, and followers can execute

them. This division of labour can lead to successful cooperation. Therefore we

appreciate good leadership, and people who behave according to their position

in the hierarchy. This includes high regards for rules, religion and people who

hold some form of authority (scholars, religious authorities, political authorities,

team captains, etc). Undermining the hierarchy is condemned, for example by

not following orders, violating the law or overstepping accepted procedures.

• Sanctity/degradation: stems from the urge to avoid dirty and rotten things,

because they make us sick. As diseases can be contagious, it also tells us to avoid

people who are sick or dirty. Over time, this has extended to the rest of our

behaviour, and it has evolved into appreciation of self-control. It includes striving

to a pure, noble life, trying not to ‘give in’ to impure things, such as lust, hunger,
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and material greed. Things like eating organic food, going on a pilgrimage

(spiritual puri�cation), and fasting are also part of this moral foundation.

In his book ‘The Righteous Mind’, Haidt (2012) proposes a sixth moral foundation,

which is liberty/oppression. This MF comprises of the legitimacy of seeking freedom

when oppressed, even if it interferes with the moral foundation of authority. This

moral foundation is especially relevant with regard to extremist organisations, as many

of them aim for liberty and see themselves as an oppressed group. As the research on

this moral foundation is still limited, none of the previous studies on computational

modeling of moral foundations have taken it into account. This means that it is not

annotated in the corpus we will use for training our model.

The di�erent moral foundations (MF) are weighted di�erently between social groups,

according to a study on the di�erence in valuing moral foundations between American

liberals and conservatives Graham et al. (2009). As described above, their di�erent

opinions, for example on taxation, are based on di�erent interpretations of moral

foundations. Additionally, liberals tend to �nd care/harm and fairness/cheating most

important, while conservative Americans typically balance between all �ve moral

foundations. This di�erence in weight on the various moral foundations is also re�ected

in ideologies of terrorist organisations, �nd Hahn et al. (2019).

Knowing the moral foundations on which an extremist group bases their argumen-

tation helps us understand their reasoning. It also allows us to understand which types

of reasoning they perceive as valid. This is useful when attempting to provide a counter

narrative, for example in a campaign aimed to prevent radicalisation. Furthermore,

Mooijman et al. (2017)’s �ndings on the increased occurrence of moral foundations on

social media just before violent protests illustrate how potentially relevant real-time

information on the moral foundations could be.

2.2. Technical background

As word embedding techniques and neural networks are widely used in the �eld of

moral foundation recognition, we will spend some time explaining their technicalities

in this section. Word embeddings are numerical representations of the meaning of

words. Essentially, they are high dimensional vectors in which words that have similar

contexts (i.e. words that are synonyms) are close to each other in the vector space.

Word embeddings are used for many latent semantics tasks, tasks looking for meaning

that is not explicitly referenced in the text. There are many types of word embedding

techniques available. In this study we used Word2Vec, as it has been used in previous

studies concerning moral foundations, and BERT, a newer word embedding technique

that obtained ‘state-of-the-art’ results upon its release. We will discuss the technicalities

of Word2Vec and BERT below. Previous studies also used GloVe, which we will not

discuss in depth here. Regarding GloVe, it is su�cient to know that although GloVe

is technically di�erent from BERT and Word2Vec, it is used in the same way: word

embeddings are typically used as input to a neural network, which attempts to �nd

the distinctive di�erences between the input samples from di�erent classes. We will

also discuss the type of neural network that we used later in this section.

2.2.1. Word2Vec

Word2Vec word embeddings are built according to the skip gram model (Mikolov et al.,

2013). The skip gram model learns embeddings by predicting the words that occur in

context of a target word. Given a sentence, the model slides a window (usually size 10)

over the sentence. The middle word is the target word, and is the only word that can
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be seen by the model. Based on this word, the model needs to predict the other words

in the window. The predictions are compared to the actual words in the window, and

the weights are being updated. Next, the window slides to the next word, and when

the sentence is �nished, moves on to the next sentence. When the model �nishes, the

�nal hidden states for each word are saved, these are the Word2Vec embeddings.

Mikolov et al. demonstrate that simple algebraic operations expose semantic rela-

tions between words. A frequently used example is that if you take the embedding

for king, subtract from it the embedding for male, and add the embedding for female,
the closest embedding is that of queen. Similarly, the relations between countries and

their capital city, and male/female kinship are captured. Even syntactic relations are

observed. In order to �nd the comparative form of small, one can subtract big from

bigger, and add the remainder to small. The same applies to opposites and various verb

tenses.

It is possible to use a set of pretrained embeddings. This means that the aforemen-

tioned process has already been completed, and all that is left to do is retrieve the

pre-made vectors for each word featured in the input data. In order to do so, the data

needs to be tokenized. The tokens that are present in the Word2Vec vocabulary are

converted to their respective embeddings, and for each sample, the embeddings are

averaged, with a sample embedding as a result. This sample embedding can then be

used as input to a neural network.

2.2.2. BERT

BERT, which stands for Bidirectional Encoder Representations from Transformers, is a

model published by Google in 2019 (Devlin et al., 2019). It has produced ‘state-of-the-art’

results on the General Language Understanding Evaluation (GLUE) benchmark, which

consists of nine NLP tasks including recognising textual entailment and sentiment

analysis (Wang et al., 2018). BERT has also been applied in other latent semantics tasks,

such as the recognition of fallacies in propaganda (Da San Martino, Barrón-Cedeño,

et al., 2019). As moral foundation recognition is a similar type of application, we expect

BERT to be useful also for our purposes.

BERT is a pre-trained language model that can be used for a variety of tasks. In

order to train BERT, two tasks are performed. The �rst task is the masked sentence

task. In every sentence, Devlin et al. (2019) select 15% of the tokens. 80% of which are

replaced with the [MASK] token, 10% with a random other word, and in 10% of the

times the word remains. In case of a mask, the model needs to predict the masked word.

In order to do so, the model needs to keep a complete distributional representation of

each input token. As replacing the target token with a random word only happens in

1.5% of the cases, it doesn’t harm the model, but it does help generalisation.

The second task ensures that BERT learns inter-sentence relations: provided with 2

sentences from the data, the model is trained to predict whether the second sentence

followed the �rst in the original text, or not.

BERT has been trained on the Books corpus (Zhu et al., 2015) and the entire

English Wikipedia, 3.300 million words in total. There are two models: ��')��(�
and ��')!�'�� . ��')��(� has 12 hidden layers, 768 nodes and 12 attention heads;

��')!�'�� has 24 hidden layers, 1024 nodes and 16 attention heads. In this paper we

will discuss our results obtained with ��')��(� , as the experiments with ��')!�'��
turned out less successfully than those with ��')��(�

BERT has a vocabulary of 30.000 words. This is signi�cantly less than Word2Vec,

mainly because BERT uses Word Pieces (Wu et al., 2016). In Word2Vec and other

embedding systems, unknown words are either ignored, or converted to a dummy

vector. Devlin et al. (2019) solve this by using word piece embeddings (Wu et al., 2016):
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any unknown word is divided in its largest known subwords, allowing it to process

hashtags such as #blacklivesmatter by splitting it into the separate words and a�xes

‘black’, ‘##li’, ‘##ves’, ‘##mat’, ‘##ter’, and using their respective embeddings. Thanks to

separate embeddings for common su�xes and a�xes, the vocabulary size is reduced by

a factor 100 compared to the Word2Vec vocabulary. If no larger subwords are available,

BERT uses character embeddings. For example, an abbreviation like NYPD (New York

Police Department) gets split up into ‘ny’ (a common abbreviation for New York), ‘p’

and ‘d’.

BERT also solves the issue of homonimity, that is encountered by Word2Vec and

other word embedding techniques. Word2Vec assigns the same embedding for both

senses of a homonym. That means that in the sentence “The rock fell on his toe” and

in the sentence “She plays in a rock band”, rock receives the same embedding. This

embedding will lie in between the embeddings for related words, such as stone, basalt,

jazz, and punk. This is not only problematic for the embedding of the word in itself,

but also for the creation of the embedding space in the �rst place. As a word like

rock appears both in the context of geography and in the context of music, this might

lead to the words basalt and jazz being closer to each other in the vectorspace than

they should be. This would mean that a word having two word senses reshapes the

vector space in a detrimental way. This is called the meaning con�ation de�ciency

(Camacho-Collados and Pilehvar, 2018). BERT solves this by creating di�erent vectors

for di�erent senses of a word.

Furthermore BERT improves capturing long-term dependencies within the sentence.

BERT uses the entire sentence to create its embeddings, as attention (Vaswani et

al., 2017) allows it to take into account the words that should be important for the

embedding. In a sentence like ‘The quick brown fox jumped over the lazy dog’, the

target word ‘fox’ will most likely pay attention to ‘the’ because it indicates that fox is

a noun. It will also probably pay attention to the words ‘quick’, ‘brown’ and ‘jumped’,

as it shows something about what a fox can be and do. This is an improvement over

previous word embedding models like Word2Vec, as they were limited by window

size. During the creation of the Word2Vec embeddings, the target embeddings is based

on the words that occur within a certain window. Any words that occur outside of

this window(e.g. for syntactic reasons) are excluded from the word embedding. This

could be resolved by enlarging the window size, but this may result in the generation

of embeddings becoming unfeasibly computationally expensive. Consequently, the

Word2Vec embeddings contain less context than BERT embeddings.

When generating word embeddings from input samples, Word2Vec turns all words

in the sentence into separate embeddings, and then takes the average of all embeddings.

BERT also generates separate embeddings for all words in the sample, but has another

procedure to create some type of sentence embeddings. A [CLS] token is added at

the beginning of each sample before embeddings are generated. Once embeddings

are generated for all respective tokens, the [CLS] token is the result of pooling all

embeddings in the sample. The type of pooling used is unknown
1
. Nevertheless,

pooling does allow BERT to capture the context such that the order of the words is

taken into account (Saha et al., 2020), while the Word2Vec embedding does not re�ect

this.

Another di�erence between BERT and Word2Vec is the embedding size. BERT’s

embedding has 768 or 1024 dimensions whereas Word2Vec has 300 dimensions. This

could mean that BERT is able to capture semantic meaning in a more nuanced way.

In order to use BERT, samples are tokenized and indexed according to BERT’s

vocabulary. They receive a start and end token ([CLS] and [SEP] respectively) and are

1
https://github.com/google-research/bert/issues/164#issuecomment-441324222
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padded in order to make sure all samples have equal length. In practice, this means

that if the longest sentence in the data set contains 50 words, every shorter sentence

gets �ller tokens added at the end, so that all sequences consist of 50 tokens. This is

necessary because machine learning algorithms typically require input of an uniform

size. Another vector is created to show BERT which tokens are actually tokens, and

which tokens are just padding. Both the index vector and the padding vector are used

to convert the samples into BERT embeddings.

2.2.3. Bidirectional LSTMs

When the embeddings have been generated, they are put into a type of neural networks.

In our case, we used Bidirectional LSTMs. LSTMs have proven their utility to NLP

tasks numerous times (Lin et al., 2018; Mooijman et al., 2017; Rezapour et al., 2019).

LSTMs are a type of Recurrent Neural Network (RNN), however the LSTM cell is

slightly di�erent from the previously favored RNN cell. An RNN cell has a vertical

input and an output of the current time step, and a horizontal input and output from

the former time step to the next. The LSTM has two horizontal inputs and outputs. We

can think of the �rst input and output as the long-term memory and of the second as

the short-term memory. The long-term memory gets passed immediately to a forget

gate, one which dictates which of the stored memory should be forgotten. It drops

some memories and gains memories that are selected by the (vertical) input gate. This

current memory is passed on to the next time step as long-term memory. This same

information is passed through a tanh function and �ltered by the output gate to create

the short-term memory that will be passed on to the next time step. This system allows

the model to distinguish between relevant short-term information (e.g. remembering

a preceding article) and relevant long-term information (e.g. capturing what preceded

a subordinate clause) (Gron, 2017).

A bidirectional LSTM does not only pass information from the previous time step to

the next, but also in the opposite direction. This is relevant in language data, because

a unidirectional LSTM would only have access to the preceding time steps (i.e. the

preceding tokens in the sentence). Bidirectionality ensures that each time step has

information from the preceding tokens and the tokens that follow, thereby accessing a

complete picture of the sentence.

2.3. Computational analysis of moral foundations

Graham et al. (2009) designed a dictionary of words belonging to moral foundations in

order to analyse extremely liberal and extremely conservative sermons. In a team of six,

they collected words that related to the moral foundations, and categorised them per

moral foundation, separated by each virtue and vice. The last category they distinguish

consists of words that discuss morality in general, such as ‘righteous’ and ‘o�ensive’.

The collected words were then manually checked by the researchers to assure quality.

This dictionary was used as part of the LIWC (Pennebaker et al., 2001), a popular word

count programme used for psychological research that assumed that the presence of

words related to moral foundations (i.e. the words collected by Graham et al.) re�ect

the presence of its respective moral foundation. One of the problems Graham et al.

encountered was that, based on word counts, one cannot estimate whether the moral

foundations-related words are used to support or reject that speci�c moral foundation.

Consequently, the word count method resulted in an unexpected �nding, namely that

ingroup terms (related to the moral foundation of loyalty) were used more often by

liberals than by conservatives. However, when inspecting the data manually, Graham
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et al. found that these words were in fact used to reject the moral foundation of ingroup

loyalty.

As a result of this inherent limitation of the LIWC, others took di�erent approaches

to analyse moral foundations in text. Often, the words collected in this study are used

as a starting point, referred to as the Moral Foundations Dictionary (MFD). In the

following sections we will discuss the various approaches taken in previous research

to study the occurrence of moral foundations in texts. The �rst studies were conducted

from a psychological perspective, paying not so much attention to the method, but

more to the conclusions that could be drawn from the results (Dehghani et al., 2014;

Kaur and Sasahara, 2016; Sagi and Dehghani, 2014a,b; Sagi et al., 2015). Later on,

more studies appear that focus predominantly on the Natural Language Processing

(NLP) perspective. In Section 2.3.1 we will discuss the more psychologically focused

studies, followed by the studies focused on NLP. We will �rst discuss some theoretical

background on word embedding methods and neural networks, before we move on to

discuss studies using word embeddings in Section 2.3.2, studies using feature based

models in Section 2.3.3, and studies that incorporate background knowledge in Section

2.3.4.

2.3.1. Computational tools for psychological analysis

Dehghani et al. (2014) used a collection of political weblogs about the building of a

mosque near Ground Zero as their data set. These weblogs were labelled as being either

liberal or conservative. They applied semi-supervised Latent Dirichlet Allocation (LDA,

a method for topic modelling), seeding 3 words from each virtue and vice of each moral

foundation (as found in the MFD). This stimulates the LDA to �nd topics related to the

seed words. The result was a collection of ‘moral foundation topics’ for both liberals

and conservatives. Interestingly, the same moral foundation topic consisted of di�erent

words between the two political ideologies, indicating a di�erence in perception of

those moral foundations. For example, for the conservatives, contradicting pairs were

very prevalent in the topic of Fairness (liberty vs conservatism, individual vs society,

freedom vs rules). In contrast, liberals spoke about politics, election, leaders and

campaigns.

In order to quantify the presence of moral foundations in a text, Sagi and Dehghani

(2014a) used word embeddings. Word embeddings are vectors that represent the

meaning of a word as a point in a vector space. Words that occur in similar contexts

(these are often also words with similar meaning) are close to each other in the

vector space. For a more extensive explanation of word embeddings, see Sections

2.2.1 and 2.2.2. Speci�cally, Sagi and Dehghani created two types of embeddings.

Firstly, moral foundation embeddings, where all words in the moral foundations

dictionary are collected and turned into an embedding per word. Secondly, they create

keyword embeddings, where keywords are collected for each sample, and turned

into embeddings. For each input text, the embeddings of the keywords present in

that text and the moral foundation embeddings are randomly sampled and the cosine

similarity between them is calculated. This process is repeated until one of the sets

runs out, after which the cosine distances are averaged. This process is repeated 1000

times, in order to obtain a general average distance between the embeddings of the

keywords in the input text, and the embeddings of the moral foundations. The average

distance between the keyword embeddings of a sample and the embedding for all

moral foundations mixed is called the ‘moral load’ of that sample. The average distance

between the keyword embeddings of a sample and the moral foundation embeddings

that belong to each speci�c moral foundation is called the ‘moral load’ of that speci�c

moral foundation in that sample.
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Similar methods to Sagi and Dehghani (2014a)’s have been used in many more

studies. Firstly, Sagi and Dehghani (2014b) scraped tweets on the US federal shutdown

in 2013 and combined the above method with a community detection algorithm to

analyse the tweeting and retweeting of moral sentiment by American liberals and

conservatives. Sagi et al. (2015) uses it to analyse how progressive and conservative

news outlets speak about climate change and global warming, and Dehghani et al.

(2016) applied this technique to analyse how ideas about purity predict connections in

social networks.

Kaur and Sasahara (2016) collected tweets on topics related to ‘moral concern’, such

as abortion, homosexuality and religion. They were inspired by Sagi and Dehghani

(2014a)’s method, but only used the vices of the Moral Foundations Dictionary to

create a concept embedding: one embedding per moral foundation that is the average

embedding for all words that are classi�ed as belonging to the vice part of that moral

foundation in the MFD. They argued using only the vice words would be more e�ective,

as they were looking speci�cally at topics that certain people condemn on moral

grounds. Kaur and Sasahara illustrate that this concept embedding method is able to

classify tweets where the moral foundation is not visible on the surface. They describe

how one tweet has a high correlation with fairness, even though it does not contain

any word from the MFD category of fairness. This is because there were some other

words in the tweet that have high cosine similarity with the embedding of the word

fairness.

The studies in this section were mainly focused on the psychological perspective.

The computational methods were not emphasized, and the results were the main topic

of interest. In the following sections, we will see that this attention shifts: although

some of the researchers do still focus on the results of their study, the methods them-

selves gain more interest. For readability purposes, we will �rst discuss theoretical

background behind word embedding purposes and neural networks. We will need

this information to understand the other studies that have been previously conducted.

These studies will be discussed by method.

2.3.2. Word embeddings

In this section we will discuss the previous moral foundation recognition studies

that used word embeddings in their research. As mentioned in Section 2.2, word

embeddings are numerical representations of word meaning that are frequently used

to �nd meanings in text that are not explicit.

Garten et al. (2016) collected tweets on Hurricane Sandy and manually annotated

3000 of them. They used a Google News-trained Word2Vec and a Twitter corpus-

trained GloVe to make concept embeddings for each moral foundation. They also

experimented with creating concept embeddings out of “representative subsets of the

complete MFD categories (four words from each category)”. For each input tweet,

they calculate the cosine similarity between the tweet embedding and each concept

embedding, which was used as input for a binary logistic regression classi�er with

10-fold cross-validation. For each moral foundation, a separate model was created. Due

to an imbalanced data set, they used oversampling to account for the lower frequency

classes.

All their models performed signi�cantly better than the word count method (see

Section 2.3. The best-performing model was the one where the embeddings were

trained on the Google News corpus
2
, and where the concept embeddings were based

on the subset of the moral foundations dictionary. This model had a precision of 0.372,

recall of 0.840 and F1 score of 0.496.

2
https://code.google.com/archive/p/word2vec/
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Mooijman et al. (2017) manually labelled 5000 tweets on the Baltimore Protests.

These tweets are converted into embeddings in an embedding layer, which are passed

on to a Long Short Term Memory network (LSTM). The LSTM output vector is con-

catenated with other dense features, such as the percentage of words that match each

category in the MFD. This vector is given as input to a dense layer with Softmax

activation function, which provides a binary output. Models were trained for all moral

foundations and the results were combined. This resulted in an accuracy of 0.890

and an F1-score of 0.880. This is a much better performance than Garten et al. (2016),

possibly because using embeddings as input results allows the model to �nd clusters,

while using the cosine distances from concept embeddings might result in confusing

clusters that lay equally far from the concept embedding.

Rezapour et al. (2019) extended the MFD with grammatical in�ections, and used

WordNet (Miller, 1995) to retrieve synonyms, hyponyms and antonyms. These were

all checked by human annotators, to con�rm that they �t in the category they had

been assigned to. Words that occurred in two classes in the original MFD, were sorted

to the class they �t best, although there was low inter-annotator agreement about how

to do so.

The baseline model was an LSTM containing the embedding of the input data. For

the additional models, Rezapour et al. (2019) created embedding layers for the original

MFD, the extended MFD and the extended MFD with POS-tag correction. POS-tag

correction means that words are POS-tagged in order to make sure homonyms are

not counted if their meaning is unrelated to moral foundations. For example, safe
(adjective) is included, but safe (noun) is not. The last hidden state of the baseline

model is concatenated with the MFD embedding layers of the other models. Rezapour

et al.’s best performing model is the extended MFD with POS-tag correction with an

accuracy of 0.866.

2.3.3. Feature-based models

Teernstra et al. (2016) generated keywords from a data set of tweets concerning the

possibility of Greece leaving the EU during the euro crisis. Using these as input to

a Naive Bayes classi�er, they obtained a 0.65 accuracy. Despite its simplicity, their

classi�er performs better than some of the more complex models, with an F1-score

between 0.58 and 0.73 for each class. Interestingly, removing stop words or adding

MFD-words to the feature set did not improve the model. This leads the authors to

question the completeness and usefulness of the MFD. Teernstra et al.’s suggestion

to extend the MFD has been adopted by Rezapour et al. (2019) (see Section 2.3.2) and

Araque et al. (2019) (below).

Araque et al. (2019) extended the MFD using WordNet, and also annotated their

extended MFD (which they call MoralStrength) with moral valence. Moral valence is a

number that expresses how strongly a word communicates moral sentiments. They

create four feature sets to compare their extended lexicon to the original: 1) a unigram

set; 2) a frequency count where the number of words with a moral valency higher

than a certain threshold is counted for each virtue and vice of each moral foundation;

3) a model that summarises the moral valency by calculating the mean, standard

deviation, median and highest maximum of the moral valency in the input text; and 4)

the similarity between the embedding of the input sample, and the embedding of the

MFD.

These feature sets are evaluated separately, but also combined, as input to a logistic

regression algorithm. Araque et al.’s main conclusion was that the unigram model

performed well, but that the addition of statistics on moral valency did improve the

model. The best performing model varied strongly between the subcorpora of the
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Moral Foundations Twitter Corpus (Hoover et al., 2019), however all of them obtained

an F1-score between 0.814 and 0.896.

2.3.4. Incorporating Background Knowledge

Using movie reviews and summaries, Boghrati et al. (2015) prove that both humans

and computers perform better at text classi�cation tasks if they have some background

knowledge on the topic they are working on. Lin et al. (2018) accommodate to this by

using entity linking. For each input tweet, they use not only Word2Vec embeddings

of the samples, but also a background knowledge vector. In order to create the latter,

they extract entities from the input tweet. The abstracts of the Wikipedia pages for

these entities are retrieved, in addition to some meta data. All retrieved information is

merged in one document. For each word in that document, Lin et al. (2018) calculate

the Pointwise Mutual Information with corpus level signi�cance (cPMId) (Damani,

2013) between that word and the target foundation. Words are ranked according to

their cPMId, and the top 100 words are selected. Those words are encoded in a 100-

dimensional vector, which represents the term frequency of each of those words in

the document. The word embeddings and the background vectors are loaded into

separate LSTMs. The two �nal hidden states of each LSTM are concatenated, and this

vector is passed on to a Softmax layer. The Softmax layer gives a binary output, so

di�erent models are created for the di�erent moral foundations. The F1-score �uctuates

between the moral foundations, with the lowest score for sanctity (0.374) and the

highest score for care (0.823). This model performed better than the model with only

tweet embeddings. The addition of the MFD in the feature set improves the model in

two out of six moral foundations, but only marginally so.

In another attempt to include background knowledge when classifying moral foun-

dations, Johnson and Goldwasser (2018) include a wide range of features in their

Probabilistic Soft Logic model. They used the 20 most frequent bi- and trigrams for

each political party on each issue. Besides word unigrams as present in the MFD, the

tweets were also annotated with the political party the writer was a�liated to, the

issue the tweet discusses, the frame in which it is presented, and the so-called ‘abstract

phrase’. The issue is the topic of the tweet. The frame shows how the issue is presented.

For example, a new health care bill can be presented as something that contributes

to a longer and healthier life, or it can be presented as something that costs a lot of

money. The frames used are standardised ones from the Congressional Tweets Dataset

(Johnson et al., 2017). The abstract phrase is also related to the issue, but on a more

abstract level. The abstractions that Johnson and Goldwasser (2018) distinct are the

following: “legislation or voting, rights and equality, emotion, sources of danger or

harm, positive bene�ts or e�ects, solidarity, political maneuvering, protection and

prevention, American values or traditions, religion, and promotion”. In the example

about the health care bill, regardless of the framing, the abstract phrase would be

‘legislation or voting’. These features were collected and used as input to a Probabilistic

Soft Logic model. The best performing model had an F1-score of 0.725, averaged for

all moral foundations.

Based on the assumption that people from di�erent demographics have di�erent

moral preferences, Garten et al. (2019) incorporate demographic information in their

model. They train a model that judges to what extent someone has moral objections

to a given situation, given that situation and that person’s demographic. Situations

either: clearly belonged to one of the moral foundations; were moral, but vague in

terms of the MF framework; were not moral. Although the addition of demographic

vectors improved the model over the addition of raw demographic features, the model
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explains between 8.5% and 24.7% of the variation in the data (i.e. the '2 measure was

still between 0.085 and 0.247 for the di�erent moral foundations).

In conclusion, we have seen a wide variety of approaches to do in-domain classi�-

cation of moral foundations in text. We will proceed to discuss our data and methods

to do out-domain classi�cation of moral foundations.
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3. Data

The aim of this study is to recognise moral foundations in extremist data. As the training

data is non-extremist, this is an out-domain task. However, as discussed in Section 1, our

extremist data di�ers from the training data in two ways. Besides containing extremist

content, unlike the training data, the extremist test data is collected from a di�erent

medium than the non-extremist training data. Namely, the training data consists of

tweets while the test data consists of forum messages. Tweets and forum messages are

both forms of social media, but there are some important di�erences. Firstly, tweets

are bound by a strict limit of 280 characters, sometimes resulting in formulations

resembling news headlines. Although it is possible to reply to tweets, compared to

forum messages tweets are presented much less as an interactive discussion. This

means that training on tweets and testing on forum data is an out-domain task in itself.

To make up for this di�erence, we will process the forum messages to make them

resemble tweets as much as possible. In order to accurately estimate how much of the

di�erence in performance is caused by the test data being extremist, we have three test

sets: 1) a subset of the MFTC, consisting of non-extremist tweets, 2) Stormfront data,

consisting of extremist forum messages, and 3) Reddit data, consisting of non-extremist

forum data. For an overview of the properties of our test data, please refer to Table 3.1.

In this section, we will describe each data set separately.

Data Topic Medium

MFTC (test) non-extremist Twitter

Reddit non-extremist forum

Stormfront extremist forum

Table 3.1.: The test sets and their properties

3.1. The Moral Foundations Twi�er Corpus

There is one publicly available corpus that has been annotated for moral foundations:

the Moral Foundations Twitter Corpus (MFTC) (Hoover et al., 2019). Its authors selected

six morally relevant topics: the All Lives Matter movement, the Black Lives Matter

movement, the Baltimore Protests, the 2016 presidential elections, hurricane Sandy

and #MeToo. The corpus consists of tweets discussing these topics. These tweets were

partially randomly sampled, and partially selected under semi-supervision. The main

reason for the semi-supervision is that morally loaded tweets would otherwise be too

rare in the corpus, increasing training di�culty. As publishing tweets is prohibited

according to the Twitter guidelines, Hoover et al. published the tweet-IDs and their

annotations, so that we could scrape the tweet-messages ourselves. Out of all 35.108

tweets in the MFTC, we managed to scrape 19.022 for the current study. The other

tweets had been removed from Twitter.

Hoover et al. required every sample to be annotated by three or four annotators. For

each tweet, all annotations are published. In order to show how sure they are of the

correctness of their annotations, they report inter-annotator agreement: the degree

to which annotators agree on the annotations for the same samples. Inter-annotator
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agreement was measured in Fleiss Kappa (Kappa) (Fleiss, 1971), which is calculated as

follows:

 0??0 = ((=>.06A443/=>.C>C0;) − % (06A44<4=C))/1 − % (06A44<4=C)

Hoover et al. have reported a Kappa score of 0.315. As Kappa has been criticised for

resulting in lower scores when there are more classes, Prevalence and Bias Adjusted

Kappa (PABAK) (Sim and Wright, 2005) is also reported. It is calculated as follows:

%��� = (=>.06A443 − =>.38B06A443)/=>.C>C0;

Hoover et al. scored a PABAK score of 0.366. Landis and Koch (1977) suggest that

a Kappa between 0.20 and 0.40 indicates fair agreement, although they provided no

evidence to support their thresholds.

In their annotation manual, Hoover et al. explain this low inter-annotator agree-

ment. When they invited their annotators to discuss their annotations, the annotators

could often understand why the other annotator had annotated as they did, once

it was explained to them. However, they would still �nd their own annotation the

more important one. This corresponds to Weber et al. (2018), who argue that moral

foundations are not entirely objective. They �nd that people with similar religious and

political a�liations reach higher inter-annotator agreement. This e�ect was still visible

when people received more training. Therefore, they argue that there might not be

one ground truth, but something like ‘crowd truth’: an inherently subjective range of

possible truths. This means that by consulting multiple annotators, one should have a

su�cient sample of the range of possible answers. As Hoover et al. (2017) purposefully

reported all annotated moral foundations, one could argue that the crowd truth has

been accounted for. We considered creating a multi-label classi�er, but when looking

at the corpus annotations, some of the samples had such a wide variety of annotations

that using them all seemed unfeasible. Therefore we chose the label that is voted by

the majority of annotators as the ‘ground truth’. Nevertheless further research could

experiment with multi label classi�ers.

As mentioned in Section 2.1, one drawback of the MFTC is that it is not annotated

for the moral foundation of liberty, which is particularly relevant with regards to ex-

tremist groups. Unfortunately, the MFTC is the only annotated corpus that is currently

available, so we have no possibility to include the MF liberty in our experiments.

3.2. The Stormfront Corpus

In order to gather test data, we selected parts of the Stormfront forum that were

scraped by TNO
1
, in coorporation with whom this research was carried out. TNO

scraped the Stormfront forum using Tor
2

over the course of 5 years, starting in 2015.

Stormfront
3

is an extreme right forum that has existed since 1995. It was created by

Don Black, previously a member of the Ku Klux Klan. The forum gained popularity

by providing “an environment friendly to the various branches of white nationalism”.

The website has been called the �rst ever hate website (Caren et al., 2012).

We selected forum posts that contained words like hurricane, #allivesmatter, #black-
livesmatter, #bluelivesmatter, Baltimore, Freddie (Gray, the person whose murder sparked

the protests), and #metoo, aiming for posts that discuss topics approximately similar

to those included in the MFTC. These posts were stripped from their HTML markup,

1
See Preface

2
https://en.wikipedia.org/wiki/Tor_(anonymity_network)

3
https://www.stormfront.org/forum/, Note: the content of this forum may be perceived as o�ensive.
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empty lines were deleted, and the posts were split per paragraph. We deleted samples

that contained only a link, or meta text such as “Originally posted by:”.We then se-

lected paragraphs with a length similar to twitter messages (<300 characters). As these

paragraphs are parts of forum messages that might have been longer, the paragraphs

might lack some context. Nevertheless, we would not use much longer paragraphs,

as these might be very di�erent from tweets in their style of writing. Additionally,

annotating for moral foundations in a longer text is more di�cult, as it is more likely

that a variety of moral foundations occur.

Next, we randomly selected 5000 items, which were �ltered to only keep the posts

written in English. Unfortunately, a number of the sentences got cut o� in the extraction

process and contained only a few words. We are unsure what exactly caused this.

These incomplete sentences were manually deleted, as well as lines that consisted of

only a name and function; only a date and location; only a location and a statistic; lines

that only contained a book or movie title; and names of organisations. The remaining

data was divided in batches of 100 samples, which could be handed out separately for

annotation.

3.3. The Reddit Corpus

Reddit
4

is the nineteenth most visited website globally
5
. It is a forum which contains

a wide variety of subforums, which concern topics like sports, hobbies, politics and

academia. As it is a generic forum, a diverse range of opinions is represented on Reddit.

Although one can �nd extremist opinions on Reddit, the vast majority is non-extremist,

making it an interesting counterpart for the Stormfront corpus.

We used the Python Reddit API Wrapper (PRAW)
6

to scrape the �rst 1000 posts

with certain keywords from all subreddits. Once again, we used the keywords related

to the topics in the Moral Foundation Twitter Corpus, namely: baltimore riots; all lives
matter; black lives matter; blue lives matter; racism; harvey weinstein; #metoo; sexual
harrassment; hurricane sandy; sandy. These key words are slightly di�erent from those

used to select relevant items from the Stormfront corpus, as the PRAW allowed for

bigram search as well. Consequently, these posts were more ‘on topic’ than the posts

retrieved from Stormfront: a Stormfront post that mentions Baltimore is not guaranteed

to concern the Baltimore riots, while a Reddit post that mentions Baltimore riots is.

Therefore, we also retrieved the �rst 1000 posts in which the keyword ‘not’ occured.

Thereby allowing for a more equal distribution of on-topic and o�-topic fragments

compared to the Stormfront data. This is important because on-topic fragments are

more likely to be classi�ed correctly. Included paragraphs were selected in a similar

way as the Stormfront paragraphs. Like the Stormfront samples, the Reddit samples

too were divided into batches of 100 samples for annotation.

3.4. Annotation procedure

The annotation procedure was as follows: annotators were recruited among friends

and colleagues. They received training on Moral Foundation Theory, in the same way

Weber et al. (2018) trained their annotators
7
. The training consisted of two parts: 1) the

�rst 8 minutes of Jonathan Haidt’s TED talk on moral foundations (TED-ed, 2012); and

4
https://www.reddit.com/

5
https://www.alexa.com/siteinfo/reddit.com#section_tra�c

6
https://praw.readthedocs.io/en/latest/

7
Many thanks to Weber et al. (2018) for allowing us to use their training materials
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2) a text �le that contained an explanation of the purpose of the study and an detailed

explanation of each moral foundation, including detailed examples of situations where

the foundation is upheld or violated. The technical explanation of how to annotate data

was modi�ed for the purpose of this study, as Weber et al. required their participants to

mark passages in news articles, while our participants were asked to label a sample. In

addition, we included some advice given in Hoover et al. (2017) for labelling samples:

�rst decide whether the content of the sample is moral or not, and if it is, decide which

moral foundations are present. We also included their advice to be aware of one’s

inferences. Many samples require some context for understanding, and we are likely

to ‘�ll in the blanks’ with our own ideas. It is very likely that our own biases a�ect the

way we annotate, which is why we instructed the participants to be cautious.

Participants were told to �rst watch the video and read the instructions, and then

begin annotating. Each text sample was annotated by 2 annotators. There were eleven

annotators in total, some annotators annotated multiple batches. This resulted in a

Kappa of 0.25 and a PABAK of 0.40 for the Stormfront data (429 annotated samples),

and a Kappa of 0.29 and a PABAK of 0.51 for the Reddit data (392 annotated samples).

For the Kappa and PABAK per batch, per class, please refer to Appendix A. The

most signi�cant di�erence between Kappa and PABAK is caused by the low prevalence

of the di�erent moral foundations in the test data (Byrt et al., 1993). In roughly one

third of the cases, the annotators did not agree on the annotation. In these cases, we

made the �nal decision between the classi�cations suggested by the annotators. The

division of data over all annotation classes can be found in Table 3.2.

MF MFTC R SF
% Non-moral 25 58 47

% Care 6 4 3

% Harm 9 12 9

% Fairness 5 6 5

% Cheating 7 6 7

% Authority 3 3 3

% Subversion 4 3 4

% Loyalty 6 4 16

% Betrayal 2 4 5

% Sanctity 2 1 1

% Degradation 2 0 0

total # of samples 19 022 392 492

Table 3.2.: Percentage of each Moral Foundation (MF) in the MFTC, and in the data we

annotated for this project: the Stormfront data (SF) and in the Reddit data (R).

Class names in italics show the classes that contain less than 1000 items in the

MFTC, which were oversampled (sampled twice) in the training data.
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4. Method

We conducted two studies: in the �rst study, we trained a moral foundations recogni-

tion model on non-extremist data, and tested it on extremist data. We also compared

the performance of the often used Word2Vec embeddings with the newer BERT em-

beddings. This gave us insight in how moral foundation recognition models generalise

towards the out-domain. Table 4.1 visualises the �rst study. In the second study, we

attempted to improve the out-domain performance, speci�cally to extremist data, by

adding contextual information on a variety of topics. The experiments in the second

study are visualised in Table 4.2.

BERT Word2Vec

MFTC (test)

Reddit

Stormfront

Table 4.1.: Study 1, we compare the performance of two set-ups on three di�erent data sets.

Baseline Set-ups incl contextual information

MFTC (test)

Reddit

Stormfront

Table 4.2.: Study 2, we compare performance of di�erent types of contextual information

being added to the input of our set-up. We are most interested in the performance

on the Stormfront data, but for comparison we also look at the results on the other

two data sets.

For each model, we preprocessed the data following Rezapour et al. (2019)’s prepro-

cessing procedure. We removed URLs, usernames, punctuation and numbers. Preced-

ing # signs were removed from hashtags, but following characters were included (e.g.

‘#BLM’ was turned into ‘BLM’). Contractions were expanded using the contractions

package
1

(e.g. I’ve to I have) and all text was lowercased. Additionally, we replaced

the HTML code &amp; with and. This was something that occurred in the forum data

and not in the Twitter data, which is why we felt it was appropriate to add this to

Rezapour et al. (2019)’s preprocessing method.

The MFTC data was split into 70% training data, 15% development data and 15% test

data (for comparison with the Reddit and Stormfront data). As can be seen in Table

3.2, some classes occur more often than others. The non-moral class accounts for 25%

of the MFTC, while the other ten classes together cover the rest of the data. Therefore,

we used oversampling in the training data to ensure a more balanced training set. We

experimented with oversampling all moral classes, as they are rare compared to the

non-moral class, but we ultimately obtained the best results on the development set

by double sampling all classes that occured less than 1000 times in the training data.

These classes are shown in italics in Table 3.2. All other classes remained the same.

1
https://pypi.org/project/contractions/
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4.1. Study 1: Comparing in-domain and out-domain

performance using Word2Vec and BERT

In the �rst study we created two set-ups: one that took Word2Vec embeddings as

input, and one that took BERT embeddings as input. The primary aim of this study

is to see how the performance on the in-domain data compares to the performance

of the out-domain data. The comparison between a Word2Vec model and the BERT

model also allows to see how ‘state-of-the-art’ BERT performs compared to Word2Vec,

which has proven its utility in the past.

For Word2Vec, we used a set
2

of embeddings pretrained on the Google News corpus

(1 billion words), which has a vocabulary of 3 million words. The embeddings contain

300 dimensions. As the Word2Vec vocabulary is large, but not in�nite, there were Out

Of Vocabulary (OOV) words in the data. If there were OOV words in the sample, but

there were also words present which do occur in the Word2Vec vocabulary (i.e. which

do have a pretrained embedding), the OOV words were ignored. In our case, there

were 220 samples which did not contain any words present in the vocabulary. This

means that no embedding could be created for these samples. These samples were

represented by a dummy vector that consisted completely of zeros, in order to keep

them in the data set, to ensure fair comparison with the other models.

For our experiments using BERT, we used the ��')��(� uncased pretrained model

from Transformers
3
. BERT base embeddings are 768-dimensional. We also experi-

mented with BERT large, which contains 1024 dimensions, but found poorer perfor-

mance and decided to use the BERT base embeddings instead. Thanks to Word Piece

embeddings, BERT is capable of handling OOV words without issue (see Section 2.2.2).

We used Keras to build our set-ups. In order to �nd the most suitable model, we

started with a simple set-up, consisting of a dense layer and an output layer. We

then experimented with adding layers and varying types of layers (Dense, LSTM,

Bidirectional LSTM). We applied Talos hyperparameter tuning
4

to the models that

performed best on our validation set (15% of the MFTC data), varying the following:

• nodes per Bidirectional LSTM layer (options depending on input size)

• nodes per dense layer (128, 265, 512, 777, 1024)

• dropout (0.0, 0.1, 0.2, 0.3, 0.4, 0.5)

• learning rate (0.1, 0.01, 0.001, 0.0001)

• activation function (Elu, Relu, Sigmoid, Softmax, Tanh)

• optimizer (Adam, Nadam, Adagrad, SGD)

The di�erences in performance during hyperparameter tuning were marginal. Even-

tually, the best performing set-up for the Word2Vec embeddings was the following:

the embeddings were used as input to a Bidirectional LSTM of size 200, followed by a

hidden layer of 777 nodes with Elu activation, and a softmax output layer of size 11.

We used categorical crossentropy loss, and Nadam optimization with a learning rate

of 0.1. This set-up is visualised in Figure 4.1. The best performing BERT set-up was

slightly di�erent: the BERT embeddings were used as input to a bidirectional LSTM

layer of 250 nodes, followed by a dropout layer of size 0.2, a dense layer of 256 nodes

and Elu activation, another dropout layer of size 0.4, and an output layer of size 11

2
https://code.google.com/archive/p/word2vec/

3
https://huggingface.co/transformers/model_doc/bert.html#bertmodel

4
https://autonomio.github.io/docs_talos/#introduction
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Figure 4.1.: Set-up Word2Vec Figure 4.2.: Set-up BERT

with softmax activation function. We used categorical crossentropy loss and Nadam

optimizer with a 0.1 learning rate. The BERT set-up is visualised in Figure 4.1 Both

set-ups were trained for 20 epochs.

4.2. Study 2: Improving the set-up for out-domain purposes

In the second study, we attempt to improve the generalisation of our model to ex-

tremist test data. Our extended set-up is largely inspired by Rezapour et al. (2019)’s

extended set-up. Rezapour et al. created a multi-input set-up, taking both a sample

embedding, and an embedding generated from Moral Foundations Dictionary (MFD)

words, as input. The sample embedding goes through a bidirectional LSTM before

being concatenated to the MFD embedding. They then go through a dense layer with

sigmoid activation function and a softmax output layer. The results varied slightly

between the di�erent MFD embeddings they created (see Section 2.3.2), but generally

improved over the baseline set-up which contained just the sample embedding.

Rezapour et al. shows that it’s e�ective to ‘teach’ a set-up about moral foundations,

which raises the following question: what other information could be useful? As we

aim to improve the performance on the extremist test set speci�cally, it seemed useful

for the set-up to have more information on extremism and related topics. Especially

given the fact that some of the annotators mentioned their interpretation of a sample

was in�uenced by the knowledge that they were annotating a text from an white

nationalist forum. This is particularly relevant for the present work, as its purpose is

to create a model that generalises to all extremist texts, not only limited to those found

on Stormfront data. This means that the additional information should be speci�c

enough to be of value, but generic enough to generalise to other types of extremist

data. For example, providing information about white nationalism might be useful for

this use case, but would require training a new model when using an Islamic extremist

dataset. Therefore, providing information on supremacism might be more suitable.

We used Wikipedia
5

to retrieve additional information for our model. Wikipedia

5
https://en.wikipedia.org/wiki/Main_Page
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has become the largest online encyclopedia, including 6,113,318 articles in English
6
. At

the time of writing, it is the thirteenth most visited website in the world
7
. Wikipedia

has been previously used by Lin et al. (2018) to extract context embeddings for moral

foundations classi�cation. Its vast number of articles on a wide range of topics, and

the fact that Wikipedia is generally considered to be reliable information makes it a

suitable website to retrieve background information from. Nevertheless, the reliability

of the information included on Wikipedia has been criticised by the politically far right,

who characterise the website as leftist and politically biased
8
. Given the fact that our

test data comes from far right sources, this bias might have negative consequences for

the performance of our model. Therefore, we also conducted some experiments with

Metapedia
9

Metapedia describes itself as “The alternative encyclopedia”, focussing on

European culture, art, science, philosophy and politics. However, Wikipedia describes

them as containing “authoritarian far-right, white nationalist, white supremacist, anti-

feminist, homophobic, Islamophobic, antisemitic, Holocaust-denying, and neo-Nazi

points of view”
10

, As the results with Metapedia abstracts were similar to the ones

obtained with Wikipedia abstracts, we discarded our worries about left wing bias

and decided to use the more extensive Wikipedia. This is fortunate, both because

Metapedia is incomplete on many topics relevant to the present work, and because

it would be less suitable when working with other types of extremist data (religious,

left-wing, separatist), resulting in the necessity of training a di�erent model when

working with that type of data.

In order to incorporate this background knowledge, we built a set-up similar that of

Rezapour et al. (2019), which had two inputs: one for the input sample, and one for

the background information. These two inputs are processed separately before they

are concatenated and processed together.

For accurate comparison, we conducted a number of experiments. One where both

inputs of the model receive the sample embedding as input. This is our baseline

model for this experiment. Secondly, we conducted an experiment where the context

embedding is created out of two paragraphs of Lorum Ipsum
11

, roughly the same

length as the average Wikipedia abstract. As this is a ‘fake Latin’ text which looks like

a normal text, while it is actually nonsensical, this context embedding should contain

random noise. We also tested a variety of context embeddings. Both on relevant topics

and on irrelevant topics (discrimination, hate groups, supremacy, type writer, gira�e),

the most relevant results will be discussed in section 5.2. The abstracts of the Wikipedia

pages were copied to a text�le, and stopwords were removed. The text was converted

into ��')��(� embeddings. From now on, we will refer to these embeddings as context

embeddings.

After an experimentation process similar to that which we had previously conducted

(see Section 4.1), the best model we found was the following: we created a multi-input

model in Keras. One input consisted of the sample embeddings. The other input con-

sisted of the context embeddings. The sample embeddings were fed into a bidirectional

LSTM layer of size 1024, while the context embeddings were fed into a bidirectional

LSTM layer of size 777. They were then concatenated and the concatenated vector

was forwarded to a dense layer of size 256 with sigmoid activation function, followed

by a softmax output layer. This setup is visualised in Figure 4.3. Like the other models,

this model was trained for 20 epochs.

6
https://en.wikipedia.org/wiki/Wikipedia:About

7
https://www.alexa.com/siteinfo/wikipedia.org

8
https://en.metapedia.org/wiki/Wikipedia#Leftist.2C_politically_correct.2C_and_anti-White_bias

9
https://en.metapedia.org/wiki/Main_Page

10
https://en.wikipedia.org/wiki/Metapedia

11
https://en.wikipedia.org/wiki/Lorem_ipsum
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Figure 4.3.: Set-up Word2Vec
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5. Results

5.1. Results study 1

All experiments were ran �ve times. Scores were averaged to compensate for the fact

that the parameters of a neural network are always initalised randomly, and might

therefore converge at a local optimum, resulting in di�erent scores. The accuracy

and weighted average F1-score of study 1 (for the description, see Section 4.1) are

presented in Table 5.1 and Table 5.2. For precision and recall, please refer to Appendix

B. We can see that there is a relatively small di�erence between the performance on

the MFTC test set and the Reddit set, while the di�erence between the Reddit set and

the Stormfront set is much larger. Although the performance of the BERT model is

worse than the performance of the Word2Vec model on the test set of the MFTC, it

generalises slightly better to the Reddit and Stormfront data in terms of accuracy. In

terms of weighted average F1 score, Word2Vec generalises slightly better to the Reddit

data, while the generalisation to the Stormfront data is equal for both conditions.

Data BERT Word2Vec

MFTC (test) 0.56 (±0.02) 0.59 (±0.01)
Reddit 0.52 (±0.03) 0.51 (±0.03)
Stormfront 0.43 (±0.02) 0.42 (±0.02)

Table 5.1.: Accuracy and standard deviation (between brackets) for each test corpus on the

di�erent models. Accuracy is averaged over 5 runs to compensate for random

initialisation.

Data BERT Word2Vec

MFTC (test) 0.55 0.60

Reddit 0.47 0.48

Stormfront 0.38 0.38

Table 5.2.: Weighted average F1 for each test corpus on the di�erent models. F1 score is

averaged over 5 runs to compensate for random initialisation.

5.2. Results study 2

The accuracy and F1-score for the extended set-up are presented in Table 5.3 and 5.4.

For the precision and recall, please refer to Appendix C. The most striking feature of

these results is that our baseline set-up, which takes the input samples twice, performs

slightly better (2%) than our BERT model in Table 5.1 on the Reddit and Stormfront

data. This justi�es that we have a di�erent baseline set-up in this section: the di�erent

architecture used in the second study leads to a di�erent performance compared to

the previous study. If we replace one of the inputs with random noise (a ��')��(�
embedding of Lorum Ipsum), the accuracy drops between 3% on the MFTC test data,

and 5% on the Reddit data. The model also becomes less stable, as we can see in the

standard deviation. If we look at the irrelevant context embedding (gira�e) and the
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Data 2x LI G HG D

MFTC 0.56 (±0.02) 0.53 (±0.05) 0.55 (±0.02) 0.57 (±0.01) 0.54 (±0.05)
R 0.54 (±0.02) 0.49 (±0.06) 0.54 (±0.01) 0.53 (±0.02) 0.51 (±0.05)
SF 0.45 (±0.01) 0.41 (±0.03) 0.45 (±0.02) 0.44 (±0.01) 0.43 (±0.04)

Table 5.3.: Accuracy and standard deviation (between brackets) for each test corpus (Moral

Foundations Twi�er Corpus; Reddit; Stormfront) on the multi-input model that

takes the input sample twice (2x); the multi-input model with Lorum Ipsum as

secondary input (LI); and the multi-input model with the gira�e context embedding

(G); the multi-input model with the hate group context embedding (HG); and the

multi-input model with the discrimination context embedding (D). Accuracy is

averaged over 5 runs to compensate for random initialisation.

Data 2x LI G HG D

MFTC 0.56 0.52 0.56 0.56 0.54

R 0.48 0.46 0.48 0.47 0.46

SF 0.39 0.36 0.38 0.38 0.38

Table 5.4.: Weighted average F1 for each test corpus (Moral Foundations Twi�er Corpus;

Reddit; Stormfront) on the multi-input model that takes the input sample twice

(2x); the multi-input model with Lorum Ipsum as secondary input (LI); and the

multi-input model with the gira�e context embedding (G); the multi-input model

with the hate group context embedding (HG); and the multi-input model with

the discrimination context embedding (D). F1 score is averaged over 5 runs to

compensate for random initialisation.

relevant embeddings (hate group, discrimination), we see that their performance on

the Reddit and Stormfront data is equal, or slightly worse than the baseline set-up.
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6. Discussion

This discussion section will consist of four parts: in Section 6.1 we will discuss the

results of both studies regarding the classi�cation of extremist data in a qualitative

manner. In Section 6.2 we will attempt to explain the di�erence in performance between

the Word2Vec set-up and the BERT set-up in study 1 (see Section 4.1 and 5.1). We will

then discuss the limitations of our second study (see Section 4.2 and 5.2), and how this

could be improved upon in further work in section 6.3. Finally, in section 6.4 we will

discuss a common problem in latent semantic tasks, namely the low inter-annotator

agreement on the ground truth.

6.1. �alitative analysis of extremist data classification

Cross-domain classi�cation between twitter and forum data, as re�ected by the dif-

ference in results between the MFTC test data and the Reddit data, is handled more

e�ectively than cross-domain classi�cation between non-extremist and extremist data,

as re�ected by the di�erence in performance on the Reddit and Stormfront data. Espe-

cially because in our case, we were able to adjust the formatting of our forum posts

to resemble tweets. Although it results in a steep decline in accuracy, it does seem

possible to conduct out-domain moral foundations classi�cation. We will now identify

some of the challenges for the models.

When we look at the confusion matrices for experiment 1 (Tables D.1, D.2, D.3, D.4,

D.5, D.6, see Appendix D), the unbalanced nature of the data is clearly re�ected in

the performance of the classi�er. The errors are distributed relative to the frequency

of those classes in the training data. The non-moral class is predicted particularly

frequently, as it is the majority class. There were two classes that were remarkable in

the way they were misclassi�ed in the Stormfront data, namely loyalty and harm. We

will discuss those below.

Strikingly, in the Stormfront data, the loyalty class was predicted much less often

than it occurred in the data by both the BERT and the Word2Vec model. Generally,

loyalty occurs much more often in the Stormfront data compared to the other data

sets. These samples are misclassi�ed as a variety of MFs. The most common ones are

non-moral and harm. If we look into the examples, we gain some understanding why
1
.

Many samples that refer to the moral foundation of loyalty, also contain an element of

violence. As one would expect from a white nationalist forum, the Stormfront data

contains a lot of racist remarks (thus the high number of samples labelled as loyalty).

Many samples mention violence being done by the outgroup to the ingroup, or vice

versa. An example of which is a forum message in which a user writes that many

women of the ingroup are raped by people of the outgroup, and thus that diversity is

not bene�cial to society. Although violence plays a role in this sample, it is secondary

to what is really expressed: loyalty to the ingroup and/or hatred towards the outgroup.

As it is easier to pick up words about violence, these samples are likely to be classi�ed

as harm, instead of as loyalty which is more latent.

As race is a central theme in extremist contexts, it is no surprise that loyalty is a

frequent moral foundation in the Stormfront data. Evidently, right-wing groups in

1
For privacy reasons, we will describe the examples instead of reporting the sample itself
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general frequently use the moral foundation of loyalty, according to Hahn et al. (2019).

Nevertheless, the absence of similar samples in the training data makes it much more

di�cult for the model to classify these samples correctly. This highlights the di�culty

of training a moral foundations recognition model on a non-extremist data set, and

testing it on an extremist data set.

It is also remarkable that harm is relatively often falsely predicted in the Stormfront

dataset. The actual labels of these misclassi�cations are quite diverse (non-moral,

care, fairness, cheating, loyalty, betrayal). This is not caused by over-representation

of these classes in the training data, as they occur roughly equally over the data sets.

If we look at examples of misclassi�ed samples that express the MFs of harm and

cheating, we see one sample that describes the situation of the city Dresden, just before

it was bombed in World War 2. Although it contains many references to violence

(e.g. guns, artillery, refugees, etc) it is labelled as non-moral, because it contains no

moral judgement. Unsurprisingly, the model classi�ed it as harm. A similar example

was the one described above, where a sample was classi�ed as harm even though the

ground truth was loyalty, because it contained references to violence. This implies

that the classi�er picks up morally related topics, more than actual moral judgement.

Especially interesting is the third example, a sample which speaks of the two-state

solution in the Israeli-Palestinian con�ict. The sample does not refer to any kind of

violence, but is still classi�ed as harm. This might be because the Israel-Palestine

con�ict generally associated with violence, and thus terms related to the con�ict are

relatively closely embedded to other terms associated with violence. Otherwise, the

model found a pattern that is not directly intuitive to human beings.

When we tried to improve the set-up for generalisation to the Stormfront data, we

saw that the model that one would expect to perform poorly, namely the one taking

Lorum Ipsum as extra input, resulted in a 3% to 5% drop in accuracy. One might have

expected a much steeper drop in accuracy, given the fact that half of the input is

random noise. Possibly the model weighted most of the Lorum Ipsum embedding as

almost zero and focused on the sample embedding instead.

Although the relevant and irrelevant context embeddings performed better than

the random context embedding, they did not improve over the baseline model. Nev-

ertheless, the relevant context embeddings (created by embedding the abstracts of

the Wikipedia pages about hate groups and discrimination) do not outperform the

irrelevant context embeddings (created by embedding the abstract of the Wikipedia

page about gira�es). When testing a variety of other relevant and irrelevant context

embeddings, were it the Wikipedia abstracts for type writer, supremacism, or the

combined abstracts that describe the topics of the data (black lives matter, all lives

matter, #metoo, hurricane sandy), we found similarly unpredictable results. The con-

text embedding of hate groups was the only model that increased the performance on

the MFTC test data, all other context embeddings performed similarly or slightly less

accurately.

When we add information to improve the performance on the Stormfront data, the

performance on MFTC test data and the Reddit data does not decrease. This suggests

that this model should generalise to any other type of extremist data as well. Although

adding information to the input did not lead to an increase in performance on the

Stormfront data, the low decrease in performance shows the robustness of the model

against noise. This was also re�ected in the low variance of the performance during

hyper parameter tuning.

In study 1 it was apparent how often loyalty was misclassi�ed among the Stormfront

data. This was caused by the high prevalence of the MF loyalty in the Stormfront data.

Although the general accuracy of the model was not improved for the Stormfront

data by adding information on discrimination, it would be intuitively possible that
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the performance did improve for the samples labelled as loyalty. But if we compare

the performance of the model that takes the input sample twice, and the model with

background information on discrimination, we see no improvement of performance

on the samples labelled as loyalty.

Based on the analysis of our results, we identify two areas of di�culty for out-

domain moral foundations classi�cation on extremist data: �rst, that extremist data

contains interpretations of moral foundations, speci�cally of the moral foundation of

loyalty, that do not occur in the training data. This can not be counteracted by adding

contextual information into the model, as we attempted in our second study. Secondly,

the model seems to pick up morally related language more than morality itself, as

illustrated by the frequent misclassi�cation of the moral foundation of harm.

6.2. Comparison between the BERT and Word2Vec models

A surprising �nding of this study was that our Word2Vec model outperforms our BERT

model on the classi�cation of MFTC test data. As BERT achieved ‘state-of-the-art’

results on many standard tasks (Devlin et al., 2019), we expected the same for our task.

Although the results were in favour of the BERT model on the other two test sets, this

was only marginally so, and only in terms of accuracy. In this section we will inspect

the theoretical di�erences between the models, to see if we can explain the di�erence

between the performance of the two models.

Hashtag BERT Word2Vec

#alllivesmatter 0.91 0.77

#blacklivesmatter 0.29 0.35

#bluelivesmatter 0.06 0.05

#blm 0.04 0.05

#nypd 0.02 0.02

Table 6.1.: Relative frequency of each hashtag among the wrongly classified samples for each

model. I.e. the percentage of wrongly classified samples by each model in which

each hashtag occurs.

In Section 2.2.2, we discuss that there are various issues with Word2Vec that were

solved by BERT. The �rst issue with pretrained Word2Vec models, is that it has no

way of handling Out of Vocabulary (OOV) words, which is solved by BERT by using

word piece embeddings. For example, #alllivesmatter is processed by BERT as ’all’,

’##li’, ’##ves’, ’##mat’, ’##ter’, whereas it is an unknown token to Word2Vec. If we look

into the wrongly classi�ed samples of the MFTC test data for both the Word2Vec and

the BERT model, we can �nd many hashtags for which the BERT model would have

had to use word piece embeddings, while the Word2Vec model would have discarded

them as OOV words. To assess whether this in�uenced the performance, we examined

whether there was a di�erence in the amount of times certain hashtags occured in

the misclassi�ed samples by Word2Vec and BERT (divided by the absolute number of

misclassi�ed samples). For the results, see Table 6.1. The hashtags that occured often

enough to be informative were: #alllivesmatter, #blacklivesmatter, #bluelivesmatter,
#blm (abbreviation of black lives matter), and #nypd (abbreviation of New York Police

Department). #alllivesmatter occured in 91% of all the incorrectly classi�ed tweets by

the BERT model, while it occured in 77% of the incorrectly classi�ed tweets by the

Word2Vec model. This is unexpected, however, this pattern does not occur with the

other hashtags. #blacklivesmatter occurs in 29% of the incorrectly classi�ed tweets

by the BERT model, as opposed to 35% of the incorrectly classi�ed tweets by the
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Word2Vec model. For #bluelivesmatter it is 6% versus 5%, for #blm it is 4% versus 5%,

and for #nypd it is both 2%.

It is unexpected that #alllivesmatter occurs much more frequently among the in-

correctly classi�ed items by the BERT model, as this is completely opposite of what

we would expect given that BERT has access to word piece embeddings. This di�er-

ence may be caused by some external factor. Outside of the #alllivesmatter and the

#blacklivesmatter, the other hashtags all occur in relatively equal amounts in both

sets of incorrectly classi�ed samples. One reason that the word piece embeddings

seem to be insigni�cant in these samples may be that the hashtags are not a vital part

of the message of a tweet. Often, hashtags are placed at the end of the tweet, to put

the message in context or raise the tweet’s pro�le by using a popular hashtag. It is

frequently the text that contains the moral message, not necessarily the hashtag. Thus,

being able to decypher the hashtags might not make a big di�erence in the MFTC

test data. Another explanation might be that the hashtags confuse BERT: as they are

processed as di�erent words “all lives matter” might not be recognised as the name

of a movement, but as a message itself. As the hash tag embedding is pooled with

the rest of the tweet embeddings, it might bias the �nal embedding, leading to poorer

recognition of the actual message.

As these hashtags occur rarely in the Reddit and Stormfront data and it’s hard

to �nd common words in these datasets that are OOV, it’s much harder to compare

the incorrectly classi�ed samples for those datasets. The OOV words in the Reddit

and Stormfront dataset are probably more important to the moral message of the

text, as they’re not hashtags but actually form the body of the text. This could be an

explanation as to why BERT outperforms Word2Vec on the Reddit and Stormfront

data. Nevertheless, OOV words are relatively rare, which may mean that the e�ect

is too small to notice by this means of analyzing. Additionally, it’s di�cult to deter-

mine whether any di�erence we �nd this way is actually caused by the word piece

embeddings, and not by something else.

Test set Homonym BERT Word2Vec

MFTC (test)

right 17 10

point 5 2

left 2 0.5

safe 2 0

Reddit

right 33 39

point 16 26

left 11 0

safe 5 4

Stormfront

right 25 22

point 14 12

left 7 9

safe 7 6

Table 6.2.: We calculated the frequence of each homonym among the falsely classified in-

stances by each model by taking the raw number of occurances of that homonym,

divide it by the total number of falsely classified instances by that model, and

multiply it by 1000.

As described in Section 2.2.2, another theoretical di�erence between Word2Vec

and BERT is that BERT handles homonymy by creating separate embeddings for
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each meaning of the word. In order to judge whether the two systems’ ability to

handle homonymy a�ected the performance of our model, we examined four English

homonyms that could be reasonably expected to occur in these types of data. These

homonyms were right, point, safe, and left. Just like before, we compared the number of

instances of these homonyms set against the number of wrongly classi�ed instances, for

each test data set (see Table 6.2). This could clarify whether BERT handles homonymy

in a better way than Word2Vec does in practice as well. However, the numbers we

�nd are con�icting: in part of the cases, homonyms are actually less frequent in the

samples that were misclassi�ed by the BERT model, but in the other part of the cases

it’s reverse. There are two possible explanations for this: �rstly, homonymy might not

occur frequently enough to make a di�erence. The examined words occured between

0 and 40 times among the falsely classi�ed samples per dataset. Secondly, the BERT

or Word2Vec sense of the homonym might not in�uence the embedding of the entire

tweet signi�cantly.

BERT’s ability to cover sentence relations more accurately will be di�cult to test in

such an empirical way. Based on the di�erences between BERT and Word2Vec that

we were able to test, it remains unclear why Word2Vec still performs better on MFTC

test data, while BERT generalises better to the Reddit and Stormfront data.

6.3. Suggestions for further work

If we compare our results on the MFTC test set, to the results obtained on the same

data by previous studies (Araque et al., 2019; Hoover et al., 2017), it is clear that our

experiments are less successful in terms of accuracy. It should be noted that these

studies trained and tested on each sub corpus separately, while we combine these sub

corpora in one data set. This illustrates how moral foundation recognition models

struggle with diversity, even if it is in-domain. This means that it is easier for a model

to generalise to the capture the aspects of each moral foundation related to a certain

context, than it is to generalise to the essence of each moral foundation. Possibly, more

training data would be required to create a model that performs well on a wider range

of topics.

The troubled generalisation to other domains is central to this paper, as we discover

di�culty with diverse in-domain data, and di�culty with diverse out-domain data. A

possibility to improve is of course to train highly speci�c models for each situation, but

this is unfeasible from a practical perspective: we are aiming to train one model that

could classify moral foundations in all types of extremist social media content. Training

one model which includes all types of moral foundations would be a potential solution,

but is unfeasible given the massive amount of data than would require annotation.

A possible way forward is by extending Lin et al. (2018)’s entity linking approach.

This would include applying Named Entity Recognition (NER) to each sample, and

looking up the entities in the sample on Wikipedia. Extracting the Wikipedia abstracts

of each entity per sample, and creating an embedding of the concatenated abstracts.

Finally, this embedding could be used as the context embedding in the model.

There are two reasons why this could potentially work better than our own extended

model: �rstly, in our own extended model, the context embedding was the same for

every sample. As neural networks typically try to �nd patterns in the input for the

di�erent labels. By putting in the same context embedding for every label, it is likely

that the model discards this context embedding by putting its weights close to zero.

Creating speci�ed context embeddings to each sample should alleviate this. Secondly,

some background information of the entities mentioned in a sample could probably

help the model interpret the sample correctly. Annotators mentioned that they had
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di�culty annotating some of the Stormfront data, as it often discussed people or

events they were not familiar with. Once they looked up these people or events, they

would understand what moral foundation was present in the sample. As computational

models know nothing about the world, except that which has been included as input,

this kind of background information can be useful, not only when classifying extremist

data, but also when classifying the training data.

A problem that will remain despite the entity linking approach, is the situation where

the same issue has di�erent interpretations in the non-extremist and extremist context.

One example we found in our data was about Hitler. In non-extremist data, Hitler is

described in a negative way. However, as antisemitism thrives on the Stormfront forum,

our extremist data contained a sample in which he was discussed rather positively.

Obviously, this kind of scenario was already hard to classify correctly beforehand, but

by adding information about Hitler into the model, you teach the model that he (and

people like him) should be classi�ed as one thing (e.g. harm), while this would not be

the right classi�cation in the extremist data.

6.4. The subjective nature of moral foundations

What is di�cult about moral foundations classi�cation studies, is that the ground truth

is not so clear. As discussed in Section 3.1, low inter-annotator agreements are obtained

when annotating moral foundations. We experienced this ourselves when annotating

our own data (see Section 3.4). If annotation is so di�cult for humans already, is the

ground truth even reliable? Does the performance of the model really re�ect what the

models learned? These are not uncommon problems in latent semantics tasks though.

In their study on propaganda analysis, Da San Martino, Yu, et al. (2019) report an

inter-annotator agreement of W0.31(Mathet et al., 2015). W is a di�erent metric than our

own, which makes it impossible to compare it to our Kappa and Pabak scores. Mathet

et al. also do not provide thresholds for interpretation of their score. Nevertheless, for

a score between 0 and 1 it is not a high score, showing that moral foundations are not

the only latent semantic task with annotation di�culties.

In order to compare the performance of our model to the performance of annotators,

we calculated the inter-annotator agreement between the BERT model from experiment

1, and our labelled data. For our Stormfront data, this resulted in a Kappa (Fleiss, 1971)

of 0.12, and a PABAK (Sim and Wright, 2005) of −0.15. The reason that the PABAK is

below zero is that PABAK is calculated by substracting the number of disagreed samples

from the number of agreed samples, and dividing it by the total. As the accuracy of

the model was below 50%, this resulted in a negative number. For the Reddit data, a

Kappa of 0.17 and a PABAK of 0.05 were obtained. This is still signi�cantly lower than

our inter-annotator agreement, which had a Kappa of 0.25 and 0.29 for the Stormfront

data and Reddit data respectively, and a PABAK of 0.40 and 0.51 for the Stormfront

and Reddit data. All in all we can conclude that our model still performs signi�cantly

worse than a human annotator.
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7. Conclusion

The aim of this thesis was to explore to what extend a moral foundations recognition

model could generalise to other domains. We were mainly interested in generalisation

from non-extremist to extremist data, but also had some �ndings on generalisation from

Twitter data to forum data. We created two models: one that used BERT embeddings

and and one that used Word2Vec embeddings as input to a bidirectional LSTM. In

this manner, we trained model on 70% of the MFTC. We then tested these models

on 15% of the non-extremist MFTC (Twitter) data, the non-extremist Reddit (forum)

data and the extremist Stormfront (forum) data, and compared the results. Our best

generalising model – taking BERT embeddings as input – obtained 56% accuracy on

the MFTC test set, 52% accuracy on the Reddit set, and 43% accuracy on the Stormfront

set. Our attempts to prove generalisation to the Stormfront set by adding background

information were not succesful.

The key �ndings of this work are the following: �rstly, we learn that moral foun-

dation classi�cation is complicated by any type of diversity, whether it’s a diverse

training set, a test set that takes a di�erent format from the training set (tweets or forum

messages), or a test set that has a di�erent social perspective (extremist, non-extremist)

compared to the training set. However, these types of diversity have di�erent impact.

We learned that cross-domain classi�cation from Twitter data to forum data is less

problematic than cross-domain classi�cation from non-extremist data to extremist data.

Unfortunately we have not yet managed to improve the cross-domain classi�cation

from non-extremist data to extremist data.

Surprisingly, Word2Vec outperformed BERT on the in-domain test data. This result

is reversed (but only marginally) on the out-domain test data. We �nd that adding

background information to the model does not improve it. The model is, however,

very robust. Noise or changes in the number of nodes, activation function and other

architectural features barely make a di�erence to the performance of the model.

We tested our models on one type of extremist data, namely samples of posts on the

Stormfront forum. Nevertheless, there are many di�erent types of extremist groups –

left wing, right wing, religious, separatist, etc. – that communicate via various types

of social media. The performance of our model on Stormfront forum data might not

be representative for the communications of any other extremist group on any other

type of social media. Therefore our study could be expanded on by testing our models

on a more wide variety of extremist data. This would require access to (social media)

communications of an extremist group, and being able to annotate it. A further way

of expanding this study would be to use more oversampling strategies.
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A. Inter-annotator agreement per batch
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MF Measure SF1 SF2 SF3 SF4 SF5
Non-moral Kappa 0.46 0.22 0.23 0.17 0.38

PABAK 0.46 0.12 0.05 0.18 0.35

Care Kappa −0.02 0.42 0.56 0.26 −0.01
PABAK 0.89 0.90 0.94 0.82 0.92

Harm Kappa 0.23 0.15 0.17 0.46 0.19

PABAK 0.53 0.72 0.83 0.70 0.87

Fairness Kappa −0.01 0.03 0.23 0.12 0.23

PABAK 0.95 0.56 0.77 0.78 0.73

Cheating Kappa 0.37 0.16 0.11 0.42 0.54

PABAK 0.69 0.84 0.75 0.90 0.89

Authority Kappa 0.26 0.14 0.00 −0.06 −0.01
PABAK 0.89 0.82 0.96 0.72 0.77

Subversion Kappa −0.03 −0.04 0.41 −0.03 −0.06
PABAK 0.87 0.80 0.89 0.76 0.77

Loyalty Kappa 0.00 0.24 0.23 0.37 0.35

PABAK 0.17 0.58 0.62 0.52 0.54

Betrayal Kappa 0.27 −0.04 −0.03 −0.02 0.20

PABAK 0.89 0.84 0.81 0.82 0.87

Sanctity Kappa 0.66 0.0 0.0 −0.01 0.39

PABAK 0.98 0.94 0.96 0.94 0.94

Degradation Kappa 0.15 −0.02 −0.02 0.00 −0.02
PABAK 0.82 0.90 0.79 0.98 0.87

MF Measure R1 R2 R3 R4
Non-moral Kappa 0.51 0.40 0.51 0.37

PABAK 0.54 0.40 0.50 0.34

Care Kappa 0.17 0.05 0.26 0.10

PABAK 0.82 0.69 0.90 0.78

Harm Kappa 0.29 0.33 −0.01 0.30

PABAK 0.72 0.47 0.64 0.78

Fairness Kappa 0.05 0.29 −0.02 −0.05
PABAK 0.72 0.82 0.82 0.78

Cheating Kappa 0.28 0.20 0.26 −0.01
PABAK 0.76 0.76 0.82 0.96

Authority Kappa 0.00 −0.03 0.36 −0.03
PABAK 0.98 0.89 0.82 0.88

Subversion Kappa 0.66 1.00 0.30 −0.01
PABAK 0.98 1.00 0.84 0.94

Loyalty Kappa −0.02 0.26 0.33 0.16

PABAK 0.92 0.80 0.80 0.84

Betrayal Kappa −0.01 −0.02 0.26 0.02

PABAK 0.94 0.82 0.90 0.86

Sanctity Kappa n.a. 0.49 0.00 0.00

PABAK n.a 0.95 0.98 0.88

Degradation Kappa −0.01 −0.03 −0.01 0.00

PABAK 0.94 0.84 0.94 0.86

Table A.1.: Inter-annotator agreement in Fleiss Kappa and Prevalence and Bias Adjusted

Kappa (PABAK) for each moral foundation in each batch. N.a. is shown when

there were no items classified as this specific moral foundation. MF stands for

Moral Foundation; SF1 to SF5 stand for the batches of the Stormfront data; R1 to

R4 stand for the batches of the Reddit data.
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B. Precision and recall study 1

Data BERT Word2Vec

MFTC (test) 0.57 0.62

Reddit 0.47 0.44

Stormfront 0.39 0.38

Table B.1.: Weighted average precision for each test corpus on the di�erent models. Precision

is averaged over 5 runs to compensate for random initialisation.

Data BERT Word2Vec

MFTC (test) 0.55 0.59

Reddit 0.52 0.51

Stormfront 0.43 0.42

Table B.2.: Weighted average recall for each test corpus on the di�erent models. Recall is

averaged over 5 runs to compensate for random initialisation.
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C. Precision and recall study 2

Data 2x LI G HG D

MFTC 0.57 0.57 0.57 0.57 0.57

R 0.47 0.46 0.46 0.45 0.45

SF 0.43 0.40 0.41 0.41 0.42

Table C.1.: Weighted average precision for each test corpus (Moral Foundations Twi�er

Corpus; Reddit; Stormfront) on the multi-input model that takes the input sample

twice (2x); the multi-input model with Lorum Ipsum as secondary input (LI); and

the multi-input model with the gira�e context embedding (G); the multi-input

model with the hate group context embedding (HG); and the multi-input model

with the discrimination context embedding (D). Precision is averaged over 5 runs

to compensate for random initialisation.

Data 2x LI G HG D

MFTC 0.54 0.53 0.56 0.57 0.54

R 0.54 0.49 0.54 0.53 0.51

SF 0.45 0.41 0.45 0.44 0.43

Table C.2.: Weighted average recall for each test corpus (Moral Foundations Twi�er Corpus;

Reddit; Stormfront) on the multi-input model that takes the input sample twice

(2x); the multi-input model with Lorum Ipsum as secondary input (LI); and the

multi-input model with the gira�e context embedding (G); the multi-input model

with the hate group context embedding (HG); and the multi-input model with

the discrimination context embedding (D). Recall is averaged over 5 runs to

compensate for random initialisation.
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D. Confusion matrices for study 1

NM - Non-Moral; C - Care; H - Harm; F - Fairness; Ch - Cheating; A - Authority;

S - Subversion; L - Loyalty; B - Betrayal; Sa - Sanctity; D - Degradation

Predictions NM C H F Ch A S L B Sa D

Labels

Non-Moral 3537 164 367 190 266 101 110 163 72 125 25

Care 159 588 146 82 29 25 6 120 1 32 2

Harm 276 74 941 66 217 34 101 31 33 10 7

Fairness 135 38 30 766 137 50 28 39 10 23 4

Cheating 199 16 148 97 701 19 56 26 68 2 13

Authority 69 34 23 55 24 252 37 45 7 4 0

Subversion 103 7 82 36 112 23 221 29 39 2 6

Loyalty 156 124 47 86 22 77 29 545 16 17 1

Betrayal 116 9 87 20 120 2 55 27 62 1 11

Sanctity 88 32 16 40 10 6 9 15 1 138 5

Degradation 44 7 74 6 38 1 15 3 10 12 145

Total 4882 1093 1961 1444 1676 590 667 1043 319 366 219

Table D.1.: Confusion Matrix for MFTC test data trained on the BERT model. Tests were run

5 times to compensate for random initialisation, confusion matrices for all runs

were added. For clarity, correct predictions are presented in bold.

Predictions NM C H F Ch A S L B Sa D

Labels

Non-Moral 908 16 59 34 92 2 9 7 9 4 0

Care 39 12 10 1 13 3 0 1 0 1 0

Harm 130 1 42 1 41 0 6 1 7 0 0

Fairness 56 1 13 15 19 1 1 2 2 0 0

Cheating 86 3 5 3 26 0 1 0 1 0 0

Authority 29 0 7 2 5 0 3 1 2 0 0

Subversion 33 0 11 0 8 0 6 1 1 0 0

Loyalty 63 2 3 7 4 1 1 1 3 0 0

Betrayal 55 3 2 0 5 0 0 0 5 0 0

Sanctity 10 0 0 0 0 0 0 0 0 0 0

Degradation 0 0 0 0 0 0 0 0 0 0 0

Total 1409 38 152 63 213 7 27 14 30 5 0

Table D.2.: Confusion Matrix for Reddit data trained on the BERT model. Tests were run 5

times to compensate for random initialisation, confusion matrices for all runs

were added up. For clarity, correct predictions are presented in bold.
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Predictions NM C H F Ch A S L B Sa D

Labels

Non-moral 849 13 89 34 104 5 11 17 10 8 5

Care 27 11 12 7 4 0 1 3 4 0 1

Harm 67 4 101 8 19 0 1 8 7 0 0

Fairness 67 1 23 2 30 0 1 1 5 0 0

Cheating 78 1 30 3 58 0 5 0 0 0 0

Authority 52 1 5 7 5 1 1 2 1 5 0

Subversion 64 1 14 2 12 3 10 1 3 0 0

Loyalty 189 9 55 38 45 6 11 16 13 3 0

Betrayal 57 3 22 4 20 1 1 1 10 0 1

Sanctity 22 0 0 4 1 0 0 1 0 1 1

Degradation 0 0 0 0 0 0 0 0 0 0 0

Total 1472 44 351 109 298 16 42 50 53 17 8

Table D.3.: Confusion Matrix for Stormfront data trained on the BERT model. Tests were run

5 times to compensate for random initialisation, confusion matrices for all runs

were added up. For clarity, correct predictions are presented in bold.

Predictions NM C H F Ch A S L B Sa D

Labels

Non-moral 3559 139 469 179 186 180 172 145 130 150 61

Care 155 638 118 26 2 48 10 130 13 37 3

Harm 210 35 1184 32 79 47 61 37 65 2 28

Fairness 60 30 46 832 45 20 17 42 10 3 0

Cheating 208 11 197 99 570 33 70 13 114 5 10

Authority 52 23 8 17 3 390 30 61 10 6 0

Subversion 86 4 80 14 35 78 335 9 43 5 1

Loyalty 124 117 48 45 6 118 28 566 29 9 0

Betrayal 129 18 134 16 25 33 54 23 100 4 4

Sanctity 88 17 10 8 4 15 0 5 0 133 5

Degradation 39 1 40 8 4 1 31 0 4 4 173

Total 4710 1033 2334 1276 959 963 808 1031 518 358 285

Table D.4.: Confusion Matrix for MFTC test data trained on the Word2Vec model. Tests were

run 5 times to compensate for random initialisation, confusion matrices for all

runs were added up. For clarity, correct predictions are presented in bold.
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Predictions NM C H F Ch A S L B Sa D

Labels

Non-moral 921 4 59 22 26 23 19 10 47 9 0

Care 48 1 15 4 3 7 0 2 0 0 0

Harm 142 0 56 9 10 2 5 0 6 0 0

Fairness 61 0 28 6 4 5 1 1 4 0 0

Cheating 80 6 14 2 10 2 4 0 7 0 0

Authority 24 0 10 0 2 4 4 0 5 1 0

Subversion 35 2 5 1 6 3 0 5 3 0 0

Loyalty 54 4 3 1 6 5 2 5 4 0 0

Betrayal 42 1 15 1 1 2 2 0 6 0 0

Sanctity 10 0 0 0 0 0 0 0 0 0 0

Degradation 0 0 0 0 0 0 0 0 0 0 0

Total 1417 18 205 46 68 53 37 23 82 10 0

Table D.5.: Confusion Matrix for Reddit test data trained on the Word2Vec model. Tests were

run 5 times to compensate for random initialisation, confusion matrices for all

runs were added up. For clarity, correct predictions are presented in bold.

Predictions NM C H F Ch A S L B Sa D

Labels

Non-moral 849 12 85 26 33 23 30 28 51 8 0

Care 43 1 13 3 2 1 0 0 7 0 0

Harm 77 1 96 3 6 4 2 4 19 0 3

Fairness 67 0 26 6 16 6 7 0 2 0 0

Cheating 86 0 30 9 25 6 5 1 13 0 0

Authority 60 0 6 1 1 4 0 0 5 3 0

Subversion 50 0 8 1 8 11 12 0 20 0 0

Loyalty 188 4 69 19 31 12 10 28 24 0 0

Betrayal 53 0 28 6 4 3 8 8 10 0 0

Sanctity 21 1 3 2 0 0 0 0 0 3 0

Degradation 0 0 0 0 0 0 0 0 0 0 0

Total 1494 19 364 76 126 70 74 69 151 14 3

Table D.6.: Confusion Matrix for Stormfront data trained on the Word2Vec model. Tests were

run 5 times to compensate for random initialisation, confusion matrices for all

runs were added up. For clarity, correct predictions are presented in bold.
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