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Abstract 
Single-cell RNA sequencing and in situ sequencing were combined in a recent study of the 
developing human heart to explore the transcriptional landscape at three developmental 
stages. However, the method used in the study to create the spatial cellular maps has some 
limitations. It relies on image segmentation of the nuclei and cell types defined in advance by 
single-cell sequencing. In this study, we applied a new unsupervised approach based on graph 
neural networks on the in situ sequencing data of the human heart to find spatial gene 
expression patterns and detect novel cell and sub-cell types. 

In this thesis, we first introduce some relevant background knowledge about the sequencing 
techniques that generate our data, machine learning in single-cell analysis, and deep learning 
on graphs. We have explored several graph neural network models and algorithms to learn 
embeddings for spatial gene expression. Dimensionality reduction and cluster analysis were 
performed on the embeddings for visualization and identification of biologically functional 
domains. Based on the cluster gene expression profiles, locations of the clusters in the heart 
sections, and comparison with cell types defined in the previous study, the results of our 
experiments demonstrate that graph neural networks can learn meaningful representations of 
spatial gene expression in the human heart. We hope further validations of our clustering 
results could give new insights into cell development and differentiation processes of the 
human heart. 

 
  



 

  



 

Building a cell map of the human heart using deep 
learning on graphs 

Popular Science Summary 

Xiao Yuan 

 

The heart is one of the most important organs in the human body. The development of the 
heart involves the interactions of over billions of cells. Different types of cells may express 
different genes that are carried in mRNAs and translated into proteins. Understanding how 
they work could improve diagnosis and treatment for heart diseases. Recently, several 
sequencing techniques were combined to reveal the diversity of cells and preserve the 
locations of mRNA in the heart samples. However, the method used to create a spatial cell 
map for the heart has some limitations. In this project, we apply a new method based on deep 
learning on graphs to analyze the sequencing data. 

Compared with the previous method, our method has an advantage that it is solely based on 
the input data. The image analysis to identify the cell nuclei is not required, and we do not 
need to know the cell types beforehand. The data contains the locations of millions of mRNAs 
in several heart samples from different developmental stages. We first build a spatial gene 
expression graph. Each node in the graph represents an mRNA, and it is connected to its 
neighboring molecules. Then we apply deep learning models on graph to produce a 
mathematical vector for each node. These vectors have captured the gene expression 
information of the local neighborhood of every mRNA. We then divide the mRNAs into 
groups such that the vectors of the mRNA are similar in the same group. Visualization of 
these groups’ locations in the heart samples shows that they are biologically relevant. The 
mRNAs in the same group probably belong to cells of the same type. We hope our results can 
complement the previous study and contribute more knowledge related to the human heart. 
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Abbreviations 
CNN convolutional neural network 
CPU central processing unit 
CSV comma-separated values 
DESC deep embedding for single-cell clustering 
DGI Deep Graph Infomax 
DNA deoxyribonucleic acid 
FISSEQ  fluorescent in situ sequencing 
GAT graph attention network 
GCN Graph Convolutional Network 
GNN graph neural network 
GPU graphics processing unit 
HDBSCAN hierarchical density-based spatial clustering of applications with noise 
ISS in situ sequencing 
kNN k-nearest neighbor 
MERFISH multiplexed error-robust fluorescence in situ hybridization 
mRNA messenger RNA 
NGS next generation sequencing 
PAGA partition-based graph abstraction 
PCA principal component analysis 
pciSeq probabilistic cell typing by in situ sequencing 
PCW post-conception week 
PHATE Potential of Heat Diffusion for Affinity-based Transition Embedding 
ReLU rectified linear unit 
RGB red, green, blue 
RNA ribonucleic acid 
RNN recurrent neural network 
scRNA-seq single-cell RNA sequencing 
ST spatial transcriptomics 
t-SNE t-distributed stochastic neighbor embedding 
UMAP Uniform Manifold Approximation and Projection 
VAE variational autoencoder 
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1 Introduction 
Thanks to the development of next generation sequencing (NGS) technology, genetic analysis 
such as transcriptomics is rapidly evolving, which allows analysis of single-cell RNA at a fast 
pace and decreasing costs. However, most of today’s available technologies for RNA 
sequencing are decoupled from the morphological and spatial information of the original 
tissue sample, because dissociation of tissue into individual cells loses the information about 
the original locations of cells. To study important questions in developmental biology, single-
cell spatial resolution is essential to understand tissue heterogeneity. 

Several techniques have been developed to complement single-cell RNA sequencing (scRNA-
seq) for measuring gene expression while preserving spatial information. One of the 
techniques is spatial transcriptomics (ST) (Ståhl et al. 2016), which identifies gene 
expressions in different anatomical regions. Another method is in situ sequencing (ISS) (Ke et 
al. 2013), which detects hundreds of gene expressions in tissue sections at subcellular spatial 
resolution. Recently, Asp et al. combined scRNA-seq with these two techniques that provide 
spatially resolved gene expression data to study human embryonic heart development, using 
human cardiac tissue samples collected from three developmental time points (Asp et al. 
2019). They produced a spatiotemporal organ-wide gene expression atlas with single-cell 
resolution. Although there are some limitations in their study due to the challenge of limited 
sample availability, their approach demonstrates the advantage of providing information on 
single-cell data (Phansalkar & Red-Horse 2020). 

To investigate the spatial transcriptomic heterogeneity of complex tissues, scRNA-seq and 
ISS are incorporated to map RNA in tissues and identify cell type location. Many methods 
that map cell types rely on cell segmentation. However, they are limited by the accuracy of 
image segmentation algorithms to identify cell nuclei and cell boundaries in noisy and dense 
tissue sections. To overcome the problem, a novel segmentation free approach called 
spage2vec was proposed (Partel & Wählby 2020). Spage2vec, which means spatial gene 
expression to vector, leverages a powerful machine learning graph representation technique 
based on graph neural networks (GNN) and models the spatial gene expression as a complex 
network.  

Spage2vec leverages the information of in situ transcriptomics at subcellular levels. Each 
mRNA location is encoded as a node and is connected to other nodes (i.e. mRNAs) in its 
neighborhood. During unsupervised training, the GNN learns for each mRNA a low-
dimensional representation of its neighborhood representing the local gene expressions, which 
can be used in downstream cluster analysis and visualization to study subcellular spatial 
heterogeneity. As an unsupervised learning approach, it is possible to discover cell types de 
novo without the need for prior definition of cell types from other analyses such as scRNA-
seq. 
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In the study of the developing human heart (Asp et al. 2019), an algorithm called probabilistic 
cell typing by in situ sequencing (pciSeq) (Qian et al. 2020) was used to create the spatial cell 
map based on the ISS data. Some limitations, however, exist in the pciSeq analysis. First, it 
relies on image segmentation to define cell nuclei. Second, it requires cell-type prior 
information, and therefore it was only applied to the ISS data of the intermediate time point 
where scRNA-seq data is available. Third, many reads (more than 20%) are not assigned to 
any cell type, because these reads do not belong to any known class. This master thesis 
project aims to study the spatial heterogeneity at subcellular resolution during the 
development of human heart with convolutional graph neural network approaches 
(spage2vec) and then predict new cell types based on the spatial gene expression profiles 
defined with ISS at all time points. The purpose is to perform a re-analysis of the ISS data to 
see if more knowledge can be obtained using this new method, as a complement to the 
previous analysis. 

This project could contribute to our understanding of the spatial cellular organization as well 
as cellular patterns over time during human heart development. We hope the knowledge 
would not only satisfy our curiosity about the human cardiac development, but also aid to 
understand developmental abnormalities which are relevant to heart disease treatments in the 
future. The project is conducted in the Wählby lab, at the Department of Information 
Technology in Uppsala University, and in collaboration with SciLifeLab in Stockholm 
University. It belongs to a larger project TissUUmaps, which develops computational 
methods to combine spatially resolved information on tissue morphology with in situ RNA 
sequencing and protein detection. TissUUmaps will enable better diagnostics, prognostics, 
and treatment in a long-term perspective. 

2 Background 

2.1 Single-cell analysis 

The rapid development of NGS has enabled scientists to obtain genetic information for the 
study of the genome (DNA) and the transcriptome (RNA), and thus produced insights into 
complex biological systems. Usually, the sequencing techniques and analyses are performed 
on a population of thousands to millions of cells. However, the fundamental unit of life is the 
cell. In a population of unicellular organisms, such as a bacterial population, genotypic 
differences exist. In a multicellular organism, even though all cells share the nearly identical 
genome, their transcriptomes are different. For instance, during embryonic development, stem 
cells ultimately differentiate into various types of cells, including neurons, muscles, immune 
cells, etc. They have different gene expressions and perform different physiological functions. 
Another example is in tumor tissues, cells in different locations have various transcriptomic 
information or even different genomic variations. These differences are critical for effective 
clinical diagnosis and treatments. Conventional sequencing methods that are conducted on the 
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bulk population level cannot reveal this cell-to-cell diversity and heterogeneity. That is why 
single-cell analyses have drawn great interest from scientists since the first paper in single-
cell sequencing based on NGS was published in 2009 (Wang & Navin 2015). Single-cell 
sequencing, especially scRNA-seq, has provided a deeper understanding of the functions of 
cells and their interaction with each other in their environments. The wide application of 
single-cell sequencing has created and is creating profound impacts on several biological 
disciplines including developmental biology, oncology, immunology, and neurology 
(Ofengeim et al. 2017, Baslan & Hicks 2017, Papalexi & Satija 2018, Potter 2018). 

The typical protocols of scRNA-seq involve isolation of the cells and the RNA, followed by 
amplification, library preparation, and sequencing. ScRNA-seq can identify heterogeneity in 
the population of cells by quantifying the differential gene expression profiles of individual 
cells (Hwang et al. 2018). However, since the tissue is dissociated into individual cells and 
cells are physically disrupted to isolate the mRNA, the information about the locations of 
mRNA within the cells, and information regarding the original positions of single cells in the 
tissue are lost. This spatial information is valuable, without which the comprehensive analysis 
in developmental biology is hard to make. Several technologies that can retain the spatial 
information have been developed, each having their strengths and weaknesses. Depending on 
whether prior knowledge about which genes are informative is required or not, these 
technologies can be classified as targeted methods (e.g. MERFISH and ISS), and untargeted 
methods (e.g. ST and FISSEQ) (Strell et al. 2019). In ST (Ståhl et al. 2016), tissue sections 
are placed on microscope slides where 100 μm size spots containing spatial barcoded probes 
capture mRNA content. The barcodes allow the sequenced mRNAs to be mapped to their 
original spot locations within the tissue. A drawback of this technology is that the resolution 
is not at the single-cell level, because about 30 cells in each spot are pooled for sequencing. In 
contrast, ISS (Ke et al. 2013) provides spatial information of hundreds of genes at the 
subcellular level in individual cells. But ISS requires preselection of a set of genes. Specific 
DNA probes, each with a unique four or five nucleotides long barcode corresponding to a 
gene, bind to target mRNAs on-site in the cells. After amplification, a fluorescent-imaging-
based method is used to detect the signals generated in imaging cycles. To generate spatially 
resolved maps of cell types, a probabilistic method pciSeq is used for cell typing (Qian et al. 
2020). It assigns each mRNA read to a cell nucleus based on their proximity and classifies 
each cell into a cell type derived from scRNA-seq. ISS and pciSeq have been applied to map 
neurons in mouse brain sections (Qian et al. 2020). 

2.2 Machine learning in biology 

The exponential growth of data in life science requires methods to extract and transform 
information into knowledge from these data. Moreover, some biological problems cannot be 
answered through experimental methods due to biotechnological limits. Numerous methods 
and tools have been developed in computational biology and bioinformatics to help 
understand biological systems. Among them, machine learning techniques have been 
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successfully applied to solve problems in several biological domains. In recent years, 
advances in hardware and the acquisition of large amounts of data lead to the evolution of 
deep learning, which has become the dominant subfield in machine learning. Although not as 
popular as it is in domains like computer vision and language processing, deep learning has 
some interesting applications in computational biology. Deep neural networks are used to 
predict the DNA methylation states at the single-cell level (Angermueller et al. 2017). 
Convolutional neural networks (CNN) and recurrent neural networks (RNN) are coupled to 
achieve end-to-end base calling that translates the signals from nanopore sequencing into 
DNA sequences (Teng et al. 2018). If biomedical image analysis is considered as a subfield in 
biology, there are hundreds of published articles that employ classical machine learning or 
deep learning in this area, because plenty of models and algorithms have been developed for 
image processing, image classification, object detections, and other tasks (Litjens et al. 2017). 

One major challenge in machine learning is the curse of dimensionality. When the data we 
analyze is in high-dimensional space, which is a common property of biological data, 
problems arise due to the huge number of features that may result in sparsity of the data. If the 
number of samples is much less than the number of features, there is not sufficient data to 
produce a model that generalizes well when new data is encountered. Overfitting, the loss of 
generalization ability, could happen because the amount of data does not support the 
complexity of the model in the high-dimensional space. However, this is not the case in 
single-cell analysis, where the number of samples is often comparable with or greater than the 
number of features (e.g. expression of genes). It is routine to sequence thousands of single 
cells in scRNA-seq. The development of high-throughput scRNA-seq even generates datasets 
containing millions of cells (Cao et al. 2019). Therefore, machine learning can play a 
significant role in single-cell analysis. 

The general workflow of scRNA-seq involves preprocessing like quality control, 
dimensionality reduction for feature selection and visualization, clustering, differential 
expression analysis, etc. Classical unsupervised learning methods such as principal 
component analysis (PCA), k-means clustering, and hierarchical clustering have been used by 
biologists for decades. Linear dimensionality reduction algorithms like PCA, while suitable 
for feature extraction, do not capture the complex relationship of data in high-dimensional 
space. Instead, t-distributed stochastic neighbor embedding (t-SNE), a non-linear 
dimensionality reduction algorithm, retains local structure, i.e., points close to one another in 
the input space are also close in the low-dimensional embedding space (Maaten & Hinton 
2008). Hence, it is frequently used to visualize the data in single-cell workflows. Recently, 
Uniform Manifold Approximation and Projection (UMAP) became a fast alternative to t-SNE 
because of its scalability to the growing size of single-cell datasets (McInnes et al. 2018). 
Besides, it claims to not only capture the local structure of the data, but also better preserve 
the global structure than t-SNE. Potential of Heat Diffusion for Affinity-based Transition 
Embedding (PHATE) is another potential visualization method (Moon et al. 2019), more 
suitable for the visualization of progression or trajectory structures. 
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Regarding clustering algorithms, many famous software toolkits for single-cell analysis 
implement graph-based clustering methods (Wolf et al. 2018, Butler et al. 2018, Cao et al. 
2019). Inspired by PhenoGraph (Levine et al. 2015), these methods construct a k-nearest 
neighbor graph, where cells with similar gene expression patterns are connected by edges. 
Then, the graph is partitioned into groups of cells using community detection algorithms like 
Louvain (Blondel et al. 2008) or Leiden (Traag et al. 2019) to identify densely linked clusters 
of nodes. Besides classic machine learning algorithms, deep learning algorithms based on 
neural networks are also adopted in single-cell analysis. A method based on variational 
autoencoders (VAE) is proposed to avoid data preprocessing, and thus the workflow is 
simplified as raw count data can directly be used as input (Grønbech et al.). Batch effects, the 
systematic technical differences in different batches caused by non-biological factors, impose 
challenges in analyzing scRNA-seq data. An algorithm called deep embedding for single-cell 
clustering (DESC), using Louvain to initialize clusters and autoencoders to pretrain, 
iteratively improves the clustering and removes batch effects simultaneously (Li et al. 2020). 

2.3 Representation learning on graphs 

Graphs, a data structure to model objects and their relationship with nodes and edges, are 
widely used as a universal language to describe and represent complex systems across various 
domains. In some cases, graphs, or networks, appear naturally in the real world, such as social 
networks, physical systems, biological systems, and so on. In other cases, we construct graphs 
based on the properties of entities to solve specific problems, like similarity graphs and 
nearest neighbor graphs. With available data increasing both in quantity and quality, various 
computational models and algorithms are developed for analyzing network data. Owing to the 
ubiquity of networks in nature and society, the studies on graphs could have significant 
impacts on our daily life. 

Common tasks in the domain of graph analytics include node classification, which predicts 
the labels of a given node, link prediction, which predicts whether two nodes are linked, and 
community detection, which identifies clusters of nodes that are densely connected. Most of 
the problems can be reduced to graph representation learning. Specifically, each node in a 
graph is mapped into an embedding space as a vector, so that similarity between two nodes in 
the embedding space indicates their similarity in the original graph (Hamilton WL et al. 
2018). These feature representations of the nodes can be used in downstream tasks like 
classification or clustering. Machine learning on graphs that can automatically learn the 
feature representations is task-independent and efficient, and thus it has an advantage over 
feature engineering by hand for every specific task. However, it is challenging to perform 
machine learning on graphs. Most modern machine learning tools are designed for images and 
sequences, which can be considered as special instances of graphs. For example, images are 
two-dimensional grid graphs in Euclidean space, and texts are one-dimensional line graphs 
with inherent ordering. Nevertheless, generally graphs have more complex topological 
structures. 
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In recent years, Graph neural networks (GNN) have become powerful tools for machine 
learning tasks in the graph domain because of their performance (Zhou et al. 2019). The 
major goal of GNNs is for each node to learn an embedding vector in low-dimensional space, 
which contains the information of the node and its neighborhood. GNNs are a class of deep 
learning approaches for graphs. They extend the existing neural networks such as 
convolutional neural networks (CNN) and recurrent neural networks (RNN), and many ideas 
are generalized to process information on graphs. Motivated by CNNs, especially their 
fundamental properties, i.e. local connectivity, shared parameters, and multilayer structure, a 
series of convolutional GNNs were developed, among which Graph Convolutional Network 
(GCN) (Kipf & Welling 2017) is one of the most cited works. Another example is the graph 
attention network (GAT), which employs the attention mechanism that has been successfully 
used in machine translation (Veličković et al. 2018a). Several open-source libraries attempt to 
integrate variants of GNN models and methods, to provide easy-to-use interfaces as well as 
flexible modules for users to implement their research ideas. Two examples are StellarGraph 
(Data61 2018), built upon Tensorflow, and PyTorch Geometric (Fey & Lenssen 2019), built 
upon PyTorch. They both leverage the popular Python ecosystem for scientific computing and 
machine learning. 

The GNN has gone beyond its original fields and flourished in other areas including life 
science. In pharmacology, a method was developed to study side effects caused by using 
multiple drugs (Zitnik et al. 2018). It constructs a heterogeneous graph with protein nodes and 
drug nodes, representing side effects as different types of edges, and then trains a GNN to 
produce embeddings for drugs, which are used to predict side effects of drug pairs. In 
genomic medicine, an approach was proposed to identify causal genes in rare diseases, using 
a heterogeneous graph consisting of genes, phenotypes, diseases, and pathways (Rao et al. 
2018). A GNN is adapted in its inference algorithm to propagate information in the graph. 
Biological networks are ubiquitous, ranging from molecules, cells to the population level. 
Some common types of biological networks are protein interaction networks, gene regulatory 
networks, metabolic pathway networks, cell signaling networks, and ecosystem networks. We 
believe more pioneering researches will emerge as applications of GNNs in biology. 

3 Materials and Methods 

3.1 Dataset 

The dataset we use in this project is the ISS data from the research “A spatiotemporal organ-
wide gene expression and cell atlas of the developing human heart” (Asp et al. 2019), which 
is available to download online. We briefly introduce below how they generated the data. 
Human embryonic heart tissues were collected at three developmental time points, i.e. 4.5–5, 
6.5-7, and 9 post-conception weeks (PCW). It is important to notice that the study was 
approved by relevant authorities, and all the procedures and experiments followed relevant 
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ethical regulations. Spatial transcriptomics analysis was performed on heart tissues at all time 
points to identify marker genes that correlated with anatomical regions in the heart. ScRNA-
seq was performed on heart tissue at the intermediate time point to identify marker genes that 
correlated with cell types. A panel of 69 genes was created based on these marker genes, as 
well as some genes previously reported to be important for heart development. In situ 
sequencing (ISS) was performed on heart tissue at all time points. The acquired ISS images 
were decoded to generate the dataset of spatial expression of these genes at the subcellular 
level. 

The ISS dataset contains eight comma-separated values (CSV) files, each corresponding to 
the decoded mRNA spots from a tissue section. There are three, two, and three sections at the 
three time points, respectively. Each line of the files represents a record of an mRNA spot, 
consisting of its gene symbol, x-coordinate, and y-coordinate in the section plane. There are 
189541, 812808, and 1471602 mRNA reads at 4.5–5, 6.5-7, and 9 PCW respectively, 
summing up to a total of 2473951 reads. In addition, for the two sections at the intermediate 
time point, there are also cell segmentation data, which contain the parent cell index that the 
mRNAs are assigned to, and cell calling data, which contain the 13 cell types (including 
uncalled) that the cells are classified into. This cell typing data is the result of pciSeq and is 
used for comparison in our project. The number of reads per cell type can be found in the 
Appendix (Table S1). Note that two classes of erythrocyte and immune cells were excluded in 
the original research. 

3.2 Methods 

An overview of the spage2vec workflow in this project is shown in Figure 1. The details of 
each component and the experiments carried out in each step are described in the subsections 
below. 

 

Figure 1 Spage2vec workflow to detect subcellular spatial domains from developing human heart ISS data 
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3.2.1 Constructing a spatial gene expression graph 
We formulate the problem as a graph problem. The first step is to construct a graph to 
represent the information in the ISS dataset. For all the eight heart tissue sections, a nearest 
neighbor graph is built, where each node represents an mRNA spot, with a categorical feature 
vector representing its corresponding gene. Each node is connected to its local neighbors in 
the same section by edges. For a specific node v, if the distance between v and another node u 
is less or equal to some maximum distance, u is defined as a neighbor of v. The maximum 
distance is computed such that 99% of nodes in the graph are connected to at least one 
neighbor. The distances are calculated based on the image coordinates of the data. In 
particular, we use k-d tree, a data structure organizing points in k-dimensional space, to 
efficiently compute the Euclidean distance between points and search nearest neighbors. Note 
that the graph is unweighted and undirected. 

We then calculate the size of each connected component, i.e. subgraph in which any two 
nodes are connected by a path. Connected components with number of nodes less than six are 
removed from the graph. The purpose is to remove some spurious gene expressions. From the 
spatial plot of mRNA spots, we notice that some spots are located outside the region of the 
heart sample, forming some connected components of small size. These spots are removed for 
further analysis. 

3.2.2 Graph neural network models 
After the graph is constructed and the problem is framed as a graph learning problem, graph 
neural networks (GNN) are used to learn the embeddings of nodes. The GNN takes a graph as 
input, associated with its feature matrix X and adjacency matrix A. The node feature matrix X 
has dimension n × m, where n is the number of nodes and m is the number of features of the 
node. In our case, since the feature is categorical, one-hot encoding is applied to map each 
gene symbol into a specific binary vector of size 69, thus transforming the gene symbols into 
numeric values which are required by most machine learning algorithms. All feature vectors 
are summarized in a binary feature matrix, where each column corresponds to a gene, and 
value 1 indicates the presence of the gene, 0 otherwise. The adjacency matrix A with 
dimension n × n represents the structure of the graph, where a non-zero element indicates an 
edge between its row index and column index. The dimension of the adjacency matrix is very 
high since there are millions of nodes, and yet it is sparse, i.e. the majority of the elements are 
zero, considering the average degree is just 14. In practice, a list of edges instead of the huge 
matrix is provided as input. The sparsity of the adjacency matrix enables some 
implementations which require lower memory and execute more efficiently. The output of the 
GNN is an embedding matrix Z with dimension n × d, where d is the size of the embedding 
vector and d << n. We set d to 32 in our project. Note that a large d (> 50) may have an 
adverse impact on the performance of clustering in the downstream analysis, because it is 
difficult to cluster high dimensional data. In contrast, embedding vectors with smaller d 
encode less information from the input. 
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Many GNNs follow a neighborhood aggregation or message passing scheme (Gilmer et al. 
2017). The GNN consists of several layers. The node feature vectors are fed into the neural 
network. During a forward propagation, at each layer, a hidden vector is produced for each 
node by aggregating the embedding of its local neighbors. Let ℎ𝑣𝑣

(𝑘𝑘) denote the hidden vector 
of node v at layer k, and N(v) is the set of neighbors of v, the message passing procedure at 
each layer can be summarized as follows:  

ℎ𝑣𝑣
(𝑘𝑘+1)  =  UPDATE(𝑘𝑘)(ℎ𝑣𝑣

(𝑘𝑘), AGG(𝑘𝑘)({ℎ𝑣𝑣
(𝑘𝑘),ℎ𝑢𝑢

(𝑘𝑘),∀𝑢𝑢 ∈ 𝑁𝑁(𝑣𝑣)})). 

AGG denotes a differentiable aggregator function, such as mean, sum, or max. UPDATE 
denotes a differentiable function, which could be a perceptron, i.e. a linear transformation 
with a weight matrix followed by a non-linear activation function. The graph convolutional 
layer is analogous to the convolutional layer in a CNN because it applies to the local 
neighborhood of each node and the same learned parameters are shared across the whole 
graph in the same layer. 

As the network becomes deeper, the node embeddings contain information aggregated from 
further away in the graph. Typically, a GNN is not very deep to avoid aggregating too much 
information from nodes far away, which may lead to homogeneity of the final embeddings 
(Zhou et al. 2019). In this project, all models have 2 layers, which means nodes aggregate 
information from their 2-hop neighbors. At the 0th layer, ℎ𝑣𝑣

(0) is just the node feature xv. At 
the last layer, the output of the GNN is the final embedding vectors, which are also the node 
representation zv we need for downstream analysis. 

The first model we explore is GCN, proposed in one of the most cited works relevant to GNN 
(Kipf & Welling 2017). The propagation rule to produce the matrix of hidden vectors at each 
layer is:  

𝐻𝐻(𝑘𝑘+1) =  𝜎𝜎(𝐷𝐷�−1/2�̃�𝐴𝐷𝐷�−1/2𝐻𝐻(𝑘𝑘)𝑊𝑊(𝑘𝑘) + 𝐵𝐵(𝑘𝑘)). 

Here, �̃�𝐴 = 𝐴𝐴 + 𝐼𝐼, where I is the identity matrix and 𝐷𝐷� is the diagonal degree matrix of �̃�𝐴. 
𝑊𝑊(𝑘𝑘) is a trainable weight matrix at layer k,  𝐵𝐵(𝑘𝑘) is a trainable bias matrix consisting of bias 
vector 𝑏𝑏(𝑘𝑘) at layer k, and σ is an activation function like ReLU. The reason to add the identity 
matrix to the adjacency matrix is to take into account the node’s own feature vector. The 
degree matrix is used to normalize the adjacency matrix so as not to change the scale of the 
feature vectors. Basically, this matrix multiplication sums up and normalizes, for every node, 
the feature vectors of all neighboring nodes and its own. In fact, the aggregation procedure 
can be written in the vector form as below, following the general GNN procedure:  

ℎ𝑣𝑣
(𝑘𝑘+1)  =  𝜎𝜎(𝑊𝑊(𝑘𝑘) �

ℎ𝑢𝑢
(𝑘𝑘)

�|𝑁𝑁(𝑢𝑢)||𝑁𝑁(𝑣𝑣)|𝑢𝑢∈𝑁𝑁(𝑣𝑣)∪𝑣𝑣

+ 𝑏𝑏(𝑘𝑘)). 
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A drawback of the GCN is that it is a full-batch model, which means the whole graph 
involving all the nodes and edges must be taken as input for training. GraphSAGE extends the 
idea of GCN and allows for inductive training on part of the graph (Hamilton W et al. 2017). 
Minibatch training is viable via neighbor sampling on batches of nodes generated on the fly in 
GraphSAGE. There are several variants of GraphSAGE aggregators. Here we use the mean 
aggregator as follows:  

ℎ𝑣𝑣
(𝑘𝑘+1)  =  𝜎𝜎(𝑊𝑊1

(𝑘𝑘)ℎ𝑣𝑣
(𝑘𝑘) + 𝑊𝑊2

(𝑘𝑘) ∙ 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚{ℎ𝑢𝑢
(𝑘𝑘),∀𝑢𝑢 ∈ 𝑁𝑁(𝑣𝑣)} + 𝑏𝑏(𝑘𝑘)). 

It is equivalent to average the neighborhood embeddings, then concatenate with the node 
embedding itself and feed through a fully connected layer with an activation function. The 
acquired feature vectors are normalized to unit length. In the implementation, there is an 
option to use all neighbors instead of sampling a fixed number of neighbors at each layer. We 
use this setting in the training. Unlike the algorithms described in the referenced papers, the 
non-linear activation function is not applied in the output layer of all the models in this 
project. The reason is to produce more linearly separable representations, where the 
similarities between nodes could be evaluated using Euclidean distances. 

3.2.3 Graph neural network training 
In order to train the neural network using gradient descent with backpropagation, a well-
designed loss function is essential. The goal of neural network training is to minimize the 
differentiable loss function of the embedding vectors z and learn the parameters such as the 
weight matrix at each layer. GraphSAGE proposes a loss function based on the random walk 
approach. We implement it and modify it a bit as follows:  

𝐿𝐿(𝑧𝑧𝑢𝑢) = −� log(𝜎𝜎(𝑧𝑧𝑢𝑢𝑇𝑇𝑧𝑧𝑣𝑣))
𝑣𝑣

−� log(𝜎𝜎(−𝑧𝑧𝑢𝑢𝑇𝑇𝑧𝑧𝑣𝑣𝑛𝑛))
𝑣𝑣𝑛𝑛

, 

where v belongs to the set of nodes that occur near u in a fixed-length uniform random walk, 
vn belongs to the set of nodes following some negative sampling distribution 𝑃𝑃𝑣𝑣(𝑣𝑣), and σ is 
the sigmoid function. We refer to papers on the random walk (Perozzi et al. 2014, Tang et al. 
2015, Grover & Leskovec 2016 p. 2) and set 𝑃𝑃𝑣𝑣(𝑣𝑣) ∝ 𝑑𝑑𝑣𝑣

3/4, where dv is the degree of node v. 
The loss function encourages nearby nodes to have similar embeddings, defined by the dot 
product of the vectors, and disparate nodes to have distinct embeddings. The purpose is to 
maximize the similarity of nodes in “positive” node pairs consisting of the target node and a 
node sampled in the random walk, while minimizing the similarity of nodes in “negative” 
node pairs consisting of the target node and a node sampled randomly from a node degree 
distribution of the graph. The total loss is the average of the loss over all nodes in the batch. 
In practice, for each target node, we just sample one neighbor node and one negative node. 
However, for each epoch (a complete pass through the training data), we perform a new 
random walk sampling and negative sampling to increase variance. 
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Another unsupervised training approach we explore on the dataset is deep graph infomax 
(DGI) (Veličković et al. 2018b). Inspired by the previous works in computer vision, DGI 
aims to maximize the mutual information between local representations and the global 
summary of the graph, without relying on a random walk. DGI starts with a graph (X, A) and 
has several components. A corruption function generates a negative graph (𝑋𝑋�, �̃�𝐴) by randomly 
shuffling the node features among the nodes. The adjacency matrix remains the same, but 
features associated with nodes differ from the original graph. An encoder, a GNN model such 
as GCN or GraphSAGE, takes the original graph and the negative graph respectively and 
computes local representations for each node. A graph-level summary vector s is obtained by 
averaging the local embeddings of all the nodes in the original graph. A bilinear scoring 
discriminator with a weight matrix compares a node embedding against the summary vector 
to yield a score between 0 and 1. The parameters in the encoder and discriminator can be 
updated by minimizing the loss function below: 

𝐿𝐿 = −
1
𝑚𝑚

� log(𝜎𝜎(𝑧𝑧𝑢𝑢𝑇𝑇𝑊𝑊𝑊𝑊))
𝑢𝑢∈(𝑋𝑋,𝐴𝐴)

−
1
𝑚𝑚

� log(1 − 𝜎𝜎(𝑧𝑧𝑢𝑢�𝑇𝑇𝑊𝑊𝑊𝑊))
𝑢𝑢�∈(𝑋𝑋� ,𝐴𝐴�)

. 

Note that the loss function is also contrastive, containing two parts of loss like the one in the 
random walk approach. Through training, DGI increases the scores of the true nodes and 
decreases the scores of the corrupted nodes, with respect to the high-level global summary of 
the original graph. 

In summary, we have explored two models (full-batch vs minibatch) and two training 
approaches, resulting in four combinations. All the GNN models consist of two layers. The 
hidden vectors and the output vectors have a dimension of 32. The activation function is 
ReLU. For the full-batch model, we train 1000 epochs. For the minibatch model, we train 10 
epochs with the batch size equal to 64. Adam optimizer (Kingma & Ba 2017) with a learning 
rate equal to 0.001 is used. All the models are implemented in Python, leveraging the graph 
learning library PyTorch Geometric. 

To compare different models and approaches and select the best one for downstream analysis, 
we evaluate the embeddings using pciSeq results as ground truth. The cell segmentation and 
cell calling data in the intermediate time point are used to obtain the cell type label for each 
mRNA spot, uncalled spots (i.e. spots without cell type label) being excluded. Logistic 
regression, a simple linear classifier, is trained to classify the mRNA spots into cell types, 
using the embeddings derived from GNN as input features. There are multiple classes of cell 
types and the numbers of samples in each class varies markedly. Stratified 5-fold cross 
validation is used for the reasons explained below. To handle imbalance data, each fold 
contains approximately the same portion of samples of each class as the whole data set. The 
data set is split into training set and test set to assess the performance of the model. However, 
the results depend on the particular partition of the data set. Cross validation can mitigate this 
problem since all the samples have the chance to be used in both training and testing. The 
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weighted F1 score is used as metric to evaluate the performance, considering both precision 
and recall and accounting for label imbalance. 

3.2.4 Visualization of embeddings 
The spatial gene expression embeddings produced by the GNN are transformed from 32 
dimensions to three dimensions using a dimensionality reduction algorithm for visualization. 
We apply UMAP (McInnes et al. 2018), a state-of-the-art algorithm, instead of the widely 
used t-SNE, because the large size of the dataset (over 2 million data points) causes t-SNE to 
be impractical in this scenario. UMAP is a graph based method. First, it constructs a weighted 
k-nearest neighbor (kNN) graph based on the input data point vectors using an efficient 
algorithm (Dong et al. 2011). Then it computes a low dimensional layout by optimizing cross 
entropy using stochastic gradient descent. From the perspective of the main equations used, 
UMAP introduces some improvements over t-SNE, such as the absence of normalization and 
the use of a new cost function, which reduces the computing time and strives to preserve data 
structure. 

The values of the three-dimensional UMAP embeddings are scaled to a range from 0 to 1, so 
that each sample is associated with an RGB value, a tuple of three elements that define the 
intensities of red, green, and blue. We plot the data points in RGB space for each section of 
tissue. The UMAP embeddings have captured the meaningful properties of the spage2vec 
embeddings, and therefore variations in RGB color represent variations in local gene 
expression. Moreover, to present the gene expression continuum, we visualize the spatial gene 
expression distribution in the tissue section space, with each spot rendered a color according 
to its RGB value. 

3.2.5 Cluster analysis 
We adapt a single-cell clustering workflow, implemented in a scalable Python-based library 
Scanpy (Wolf et al. 2018), on our 32-dimensional spage2vec embeddings. The input data are 
mRNA and their embeddings rather than single cells and their gene expressions. Specifically, 
the input is the n × d embedding matrix, which stores n observations (mRNA) of d-
dimensional vectors. The Louvain algorithm is applied to the kNN graph built by UMAP to 
cluster nodes into relatively dense groups (communities). The objective of this community 
detection method is to optimize modularity, which measures the differences between the 
actual number of edges inside communities and the expected number of edges. Louvain has 
two phases that are repeated iteratively until modularity cannot be increased. First, it moves 
each individual node to a new community till reaching local maximum modularity. Second, it 
creates a new graph whose nodes are the aggregation of all the nodes in the same community 
from the first phase. 

Generally, the number of clusters produced by Louvain is much larger than the number of cell 
types. We count the number of spots per cluster per gene, and a cluster expression matrix is 
created after Z-score normalization to account for the size of the cluster. Hierarchical 
clustering is then performed to merge the clusters, using the average method to calculate the 
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distance between newly formed clusters and computing correlation between expression 
vectors as the distance metric. Clusters where gene expression have a correlation greater than 
95% are merged. The final set of spage2vec clusters and the merged cluster expression matrix 
are used in further analysis. 

The clustering results can be visualized in spatial coordinates of the tissue section space, by 
assigning each cluster a distinct color. Furthermore, we can visualize the results in two-
dimensional UMAP space. Partition-based graph abstraction (PAGA) is used to initialize the 
embeddings for UMAP to increase efficiency and improve topology preservation of the data 
(Wolf et al. 2019). By quantifying the connectivity of clusters in the kNN graph yielded in the 
first phase of UMAP, PAGA generates a simpler abstracted graph whose nodes correspond to 
clusters. Thresholding helps to discard low-connectivity spurious edges to produce a coarse-
grained graph, which nevertheless represents the connectivity structure of the data. 

An interactive visualization tool can facilitate further investigating and interpreting the 
clustering results. TissUUmaps is a viewer specifically designed to visualize gene expression 
data or other marker data on top of tissue slide images using some basic web tools (Solorzano 
et al. 2020). The cell nuclei images provided together with the heart dataset are used as 
background for display in TissUUmaps. We adjust the brightness and contrast of the eight 
images to make them the same across the eight different tissue sections. They are stitched into 
one large image after converting into 8-bit images, followed by conversion to a pyramidal 
format for faster rendering and visualization. After loading the heart dataset and clustering 
result, users can interactively display spage2vec clusters, pciSeq cell types, or gene symbols 
of mRNAs as dots overlaid on the nuclei image. A webpage is also created for our 
collaborators to visualize the heart dataset online. 

3.2.6 Interpretability study of the graph neural network 
In this part, we attempt to explain the predictions made by the GNN using GNN-Explainer 
(Ying et al. 2019). GNN-Explainer can identify subgraph structures and subsets of node 
features that play a crucial role in node predictions by GNNs. Specifically, given a trained 
GNN model and its prediction on a node, GNN-Explainer learns a node feature mask and an 
edge mask by minimizing a loss function. The loss contains prediction loss, when applying 
the model on the subgraph around the node, and several regularization terms including 
entropies to encourage mask discreteness and size loss to penalize large size of explanation. It 
penalizes large size of node feature masks, so that many values in the masks are pushed 
towards 0, leaving a few important features. 

We train a GraphSAGE model on the spatial gene expression graph, providing spage2vec 
clusters as labels. For each cluster, we choose a representative node that is closest to the 
centroid (mean position) of the cluster in the embedding space. GNN-Explainer outputs the 
importance of node features (i.e. genes) as values between 0 and 1. 



 

24 

4 Results 

4.1 Graph neural network experiments 

The spatial gene expression graph built as the input of GNNs has 2417736 nodes, which 
represent 97.7% of the original mRNA reads. The average degree (the number of edges 
connected to each node) of the graph is roughly 14, which is a reasonable number considering 
it is close to the average mRNA spots (approximately 15) in a cell in the dataset. 

We explore four combinations of GNN models and training approaches. The logistic 
regression classifier is trained to evaluate the results, using the GNN embeddings in the 
intermediate time point as input and pciSeq cell types as labels. The results of comparative 
experiments are reported in Table 1. Weighted F1 score averaged across 5-fold cross 
validation is the metric. The result of training the logistic regression on raw input features 
(gene symbols) is also provided as a baseline. 

Table 1 Average weighted F1 scores of different methods 

Method Mean weighted F1 score 

raw features 0.461 

full-batch + random walk 0.671 

minibatch + random walk 0.685 

full-batch + DGI 0.656 

minibatch + DGI 0.665 

 

Generally, a single cell contains multiple mRNA transcripts from different genes. The cell 
type is defined by the gene expression profile. As a result, using only the gene symbol to 
predict the type of the cell that a specific mRNA transcript belongs to is a very difficult task, 
which is reflected as a rather low score. With the help of a GNN, embeddings of mRNAs are 
produced taking into account their neighborhood genes. The scores are significantly improved 
as shown above. It is reasonable that all four methods show comparable performance, 
considering the underlying mechanisms of GNN models are quite similar. We select the 
embedding from minibatch GraphSAGE trained the with random walk method for 
downstream analysis. 

It should be noted that when building the spatial gene expression graph, we implicitly assume 
that two spots close to each other are very likely to belong to the same cell, hence they are 
connected by an edge, denoting their similarity in the graph and desiring similarity in the 
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embedding space. The loss function of the random walk method encourages similar 
embeddings among nearby nodes and emphasizes proximity information, while the loss 
function of DGI emphasizes the entire graph structure. This difference possibly explains the 
slightly higher scores of the random walk method, as the local structure around a node is 
instrumental in predicting the cell type. In our random walk approach, every node has access 
only to its two-layered neighborhood but not the global graph. Nevertheless, as long as two 
spots have the same gene and nearly identical surrounding (i.e. the same input vectors to 
GNN), even though they are distant from each other in the tissue or in different sections, they 
will have nearly the same embedding because the weight matrices are shared across the whole 
graph. 

We provide some qualitative analysis on the running time of different GNN methods here. 
The running time of the same method may vary as the system status of the machine varies, 
which is affected by many factors such as the memory usage of other users. Generally, given 
similar hardware conditions, we observe that for the full-batch model, random walk is faster 
than DGI, but for the minibatch model, DGI is faster than random walk. As per the loss 
function, in the random walk method, each node is accompanied by a positive neighboring 
node and a negative random node. Hence in each iteration in the minibatch model training, we 
need three forward passes for three batches of different nodes, i.e. the target nodes, the 
positive and the negative nodes. Also, random walks are computationally expensive due to the 
sampling procedure. On the other hand, we only need two forward passes in DGI method, one 
for the positive graph and the other for the negative corrupted graph. The situation, however, 
is different for full-batch model. Although DGI still requires two forward passes in one epoch, 
one forward pass of the entire graph is sufficient for the random walk, and the embeddings of 
those three kinds of nodes can be retrieved afterwards. It is worthwhile to mention that if 
GPU memory is large enough to store the entire graph, the computing acceleration is 
considerable using full-batch models compared to using CPU. Perhaps there are some 
overheads in constructing the computational subgraphs in minibatch models, so that the GPU 
does not speed up much. 

4.2 Visualization 

The spage2vec embeddings are projected from 32 dimensions to 3 dimensions to visualize in 
3D RGB space using UMAP. Figure 2 demonstrates the distributions of data points in 3D 
UMAP space for the eight sections from the three stages. Each row composed of three 
subplots presents the data from one section. Each subplot shows the projection of points in the 
2D plane defined by two of the three UMAP axes. Since UMAP tends to preserve the local 
structure of data, the points with similar high-dimensional embeddings are clustered together 
in UMAP space, thus with similar colors encoded by their coordinates. 

We can observe highly similar distributions among the sections from the same time point. 
This makes sense since tissue sections from the same time point are composed of cells with 
nearly the same distribution of cell types or cell states. The difference across time points 
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indicates temporal gene expression variations. Mapping back the colors to the tissue section 
space gives us a rough idea about the spatial distribution of the spatial gene expression 
variation, as shown in Figure 3. We can see that there are spatial patterns, based on the color 
variations and continuous transition across different regions. Again, similar distributions are 
observed across sections, especially those from the same time point. It suggests that the 
spage2vec embeddings learned by GNN successfully encode spatial information of gene 
constellations. 

 

4.3 Clustering 

The spage2vec embeddings are clustered using the Louvain algorithm to find cell types and 
extract biological information. Because neighboring gene expressions are encoded in the 
embeddings, the mRNA reads form clusters that correspond to cell types, sub-cell types, or 
functional domains. Initially, we get 29 clusters. The numbers of read counts are normalized 
by columns to account for the variation of cluster sizes. Two of the smallest clusters have less 
than 500 reads, which could be merged into larger clusters. The heatmap of the gene 
expression profiles is attached in the Appendix. 

After merging the highly correlated clusters, we get the final set of 22 clusters. The 
normalized cluster gene expression matrix is shown as a heatmap in Figure 4. The 
dendrogram of the hierarchical clustering based on the correlation of gene expressions is 
plotted above the heatmap. Note that the clusters are reindexed. On the basis of the original 
spage2vec workflow, we also provide a coarse-grained PAGA graph to demonstrate the 
connections of these clusters in Figure 5. The size of each node denotes the size of the 
corresponding cluster, and the width of each edge denotes the connectivity between two 
clusters. 

 

Figure 2 UMAP projections of spage2vec embeddings in RGB space for heart sections from three time points 
(4.5, 6.5, and 9.5 PCW). At each time point, each row composed of  three subplots represents the projections of 
the data from one section. Each subplot shows the projection of points in the 2D plane defined by two of the axes 
in RGB space. 
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Figure 3 Spatial gene expression of eight heart sections color coded based on UMAP projections in RGB space. Each 
mRNA is displayed as a dot with color according to the projection of its embedding in RGB space. The title of each 
subplot denotes the time point (PCW) and the section number. 
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Figure 4 Heatmap showing the spage2vec clusters gene expression matrix (normalized per spage2vec cluster). 



 

29 

 

Since the measure of connectivity is computed on the kNN graph (k = 15), and the kNN graph 
is constructed based on the embeddings, the PAGA graph represents the proximities of 
clusters, where two similar clusters have a strong connection. The dendrogram and the graph 
agree well in many clusters, such that highly correlated clusters are put near to each other. But 
we also notice that some clusters, while correlated in gene expression profiles, do not have a 
strong connection, which means the nodes in the respective clusters have distinct embeddings. 
For instance, by examining their locations in the tissue section, we notice that cluster 13 is in 
the atria, and cluster 12 is in the ventricles, both dominant at the last time point. We infer that 
spage2vec can distinguish clusters with similar gene expression but from different locations 
when sufficient surrounding information is aggregated during the learning. The embeddings 
represent more co-localization than co-expression. The gene expressions of neighboring 
clusters are encoded in the embeddings, which helps identify clusters similar in gene 
expression but different in their environments. 

4.4 Analysis on the clusters 

Figure 6 shows the distribution of gene transcripts of the eight sections from all three stages. 
Transcripts are displayed as dots with colors assigned according to their spage2vec cluster 
belonging. We can observe that gene transcripts form clusters in different anatomical regions. 

 

Figure 5 PAGA graph of spage2vec clusters. Nodes denote clusters. Edge width represents connectivity between 
clusters. 
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Figure 6  Spatial gene expression of eight heart sections color coded based on spage2vec clusters. Each mRNA is 
displayed as a dot with color according to the cluster it belongs to. The title of each subplot denotes the time point 
(PCW) and the section number. 
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Figure 7 shows the distribution of gene transcripts of the two sections from the intermediate 
stage. Transcripts are displayed as dots with colors assigned according to their cell type 
clusters belonging, which are identified by pciSeq in the original paper. This is used to 
compare with our results. 

We perform spot to spot comparison between spage2vec clustering and pciSeq cell typing 
results using cross tabulation. A heatmap serving as a confusion matrix is provided in Figure 
8. The values of the elements are normalized across rows and columns. Some clusters match 
well with the cell types. Yet some cell types fall into several clusters, such as cell types 2, 3, 
4, 5, and 8, which are all fibroblast-like and dispersed across the tissue. Cardiomyocytes, 
including cell types 1, 7, and 12, fall into several clusters. It suggests that spage2vec can 
capture sub-cell types which are not previously defined by scRNA-seq. We examine the 
clusters individually and choose some that may have biological significance to analyze in this 
report. 

 

Figure 7 Spatial gene expression of two heart sections color coded based on pciSeq cell types. Each mRNA is displayed 
as a dot with color according to the cell type it belongs to. 

Figure 8 Heatmap showing the normalized mRNA counts of the spage2vec clusters with respect to the pciSeq cell 
types. 
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As shown in Figure 9, some clusters are consistent with the cell types defined by scRNA-seq. 
Consequently, they are true cell types with high confidence. Cluster 2, 19 and 20, 21 
correspond to epicardium, endothelium, cells related to neural crest, respectively. The 
transcripts of these clusters display nearly the same spatial distributions as the transcripts of 
the corresponding cell types. These cell types have distinct gene expression profiles that can 
be captured by our method, making them distinguishable from other cell types. Interestingly, 
capillary endothelia are identified as two clusters by spage2vec, where cluster 19 is in the 
atrial and cluster 20 contains some reads which are excluded by pciSeq. 

 

 

 

Figure 10 shows the distribution of several clusters across sections from three time points. 
These clusters correspond to the atrial cardiomyocytes (the type 7) in pciSeq. It is remarkable 
that these clusters as a whole have a more precise location than the cluster identified by 
pciSeq as atrial, where a lot of cell are actually located in the ventricles (Figure S5). We can 
observe patterns that are not random distributions, as well as different gene expression 
profiles, suggesting that they could be sub-cell types. The change of their dominance across 
time points could indicate progression of sub-cell types. Notably, cluster 17 at the 

Figure 9 Spatial gene expression of some clusters that match well with cell types. The section is from the intermediate 
time point. Gray dots represent reads belonging to other spage2vec clusters or pciSeq cell types (excluding uncalled) 
not shown in the legends.  

Figure 10 Spatial gene expression of cluster corresponding to atrial cardiomyocytes from three time points. 
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intermediate time point has two separate populations. The upper one is close to the outflow 
tract, while the lower one seems to be related to atrioventricular mesenchyme. To verify the 
biological relevance of these clusters, sub-clustering could be done on the scRNA-seq data of 
atrial cardiomyocytes and then their locations found by pciSeq could be compared with our 
results. 

At the intermediate time point, there is a cluster that does not resemble any scRNA-seq cell 
types. In Figure 11, we can see that cluster 18 lies between cluster 2 and cluster 16, which are 
epicardial cells and atrial cardiomyocytes. The gene expression profile of cluster 18 seems to 
be a mixture of the known cell types mentioned above. We suspect that it may be a new atrial 
subepicardial cell type. More evidence is needed to draw a conclusion. 

 

 

5 Discussion 
In developmental biology, understanding how different types of cells function in tissues or 
organs requires not only cellular gene expression information but also spatial information. A 
recent study on the developing human heart combined scRNA-seq and ISS to reveal the 
spatial and temporal transcriptional landscape of cell types at three development stages. The 
method used to analyze the ISS data and create the spatial cell map relies on image 
segmentation and requires that scRNA-seq data to be available in order to define cell types. 
We apply spage2vec, an unsupervised and segmentation free method, on the ISS data to 
complement the previous study. Spage2vec is a framework comprising two main stages, GNN 
representation learning and cluster analysis. In this section, we further discuss some pertinent 
aspects of the work presented in this thesis project. 

Constructing the spatial gene expression graph by connecting neighboring mRNAs is a 
critical step. We can assume mRNAs that are located close to each other to belong to the same 
cell or cellular compartment. A maximum distance is computed to determine the connection 

Figure 11 Spatial gene expression of clusters of epicardial cells (2), atrial cardiomyocytes (16), and a possible new 
cell type (18). 
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between mRNA spots. Since GNN aggregates information from the neighborhood for each 
node in the learning process, a graph with a small connection distance focuses on the 
microenvironment surrounding mRNAs, while a graph with a large connection distance can 
help find patterns on a larger scope. Our goal is to discover patterns at the cellular level, so we 
try to seek a balance between local and global perspectives. An improvement to the model 
could be building a weighted graph (Zhu & Goldberg 2009), where each edge is associated 
with a weight such that smaller distance between nodes corresponds to larger weight. The 
motivation is that closer mRNA spots have a higher probability of belonging to the same cell 
and thus should contribute more to the neighbors during the GNN training. Note that GCN 
naturally supports the weighted graph. By replacing the adjacency matrix with weighted 
adjacency matrix, the mean aggregation becomes the weighted sum, where the weights of the 
neighbors are proportional to the edge weights. We have tried both reciprocal function and 
Gaussian kernel of the distance to compute the weights. The results, however, did not 
improve validation performance. A solution could be to build a denser graph by including 
more edges to see the effect of the differentiated contribution of nodes. However, it demands 
much larger computation time and memory. 

The complexity of the graph structure imposes challenges to existing deep learning methods 
which have solved many tasks where the data have simpler structures like image and 
sequence. Driven by the demand to analyze graph data from real-world questions and 
applications, GNN become a research hotspot in recent years with the emergence of various 
models and algorithms (Kipf & Welling 2016, Hamilton W et al. 2017, Kipf & Welling 2017, 
Veličković et al. 2018a, Veličković et al. 2018b). GNN can hierarchically extract local 
embedding by aggregating and transforming information, similar to the convolutional 
operation in CNN. Many models can be expressed as a uniform messaging passing 
framework. It is beneficial to use a library that provides a consistent data format and various 
models and algorithms. It facilitates the data processing and experiments with different 
GNNs. We switch from StellarGraph, the library originally used to implement spage2vec 
pipeline, to PyTorch Geometric, since the former lacks some functions. Though the later also 
misses some features, we successfully implement them, and it turns out to be faster in training 
the neural network. This accelerates tuning the hyperparameters like layer size and batch size. 
Evaluated with the pciSeq results, all the models that we have tried achieve F1 scores around 
0.66. It does not mean spage2vec is inferior to pciSeq as the evaluation is meant to compare 
different GNNs. The biological significance should be validated on the downstream clustering 
results. In fact, known cell types can be used as labels to train the GNN in a supervised or 
semi-supervised way. This would achieve more consistent results with respect to pciSeq but 
cannot detect new cell types or sub-cell types. We also explore the possibility of using GNN-
Explainer to identify important genes in GNN learning. The GNN-Explainer result (attached 
in Appendix) does not agree well with the cluster gene expression profiles and is not very 
informative for biological interpretation. After all, there are some unclear parts in the source 
code of this novel explanatory method. Nonetheless, as more and more algorithms are 
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developed and their implementations are optimized, we expect that the spage2vec pipeline 
will achieve higher performance in both accuracy and efficiency. 

ScRNA-seq generates a plethora of transcriptomic data of individual cells. To take advantage 
of this large volume of data, unsupervised clustering is a central component to define cell 
types based on the transcriptome (Kiselev et al. 2019). Various clustering algorithms that 
group data based on the measure of distance are developed and many software packages 
implement them in their data analysis workflow for scRNA-seq (Wolf et al. 2018, Butler et 
al. 2018, Cao et al. 2019). We adopt these methods in this project. An essential difference 
from single-cell analysis is that the data entity in our case is mRNA rather than the cell. This 
results in an advantage that we are working on a finer resolution with the embeddings that 
capture the spatial context of individual mRNA. On the other hand, it also involves 
challenges, both computational and biological. 

There is no consensus about which clustering algorithm is the best. Concerning our project, 
the millions of data points, over 10 times greater than the number of cells, calls for an 
efficient algorithm. Classical methods like hierarchical clustering and Gaussian mixtures are 
not applicable to large datasets. K-means does not apply to our data since it assumes the 
clusters have similar sizes and spherical shapes. HDBSCAN (McInnes et al. 2017) seems to 
be a candidate as it does not require to specify the number of clusters a priori. However, it 
identifies a large portion of points as noise in our data. Leiden is an advanced version of 
Louvain, but it tends to over cluster and takes several days on a subset of the data. We finally 
select the graph based method Louvain, which produces dozens of clusters. Hierarchical 
clustering is used to fine-tune the clusters based on the gene expression profile. We also use 
PAGA to quantify the similarity between clusters to assist biological interpretation. 

Another challenge is to validate that a cluster represents a cell type. Clustering is a subjective 
process to some extent. It is hard to decide when to stop clustering since we can always 
increase the resolution and split the clusters. Incorporating spatial information with 
transcriptome profiles is conducive for clustering. Some populations of cells, although hard to 
distinguish due to their similar gene expressions, may locate in different positions and are 
surrounded by different neighboring cells. Thanks to the spatial information contained in the 
ISS data, we can inspect the cluster locations in the samples using TissUUmaps. Some 
clusters present clear spatial organizations and distinct gene expression profiles. It suggests 
that they probably correspond to real cell types. Some clusters display quite sparse spatial 
distributions, making it hard to assess whether they are sub-cell types or merely some artifacts 
of the algorithms. We also observe some possible new cell types or sub-cell types. However, 
the cluster may be a mixture of neighboring known cell types or be considered a change in 
cell states. The expertise in heart physiology from our collaborator is indispensable for the 
biological interpretation and annotation of the results. A proposal is to perform spage2vec 
pipeline on data from individual time points separately, which may remove the possible 
effects across time points and improve the consistency of clustering within time points. 
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In conclusion, we explore several graph based neural networks, dimensionality reduction, and 
clustering techniques when applying spage2vec on the ISS data of the developing human 
heart. Our results demonstrate that GNNs can learn representations that characterize 
functional and spatial information of gene expression. Cardiac cell types can be detected de 
novo without the need for nuclei segmentation and clustering on scRNA-seq data. Further 
exploration of the clusters to investigate biological relevance would be an extension of this 
thesis project. We hope to produce some novel insights that complement previous studies on 
the developing human heart. 

6 Acknowledgement 
I have learned a lot in this master degree project, which is a great combination of computer 
science and life science. I would like to express my sincere gratitude to all the people related 
to the project. I very much appreciate my supervisor Gabriele Partel for the guidance and 
advice spanning every aspect of the work. Your support and experience help me a lot. I am 
really grateful to my subject reader Carolina Wählby for offering me the opportunity to do 
this exciting project, and for the insightful discussions and the input to the thesis. Our 
collaborators, Sergio Marco Salas, Christoffer Mattsson Langseth, Mats Nilsson, Christer 
Sylven, thank you for the informative discussions and the further analysis on the results. 
Thanks to Leslie Solorzano for the visualization tool and the writing advice. Thanks to Daniel 
Ågstrand for being my opponent. Thanks to Fabien Burki for being the examiner. Thanks to 
Lena Henriksson and Lisa Klasson as the coordinator and the master program director. You 
have done a great job on the organization, especially in this pandemic time. I would also like 
to extend my thanks to all the teachers, classmates and friends that I met in Uppsala. Special 
thanks to Jiarong Liang, as my partner in crime in the master’s study in bioinformatics. Lastly 
but importantly, to my parents, thanks for always being there for me. 

  



 

37 

References 
Angermueller C, Lee HJ, Reik W, Stegle O. 2017. DeepCpG: accurate prediction of single-
cell DNA methylation states using deep learning. Genome Biology 18: 67. 

Asp M, Giacomello S, Larsson L, Wu C, Fürth D, Qian X, Wärdell E, Custodio J, Reimegård 
J, Salmén F, Österholm C, Ståhl PL, Sundström E, Åkesson E, Bergmann O, Bienko M, 
Månsson-Broberg A, Nilsson M, Sylvén C, Lundeberg J. 2019. A Spatiotemporal Organ-
Wide Gene Expression and Cell Atlas of the Developing Human Heart. Cell 179: 1647-
1660.e19. 

Baslan T, Hicks J. 2017. Unravelling biology and shifting paradigms in cancer with single-
cell sequencing. Nature Reviews Cancer 17: 557–569. 

Blondel VD, Guillaume J-L, Lambiotte R, Lefebvre E. 2008. Fast unfolding of communities 
in large networks. Journal of Statistical Mechanics: Theory and Experiment 2008: P10008. 

Butler A, Hoffman P, Smibert P, Papalexi E, Satija R. 2018. Integrating single-cell 
transcriptomic data across different conditions, technologies, and species. Nature 
Biotechnology 36: 411–420. 

Cao J, Spielmann M, Qiu X, Huang X, Ibrahim DM, Hill AJ, Zhang F, Mundlos S, 
Christiansen L, Steemers FJ, Trapnell C, Shendure J. 2019. The single-cell transcriptional 
landscape of mammalian organogenesis. Nature 566: 496–502. 

Data61 C. 2018. StellarGraph Machine Learning Library. GitHub 

Dong W, Moses C, Li K. 2011. Efficient k-nearest neighbor graph construction for generic 
similarity measures. Proceedings of the 20th international conference on World wide web, pp. 
577–586. Association for Computing Machinery, New York, NY, USA. 

Fey M, Lenssen JE. 2019. Fast Graph Representation Learning with PyTorch Geometric. 
arXiv:1903.02428 [cs, stat]  

Gilmer J, Schoenholz SS, Riley PF, Vinyals O, Dahl GE. 2017. Neural Message Passing for 
Quantum Chemistry. arXiv:1704.01212 [cs]  

Grønbech CH, Vording MF, Timshel PN, Sønderby CK, Pers TH, Winther O. scVAE: 
variational auto-encoders for single-cell gene expression data. Bioinformatics, doi 
10.1093/bioinformatics/btaa293. 

Grover A, Leskovec J. 2016. Node2Vec: Scalable Feature Learning for Networks. 
Proceedings of the 22Nd ACM SIGKDD International Conference on Knowledge Discovery 
and Data Mining, pp. 855–864. ACM, New York, NY, USA. 



 

38 

Hamilton W, Ying Z, Leskovec J. 2017. Inductive Representation Learning on Large Graphs. 
In: Guyon I, Luxburg UV, Bengio S, Wallach H, Fergus R, Vishwanathan S, Garnett R (ed.). 
Advances in Neural Information Processing Systems 30, pp. 1024–1034. Curran Associates, 
Inc.,  

Hamilton WL, Ying R, Leskovec J. 2018. Representation Learning on Graphs: Methods and 
Applications. arXiv:1709.05584 [cs]  

Hwang B, Lee JH, Bang D. 2018. Single-cell RNA sequencing technologies and 
bioinformatics pipelines. Experimental & Molecular Medicine 50: 1–14. 

Ke R, Mignardi M, Pacureanu A, Svedlund J, Botling J, Wählby C, Nilsson M. 2013. In situ 
sequencing for RNA analysis in preserved tissue and cells. Nature Methods 10: 857–860. 

Kingma DP, Ba J. 2017. Adam: A Method for Stochastic Optimization. arXiv:1412.6980 [cs]  

Kipf TN, Welling M. 2017. Semi-Supervised Classification with Graph Convolutional 
Networks. arXiv:1609.02907 [cs, stat]  

Kipf TN, Welling M. 2016. Variational Graph Auto-Encoders. arXiv:1611.07308 [cs, stat]  

Kiselev VY, Andrews TS, Hemberg M. 2019. Challenges in unsupervised clustering of 
single-cell RNA-seq data. Nature Reviews Genetics 20: 273–282. 

Levine JH, Simonds EF, Bendall SC, Davis KL, Amir ED, Tadmor MD, Litvin O, Fienberg 
HG, Jager A, Zunder ER, Finck R, Gedman AL, Radtke I, Downing JR, Pe’er D, Nolan GP. 
2015. Data-Driven Phenotypic Dissection of AML Reveals Progenitor-like Cells that 
Correlate with Prognosis. Cell 162: 184–197. 

Li X, Wang K, Lyu Y, Pan H, Zhang J, Stambolian D, Susztak K, Reilly MP, Hu G, Li M. 
2020. Deep learning enables accurate clustering with batch effect removal in single-cell RNA-
seq analysis. Nature Communications 11: 2338. 

Litjens G, Kooi T, Bejnordi BE, Setio AAA, Ciompi F, Ghafoorian M, van der Laak JAWM, 
van Ginneken B, Sánchez CI. 2017. A survey on deep learning in medical image analysis. 
Medical Image Analysis 42: 60–88. 

Maaten L van der, Hinton G. 2008. Visualizing Data using t-SNE. Journal of Machine 
Learning Research 9: 2579–2605. 

McInnes L, Healy J, Astels S. 2017. hdbscan: Hierarchical density based clustering. Journal 
of Open Source Software 2: 205. 

McInnes L, Healy J, Melville J. 2018. UMAP: Uniform Manifold Approximation and 
Projection for Dimension Reduction. arXiv:1802.03426 [cs, stat]  



 

39 

Moon KR, van Dijk D, Wang Z, Gigante S, Burkhardt DB, Chen WS, Yim K, Elzen A van 
den, Hirn MJ, Coifman RR, Ivanova NB, Wolf G, Krishnaswamy S. 2019. Visualizing 
structure and transitions in high-dimensional biological data. Nature Biotechnology 37: 1482–
1492. 

Ofengeim D, Giagtzoglou N, Huh D, Zou C, Yuan J. 2017. Single-Cell RNA Sequencing: 
Unraveling the Brain One Cell at a Time. Trends in Molecular Medicine 23: 563–576. 

Papalexi E, Satija R. 2018. Single-cell RNA sequencing to explore immune cell 
heterogeneity. Nature Reviews Immunology 18: 35–45. 

Partel G, Wählby C. 2020. Spage2vec: Unsupervised representation of localized spatial gene 
expression signatures. The FEBS Journal, doi 10.1111/febs.15572. 

Perozzi B, Al-Rfou R, Skiena S. 2014. DeepWalk: online learning of social representations. 
Proceedings of the 20th ACM SIGKDD international conference on Knowledge discovery 
and data mining, pp. 701–710. Association for Computing Machinery, New York, NY, USA. 

Phansalkar R, Red-Horse K. 2020. Techniques converge to map the developing human heart 
at single-cell level. Nature 577: 629–630. 

Potter SS. 2018. Single-cell RNA sequencing for the study of development, physiology and 
disease. Nature Reviews Nephrology 14: 479–492. 

Qian X, Harris KD, Hauling T, Nicoloutsopoulos D, Muñoz-Manchado AB, Skene N, 
Hjerling-Leffler J, Nilsson M. 2020. Probabilistic cell typing enables fine mapping of closely 
related cell types in situ. Nature Methods 17: 101–106. 

Rao A, VG S, Joseph T, Kotte S, Sivadasan N, Srinivasan R. 2018. Phenotype-driven gene 
prioritization for rare diseases using graph convolution on heterogeneous networks. BMC 
Medical Genomics 11: 57. 

Solorzano L, Partel G, Wählby C. 2020. TissUUmaps: interactive visualization of large-scale 
spatial gene expression and tissue morphology data. Bioinformatics 36: 4363–4365. 

Ståhl PL, Salmén F, Vickovic S, Lundmark A, Navarro JF, Magnusson J, Giacomello S, Asp 
M, Westholm JO, Huss M, Mollbrink A, Linnarsson S, Codeluppi S, Borg Å, Pontén F, 
Costea PI, Sahlén P, Mulder J, Bergmann O, Lundeberg J, Frisén J. 2016. Visualization and 
analysis of gene expression in tissue sections by spatial transcriptomics. Science 353: 78–82. 

Strell C, Hilscher MM, Laxman N, Svedlund J, Wu C, Yokota C, Nilsson M. 2019. Placing 
RNA in context and space – methods for spatially resolved transcriptomics. The FEBS 
Journal 286: 1468–1481. 



 

40 

Tang J, Qu M, Wang M, Zhang M, Yan J, Mei Q. 2015. LINE: Large-scale Information 
Network Embedding. Proceedings of the 24th International Conference on World Wide Web, 
pp. 1067–1077. International World Wide Web Conferences Steering Committee, Republic 
and Canton of Geneva, CHE. 

Teng H, Cao MD, Hall MB, Duarte T, Wang S, Coin LJM. 2018. Chiron: translating 
nanopore raw signal directly into nucleotide sequence using deep learning. GigaScience, doi 
10.1093/gigascience/giy037. 

Traag VA, Waltman L, van Eck NJ. 2019. From Louvain to Leiden: guaranteeing well-
connected communities. Scientific Reports 9: 5233. 

Veličković P, Cucurull G, Casanova A, Romero A, Liò P, Bengio Y. 2018a. Graph Attention 
Networks. arXiv:1710.10903 [cs, stat]  

Veličković P, Fedus W, Hamilton WL, Liò P, Bengio Y, Hjelm RD. 2018b. Deep Graph 
Infomax. arXiv:1809.10341 [cs, math, stat]  

Wang Y, Navin NE. 2015. Advances and Applications of Single-Cell Sequencing 
Technologies. Molecular Cell 58: 598–609. 

Wolf FA, Angerer P, Theis FJ. 2018. SCANPY: large-scale single-cell gene expression data 
analysis. Genome Biology 19: 15. 

Wolf FA, Hamey FK, Plass M, Solana J, Dahlin JS, Göttgens B, Rajewsky N, Simon L, Theis 
FJ. 2019. PAGA: graph abstraction reconciles clustering with trajectory inference through a 
topology preserving map of single cells. Genome Biology 20: 59. 

Ying Z, Bourgeois D, You J, Zitnik M, Leskovec J. 2019. GNNExplainer: Generating 
Explanations for Graph Neural Networks. In: Wallach H, Larochelle H, Beygelzimer A, 
Alché-Buc F d\textquotesingle, Fox E, Garnett R (ed.). Advances in Neural Information 
Processing Systems 32, pp. 9244–9255. Curran Associates, Inc.,  

Zhou J, Cui G, Zhang Z, Yang C, Liu Z, Wang L, Li C, Sun M. 2019. Graph Neural 
Networks: A Review of Methods and Applications. arXiv:1812.08434 [cs, stat]  

Zhu X, Goldberg AB. 2009. Introduction to semi-supervised learning. Synthesis lectures on 
artificial intelligence and machine learning 3: 1–130. 

Zitnik M, Agrawal M, Leskovec J. 2018. Modeling polypharmacy side effects with graph 
convolutional networks. Bioinformatics 34: i457–i466. 

 

  



 

41 

Appendix 
Table S1 Number of reads per cell type at the intermediate time point. 

Cell types Number of mRNA reads 

(7) Artrial cardiomyocytes 229565 

Uncalled 200728 

(1) Ventricular cardiomyocytes 87038 

(12) Cardiomyocytes  83675 

(5) Smooth muscle cells/ fibroblast-like 35134 

(2) Fibroblast-like (related to cardiac 
skeleton connective tissue) 

31038 

(10) Endothelium/ pericytes/ adventia 28620 

(9) Epicardial cells 25252 

(3) Epicardium-derived cells 24659 

(8) Fibroblast-like (larger vascular 
development) 

24388 

(0) Capillary endothelium 21200 

(4) Fibroblast-like (smaller vascular 
development) 

18903 

(14) Cardiac neural crest cells & 
Schwann progenitor cells 

2608 

 

  



 

42 

 

 

  

Figure S1 Heatmap showing the clusters gene expression matrix before merging. The index starts from zero and they 
are in order of decreasing cluster sizes of these clusters. The red line on the dendrogram shows the correlation 
threshold used for merging. 
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Figure S2 Heatmap showing the gene expression matrix of pciSeq cell types. 
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Figure S3 Left: UMAP projections of spage2vec embeddings initialized with PAGA. Right: PAGA graph of spage2vec 
clusters. 

 

Figure S4 Heatmap showing the importance of genes learned by GNN-Explainer for the represented node in each 
spage2vec cluster. 
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Figure S5 Spatial gene expression of individual pciSeq cell types at the intermediate time point.  
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