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Abstract

Targeting the zebrafish eye using deep learning-based
image segmentation

Joakim Holmberg

Researchers studying cardiovascular and metabolic disease in humans commonly use
computer vision techniques to segment internal structures of the zebrafish animal
model. However, there are no current image segmentation methods to target the
eyes of the zebrafish. Segmenting the eyes is essential for accurate measurement of
the eyes' size and shape following the experimental intervention. Additionally,
successful segmentation of the eyes functions as a good starting point for future
segmentation of other internal organs. To establish an effective segmentation method,
the deep learning neural network architecture, Deeplab, was trained using 275 images
of the zebrafish embryo. Besides model architecture, the training was refined with
proper data pre-processing, including data augmentation to add variety and to
artificially increase the training data. Consequently, the results yielded a score of
95.88 percent when applying augmentations, and 95.30 percent without
augmentations. Despite this minor improvement in accuracy score when using the
augmented training dataset, it also produced visibly better predictions on a new
dataset compared to the model trained without augmentations. Therefore, the
implemented segmentation model trained with augmentations proved to be more
robust, as the augmentations gave the model the ability to produce promising results
when segmenting on new data.
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1 Introduction

1.1 Background

Computer vision is one of the fastest growing fields in machine learning. The re-
cent integration of machine learning and medicine reveals promising benefits in
developing novel computer vision algorithms, which will help improve technolo-
gies in medicine [1] [2]. Deep learning-based image segmentation is a subfield
within computer vision which has received great attention in solving biomed-
ical tasks such as brain lesion segmentation, and brain MRI segmentation [1]
[3] [4] [5]. Alternatively, research groups studying cardiovascular and metabolic
disease utilize image segmentation to aid their research. In cardiovascular and
metabolic research, various animal models have been established, including the
zebrafish [6]. Different methods currently exist for segmenting images of the
zebrafish in its entirety, including a full-body segmentation of the zebrafish.

The full-body segmentation technique of the entire fish has been successful.
However, it is of great importance to see how well internal structures such as
the eye, heart, and bladder of the fish can be segmented. This can be accom-
plished with the help of deep learning. This project focuses on the eyes of the
zebrafish embryo which are clearly distinguishable from other regions of the fish.
The eye serves as a good starting point for evaluating the segmentation. Fur-
thermore, it is essential to accurately measure the size and shape of the eyes,
since this is of importance in many biological experiments.

1.2 Project aim

This project aims to establish a method for distinguishing the eyes of the ze-
brafish in images from the lateral view using deep learning segmentation meth-
ods. It involves gathering data and fine-tuning an existing deep neural network.
Furthermore, data pre-processing is applied to artificially expand the data and
add variety by applying various transformations to the images. The results
from this thesis project will be used by research groups at Uppsala University
working with digital image-based screens in zebrafish and it will lay a strong
foundation for future improvements in segmenting other areas of the fish.
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1.3 Thesis structure

This thesis consists of five parts: theory, methods, results, discussion, and con-
clusion. The theory section introduces the necessary terminology and theory
concerning the zebrafish, machine learning, and its sub-components including
digital image processing and artificial neural networks. The theory section is
also needed to understand the design and implementation of this project. The
methods section describes the process of data collection, the implementation of
the machine learning algorithm, and the evaluation of the algorithm. The re-
sults section contains generated experiments from the evaluation process, using
two different data pipelines. The experiments illustrate the accuracy of the seg-
mentation method. The results will also illustrate inference on newly provided
images, presenting how well the segmentation algorithm predicts new data. The
discussion section aims to explain the data shown in the results, and argues why
the augmentation pipeline is vital for better results. Finally, the conclusion sec-
tion will emphasize the most important points regarding the implementation
of the segmentation method, and the challenges associated with improving the
accuracy of the implementation by altering the data pipeline.
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2 Theory

2.1 Digital image processing

Digital image processing is the computerized manipulation of images and the
extraction of information from images with algorithms [7]. A digital image con-
sists of width and height where a location in the image can be accessed via
discrete x and y coordinates, known as spatial coordinates [2]. Each discrete
point in the image is known as a pixel. A pixel describes the intensity with a
grey level at a specific point in a digital image, where the values range from 0
to 255 [2] [7]. The integration of digital image processing and machine learning
has helped to solve digital visualization tasks such as object detection, this in
turn improved the state-of-art methods in robotics, biology, and medicine [8] [2].

Image segmentation is a digital image processing task where the pixels of an
image is partitioned to a set of classes [9] [10]. The classes of the segmentation
embody different characteristics of the image, such as color or object [10]. In
an example using a picture of a dog, semantic segmentation could attempt to
detect the dog as an object in the image, distinguishing all other objects from
the animal. The pixels of the dog would be organized into one category because
each pixel covers some attribute of the object, either alone or collectively with
other pixels. Pixels can form features and patterns when they are analyzed
collectively by a neural network such as shapes, circles, or edges [10].

In digital image processing, a convolution filter is often used. A convolution
filter, or kernel, can be considered as a matrix, for example a two-dimensional
kernel with 3x3 pixels. The filter functions as a feature detector that is con-
volved over each 3x3 pixels in the receiving input image layers [11]. Those
convolved filters produce new spatial matrices, feature maps, representing the
detection of patterns and features such as edge detection and sharpening of the
image [11].

2.2 Zebrafish

The zebrafish (Danio rerio) is a commonly used model organism used in research
[6] [12]. Besides being small vertebrate organisms with a short generation time,
the zebrafish embryo is transparent, making it possible to investigate the inter-
nal organs of the fish without having to dissect it [12] [13]. Major parts of the
zebrafish gene structure are very similar to humans, allowing researchers to mu-
tate this model for genetic screens to investigate biological diseases in humans
[12] [13] [14]. The breeding of zebrafish is effective since a female can produce
hundreds of eggs a week [6] [12] [15].
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Figure 1: Whole-body image of a 10 day old zebrafish larva positioned in lateral
orientation acquired using the VAST BioImager[16].

Image segmentation is a useful technique to use for researchers working with
zebrafish due to a large number of images that must otherwise be manually
analyzed. Researchers tend to work with large datasets consisting of images
of the zebrafish, acquired by a Vertebrate Automated Screening Technology
(VAST)[16] which produces highly efficient screenings. Manual analysis of these
data is extremely laborious and time-consuming. Thus, various methods have
been developed to automate different steps in the analysis pipeline, including
full-body segmentation of zebrafish images allowing automatic analysis by the
researchers [13].

2.3 Machine learning

Machine learning is a field in Computer Science that consists of algorithms that
learn through data [17]. It is a discipline that is often used to improve efficiency
in computer systems to target various tasks [17]. There are two major schools of
machine learning, supervised learning, and unsupervised learning. In supervised
learning, the machine learning algorithm can learn and adjust its parameters
by mapping a set of inputs to an associated set of known output values [18]
[17]. In contrast, in unsupervised learning, the algorithm has to make evalua-
tions and discover useful information on its own from a set of input data not
projected to known output values [19] [17]. Classification is an example of a
machine learning technique. In classification, the output value of the algorithm
is a category and the algorithm attempts to characterize the input value to one
of the output categories [18]. For a machine learning algorithm to learn and
improve its parameters, it has to iterate through training sessions.

In a machine learning algorithm, an optimization process is used to determine
the training speed of a machine learning algorithm and to update its parameters
to improve its learning [20]. The optimizers are usually designed to minimize
or maximize a function [21]. In machine learning, it often aims to minimize the
loss value which is produced by the network after each training iteration which
corresponds to the difference between the predicted- and the actual output [21].
The optimizer does this by finding the direction or gradient which will improve
the parameters of the algorithm the most. To adjust an optimizer towards the
desired problem, the learning rate is usually modified, which is a hyperparame-
ter multiplied with the gradient [22]. The learning rate, which is usually referred
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to as step size and in an essence is a tuning parameter of how much we alter
the algorithm in regards to the loss value [22]. It is important not to pick a
too small learning rate nor too big. A small learning rate can cause the train-
ing to become inefficient and time consuming, and a too big learning rate can
cause the algorithm to fail to converge [22]. For optimizer choice, the Adam[23],
RMSPROP[24] and SGD[25] are examples of popular optimizers. The SGD op-
timizer converges with good accuracy at a sublinear rate and it has a reduction
in calculation cost [26] [27]. However, it is difficult to choose and maintain the
same learning rate for all parameters with SGD and it might take longer to re-
ceive good results [26] [27]. On the other hand, the Adam optimizer is suitable
for a lot of optimization problems with a large dataset and high dimensional
space and its process is relatively stable [26]. Finding the optimal optimizer for
a machine learning problem is important and requires research.

The loss value which guides the optimizer in the correct gradient is produced by
a loss function. A loss function must be used to estimate the error of the algo-
rithm so that the algorithm can adjust its internal mechanisms to learn better
[28] [29]. The objective is to minimize the uncertainty value given from the loss
[29]. There are numerous popular loss functions for various tasks, mean square
error, cross-entropy, and log loss, and so on. They are often used to tackle dif-
ferent types of problems, such as regression or classification tasks [28]. Similar
to the loss function, accuracy is a method for measuring the performance of an
algorithm during training by quantifying and comparing the predicted results
against the true output value [29] [30]. Thus, accuracy metrics constitute as a
measure of how well the algorithm operates [17]. Accuracy metrics is usually
displayed in the form of percentage for easy interpretation [29].

Overfitting is a common problem in machine learning. It occurs when the algo-
rithm is learning limited information, making the algorithm too dependent on
its training data and resulting in difficulties to evaluate new unseen data due to
poor generalization [31].

2.3.1 Artifical neural networks

Artificial Neural Networks (ANNs) are machine-learning methods, inspired by
the biological structure of the brain. Similar to neurons in the human brain,
which are connected to other neurons by synapses to design a complex pattern,
ANNs possess a large number of connected nodes (neurons) interconnected by
weights (synapses) [32]. ANNs are extremely efficient at solving computational
tasks and mapping inputs towards useful outputs. This mapping from input
to output in an ANN occurs within the propagation of the network where each
node impulses signals to the other adjoined nodes within the collective connec-
tion [33].
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Figure 2: Schematic diagram of an artificial neural network. The input values
I1...In enter the nodes of the input layer, which are in turn connected to the
hidden layer nodes H1...Hn by weights (arrows). The nodes at the output layer
are interconnected with weights from the hidden layer, producing O1...On which
denote the final output from the neural network. The diagram was retrieved
from [34].

Neural networks consist of input, hidden, and output layers that are inter-
connected with each other by weights as displayed in Figure 2 [35]. There will
only be one input and one output layer, but possibly several hidden layers de-
pending on the design and problem [35]. Deep learning is commonly known as
a large neural network that consists of several hidden layers. All the nodes are
distributed into the layers, and the input values propagate through the network
layer by layer, commonly known as a feed-forward network [18]. Initially, the
feed-forward network calculates the output of a node i at the hidden layer y by,

yi = b +

n∑
k=1

wikxk

[18]. Here xk denotes the current activation of the kth node, wik is the weight
value between the ith and kth node and b is the bias of the ith node. The bias is a
constant which can provoke activation if it is positive or disband if negative [36].
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Figure 3: Schematic overview of the computation between layers in an artificial
neural network. The variables x1...x3 denote the values in nodes in any layer,
and w1...w3 denote the weights connected by the corresponding x node. The
Sigma summation notation is the operation which sums to calculations from
the w weights multiplied with the x nodes. Subsequently, the bias value b is
added to Sigma. The activation function f is applied to the output value from
Sigma and produces a new value of y to be used as input for the next layer.
The diagram was retrieved from [34].

Once the initial calculation is completed for all n nodes, the ith node at the
hidden layer modifies the input to make it create a legitimate output using an
activation function as shown in Figure 3 [19]. The sigmoid function is known
as a non-linear activation function,

hθ(x) =
1

1 + e−yi

where hθ(x) is the activation of the node at the ith hidden layer [18]. The sig-
moid ensures that the output value will be within the continuous range of 0 and
1. However, as the output from the sigmoid saturates at 0 and 1, its derivative
tends to almost be zero which can cause a deep learning network to decrease
its learning outcome [37]. Thus, the linear activation function Rectified Linear
Unit (ReLU) is commonly used for neural networks with many hidden layers
(deep neural networks), which replaces negative values in its input by zero and
outputs normally if positive [37] [38].

The goal of a neural network is to train and learn the algorithm to adjust
and modify the value of the weights on each node to produce a suitable output
to some problem [19][33]. Back-propagation is a method used to manipulate
the weights based on an error rate obtained in the prior time phase, making the
network learn and better map the inputs to some desired outputs [36][33]. The
error rate obtained is the difference of the predicted output compared to the
actual output, and this error rate is passed back into the neural network [33].
The parameters in the neural network, such as weights, update their values in
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regards to the error rate. In contrast to how the information flows from the
input layer to the output layer in the ANN, information flows in the reversed
order when executing back-propagation.

2.3.2 Convolutional neural networks

Fully connected neural networks are suitable for many tasks, however, they are
not optimal for many digital image processing tasks such as image classifica-
tion [39]. The processing of spatial data that can scale very large requires a
tremendous amount of weights due to each input feature (pixel) that must be
propagated through the entire complex network, resulting in a large overhead
in performance and risk of overfitting [39]. In contrast to feed-forward neural
networks, Convolutional neural networks (CNNs) have shown great success in
image classification and other digital image processing tasks [11] [38]. This is
due to the great performance achieved in computing systems and that CNNs
use shared weights which aids with generalization [11] [38] [40].

A convolutional network consists of a set of hidden layers called convolutional
layers [11]. The convolutional layers utilize convolution filters and the activation
function ReLU, which provides a speedup for the training made on a CNN [38].
The convolution filters reduce the number of unique weights by using shared
weights, which means that the pixels of the image get targeted by the same
fixed weights in the convolution filter [41] [42]. The fixed weights are used to
detect the same type of feature, however, at different areas of the image [42].
A max-pooling layer is applied to the convolved feature map produced by the
convolutional filter to extract the most necessary information from the feature
map [39]. Most of CNN’s layers are convolutional while the higher or later lay-
ers are fully connected, where fully connected layers are layers in one dimension
[39] [41]. The fully connected layers’ is to represent a final, output layer to
construct the desired number of outcomes from the initially given input [39]
[41]. For instance it is needed to set several outputs to perform labeled image
classification.
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2.3.3 Deep learning and segmentation

Due to its success in many computer vision tasks, CNNs remains as a popular
choice among many image classification problems [11] [39] [43]. However, im-
age classification uses fully connected layers which are not suitable for semantic
segmentation since they cannot manage arbitrary input sizes and does not map
toward an output of pixel labels [44]. Therefore, different architectures have
been introduced to alter and function as an extension of the original CNN. It is
important to note that the recent segmentation architectures use similar encoder
networks like CNN but differs in training, inference, and decoding network [45].
In a deep learning segmentation architecture, the encoder networks’ purpose is
to take the input image and capture patterns and information by convolutions
and pooling features, forming a feature map in lower spatial dimensions [46].
Whereas the decoder is the final part of the propagation and attempts to predict
the output to the corresponding input [46].

In recent years, accuracy in image segmentation has increased massively because
of three reasons. First, it is the improvement in hardware and performance com-
puting systems such as GPUs. Second is the creation of generic neural networks
that can be fine-tuned to target new and specific image-based computer vision
problems [47]. FCN, U-Net, SEGnet, Deeplab are a few examples that are suc-
cessors of CNNs and often used with deep learning in image segmentation tasks
[48] [47]. The third reason why image segmentation has advanced is due to the
production of enormous datasets [47]. To receive a pixel-wise understanding in
segmentation, usually, large sets of digital images are required, thus enormous
image datasets like Imagenet and COCO have been constructed [49]. Imagenet
for example is a dataset introduced in [50], it consists of millions 2D images,
categorized into different classes [51] [50]. Imagenet is a useful resource and
often used as a pre-trained dataset to already existing neural network architec-
tures [52].

Transfer learning has been demonstrated on various computer vision tasks, mak-
ing it possible to fine-tune already implemented architecture models to direct
prediction of specific and new tasks in semantic segmentation [53]. In transfer
learning, some layers from the pre-trained network can be copied and left frozen,
meaning that they do not change during the training of new data [54][52]. The
frozen layers’ purpose is to preserve captured features and patterns of the pre-
trained data. This is only reasonable to use if the pre-trained dataset is similar
to the new target dataset [55]. There are other cases to consider when choosing
to transfer knowledge, and how. For instance, if the new data is significantly
smaller than the pre-trained dataset, e.g ImageNet which consists of 1.2 million
images, transfer learning is indeed a good choice without having the risk of over-
fitting [54]. If the new dataset is too small though, it might lead to overfitting,
however, if it is sufficiently large enough it can be a suitable thing to do transfer
learning [54]. Sufficient large can be difficult to determine, since if the dataset
is large enough, transfer learning might not even be needed [54].
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To evaluate the accuracy of an image segmentation solution or technique, there
are different approaches to accuracy metrics such as pixel accuracy, intersection
over union (IoU) and dice score [56] [57] [58]. Pixel accuracy is most commonly
used for segmentation [59]. It computes the percentage of the pixel-wise ac-
curacy classification of the segmentation prediction versus the ground truth,
however, this can be rather inefficient [59] [60]. Some objects in semantic seg-
mentation might have pixels that define a rather insignificant meaning to the
image and considering this when computing accuracy can produce numbers that
are difficult to interpret [57]. Intersection over Union (IoU) segmentation counts
the total number of mislabeled pixels in the image by taking the area of over-
lapping pixels in the prediction and ground truth divided by the area of union
between the images [59] [61]. This is more efficient than pixel accuracy and is a
common evaluation metric [59]. The dice similarity coefficient is also a strong
component to use for segmentation due to its robustness to class imbalance [62].
It has become one of the more popular metrics to use in semantic segmentation
[1] [3] [4] [63] , and it produces more effective quality compared to pixel-wise
accuracy [58].

2.3.4 Network models

Fully convolutional networks (FCNs) has been a popular choice for semantic neu-
ral net architectures. Its network structure works as an extension of CNNs to
make them receive arbitrary-sized images as input by propagating only through
convolutional and pooling layers, and not fully connected layers [64]. Thus,
FCN transforms the fully connected layers of a CNN into convolution layers.
In essence enabling the classification net to map the outputs back to pixel and
perform pixel-wise learning instead of image classification [53]. However, due
to that FCN processes through several convolutional and pooling layers, the
resolution of the final feature maps tends to be down-sampled, resulting in a
low resolution due to loss of information [46] [64].

U-Net is a popular choice to use as an architecture for medical image anal-
ysis [48]. U-Net is an architecture that modifies the FCN. The modification
mainly consists of an extension of layers, where pooling operators are replaced
by upsampling operators [1]. The new layers’ functions to improve the resolu-
tion which is the problem in FCN. The upsampling operators in the new layers
consist of a high number of feature channels, allowing the network to process
contextual information to higher resolution layers, preserving important infor-
mation [1].

ResNet is another popular neural network architecture. ResNets utilizes skip
connections, which has made the network achieve lower training and test errors
[65] [66]. Skip connections allow us to skip one or more layers, adding the out-
put from previous layers directly to the outputs of later layers [66]. This makes
the networks’ later layers to re-collect important contextual information received
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from earlier layers without adding any additional computational complexity [66].

The network model Deeplab has three main components that improve ResNets.
The first one is built on top of the ResNet architecture and uses it as a ”back-
bone” for feature extraction, which maintains good performance while training
through a large number of layers due to the result of skip connections [67].
Second, Deeplab consists of Atrous convolutions. Atrous convolutions are con-
volutions with upsampled filters, which possess the ability to expand the field
of view of convolved filters without increasing the amount of computation [44]
[46] [67]. The Atrous convolutions extract more dense feature maps, essentially
increasing the feature resolution and solving the issue of low spatial resolution
in the FCN final output. Lastly, Deeplab implements the Atrous spatial pyra-
mid pooling (ASPP), which robustly enables the ability to capture objects and
image contexts at multiple scales [67] [44].

Numerous sources and projects has been shown that Deeplab has been an ef-
fective architecture [68] [69] [70] [71] [72]. Deeplab has been implemented and
used in Google Pixel phones, operating in their portrait mode and for mobile
real-time video, segmentation [47] [71]. Deeplab exists in several versions and
has been altered and improved, proving that it is a maintained and robust ar-
chitecture [73].
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3 Method

Using machine learning techniques to solve digital image processing tasks in-
creases complexity [2]. Propagating through a complex machine learning system
can be very time consuming if this is being run on the Central Processing Unit
(CPU). Whereas running the network on a Graphics Processing Unit (GPU)
can significantly speed up this process by offering simultaneous operations [74].
Thus, the GPU resource, TitanXP[75], was used and accessed through a Se-
cure Shell (SSH) server to provide more performance power. Furthermore, the
code for this project was written in Python 3.6.9, and the PyTorch frame-
work was utilized as it has great support for both machine learning techniques
and NVIDIA CUDA parallel computation API which provides effective machine
learning modules [74].

The implementation of segmenting the zebrafish eye goes through a series of
steps. For a neural network to learn, it first needs training- and a test dataset.
The training data is used for the neural network to learn and adjust its param-
eters such as weights and biases, whereas the testing data was used to confirm
and validate how well the network performed after some iterations. Thus, the
initial and vital step is to first collect the images and create labels for them.
After gathering the images and creating the labels, a data pipeline must be
implemented to pre-process the image samples to make them ready for train-
ing and testing in the neural network. Lastly, the implementation and design
choices of the neural network will be presented.

3.1 Data collection

The initial step of segmenting the eye of the zebrafish is to collect images that
are going to be used as data for training the neural network. The origin of
the images of the zebrafish embryo was produced by researchers at Uppsala
biomedicinska centrum (BMC). Screenings of the fish were captured with the
VAST BioImager [16]. However, before imaging the fish, it was anesthetized
to prevent any rigid movements and noise in the images [13]. Consequently,
a total number of 12 full-body images of each fish was taken consisting of 30
degrees rotations in the lateral view [13]. A total number of 811 screenings of
the images taken from a facility was to be used for this project.

3.2 Ground truth generation

For the neural network to learn on the collected data, ground truth must be
generated from the zebrafish to embody the actual output we expect it to pre-
dict. Ground truth in image segmentation has a set number of classes, where
a class refers to some labeled objects from the original image. In this task of
segmenting the eye of the fish, the ground truth possesses two classes, one for
the eye and one for the background. The neural network requires that all the
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images which are processed through training and testing iterations need their
corresponding ground truth available.

Figure 4: Manually segmented ground truth of a zebrafish eye using the
LabelMe[76] annotation tool.

Labeling areas of an image needs to be done with precision to reduce noise and
when comparing against the original image. The graphical image processing
tool, LabelMe[76], can be used for this purpose to annotate objects in images.
LabelMe enables us to manually map out the regions we wish to label as eye and
background by providing features such as zooming in to a great extent, giving
us the possibility to achieve great precision [76].

Figure 5: Manual annotation process of the zebrafish eye using the LabelMe[76]
annotation tool.

All 811 images from the data collection do not need to be labeled due to the
time-consuming work required to manually annotate this data. In data pre-
processing, the original images and the ground truths will be processed in a
way to generate more unique data for the network to learn on. Thus, a total of
275 images were annotated with LabelMe, which is expected to be enough as
the images start to not differ enough.
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3.3 Data pre-processing

Data pre-processing first splits the data into groups of training and testing
data. A random sample of 20 percent of the data collection was put into the
test dataset, and 80 percent into the training dataset. The 80/20 ratio was cho-
sen as it is a common split, and we desire a greater ratio of training data since
this contains the data which will advance the neural network during training.
Subsequently, the data from the training dataset must be split up into further
separate groups called batches. In this case, a batch will consist of four samples
due to the total number of data is divided evenly with this batch size.

The next step of the data pre-processing occurs when the image and its ground
truth of a dataset, known as a sample, is requested by the neural network dur-
ing training and testing. In the first operation of the transformation pipeline,
the requested image and its corresponding ground-truth might go through a set
of augmentations to manipulate the image depending on a probability. Aug-
menting an image means manipulating the image with e.g blurring, changing
brightness, rotating, scaling, and other digital transformations. This artificially
increases the number of training data for the neural network, avoiding over-
fitting, and makes the neural network extract features better [5]. Thus it is
important to not augment every image, but apply every augmentation tech-
nique within a range of probability to increase the number of unique training
samples. The augmentation was done using the albumentations[77] library.

Numerous different augmentations may occur to a sample to increase the vari-
ety within a dataset. GaussianBlur is one of the possible augmentations, which
applies the blurred texture to the image. The Rotate augmentation from the
albumentations library was also added to manipulate the image with a slight
rotate, enough to make the neural network robust to target different angles of
images. At last, Verticalflip and Horizontalflip of the image were implemented
as augmentations. This is one of the most important aspects, since images of
the zebrafish are taken from all rotations, and can occur from the other direc-
tion. Given initial data with limited images of rotations and direction of the
zebrafish, it is important to consider the other vertical and horizontal side of it.
It is of great importance to apply the augmentations both to the image and its
ground truth image as the ground truth will be used as the target value after
a prediction has been made by the network, thus it has to look the same as its
images’ mask after any augmentation has been applied.
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Figure 6: Example of a composed set of augmentations of a zebrafish. The image
in the upper section of this Figure denotes the original image of the zebrafish.
The image in the lower section displays a transformed image which is applied
with Gaussian blur, rotation and vertical augmentation.

After the augmentations, the images have to go through mandatory transfor-
mations to adjust it to a preferred input type for the neural network. First, it is
transformed as a tensor object which is a type of array. Next, it is normalized
to fit the neural networks’ expected input sizes. In this case, the 3-channelled
image, due to RGB-colored, gets normalized by subtracting a mean value di-
vided by the standard deviation with the values mean = [0.485, 0.456, 0.406]
and std = [0.229, 0.224, 0.225].

3.4 Neural network architecture

The neural network Deeplab was chosen as the segmentation architecture for
the zebrafish eye. Deeplab is a highly robust deep neural network model and
has been successful in previous computer vision works. It is a network that is
pre-trained on an existing dataset, which is not very similar to the new tar-
get task of the zebrafish, thus it is mitigated to finetune any layers or use the
pre-trained dataset. Deeplab is also constructed to have a powerful control of
resolution in semantic image segmentation, and for those reasons, it was a fea-
sible network to experiment with [78]. It is important to note that the output
values of Deeplab are within the range of [−∞,∞] due to unnormalized proba-
bilities and lack of activation function at the end of the internal architecture [79].

Along with Deeplab, a binary-cross function combined with a Sigmoid layer
can be effectively used as a loss function. The loss functions’ purpose is to
navigate the algorithm in the right direction. In semantic segmentation, loss
functions such as log loss, mean squared error, and cross-entropy are commonly
used [29] [28]. The implemented functions BCELoss and BCEWithLogitsLoss
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in the torch library computes binary cross-entropy, where the first one for val-
ues between the range [0, 1], and the latter is a hybrid and applies a sigmoid
function before computing BCELoss [80]. Due to the similar outcomes of these
functions, and as our architecture may return values between [−∞,∞], the loss
function BCEWithLogitsLoss is an excellent option.

Next, an optimizer method was selected to make the neural network learn during
training. According to [27], the Adam optimizer slightly outperforms RMSprop
and is proposed as a possibly better choice. It is also important to note that ac-
cording to [20], Adam never underperforms the SGD optimizer either as Adam
adapts the learning rate for different layers in the neural network [23]. Thus
an adaptive method as Adam seems to be a good fit for this project, also since
faster convergence is appreciated in a deep architecture as Deeplab [27].

An optimizer can only work provided that an initial learning rate is applied
as a hyperparameter. It is crucial not to neglect or change the weights too fast
with a big learning rate especially when using an existing neural network model
or using it for transfer learning [81]. For this reason, the learning rate will ini-
tially be 1e− 4 for this Deeplab implementation. However, this learning rate is
a mere starting assumption and will be slightly tuned to see if performance can
be increased.

Before training the neural network, the network must first be initialized and
its hyperparameters. Deeplab with ResNet101 as backbone was imported and
obtained through [79]. ResNet101 as a backbone serves as performing the fea-
ture extraction in the encoding part of the neural network, whereas Deeplabs’
functionalities are applied on top of the feature extractions. The Deeplab model
was initialized with a set of parameters. First it was specified that it should
not be pretrained with the dataset COCO train2017 dataset. Subsequently,
Deeplabs’ parameter of expected classes in the segmentation was modified to
only contain 1 output class instead of 21 which is the default. Output classes
above 1 are unnecessary for this task since the project only aims to target bi-
nary values (the eyes and background). More channels may be required for
other computer vision tasks, e.g distinguishing pedestrians, buildings, cars, and
other objects.
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3.5 Training

Before training the neural network, the number of training cycles must be de-
fined. This is more known as epochs, which is a number greater than zero and
its objective is to update the weights and the parameters of the neural network
with help from the batches of data. An epoch accepts one or more batches, and
indeed not the whole data collection at once. Determining the epoch number is
not too significant, however, it is recommended to set it high as this increases
more time for the network to train and converge.

Each sample in the batch during an epoch in the network processes through
a series of operations that are used for the network to learn. To begin with,
each requested sample by the network goes through its augmentations in the
data pipeline (with different probabilities). After the augmentations, the trans-
formed images and their corresponding ground truths are generated and will be
used for training the network. To begin with, the samples in the batch is run
through the network in a forward pass to create output prediction values. Then,
the loss is calculated with the BCEWithLogitsLoss function which compares the
predicted outputs towards the corresponding ground truths. To update the pa-
rameters (weights and biases) of the network, the Adam optimizer is used to
perform the back-propagation.

After an epoch has finished, it proceeds with validating the performance of
the algorithm against the testing data. Much of the same procedure applies to
the testing data as the training data. However, it is important to note that the
testing data is used as an unbiased dataset to see how well the network performs
after training, therefore the neural network does not utilize the optimizer and
updates the weights here.
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3.6 Evaluation

To evaluate the performance, there is a need for accuracy metrics which can
indicate how well the algorithm is working after each epoch. If a prediction
of the segmentation results in all black corresponding to the background, the
evaluation metric in pixel accuracy could potentially match 90 percent or more,
due to the matching of the background. This occurs when one class takes up a
significant portion of the image, creating imbalance [61]. It is a rather inefficient
accuracy metric for us to use since 90 percent accuracy in a completely black
image does not tell much about the performance. In contrast, Dice similarity
is an accuracy method which avoids class imbalance and is more suitable for
this task [61] [82] [62]. Therefore, this was the chosen accuracy metric for the
implementation.

The Dice similarity was implemented and used during the training and test-
ing of the neural network, by comparing predictions from the network against
their corresponding ground truths. For each batch in the epoch, the dice similar-
ity was calculated by first transforming the values in the matrix of the predicted
image between [−∞,∞] to true and false values depending on a value exceed-
ing a threshold of 0.0, creating a cardinality set iflat. The threshold was not
necessary to add to the ground truth, as it is a binary value of either 0 or 1,
thus forming the second cardinality set tflat. The dice similarity was then ob-
tained by computing the dice coefficient formula (2∗if lat∩tflat)/(if lat+tflat).

The dice similarity obtained from each batch was then used to measure the
collective dice similarity of the current epoch. The result of the dice score of
each batch was appended to a list, initialized at the beginning of the epoch to
keep track of all dice scores of the samples. Once the epoch finished, the mean
value was taken from the dice list and displayed as an accuracy measurement
of the current epoch.
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4 Results

The results consist of comparing the experiments generated from the evaluation
process in the network model. The model was trained during 30 epochs using
275 images of the zebrafish in different rotations. For the full evaluation method
of the epochs, the accuracy score and loss value obtained from each epoch should
be considered. Subsequently, to assess the model’s performance it is essential to
use the trained model to predict labeling on a new dataset of zebrafish images.
These results aim to illustrate the accuracy of a segmentation tool created with
Deeplab as the network model, Adam as the optimizer method, and BCEWith-
LogitsLoss as the loss function. Additionally, experiments were conducted to
study potential improvements in accuracy by augmenting the images to virtually
increase the dataset.

4.1 Performance

The segmentation model trained without augmentation reached its highest train-
ing accuracy score 98.01 percent at epoch 29 and testing accuracy 95.30 percent
at epoch 29.

Figure 7: Dice similarity accuracy score obtained from 30 iterations through
the Deeplab model without data augmentations.

The accuracy of the training and test dataset was obtained from the Dice simi-
larity score, which denotes the achieved accuracy for the model when predicting
on the corresponding dataset. No augmentations were applied to the training
data in this experiment.

The loss score obtained from each epoch by the model trained without aug-
mentations is presented in the following Figure.

20



Figure 8: Loss value obtained from 30 iterations through the Deeplab model
without any data augmentations.

The loss scores obtained from the BCEWithLogitsLoss intersect at epoch 9.
Following this, the training loss reaches its lowest loss value, 0.0013, and the
testing loss achieves a loss of 0.002. Neither the training loss or testing loss
increases in value during this experiment.

The segmentation model trained with augmentation reached its highest training
accuracy score 96.09 percent at epoch 29 and testing accuracy 95.88 percent at
epoch 22.
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Figure 9: Dice similarity accuracy score obtained from 30 iterations through
the Deeplab model with data augmentations.

The augmentations used to obtain this result consisted of a set of composed
transformations. The set consisted of Gaussian blur with 50 percent, rotation
with 50 percent, and vertical- and horizontal flip with 30 percent probability of
occurring for each requested image during an epoch. The Gaussian blur from
the albumentations library was adjusted with a limit of 10 blur. The rotate was
applied with a random angle occurring between range -3 degrees and 3 degrees.

The loss score obtained from each epoch by the model trained with augmenta-
tions is presented in the following Figure.

Figure 10: Loss value obtained from 30 iterations through the Deeplab model
with data augmentations.

The loss scores obtained from the BCEWithLogitsLoss intersect at epoch 14.
Following this, the training loss reaches its lowest loss value, 0.0017, and the
testing loss achieves a loss of 0.019. Neither the training loss or testing loss
increases in value during this experiment.

22



4.2 Inference

The model’s ability to predict on images from new datasets is an important
experiment to consider. After training the neural network with the 275 train-
ing images, 12 images of a new dataset were fed to the network to predict the
labeling of the eyes. These inference images were not part of the initial training
and test dataset, thereby representing any future data that could be used by
researchers after a trained model.

The following Figures aim to illustrate predictions by the model trained both
with and without augmentations.

Figure 11: Inference results from the trained model. A) A full-body image of 10
day old zebrafish in dorsal orientation. B) Example of predicted segmentation
without augmentations and C) with augmentation.

Figure 12: Inference results from the trained model. A) A full-body image of 10
day old zebrafish in lateral orientation. B) Example of predicted segmentation
without augmentations and C) with augmentation.
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Figure 13: Inference results from the trained model. A) A full-body image of
10 day old zebrafish in reversed lateral orientation. B) Example of predicted
segmentation without augmentations and C) with augmentation.

Those three examples were selected to show variety in zebrafish images, such as
from different positions and reversed lateral position. Additionally, the images
in Figure 13 was selected to present the most notable difference in results from
augmentation the data pipeline before training.

5 Discussion

What emerged from the results is that two areas need more attention, loss, and
accuracy. The loss value from each epoch indicates how well the model operates
after having its internal parameters tuned by the optimizer. In contrast to loss
value, accuracy implies how accurate the model’s prediction is compared to the
ground truth. The accuracy is measured by the Dice similarity score measure-
ment and with inference on new data.

The loss values obtained from the experiments show no effect of overfitting.
Overfitting can be described by the loss value if it fails to stabilize and start
to increase from the previous epochs [83] [84]. Additionally, a recent study by
Kabani and El-Sakka [85] gives an example of a large gap between their train-
ing and test loss, indicating another situation where the model is overfitting the
data. A large gap indicates that the model would not be able to learn enough
from the training data to predict on new data. The large gap is commonly a
result of not having enough training data [83]. Consequently, it is generally ac-
cepted to continue the training if there is a minimal gap, and the loss values are
stabilized and keep decreasing [83]. As illustrated by Figures 8 and 10, the gap
between the loss values is minimized. Moreover, the values succeeds to maintain
a stable pace and decrease slowly throughout the epochs.

Besides loss values, the accuracy values obtained by the Dice similarity consist
of important measurements received from every epoch. The most notable and
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important accuracy to investigate further is the test accuracy, as it is measured
from the test data: data previously unseen by the model. The training accuracy
refers to the training data, meaning that even if a high percentage is yielded, it
does not imply that the model would predict well on new data. The test accu-
racy from the model trained without augmentations in Figure 7 demonstrates
two things. First, it verifies that Deeplab as model architecture and its param-
eters as the Adam optimizer, BCEWithLogitsLoss, together with the prepared
data produces excellent results. Second, as shown when comparing Figures 7 to
9, that augmenting the data yielded very similar test accuracies throughout all
epochs. The obtained accuracy percentages of 95.30 and 95.88 percent indicates
how ideal the segmented predictions are from the models corresponding to the
ground truths. Thus, both trained models make promising segmentation. It
is important to highlight that changing the models’ internal architecture will
unlikely greatly increase the accuracy, as the accuracy has already exceeded a
value of 95 percent. It can therefore be concluded that accuracy is largely de-
pendent on the data pipeline.

Furthermore, errors obtained from the manually generated ground truth may
negatively affect the accuracy score. Labeling the images to create ground
truths involves the process of manual annotation, which can be prone to preci-
sion errors caused by human hand and eye coordination. This precision error
can potentially cause cut-off corners, thereby forcing a random error to occur.
Thus, the generated ground truth may not be identical to the ideal segmenta-
tion. This poor manual annotation may result in uncertainty in the accuracy
score. Despite this uncertainty, the segmentation model will still attempt to
segment the true corners of the image. By doing so, the model could provide
more promising results than what the accuracy percentage score implies.

The greatest limitation of reaching a higher accuracy score is the lack of va-
riety in the datasets. Subsequently, the model trained with augmentations adds
variety to the training dataset. However, the concern with the results is that
the accuracy was expected to be greater when applying augmentations as this
both expands and adds variation to the training dataset. The issue is that while
augmenting the data virtually does expand the amount of data for the network
to learn from, it still suffers from not having enough variety in its test dataset
similar enough to the augmentations in the training dataset [5]. Adding variety
to the testing dataset can be achieved by increasing the total number of data
samples. Applying augmentations to the training dataset and also utilizing a
larger testing dataset can yield greater accuracy scores, as test data may resem-
ble more similar attributes to the augmented training data.

Inference shows promising results when augmenting the training dataset. In
contrast to the minor improvement in accuracy score, applying augmentations
performs better to more variety in unseen data as seen in Figure 13 (reversed
lateral orientation). The model trained with augmentations segments more in
Figure 13 compared to the model trained without augmentations due to a lack
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of reversed lateral orientations in the test dataset. However, due to test data
being similar to the original training data, the inference on new zebrafish images
shown in Figures 11 and 12 are indeed very similar. The augmentations make
the model more robust to changes in new images. For instance, poorer seg-
mentation predictions would be generated by the model without augmentations
when predicting on blurred, or differently oriented images of the zebrafish, as
the model would not be trained to target such qualities.

6 Conclusion and future work

This project has demonstrated that successful segmentation of the zebrafish eye
can be achieved with the correct design and implementation of a deep learning-
based image segmentation method. Using the Deeplab model architecture and
finetuning it towards this problem using proper parameters showed promising
results. However, the greatest challenge with producing effective results lies
with data pre-processing and augmentation techniques on the training data.
Thus, models were trained with both augmentations and without to compare
performance. The model trained with augmentations performed slightly better
(95.88 percent accuracy) than the model trained without augmentations (95.30
percent accuracy) on test data. Besides the similar obtained accuracy percent-
age, the model trained with augmented data showed better results in predicting
images from a new dataset compared to the other trained model. When using
new data similar to the augmented training data, this deep learning model can
be concluded to be very robust. In addition to this, the question of how much
augmentation should be applied to the training dataset remains unanswered.

The implemented segmentation model can be used in future studies to aid med-
ical research, and it can be improved to increase accuracy. By increasing the
size and variety of the test dataset, the model can validate on test data where
attributes can occur to be more similar to the augmented training data. Besides
improving the current implementation, the model can be utilized to target new
datasets of the zebrafish to segment the eyes, allowing researchers to measure
the shape and size of the eyes. Additionally, it can be extended to target other
internal organs of the fish, such as the heart and bladder.
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