
IT 20 090

Examensarbete 30 hp
December 2020

Feature Selection on High Dimensional 
Histogram Data to Improve Vehicle 
Components´ Life Length Prediction 

You Wu

Institutionen för informationsteknologi
Department of Information Technology





 

 
 
Teknisk- naturvetenskaplig fakultet 
UTH-enheten 
 
Besöksadress: 
Ångströmlaboratoriet 
Lägerhyddsvägen 1 
Hus 4, Plan 0 
 
Postadress: 
Box 536 
751 21 Uppsala 
 
Telefon: 
018 – 471 30 03 
 
Telefax: 
018 – 471 30 00 
 
Hemsida: 
http://www.teknat.uu.se/student 

Abstract

Feature Selection on High Dimensional Histogram
Data to Improve Vehicle Components’ Life Length
Prediction
                                                                                                         
You Wu

Feature selection plays an important role in life length prediction. A well selected
feature subset can reduce the complexity of predictive models and help understand
the mechanism of the ageing process. This thesis intends to investigate the potential
of applying feature selection and machine learning on vehicles' operational data to
predict the life length of diesel particulate filters. Filter-based feature selection
methods with Pearson correlation coefficient, mutual information and analysis of
variance are experimented and compared with a wrapper-based method, recursive
feature elimination. The selected subsets are evaluated by linear regression, support
vector machine, and multilayer perceptron. The results show that filters and wrappers
are both able to significantly reduce the input feature sizes while keeping the model
performance. In particular, by recursive feature elimination, 5 variables are selected
from 130 with classification accuracy over 90%.
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1 Introduction 

In industrial use cases, the high dimensionality of data calls for the need of 
feature selection in supervised machine learning tasks. The input datasets 
usually consist of hundreds or thousands of features, and many of them are 
irrelevant or redundant which can significantly reduce model accuracy and 
increase the complexity thus the training time. Feature selection aims at 
finding a subset of features that can either improve the accuracy of prediction 
or reduce the model complexity while not losing too much accuracy. 

Feature selection methods in general fall into two categories, filters and 
wrappers [1]. Filters evaluate the importance of features according to some 
predefined criteria, and the feature subsets are selected before any machine 
learning model. General criteria includes linear correlation [2], one-way 
ANOVA [3], mutual information [4], and Relief [5]. Filters are usually fast 
since each feature is evaluated once and the subsets can be obtained right 
afterwards. However, the drawback is that they may fail to select the best 
subset as the actual relationship between each feature and the target can be 
much more complicated than the criteria. Besides, filters cannot identify joint 
relationship thus may fail to select some important features that merely cannot 
prevail in the evaluation on their own. 

Wrappers, on the other hand, assess the relevance of features by a given 
machine learning model. The model serves as a scoring function and the best 
feature subset should score the highest among all possible subsets. To avoid 
exhaustive search through all possible subsets, simulated annealing [6], 
genetic algorithm and particle swarm intelligence [7, 8, 9] have been 
employed to limit the candidate size. Wrappers can usually perform better than 
filters since the feature subset is determined by the predictive model [10], 
however the drawback is evident that wrappers are computational expensive, 
hence they do not scale well, and it would be impractical when the number of 
features is large and the computational resource is limited.  

1.1 Background 
Scania is one of the world’s leading manufacturers of trucks and buses for 
heavy transports and have more than 500,000 connected vehicles which 
contain a large number of sensors and collect enormous amount of data. 
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Scania is now dedicated to the sustainable transport solutions, and a key factor 
in it is uptime, therefore the risk for unplanned maintenance stops must be 
minimized. For achieving this it is important to predict when components 
should be replaced.   

The component to be studied in this thesis is the diesel particulate filter 
(DPF) in vehicles’ exhaust system. DPFs are devices that physically capture 
the diesel particulates to prevent their release to the atmosphere [11]. Over 
time the filters will be filled with incombustible waste, which would 
negatively affect the engine operation and the environment, thus need to be 
changed.   

The life length of DPFs can be related to many aspects, for instance, engine 
types, positions, and operation mode. This thesis project will solely investigate 
vehicles’ operational data and try to find out what operational factors mainly 
influence the life length of DPFs. The data are collected by electronic control 
units (ECUs) inside the vehicles and stored in Scania’s data warehouse.  

1.2 Problem Statement 
To build a predictive model, there should be a target variable which serves as 
the indicator of DPFs’ life length. The common standard in Scania to 
determine if a DPF has to be changed is by the differential pressure between 
the two side of the DPF. If a DPF is absolutely empty, the differential pressure 
would be close to zero, otherwise it would be high. An internal algorithm in 
Scania converts the differential pressure to a filling rate or DPF load 
representing how much percentage a DPF is filled up with soot or ashes. The 
life length of a DPF can then be indicated by the increasing rate of the DPF 
load over mileage.  

A large amount of data about how the vehicles are operated will be 
assessed, and there are hundreds of variables available for each vehicle. The 
objective is to find which variables among them can best explain the indicator 
thus help predict the life length of DPFs. Both filter and wrapper-based feature 
selection methods are studied, and since there are hundreds of variables, the 
filter-based, which is faster, will be the focus of the thesis. 

1.3 Purposes 
The purpose of this thesis is to investigates the performance of general feature 
selection methods when applied to the automotive industrial data from Scania.  
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1.4 Delimitations 
There are a number of ECUs in the vehicles, one of the which called engine 
management system (EMS) contains around 200 variables that are most 
closely related to the condition of the DPFs according to domain experts. To 
reduce the complexity of the feature selection and prediction models, only the 
variables collected by EMS are taken into consideration.  

Besides, the software in the EMS can experience version update which may 
or may not change the variable type. To minimize the influence of it, the 
vehicles included in the analysis are the Euro 6 buses and trucks that are put 
into operation between the first week of 2016 and 2018.  

1.5 Outline 
The rest of the paper is organised as follows: 

x Chapter 2 provides the background of the data and how the data are 
pre-processed to fit into machine learning models. 

x Chapter 3 introduces the feature selection and prediction approaches 
that are studied in this project. 

x Chapter 4 describes the methods and models are implemented. 
x Chapter 5 presents the results of the experiments and gives analysis 

and discussion regarding the results. 
x Chapter 6 concludes the paper. 
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2 Data Preparation 

This chapter describes how the raw data are pre-processed to fit into machine 
learning models, what kind of issues lie in the data, and how these issues are 
dealt with. 

2.1 Data Collection 
The raw operational data is provided by Scania’s data warehouse, which is 
accessible through Hive QL. As stated in 1.4, the data that are included in 
analysis are collected by EMS only, and the vehicle types are restricted to 
Euro 6 buses and trucks, and those vehicles are put into operation between the 
first week of 2016 and 2018. 

2.2 Data Format 
Along a vehicle’s lifetime, a number of snapshots are taken over time, in 
which the raw data of the variables are stored. Most of the variables are 
aggregated data1 and stored as histogram. In the case of DPF load, it is divided 
into several ranges of values from zero to the maximum load, and the amount 
of time spent in each range is stored2. However, when building machine 
learning models, the type of data is either numerical or categorical. To fit the 
histograms into predictive models, in this project, they are transformed into 
numerical values by weighted average. After the transformation, one single 
value is stored in one snapshot for each operational variable, and the value 
represents the average value of the variable before the snapshot is taken.  

On top of that, for each feature variables, only the value in the last snapshot 
is taken, which is the overall average along the lifetime of the vehicle. The 

 
1  A few numbers are momentary variables. The common momentary variable names are 
documented, and they are excluded in analysis. 
2 There are three variables representing DPF load in the ECUs, which are ‘DPF_Diff_Press’, 
‘RelativeSootLoad_Perc’, and ‘Eng_General_Matrix12C_x’. The first one is commonly 
recorded in all vehicles, but the bucket sizes in the histogram are too wide and most of the 
measurements fall into the same bucket, therefore the actual DPF load cannot be well reflected. 
The second one has smaller bucket sizes but it is not commonly recorded. The third one, which 
combines the advantages of the first two, is chosen as the representative of DPF load. 
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overall averages serve as a general description of a vehicle’s operation mode. 
For the target variable, each histogram is subtracted by the histogram in the 
previous snapshot, and the weighted average is calculated on the difference 
for each snapshot, which is the average DPF load during the time when the 
last snapshot is taken till the current one. The load, in general, should increase 
over time, and the slope of the DPF load increase over mileage is calculated 
by linear regression, as described in 3.2.1, and the slope means the increasing 
rate. In this case, the data are treated into a two-dimensional array, and the 
objective is to predict the increasing rate according to vehicles’ operation 
mode.  

2.3 Data Calibration 
Before the averages and the increasing rate are calculated, the raw data has to 
be verified and corrected.  

2.3.1 ECU Flash 
ECU flash is a behaviour of the ECUs that occurs on occasion. When it 
happens, the previous records in all histograms will be erased and the value 
for all variables will start aggregating from zero, which means the information 
about the past will no longer be included in the snapshots taken afterwards.  

The ECU flash is detected by observing the values in the buckets of 
histograms. As the data are aggregated, the value in each bucket of histograms 
should never decrease over time. Therefore, if a number of buckets witness 
value smaller than in the previous snapshot, it is regarded as an ECU flash. 
The reason why it has to be several bucket-value decreases than a single one 
is that there can be a few momentary variables that are not documented and 
included in analysis by accident, and the value for momentary variables can 
be arbitrary and do not have to increase over time. 

When there is an ECU flash, the data has to be corrected by adding the 
previous value, as illustrated in Figure 2-1. 
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After correction for ECU flash, the value in the buckets will never decrease, 
and the weighted average in the last snapshot can better represent the overall 
characteristic. 

2.3.2 DPF Change 
When a vehicle drives for a long time, the DPF load percentage can be high, 
thus the DPF has to be changed. Vehicles can experience several DPF changes 
along their lifetime, which mean a vehicle’s lifetime may contain several 
DPF’s lifetime. Normally there is a snapshot taken with the DPF change, and 
the records for DPF changes are retrieved in Scania’s database.  

To treat each DPF’s lifetime as an independent period, when a DPF 
changes, the records in the ECU will be erased intentionally. The operational 
history of a vehicle is then divided into several independent DPF periods, and 
each DPF period is regarded as one training sample in the machine learning 
models. 

2.4 Limitations 
When transforming histograms into numerical values, calculating weighted 
average potentially losses some information. For instance, two different 
histograms representing two different operation mode can have the same 
weighted average, see in Figure 2-2. As for data correction, the method to 
detect ECU flash is not a gold standard, and the records for DPF changes in 
Scania’s database are not complete, therefore it is inevitable to introduce some 
minor noises to the data.  
 

Figure 2-1: An illustration of ECU flash and how the data are corrected. The plot is 
the value of a bucket in a histogram. Each dot represents a snapshot. The subtle line 
below is the stored value, and the dashed line on the top is the corrected value. 

Figure 2-2: An example of two histograms with totally different 
behaviour but the same weighted average. 
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3 Theory 

This chapter introduces the feature selection and prediction methods that are 
implemented. 

3.1 Feature Selection 

The purpose of feature selection is to select relevant and non-redundant 
features to achieve better performance on the analytical model. This section 
describes the methods to reduce redundancy and select related features.  

3.1.1 Variance Inflation Factor 
Redundancy exists as some features can be represented by other features. 
Multicollinearity [12], which refers to the linear relationships among two or 
more variables, is a representation of linear redundancy. If perfect 
multicollinearity exists among some variables, then each can be exactly linear 
represented by the others.  

Variance inflation factor (VIF) [12] is a popular tool to diagnose 
multicollinearity. VIF measures how much variability of an explanatory 
variable can be explained by the rest due to correlation among them. 
Considering a general linear regression problem 푌 = 푋훽 + 휀, where 푌 is a 
𝑁 × 1 vector of response variables, 푋 is a 𝑁 × (𝑀 + 1) dimensional matrix 
of explanatory variables with the first column consisting of ones, 훽 is a (𝑀 +
1) × 1 vector of regression coefficients, and 휀 is a 𝑁 × 1 vector of error. For 
each explanatory variable, 

푉𝐼𝐹 =
1

1 − 𝑅
, 푖 = 1, … , 𝑀 − 1, (3. 1) 

 
where 𝑅  is the coefficient of determination obtained by fitting a regression 
model for 푋  on the other explanatory variables. A large 푉𝐼𝐹  indicates 푋  can 
be well linear represented by some other variables, while a small 푉𝐼𝐹  means 
푋  is mostly linear independent with others. A general threshold to determine 
large or small is from 5 to 10 [13], which in term implies the 𝑅  is from 0.8 
to 0.9. 
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3.1.2 Pearson Correlation Coefficient 
Considering a pair of vectors 푋 and 푌 with continuous values 푥  and 푦 , the 
Pearson correlation coefficient (PCC) [1] is defined as: 

 𝑅 =
푐표푣(푋, 푌)

푣푎푟(푋)푣푎푟(푌)
, (3. 2) 

 
where 푐표푣 denotes covariance and 푣푎푟 denotes variance. The estimation of 𝑅 
is given by: 

𝑅 =  
∑ (푥 − 푥̅)(푦 − 푦)

∑ (푥 − 푥̅) ∑ (푦 − 푦)
, (3. 3) 

 
where 푥̅ is the mean of 푋, and 푦 is the mean of 푌. 

The value of 𝑅 ranges from -1 to 1, the closer the absolute value of 𝑅 is to 
1, the stronger correlation there is between 푋 and 푌, and if 𝑅 = 0, then 푋 and 
푌 are completely linear independent.  

3.1.3 Analysis of Variance 
Analysis of variance (ANOVA) [14] is a statistical technique used to analyse 
the differences among group means in a sample. It provides a statistical test 
of whether the variance is significantly different among and within groups.  

ANOVA tests the null hypothesis 𝐻  that the population means of all 
sample groups are the same, and the alternative hypothesis 𝐻  is that not all 
group means are equal [15]. ANOVA produces an F-statistic, which is the 
ratio of between and within group variance. The formula for the F-statistic is 
defined as: 

𝐹 =  
𝐼푛푡푒푟푔푟표푢푝 푣푎푟푖푎푛푐푒
𝐼푛푡푟푎푔푟표푢푝 푣푎푟푖푎푛푐푒 =  

1
𝐾 − 1 ∑ 푛 (푋 − 푋)
1

𝑁 − 𝐾 ∑ ∑ 푋 − 푋
, (3. 4) 

 
where 𝑁 is the size of the total population; 𝐾 is the number of groups; 푛  is 
the number of observations in group i; 푋  is the mean value of group i; 푋 is 
the mean value of the total population; and 푋  is the jth observation in group 
i. The F-statistic will be large if the intergroup variance is relatively larger 
than the intragroup variance, which is unlikely that the population mean of all 
sample groups are the same. In general, if the observed F-statistic is larger 
than a critical value determined by F distribution, then the null hypothesis is 
rejected. 
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3.1.4 Mutual Information 
In probability theory and information theory, mutual information (MI) [16] is 
a measurement of relatedness between variables. Compared to PCC, MI can 
capture any kind of relationships between two variables, and it quantifies the 
amount of information obtained about one variable when the other one is 
observed.  

MI is closely tied with Shannon entropy [17], which is basically a measure 
of uncertainty of random variables. Given a discrete random variable 푋 
having 풳  alphabets with probability density function denoted as 푝(푥) =
푷풓풐풃풂풃풊풍풊풕풚{푋 = 푥}, 푥 ∈ 풳, the entropy of 푋 can be defined as: 

𝐻(푋) =  − 푝(푥) log 푝(푥)
∈풳

. (3. 5) 

 
In case of two random variables 푋 and 푌, the joint entropy is defined as: 

𝐻(푋, 푌) =  − 푝(푥, 푦) log 푝(푥, 푦)
∈풴∈풳

, (3. 6) 

 
where 푝(푥, 푦) is the joint probability density function of 푋 and 푌. When one 
variable is known and the other is not, the remaining uncertainty can be 
described by conditional entropy: 

𝐻(푋|푌) =  − 푝(푥, 푦) log 푝(푦|푥)
∈풴∈풳

. (3. 7) 

 
The common information of 푋 and 푌 is the mutual information between 

them: 

𝐼(푋, 푌) =  푝(푥, 푦)
∈풴

log
푝(푥, 푦)

푝(푥)푝(푦)
∈풳

. (3. 8) 

 

A large amount of mutual information between 푋 and 푌 means that they 
are highly related. On the other hand, if 푋 and 푌 are completely independent, 
then 푝(푥, 푦) = 푝(푥)푝(푦), and therefore log 푝(푥, 푦)/푝(푥)푝(푦) = log 1 = 0, 
I(X; Y), the mutual information between 푋 and 푌, equals 0.  

The relationship between mutual information and entropy can be described 
as: 

𝐼(푋, 푌) = 𝐻(푋) + 𝐻(푌) − 𝐻(푋, 푌) (3. 9) 
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For continuous random variables, the entropy and mutual information is: 
𝐻(푋) = − 푝(푥) log 푝(푥) 푑푥, (3. 10) 

𝐼(푋, 푌) = 푝(푥, 푦) log
푝(푥, 푦)

푝(푥)푝(푦) 푑푥푑푦 . (3. 11) 

 
In regression problems, the input features and output target are usually 

continuous variables, and in classification problems, though the output classes 
are discrete, the input features are still mostly continuous. For discrete 
variables, the probability distribution can be easily estimated by counting the 
number of occurrences of each value. For continuous variables, though the 
mutual information can be calculated by Eq. (3.11) , it is practically not 
possible to find the probability density function of 푋 and 푌 to perform the 
integrations. The most straightforward and widespread approach to deal with 
it is to partition the continuous value into several discrete bins [18], then 
estimate the mutual information as discrete ones. One common criteria of 
conducting the partition is to find the nearest neighbours [18] [19]. 

Considering space 푍 = (푋, 푌) , for each data point 푧 = (푥 , 푦 ), 푖 =
1, … , 𝑁 , rank its neighbours by distance 푑 , = 푧 − 푧  = max 푥 −
푥 , 푦 − 푦 . The entropy 𝐻(푋) is then estimated by the average distance 
to the 푘th nearest neighbour over all 푥 . 𝐻(푌) and 𝐻(푋, 푌) can be estimated 
the same way, and the mutual information can be calculated according to Eq.  
(3.9). 

 Denote 휀(푖) as the distance between 푧  to its 푘th nearest neighbour, 휀 (푖) 
and 휀 (푖) the distance projected in the 푋 and 푌 direction. Count the number 
of points with distance to 푧  less than 휀 (푖) in the 푋 direction (including the 
푘th neighbour) as 푛 (푖), same for 푦 instead of 푥. For each data point, a value 
𝐼  can be calculated: 

𝐼 = 휓(𝑁) − 휓 푛 (푖) − 휓 푛 (푖) + 휓(푘), (3. 12) 

where 휓(∙)  is the digamma function [20], 휓(푡 + 1) = 휓(푡) + 1/푡 , and 
휓(1) = −𝐶, where 𝐶 = 0.5772156 … is the Euler-Mascheroni constant. The 
mutual information can then be estimated by averaging 𝐼  over all data points: 

𝐼(푋, 푌) = 휓(𝑁) − 〈휓(푛 )〉 − 〈휓 푛 〉 + 휓(푘). (3. 13) 

3.2 Prediction 
Prediction means using the input feature vector 풙 to predict the target value 푦. 
The predictive model is trained on a set of input vectors and a list of 
corresponding target value. When the targets are continuous values, the 
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problem is called regression, when the targets belong to discrete classes, it is 
called classification. This section presents some regression and classification 
methods. 

3.2.1 Ordinary Least Square Linear Regression 
Ordinary least square (OLS) [21] is a basic method to estimate unknown 
parameters in a linear regression model. It tries to minimize the squared sum 
of the deviations of predicted values and observed values.  

Considering 푌 = 푋훽 + 휀, the OLS minimizes the cost function: 

𝐽 =
1
𝑁 푌 − 푋( )훽 − 휀 , (3. 14) 

 
where 푋( ) = (푋 ( ), 푋 ( ), … , 푋 ( )). When the optimum coefficient vector 
훽 is obtained, the estimated value of a new input 푋  is then 푋 훽. 

3.2.2 LASSO 
LASSO [22], short for Least Absolute Shrinkage and Selection Operator, is a 
linear regression technique that performs L1 regularization. On top of OLS, 
LASSO adds a L1-norm penalty to the cost function: 

𝐽 =
1
𝑁 푌 − 푋( )훽 − 휀 + 휆‖훽‖ , (3. 15) 

 
where ‖훽‖ = ∑ |훽 | , and 휆  is a tuning parameter which controls the 
significance put onto the penalty term. L1 regularization shrinks the 
coefficients, and it can lead to a sparse model with some coefficients become 
zero and eliminated. As 휆 increases, more coefficients would be set to zero, 
but more bias would be introduced into the model.  

3.2.3 Support Vector Machine 
Support vector machines (SVMs) [23] are a set of supervised learning models 
that can be used for both classification and regression problem. The basic idea 
of SVM originates from binary classification problem. A two-dimensional 
illustration of a classification problem is presented in Figure 3-1. The crosses 
and circles are two different classes and can be regarded as either having the 
property of 푦 = 1 or 푦 = −1 respectively. Suppose there is a hyperplane 
that can separate the two classes, 흎 풙 + 푏 = 0, where 풙 ∈ ℝ  is the input 
pattern of the data points, 흎 ∈ ℝ  is the coefficient vector, and b is the 
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intercept. Then a new data point 풙  can be classified as either ‘cross’ or 
‘circle’ according to the sign of 흎 풙 + 푏. The problem is to find good value 
of 흎  and 푏. An ideal separation gives that: 

흎 풙 + 푏 ≥ 1   for  푦 = 1, (푖. 푒. 푡ℎ푒 푐푟표푠푠푒푠) (3. 16) 
      흎 풙 + 푏 ≤ −1   for  푦 = −1  (푖. 푒. 푡ℎ푒 푐푖푟푐푙푒푠). (3. 17) 

 
The optimal hyperplane should separate the two classes as distinctly as 

possible, which means the margin between 흎 풙 + 푏 = 1 and 흎 풙 + 푏 = −1 
should be as large as possible. From basic linear algebra, the width of the 
margins is 2/|흎|. To find the optimal 흎  and 푏 is then to solve the problem: 

푚푖푛
흎,

  
1
2  흎 흎 (3. 18) 

subject to  푦 (흎 풙 + 푏) ≥ 1, 푖 = 1,…, 𝑀. 
 
The data points lie on the margins are called support vectors.   

In practice, however, all data points cannot be separated without error as 
there may not be a clear demarcation line between the classes and some of the 
data points could just be outliers. In this case, some data points should be 
allowed to across the separation plane and violate Eq. (3.16)--(3.17). The 
ideal hyperplane should then separate with minimal number of errors. To do 
this, a soft margin hyperplane solution is introduced [23]: 

푚푖푛
흎,

  
1
2  흎 흎 + 𝐶 휉 (3. 19) 

subject to  푦 (흎 풙 + 푏) ≥ 1 − 휉   

Figure 3-1: An example of a separable problem in a 2-dimensional space. The 
support vectors, marked with grey squares, define the margin of largest separation 
between the two classes. Adopted from [23]. 
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               휉 ≥ 0, 푖 = 1,…, 𝑀, 
 
where 휉 = max(0, 1 − 푦 (흎 풙 + 푏)) is a hinge loss function, 𝐶 > 0 is a 
constant which determines the emphasis put on the penalty of errors.   
 
The above explained the situation of linear separations. When it comes to 
nonlinear cases, a nonlinear function 휙(∙) is applied to the input 풙 to project 
it to a higher dimensional space, see Figure 3-2 for example. This is called 
kernel trick [23] [24]. The primal optimisation problem is then changed to: 

푚푖푛
흎,

  
1
2  흎 흎 + 𝐶 휉 (3. 20) 

subject to  푦 (흎 휙(풙 ) + 푏) ≥ 1 − 휉   
               휉 ≥ 0, 푖 = 1,…, 𝑀. 

 

 
Due to the possible high dimensionality of the coefficient vector 흎, the 

following dual problem is solved instead: 

푚푖푛
휶

  
1
2 휶 𝑄휶 − 풆 휶 (3. 21) 

subject to 풚 휶 = 0, 
0 ≤ 훼 ≤ 𝐶, 푖 = 1,…,𝑀, 

 
where 풆 = [1,…,1]  is a vector of ones, 𝑄  is an 𝑀  by 𝑀  positive 
semidefinite matrix, 𝑄 ≡ 푦 푦 𝐾(풙 , 풙 ), and 𝐾 풙 , 풙 ≡ 휙(풙 ) 휙(풙 ) is 
the kernel function. Typical choices of kernel function include Gaussian radial 
basis function (RBF) 𝐾 풙 , 풙 = exp(−훾 풙 − 풙 ) , polynomial 
𝐾 풙 , 풙 = (풙 풙 + 1) , where 훾, 푑 are user defined parameters [25]. 

Figure 3-2: Nonlinear classifier using kernel trick. Adopted from [36]. 
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After problem (3.24)  is solved, using the primal-dual relationship, the 
optimal 흎 satisfies 흎 = ∑ 푦 훼풊휙(풙 )푴

풊 ퟏ , and the decision function is: 

sign 흎푻휙(풙) + 푏 = sign 푦 훼풊𝐾(풙 , 풙) + 푏 . (3. 22) 

 
SVMs can also be applied to regression problems [24] [26], which is called 

support vector regression (SVR). See Figure 3-3, in SVR, a margin of 
tolerance 휀  is predefined, and residual within the tube of dotted line is 
regarded as 0, and the residual beyond the tube is defined as 휉 and 휉∗. The 
objective is to find the optimal 흎 and 푏 that minimise the total residual. The 
primal optimisation problem is: 

푚푖푛
흎, , , ∗  

1
2  흎 흎 + 𝐶 휉 + 휉∗ (3. 23) 

subject to  흎 휙(풙 ) + 푏 − 푦 ≤ 휀 + 휉  , 
                    푦 − 흎 휙(풙 ) − 푏 ≤ 휀 + 휉∗ 

           휉 , 휉∗ ≥ 0, 푖 = 1,…, 𝑀. 
 
The dual problem is: 

푚푖푛
휶,휶∗   

1
2

(휶 − 휶∗) 𝑄(휶 − 휶∗) + 휀풆 (휶 + 휶∗) − 풚 (휶 − 휶∗) (3. 24) 

Figure 3-3: An illustration of 1-dimensional SVR. 
Adopted from [37]. 
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subject to 풆 (휶 − 휶∗) = 0, 
0 ≤ 훼 , 훼∗ ≤ 𝐶, 푖 = 1,…,𝑀, 

 
where 𝑄 = 𝐾 풙 , 풙 ≡ 휙(풙 ) 휙(풙 ) is the kernel function.  
After solving (3.24), the approximation function is: 

(−훼 + 훼∗) 𝐾(풙 , 풙) + 푏. (3. 25) 

3.2.4 Multi-Layer Perceptron 
Multi-layer perceptron (MLP) is a class of feedforward artificial neural 
network (ANN) [27]. An MLP consists of three connected parts: input layer, 
hidden layers, and output layer, see Figure 3-4 for example. 

 

 
The input layer receives the data, and each unit in the following layers is 

called a neuron which receives the data from the previous layer and associate 
them with weighted connections. Each directed line represents the weight 
between the corresponding connection. Adding a bias to the weighed sum of 
the previous layer, the value is then sent to a nonlinear activation function to 
produce the output of the neuron. Common choices of activation functions 
include logistic sigmoid function 푓(푥) = 1/(1 + 푒 ) , hyperbolic tan 
function 푓(푥) = tanh(푥), and rectified linear unit function (ReLU) 푓(푥) =
max(0, 푥). Each neuron operates as a nonlinear transformation of the output 
of linear regression function, and together the MLP can perform nonlinear 

Figure 3-4: MLP with two hidden layers. Adopted from [36]. 
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classification and regression. In classification cases, each neuron in the output 
layer produces whether or not being each target class by calculating the 
probability. To train the model, the difference between the predicted value and 
actual value (error) will be propagated backwards to the neurons of the 
previous layer by apportioning according to the weights. Eventually the error 
will converge, and the weights will be adjusted to the optimum, then the class 
of a new instance can be obtained from the output layer by sending it to the 
input layer. 
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4 Methods and Implementation 

This chapter gives the details about the data structure and implementation of 
feature selection and prediction algorithms. The criteria for evaluating the 
quality of selected feature subsets and predictive models is provided in the 
end. 

4.1 Data Preparation 
The data is collected from Scania’s data lake and treated into a 2-dimensional 
numerical array as described in Chapter 2. The array is stored as Pandas [28] 
dataframe. One thing notable is that there are a lot of missing values in the 
dataframe. This is because the set of operational measurements collected in 
different vehicles can have slight difference. To address the missing values, 
first, for any variable or column, if there are more than 20% missing value, 
this variable is dropped; then for any sample or row, if there is any missing 
value, then this row is dropped. Besides, for the target variable, the increasing 
rate of DPF load which theoretically should be positive, if it is negative, the 
sample is dropped. The procedure is illustrated in Figure 4-1. 

Stage I Stage II Stage III Stage IV 
Figure 4-1: An illustration of how the data are pre-processed from stage I to IV. The 
last column to the right represents the target variable, increasing rate of DPF load, 
where blue bricks means positive value, and yellow means negative. Other columns 
represent the feature variables, where shaded bricks mean missing values. In each of 
the first three stages, the parts in the red boxes are dropped. The data in stage IV is 
what is used for later analysis. 



24 
 

The final dataset, after cleaning, contains 15369 rows, each of which 
represents an independent DPF period, and there are 133 columns representing 
the variables. Among the 133 variables, the target variable is the increasing 
rate of the DPF load along the period, the other 132 are the calculated 
operational measurements which are regarded as feature variables. Since 
different measurements can have different units thus different scale, and they 
may not contribute equally to analytical models, each of the 132 features is 
standardized by removing the mean and scaling to unit variance as: 

푥 =
푥 − 휇

휎 , (4. 1) 

 
where 푥 is one of the sample values in 15369 instances, 휇 is the mean, and 휎 
is the standard deviation. The standardization is implemented by 
sklearn.preprocessing.StandardScaler function, where Scikit-Learn (sklearn) 
[29] is a Python module integrating machine learning algorithms. 

The objective is to predict the target variable according to the 132 
standardized features. One way of prediction is to estimate the exact value of 
the increasing rate. The other way is to tag the DPF periods into ‘High’ and 
‘Low’ classes according to the increasing rate beforehand and determine 
which class an unknown DPF period belongs to.  

4.2 Feature Selection 
Considering the dimensionality of the data, filter-based feature selection, 
which is more efficient, is the main focus of this thesis. Redundancy is first 
addressed, then different approaches to assess the relevance of features are 
applied, as in Figure 4-2. 

4.2.1 Multicollinearity 
Multicollinearity is diagnosed by VIF as described in Eq. (3.1). The threshold 
is set to 10, and the features with VIF higher than 10 are removed. This 

MI VIF Original  
feature set 

Non-redundant 
feature subset 

Relevant  
feature subset 

Relevant  
feature subset 

Relevant  
feature subset 

Figure 4-2: Workflow of filter-based feature selection. 
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procedure is done recursively. Each time the VIFs of all remaining variables 
are calculated, and the variable with the highest VIF is removed (break ties 
randomly) until the largest VIF is less than 10. The VIF is calculated using 
statsmodel.stats.outliers_influence.variance_inflation_factor function. 
Statsmodel [30] is a Python module that provides functions for statistical 
models. 

4.2.2 Filter-based Feature Selection 
Pearson Correlation Coefficient 
PCC measures the linear correlation between a pair of vectors of continuous 
values. The PCC between each feature and the target variable is calculated 
using the DataFrame.corr module in the Python package Pandas. As stated in 
3.1.2, the closer the absolute value of PCC is to 1, the stronger the linear 
correlation is between the specific feature and the target variable. After the 
PCCs are calculated, the features are ranked by the absolute value of the PCCs 
in the descending order. The features ranked on the top are selected. 

Analysis of Variance 
ANOVA, as described in 3.1.3, produces an F value which is the ratio of 
intergroup variability to the intragroup variability. The definition of groups 
are discrete variables, thus ANOVA here is used on classification problems. 
The population is divided into 2 groups according to the ‘High’ and ‘Low’ 
classes. An F value is calculated for each feature. If the F value is large 
enough, then there is strong enough confidence to reject the 𝐻 , therefore it is 
believed that the distribution of data is largely different in different groups and 
the corresponding feature can be used to predict which group a new input 
belongs to. 

The ANOVA F value is calculated using the 
sklearn.feature_selection.f_classif  function. An F value is calculated for each 
feature, and the features are ranked by their F values in the descending order, 
top selected. 

Mutual Information 
MI measures the relatedness of random variables. In addition to linear 
correlation, MI can capture any kind of relationships. As formulated in 3.1.4, 
the probability density function for discrete variables is estimated by counting 
the occurrence and for continuous variables by nearest neighbour method, the 
MI between each feature and the target is then estimated by Eq. (3.13). MI 
can be applied to both classification and regression problem. 

The MI is implemented by sklearn.feature_selection.mutual_info_classif 
and mutual_info_regression function. An MI score is calculated for each 
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feature, and the features are ranked by their MI scores in the descending order, 
top selected. 

4.2.3 Recursive Feature Elimination 
Recursive feature elimination [31] (RFE) is a wrapper-based feature selection 
method. Given a predictive model, it assigns weights, which are the 
coefficients of the model, to all features. The idea is to consider a smaller set 
of features recursively. In each turn, based on the weights, the least significant 
feature is removed from the feature set. The process is repeated until the 
desired number of features is reached.  

One limitation of RFE is that only linear models are applicable, since only 
in linear models, the coefficients of the features can be directly interpreted as 
importance. The RFE is implemented by sklearn.feature_selection.RFE with 
a linear estimator.  

4.3 Prediction 
Scikit-Learn is used to build regression and classification models: 

OLS regression: LinearRegression(),  
LASSO regression: Lasso(), 
SVM regression with RBF kernel: SVR(kernel=’rbf’), 
SVM classification with linear kernel: SVC(kernel=’linear’), 
SVM classification with RBF kernel: SVC(kernel=’rbf’), 
MLP classification: MLPClassifier(). 

Each of the prediction models is applied to different feature subsets. The 
parameters in the models is set the same for different feature subset, except 
for the size of hidden layer in MLP.  

There has been extensive researches on how to determine the size of hidden 
layers in MLP [32] [33] [34], but there is not a perfect way to do so by just 
looking at the number of inputs and outputs. Some rule-of-thumbs methods 
are: 

1. The number of hidden layer neurons are 2/3 (or 70% to 90%) of the 
number of the input layer. 

2. The number of hidden layer neurons should be between number of the 
input layer and the output layer. 

3. The total number of hidden layer neurons should be less than twice of 
the number of the input layer. 

Too many layers and neurons heavily increase the complexity of the model 
and may result in overfitting. One or two hidden layers in general are sufficient 
for nonlinear problems [32]. To limit the complexity of the models, only one 
hidden layer is implemented in the MLP, and the number of neurons is set to 
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90% of the number of input layer which is the number of the features, and the 
size of hidden layer is set to the same as the input layer size when the number 
of features is less than 10. 

4.4 Evaluation Criteria 
The quality of each feature subset is evaluated by the score of the regression 
or classification models, and the scores are obtained by 5-fold cross validation, 
see in 4.4.3. 

4.4.1 Regression 
For regression problem, the prediction results are evaluated using the 
coefficient of determination  

𝑅 = 1 −
∑

∑ ( ) , (4. 2)  

where 푦 = ∑ 푦  is the mean of the target value. 𝑅  represents the 
proportion of variance of the target that has been explained by the explanatory 
variables used in the model. The best possible score is 1, a constant model that 
always predict 푦 would get a 𝑅  of 0, and an arbitrarily bad predictor can 
result in negative score. 

4.4.2 Classification 
For classification problem, the results are usually analysed in the confusion 
matrix. Taking the ‘High’ as positive class, the idea of confusion matrix is 
illustrated below. 

Table 4-1: The illustration of confusion matrix in binary classification cases, where 
P means positive, N means negative, TP means True Positive, TN means True 
Negative, FP means False Negative, FN means False Negative. 

 
Predicted Class 

N P 

Actual 
Class 

N TN FP 

P FN TP 
 

Based on the confusion matrix, accuracy (ACC) is defined as: 

ACC =
TP+TN

TP+TN+FP+FN , (4. 3) 
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which measures the proportion of correct predicts, and recall, also known as 
true positive rate (TPR), is defined as: 

TPR =
TP

TP+FN , (4. 4) 

which means the proportion of positive class that is predicted correctly. 
Accuracy and recall are then used to evaluate the classification results.  

Another commonly used score is precision, which is the proportion of 
predicted positive class that is correct ( TP

TP+FP
). The reason to use recall instead 

of precision is that recall reflects the percentage of ‘High’ class that are found, 
and it is expected to find as much ‘High’ class as possible. The error of 
misclassifying ‘Low’ class into ‘High’ (FP) means the predicted increasing 
rate of DPF load is higher than actual, and it can make a DPF gets changed 
earlier than needed, which can lead to more maintenance cost. On the contrary, 
the error of misclassifying ‘High class into ‘Low’ (FN) can result in a DPF 
not changed when it is needed, which can lead to unexpected maintenance 
stops impairing the sustainable transport solution, therefore it is more 
unacceptable. 

4.4.3 K-Fold Cross Validation 
Cross validation is a common approach to assess how a predictive model 
perform in general. Basically, K-fold cross validation means doing train-test 
split on the dataset for 𝐾  times unrepeatably. The total set is randomly 
partitioned into 𝐾 equal sized subsets, of which one single subset is taken as 
test set and the other 𝐾 − 1 are the training data. This kind of train test split is 
repeated 𝐾 time, and each of the 𝐾 subsets are taken as test set for once.  

In later experiments, the 𝐾 is set to 5, and the model scores are the average 
score of the 5 subsets when they are taken as test set respectively. 
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5 Results and Analysis 

 
This chapter presents the experiment procedure and the results. Each 
predictive model is trained and tested with 5-fold cross validation, and the 
final score of the model is taken as the mean of the scores in each fold. 

5.1 Regression 
Among 132 feature variables, two of them with zero variance are discarded, 
and there remain 130 variables. 

5.1.1 Results 
Initiate with the 130 variables, after recursively removing the feature with the 
highest VIF until the largest VIF is less than 10, there remains 82 features. 
Feature selection with PCC and MI are applied to the 82 features respectively 
to obtain feature subsets. The size of subsets ranges from 10 to 40, step by 10. 
The results of different models on different feature subsets are shown in Table 
5-1. 

Table 5-1: The results of OLS, LASSO and SVR on different feature subset. The 
scores are the corresponding 𝑅  given in by Eq. (4.2). The scores in bold means it is 
higher than the other feature selection method.  

Number of 
features LASSO SVR OLS 

130 0.629 0.689 -7.6*1023 
82 0.596 0.673 -7.4*106 

 PCC MI PCC MI PCC MI 
40 0.588 0.593 0.659 0.657 0.603 0.609 
30 0.579 0.584 0.652 0.639 0.588 0.593 
20 0.496 0.576 0.389 0.581 0.499 0.581 
10 0.478 0.509 -0.009 0.017 0.479 0.512 
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For OLS, in particular, in the initial feature set, one split of the 5-fold cross 
validation score 0.675, and the other 4 score negative; in the 82-feature set, 4 
score close to 0.6, but the other one scores negative. See Table 5-2 for more 
information.  

Table 5-2: The detailed results of OLS regression on 5-fold cross validation. 
      Average 

Initial 
Set -2*1020 -7*1018 -4*1024 0.675 -3*1013 -7.6*1023 

82 
Features 0.626 -3.7*107 0.569 0.644 0.598 -7.4*106 

5.1.2 Analysis 
From the results, the following information can be observed. 

When LASSO is used: 
1. The regression scores decrease as the number of features decreases. 
2. Feature subsets selected with MI always perform better than with PCC. 
 
When SVR is used: 
1. PCC produces higher scores when there are at least 30 features, but 

when there are no more than 20 features, MI outperforms. 
2. The regression scores decrease as the number of features decreases; 
3. The top 20 and top 10 features selected by PCC cannot predict the 

target well. For MI, the top 20 features produce a fare score. 
 

When OLS is used: 
1. The initial set and the 82-feature set both produce negative regression 

scores, and those negative scores from the 5-fold cross validation are 
all with high magnitude, which means the predicted value deviate far 
from the true value. For the initial set, the model score is only 
acceptable on one out of five test cases, which indicates that those 130 
features with OLS are not able to characterise the data generically. 
Likewise, after filtering out redundant features by VIF, the remaining 
82 features cannot build a generalized OLS model neither, though there 
is improvement. 

2. The feature subsets selected by PCC and MI all perform better than 
without selection, but the scores decrease as the number of features 
decreases. 

3. The same as when LASSO is used, MI always outperforms PCC. 

In addition, when there are at least 30 features to train the models, SVR 
produces higher scores than OLS and LASSO, but when only the top 10 
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features are selected, SVR performs like an average estimator, while OLS and 
LASSO can explain around 50% of the variance of the target.  

The results from OLS imply that the initial feature set contains too many 
redundant and irrelevant features and they have severe negative impact on 
predicting the target variable. After dealing with the multicollinearity, the 
performance improves. It means that removing features according to their 
VIFs does filter out features that do not contribute to the predictive model, but 
there are still irrelevant features within the 82 that affect the generalizability 
of predictive models, and there is not sufficient evidence to conclude that all 
features removed by VIFs do not contribute to the model. 

Moving to LASSO and SVR, the results show that the initial feature set 
always produces the best regression score, which means these two regression 
methods are both tolerant to irrelevant or redundant features. Specifically, as 
introduced in 3.1.2, when training a LASSO model, some coefficients could 
be set to zero, which means that feature selection is embedded in the LASSO 
regression. Therefore, the coefficients in the LASSO model train with the 
initial 130 features are checked, and it is found that the numbers of coefficients 
that are not zero in the 5 train-test cases are 33, 33, 33, 33, 39 respectively, 
see in Table 5-3.  

Table 5-3: The number of coefficients that are not zero in the LASSO models from 
each of the 5-fold cross validation cases on different feature sets. 

      
130 33 33 33 33 39 
82 38 38 35 36 38 

40_PCC 26 27 25 28 28 
40_MI 30 29 26 29 29 
 
It means that from the 130 features, LASSO is capable of restricting the 

number of features to 33 or 39. Since the regression scores for the 82 features 
are lower than the initial 130 features, some of those 48 features removed by 
their VIFs should have positive impact on the model. Considering one of the 
features 푋  that is highly correlated with 푋 , and 푋  is consequently 
removed, but 푋  could be a better explanatory variable for the target 푌 than 
푋 . Therefore, dealing with redundancy and diagnosing multicollinearity with 
VIF have some drawbacks in this case.  

The regression scores with the feature subsets selected by PCC and MI 
indicates that they are both able to filter out features that are less relevant to 
the target and that mutual information, which is capable of capturing any kind 
of relationship, in general can select better features than linear correlation. 
Though in SVR, when the number of features is 30 or 40, features selected by 
PCC perform better than by MI, there is little difference in the regression 
scores, and when 20 features are used, MI much outperforms. And since SVR 
performs significantly better than OLS and LASSO when the number of 
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features is sufficient, it is reasonable to conclude that the relationship between 
the features and the target is better described as nonlinear. 

5.1.3 Discussion 
The previous sections presented that the best 𝑅  regression score for SVR 
reaches 0.689 and for LASSO reaches 0.629, their value distributions in 
boxplot are shown in Figure 5-1. 

 
Figure 5-1: The distribution of true target value and predicted values by LASSO and 
SVR when they produce best scores. 

 
Though they produce acceptable scores, the results are still limited. Most 

importantly, the target variable, which is the increasing rate of DPF load, is 
not supposed to have negative values, but LASSO and SVR both produce 
negative predicts. Besides, due to the nature of the target variable as it is a 
calculated one, the observed values probably deviate from the true one, and it 
is difficult to estimate the noises. This brings up the thinking that the 
predictability of the precise increasing rate is limited though, it would still be 
good to know whether the it is on average level or above average. 

Therefore, in the next section, the regression is transformed into a 
classification problem. The DPF periods are divided into two classes 
according to the target values. If the target value is larger than 0.0002, it is 
more likely for the DPF to be changed more frequently, then they are tagged 
‘High’ class, otherwise tagged ‘Low’ class. 
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5.2 Classification 
The number of instances in the ‘High’ class is 1793, and 13576 in the ‘Low’ 
class. Since the number of samples in different classes varies too much, 1793 
instances are randomly sampled from the ‘Low’ class. Hence, the total number 
of samples is reduced to 3586. The variance of feature variables is checked, 
and two with zero variance are removed, and there remain 130 features. 

5.2.1 Results 
Initiate with 130 features, multicollinearity is diagnosed with VIF recursively, 
and 78 variables are retained. Feature selection with ANOVA and MI are 
applied to the 78 features respectively to obtain feature subsets. The size of 
subsets ranges from 10 to 40, step by 10. The results of different models on 
different feature subsets are shown in Table 5-4. 

Table 5-4: The results of MLP, SVC with linear and RBF kernel on different feature 
subset. The scores are the corresponding recall (top) and accuracy (below) defined in 
4.4.2. The scores in bold means it is higher than the other feature selection method. 

Number of 
features MLP SVC(RBF) SVC(Linear) 

130 0.884 
0.880 

0.928 
0.903 

0.915 
0.905 

78 0.879 
0.867 

0.921 
0.896 

0.909 
0.901 

 ANOVA MI ANOVA MI ANOVA MI 

40 0.872 
0.864 

0.871 
0.866 

0.927 
0.898 

0.923 
0.900 

0.904 
0.897 

0.905 
0.898 

30 0.864 
0.858 

0.856 
0.861 

0.917 
0.896 

0.923 
0.901 

0.891 
0.891 

0.905 
0.899 

20 0.853 
0.837 

0.807 
0.800 

0.910 
0.895 

0.863 
0.855 

0.881 
0.885 

0.829 
0.843 

10 0.815 
0.816 

0.855 
0.848 

0.839 
0.839 

0.846 
0.842 

0.786 
0.820 

0.790 
0.823 

5.2.2 Analysis 
The results show that for any of those models trained with features selected 
by either ANOVA or MI, the models are in general able to predict the true 
class with an accuracy and recall of more than 80%, and some over 90%. 
However, the scores still slightly decrease as the number of features decreases.  

The performance of SVC with the nonlinear RBF kernel is slightly better 
than with linear kernel, but the linear SVC is also able to predict with accuracy 
and recall of over 90% when the number of features is adequate. It indicates 
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that the two classes can be well linear separated, which in turn accounts for 
the results that there is not considerable difference between the scores 
produced by ANOVA and MI. 

That the performance of MLP is less than SVC is probably due to the 
complexity of MLP models in terms of hidden layer size, activation functions, 
and more. A perfect choice of them requires extensive experiments. 

5.2.3 Discussion 
Feature selection as a pre-processing step significantly reduces the complexity 
of predictive models, but the drawback is evident that the accuracy and recall 
decreases. One explanation is that VIF and MI or ANOVA have already 
selected the features that are most relevant to the target, and some of the 
features that are filtered out can also help predict the target, but the 
contribution is so limited that can be omitted. Another explanation is that VIF 
and MI or ANOVA only selected part of the features that are most relevant to 
the target, and some important features are filtered out. For example, 
considering 푋  is an important variable to predict the target, but it is highly 
corelated with 푋  and 푋 , so 푋  is removed due to the high VIF value, 
however 푋  and 푋  do not have significant relatedness to the target, and they 
are later removed by MI or ANOVA, then one important factor to predict the 
target is completely lost. 

The second explanation brings up the question that is there any feature 
subset that can predict the target better than with the initial 130 features. In 
the next section, a wrapper-based feature selection method is used to retrieve 
relevant features according to predictive model. 

5.2.4 Recursive Feature Elimination 
As stated in section 4.2.3, only linear estimators are applicable to RFE. 
Therefore, SVC with linear kernel is used as the classifier. It is then tested 
with the initial 130 features. The number of retained features ranges from 10 
to 40, step by 10. Different classification models are then applied to different 
subsets, the results are shown in Table 5-5. 
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Table 5-5: The results of different classification models trained with different 
number of features selected by RFE. The score on the top is recall and below is 
accuracy. 

Number of  
features MLP SVC(RBF) SVC(Linear) 

40 0.875 
0.875 

0.926 
0.908 

0.927 
0.914 

30 0.877 
0.875 

0.930 
0.913 

0.930 
0.915 

20 0.884 
0.883 

0.928 
0.912 

0.922 
0.910 

10 0.911 
0.894 

0.929 
0.909 

0.920 
0.910 

 
The results show that it is actually possible to predict the target class with 

10 features. In addition, those accuracy and recall by those 10 features exceed 
that of the initial 130 features. By looking at the results of MLP, there is even 
a tendency that the scores can continue increasing as the number of features 
decreases to less than 10. Another experiment with the number of features, 
obtained by RFE with linear SVC, ranges from 1 from 9, step by 1, is added. 
The results are presented below. 

Table 5-6: The results of different classification models trained with less than 10 
features selected by RFE. The score on the top is recall and below is accuracy. 

Number of  
features MLP SVC(RBF) SVC(Linear) 

9 0.903 
0.899 

0.926 
0.909 

0.919 
0.909 

8 0.914 
0.904 

0.925 
0.909 

0.919 
0.910 

7 0.908 
0.904 

0.927 
0.910 

0.920 
0.910 

6 0.909 
0.898 

0.925 
0.912 

0.916 
0.907 

5 0.924 
0.905 

0.928 
0.913 

0.917 
0.906 

4 0.914 
0.902 

0.927 
0.909 

0.906 
0.900 

3 0.907 
0.885 

0.919 
0.888 

0.885 
0.874 

2 0.859 
0.862 

0.847 
0.861 

0.836 
0.859 

1 0.741 
0.787 

0.741 
0.787 

0.735 
0.787 
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From the above results, it is clear that only 4 or 5 features are needed to 

predict the target class with good accuracy and recall, and they exceed what 
is achieved using the initial 130 features.  

After checking the names of the top 5 features, it is found that in the pre-
processing step, 3 of them were discarded due to the high VIFs, which are 51, 
47, 17 respectively. This explains why features selected by MI and ANOVA 
can hardly outperform the initial set, because 3 of the 5 most important 
features has already been dropped. It in turn reveals why in section 5.2.1 at 
least 20 features are required to produce fair scores, because more features are 
needed to represent those 3 features. 
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6 Conclusions and Future Work 

6.1 Conclusions 
According to the results presented in chapter 5, it is feasible to draw the 
following conclusions. 

Based on the vehicle operational data collected from Scania’s data lake, 
1. Estimating the exact value of DPF’s load increasing rate is a more of a 

nonlinear regression problem, while the classes of whether the rate is 
high or not can be well linear separated.  

2. Feature selection with PCC, MI, or ANOVA as a pre-processing step 
are able to find the features that are related to the increasing rate. 
Besides, when the relationship between features and the target is 
nonlinear, MI performs better, otherwise does not have notable 
advantage.  

3. Filtering features by diagnosing multicollinearity can remove some 
features that do not contribute to the prediction, but it can also remove 
some features that are highly related to the target. The threshold of VIF 
needs more careful consideration, probably upgrading from 10 to a 
higher value.  

4. RFE, a wrapper-based feature selection method, can restrict the number 
of features to 5 while predicting whether the increasing rate of DPF 
load is high or not with an accuracy over 92%. Hence, to a degree, the 
reason why a DPF gets filled fast can be reflected in those five factors. 

6.2 Future Work 
This thesis project has mainly focused on feature selection as a pre-processing 
step. There are still parts that can be improved, such as the choice of threshold 
value of VIF can be better made, and the time complexity of different 
approaches can be taken into consideration. Besides, RFE with linear SVM 
has managed to find 5 most relevant features, but RFE is incompatible with 
nonlinear models. Though the linear SVM has fairly good accuracy, it is still 
not as good as the RBF kernel based SVM. Other wrapper-based feature 
selection methods like genetic algorithm that are compatible for any kind of 
learning models can be explored if execution time and computational 
resources allowed. 
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