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Abstract

Improving the Applicability of Variational Deep
Embedding in Unsupervised Large-Scale Data
Clustering
Wenfei Zhu

The purpose of the thesis is to apply deep clustering (DC) on King's 
player segmentation. To that end we propose six crucial properties a DC 
needs to meet in the context of big data applicability. We implement our 
method based on VaDE (Variational Deep Embedding) together with four 
improvements to meet the six criteria, the method is called S3VaDE, a 
simple, stable and scalable VaDE. The experiments investigate the 
accuracy, stability and scalability between S3VaDE and VaDE on three 
benchmark datasets. The results show that S3VaDE outperformed state-of-
the-art. In the thesis, we also demonstrate how to do model selection by 
visualizing latent space. We then apply S3VaDE on King's dataset and 
interpret the clusters with three KPIs, player engagement, skill level 
and monetization. The analysis shows that the clusters are balanced and 
interpretable. The investigation further shows that the model is stable 
during fine-tune.

Tryckt av: Reprocentralen ITC
IT 20 086
Examinator: Mats Daniels
Ämnesgranskare: Olle Gällmo
Handledare: Lele Cao, Sahar Asadi



Acknowledgements

I would like to thank King for giving me the chance to do this master thesis,
it was really nice to work with the AI R&D team. Especially thanks to my
company supervisor Lele Cao and Sahar Asadi for their guidance, support
and effort put into this thesis through the whole process. I really appreciate
the discussion and good ideas they provided on academic questions and their
encouragement when the thesis was stuck. I also would like to thank my uni-
versity supervisor Olle Gällmo for the feedback on the thesis and answering
all my questions. I want to thank Uppsala university for giving me a nice
learning and research experience. Finally, I would like to thank my parents
for their trust and support.

1



Contents

1 Introduction 4
1.1 Objective . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
1.2 Scope . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.3 Research Questions . . . . . . . . . . . . . . . . . . . . . . . . 7
1.4 Tasks and Contributions . . . . . . . . . . . . . . . . . . . . . 7
1.5 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2 Fundamentals 11
2.1 Artificial Neural Networks . . . . . . . . . . . . . . . . . . . . 12
2.2 Convolutional Neural Networks . . . . . . . . . . . . . . . . . 14
2.3 Autoencoders . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.3.1 De-noising Autoencoders . . . . . . . . . . . . . . . . . 18
2.3.2 Variational Autoencoders . . . . . . . . . . . . . . . . 19

2.4 Gaussian Mixture Model . . . . . . . . . . . . . . . . . . . . . 22
2.5 Variational Deep Embedding (VaDE) . . . . . . . . . . . . . . 25
2.6 Other Important Concepts . . . . . . . . . . . . . . . . . . . . 27

2.6.1 Data Normalization . . . . . . . . . . . . . . . . . . . . 28
2.6.2 Learning Rate and Learning Rate Scheduling . . . . . . 28
2.6.3 Optimizer . . . . . . . . . . . . . . . . . . . . . . . . . 29
2.6.4 Activation function . . . . . . . . . . . . . . . . . . . . 29

3 VaDE Applicability Problems and Solutions 30
3.1 Architecture improvements . . . . . . . . . . . . . . . . . . . . 30
3.2 γ-Training: Reproduce the Results with Milder Volatility . . . 31
3.3 β-Annealing: Improve the Quality of Latent Disentanglement . 34
3.4 Scale to Large-scaled Datasets . . . . . . . . . . . . . . . . . . 35
3.5 Inverse Mini-batch Min-max Rescaling: Lifting the Curse of

NaN Losses . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36
3.6 The Proposed S3VaDE Algorithm . . . . . . . . . . . . . . . . 37

2



4 Experiments and Explorations 39
4.1 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

4.1.1 MNIST . . . . . . . . . . . . . . . . . . . . . . . . . . 40
4.1.2 InertialHAR . . . . . . . . . . . . . . . . . . . . . . . . 40
4.1.3 Fashion . . . . . . . . . . . . . . . . . . . . . . . . . . 41
4.1.4 King10M . . . . . . . . . . . . . . . . . . . . . . . . . . 42

4.2 Experimental Environments and Setup . . . . . . . . . . . . . 43
4.2.1 Hyper-parameters . . . . . . . . . . . . . . . . . . . . . 44

4.3 Evaluation Metrics . . . . . . . . . . . . . . . . . . . . . . . . 45
4.3.1 Clustering accuracy . . . . . . . . . . . . . . . . . . . . 45
4.3.2 V-measure . . . . . . . . . . . . . . . . . . . . . . . . . 46
4.3.3 Calinski-Harabasz score . . . . . . . . . . . . . . . . . 46
4.3.4 Silhouette score . . . . . . . . . . . . . . . . . . . . . . 47
4.3.5 Davis-Bouldin score . . . . . . . . . . . . . . . . . . . . 47

4.4 Clustering Stability and Accuracy . . . . . . . . . . . . . . . . 48
4.5 Training Scalability . . . . . . . . . . . . . . . . . . . . . . . . 49

4.5.1 GMM initialization batch size . . . . . . . . . . . . . . 49
4.5.2 Time consumption of GMM initialization . . . . . . . . 53

4.6 Unsupervised Model Selection . . . . . . . . . . . . . . . . . . 54
4.6.1 Correlation among clustering metrics . . . . . . . . . . 54
4.6.2 Disentanglement of latent embedding . . . . . . . . . . 57

4.7 Exploring Large-scale Unlabeled Dataset . . . . . . . . . . . . 62
4.7.1 Model Interpretation without Label . . . . . . . . . . . 64
4.7.2 Cluster Continuation and Consistency: Finetuning In-

stead of Retraining . . . . . . . . . . . . . . . . . . . . 64

5 Conclusion and Future Work 69
5.1 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69
5.2 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
5.3 Sustainability, Ethics, and Social Issues . . . . . . . . . . . . . 72
5.4 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

3



Chapter 1

Introduction

With the rapid growth and increasing of performance of mobile devices such
as mobile phones and tablets, and the development of mobile internet such
as 5G, the mobile game market has witnessed a booming of not only the
amount but also a variety of mobile games 1. From casual games, for instance,
Candy Crush Saga (CCS) 2 to massively multi-player online games such as
PlayerUnknown’s Battlegrounds mobile, more and more people are spending
more and more time on mobile games.

CCS is considered one of the first and most successful free-to-play match-
three puzzle video games released by King 3, one of the leading interactive
entertainment company in the mobile gaming domain. It has 249 million
monthly active users as of Q3 2020 across Facebook, web 4 and mobile plat-
forms. King is best known for its four franchises, Candy Crush, Bubble
Witch, Farm Heroes and Pet Rescue. There are three other titles in the
Candy Crush franchise, Candy Crush Soda Saga, Candy Crush Jelly Saga
and Candy Crush Friends Saga.

As the competition among mobile games of the same type becomes in-
tense than ever, understanding and retaining players has become increasingly
important. However, most of the incentives of developing innovative game
features are usually driven by an integral player view, hence will not be
able to optimize player experience the same way for different groups players.
King, as a company considers it vital to encourage various player segments to
help it understand players in different perspective including retention, churn,
conversion and so on. With segmentation, game team can keep players by

1https://www.appannie.com/en/insights/mobile-gaming/gaming-is-revolutionizing-
business

2https://king.com/game/candycrush
3https://king.com/
4https://king.com/games
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creating fun and engaging experiences for each individual player group and
create relevant game contents.

Clustering algorithms aim at grouping a set of data points into clusters
in a way which data points that are in the same group should have similar
properties, while data points in different groups should have highly dissimilar
properties. It is a method of unsupervised learning because we have no
prior knowledge of which cluster a datapoint should be. In our case, we do
not know in which cluster a player belongs to before learning. Supervised
learning is done using ground truth, or in other words, labels. The aim
is to approximate the mapping function so that when we have new input
data we can predict the output variables for that data. On the other hand,
unsupervised learning does not have labeled outputs, so its goal is to infer
the hidden structure or distribution in the data.

The traditional rule-based clustering by data analysis requires a lot of
manual efforts and domain expert knowledge. With the help of big data,
player segmentation is feasible by applying unsupervised clustering method-
ologies in machine learning. Unlike the rule-based clustering process, cluster-
ing algorithms reveals the player groups that naturally exist within the player
population without applying business rules or knowledge. Some common
clustering algorithms include K-means [25], hierarchical [29], spectral [46]
and graph [58] based methods.

1.1 Objective

The aim of the thesis is to investigate the feasibility of applying the current
state-of-the-art clustering methods for King’s player segmentation. To apply
the methods in industry, the methods must fit the criteria of scalability and
stability. The methods must fit large scaled dataset, which means it must
support mini-batch during training. Initialization of variables using all train-
ing data is not applicable since the industrial training data can be so big that
computer memory cannot fit them all. Clustering results shall be stable in
terms of unsupervised clustering accuracy. In industrial unsupervised tasks,
labels are often missing, if the accuracy is not stable, best performance model
selection is required and it is time-consuming and often hard to conduct.

Despite the high evaluation scores achieved by deep clustering(DC) [43]
approaches reported over a few benchmark datasets, it has not found its easy
way into automatically generating valuable insights from big-and-dynamic
industrial data feeds. We empirically discovered that the following proper-
ties turn out to be critical for industrial engineers and business analysts to
actively adopt deep clustering as a part of their toolbox.
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R1. Truly unsupervised: unavailability of ground-truth label should not
significantly compromise the credibility of model performance. Though
DC is commonly regarded as unsupervised, most approaches heavily
depend on labels for evaluation; and some methods like [16] even apply
on a small amount of label data to guide the learning process.

R2. Access to latent embedding: this is typically important for visualization
and interpretation of feature space; the learned embedding can also be
utilized as input for other machine learning applications developed in
the same organization, thus the embedding quality is crucial.

R3. Learnable cluster weights (the relative size of each cluster): it should
jointly learn the optimal cluster weights without enforcing any prior
assumption, which is also mandatory when sampling from generative
DC models.

R4. Simplicity: once implemented (in a preferably end-to-end manner, and
independent of any pre-trained model or sequential steps) and verified,
the manual operational cost stays constantly and continuously in a low
level.

R5. Scalability: the computational complexity and memory efficiency stays
largely invariant to both the dataset size and the number of clusters,
so that no special handling is required for datasets of large scales.

R6. Stability: coherent and favourable results with low variance is guar-
anteed from multiple executions of the same architecture with random
initializations, so as to avoid the necessity of time-consuming model se-
lection procedures when frequent and continuous retrain/finetune-ing
on newly accumulated data becomes inevitable.

1.2 Scope

Deep Clustering is an active field of research with a variety of state-of-the-
art methods. To limit the scope, the thesis will focus on VaDE (Variational
Deep Embedding)[28] and the implementation of the thesis is based on it.
Two other clustering algorithms DCEC(Deep Clustering with Convolutional
Autoencoders) [24] and IDEC(Improved Deep Embedded Clustering) [23] are
used as baseline work in this paper. DCEC added a convolutional layer on
IDEC and the paper of DCEC denotes that it outperforms IDEC on several
image datasets. Inspired by that, a convolutional layer is applied on VaDE in
this thesis. Apart from that, some improvements on VaDE model are applied
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to meet the criteria of industrial applications. Because of time constraints,
limited hyper-parameter search is performed.

1.3 Research Questions

This thesis tries to answer the following research questions:

1. Among different unsupervised clustering methodologies, which one po-
tentially has the best applicability on King’s player segmentation task?

2. For the selected approach, what are its limitations in terms of King’s
player segmentation? What are the simple solutions to improve its
limitations?

(a) For the selected approach from the state-of-the-art, how can we
improve its stability?

(b) For the selected approach from the state-of-the-art, how can we
improve its accuracy?

(c) To scale the selected method, can we reduce the sample size with-
out reducing stability and accuracy?

3. How does the proposed solution empirically perform comparing to the
state-of-the-art?

4. In a full unsupervised setup (no ground truth label), how can we prac-
tically perform model selection, interpretation, and iteration?

1.4 Tasks and Contributions

To answer the above questions, the following tasks needs to be carried out:

1. Prepare three public datasets comprised of vision data and time series
data. Public datasets are used as benchmarks to evaluate different
clustering methods.

2. Improve the current VaDE so that it can be applied to large-scale in-
dustry datasets; the method is called S3VaDE. Implement the method
on King’s Machine learning platform.

3. Conduct experiments on the benchmark datasets to investigate the
accuracy, scalability and stability of DCEC, VaDE and S3VaDE.
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4. Apply S3VaDE on King’s dataset and mimic fine-tune of the model,
interpret learned clusters.

The main contributions of the thesis are:

• This thesis explores the capability of the current state-of-the-art deep
clustering methods in industrial scenario.

• This thesis propose an improved VaDE (S3VaDE) to be applicable to
large-scale industrial tasks.

1.5 Related Work

Broadly speaking, user segmentation aims to gain extensive knowledge about
users in order to satisfy their needs, and to build customised relationships
with them [60]. There are many methods for user segmentation, business
rules method [5], quantile membership method [42], supervised clustering
with decision tree method [49], and unsupervised clustering method [18].
This thesis is focus on unsupervised clustering method.

The most commonly used unsupervised clustering methods are K-Means
Clustering[25] and Gaussian Mixture Model[7]. These methods are easy to
implement, fast and applicable to a wide range of problems. However, both
K-means and GMM lack consistency. K-means starts with random choice of
cluster centers, thus the results may vary depending on the choice of cluster
patterns. GMM parameter initialization may make the algorithm fall into
local optimal solution, therefore yields different clustering results. Moreover,
they tend to be ineffective when input dimensionality is high[57].

Spectral clustering [46] clusters points using eigenvectors of matrices de-
rived from the data. It generally performs better results than K-means
mainly because it does not make strong assumptions on the form of the clus-
ters. Different from K-means, which works well when the shape of data are
spherical , spectral clustering can solve other shapes of data like intertwined
spirals. Nevertheless, most spectral clustering algorithms are computation-
ally expensive for large datasets. This means they need special machines
with large memory for a dataset with more than a few thousands of points
which is not applicable for big dataset user segmentation.

To solve the problem of clustering large-scale datasets, extensive studies
have been conducted in the field of dimensionality reduction and feature
transformation. Dimensionality reduction can further be categorized into
feature extraction and feature selection. The aim of these methods is to map
the raw dataset into a new feature space which is more feasible to apply
current clustering algorithms.
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In feature extraction approach, features are projected into a new space
with lower dimensionality. Examples of feature extraction technique include
Principle Component Analysis [30], Singular-Value Decomposition [19] and
so on. On the other hand, feature selection aims to filter irrelevant or re-
dundant features and maximize relevance to the target. Popular feature se-
lection techniques include: Information Gain [65] and Relief [35], to name a
few. Both approaches can help reduce the computational complexity, shorten
learning time and increase learning performance by building a more gener-
alizable model. However, since feature selection methods usually require a
sufficient number of samples to obtain good results, scalability is an issue.
Yet, both approaches may be inappropriate if different clusters lie in different
subspaces [57].

Recently, people find that learning good representations plays an impor-
tant role in clustering tasks. A clustering-friendly data representation results
in a significant increase of clustering performance. Hence, deep neural net-
works feature transformation has been studied extensively. Among them,
deep embedding clustering (DEC) [62] is the first well-known deep clustering
method, making this field popular. It attracts most attention for its non-
linear embedding which is necessary for complex data, and it is less sensitive
to the choice of hyper-parameters. DBC [39] improves DEC by replacing
stacked autoencoder with convolutional autoencoder. Despite these merits,
the training of both DEC and DBC have two stages. The first stage leverages
autoencoder to learn a low-dimensional good representation of the data, the
second stage applies K-means on the representation. Since the clustering is
applied after a representation is learned, it may corrupt the feature space,
which leads to non-representative meaningless features and this in turn hurts
clustering performance. IDEC [23] is then proposed to solve this issue. It
jointly learns features latent space and performs clustering by adding re-
construction loss of autoencoder to the objective of the training. By doing
so, it outperforms DEC by a big margin. While IDEC doesn’t incorporate
convolutional layers, DCEC [24] is then proposed.

Although it’s conceivable to conduct clustering on good representation
instead of raw data points, it cannot model the generative process of data,
hence is not able to generate samples. Some recent works regarding deep
generative models are based on GAN [21] and VAE [34] respectively, includ-
ing CatGAN [56], InfoGAN [10] and VaDE [28], GMVAE [13]. Recently, a
study on VQ-VAE-2 [50] shows that its capability to generate high quality
high-resolution images is competitive to BigGan [8] and it overcomes the
shortcomings of lack of diversity and mode collapse seen in GANs. So the
confidence of generating good quality samples with variety is higher in VAE
models. The implementation of this thesis is based on VaDE. Compared to
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GMVAE, it is easier to implement and empirically generates better results.
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Chapter 2

Fundamentals

Before walking trough our baseline method VaDE, we consequently introduce
the basics of ANN in section 2.1, CNN in section 2.2, AE in section 2.3,
Denoising-AE in section 2.3.1, VAE in section 2.3.2 and GMM in section 2.4.
For the ease of reading, all math notations are summarized in Table 2.1.
In the table, fat upper case letters represent matrices, fat lower case letters
represent vectors and italic letters represent scalars.
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Notation Definition
X Original input

X̃ Original input with additive noise
x Original input of a sample

x(i) The i-th sample of dataset X
x̃ Input of a sample with additive noise
N Number of total samples of the dataset X
L Batch size in S3VaDE estimator
k GMM initialization steps
l GMM initialization batch size

D Dimensionality of x(i) and µx

c A certain cluster
C Total number of clusters
z Vector of latent representation
J Dimensionality of z, µc and σc
πc Weight of cluster c
µc Mean of cluster c
σc Covariance of cluster c
I Identity matrix

Table 2.1: The reference table of math notations.

2.1 Artificial Neural Networks

With the development of machine learning, many well-known applications
are made based on artificial neural networks (ANN). Some of the recent
products include Five, the first AI to beat the world champions in E-sports
Dota2 1; GPT-2 2, a language model which can generate coherent paragraphs
of text; recommendation systems trained by Netflix 3, Youtube 4 and other
media companies to recommend each user their favorite movies, TV shows
and music based on their history behaviour; speech recognition models such
as Siri and Alex to understand people’s commands better. Some of these
applications have already influenced people’s daily life. ANNs become so
popular because of it’s merit of being powerful and scalable, making them
a good tool to learn large and complex tasks. And this, is derived from the

1https://openai.com/projects/five/
2https://openai.com/blog/better-language-models/
3https://www.netflix.com/
4https://www.youtube.com/
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structure of ANN.
A feed-forward (signals flow only in one direction, from the inputs to

the outputs) ANN is called multilayer perceptron (MLP). It is constructed
by one input layer, one or more hidden layers and one output layer and is
fully connected to the next layer. MLP with more hidden layers are usually
called deep neural networks (DNN). The picture shows a fully connected feed-
forward deep neural network with two hidden layers. Each input connection
is associated with a weight and a bias neuron which outputs 1 all the time.

Figure 2.1: A fully connected feed-forward deep neural network

The training of an ANN is to find the right value for weights to minimize
the loss function. It is composed of forward and backward propagation.
The procedure to weight and sum the neurons of the previous layer, apply
an activation function and pass the value to the corresponding consecutive
layer’s neuron is called forward propagation. For example neuron a

(2)
1 in

picture 2.1 is computed as following:

z
(2)
1 = 1 · w(1)

10 + x1 · w(1)
11 + x2 · w(1)

12

a
(2)
1 = g(z

(2)
1 )

where

• w(k)
ij is the weight of the connection between the j-th neuron in layer k

and the i-th neuron in layer k + 1;

• z(k)i is the output value of the i-th node in layer k before applying the
activation function;
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• g() is the (non-linear) activation function;

• a(k)i is the value of i-th node in the k-th layer;

Back-propagation [54] is to calculate the weights updates to decrease the
discrepancy between the outputs of the neural network and targets from
output to input direction following a gradient descent approach. To be more
specific, it calculates the gradient of the error regarding the weights and
update the weights in the negative direction of the gradient. The formula to
update a weight of a neuron is as follows:

w
(k)′

ij = w
(k)
ij − η

∂L

∂w
(k)
ij

where:

• w(k)′

ij is the updated weight;

• w(k)
ij is the current weight;

• L is the loss function;

• η is the current learning rate;

Different optimization algorithms are used to adjust the weight of neurons
during each training iteration. One commonly adopted optimizer is Adaptive
Moment Estimation (Adam) [33].

2.2 Convolutional Neural Networks

Convolutional networks (CNNs) are neural networks that use convolution to
replace the regular matrix multiplication in at least one of their layers. [20].
CNNs are first implemented by Yann LeCun who introduced the LeNet-5
architecture to recognize handwritten numbers [38]. However, it was not
until a network called AlexNet [36] won the ImageNet Large Scale Visual
Recognition Competition (ILSVRC) [55] in 2012 until they gain substantial
public interest. The CNNs have then achieved high performance on some
complex visual tasks such as self-driving cars [4], object detection [51] and
video classification [32]. In addition, they also produce good performance
in speech recognition [1]. CNNs usually perform well on data with grid-like
topology, such as time-series data and image data.

The following section will briefly describe the basic operations involved
in CNNs which will be used in the experiments in this thesis.

14



The layers of a convolutional network have neurons arranged in 3 di-
mensions: width, height, channel. For gray-scale images there is only one
channel, for color images there are three which represent the R,G,B value
of the corresponding pixel. CNNs achieve better performance on big images
than fully connected neural networks because of partially connected layers
and weight sharing. The neurons in the next layer are only connected to
a small region of the current layer, which dramatically reduce the weights
need to be trained. It is one of the reasons why CNNs can achieve good
performance on big images than fully connected neural networks.

The most important part in CNN architecture is the convolution opera-
tion (see Figure 2.2). A squared receptive field with weight vectors is spaced
out by stride over a layer. It is referred to filter in this thesis. The weight
of the filter is applied to all the window positions at the same time. This
refers to weight sharing. It makes CNNs more efficient because it reduces the
parameters need to be learnt during the training. The size and number of
the filter are hyper-parameters. The stride is a hyper-parameter controlling
how to slide the filter over horizontal and vertical axis. For example, when
the stride is 1, the filters are moved one pixel at a time; when the stride is
2, the filters are jumped 2 pixels at a time. It will produce smaller output
volumes spatially. At every step, sum the dot product between the filter
and a small region they are connected to in the input volume. Each filter
will generate an 2-dimensional feature map after the convolution operation.
A convolutional layer usually has several filters, each will create a feature
map which extract different kind of information from the input data, making
the model more effective. These 2-dimensional feature maps will be stacked.
An element-wise non-linear activation function will be operated through the
convolution results afterwards. The results can then be the input of a subse-
quent convolutional layer. By doing so, higher level features are learnt. Dur-
ing convolutional operation, filters are only allowed to visit positions where
the entire filter is contained within the input, or the incomplete convolutions
are omitted. One technique to prevent this and to control the size of the
output is padding, by adding zeros along the border of the input to prevent
the spatial shrinkage of the output dimension. Two commonly used padding
approaches are valid padding and same padding. Valid padding applies no
padding at all. Same padding is to pad so that output size is the same as
the input size. In the end, if necessary, the stacked feature maps are often
flattened and used as an input to the next layer for different purposes.
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Figure 2.2: An example of the 2-D convolution operation with stride 1. This
figure is taken from [20].

Pooling is a commonly used technique in convolution neural networks to
reduce dimensionality. However, since it is not used in this thesis, it will not
be introduced here.

2.3 Autoencoders

An autoencoder is a special fully connected feed-forward neural network,
the aim of which is to learn lower dimensional representations of the input
data, called latent representation, by unsupervised learning. It is analogous
to the compress and decompress of data. The compressed dataset is latent
representation, and by decompressing the latent representation, an output
similar to the input is generated.

The mechanism of the autoencoders is to copy inputs to outputs like a
copying machine. The network consists of an encoder which converts the in-
puts to an internal representation, called latent space, and a decoder which
produce a reconstruction given the latent space created by the encoder. The
goal of the encoder is to produce a representation that captures as much in-
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formation as possible about the input. In order to obtain useful features from
the autoencoder, latent space is constrained to have lower dimension than
the input, the original features. Such an autoencoder is also called an under-
complete autoencoder. The size of the latent space is a hyper-parameter.
The latent space can then be utilized in lots of different applications such as
clustering or classification. The decoder is an inverse of the encoder network,
that tries to undo the operations performed by the encoder. The output has
exactly the same dimension as the input. The cost function contains a recon-
struction loss that penalizes the model when the reconstructions are different
from the inputs. The network weights are updated iteratively by gradient
descent calculated by back-propagation to minimize the loss, thus makes the
outputs very close to the inputs.

Since the autoencoder can find structures within the data or correlations
among variable sets, it can be used for dimensionality reduction, feature
learning and generative model, which generate new data that has the similar
distribution to the input data.

There are many variations of autoencoders, such as stacked autoencoders,
de-noising autoencoders, convolutional autoencoders [41], sparse autoencoders,
adversarial autoencoders and etc. In this thesis, we have leveraged stacked
convolutional autoencoders, de-noising autoencoders and deep variational
autoencoders.

Autoencoders with multiple hidden layers are called stacked autoencoders.
Adding more layers helps the autoencoder learn more complex hierarchical
representations. In principle, the decoder mirrors the network of the encoder,
hence the architecture of a stacked autoencoder is symmetrical with regards
to the latent space. Figure 2.3 shows a simple stacked autoencoder with in-
put of 500 neurons fully connected to the first hidden layer with 300 neurons,
followed by a latent space with 150 neurons, then fully connected to the first
layer of the decoder with same number of the neurons of the first hidden
layer and finally fully connected to an output with identical dimension as
the input.
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Figure 2.3: An example of the stacked autoencoder.

2.3.1 De-noising Autoencoders

Autoencoders that are able to copy from inputs to outputs perfectly cannot
learn useful properties of the data. If the encoder and decoder are too capa-
ble, the autoencoder could learn to copy the input to the output with even
a linear function. Regularized autoencoders are proposed to solve the prob-
lem to learn useful properties of the data without limiting the encoder and
decoder complexity and latent space size. The loss function in regularized
autoencoders allows the model to learn other properties such as robustness
to noise besides learning a trivial identity function.

De-noising autoencoder is a regularized autoencoder which is trained to
reconstruct a clean “repaired” input from a corrupted version of it [59]. A
noise is added to the original input, and fed this corrupted version of the
input to the network. The output is compared with the original input, thus
force the autoencoder to learn structure of the original data.

There are several ways to add noise to inputs. One is to add a random
Gaussian noise to the original data. Another is for each sample, randomly
dropout a fraction v of elements. The third is called salt-and-pepper noise
which randomly set a fraction v of elements to their minimum or maximum
value for each sample. Among them, additive Gaussian noise is a very com-
mon approach to add noise, and is a natural choice for real valued inputs. In
this thesis, Gaussian noise is used. Figure 2.4 shows a de-noising autoencoder
with additive Gaussian noise.
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Figure 2.4: An example of de-noising autoencoder with Gaussian noise.

2.3.2 Variational Autoencoders

Variational autoencoders (VAE) are used as one of the most important con-
cepts in this thesis. They were first introduced by Deiderik P. Kingma and
Max Welling [34] in 2014. Applications using VAE includes aircraft turbo-
machinery design [66], anomaly detection [63], image analysis [48] and more.

The model is different from other autoencoders in two ways. First, it
is a probabilistic autoencoder. Second, it is a generative autoencoder. The
network of the autoencoder is shown in Figure 2.5. It is the same as other
autoencoders with an encoder followed by a decoder. The difference is that
it outputs µ the mean coding, and σ the standard deviation. In practice, the
output is γ where γ = log(σ2). From the µ and σ, the actual latent space
is then sampled by z = µ+σ ∗ ε, where ε is a random variable drawn from a
normal distribution N (0, I), where I is the identity matrix. After that, the
decoder decodes the latent space normally, the output resembles the training
input.

Input

Encoder

Latent
Space Output

Decoder

Figure 2.5: VAE architecture.

The concept of VAE is simple, it assumes that there is no simple interpre-
tation of the dimensions of latent space z, and instead asserts that samples
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of z can be drawn from a distribution, i.e., N (0, I).[14] Thus, once the model
is trained, generating a new instance can be done by sample a random la-
tent space from the prior distribution, decode it and the output is the new
instance.

To be more specific, each x(i) in dataset X = {x(1), ...,x(n)} is gener-
ated from z under the prior distribution p(z;θ), where θ are the generative
model parameters of the network. The goal is to find those parameters by
maximizing the probability pθ(x). The marginal likelihood of pθ(x) is

p(x) =

∫
p(x, z)dz =

∫
p(x|z)p(z)dz (2.1)

The log-likelihood of p(x) derived from Equation 2.1 is

ln p(x) = ln

∫
p(x|z)p(z)dz (2.2)

By maximizing the log p(x) in Equation 2.2, the model is more likely to
produce data in the training dataset, and is more likely to generate similar
samples compare to the original. Under the law of Bayes’s theorem [22]:

p(x|z) =
p(x, z)

p(z)
=
p(z|x)p(x)

p(z)
(2.3)

From which 2.4 can be inferred.

p(x) =
p(x|z)p(z)

p(z|x)
(2.4)

However, the true posterior p(z|x) in this case is intractable. To solve this,
a recognition model qφ(z|x) is introduced, which is an approximation to
the intractable true posterior pθ(z|x). Given q(z|x) is an arbitrarily high-
capacity model, q(z|x) comes arbitrarily close to p(z|x). It can then be put
into Equation 2.4 to replace the intractable p(z|x). From Equation 2.2 and
2.4, using Jensens’s inequality[9] on the log-likelihood of p(x), the evidence
lower bound(ELBO) can be written as:

ln p(x) >= Eq(z|x)

[
ln
p(x|z)p(z)

q(z|x)

]
= LELBO(x) (2.5)

Now the problem has changed from maximizing p(x) to maximize the varia-
tional lower bound LELBO(x) in Equation 2.5. Applying logarithm product
and quotient rule on Equation 2.5 yields the following notable formula:
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LELBO(x) = Eq(z|x)

[
ln p(x|z) + ln p(z)− ln q(z|x)

]
= Eq(z|x)

[
ln p(x|z)

]
−DKL

(
q(z|x)||p(z)

) (2.6)

The first term in Equation 2.6 is referred to as the reconstruction loss. The
second term is a Kullback-Leibler divergence(KL divergence)[37], often called
the latent loss, which computes the probability distribution distance between
the prior p(z) and approximation q(z|x). In the VAE architecture shown in
Figure 2.5, qφ(z|x) is the probabilistic encoder, since given a data point x it
produces a distribution over the possible values of code z. While pθ(x|z) is
the probabilistic decoder, since given code z it produces a distribution over
the possible corresponding values of x. The aim of the VAE is to maximize
the LELBO by training φ and θ jointly.

However, the naive Monte Carlo[2] gradient estimator over φ exhibits very
high variance and is impractical. So a reparameterization trick is introduced,
which provides an alternative method for generating sample z from qφ(z|x).
The method uses a differentiable transformation gφ(ε,x) of an auxiliary noise
variable ε to reparameterize the random variable z. By doing so, the random
variable z can be expressed as a deterministic variable z = gφ(ε,x).

Assume the prior over the latent variables pθ(z) = N (z; 0, I). Set the
recognition model qφ(z|x) be a multivariate Gaussian with a diagonal co-
variance defined as:

ln qφ(z|x(i)) = lnN (z;µ(i),σ(i)2I) (2.7)

where µ and σ denote the mean and standard deviation of the approximate
posterior corresponding to the outputs of the encoder in Figure 2.5.

z is sampled from gφ(x) using the reparameterization trick.

z(i,l) = µ(i) + σ(i) ∗ ε(l) and ε(l) ∼ N (0, I) (2.8)

In the above equation, i denotes the i-th data point in dataset X and l denotes
the l-th sample from qφ(z|x). ∗ is element-wise multiplication. With both
prior pθ(z) and approximation qφ(z|x) being Gaussian distribution, which
can be written in the form

N (x|µ,θ2) =
1

(2πσ2)1/2
exp{− 1

2σ2
(x− µ)2} (2.9)
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the KL divergence in Equation 2.6 can be computed.∫
qθ(z) ln pθ(z)dz =

∫
N (z;µ,σ2) lnN (z; 0, I)dz

= −J
2

ln (2π)− 1

2

J∑
j=1

(µ2
j + σ2

j )
(2.10)

where J is the dimensionality of µ and σ; µj and σj denote the j-th element
of µ and σ respectively.

Furthermore:∫
qθ(z) ln qθ(z)dz =

∫
N (z;µ,σ2) lnN (z;µ,σ2)dz

= −J
2

ln (2π)− 1

2

J∑
j=1

(1 + lnσ2
j )

(2.11)

Therefore:

−DKL(qφ(z)||pθ(z)) =

∫
qθ(z)(ln pθ(z)− ln qθ(z))dz

=
1

2

J∑
j=1

(1 + lnσ2
j − µ2

j − σ2
j )

(2.12)

Finally, the evidence lower bound in Equation 2.6 is:

L(θ,φ; x(i)) ' 1

L

L∑
l=1

ln pθ(x
(i)|z(i,l)) +

1

2

J∑
j=1

(1 + ln (σ
(i)
j )2 − (µ

(i)
j )2 − (σ

(i)
j )2)

(2.13)
where L denotes the number of Monte Carlo samples.

2.4 Gaussian Mixture Model

K-means is simple and direct, but it does not perform well when the clusters
are overlapping or clusters are non circular shape which is common in real
world data.

So there is another common and important clustering technique based on
probability density estimation using Gaussian mixture model, which has been
widely used for clustering in many applications such as speaker identification
and verification [52], image segmentation [47] and object tracking [31].
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Gaussian mixture model is an extension of the K-means model in which
clusters are modeled with Gaussian distributions, so the data belonging to a
certain cluster c is described with not only the mean µc but also a covariance
σc that indicate its ellipsoidal shape. The probability density function of xi
can be written as

p(x) =
C∑
c=1

πcpc(x) =
C∑
c=1

πcN (x;µc,σ
2
c I), (2.14)

where I is the unit matrix and the πc are mixing weights.

0 <= πc <= 1,
C∑
c=1

πc = 1 . (2.15)

To compute the posterior distribution, a latent variable z needs to be
introduced. z is a J-dimensional binary array with the j-th element denotes
whether the corresponding data point x(i) belongs to cluster c or not. Thus,

C∑
c=1

zc = 1 zc ∈ {0, 1} p(zc = 1) = πc . (2.16)

According to Bayes’ theorem, the posterior distribution of a certain clus-
ter c given an observed data point x(i) is

p(zc = 1|x) =
p(zc = 1)p(x|zc = 1)

p(x)
=

πcN (x;µc,σ
2
c I)∑C

c=1 πcN (x;µc,σ2
c I)

. (2.17)

Given a dataset X of observations {x(1), ...,x(N)}, and assuming that
data points are independently from the distribution, the log-likelihood of the
dataset is

L = ln p(X|θ) = ln
( N∏
i=1

p(x(i)|θ)
)

=
N∑
i=1

ln p(x(i)|θ)

=
N∑
i=1

ln
C∑
c=1

πcN (x;µc,σ
2
cI)

θ := {µc,σ
2
c I, πc : c = 1, ..., C}

(2.18)

The aim is to find parameters θ that maximize the log-likelihood in Equa-
tion 2.18. However, derivatives of the log-likelihood with respect to θ to zero
is not a closed-form solution. Instead, a local maximum can be obtained by
computing the derivatives of the log-likelihood with respect to πc, µc and Σc
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(which is σ2
c I) respectively. According to the sum rule and chain rule of the

basic differentiation rules and ln′(x) = 1
x
:

Sum rule:
∂(f(x) + g(x))

∂x
=
∂f

∂x
+
∂g

∂x
(2.19)

Chain rule:
∂(g(f(x)))

∂x
=
∂g

∂f

∂f

∂x
(2.20)

the gradient of the log-likelihood with respect to the mean parameters µc is:

∂L
∂µc

=
N∑
i=1

∂ ln p(x(i)|θ)

∂µc

=
N∑
i=1

1

p(x(i)|θ)

∂p(x(i)|θ)

∂µc

(2.21)

with equation 2.14

∂L
∂µc

=
N∑
i=1

πc∑C
c=1 πcN (x(i)|µc,σc)

∂N (x(i)|µc,σ
2
c I)

∂µc

(2.22)

N (x|µ,σ2) =
1√

2πσ2
e
−(x−µ)2

2σ2 (2.23)

According to the differentiation exponential function that if f(x) = ex, then
f ′(x) = ex, and the chain rule in equation 2.20, yields:

∂N (x|µ,σ2)

∂µ
=

1√
2πσ2

e
−(x−µ)2

2σ2 ∗ (
−2(x− µ)

2σ2
) ∗ (−1)

=
1√

2πσ2
e
−(x−µ)2

2σ2 ∗ x− µ

σ2
= N (x|µ,σ2)

x− µ

σ2

(2.24)

Put equation 2.24 to equation 2.22, finally

∂L
∂µc

=
N∑
i=1

x(i) − µc

σ2
c I

πcN (x(i)|µc,σcI)∑C
j=1 πjN (x(i)|µj,σjI)︸ ︷︷ ︸

ric

(2.25)

Note the part ric is the posterior probability in equation 2.17, for simplicity,
the gradient of the log-likelihood with respect to the mean parameters µc is:

∂L
∂µc

=
N∑
i=1

x(i) − µc

σc
ric (2.26)
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Thus, the update of mean parameter µc during each iteration can be given:

∂L
∂µc

= 0 ⇒ µnew
c =

∑N
i=1 x(i)ric∑N
i=1 ric

(2.27)

Similarly,

∂L
∂σ2

c I
= 0 ⇒ Σc

new =

∑N
i=1 ric(x

(i) − µc)(x
(i) − µc)

>∑N
i=1 ric

(2.28)

∂L
∂πc

= 0 ⇒ πnewc =

∑N
i=1 ric
N

(2.29)

The method to maximize the likelihood of the observed data is called
Expectation Maximization [12], which will assign data to each cluster with
some soft probability. As a positive side effect after clustering, a generative
model is created which makes sampling new examples, imputing missing data
values possible. Convergence is not guaranteed to a global optimum, so start
with several initialization is important.

2.5 Variational Deep Embedding (VaDE)

VAE assumes the prior of the latent space z to be a unit Gaussian distribu-
tion, which is not suitable for clustering problems. Since the unit Gaussian
constrained the latent space to one distribution, it makes multi-class clus-
tering on latent space infeasible. One solution is to use Gaussian Mixture
model instead of unit Gaussian distribution. A Variational Deep Embedding
model, also called VaDE [28], is an unsupervised generative clustering ap-
proach within the framework of Variational Auto-Encoder which models the
data generative procedure with a Gaussian Mixture Model and a deep neural
network. It generalizes VAE in that a Mixture-of-Gaussians prior replaces
the single Gaussian prior, thus is more suitable for clustering tasks. The
architecture of VaDE is depicted in Figure 2.6, which has three additional
(comparing to a vanilla VAE) trainable GMM parameters µ, σ with dimen-
sion latent dim ∗ C and π with dimension 1 ∗ C, where

∑C
c=1 πc = 1. C is a

predefined parameter, denotes C clusters.
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Figure 2.6: The overall architecture of VaDE.

To generate a sample x, choose a cluster c with it’s corresponding µc and
σc, from which z ∼ N (µc,σ

2
c I). If x is binary, µx = f(z;θ), x ∼ Ber(µx).

If x is real-valued, [µx; lnσ2
x] = f(z;θ), x ∼ N (µx,σ

2
xI).

The probabilities are defined as:

p(x, z, c) = p(x|z)p(z|c)p(c)
p(c) = Cat(c|π)

p(z|c) = N (z|µc,σ
2
c I)

p(x|z) = Ber(x|µx) or N (x|µx,σ
2
xI)

(2.30)

where Cat(c|π) is the categorical distribution parametrized by π, µc and σ2
c

are mean and the variance of the Gaussian distribution responding to cluster
c, I is an identity matrix, Ber(µx) and N (µx,σx) are multivariate Bernoulli
distribution and Gaussian distribution.

By using Jensen’s inequality, the log-likelihood of VaDE can be written
as:

ln p(x) = ln

∫ ∑
c

p(x, z, c)dz

≥ Ep(z,c|x)

[
ln
p(x, z, c)

p(z, c|x)

] (2.31)

same as VAE, p(z, c|x) is intractable, so q(z, c|x) is introduced to approximate
it. With q(z, c|x) = q(z|x)q(c|x), equation 2.31 can be written as:

LELBO(x) =Eq(z,c|x)
[

ln
p(x, z, c)

q(z, c|x)

]
=

Eq(z,c|x)
[

log p(x|z) + log p(z|c) + log p(c)− log q(z|x)− log q(c|x)
]

(2.32)
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with the probabilities in equation 2.30 and the fact that q(z|x) = N (z; µ̃, σ̃2I),
when dataset X is binary, the LELBO(x) can also be written as:

LELBO(x) =
1

L

L∑
l=1

D∑
i=1

xi lnµ(l)
x |i + (1− xi) ln(1− µ(l)

x |i)

− 1

2

C∑
c=1

γc

J∑
j=1

(
lnσ2

c |j +
σ̃2|j
σ2
c |j

+
(µ̃|j − µc|j)2

σ2
c |j

)
+

C∑
c=1

γc ln
πc
γc

+
1

2

J∑
j=1

(1 + ln σ̃2|j)

(2.33)

where L is the training batch size, D is the dimensionality of input x and
output µ

(l)
x , as mentioned above C is the number of clusters, J is the dimen-

sionality of latent space, πc is the probability of cluster c, ∗|i denotes the i-th
element of ∗, and γc denotes q(c|x).

Since the LELBO can also be described as:

LELBO(x) = Eq(z,c|x)

[
ln
p(x, z, c)

q(z, c|x)

]
=∫

z

∑
c

q(c|x)q(z|x)
[

ln
p(x|z)p(z)

q(z|x)
+ ln

p(c|z)

q(c|x)

]
dz =∫

z

q(z|x) ln
p(x|z)p(z)

q(z|x)
dz−

∫
z

q(z|x)DKL(q(c|x)||p(c|z))dz

(2.34)

to maximize LELBO, DKL(q(c|x)||p(c|z)) shall be 0, hence, q(c|x) ≡ p(c|z).
p(c|z) is used to approximate q(c|x).

q(c|x) ≡ p(c|z) =
p(c)p(z|c)∑C
c=1 p(c)p(z|c)

(2.35)

where z = µ̃ + σ̃ ∗ ε is the latent representation obtained by reparameteri-
zation trick. The above equation is also used for clustering assignment.

2.6 Other Important Concepts

This sections presents other practical tricks that will be used by our proposed
method in this thesis.
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2.6.1 Data Normalization

Data normalization is generally performed during the data pre-processing
step. It is used to normalize the range of independent features of raw data.
The aim of data normalization is twofold. Firstly, by making each feature to
a common scale, each feature contributes almost the same influence to loss
function. Secondly, it can help the gradient descent converge much faster [27].
There are several methods of data normalization, in the experiments, min-
max normalization defined in equation 2.36 and z-score normalization defined
in equation 2.37 are applied.

z =
x−min(x)

max(x)−min(x)
(2.36)

z =
x− µ
σ

(2.37)

Where:

• µ: is the mean of the samples;

• σ: is the standard deviation of the samples.

2.6.2 Learning Rate and Learning Rate Scheduling

A learning rate tells the optimizer how far to move the weights in the direction
opposite of the gradient for a mini-batch. Finding a good learning rate is very
important in training neural networks. If the learning rate is too high, the
training will not converge or even diverge. If the learning rate is too small,
the training will take too much time to reach a global optimal. The value set
for this option will also be used as the initial learning rate in learning rate
schedule.

Learning rate scheduling is a method to adjust the learning rate during
training by changing the learning rate according to a pre-defined schedule.
Instead of a constant learning rate, there are many different strategies to re-
duce the learning rate during training. In this thesis, exponential scheduling
is used. The learning rate will drop exponentially according to the steps.
The equation is defined as:

lrn = lrc ∗ dr
sc
sd , (2.38)

where:

• lrn is new learning rate;
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• lrc is current learning rate;

• dr is decay rate;

• sc is current global step;

• sd is decay steps.

2.6.3 Optimizer

The aim of neural network training is to minimize the loss function. An Op-
timizer specifies the update approach used to perform each mini-step update
provided the calculated gradients. There are lots of optimization methods
such as Stochastic Gradient Descent, Momentum, RMSProp and so on. The
experiments in this thesis use Adam [33] as an optimizer which is the state-
of-art in practice, and would make the training much faster.

2.6.4 Activation function

A neural network without an activation function is essentially just a linear re-
gression model. The activation function does the non-linear transformation
to the input making it capable to learn and perform more complex tasks.
Moreover, in neural network training, back-propagation needs to pass the
gradients along with the error to update weights, without non-linear activa-
tion function, all gradients will be the same and back-propagation cannot be
applied. This thesis uses ReLU [45] as an activation function. It works well
in practice and shortened the training time. The equation is defined as:

z = max(0,x). (2.39)
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Chapter 3

VaDE Applicability Problems
and Solutions

In related work, we explained why we choose VAE-based methods for our
application and more specifically why we focus on VaDE. In this chapter,
we address our improvements of VaDE to adapt simplicity, stability and
scalability properties required by industrial applications. At the end, we
give the algorithm of our proposed method in pseudo code.

3.1 Architecture improvements

CNNs have seen a lot of successful applications in many different domains,
one of them is time-series analysis. A convolution can be seen as applying and
sliding a filter over the spatio and/or temporal component of the input sig-
nals. The filters can be seen as generic parametric non-linear transformation
operations. Motivated by the the success of applying CNN architectures in
modeling many unstructured datasets such as [64], it is natural to integrate
CNN with VaDE, replacing the stacked autoencoder with a convolutional
autoencoder (CAE), as illustrated in Figure 3.1. CNNs reduce the number
of parameters to be learned by limiting the number of connections of the
neurons in the hidden layers to only some of their input neurons. A hidden
layer is composed by several groups of neurons. The weights of all neurons
in a group are shared. The usage of shared weights in a group reduces the
complexity of the network model, reduces the number of weights, and thus
lowering the memory requirements for running the network and allowing the
training on larger datasets. The utilization of CAE over the original stacked
autoencoder improves the scalability of the VaDE algorithm. More introduc-
tion regarding CNN is given in section 2.2.
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Due to the high-capacity of CAE, there is a risk that the autoencoder
may overfit to a strict identity function, meaning the outputs are equal to
the inputs with noises. To force the model extracting features that cap-
ture useful structure, de-noising autoencoder is introduced (as depicted Fig-
ure 3.1). Moreover, de-noising autoencoders help higher level representations
to be stable and robust to the small perturbation of the training samples.
An introduction to de-noising autoencoder can be found in section 2.3.1.

Noisy Input
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Latent
Code

Output
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Figure 3.1: An overview of the VaDE enhanced with stacked convolutional
and de-noising autoencoder.

3.2 γ-Training: Reproduce the Results with

Milder Volatility

One of the challenge of unsupervised clustering in industrial applications is
the stability of the method. Unlike supervised learning which can conve-
niently use ground truth label to calculate different metrics for evaluating
the quality of a trained model, unsupervised clustering metrics have a hard
time to provide a full picture of the model performance, and they do not have
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a strong and consistent correlation with cluster quality (elaborated in sec-
tion 4.6.1). Thus, a method with a good stability reduces the time-consuming
and complex model selection during hyper-parameter search.

According to the best paper[40] of ICML 2019, randomness in parameter
initialization has a substantial impact on the VAE result. [28] solves the
problem by pretraining the networks f and g using a stacked auto-encoder
that has the same network architecture and reconstruction loss as VaDE. All
data points are projected into the latent space z by the pretrained network
g, where a GMM is applied to initialize the parameters of {πc, µc, σc}. The
pretraining provides a good initialization for VaDE, and the model is reported
as insensitive afterwards. However, to apply this practice, weights copying
from the pretrained model to the actual VaDE model is inevitable, which
breaks the simplicity rule in our objectives. Because it requires 1) multiple
sequential steps, 2) extra storage and 3) maintaining multiple pretrained
models for different datasets.

In order to avoid copying the weights of pre-trained network, in this thesis
a hyper-parameter γ and γ-training steps are introduced.
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Figure 3.2: Training, testing, and generated loss over the value of γ, averaged
over the last epoch. The figure and accompanying text was adapted from
[11].

According to [11], if a hyper-parameter γ is added to the KL-divergence
term, the objective function 2.6 of VAE becomes:

LELBO(x) = Eq(z|x)

[
ln p(x|z)

]
− γDKL

(
q(z|x)||p(z)

)
(0 < γ � 1) (3.1)

where γ controls the strength of the information bottleneck on the latent
vector. According to the experiment in [11], there exists a threshold of γ,
when γ is smaller than that value, the training of VAE is towards to plain AE.
Such concept offers inspiration of overcome the aforementioned disadvantages
of pretraining. With a small value of γ, the model is trained like a CAE for
Tγ-training steps, and then continue to be trained with lager γ values, which
presents copying the weights of the networks. For the sake of simplicity,
we call this approach γ-training, which is depicted in Figure 3.3 as a pink
straight line. Tγ means the training steps for γ-training. By doing so, it
brings not only stable results but also simple maintenance complexity. The
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objective function for the γ-training period is formulated as:

LELBO(x̂) = Eq(z,c|x̂)

[
ln p(x̂|z)

]
− γDKL

(
q(z, c|x̂)||p(z, c)

)
, 0 < t ≤ Tγ

(0 < γ � 1)
(3.2)

where x is the original sample; and x̂ denotes the input with additive noise.

3.3 β-Annealing: Improve the Quality of La-

tent Disentanglement

Representation learning aims at learning representations of input data typ-
ically by transforming it. There are various ways of learning different data
representations. In the case of probabilistic models, a good representation
is one that captures the posterior distribution of the underlying explanatory
factors for the observed input. Having a representation that is well suited to
the particular task and data domain can significantly improve the learning
success and robustness of the chosen model [6].

The work [6] has argued that representations that are disentangled are an
important step towards better learned representations. It also suggests that
learning a disentangled representation may also help the model to scale to
more complex datasets. A disentangled representation can be defined as one
where single latent units are sensitive to changes in single generative factors,
while being relatively invariant to changes in other factors [6].

Apart from making the model more stable and scalable to complex dataset,
in section 4.6.2, we experimentally show how the learned latent representa-
tion can be used for model selection; and we discover that disentanglement
degree is a major criteria for assessing the quality of a learnt latent represen-
tation. Thus, we assume improving the latent disentanglement is critical to
the final clustering quality.

Several variations of VAEs were proposed with the motivation that they
lead to better disentanglement. The main idea behind these proposals is
to augment the VAE objective function with regularizers which encourage
disentanglement of the latent variable z. In [26], a hyperparameter is added
to control the contribution of KL regularization. Specifically, [17] studied the
scheduling strategy for that hyperparameter.

Motivated by the above works, we propose to perform β-annealing after
the γ-training phase. The β-annealing is presented in Figure 3.3 as a blue
line. A cubic function is added to the the KL regularization and the objective
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function of the proposed γ-training phase becomes:

LELBO(x̂) =Eq(z,c|x̂)

[
ln p(x̂|z)

]
− βDKL

(
q(z, c|x̂)||p(z, c)

)
β =

[
t− Tγ
Tβ

]3
, t > Tγ ,

(3.3)

where β represents the scheduled weight of the KL regularizer after γ-training
and till the end of the training; t denotes current training step; and Tβ is the
total training steps for β-annealing.
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Figure 3.3: The proposed policy to schedule the regularizer weight.

We empirically find that cubic function in our β-annealing improves la-
tent disentanglement in practice, therefore, it further improves the clustering
stability and the scalability of the method.

3.4 Scale to Large-scaled Datasets

The bottleneck of VaDE lies in the GMM initialization step where πc, µc

and σc are initialized using all samples of the dataset, see Table 4.5. The
initialization failed for King10M dataset. However, GMM bootstrapping is
important in VaDE training, empirically we find that a good initialization
will result in a good clustering accuracy. To improve the scalability of VaDE,
our method takes k×l(� N) Monte Carlo samples from the entire dataset to
perform GMM initialization; N denotes the total sample size of the dataset, l
is the GMM initialization mini-batch size, k defines the number of steps used
to collect training samples for GMM initialization. Experiment illustrated in
section 4.5.1 shows how robust this improvement is in relation to the value
of k ∈ {1, 2, ...}.
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3.5 Inverse Mini-batch Min-max Rescaling:

Lifting the Curse of NaN Losses

One of the problems of the training is that it can easily get numerical over-
flowed. Though we carry out the model training on Google Cloud Platform
(GCP)1 and could solve the problem by simply spawning more trainings ses-
sions simultaneously to get sufficient successful results, it is clearly a waste
of computing resources. By careful trouble-shooting, we found that the root
cause of the issue is because in some training cases the objective function
cannot be computed; to be more specific, the γc in equation 2.33 is numer-
ically overflowed. To compute γc, equation 2.35 is used. For the sake of
numerical stability, in practice (i.e. during implementation), equation 2.35
is almost always reformulated as:

p(c|z) =
p(c)eln p(z|c)∑C
c′=1 p(c

′)eln p(z|c)
, (3.4)

where the log probability ln p(z|c) is calculated as a whole with

ln p(z|c) = ln
1

σc
− 1

2

[
ln(2π) +

µ2
c

σ2
c

− 2µc

σ2
c

+
z2

σ2
c

]
, (3.5)

whose operators are all element-wise.
With sufficient steps of γ-training optimizations, for some latent embed-

dings, the model is confident that they belong to a certain cluster c or not.
Which pushes the value of p(z|c) to either 0, when z does not belong to clus-
ter c; or 1, when z belongs to cluster c. For the case when p(z|c) is too small,
ln p(z|c) becomes very small, thus it will cause the NaN loss when computing
the term eln p(z|c). The first intuition is to clip the small values of ln p(z|c),
but that will cause gradient vanishing thus halt the training. Our solution
is to rescale the value of ln p(z|c) to (−1, 0) by inverse mini-batch min-max
rescaling. The mini-batch min-max is defined as:

v′i :=
vi −min(v)

max(v)−min(v)
, (3.6)

where notation := represents the assignment operation; v is a vector; vi is the
i-th element of the vector; functions min() and max() returns the minimum
and maximum value from the vector, respectively. Thus ln p(z|c) is rescaled
using:

ln
′
p(z|c) :=

min(ln p(·|c))− ln p(z|c)
max(ln p(·|c))−min(ln p(·|c))

, (3.7)

1Specifically the AI-Platform Module: https://cloud.google.com/ai-platform
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where ln p(·|c) is the log probability of all the latent embeddings of a mini-
batch that belongs to cluster c.

With this trick to prevent the occurrence of NaN loss and guarantee con-
vergence at the same time, we believe that both the simplicity and stability
are improved.

3.6 The Proposed S3VaDE Algorithm

We propose S3VaDE, a simple, stable and scalable VaDE algorithm that
implements all of the introduced improvements (i.e sections 3.1 to 3.5) to
original VaDE. Algorithm 1 represents the holistic workflow of the proposed
S3VaDE.

Algorithm 1 S3VaDE: Simple, Scalable, and Stable VaDE

Input: dataset X and noisy dataset X̂ with N samples
Parameter: L, l, γ, λ, Tγ, C, k, fθ(·), gφ(·)
Output: Trained θ, φ, π, µc, σ

2
c

1: for mini-batch step t = 1 to Tγ do
2: Optimize Equation (3.2);

LELBO(x̂) = Eq(z,c|x̂)

[
ln p(x̂|z)

]
− γDKL

(
q(z, c|x̂)||p(z, c)

)
, 0 < t ≤ Tγ

(0 < γ � 1)

3: end for
4: Initialize π, µc, σ

2
c with GMM using k×l samples;

5: for mini-batch step t+ k + 1 to the end of training do
6: Optimize Equation (3.3);

LELBO(x̂) =Eq(z,c|x̂)

[
ln p(x̂|z)

]
− βDKL

(
q(z, c|x̂)||p(z, c)

)
β =

[
t− Tγ
Tβ

]3
, t > Tγ

7: end for
8: return θ, φ, π, µc, σ

2
c

To repeat, L denotes training batch size, l denotes GMM initialization
mini-batch size. γ is the γ-training weight. Tγ is γ-training steps. λ is
learning rate. C is number of clusters. k denotes GMM initialization step.
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fθ(·) is the decoder. gφ(·) is the encoder. φ is the parameter of network
gφ(·); and θ is the parameter of network fθ(·).
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Chapter 4

Experiments and Explorations

This chapter describes the comparative experiments and explorations on
three benchmark datasets and a large-scale industrial dataset from King1.
S3VaDE is trained together with the other two state-of-the-art DC meth-
ods (DCEC [24] and VaDE) on those datasets to compare accuracy, stability
and scalability. The unstructured benchmark datasets consist two image
datasets (MNIST [38] and Fashion [61]) and one time-series sensory dataset
(InertialHAR [3]). The King dataset (King10M) is a time-series dataset.

The detailed specifications of datasets are introduced in section 4.1. For
reproducibility, we introduce the experiment environment and hyperparam-
eters used for each approach in section 4.2. The evaluation metrics we adopt
for unsupervised clustering algorithms are explained in section 4.3.

We first explore the accuracy and stability of each method in section 4.4,
followed by an investigation on scalability of VaDE and S3VaDE in sec-
tion 4.5. After comparing accuracy, stability and scalability between our
proposed method S3VaDE and two other benchmark methods, we show that
our approach is the most suitable for King’s dataset. As a result, we continue
to explore model selection in section 4.6. Finally, we attempt to interpret the
predicted clusters from the best performed S3VaDE model in section 4.7.1;
and we also empirically show, in section 4.7.2, that the stability of S3VaDE
could be maximally maintained using fine-tuning instead of re-training when
the trained model needs to be iterated upon the arrival of new training data.

1King Digital Entertainment (https://king.com), also known as Midasplayer AB in
Sweden, is a video game developer that specialises in the creation of social games. King
was acquired by Activision Blizzard in February 2016.
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4.1 Datasets

All experiments in this chapter are carried out on three public benchmark
datasets (MNIST [38], Fashion [61], and InertialHAR [3]) and a large-scale
industrial dataset from King.

4.1.1 MNIST

Mnist handwritten digits database [38] is an image dataset. It consists of
70,000 grayscale image samples, each of which is a 28×28 pixel image. Min-
Max data normalization is applied to the dataset.

Figure 4.1: Example images from MNIST Dataset.

4.1.2 InertialHAR

Human activity recognition dataset [3] consists of sensory signals from a
smart phone carried by 30 individuals performing six different activities:

• Walking

• Walking Upstairs

• Walking Downstairs

• Sitting

• Standing

• Laying
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The movement data recorded was the x, y, and z accelerometer data
and angular velocity data from smart phones. Observations were recorded
at a speed of 50 data points per second. The data is then pre-processed
by applying noise filters and then sampled in fixed-width sliding windows
of 2.56 second and 50% overlap. The sensor acceleration signal which has
gravitational and body motion components is separated into total acc and
body acc features. So the time series data consists of 9 features, each feature
has 128 data point. There is a total of 10,299 samples in this dataset.

body acc x 1.8085150e-004, 1.0138560e-002, ...
body acc y ...
body acc z ...
body gyro x ...
body gyro y ...
body gyro z ...
total acc x ...
total acc y ...
total acc z ...︸ ︷︷ ︸

128 data points

4.1.3 Fashion

Fashion [61] is a dataset of Zalando’s article images. It has 70,000 samples.
Each sample is a 28 by 28 grayscale image. As shown in Figure 4.2, It has
10 labels, each of which has 7,000 samples. Min-max data normalization is
applied to the input.
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Figure 4.2: The illustration (adapted from [61]) of the Fashion dataset.

4.1.4 King10M

King10M has almost ten million samples. Each sample has 240 data points
describing the daily behaviour of Candy Crush Saga2 players. As illustrated
in Table 4.1, each sample contains counters (aggregated per day over 30
days) for eight types of in-game actions (e.g. win a level, buy an item, send
a message, etc.) from an individual player. Every element in a matrix is

denoted as c
(n)
i,j , where i represents the i-th action type; j denotes the j-th

day; and n is the index of players. Both the players and their starting date
are randomly picked; players are selected over a period of 6 months.

2https://king.com/game/candycrush
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Player ID The 8×30 shaped matrix of player action counters*

player 1

c
(1)
1,1 c

(1)
1,2 · · · c

(1)
1,29 c

(1)
1,30

...
...

. . .
...

...

c
(1)
8,1 c

(1)
8,2 · · · c

(1)
8,29 c

(1)
8,30


player 2

c
(2)
1,1 c

(2)
1,2 · · · c

(2)
1,29 c

(2)
1,30

...
...

. . .
...

...

c
(2)
8,1 c

(2)
8,2 · · · c

(2)
8,29 c

(2)
8,30


... ...

player 9,666,892

c
(9,666,892)
1,1 c

(9,666,892)
1,2 · · · c

(9,666,892)
1,29 c

(9,666,892)
1,30

...
...

. . .
...

...

c
(9,666,892)
8,1 c

(9,666,892)
8,2 · · · c

(9,666,892)
8,29 c

(9,666,892)
8,30


* Every element in a matrix is denoted as c

(n)
i,j , where i represents the i-th action type; j denotes

the j-th day; and n is the index of players.

Table 4.1: The illustration of King10M dataset.

4.2 Experimental Environments and Setup

The models are implemented using Tensorflow3; and PyCharm4 is the main
IDE for machine learning platform development. Experiments are carried
out on the ML Platform developed by Central AI team of King. The aim
of this in-house ML platform is two fold: (1) automate and accelerate the
delivery life-cycle of a model capable of processing big data, and (2) enhance
the traceability of experimental trials. The typical workflow of King ML
platform is shown in Figure 4.3.

Raw
Data

Data
Statistics

Data
Transform

Create
Dataset

Model
Selection

Train &
Evaluate

Testing Health
Check

Figure 4.3: An illustration of experiment workflow on King ML Platform.

On King ML platform5, the user first ingest the raw dataset into Big-

3Tensorflow 1.13.1: https://github.com/tensorflow/docs/tree/r1.13/site/en/api docs
4https://www.jetbrains.com/pycharm
5The upper stream of data feeds and downstream model deployments are outside of

the scope of this thesis, hence are neglected in our introduction.
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Query6 from different sources, then a simple exploratory data analysis (EDA)
is automatically run in the step of “Data Statistics”. It provides statistics of
data type such as min, max, average and standard deviation for numerical
variables; and number of NULL and repeated values for categorical variables.
According to the particular application and the distribution of the data,
users choose different data transform methods (see Figure 4.4) for each fea-
ture. After that, we split the raw data into training, test and validation sets
accordingly; the platform will simultaneously transform the raw data and
convert it to Tensorflow Records (a.k.a. TFRecord) according to the previ-
ous configurations. In the “Model Selection” step, users choose the model
and its hyper-parameters, and kick off model training. During the training,
cross-validation is performed several times with evaluation datasets. The
aim is to assess the model so as to avoid high bias and variance. It is also
served as a standard to perform hyper-parameter tuning. The testing of the
model with test dataset is performed after a model is completely trained,
generating pre-defined metrics of the model, which is used to evaluate com-
peting models. After that, the user can use the trained model to predict
either trained, evaluated or test dataset. The predict result is then exported
to different format (e.g. JSON, CSV, etc.) for further analysis. Finally, the
model will be deployed to the company’s server cluster waiting to be called
from prediction clients.

Figure 4.4: An example of “Data Transform” interface of King ML platform.

4.2.1 Hyper-parameters

Hyper-parameters are parameters whose values are set before the learning
process begins. By contrast, the values of model parameters are optimized
during training. Hyper-parameters can influence the performance of the
model and affect the speed of the learning process. Because of that, gen-
erally, for better performance, hyper-parameter search is performed. How-

6https://cloud.google.com/bigquery
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ever, in our thesis, constrained by time, limited hyper-parameter search is
conducted. Network architecture is part of the hyper-parameters which can
affect the performance of the model. Because of that, for a fair comparison,
the same CNN architecture as [24] is adopted by S3VaDE. For the same
reason, same settings as S3VaDE are used for the two compared methods
(DCEC and VaDE) when applicable. For the sake of reproducibility, hyper-
parameters used for S3VaDE in our experiments are presented in Table 4.2.

Specification InertialHAR MNIST Fashion King10M
# sample 10,299 70,000 70,000 9,666,892
# feature* 9×128 28×28 28×28 8×30

# cluster: C 6 10 10 N/A (4)†

dimension of z 3 6 20 10
mini-batch size: L 1,024 1,024 1,024 4,096

GMM init. steps: k‡ 10 10 4 6
initial l.r.§ 1.5×10-3 1.5×10-3 1.5×10-3 1.5×10-3

γ-training weight: γ 5×10-4 5×10-4 5×10-4 5×10-4

γ-training steps: Tγ 5×103 3.5×104 3.5×104 2.5×104

β-annealing steps: Tβ 5×103 4×104 4×104 2.5×104

* Every sample is processed into a shape of L×28×28×Channel by zero padding, reshaping, and
resizing; InertialHAR and King10M treat each time series as a channel.

† We did not do hyper-parameter search for # cluster. The result is shown in section 4.7.
‡ All experiments has GMM initialization batch size l equals to 256.
§ Exponential learning rate (l.r.) decay with a terminating value of 1.2×10-6

Table 4.2: Dataset specification and S3VaDE hyper-parameters.

4.3 Evaluation Metrics

In this chapter, metrics used to validate the performance of the deep clus-
tering result (supervised or unsupervised) are introduced.

4.3.1 Clustering accuracy

Clustering accuracy uses a mapping function to find the best mapping be-
tween the cluster assignments obtained by the model with a ground truth
label. This mapping process is required because unsupervised algorithms
may use a different label identification than the actual ground truth label
when representing the same cluster. It is defined as:

ACC = max
m∈M

∑N
i=1 1{yi = m(ci)}

N
(4.1)
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where M is the set of possible one-to-one mappings between cluster assign-
ments and labels, N is the total amount of samples. For the i-th sample, yi
is the ground truth label, and ci is the cluster assignment obtained by the
model. In this thesis, the best mapping is obtained by Hungarian algorithm
[44]. The main disadvantage of this metric is that it requires a ground truth
label, which is not applicable to all tasks in practice.

4.3.2 V-measure

V-measure is a supervised clustering metric designed to address the problem
of quantifying how far from perfect an incorrect clustering solution is [53]. It
is an entropy-based measure which computes the harmonic mean of homo-
geneity and completeness. A clustering result satisfies homogeneity if all of
its clusters contain only data points which are members of a single class. A
clustering result satisfies completeness if all the data points that are members
of a given class are elements of the same cluster. The equation of v-measure
is:

V =
(1 + wβ) ∗ sh ∗ sc

(wβ ∗ dh) + sc
(4.2)

where sh is the score of homogeneity and sc is the score of completeness; wβ
is the weight. Like clustering accuracy, V-measure also requires the ground
truth label which is not always available in practice.

4.3.3 Calinski-Harabasz score

If the ground truth labels are not known, the Calinski-Harabasz (CH) score
can be used to evaluate the model, where a higher Calinski-Harabasz score
relates to a model with better defined clusters. It is an analogous to a ratio
of between cluster dispersion and within cluster dispersion. It is defined as:

CH(C) =
Tr(BC)

Tr(WC)
∗ N − C
C − 1

(4.3)

where C is the number of clusters; Tr() is the trace of a square matrix; BC

is the between group dispersion matrix; WC is the within-cluster dispersion
matrix; N is the number of samples. BC and WC are defined by:

WC =
C∑
c=1

∑
x∈Pc

(x− sc)(x− sc)
ᵀ (4.4)

BC =
C∑
c=1

nc(sc − x̄)(sc − x̄)ᵀ (4.5)
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where Pc is the set of points in cluster c; sc is the center vector of cluster c; x̄
is the center of the entire sample space; nc is the number of points in cluster
c. The advantage of Calinski-Harabasz score is that the score is higher when
clusters are dense and well separated, which relates to the standard definition
of a cluster. The computation of the CH score does not need a label, making
it practical in real use cases.

4.3.4 Silhouette score

The Silhouette score is a measure of how similar a data sample is to its own
cluster compared to other clusters. It ranges from -1 to 1. Negative values
indicate that a sample has been assigned to a wrong cluster, values near
0 indicate overlapping clusters, higher values indicate separated and dense
clusters. The equation of Silhouette Coefficient score for a single sample is:

ssli. =
b− a

max(a, b)
, (4.6)

where a is the mean distance between a sample and all other points in the
same class; b is the mean distance between a sample and all other points in
the next nearest cluster. The Silhouette Coefficient for a set of samples is
given as the mean of the Silhouette Coefficient for each sample. It is defined
as:

S =
1

N

N∑
i=1

s
(i)
sli. , (4.7)

where N is the total number of samples. To reduce the computation com-
plexity, we adopt a simplifications: use the distance from a sample to cluster
center as a proxy of the mean distance to all data points in a cluster.

The advantage of Silhouette score is it does not need any ground truth
label. The value of Silhouette score indicates whether the clustering con-
figuration have too many or too few clusters. It is also worth noting that
the Silhouette coefficient is generally higher for convex clusters than other
concepts of clusters such as density based clusters.

4.3.5 Davis-Bouldin score

Davis-Bouldin (DB) score is a function of the ratio of within-cluster distances
to between-cluster separations. Clusters which are farther apart and less
dispersed will result in a lower davis-boulding score, which means that the
clustering is better. Let Si be the within cluster scatter for cluster i, Sj be
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the within cluster scatter for cluster j, Mij is the separation between the i-th
and the j-th cluster, then we define a term Rij:

Rij =
Si + Sj
Mij

, (4.8)

which is a measure of how good the clustering is. The smaller the value of
Rij, the better the clustering result is. With that term, DB score is then
defined using

DB =
1

C

C∑
i=1

maxi 6=jRij , (4.9)

where C is the number of the clusters. It is the mean of the the worst case
scenario.

The Davis-Bouldin score is computationally simpler than that of Silhou-
ette score; and it does not need any ground truth label. However, the score
is only computed by quantities and features inherent to the dataset, which
implies that a good value of DB score does not always imply the best infor-
mation retrieval. Like Silhouette score, DB score is also generally higher for
convex clusters than other concepts of clusters.

4.4 Clustering Stability and Accuracy

In this section, the accuracy and stability of DCEC, VaDE and S3VaDE
algorithms will be compared on three benchmark datasets. All reported
scores are averaged from five trials. The accuracy is computed as described
in section 4.3.1. Stability is evaluated as standard deviation of accuracy.

It is worth mentioning that the accuracy of VaDE reported in paper [28]
are results of finetuning based on the pretrained models. Since our approach
does not require any pretraining step, for a fair comparison, pretraining is
not conducted for VaDE in our experiments.

DCEC, as the state-of-the-art of DNN-based DC method, is experimented
to compare accuracy and stability with VaDE and S3VaDE. DCEC is reim-
plemented as a Tensorflow estimator on our in-house ML platform. Different
from the original DCEC method [24], we adapt the original DCEC to use
mini-batch K-means initialization instead of full-scale K-means initialization.
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Algorithms MNIST Fashion InertialHAR
DCEC 0.76±0.071 0.429±0.036 0.449±0.056
VaDE 0.84±0.106 0.55±0.042 0.59±0.059

S3VaDE 0.87±0.011 0.587±0.012 0.562±0.022

Table 4.3: Comparison of average clustering accuracy and standard devia-
tion of accuracy on different clustering methods. Best results are bold face
emphasized.

By observing the Table 4.3, we find VaDE and S3VaDE outperform DCEC
on all three benchmark datasets regarding accuracy. S3VaDE has higher
accuracy than VaDE on two image datasets, but has lower accuracy on time-
series dataset. Concerning stability, S3VaDE is the most stable method
among the three, and VaDE is the least stable method. Since we implemented
mini-batch K-means for DCEC to avoid scalability issue, we only study the
scalability performance for VaDE and S3VaDE in the next section.

4.5 Training Scalability

Here we verify if the VaDE method is feasible for large-scaled dataset. The
original VaDE method7 has global initialization of the GMM parameters,
which can be an issue for large-scaled dataset. In this section, we will inves-
tigate the relationship between GMM initialization sample size to clustering
accuracy and its standard deviation. We will also compare the GMM initial-
ization time consumed for VaDE and S3VaDE.

4.5.1 GMM initialization batch size

S3VaDE proposes to use only a Monte Carlo subset (of size k×L) of the entire
dataset to initialize GMM parameters. The following experiment will test
the relationship between GMM initialization sample size k×L and accuracy
(together with standard deviation). S3VaDE is executed for 5 times with
random initializations on all three benchmark datasets using different k×L
values, the average accuracy and the standard deviation of accuracies are
presented in Table 4.4.

7https://github.com/slim1017/VaDE
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GMM initialization
sample size (k×l) MNIST InertialHAR Fashion

1×256 0.810±0.050 0.470±0.058 0.579±0.016
2×256=512 0.838±0.045 0.510±0.022 0.573±0.007
3×256=768 0.877±0.043 0.500±0.022 0.580±0.013

4×256=1,024 0.857±0.048 0.520±0.019 0.587±0.012
5×256=1,280 0.869±0.031 0.550±0.013 0.582±0.010
10×256=2,560 0.870±0.011 0.560±0.022 -
15×256=3,840 0.866±0.016 - -
25×256=6,400 - - 0.581±0.015

Table 4.4: The mean accuracy and the corresponding standard deviations
from scalability study. “-” denotes the untested combinations.

Base on Table 4.4, we create Figure 4.5, 4.6, and 4.7 to visualize the
trend of accuracy and standard deviation versus the number of sample for
GMM initialization. The purpose is to investigate if a reasonable accuracy
can be achieved from mini-batch GMM initialization instead of global GMM
initialization. This is crucial for scaling up the algorithms to big dataset such
as King10M.

From Figure 4.5 and 4.6, we observe that the accuracy for MNIST and
InertialHAR clearly increases when the number of sample for GMM initial-
ization increases. The accuracy of MNIST saturates when k×l reaches 1,024.
For InertialHAR, it is not very obvious about the k×l value to make accu-
racy saturate, but the increase trend starts to stabilize when the number of
sample for GMM initialization exceeds 1,280. The improvement of accuracy
in Fashion dataset is not as obvious as the other datasets, average accuracies
are very close for all experiments, yet, there appears to be a slight increasing
trend. Most importantly, there is no sign that accuracy is decreasing when
sample size for GMM initialization is increasing ,and the accuracy generally
tends to saturate when the sample size for GMM initialization is a subset of
the whole dataset.
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Figure 4.5: MNIST clustering accuracy and standard deviation as a function
of GMM initialization sample size (k×l)

Figure 4.6: InertialHAR clustering accuracy and standard deviation as a
function of GMM initialization sample size (k×l)
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Figure 4.7: Fashion clustering accuracy and standard deviation as a function
of GMM initialization sample size (k×l)

For all datasets, the standard deviation of accuracy uniformly decreases
in the beginning, meaning the accuracy of each training become more stable
when we increase the sample size for GMM initialization. This is beneficial
for unsupervised clustering when it comes to model selection. Based on
section 4.6.1, it’s hard to use unsupervised clustering metrics to verify the
quality of each trained model, so if the variation of the clustering accuracy is
small, model selection will become easier. Another interesting finding based
on the experiment is that after accuracy is about to saturate, increasing
GMM initialization sample size does not help any more in terms of decreasing
the standard deviation. The growth of the standard deviation can be found
clearly from the last two data points in each of the Figure 4.5, 4.7 and 4.6.

As a result, we can see that the clustering accuracy of S3VaDE increases
with GMM initialization size (k×l), and saturates at different places. It is
generally sufficient to use less than half of the dataset for GMM initialization,
which leads to improved time complexity and training scalability. With the
finding in this section and the practice of model selection in section 4.6.2, we
can potentially choose a hyper-parameter set that leads to a stable training
result with reasonably good clustering performance.
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4.5.2 Time consumption of GMM initialization

We hereby continue to investigate the time consumption of GMM initializa-
tion for VaDE and S3VaDE algorithms on all datasets. Our experiments will
compute the time consumed for GMM initialization by logging time stamps
using python function process time() before and after fitting a GMM on
latent space. The device used for this test is a Mac pro (15-inch, 2017)
with processor of 3,1 GHz Intel Core i7 and a memory of 16 GB 2133 MHz
LPDDR3. There is no usable graphical cards on that hard configuration.
The software specifications are Mac OS Mojave 10.14.5 and Python 3.6.0.

Based on the experiment in Section 4.5, we observe that global initializa-
tion is not necessary for achieving a stable and saturated clustering accuracy
in S3VaDE. So we use the minimum sample size needed to initialize GMM in
S3VaDE while using full dataset to initialize GMM for VaDE. Each dataset
is tested five times, and the time consumption is reported in seconds in Ta-
bles and 4.6, where we can see that the more training samples are used, the
more time it consumes to carry out the GMM initialization.

Dataset MNIST Fashion InertialHAR King10M
Number of samples
used in GMM init.

70,000 70,000 10,299 9,666,892

Average GMM
init. time (sec.)

2.16 s 2.42 s 0.66 s N/A1

1 Training failed because the memory required exceeds the capacity of the device.

Table 4.5: Average GMM global initialization time needed for VaDE

Dataset MNIST Fashion InertialHAR King10M
Number of samples
used in GMM init.

25,600 25,600 5,120 773,120

Average GMM
init. time (sec.)

0.98 s 1.04 s 0.34 s 9.15 s

Table 4.6: Average GMM mini-batch initialization time needed for S3VaDE

Even though the time consumed for GMM initialization seems acceptable
for benchmark datasets, it is not practical for King’s dataset King10M. King
has an amount of 249 million monthly active users as of Q3 20208. The

8https://www.king.com/corporate-and-media
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dataset used for player segmentation is 138 times bigger than MNIST in
sample size.

Regarding memory consumption, since GMM initialization is applied
on latent space, the memory needed for it can be largely estimated by
latent space memory× training samples. Since the same model architecture
is applied to all four datasets, the latent space for each dataset is the same.
The more training samples a dataset has, the more memory it will consume.
This explains why applying VaDE on King10M dataset is destined to fail.
As a result, we can conclude that GMM mini-batch initialization is essential
for large-scale industry dataset, because it significantly reduces the time and
memory demand, and thus enhancing the training scalability.

4.6 Unsupervised Model Selection

From the previous experiments of DCEC, VaDE and S3VaDE on the perspec-
tives of clustering accuracy, stability and scalability, S3VaDE seems to be the
most suitable method for large-scaled industrial datasets (e.g. King10M). In
this section, we explore how to select the best S3VaDE model without the
reference to any ground truth cluster label.

Since the unsupervised learning has no labels, it is not possible to know
the objective quality (e.g. accuracy) of the clustering in many real applica-
tions, making the model selection process much harder than supervised learn-
ing approaches. In this section, two possible approaches (one quantitative
and one qualitative) are investigated to conduct unsupervised model selec-
tion. In this section, we investigate the feasibility of selecting the clustering
model (1) according to unsupervised metrics, and (2) by jointly visualizing
the latent disentanglement and the predicted clusters.

4.6.1 Correlation among clustering metrics

Unlike supervised learning, the unsupervised deep clustering algorithms are
much harder to evaluate without ground truth labels. To that end, we study
the correlation among several clustering metrics that belong to different cat-
egories. Specifically, we examine the pair-wise Spearman rank correlation (1)
among the supervised metrics (Accuracy and V-measure), (2) among the un-
supervised metrics (Calinski-Harabasz index, Silhouette score, Davis-Bouldin
score), and (3) between the supervised and unsupervised metrics. Section 4.3
can be referred to for detailed introduction of the selected metrics.
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Clustering Metrics Trial 1 Trial 2 Trial 3 Trial 4 Trial 5
Accuracy 0.87 0.86 0.89 0.81 0.86

V-measure 0.79 0.78 0.80 0.75 0.78
Calinski-Harabasz 14565.47 14099.53 14046.93 13686.22 14391.71

Silhouette 0.22 0.21 0.21 0.22 0.22
Davis-Bouldin 1.37 1.43 1.43 1.42 1.42

Table 4.7: S3VaDE clustering metric scores of 5 trials on MNIST dataset.

Clustering Metrics Trial 1 Trial 2 Trial 3 Trial 4 Trial 5
Accuracy 0.55 0.59 0.59 0.59 0.58

V-measure 0.63 0.62 0.62 0.63 0.62
Calinski-Harabasz 15746.46 14696.68 14968.80 15746.46 15728.99

Silhouette 0.23 0.22 0.23 0.23 0.21
Davis-Bouldin 1.52 1.58 1.55 1.52 1.55

Table 4.8: S3VaDE clustering metric scores of 5 trials on Fashion dataset.

Clustering Metrics Trial 1 Trial 2 Trial 3 Trial 4 Trial 5
Accuracy 0.36 0.33 0.32 0.35 0.33

V-measure 0.23 0.21 0.20 0.22 0.22
Calinski-Harabasz 5642.79 7488.73 7799.80 5479.26 6637.36

Silhouette 0.31 0.46 0.43 0.39 0.43
Davis-Bouldin 3.20 1.05 1.76 2.08 1.92

Table 4.9: S3VaDE clustering metric scores of 5 trials on InertialHar dataset.

The overall goal is to investigate the level of feasibility to perform model
selection using merely the unsupervised metrics. Because King10M do not
have labels, we carry out the experimental analysis on three benchmark
datasets: MNIST, Fashion, and InertialHar, on each of which, five trials
are executed with same set of hyper-parameters (cf. Table 4.7, 4.8, and 4.9).
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Acc. Vm. CH Sil. DB
Accuracy (Acc.) 1.00

V-measure (Vm.) 1.00 1.00
Calinski-Harabasz (CH) 0.36 0.36 1.00
Silhouette Score (Sil.) -0.44 -0.44 0.29 1.00

Davies-Bouldin score (DB) 0.16 0.16 -0.53 -0.91 1.00

Acc. Vm. CH Sil. DB
Accuracy (Acc.) 1.00

V-measure (Vm.) -0.32 1.00
Calinski-Harabasz (CH) -0.51 0.89 1.00
Silhouette Score (Sil.) 0.12 0.65 0.46 1.00

Davies-Bouldin score (DB) 0.41 -0.91 -0.97 -0.65 1.00

Acc. Vm. CH Sil. DB
Accuracy (Acc.) 1.00

V-measure (Vm.) 0.92 1.00
Calinski-Harabasz (CH) -0.87 -0.82 1.00
Silhouette Score (Sil.) -0.76 -0.76 0.71 1.00

Davies-Bouldin score (DB) 0.82 0.87 -0.80 -0.97 1.00
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Figure 4.8: Pair-wise correlation of S3VaDE clustering metrics on MNIST.
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Figure 4.9: Pair-wise correlation of S3VaDE clustering metrics on Fashion.
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Figure 4.10: Pair-wise correlation of S3VaDE clustering metrics on Inertial-
HAR.

Figure 4.8, 4.9 and 4.10 show the pair-wise Spearman rank correlation
scores that are calculated from the results in Table 4.7, 4.8, and 4.9. The
Spearman rank correlation is a non-parametric measure of the monotonicity
of the relationship between two sets of data points. The value varies between
-1 and +1 with 0 implying no correlation. Both -1 and +1 imply a strong
association relationship. Positive correlations imply that the direction of
association between two ranks is the same, while negative correlations imply
that the direction of association between two ranks is opposite. As a result,
the correlation among the supervised metrics is not always consistent.
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Correlation among the supervised metrics

Accuracy and V-measure are supervised metrics. Their correlation is dis-
played in the second quadrant (noted as quadrant “II” in Figures). In Fig-
ure 4.8 and Figure 4.10, it shows a strong positive correlation between the
two metrics. In Figure 4.9, it implies a negative correlation.

Correlation among the unsupervised metrics

Calinski-Harabasz, Silhouette Score and Davies-Bouldin Score are unsuper-
vised clustering metrics. Their correlation is depicted in quadrant “IV” in
Figure 4.8, 4.9 and 4.10 respectively, observed from which, the relationship
between different unsupervised metrics are strong and consistent on all three
datasets. Calinski-Harabasz and Silhouette are positively correlated, while
Davies-Bouldin score is always negatively correlated with Calinski-Harabasz
and Silhouette.

Correlation between the supervised and unsupervised metrics

The correlation between supervised and unsupervised metrics are depicted in
quadrant “III”. The original assumption is that if there is a consistent corre-
lation between the two, model can be selected based on unsupervised metrics.
Unfortunately, the correlation between the unsupervised (CH and Silhouette
scores) and supervised (accuracy and V-measure) metrics are not consistent.
They are either positively correlated in one of the dataset but go negative
in the other two, or the other way around. Davies-Bouldin score is positive
correlated with accuracy in Figure 4.8, 4.9 and 4.10, but its correlation with
V-measure is not consistent, they are positively correlated for MNIST and
InertialHAR datasets, but negatively correlated on Fashion dataset.

In short, there is no clear pattern to show a consistent correlation be-
tween the unsupervised and supervised metrics. Moreover, the experiments
run with the same hyper-parameters, hence the standard deviation of the
accuracy for each dataset is very small, the result might be vulnerable to
volatility. So, we suggest that examining the latent disentanglement is in-
evitable for unsupervised model selection.

4.6.2 Disentanglement of latent embedding

In this section, we demonstrate the disentanglement degree of the learned
latent embedding z visualized together with the predicted clusters on all
datasets (i.e. three benchmark datasets and King10M dataset). As men-
tioned in the previous section, unsupervised metrics have no obvious correla-
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tion to supervised clustering metrics such as cluster accuracy and V-measure
score, thus evaluating latent disentanglement is essential for unsupervised
clustering model selection.

The visualization of the learned latent disentanglement is obtained by
plotting the learned latent embedding z with t-SNE. It is widely used in in-
dustry to visualize high-dimensional data by applying Student t-distribution
to recreate the probability distribution in low-dimensional space, thus pro-
jecting the data into a low-dimensional space.

For the sake of conciseness, we merely show the t-SNE visualization of
S3VaDE and VaDE embeddings. For S3VaDE, hyper-parameter grid search
is performed on all datasets; the selected parameters are presented in ta-
ble 4.2. For VaDE, we use the hyper-parameters suggested by the author of
[28] and choose not to use their pre-trained models. From each succeeded
trained model, 3000 data points with predicted clusters are randomly selected
to plot the trained latent space. In Figure 4.11, 4.12, and 4.13, supervised
and unsupervised clustering metrics are calculated for each of the model as
a supplement to help evaluate the performance of the trained model. For
King10M dataset (see Figure 4.14), since there is no label, only unsupervised
clustering metrics are calculated. Full sample size are used to calculate the
metrics for benchmark datasets, considering the time consumption and fea-
sibility to calculate the metrics for large dataset such as King10M, only the
selected 3000 samples are leveraged to compute the metrics.

By visualizing the predicted clusters on a reduced latent space, we are
able to intuitively judge the quality of the clusters. Three criteria are applied
for evaluating the relative quality of a cluster.

1. Cluster Compactness: it means how close are the objects within the
same cluster. A high compactness indicates a good clustering.

2. Cluster Separation: it measures how well-separated a cluster is from
other clusters. A good separation is an index for a good clustering.

3. Cluster Balance: it measures the weight of each cluster. A better
clustering result generally has less clusters containing merely a few
samples.

The disentanglement analysis of the learned latent embedding in this section
will follow the aforementioned three criteria above. And model with the best
performance can be selected by judging jointly with unsupervised learning
metrics.

The latent space visualizations for the benchmark datasets are illustrated
in Figure 4.11, 4.12, and 4.13. The left column presents the S3VaDE model
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with the best clustering accuracy. The column in the middle presents a
cheery-picked S3VaDE model with inferior accuracy than the best S3VaDE
model (i.e. the left column). The right column presents the best VaDE
training result. For each dataset, the best result of each clustering metrics
among the three presented models are marked with bold green, meanwhile
the worst result of each clustering metrics are marked with red color.

S3VaDE: Acc. = 0.962
V-measure = 0.91
CH index = 11593
Silhouette score = 0.23
Davis-Bouldin = 1.54

S3VaDE: Acc. = 0.858
V-measure = 0.78
CH index = 14099
Silhouette score = 0.21
Davis-Bouldin = 1.43

VaDE: Acc. = 0.882
V-measure = 0.81
CH index = 10300
Silhouette score = 0.18
Davis-Bouldin = 1.75

MNIST MNIST MNIST

Figure 4.11: The t-SNE visualization of the learned latent embedding z
coloured with the predicted clusters on the MNIST dataset.

For dataset MNIST (Figure 4.11), it is clear from the plot of latent em-
bedding that the model on the left (the best S3VaDE model) is better than
the other two. The best S3VaDE model generates more balanced, separated,
compact clusters in general. The clustering metrics also incline to draw the
same conclusion, because it tends to gain the best clustering scores among
five clustering metrics; especially, it has the highest supervised scores (ac-
curacy and V-measure) compared to the other two models. From the plot,
the model in the middle seems to be better than the one on the right. The
clusters circled in black are more separated with those circled in red (three
clusters on the top and one at the bottom). It can be proved by the score of
unsupervised clustering metrics. VaDE has the worst unsupervised learning
metrics, yet, it has better accuracy than the S3VaDE model in the middle.
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S3VaDE: Acc. = 0.60
V-measure = 0.477
CH index = 13851
Silhouette score = 0.285
Davis-Bouldin = 1.439

S3VaDE: Acc. = 0.56
V-measure = 0.517
CH index = 13051
Silhouette score = 0.261
Davis-Bouldin = 7.831

VaDE: Acc. = 0.599
V-measure = 0.587
CH index = 9576
Silhouette score = 0.26
Davis-Bouldin = 4.087

Inertial
HAR

Inertial
HAR

Inertial
HAR

Figure 4.12: The t-SNE visualization of the learned latent embedding z
coloured with the predicted clusters on the InertialHAR dataset.

For InertialHar dataset (Figure 4.12), it is not so intuitive to identify
which model is the best. From the perspective of cluster balance, the model
in the middle seems to be the worst; for instance, the cluster circled in red
contains only a few samples in it. Seen from the clustering metrics, the
best S3VaDE model (the left column) outperformed the rest two by having
the best scores in all unsupervised clustering metrics, and it has the highest
clustering accuracy. Although the accuracy of VaDE (right column) is very
close to the best S3VaDE model, it has low unsupervised metric scores.
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S3VaDE: Acc. = 0.60
V-measure = 0.626
CH index = 14042
Silhouette score = 0.220
Davis-Bouldin = 1.597

S3VaDE: Acc. = 0.548
V-measure = 0.628
CH index = 15746
Silhouette score = 0.229
Davis-Bouldin = 1.525

VaDE: Acc. = 0.617
V-measure = 0.630
CH index = 19760
Silhouette score = 0.227
Davis-Bouldin = 1.61

Fashion Fashion Fashion

Figure 4.13: The t-SNE visualization of the learned latent embedding z
coloured with the predicted clusters on the Fashion dataset.

For Fashion dataset (Figure 4.13), we can see that the model on the sides
are better than the model in the middle in respect of cluster separation: the
middle model has a cluster (visualized in the center) containing much more
data points than its neighbouring clusters. Between the models in the right
and left column, it is difficult to tell which on is better. However, by looking
at the unsupervised metrics, the model on the right has better scores in CH
index and silhouette score, while the left model has a slightly better DB
score. We can assume that the model on the right may be better than the
model on the left, which is in turn backed up by the fact that the model on
the right has better supervised metric scores (i.e. clustering accuracy and
V-measure score).

Assume that no supervised metric is available due to lack of labels, we can
only compare the unsupervised metrics. Because the middle model has two of
the best unsupervised metrics scores, and no worst scores, the middle model
seems better performed than the reset. But when inspecting the visualized
disentanglement of latent space, it is not difficult to tell that the middle
model produces more imbalanced clusters. As a result, we argue that latent
disentanglement examination is important for unsupervised clustering model
selection.

From the analysis above, we investigate the feasibility of model selection
by observing the disentanglement degree of the learned latent embedding z
combined with unsupervised metrics. We hence attempt to apply this ap-
proach to select a “best” S3VaDE model for King10M dataset. The following
figures illustrate the latent space of S3VaDE trained on King10M dataset.
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S3VaDE: 
CH index = 723
Silhouette score = 0.134
Davis-Bouldin = 2.073

S3VaDE: 
CH index = 597
Silhouette score = 0.143
Davis-Bouldin = 2.017

KD10M KD10M

Figure 4.14: The t-SNE visualization of the learned latent embedding z
coloured with the predicted clusters on the King10M dataset.

In Figure 4.14, the embedding visualization and unsupervised metrics of
S3VaDE models trained on King10M are illustrated. Since the VaDE method
failed (see Table 4.5) to be trained on King10M dataset, we do not provide
the disentanglement degree graph for VaDE. By qualitatively comparing the
latent space of the two models, we believe that the model on the left is better
than the other. The four clusters of the left model are more balanced than
those of the right, the clusters are also more compacted (under the impact of
the same set of t-SNE parameters). Especially, the circled cluster in the left
model is clearly distinguished from other clusters. Though the other three
clusters in the left model are still overlapped, the center of each cluster are
better separated that the right model. Even though the model on the right
obtains better unsupervised clustering metrics, we decide to choose the left
model judging from the disentanglement of the latent embedding.

To emphasize, we now know which S3VaDE model (i.e. hyper-parameter
set) to choose for King10M dataset using a combination of the unsupervised
metrics and disentanglement degree of the learned latent embedding z.

4.7 Exploring Large-scale Unlabeled Dataset

By exploring the accuracy, stability and scalability of S3VaDE over DCEC
and VaDE, it is obvious that S3VaDE meets all the three criteria for large
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scaled dataset. When evaluating the performance of S3VaDE, both unsuper-
vised metrics and the visualization of latent disentanglement shall be taken
into consideration. Thus, we apply S3VaDE on King10M dataset and select
the best model (the first model in Figure 4.14) trained accordingly.

To interpret the meaning of each cluster, we first randomly sampled 1,000
users from each cluster, then plot them in a three dimensional KPI (key per-
formance indicator) space for each cluster. KPIs are metrics for measuring
the game operational performance against business objectives. The three
KPIs we choose are engagement, monetization and player skill level. En-
gagement refers to the players’ commitment to the gaming activities. It
gives insight into gameplay preferences, intent, and drivers. Game monetiza-
tion measures the revenue generation capability from the game. Player skill
level is simply the probability of winning the games. Analyzing players’ skill
level can help create and assign attainable goals for the player. The KPI
calculation and actual values are considered to be sensitive and therefore are
not shown in the plot.

M
on

et
iz

at
io

n

Sk
ill

 L
ev

el

Engagement

HIGH

Low HIGH

(a) Cluster 1

Sk
ill

 L
ev

el

Engagement

HIGH

HIGH

M
on

et
iz

at
io

n

Low

(b) Cluster 2

Low

HIGH

HIGH

Sk
ill

 L
ev

el

Engagement

M
on

et
iz

at
io

n

(c) Cluster 3

Sk
ill

 L
ev

el

HIGH

HIGH

Low

Engagement

M
on

et
iz

at
io

n

(d) Cluster 4

Figure 4.15: Interpretation of the trained users from S3VaDE towards three
user KPIs: engagement, monetization and skill level.
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4.7.1 Model Interpretation without Label

Plots in Figure 4.15 are the interpretation of the first model in Figure 4.14.
The horizontal axis represents player engagement, the vertical axis represents
monetization, and the color is used to distinguish players’ skill level. To limit
the scope of this thesis, we did not search the optimal number of clusters.

We observe that each cluster has approximately the same cluster weight,
which means the segmentation is pretty balanced. Seen from Figure 4.15,
cluster 1 and 3 has more skilled players than cluster 2 and 4. Players in
cluster 1 and 4 are more engaged than players in cluster 2 and 3. Players in
cluster 4 have slightly less willingness to pay for the game. Cluster 1 contains
players who are more willing to pay for the game.

To summarize, cluster 1 represents players who are generally skilled, en-
gaged and are more willing to pay for the game. Players in cluster 2 are less
engaged, and have average skill and paying willingness. Players in cluster 3
are skilled, yet not so active in playing. Players in cluster 4 are under skilled
and has low willingness to pay, but they play a lot.

4.7.2 Cluster Continuation and Consistency: Finetun-
ing Instead of Retraining

Users behaviour are dynamic, to keep the model up to date, it is necessary
to get new user behaviour data, feed to our trained model and update the
weights of the model regularly. In practice, the outcome of this model is
often used as an upstream feature in other applications, so it is extremely
important that the meaning of each cluster stays relatively constant after
the model is updated. So we suggest to finetune the model (on the newly
available dataset) instead of re-training.

To finetune a model, we first pre-load the trained model, then train the
model with new dataset without γ-training nor GMM initialization. Thus
the center of each cluster will not be re-assigned. To mimic the training and
finetune process, we sequentially split the database equally into four subsets
over the timeline: subset 1 has the earliest user behaviour data, and subset
4 has the latest. We train the initial S3VaDE model using the subset 1, and
consequently finetune the trained model three times with subset 2, 3, and 4
respectively.

In this section, 1,000 users are randomly selected from each cluster and are
visualized in a three dimensional KPI space that is the same as Section 4.7.1.
Figures 4.16 to 4.19 depict the clusters for trained (subplot (a) in each figure)
and finetuned clusters (subplots (b), (c), and (d) in each figure). To show
the evolving process of each cluster between two adjacent models, clusters
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with same index are grouped together.
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Figure 4.16: Interpretation of the trained and finetuned users of Cluster 1
from S3VaDE towards three user KPIs: engagement, monetization and skill
level.
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Figure 4.17: Interpretation of the trained and finetuned users of Cluster 2
from S3VaDE towards three user KPIs: engagement, monetization and skill
level.
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Figure 4.18: Interpretation of the trained and finetuned users of Cluster 3
from S3VaDE towards three user KPIs: engagement, monetization and skill
level.
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Figure 4.19: Interpretation of the trained and finetuned users of Cluster 4
from S3VaDE towards three user KPIs: engagement, monetization and skill
level.

We can see that the model is quite stable, since the “meaning” of each
cluster does not change drastically. Cluster 1 has more skilled players after
finetuning. Compared to cluster 1, cluster 2 has slightly higher engagement.
Cluster 3 represents strong skilled, but lowly engaged players. Cluster 4
represents players with high skill, high engagement, and high monetization.
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Chapter 5

Conclusion and Future Work

This chapter presents a summary of the research conducted in this thesis
work. This is followed by a conclusion on the proposed approach. This
chapter also discussed the sustainability and social aspects of this research
topic. Finally, potential future works are outlined.

5.1 Summary

This thesis investigates if the current deep clustering methods are applicable
to industrial scenario, in our case Candy Crush Saga(CCS). CCS is a free-to-
play match-three puzzle game developed to be enjoyed by everyone. In order
to create a fun and engaging experience for its players, Same incentives do
not drive engagement the same way for all players. Segmentation is a power-
ful tool that helps to encourage different sets of players to engage and create
relevant contents for them. Thus, we explored the state-of-the-art clustering
methods to investigate their applicability for industrial applications where
large unlabelled datasets introduce additional requirements when applying
clustering. We identified six properties (described in section 1.1) which are
crucial in deep clustering methods to be applied to industrial applications.
To address this, the proposed method S3VaDE in this thesis introduces im-
provements to the state-of-the-art variational deep embedding (VaDE) which
is an unsupervised generative clustering approach within the framework of
variational auto-encoder.

Experiments are carried out using three standard publicly available datasets
(one time-series and two image labelled datasets) and a large scale time-series
unlabelled dataset provided by King. Accuracy and stability test are carried
out on benchmark datasets and scores are compared between three deep
clustering algorithms (DCEC, VaDE and S3VaDE). This thesis also investi-
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gates the scalability of VaDE and S3VaDE on benchmark datasets, regard-
ing time and memory usage. Further investigation on accuracy and stability
change regarding GMM initialization batch size is conducted on S3VaDE on
benchmark datasets. After that we explore possible ways to choose the best
performed model based on clustering metrics and disentanglement of latent
embedding. At last we interpret the clusters predicted by the best performed
model chosen from the previous experiment.

5.2 Conclusion

This thesis set out to investigate to which extent can the current state-of-
the-art deep clustering methods (DCEC and VaDE) be used to industrial
applications. We propose eight properties that we believe deep clustering
methods need to hold to be able to apply on large-scaled industrial applica-
tions. We then conduct accuracy and stability investigation of DCEC and
VaDE on benchmark datasets. We also studied the applicability of VaDE on
King’s dataset. After the study, we found that even though DCEC is more
stable than VaDE, it has a low accuracy on all benchmark dataset compared
to VaDE. However, VaDE is not applicable to King’s dataset since it applies
global GMM initialization and King’s sample size is more than 9 million, it
exceeds the memory of our test device. According to our properties 1.1, a
deep clustering method with learnable cluster weights is critical for industrial
applications, in addition that VaDE has higher accuracy than DCEC, it in-
fers that VaDE is more suitable than DCEC for clustering. From paper [28],
a pre-train is performed before VaDE training. However, in industry, end-
to-end training is more preferable to make the process simple. So, to make
VaDE applicable to industrial scenario, simplicity, scalability and stability
need to be improved on VaDE, thus we proposed S3VaDE in this thesis.

According to [28], reconstruction is weak in the beginning of training that
the model might get stuck in an undesirable local minima or saddle point,
from which it is hard to escape. [28] solves the problem by pre-training.
In our thesis, instead of pre-training, we proposed γ-training which has the
same effect of pre-training and brings simplicity in model maintenance. The
study of [6] claims that a representation that is well suited to the task and
data domain can significantly improve the learning success and robustness
of the chosen model and a disentangled representation is a better learned
representation. Enlightened by that, we believe by making the representa-
tions disentangled, the model would be able to learn more complex datasets
and have better accuracy and become more stable. Based on the above
knowledge and assumption, we propose β-annealing which is described in
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section 3.3 and further study of leveraging latent representation for model
selection is conducted in section 4.6.2. In order to solve the scalability short-
age of VaDE, we improve the method with GMM initialization using part
of the samples from the entire dataset. In the experiment 4.5.1, we studied
the relationship of clustering accuracy and stability between different GMM
sample size. It shows that clustering accuracy increases as GMM initializa-
tion sample size increases, and saturates at different places. Furthermore,
increasing GMM initialization sample size also improves model stability at
the beginning. So using part of the dataset samples for GMM initialization
instead of full dataset is able to improve the scalability of VaDE without
compensating clustering accuracy and improves stability. During the train-
ing of S3VaDE, we found lots of NaN loss cases because the value of p(z|c)
can be too small due to γ-training. Though we can solve it by spawning more
training sessions to get sufficient successful results, it is a waste of computing
resources and is not environment friendly. It is solved by applying an inverse
mini-batch min-max rescaling described in section 3.5.

With the above improvements, the experiment of accuracy and stability
in section 4.4 shows that S3VaDE is the most stable model compared to
DCEC and VaDE. It also outperforms DCEC on accuracy on all benchmark
datasets. It has better accuracy than VaDE on two image datasets, but has
lower accuracy on time-series datasets. Based on the experiment result, we
draw the conclusion that our proposed method, S3VaDE has improved the
stability of VaDE and also improved the accuracy in general.

Because of traits of unsupervised learning, we cannot use accuracy to se-
lect the best performed model, which makes hyper-parameter search difficult
because we would not know which hyper-parameter combination has better
performance. In section 4.6, we investigated two possible ways to do model
selection. We investigated the relationship between unsupervised metrics and
accuracy on benchmark datasets and found out there is no clear correlation
between the two. We then plotted the learnt latent representation together
with predicted clusters using t-SNE. With β-annealing improves the degree
of disentanglement of latent representation, we think it is feasible to carry
out model selection by observing the latent dim along with unsupervised
metrics.

The last step is to apply S3VaDE on King’s dataset. The experiment
is done in section 4.7. We use domain knowledge to interpret predicted
players from their engagement, skill level and monetization. By doing that
we investigate the performance of S3VaDE on King’s dataset. We found that
the segmentation is balanced, each cluster has approximately same weight.
Two clusters are well separated, each one has clear and different meanings.
The other two clusters have some overlapped characteristics, but has slight
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different traits. We then fine-tuned the model and found the model is stable,
the meaning of each cluster are not changed.

With the previous study, we know that S3VaDE performs well on accuracy
and stability, it is scalable and we have a way to select a good performed
model. It meets all the criteria we are looking for industrial application and
is able to perform stable segmentation to meaningful players.

5.3 Sustainability, Ethics, and Social Issues

The advantage of segmentation is to surface the right content to the right
player at the right time by understanding players behavior in-game and their
needs throughout their lifecycle and gameplay. The proposed solution is not
going to be used to give unfair experience to players. On the contrary, the
goal is to help King to understand players better in order to provide them
with desired features and content, to create and assign attainable goals and
to create new habits throughout the player lifecycle. From the result of
players interpretation in Section 4.7, we believe that this solution helps us to
understand better our players. The models developed in this thesis do not
use any personal identified data, all user data are anonymized. Moreover,
only behavioral data are used as input features; to avoid any ethical bias, no
user attributions such as gender and age are considered in this model.

As shown in Chapter 3, the aim of this thesis is to improve the current
VaDE to a more simple, stable and scalable model to be applicable for large
datasets in industry. It is not limited to CCS but a wider scope of applica-
tions.

5.4 Future Work

Hyper-parameters can have a significant impact on the performance of a
model, however, due to time limitation, limited hyper-parameter search is
conducted to this thesis. It would be interesting to apply more hyper-
parameter search including optimizing the model architecture of S3VaDE.

One of the challenges of unsupervised clustering is to determine the op-
timal number of clusters without any label information. In the future, it
would be valuable to investigate the possibility of finding the number of
clusters using the model.

In the experiment 4.4 we found S3VaDE has lower accuracy on time-
series dataset compared to VaDE. There exists some time-series clustering
algorithms, variational recurrent autoencoders [15] is one of them. It would
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be interesting to switch the current autoencoder to a variational recurrent
autoencoder to see if it helps improve the performance on time-series dataset.
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[57] Michael Steinbach, Levent Ertöz, and Vipin Kumar. The challenges of
clustering high dimensional data. In New directions in statistical physics,
pages 273–309. Springer, 2004.

[58] S VAN DONGEN. Graph clustering by flow simulation. PhD thesis,
University of Utrecht, 2000.

[59] Pascal Vincent, Hugo Larochelle, Isabelle Lajoie, Yoshua Bengio, and
Pierre-Antoine Manzagol. Stacked denoising autoencoders: Learning
useful representations in a deep network with a local denoising criterion.
Journal of machine learning research, 11(Dec):3371–3408, 2010.

[60] Michel Wedel and Wagner A Kamakura. Market segmentation: Con-
ceptual and methodological foundations, volume 8. Springer Science &
Business Media, 2012.

[61] Han Xiao, Kashif Rasul, and Roland Vollgraf. Fashion-mnist: a novel
image dataset for benchmarking machine learning algorithms. arXiv
preprint arXiv:1708.07747, 2017.

[62] Junyuan Xie, Ross Girshick, and Ali Farhadi. Unsupervised deep em-
bedding for clustering analysis. In International conference on machine
learning, pages 478–487, 2016.

[63] Haowen Xu, Wenxiao Chen, Nengwen Zhao, Zeyan Li, Jiahao Bu, Zhi-
han Li, Ying Liu, Youjian Zhao, Dan Pei, Yang Feng, et al. Unsupervised
anomaly detection via variational auto-encoder for seasonal kpis in web
applications. In Proceedings of the 2018 World Wide Web Conference
on World Wide Web, pages 187–196. International World Wide Web
Conferences Steering Committee, 2018.

79



[64] Jianbo Yang, Minh Nhut Nguyen, Phyo Phyo San, Xiao Li Li, and
Shonali Krishnaswamy. Deep convolutional neural networks on multi-
channel time series for human activity recognition. In Twenty-Fourth
International Joint Conference on Artificial Intelligence, 2015.

[65] Yiming Yang and Jan O Pedersen. A comparative study on feature
selection in text categorization. In Icml, volume 97, page 35, 1997.

[66] Jonathan Zalger. Application of variational autoencoders for air-
craft turbomachinery design. Technical report, Technical report,
Stanford Univ., 2017. URL http://cs229.stanford.edu/proj2017/final-
reports/5231979.pdf., 2017.

80


