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Abstract

Many processes we encounter in our daily lives are dynamical
systems that can be described mathematically using state-space
models. Exact inference of both states and parameters in these
models is, in general, intractable. Instead, approximate meth-
ods, such as sequential Monte Carlo and Markov chain Monte
Carlo, are used to infer quantities of interest. However, sample-
based inference inherently introduce variance in the estimates.
In this thesis we explore different aspects of how conjugacy re-
lations in a model can improve the performance of sequential
Monte Carlo-based inference methods.

A conjugacy relation between the prior distribution and the like-
lihood implies that the posterior distribution has the same dis-
tributional form as the prior, allowing for analytic updates in
place of numerical integration. In Paper I we consider state
inference in state-space models where the transition density is
intractable. By adding artificial noise conjugate to the obser-
vation density we can design an efficient proposal for sequential
Monte Carlo inference that can reduce the variance of the state
estimates. Conjugacy can also be utilized in the setting of para-
meter inference. In Paper II we show that the performance of
particle Gibbs-type samplers, in terms of the autocorrelation of
the samples, can be improved when conjugacy relations allow
for marginalizing out the dependence on parameters in the state
update.

Despite enabling analytical evaluation of integrals, the deriva-
tion and implementation of conjugacy updates is cumbersome in
all but the simplest cases, which limits the usefulness in prac-
tice. Recently, the emerging field of probabilistic programming
has changed this, by providing a framework for automating in-
ference in probabilistic models – including identifying and utiliz-
ing conjugacy relations. In Paper II we make use of probabilistic
programming to automatically exploit conjugacy in an epidemi-
ological state-space model describing the spread of dengue fever.
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Chapter 1

Introduction

Dynamical systems are present all around us: the suspension system in
cars, the flow in water pipes, the evolution of weather systems, the growth
of animal populations, variations in the stock market, the spread of diseases,
the movements of robots – the list goes on indefinitely. Often, we can
describe these systems using state-space models, relating unknown states of
the system to observations. Our interest lies in learning about the states of
the system and/or its parameters based on observations we make. Both the
model and the observations are typically uncertain, so we use probabilistic
models and must infer all unknown quantities from data.

In general, the state-space models we consider are non-linear, non-Gaus-
sian and high-dimensional (with respect to time), implying that exact infer-
ence is intractable. Thus, we must resort to approximate inference methods.
In this thesis we focus on Monte Carlo-based methods. At the center of at-
tention is sequential Monte Carlo, a recursive algorithm for state inference
that approximates the target density using a set of weighted samples. For
parameter inference we use Markov chain Monte Carlo methods, or rather,
particle Markov chain Monte Carlo methods – a family of algorithms that
uses sequential Monte Carlo for state updates inside Markov chain Monte
Carlo methods.

Conjugacy is a concept at the core of this thesis. A conjugate prior
to a likelihood ensures that the posterior distribution (after seeing data) is
of the same functional form as the prior distribution (before seeing data).
This allows for solving integrals analytically instead of numerically, which, in
essence, means that the posterior distribution is given by a simple analytic
update of the hyperparameters of the prior distribution. For Monte Carlo-
based inference methods this has the implication of variance reduction, since
it lets us evade some of the sampling steps. Conjugacy is not a prevalent
model property though, and in general it can be difficult or even impossible

3



4 Chapter 1. Introduction

to find a conjugate prior. However, for members of the exponential family
– to which many of the commonly used distributions, like Gaussian and
binomial, belong – a conjugate prior always exists.

Although conjugacy is a fairly straightforward concept in theory, apply-
ing it in practice can be both difficult and time-consuming, even for models
in the exponential family. The primary reason is that deriving the con-
jugacy updates can be quite involved, in particular if the prior distribution
is high-dimensional, which limits the applicability in practice.

During the past ten years, probabilistic programming has emerged as
an important research area that aims to automate inference in probabil-
istic models. In short, probabilistic programming encodes the model as a
computer program, and separates the specification of the model from the
inference algorithm. The final goal is a framework that automatically can
choose and tune an inference algorithm for a model specified by a user, as
well as performing analytical simplifications where possible. Some of the
probabilistic programming languages available today can, in fact, recognize
conjugacy relations in a model and automatically perform the corresponding
updates, without the user having to derive these relations by hand. This
has the potential to save the user a lot of tedious work and can make these
performance enhancements available to a broader audience.

In this thesis we combine all the concepts discussed above; we develop
versions of sequential Monte Carlo and Markov chain Monte Carlo that util-
izes conjugacy relations to improve the performance of state and parameter
inference, respectively, in state-space models, and we employ probabilistic
programming to automate the process.

1.1 Example: Dengue fever

Throughout the five introductory chapters in this thesis we will exemplify the
concepts covered in each chapter using a real-world example – an outbreak
of dengue fever. In this chapter we introduce the problem we wish to study
and give a high-level description of the type of model we will use. We also
give a brief description of the dataset we will later use for inference in this
model.

Dengue fever is a tropical disease caused by a virus that is carried and
spread by the female Aedes Aegypti mosquito1. The death rate is below
1%, nonetheless dengue fever causes around ten thousand deaths worldwide
every year. During the last decades both its geographical spread and the
number of reported cases have increased, from less than a thousand reported

1All members of the Aedes family can spread the virus, but the number of infections
caused by other members is negligible [1].
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cases in a hand-full of countries in the 1950’s, to three million reported cases
in more than a hundred countries in 2016 [1, 11, 69]. Partly, this increase
may be due to better tools for diagnosing and for reporting cases, but even
if only the last 10 or 20 years are taken into account there is a steady rise
in both the number of countries where the disease is endemic and in the
number of reported cases. However, these are only the reported number
of cases, the actual number of cases each year is estimated to be between
50 and 200 million [69], maybe as many as 400 million [1]. There are two
main reasons for this considerable under-reporting. First, the severity of the
infection has a very broad range and as many as 70 % of the infected only
get milder symptoms and never seek medical care at a hospital (some might
not even notice that they are sick), thus, these cases are never reported.
Secondly, the symptoms caused by dengue fever are similar to those of other
pathogens, which leads to many misdiagnosed cases [69].

To help reduce both the number of infections and the geographical spread
of the disease it is of interest to be able to model the dynamics of outbreaks.
If we have a good model for one outbreak of the disease we can use that
model to try to predict the behaviour of future outbreaks. For instance,
it may be of interest to predict the proportion of infected in the whole
population to see if there will be major impacts on the daily functioning of
society, or to try to estimate the risk of the disease spreading to another
area. We could also use the model to infer the value of unknown model
parameters. One example could be estimating the reporting rate, that is,
the proportion of the total number of infected people that visit a health
center. Yet some other uses could be to compare the dynamics of outbreaks
in different regions, or to assess the impact of different interventions, such
as introducing a vaccine or actions to reduce the amount of mosquitoes in
an area.

Epidemics are often modeled using a compartmental model. In such a
model the population is divided into a set of disjoint compartments. All
members of a certain compartment share some disease-related properties
(e.g. being infected), and at each point in time a certain number of people
can transition from one compartment to another. One of the most basic com-
partmental models is the susceptible-infected-recovered (SIR) model, which
was first introduced by Kermack and McKendrick in 1927 [35]. It consists of
three compartments: susceptible, containing those who are currently healthy
but not immune to the disease; infected, containing those who are currently
infected and can infect those that are susceptible; and recovered, containing
those who have been sick and who are now either immune or dead. At each
point in time some number of susceptible gets infected and move to the
infected compartment, and some number of infected recover and move to
the recovered compartment. Figure 1.1 illustrates the SIR model as a flow
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chart.

Susceptible Infected Recovered

Figure 1.1: Flow chart for a SIR model.

To describe the dynamics of dengue outbreaks we need to make two ad-
justments to the basic SIR model. After a susceptible individual has been
bitten by an infected mosquito the virus goes into incubation (reproduces
and spreads within the body) for some time and during this time the indi-
vidual is not yet infectious. Thus, the first adjustment is to include a fourth
compartment, exposed (E), containing infected individuals who are not yet
infectious – we get an SEIR model. The second adjustment is to include
an SEIR model for the mosquitoes, since they undergo the same transitions
as humans when a healthy (susceptible) female mosquito bites an infected
human. The final model is the coupled SEIR model depicted in Figure 1.2.
In Chapter 2 we will describe this model in more detail in a probabilistic
setting and in Chapter 3 and 4 we will explore how both state and parameter
inference methods can be applied to learn more about a dengue outbreak.
Finally, in Chapter 5, we describe how the model can be implemented as a
probabilistic program.

S E I R S E I R

Figure 1.2: Flow chart for a coupled SEIR model for an outbreak of dengue
fever.

1.1.1 The Dengue dataset

To do inference on the coupled SEIR model we need a dataset with some
observations from an outbreak. We will make use of a dataset from an
outbreak of dengue fever in 2011 on the island Yap in Micronesia, first
presented in [24]. Using a dataset from an island can help reduce the impact
of misdiagnosed cases, since an island is a confined area where outbreaks
typically have shorter duration and it is less likely that other pathogens are
circulating at the same time [24]. The dataset contains 197 observations of
the number of newly infected people who reported to a health center (daily
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during the main outbreak, weekly otherwise), in total 978 reported cases.
During the outbreak the population on Yap was 7370, some of which may
have been immune due to previous outbreaks of dengue fever.

1.2 Outline of the thesis

The first part of this thesis consists of six chapters that provide an in-
troduction to different concepts that will help the reader understand the
contributions in the papers that make up the second part of the thesis.
Chapter 2 introduces the notion of a probabilistic model and important
probabilistic relations that are used further on. In particular, it introduces
the exponential family, conjugacy relations and state-space models which
all are concepts at the heart of this thesis. In Chapter 3 we discuss meth-
ods for state inference in state-space models. A brief introduction to the
Kalman filter is included, even though the main focus of the chapter is on
sequential Monte Carlo methods. In Chapter 4 we look at inference in a
more general setting using Markov chain Monte Carlo methods, but also
specialize for the case of parameter inference in state-space models using
particle Markov chain Monte Carlo. Chapter 5 introduces the probabilistic
program as a new type of model and discusses how to do inference in such a
model. This is discussed both in a general sense and from the perspective of
a specific probabilistic programming language – Birch. Finally, Chapter 6
states some general conclusions based on the topics included in this thesis
and gives some pointers to possible directions for future research.

1.3 Papers included in this thesis

Paper I: Improving the particle filter in high dimensions using
conjugate artificial process noise

Anna Wigren, Lawrence Murray and Fredrik Lindsten. “Improv-
ing the particle filter in high dimensions using conjugate artificial
process noise”. In: Proceedings of the 18th IFAC Symposium on
System Identification (SYSID). 2018

Summary: In this paper we design an SMC proposal tailored for state-
space models with intractable transition densities, which combines the stand-
ard and the locally optimal proposal to reduce the variance of estimators.
The addition of artificial process noise – which is conjugate to the obser-
vation density – to the intractable transition density enables the use of the
locally optimal proposal. We also show that this modification of the model



8 Chapter 1. Introduction

can be viewed as a bias-variance trade-off, where adding more noise increases
the bias of the model, but decreases the variance.

Contribution: The underlying idea for this paper is due to Fredrik
Lindsten and Lawrence Murray. The theoretical derivations and the imple-
mentations were done by me. The writing is mainly my work, with some
help from Fredrik Lindsten and Lawrence Murray.

Paper II: Parameter elimination in particle Gibbs sampling

Anna Wigren, Riccardo Sven Risuleo, Lawrence Murray and Fre-
drik Lindsten. “Parameter elimination in particle Gibbs sampling”.
In: Advances in Neural Information Processing Systems 32. Oral
presentation. 2019

Summary: In this paper we show how the performance of particle
Gibbs-type samplers can be improved by utilizing conjugacy relations to
marginalize out the parameters from the state update. This is possible even
if only some of the parameters have a conjugacy relation. Additionally, we
show that the cumbersome derivations of conjugacy updates can be avoided
using probabilistic programming.

Contribution: The underlying idea for this paper is due to Fredrik
Lindsten and Lawrence Murray. The theoretical derivations are my work,
except for the section on PMMH which was done by Riccardo Sven Risuleo.
The implementations are due to me, Riccardo Sven Risuleo and Lawrence
Murray. The main part of the writing was done by me, but all authors
contributed.



Chapter 2

Probabilistic modeling

A model is a mathematical object, which encodes a set of assumptions about
some variables of interest, that we use to explain and understand advanced
processes in the world around us, for example the behaviour of large scale
weather systems (meteorology), the spread of diseases (biology), and the
development of the stock market (finance). The model can be used to predict
the future behaviour of the process or to study what happens if we change
some parts of the model slightly. Models are often, at least in some sense,
based on data D from the process we wish to study, which typically contains
outputs, y, from the process and sometimes (but not always) inputs2, u, to
the process. Typically, both the observations of the process and the model
assumptions will (in most cases) be uncertain in some sense and we would
like the model to be able to capture this uncertainty. This motivates the
use of probabilistic models, where we use random variables to describe the
unknown quantities and the result produced when evaluating the model is
in the form of a probability distribution, instead of one distinct value.

This chapter introduces the notation and provides a brief summary of
some probabilistic relationships we will make extensive use of. It also con-
tains a more detailed description of three topics that are at the core of this
thesis: the exponential family of distributions, conjugacy relations between
random variables, and state-space models. We conclude with an example
showing how a probabilistic model describing a dengue fever outbreak can
be formulated.

2.1 Probabilistic models

One way to specify a probabilistic model is through a joint distribution
pY,X(y, x) between two random variables Y ∈ Y and X ∈ X . Here, Y could

2Inputs are mentioned here for completeness, but will be disregarded from now on.

9



10 Chapter 2. Probabilistic modeling

for instance be observations of some process and X could be parameters of
the model or latent variables (also referred to as unobserved or hidden, more
on these in Section 2.5). There are two basic operations that we can perform
on the joint distribution. First, from the joint distribution we can obtain
the marginalized distribution of one of the variables by simply integrating
out the other variable according to

pX(x) =

∫
Y
pY,X(y, x)dy. (2.1)

Note that this is for the case of continuous random variables, if we work
with discrete random variables we simply replace the integral with a sum.
The second basic operation is conditioning, that is, we can separate the
joint distribution into a product of a conditional distribution and a marginal
distribution according to

pY,X(y, x) = pY |X(y|x)pX(x). (2.2)

Now, if we combine these two operations we obtain Bayes’ theorem

pX|Y (x|y) =
pY,X(y, x)

pY (y)
=

pY |X(y|x)pX(x)∫
X pY |X(y|x)pX(x)dx

, (2.3)

which will be used extensively in this and the following chapters.

2.2 Parametric models

Probabilistic models can be grouped into parametric and non-parametric
models. A parametric model assumes that the process we wish to describe
has a certain functional form that can be specified using a set of parameters
θ ∈ Θ of finite dimension. Some examples of parametric models are linear
regression models, state-space models and neural networks [8]. In contrast,
a non-parametric model uses only the previously seen data to e.g. predict
the next outcome, without any assumptions on the functional form of the
model. Some examples of non-parametric models are k-nearest neighbor
(kNN) and Gaussian processes [8]. In the following we will assume that
we are using parametric models, in most cases state-space models (formally
introduced in Section 2.5).

When working with parametric models in a probabilistic context we need
to adopt one of two different viewpoints on how to treat the parameters of the
model – the frequentist or the Bayesian viewpoint. Put shortly, a frequentist
assumes that there is a true, underlying value for each parameter and that
the best we can do when determining the parameter is to assign to it the
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most likely value based on the observed data. A Bayesian, on the other
hand, will have some prior belief, in the form of a distribution, on possible
values for the parameter and will use the observed data to update this belief.
Hence, a frequentist will present us with a point-estimate and a confidence
interval for the most likely parameter value, whereas a Bayesian will provide
us with a distribution for the parameter value. For a long time there has
been some debate going on concerning which of these two points of view
that is correct. Currently both viewpoints coexist and for our purposes we
will make use of both viewpoints, where appropriate.

To understand them better we now put both frameworks in a math-
ematical context. Assume that the data D is a collection of observations
y = [y1, y2, . . . , yT ]. In the frequentist framework the likelihood function
L(θ) = pY |Θ(y|θ) is the object of interest. Note that since y is observed, the
likelihood function is a function of the parameter θ. We are interested in
finding the most likely parameter given the observed data, which equates to
solving the optimization problem

θ̂ = arg max
θ∈Θ

L(θ) = arg max
θ∈Θ

pY |Θ(y|θ), (2.4)

where θ̂ is the parameter value of interest, also referred to as the maximum
likelihood estimate. This estimate can be used to determine other quantities
of interest, e.g. making predictions by simply substituting θ = θ̂ to obtain
the predictive distribution pY |Θ(y∗|θ̂).

In the Bayesian setting we also make use of the likelihood pY |Θ(y|θ), but
in contrast to the frequentist case we also choose a prior distribution pΘ(θ)
for the parameters. This enables the use of Bayes’ theorem (2.3), which lets
us formulate the posterior distribution of the parameters given the observed
data and the prior according to

pΘ|Y (θ|y) =
pY |Θ(y|θ)pΘ(θ)∫

Θ pY |Θ(y|θ)pΘ(θ)dθ
. (2.5)

The integral in the denominator is the marginal distribution of the data
and is referred to as the model evidence or the marginal likelihood. An
important consideration in the Bayesian setting is the choice of prior dis-
tribution – it can have a significant impact on the outcome and hence one
should think carefully about the implications of different priors before using
them. Provided that we have chosen an appropriate prior, the posterior can
be used to, e.g., make predictions about future observations y∗ given the
current ones by computing

pY ∗|Y (y∗|y) =

∫
Θ
pY ∗,Y (y∗, θ|y)dθ =

∫
Θ
pY ∗|Θ,Y (y∗|θ, y)pΘ|Y (θ|y)dθ. (2.6)
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Note that so far we have used subscripts to distinguish between different
distributions (pX,Y , pY |Θ etc). From now on we will, for ease of notation,
drop the subscripts and denote all distributions as p.

2.3 The exponential family

So far we have discussed distributions in a very general sense, but to be
useful in practice their parametric form must be specified, and there are
many to choose from. The distribution should be chosen to accurately cap-
ture the important features of the process we are modeling. For instance, if
measurement errors are present these typically stem from many independent
processes that we do not (and can not) include in the model. Due to the
central limit theorem their combined distribution tends to a Gaussian dis-
tribution. To model the number of strong earthquakes in an area during the
coming 10 years we may instead use a Poisson distribution, since it describes
the probability of a certain number of events taking place in a time-span
provided that they occur independently of each other and with a constant
rate. Despite describing very different phenomena, these distributions share
a general parametric form – that of the exponential family. In fact, many
of the most well-known distributions – such as binomial, gamma, Bernoulli
and beta – belong to this important family of distributions.

The common form of the likelihood of the data given the parameters for
the exponential family is given by

p(y|η) = h(y) exp
(
ηTs(y)− a(η)

)
. (2.7)

Note that the likelihood is expressed in terms of the natural parameters η
for the distribution. These are merely a mathematically convenient repara-
meterization of the standard parameters of the distribution, η = η(θ). The
function h is called the base measure and depends only on the data y. The
function s is a sufficient statistic for the distribution, which means that it
contains all the information in the data y about the natural parameter, that
is, p(η|y) = p(η|s). Typically the dimension of s is much smaller than the
dimension of the data, which means that the sufficient statistic is a conveni-
ent way to store the information we have on the parameter. Every time we
obtain a new, independent measurement the new information that meas-
urement contains about the parameter can easily be incorporated into the
sufficient statistic. The last component in the likelihood expression is the
function a, which depends only on the natural parameters and is called the
log-partition function. The name stems from the fact that it can be viewed
as the logarithm of the normalizing constant for the remaining parts of the

Anna
Highlight
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distribution. To see this, note that we can write the exponential family (2.7)
on the equivalent form

p(y|η) = h(y)c(η) exp
(
ηTs(y)

)
, (2.8)

where c(η) =
(∫
D h(y) exp

(
ηTs(y)

)
dy
)−1

= exp(−a(η)). Another curious
property of the log-partition function is that by differentiating it with respect
to the natural parameters we obtain the moments of the distribution of the
sufficient statistic s. We conclude this section with an example showing how
to write the univariate Gaussian distribution on exponential family form.

Example 2.3.1 (Univariate Gaussian distribution). The univariate Gaus-
sian distribution has a probability density function given by

p(y|µ, σ2) =
1√

2πσ2
exp

(
− 1

2σ2
(y − µ)2

)
, (2.9)

where the parameters are the mean µ and the variance σ2. If the mean is
known, there is only one parameter, θ = σ2. By moving the factor 1√

σ2
inside

the exponential we can, by comparing with Equation (2.7), easily identify

η =
1

σ2
, s(y) = −(y − µ)2

2
, h(y) =

1√
2π
, a(η) = −1

2
log(η), (2.10)

thus the Gaussian distribution with known mean is in the exponential fam-
ily. Now, assume both mean and variance are unknown, that is θ = [µ, σ2]T.
Using the same strategy as above we move all dependence on the paramet-
ers to the exponential factor. By examining all terms that are both data-
and parameter-dependent in the exponential we can identify the natural
parameters and sufficient statistics of the Gaussian distribution to be3

η = [η1, η2]
T =

[
µ

σ2
,

1

σ2

]T
, s(y) =

[
y,−y

2

2

]T
. (2.11)

It is then easy to identify the base measure and the log-partition function
from the remaining parts to be

h(y) =
1√
2π
, a(η) =

η2
1

2η2

− 1

2
log η2. (2.12)

Hence, the Gaussian distribution with unknown mean and variance is also
in the exponential family.

3It should be noted that this parameterization is not unique.
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2.4 Conjugacy

In Bayesian inference we typically need to compute the posterior distribution
in Equation (2.5). For a general choice of likelihood and prior, evaluating the
integral in the denominator (the model evidence) is intractable. A similar
problem arises if we want to predict future observations using Equation
(2.6). Often, we can approximately compute the integral using numerical
techniques4, but this can become very time-consuming, especially if the
dimension of θ is large. However, for some particular choices of likelihood
function and prior it is possible to solve these integrals analytically. This
specific property of the likelihood and prior pair is called conjugacy and
was first introduced by Raiffa and Schlaifer in 1961 [61]. They define a
prior, p(θ), to be a conjugate prior to the likelihood function, p(y|θ), if the
posterior, p(θ|y), is of the same distributional form as the prior.

So how do we find a conjugate prior? It has been shown [16, 61] that a
conjugate prior exists if a sufficient statistic of fixed dimension for the like-
lihood function exists. Relating back to the previous section, we know that
likelihood functions that are members of the exponential family always have
a sufficient statistic and thus, for members of the exponential family there
always exists a conjugate prior. We will in what follows focus on conjugate
priors for the exponential family. It is important to note though, that con-
jugate priors also exist outside of the exponential family. One example is a
uniformly distributed likelihood with a Pareto prior on the parameters5.

The conjugate prior for a likelihood function in the exponential family
is given by

π(η|χ, ν) = g(χ, ν) exp
(
ηTχ− a(η)ν

)
, (2.13)

where χ and ν are hyperparameters, g is a normalizing factor and a is
the log-partition function for the likelihood function. By comparing with
Equation (2.7) we note that the conjugate prior itself is a member of the
exponential family. We can check that this prior indeed is a conjugate prior
by simply computing the posterior distribution of the parameters and check
that it can be written on the form (2.7). Making use of Bayes’ theorem (2.5)
we obtain the parameter posterior

p(η|y, χ, ν) ∝ p(y|η)π(η|χ, ν)

= h(y)g(χ, ν) exp
(
ηT(χ+ s(y))− a(η)(1 + ν)

)
.

(2.14)

4Chapter 3 and 4 discusses Monte Carlo based numerical techniques in detail and also
provide some pointers to other numerical techniques.

5The uniform distribution is actually a member of the irregular exponential family. It
can be written on the exponential family form, but the support of the data depends on
the value of the parameter.
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The exponential factor of the posterior is of the same form as the exponential
in the prior (2.13), thus the prior is indeed a conjugate prior and the posterior
is π(η|χu, νu). The hyperparameters of the posterior, χu = χ+s(y) and νu =
ν + 1, are the prior hyperparameters updated with the sufficient statistics,
that is, the information on the parameters contained in the observed data.
The posterior can now be used to compute other quantities of interest, e.g.
the likelihood of a new observation given the previous one. Using (2.6) we
get

p(y∗|y) =

∫
Θη

p(y∗|η)π(η|y)dη

= h(y∗)g(χu, νu)

∫
Θη

exp
(
ηT(χu + s(y∗))− a(η)(νu + 1)

)
dη

= h(y∗)
g(χu, νu)

g(χu + s(y∗), νu + 1)
.

(2.15)

The final equality is obtained by noting that the integral in the second
equality is the unnormalized posterior π(η|χu +s(y∗), νu +1), thus it is equal
to the inverse of the normalization factor 1/g(χu +s(y∗), νu +1). Clearly, we
can obtain a closed form expression for predictive likelihoods when working
with conjugate priors. In a similar fashion we can derive the model evidence
by just replacing the posterior in (2.15) with the prior (they have the same
distribution, just different hyperparameters) which yields

p(y) =

∫
Θη

p(y|η)π(η)dη = h(y)
g(χ, ν)

g(χu, νu)
. (2.16)

So far we have considered the general form of the exponential family and
its conjugate prior. We will now have a look at an example where we work
with these expressions for a Gaussian likelihood function with known mean
and unknown variance.

Example 2.4.1 (Conjugate prior for univariate Gaussian likelihood). A
common choice of prior for the variance of a Gaussian likelihood function
with known mean is the inverse Gamma distribution. As the name suggests
the inverse gamma distribution is the distribution of an inverted, gamma
distributed variable. Its probability density function is given by

p(σ2|α, β) =
βα

Γ(α)

(
1

σ2

)α+1

exp

(
− β

σ2

)
, (2.17)

where α is a shape parameter and β is a scale parameter. To see that this
distribution is actually a conjugate prior we need to check that it can be
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written on the form (2.13). From Example 2.3.1, the natural parameter is
η = 1/σ2 and the log-partition function is a(η) = −1

2 log η. Replacing 1/σ2

with η and moving all dependence on η to the exponential factor we get

p(η|α, β) =
βα

Γ(α)
exp (−ηβ + (α+ 1) log η) . (2.18)

Comparing with (2.13) we can identify

χ = −β, ν = 2(α+ 1), g(χ, ν) =
βα

Γ(α)
=

(−χ)
ν−2

2

Γ(ν−2
2 )

, (2.19)

hence the inverse gamma prior is conjugate to the Gaussian likelihood func-

tion and the posterior is π(η|χ + s(y), ν + 1) with s(y) = − (y−µ)2

2 (from
Example 2.3.1). Using (2.19) we can transform this posterior back to the
standard form in (2.17), now with parameters αu = νu−2

2 = α + 1
2 and

βu = −χu = β + (y−µ)2

2 .

Assume now that we are interested in the model evidence, p(y). Since
we have identified a conjugate prior we can simply use (2.16), which yields

p(y) =
1√
2π

(−χ)
ν−2

2

Γ(ν−2
2 )

/
(−χ+ (y−µ)2

2 )
ν−1

2

Γ(ν−1
2 )

=
Γ(ν−1

2 )

Γ(ν−2
2 )

1√
2π

(−χ)
ν−2

2

(−χ+ (y−µ)2

2 )
ν−1

2

.

(2.20)

This expression looks a bit messy, but with a change of parameters n = ν−2
and d = −2χ/n and some rewriting we obtain

p(y) =
Γ(n+1

2 )

Γ(n2 )

1√
πnd

(
1 +

(y − µ)2

nd

)−(n+1)
2

, (2.21)

which we recognize as a Students’ t distribution, p(y) = ST (y|µ, n, d). In
terms of the standard parameters we have n = 2α and d = β/α.

Conjugate priors can be very convenient due to the analytical tractabil-
ity of e.g. posterior distributions. However, some care should be taken when
using them. The prior distribution encodes assumptions on how likely dif-
ferent parameter values are before observing the data. If these assumptions
do not match the actual beliefs about the parameters, but are merely chosen
for computational convenience, then the resulting posterior will (most likely)
not be of much use.
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2.5 State-space models

Up until now we have considered models incorporating only data and para-
meters. We now expand the expressiveness of the models by introducing
latent, or hidden, variables to form state-space models. These models de-
scribe dynamical systems and are applicable in very diverse areas, some
examples include control [5], finance [36], climatology [9] and epidemiology
[55]. We are typically interested in estimating the latent states or the para-
meters of the state-space model (or both) based on observations – Chapter
3 and 4 cover inference methods that can accomplish this task. State-space
models assume that the observed data has a sequential structure (the or-
dering of the observations is important). We can think of this as having
observed a system over time to yield data y1:T = [y1, y2, . . . , yT ]. Each ob-
servation could, for instance, be the number of newly infected people during
an outbreak of dengue fever. However, bear in mind that the sequential
dependence of the state-space model does not necessarily have to be with
respect to time.

In a state-space model the data y1:T are observations of an underlying,
hidden process, which we describe using latent variables x1:T , often referred
to as states. The evolution of the states over time is modeled as a Markov
chain6, specified through its initial state x0∼ p(x0|θ) and its transition dens-
ity p(xt|xt−1, θ). A Markov chain has the important property that all inform-
ation from previous states is contained in the current state, implying that
the transition density depends only on the most recent state. The observa-
tions are assumed to be independent, of each other and of previous states,
conditioned on the current state and are modeled through an observation
density p(yt|xt, θ). To summarize, a state-space model can be specified in
terms of conditional distributions according to

x0∼ p(x0|θ),
xt∼ p(xt|xt−1, θ),

yt∼ p(yt|xt, θ).
(2.22)

A state-space model can also be represented graphically as a Bayesian
network to make dependencies between states and observations more expli-
cit. Such a representation is illustrated in Figure 2.1. The nodes represent
the random variables, states (white) and observations (gray), and the ar-
rows represent conditional dependencies. The Markov property of the state
process is clearly visible – the arrows only connect adjacent states. The
same is true for the conditional independence of the observations given the

6The Markov chain is an important probabilistic object also in Markov chain Monte
Carlo. More details about Markov Chains and their properties are covered in Section 4.1.
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x0 x1 x2 x3
θ θ θ . . .

y1 y2 y3

θ θ θ

. . .

Figure 2.1: The state-space model as a graphical model. The states are
denoted x and the observations are denoted y. Light gray indicates observed
variables.

current state. The graphical model visualizes the joint distribution of the
states and the observations p(x0:T , y1:T |θ) – often referred to as the complete
data likelihood – and indicates that it can be factorized according to

p(x0:T , y1:T |θ) = p(y1:T |x0:T , θ)p(x0:T |θ)

=

T∏
t=1

p(yt|xt, θ)
T∏
t=1

p(xt|xt−1, θ)p(x0|θ).
(2.23)

So far we have not said anything about the parameters. If we work in a
Bayesian framework we should specify a prior distribution for the parameters
and add this to the joint distribution. If we instead work in the frequentist
setting we need to find an estimate of the parameters, e.g. using maximum
likelihood.

There is a third way to specify a state-space model, which we will refer
to as a functional form. The new state and observation are described using
functions, instead of probability densities, according to

xt = f(xt−1, θ) + vt,

yt = o(xt, θ) + wt.
(2.24)

Here the (possibly) non-linear function f describes how to dynamically up-
date the state, the (possibly) non-linear function o describes how the obser-
vations are related to the states and vt and wt are noise terms accounting
for the uncertainty. Note that the noise terms are assumed to be additive
in this formulation for simplicity, but they could also be modeled in a more
general way by including them in f and g, respectively. This would allow a
more intricate dependence on the noise terms – we consider one such model,
the Lorenz’96 model, in Paper I.

The most commonly used state-space model is perhaps the linear-Gaus-
sian state-space model. One reason for its widespread use is that its linear
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and Gaussian properties allows for analytical solutions using conjugate pri-
ors, e.g. the Kalman filter for state inference covered in Section 3.2. In the
next example we present two equivalent formulations of the linear-Gaussian
state-space model.

Example 2.5.1 (Linear-Gaussian state-space model). The functional form
of a linear-Gaussian state-space model is given by

xt = Axt−1 + vt, vt∼N (0, Q),

yt = Cxt + wt, wt∼N (0, R),
(2.25)

where A is a transition matrix, C is an observation matrix and vt and
wt are iid Gaussian noise with zero mean and covariance matrices Q and
R respectively. The parameters of this model are the matrices A and C,
and the covariance matrices Q and R. We can formulate this model on a
probabilistic form as

xt∼ p(xt|xt−1, θ) = N (xt|Axt−1, Q),

yt∼ p(yt|xt, θ) = N (yt|Cxt, R).
(2.26)

We also need to specify the initial state x0∼N (x0|µ0,Σ0) where µ0 is the
mean and Σ0 is a covariance matrix.

2.6 Example: Dengue fever

In Section 1.1 we introduced dengue fever as an important example where
mathematical models can be used to better understand the disease and
its consequences for society. We also gave a high-level description of the
compartmental models often used to model epidemics. In this section we
present two different ways to formulate a probabilistic coupled SEIR model
for dengue fever in more detail.

The SEIR model describes transitions between compartments over time.
The number of individuals in each compartment is the latent state of the
model – the exact number in each compartment is not observed. For dengue
fever, we have the states x = [Sh, Eh, Ih, Rh, Sm, Em, Im, Rm]T, where su-
perscript h denotes human and superscript m denotes mosquito. We also
have (noisy) observations of one of the states, the number of newly infected
humans who reported to a health center. If the state transitions over time
fulfill the Markov property and the observations are conditionally independ-
ent given the current state it is clear that we can formulate the coupled
SEIR model as a state-space model.

The transitions between states in an SEIR model are often stated using
continuous states and deterministic ordinary differential equations (ODEs).
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In [24] they take this approach to model dengue fever using the following
set of ODEs

dSh

dt
(t) = −λhSh(t), dSm

dt
(t) = νm − (λm + µm)Sm(t),

dEh

dt
(t) = λhSh(t)− δhEh(t),

dEm

dt
(t) = λmSm(t)− (δm + µm)Em(t),

dIh

dt
(t) = δhEh(t)− γhIh(t), dIm

dt
(t) = δmEm(t)− µmIm(t),

dRh

dt
(t) = γhIh(t), (2.27)

where the parameters are: λ – force of infection, δ – incubation rate, γ –
recovery rate, ν – birth rate and µ – death rate. Note that the duration of
the outbreak is assumed to be short enough so that human birth and death
rates can be ignored. Additionally, mosquitoes are assumed to not recover
from the disease7. The coupling between the two SEIR models comes from
modeling the human force of infection to be dependent on the number of
infected mosquitoes, λh = chI

m, and the mosquito force of infection to be
dependent on the number of infected humans, λm = cmI

h. For details on the
exact form of the constants ch and cm, see [24]. The observations are in [24]
assumed to be Poisson distributed with a rate depending on the reporting
rate, r, and the number of newly infected humans. The aim is to learn the
parameters, θ = [λ, δ, γ, ν, µ, r]T, of the model, and a Bayesian approach is
used, where priors are chosen based on earlier studies.

Modeling SEIR models using ODEs is equivalent to a mean-field approx-
imation of an underlying stochastic process [40, 66]. This approximation is
valid for modeling sufficiently large populations, but could encounter prob-
lems for smaller populations if the number of infected drops below one. In
[55] a different approach is taken to model the state transitions. It is based
on the model in [24], but has been converted to a discrete model with respect
to both time and states, and makes use of stochastic state transitions. The
transition is modeled in two steps, first a transition between compartments
that keeps the total population fixed, and then a transition where births
and deaths are taken into account. The first transition is given by

Sht = Sht−1 − eht , Smt = Smt−1 − emt ,
Eh
t = Eh

t−1 + eht − iht , Em
t = Em

t−1 + emt − imt ,
Iht = Iht−1 + iht − rht , Imt = Imt−1 + imt − rmt ,
Rh
t = Rh

t−1 + rht , Rm
t = Rm

t−1 + rmt , (2.28)

7We could include a state Rm in (2.27) for dead mosquitoes, but this number does not
affect the rest of the model, is not observable and is ignored in [24].
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where the small letters indicate the number of newly exposed, infected and
recovered respectively, which are assumed to be stochastic. We will as-
sume that these variables have a binomial distribution. The binomially
distributed variable, k∼Bin(k|n, p), describes the number of successes k in
n independent trials with two possible outcomes (success or failure) and
probability of success p. For dengue fever, we have Eh

t−1 exposed individuals
in the previous timestep that can, with some infectious probability δh and
independently of all other exposed individuals, transition to being infected.
We can model the number of newly infected as the number of (unfortunate)
successful transitions from the exposed compartment, that is, as a binomial
variable iht ∼Bin(iht |Eh

t−1, δ
h). Similarly, for all transitions between compart-

ments, we have

eht ∼Bin(eht |τht , λh), emt ∼Bin(emt |τmt , λm),

iht ∼Bin(iht |Eh
t−1, δ

h), imt ∼Bin(imt |Em
t−1, δ

m),

rht ∼Bin(rht |Iht−1, γ
h), rmt ∼Bin(rmt |Imt−1, γ

m), (2.29)

where the parameters are: λ – transmission probability, δ – infection probab-
ility and γ – recovery probability (note the use of probabilities here instead
of the rates in (2.27)). Additionally,

τht ∼Bin
(
Sht−1, 1− exp

(
−Imt−1/n

h
t−1

))
,

τmt ∼Bin
(
Smt−1, 1− exp

(
−Iht−1/n

h
t−1

))
, (2.30)

where τht is the number of susceptible humans who were bitten by an infec-
ted female mosquito, and τmt is the number of susceptible female mosquitoes
who have bitten an infected human. Details on how to derive these quant-
ities are described in [55]. The second transition step (births and deaths)
is modeled in the same way as the first step, using binomial transitions, see
[55] for details. The observations, y1:T , are also modeled using a binomial
distribution, yt∼Bin(yt|

∑t
u=t−lt+1 i

h
u, ρ), where ρ is the reporting probabil-

ity. The summation of newly infected humans is over a lag of lt days before
the current time to allow for weekly observations. The initial conditions are

Eh
0 ∼Poisson(10), Em

0 = 0,

Ih0 − 1∼Poisson(10), Im0 = 0,

Rh
0 ∼Binomial(7370, 6/100), Rm

0 = 0,

Sh0 = 7370− Eh
0 − Ih0 −Rh

0 , Sm0 = 10u · 7370, (2.31)

with u∼U(−1, 2). The motivation for this particular choice of initial values
and priors is given in [55], based on values presented in [24].
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If we want to use a Bayesian approach for inference in this model we
must specify priors for all parameters8, θ = [λ, δ, γ, ρ]T. The binomial dis-
tribution, which we use to model both state transitions and observations,
is in the exponential family and therefore has a conjugate prior – the beta
distribution, b∼Beta(α, β). Is the beta distribution a reasonable prior in
this case? The parameters that we are putting a prior on are all probabilit-
ies, so a beta prior is suitable in the sense that it has support only between
0 and 1. The beta distribution has two shape parameters that we need
to specify, α and β. The choices here should reflect our prior knowledge
about the parameters. For the transition probability we do not know much
apriori, thus setting both parameters to 1, which yields a uniform distri-
bution between 0 and 1, reflects our uncertainty. Recall that the reporting
rate is the probability that an infected reports to a health center. We have
reason to believe that not everyone who gets the disease visits a health cen-
ter (under-reporting), but we do not know how large this proportion is on
Yap. We therefore use a uniform prior also for the reporting rate. For the
infectious and recovery probabilities we know more, since these should be
related to the incubation time and the duration of the infection, respectively.
Therefore we will not use a uniform prior for these, but instead translate
the prior knowledge about rates in [24] to the probabilities used here, see
[55] for details. The recovery rate for the mosquitoes is set to zero, since
they never recover.

8In fact, we also have parameters for birth (µ) and death (ν) probabilities, but these
are set to fixed values in [55] and are therefore excluded here.
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State inference

In Chapter 2 we introduced the state-space model, a common latent state
model used mainly to describe dynamical systems and time series data. The
latent states typically describe quantities that are of interest to us, but that
we can not observe directly. However, if we have observations from the
process we can use state inference to learn about the latent states. Apart
from learning the sequence of states, state inference is also an important
component in parameter inference as an intermediate step towards providing
estimates of the parameters of the model, either in the Bayesian setting as
a posterior distribution p(θ|y1:T ) using e.g. Gibbs sampling [27] or in the
frequentist setting as the most likely value θ̂ = arg maxθ p(y1:T |θ) using e.g.
the EM-algorithm [19].

In this chapter we discuss methods for state inference. We first introduce
the filtering and smoothing distributions and briefly discuss one case when
the filtering problem can be solved exactly: the Kalman filter. The main
focus of the chapter is on inference in non-linear and non-Gaussian state-
space models using Monte Carlo approximation techniques – in particular
sequential Monte Carlo methods. Note that throughout this section we
will for notational convenience indicate dependence on parameters using
a subscript instead of writing it out explicitly (e.g. pθ(xt|y1:T ) instead of
p(xt|y1:T , θ)), since the focus is on state inference.

3.1 Filtering and smoothing distributions

The most common state inference problem is perhaps the filtering problem,
where we wish to infer the filtering density pθ(xt|y1:t). This density summar-
izes the information contained in the currently available observations about
the current state at time t. As we will see, it can be formulated recursively
as an update of the filtering density at the preceding point in time. It can be

23
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thought of as an “online” tracking problem in the sense that we aim to keep
track of the state at each point in time using the observations, and when a
new observation arrives we update our beliefs about the state. Making use
of Bayes’ theorem (2.3), we can write the filtering density as

pθ(xt|y1:t) =
pθ(yt|xt)pθ(xt|y1:t−1)

pθ(yt|y1:t−1)
, (3.1)

where pθ(yt|y1:t−1) =
∫
pθ(yt|xt)pθ(xt|y1:t−1)dxt. This formulation is often

referred to as the update step in the literature [21]. The reason for this
name is that it can be viewed as updating the density pθ(xt|y1:t−1) (all we
know about the state from previous observations) with the information from
the new observation yt. The density pθ(xt|y1:t−1) can, using marginalization,
be written

pθ(xt|y1:t−1) =

∫
pθ(xt|xt−1)pθ(xt−1|y1:t−1)dxt−1, (3.2)

where we recognize pθ(xt−1|y1:t−1) as the filtering density at the previous
time t− 1. This form is commonly referred to as the prediction step9, since
it yields the predictive density pθ(xt|y1:t−1) from the filtering density at the
previous time using only the transition density.

Together, the update step and the prediction step form a recursive for-
mula for determining the filtering density at the next point in time t given
the filtering density at the previous time t − 1. These equations may look
simple enough, but in practice they can only be solved exactly in a few
special cases due to the (often) high-dimensional integrals that must be
computed10. Two well-known examples where it is possible to obtain exact
solutions are the linear-Gaussian state-space model, yielding the Kalman fil-
ter [34], and the hidden Markov model, yielding the forward filter [60]. The
Kalman filter is introduced in Section 3.2. For more general, in particular
non-linear and non-Gaussian, state-space models we must resort to solving
the recursive filtering problem numerically. One popular method for doing
this is to use sequential Monte Carlo, which we discuss in Section 3.4.

Sometimes, it is more convenient to work with the joint filtering distri-
bution, pθ(x0:t|y1:t), rather than its marginal pθ(xt|y1:t). The joint filtering
distribution can also be computed recursively in two steps: an update step
given by

pθ(x0:t|y1:t) =
pθ(yt|xt)pθ(x0:t|y1:t−1)

pθ(yt|y1:t−1)
, (3.3)

9This is actually an example of the Chapman-Kolmogorov equation [56].
10Note that high-dimensional here does not refer to the dimension of xt, we can en-

counter problems even if xt is one-dimensional. The problem instead stems from the
recursive updates making what seems to be a one-dimensional integral t-dimensional.
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and a prediction step given by

pθ(x0:t|y1:t−1) = pθ(xt|xt−1)pθ(x0:t−1|y1:t−1). (3.4)

Note the similarities between these updates and those in (3.1) and (3.2).
The filtering problem is just one type of state inference problem, we can

also do smoothing and prediction. Smoothing amounts to learning about
the PDF of a state xt, a group of states xl:t or the whole state trajectory
x0:T given all observations y1:T . For a state-space model (or any dynamical
system) future observations contain information about past states, thus we
can often obtain smoother state estimates from a smoothing PDF compared
to a filtering PDF. Of particular interest is the joint smoothing density
pθ(x0:T |y1:T ), which is often required when doing inference using Markov
chain Monte Carlo in state-space models. It can be obtained using either
forward recursions (starting from t = 0 and sequentially progress to t = T ) or
backward recursions (starting from t = T and traversing backwards in time).
By noting that the joint smoothing distribution equals the joint filtering
distribution at time t = T it follows that the forward recursion can be
formulated in terms of the joint filtering updates – we will make use of this
in Chapter 4.

3.2 The Kalman filter

The Kalman filter [34] is perhaps the most widely known and well-used fil-
tering algorithm, with applications in navigation, control, signal processing
and robotics to name a few. For a linear-Gaussian state-space model, the
Kalman filter yields an optimal estimate of the filtering distribution in the
sense that the estimate minimizes the mean squared error.

The equations describing the Kalman filter can be motivated in differ-
ent ways — we consider probabilistic models in this thesis and will there-
fore discuss the Kalman filter in this setting, making use of the expressions
for the filtering distribution in the previous section. The linear-Gaussian
state-space model was given in Example 2.5.1, xt∼N (xt|Axt−1, Q) and
yt∼N (yt|Cxt, R). We also assume that an estimate of the filtering distribu-
tion pθ(xt−1|y1:t−1) = N (xt−1|mt−1, Pt−1) from the previous time is available.
All these densities are Gaussian, which implies that we can evaluate both
the prediction step and the update step exactly, since all involved distri-
butions are conjugate (the conjugate prior of a Gaussian is a Gaussian).
However, instead of solving these integrals explicitly, we note that both the
transition and the observation density describe affine transformations of a
Gaussian random variable (xt−1 and xt respectively). We can therefore make
use of well-known formulas (given in Appendix A.2) to obtain expressions
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for the joint distribution between the affine variables, as well as marginals
and conditionals of the joint distribution. The prediction step in (3.2) is the
marginal distribution of the joint pθ(xt, xt−1|y1:t−1), and is thus given by

pθ(xt|y1:t−1) = N (xt|m̃t, P̃t) = N (xt|Amt−1, APtA
T +Q). (3.5)

Similarly, the update step in (3.1) corresponds to the conditional distribution
of the joint pθ(xt, yt|y1:t−1), and is given by

pθ(xt|y1:t) = N (xt|mt, Pt) = N
(
xt|m̃t +Kt(yt − Cm̃t), (I −KtC)P̃t

)
.

(3.6)
The Kalman filter state estimate is thus given by x̂t = m̃t +Kt(yt − Cm̃t).
Note that this update is actually the posterior mean, which implies that the
Kalman filter estimate is the minimum mean square error estimate. The
matrix Kt = P̃tC

T(CP̃tC
T +R)−1 is referred to as the Kalman gain and can

be interpreted as a measure of how much we trust the observations versus
the estimates from the model.

The Kalman filter relies on an assumption of linear transition densities
and additive Gaussian noise, which in practice is often too restrictive. There
exists, however, several extensions of the Kalman filter to mildly non-linear
models. Two well-known extensions are the extended Kalman filter [63, 67]
and the unscented Kalman filter [33].

3.3 Approximate using Monte Carlo

If we drop the linear-Gaussian assumption on the model we can no longer do
state inference analytically, but must resort to numerical approximations.
The main difficulty lies in computing integrals to form averages over differ-
ent distributions, in particular to compute expected values or to marginalize
over some variables. These integrals can be approximated using either de-
terministic numerical integration or stochastic numerical integration. We
will focus on stochastic approximations using Monte Carlo methods.

Consider the problem of computing the expected value of some test func-
tion φ(x) (for instance φ(x) = x) with respect to the joint filtering density
pθ(x0:t|y1:t),

Ep(φ(x0:t)) = I(φ) =

∫
φ(x0:t)pθ(x0:t|y1:t)dx0:t. (3.7)

The key idea is to approximate this integral by replacing the target density
pθ(x0:t|y1:t) with its empirical approximation. By drawing N samples inde-
pendently from the target density we obtain the empirical approximation as
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their average

p̂NMC(x0:t|y1:t) =
1

N

N∑
i=1

δxi0:t
(x0:t), xi0:t

iid∼ pθ(x0:t|y1:t), (3.8)

where δxi0:t
(x0:t) denotes a point-mass located in xi0:t. The approximate value

of the integral I(φ) is thus given by

ÎNMC(φ) =

∫
φ(x0:t)p̂

N
MC(x0:t|y1:t)dx0:t =

1

N

N∑
i=1

φ(xi0:t), (3.9)

which we recognize as the sample average. It turns out that this Monte Carlo
estimate possesses many sought-after properties. It is unbiased and the
strong law of large numbers gives almost sure convergence ÎNMC(φ)→ I(φ) as
N →∞. Furthermore, if the variance of φ(x), Var(φ(x)) = E(φ(x)2)−I2(φ),
is finite then the variance of the estimator is Var(ÎNMC)(φ) = Var(φ(x))/N .
Finally, there exists a central limit theorem, implying a convergence rate of
O(1/

√
N) for the decrease in approximation error. Of particular interest

is the fact that this convergence rate is independent of the dimension of
the state space, which means that Monte Carlo estimates performs favor-
ably even for high-dimensional integrals. This is in contrast to deterministic
methods, whose rate of convergence typically decreases with increasing di-
mension. There is one fundamental problem though: for most of the cases
we are interested in the target distribution will be too complex and high-
dimensional to sample from directly.

An alternative to the Monte Carlo estimator above is to use importance
sampling. The basic idea of importance sampling is to draw samples from
some simpler distribution q(x0:t|y1:t), called a proposal. We can adjust for
sampling from the wrong distribution by introducing weights for each sample
that represent how well a certain sample matches the target distribution
pθ(x0:t|y1:t). Expectations of the form (3.7) can be written in terms of the
proposal density instead of the target according to

Ep(φ(x0:t)) =

∫
φ(x0:t)pθ(x0:t|y1:t)dx0:t =

∫
φ(x0:t)

pθ(x0:t|y1:t)

q(x0:t|y1:t)
q(x0:t|y1:t)dx0:t

=

∫
φ(x0:t)w(x0:t)q(x0:t|y1:t)dx0:t = Eq(φ(x∗0:t)), (3.10)

where we have defined the importance weights w(x0:t) = pθ(x0:t|y1:t)
q(x0:t|y1:t)

and

where x∗0:t in the last equality indicates a random variable with the pro-
posal q as its density. The empirical approximation of the target density
using importance sampling is p̂NIS(x0:t|y1:t) = 1

N

∑N
i=1w(xi0:t)δxi0:t

(x0:t), with



28 Chapter 3. State inference

xi0:t∼ q(x0:t|y1:t). Inserting this approximation in (3.10) yields its import-
ance sample estimate ÎNIS(φ) = 1

N

∑N
i=1w(xi0:t)φ(xi0:t), which we recognize as

a weighted sample average.

The importance sampling scheme above circumvents the problem of hav-
ing to draw samples from the target distribution, but to compute the weights
we must be able to evaluate the target distribution for each sample. For
state inference problems in state-space models this is problematic, since we
typically have an intractable normalizing constant in the expression for the
target density, which prevents exact evaluation. The joint filtering distribu-
tion, pθ(x0:t|y1:t) = pθ(x0:t,y1:t)

Zθ
with Zθ = pθ(y1:t), is one example. Inserting

this form of the joint filtering distribution in (3.10) yields

Eq(φ(x0:t)) =
1

Zθ

∫
φ(x0:t)w(x0:t)q(x0:t|y1:t)dx0:t, (3.11)

where the weights are now given by w(x0:t) = pθ(x0:t,y1:t)
q(x0:t|y1:t)

. The normalizing
constant Zθ is typically unavailable, but it turns out that it can be approx-
imated using the samples from the proposal q(x0:t|y1:t). By noting that

Zθ =

∫
p(x0:t, y1:t)dx0:t =

∫
p(x0:t, y1:t)

q(x0:t|y1:t)
q(x0:t|y1:t)dx0:t, (3.12)

its empirical estimate is Ẑ = 1
N

∑N
i=1w(xi0:t), which is unbiased, and if we

replace Zθ with Ẑ in (3.11) we obtain the normalized importance sample
estimate

ÎNIS(φ) =
1
N

∑N
i=1w(xi0:t)φ(xi0:t)

1
N

∑N
i=1w(xi0:t)

=
N∑
i=1

w̄i
tφ(xi0:t), (3.13)

where w̄i
t are the normalized weights. This estimate is typically biased, since

it represents a quotient of two estimates. It can be shown, however, that the
strong law of large numbers applies when N → ∞ and that there exists a
central limit theorem which ensures that the convergence is still independent
of the dimension of the state space [28].

The only requirements on the proposal is that it should be simple to
sample from and that it should have support where the target has support
(p(x) > 0 implies q(x) > 0). However, the choice of proposal turns out to
be of great importance for the performance of the importance sampler. It is
especially difficult to find a good proposal for high-dimensional targets. The
joint filtering distribution is, unless t is very small, a high-dimensional target,
which in addition grows with the arrival of every new observation yt+1. One
approach to handle this is to make use of the sequential structure of the
state-space model to design a proposal which admits recursive evaluation of
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the importance weights. This can be achieved by choosing a proposal that
factorizes according to

q(x0:t|y1:t) = q(x0)
t∏

k=1

q(xk|x0:k−1, y1:k) = q(x0)
t∏

k=1

q(xk|xk−1, yk), (3.14)

where the last equality is a natural restriction based on the state-space model
structure. With this proposal, the unnormalized importance weights are

wt(x0:t) =
pθ(x0:t, y1:t)

q(x0:t|y1:t)
=
pθ(yt|xt)pθ(xt|xt−1)

q(xt|xt−1, yt)

pθ(x0:t−1, y1:t−1)

q(x0:t−1|y1:t)

= wt−1(x0:t−1)
pθ(yt|xt)pθ(xt|xt−1)

q(xt|xt−1, yt)
.

(3.15)

Clearly we can compute the importance weights recursively with this choice
of proposal. This version of importance sampling is referred to as sequential
importance sampling [22]. Unfortunately, it is possible to show that the
variance of the importance weights (3.15) will increase with increasing t (see
for example [22, 38]). Effectively this means that only one of the samples
will have a non-zero weight after a few time steps. This behaviour is referred
to as weight degeneracy and typically results in a very poor approximation
of the target density and a lot of wasted computations spent on samples
that will not contribute (have zero weight).

3.4 Sequential Monte Carlo

Sequential importance sampling on its own can (in most cases) not provide
satisfactory estimates of the joint filtering density due to the degenerate
importance weights. However, it poses a good, recursive foundation for
state inference – if we add resampling to it, we obtain the sequential Monte
Carlo (SMC) algorithm (also called sequential importance resampling) [10,
22].

The main idea of resampling is that we wish to spend the computa-
tional resources on the samples with the largest weights, while disregarding
those with low weights. To achieve this we introduce an additional sampling
step11, where we independently and with replacement draw N new samples
from the importance samples we already have according to their import-
ance weights. Samples with large weights are likely to be sampled several
times, whereas samples with low weights are likely (but not certain) to be

11The name resampling stems from exactly this – that we sample again from a distri-
bution which already consists of samples.
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discarded. The result is an unweighted sample from the target distribution,
where the previous weights are replaced with multiplicity of samples.

Put a bit more formally, assume that we have a set ofN weighted samples
{xi0:t, w̄

i
t}Ni=1, which together form an empirical approximation p̂NIS(x0:t|y1:t) =

1
N

∑N
i=1 w̄

i
tδxi0:t

(x0:t) of the target distribution. We can now independently
draw N new samples from the distribution p̂NIS by picking a new trajectory

x̃i0:t = x
ait
0:t, where the index ait is drawn according to the weights w̄j

t of the
old trajectories. That is, we pick ait = 1 with probability w1

t , a
i
t = 2 with

probability w2
t and so on. This equates to sampling a from a categorical

distribution, ait∼C({w̄j
t}Nj=1). The index a is referred to as the ancestor

index, since it determines the ancestry of the resampled trajectory. The res-
ampling procedure described above is referred to as multinomial resampling.
The reason for this name originates from the fact that we can describe the
number of times each sample is selected using a multinomial distribution.

It should be noted that while resampling reduces the weight degener-
acy problem, it introduces some other complications. First, by adding an-
other sampling step we increase the variance of estimators derived from the
samples. This is a price we have to pay to avoid weight degeneracy, and the
impact of the increased variance of multinomial resampling can partly be
reduced by applying other resampling schemes, such as stratified resampling
[37]. Secondly, by employing resampling we inherently reduce the number
of unique samples xi0:t. Over time, this leads to sample impoverishment in
the sense that for distant (early) time points, all samples will have the same
ancestry. This phenomenon is called path degeneracy and will mainly affect
applications where the joint filtering distribution is used, whereas fixed-lag
smoothing or filtering applications will in many cases still perform well due
to the forgetting properties of the state-space model. Finally the samples
obtained after resampling are no longer independent, since at least some of
them are likely to have the same ancestry. This makes it harder to analyze
the properties of sequential Monte Carlo methods, compared to the sim-
pler importance sampling schemes. Nonetheless, many convergence results
exists, see for example [13, 17].

We are now ready to combine sequential importance sampling and res-
ampling into one algorithm – sequential Monte Carlo. We discuss the al-
gorithm in terms of the joint filtering density here, but it is also possible to
formulate an equivalent algorithm based on the filtering density. Sequential
Monte Carlo approximates the joint filtering density by iteratively updating
a set of N weighted samples {xi0:t, w̄

i
t}Ni=1 using three main steps. At the

beginning of each new iteration the set of samples is resampled by choosing
an ancestor for each new sample according to the normalized importance
weights from the previous iteration, w̄i

t−1, and then setting all weights to
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w̄i
t−1 = 1/N . Next, the rejuvenated samples are propagated to the next

point in time according to the proposal distribution q. Finally, the im-
portance weights are computed according to (3.15). These three steps are
repeated for each new point in time.

Despite the resampling step, numerical problems are not uncommon
when computing the normalized importance weights. Therefore it is recom-
mended to work with log-weights when implementing SMC (and importance
sampling). Another issue is the path degeneracy discussed above. One ap-
proach for reducing the effect of path degeneracy, or at least postpone it a
bit, is to not resample in every step, but only when the weight degeneracy
is “bad enough”. A common measure for determining the level of weight
degeneracy is to compute the effective sample size (ESS), defined in [38] as

ESS = N
Var(ÎNMC)

Var(ÎNIS)
, where ÎNMC is given by (3.9) and ÎNIS is given by (3.13).

This expression is unfortunately not very useful in practice, since it depends
on the test function φ and requires sampling from the target distribution.
Instead, [38] suggests to use the approximation ESS ≈ N

1+Var(w∗it )
, where

w∗it = pθ(x0:t|y1:t)
q(x0:t|y1:t)

, but the target pθ(x0:t|y1:t) can often only be evaluated
up to normalization preventing exact evaluation this expression too. An
alternative often used in practice is the estimate

ÊSS =
1∑N

i=1(w̄i
t)

2
. (3.16)

This estimate will be N if all samples have weight 1/N and 1 if we have
complete degeneracy (one sample has w = 1 and all others w = 0). In the
SMC algorithm we resample if the ESS drops below some preset threshold
Nth. The SMC algorithm, with adaptive resampling based on the ESS is
given in Algorithm 3.1.

3.4.1 Choosing a proposal distribution

So far we have not said anything about how to choose a suitable proposal
distribution, other than that it should have support everywhere where the
target has support. It turns out though, that the proposal plays an essen-
tial role for the performance of SMC in practice, so the choice should be
thought through carefully. One reason for the proposal’s importance is that
its degree of resemblance with the target distribution determines the size of
the importance weights. If the proposal is very different from the target it
will generate samples that, to a large extent, have very small weights and
just a few, or even only one, samples with (relatively) large weights. Such a
choice of proposal can easily lead to weight degeneracy, since samples with
larger weights will dominate after normalization. The same can happen if
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Algorithm 3.1 Adaptive sequential Monte Carlo (all steps for i = 1, . . . , N)

1: Initialize: Draw xi0∼ q0(x0), set wi0 = pθ(x
i
0)/q(x

i
0), normalize w̄i

0 =
wi

0/
∑N

j=1w
j
0.

2: for t = 1 . . . T do
3: Compute: ESS = 1/

∑N
i=1(w̄i

t−1)
2.

4: if ESS < Nth then
5: Resample: Draw ait∼C({w̄i

t−1}Ni=1). Set w̄i
t−1 = 1/N .

6: else
7: Set ait = i.
8: end if
9: Propagate: Simulate xit∼ q(xt|x

ait
t−1, yt). Set xi0:t = {xa

i
t

0:t−1, x
i
t}.

10: Update: Set wi
t = w̄i

t−1

pθ(yt|xit)pθ(xit|x
ait
t−1)

q(xit|x
ait
t−1,yt)

.

11: Normalize: w̄i
t = wi

t/
∑N

j=1w
j
t .

12: end for

one sample gets a very large importance weight. Often, the proposal will
need to be adapted specifically for the problem at hand for good perform-
ance. However, there are two important proposals that are commonly used
and referred to in practice that are a good starting point when designing a
proposal for a new problem: the standard proposal and the locally optimal
proposal.

The standard proposal is, as the name suggests, a very straight-forward
and simple choice of proposal. It is also known as the bootstrap proposal,
from its use as a proposal in the bootstrap particle filter, one of the first
SMC algorithms [31]. The standard proposal simply propagates the states
to the next point in time according to the transition density, that is

q(xt|xt−1, yt) = pθ(xt|xt−1). (3.17)

The corresponding importance weights are, by inserting the standard pro-
posal in (3.15), given by

wt = w̄t−1

pθ(yt|xt)pθ(xt|xt−1)

pθ(xt|xt−1)
= w̄t−1pθ(yt|xt). (3.18)

The standard proposal’s popularity in practice is due to two important
traits. First, the weights are given by the observation likelihood. They are
therefore easy to evaluate12 and to interpret – the weight is simply telling
us how well the propagated state matches the observation. Secondly, with

12Provided that we can evaluate the likelihood p(yt|xt).
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this choice of proposal we are only required to be able to simulate from
the transition density, we never have to evaluate it exactly. This opens up
for using SMC also for complex models where the transition density is in-
tractable, but possible to simulate from. One example of such a model is a
discretized stochastic differential equation where the discretization grid for
the state updates is finer than the discretization grid for the observations.
Despite these nice traits, the standard proposal is prone to weight degen-
eracy and can perform very poorly in practice. The explanation lies in the
fact that when using the standard proposal we propagate the samples to the
next point in time blindly, without taking the value of the next observation
into account. This can result in a mismatch between the predictive dens-
ity after propagation and the observation density in the sense that there
is no, or very little overlap between them. In turn, this means that most
particles will get very low weights, which leads to degeneracy. Typical cases
when the standard proposal performs poorly is when the state and, in par-
ticular, the observations are high-dimensional, when the observations are
very informative (very small observation noise) and when there are outliers
in the observations (the observation comes from the system but is unlikely
according to the model).

If we can incorporate information about the next observation in the
proposal we can mitigate the degeneracy problem, since information about
the next observation would allow us to “shift” the predictive density after
propagation towards the observation. The locally optimal proposal is one
such choice, given by

q(xt|xt−1, yt) = pθ(xt|xt−1, yt) =
pθ(yt|xt)pθ(xt|xt−1)

pθ(yt|xt−1)
. (3.19)

Note how this proposal combines information from the observation likelihood
and the transition density when propagating. The corresponding importance
weights are, by inserting the above proposal in (3.15), given by

wt = w̄t−1

pθ(yt|xt)pθ(xt|xt−1)
pθ(yt|xt)pθ(xt|xt−1)

pθ(yt|xt−1)

= w̄t−1pθ(yt|xt−1). (3.20)

The optimality of the locally optimal proposal refers to the fact that, among
all possible proposals conditioned on the observation yt and the previous
state xit−1, it yields the minimum variance of the importance weights. In
fact, the variance of the importance weights with respect to this proposal
will be zero for fixed yt and xit−1 [22]. The curious reader can find the proof
in Appendix A.1. An extension of this result is provided in [68] where it is
shown that the optimal proposal provides a lower bound on the variance of
the importance weights over draws of both current and previous samples.
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The interest in the variance of the importance weights stems from its rela-
tion to degeneracy of the particle weights, where complete degeneracy (one
sample has all the weight) yields the maximum variance. An alternative
approach to reach the same conclusion about minimal variance is to exam-
ine the expression for the importance weights, pθ(yt|xit−1). Clearly, for fixed
values on yt and xit−1, all samples originating from xit−1 will have the same
importance weight regardless of what xit is after propagation, thus the vari-
ance will be zero. Note that this will not be the case for the weights of the
standard proposal, which depend on pθ(yt|xit). It is important to emphasize
that the minimum variance is for a fixed xit−1, the variance of the importance
weights across all samples will not be zero and, thus, the weights may very
well be degenerate also for the optimal proposal. Nonetheless, minimizing
the variance with respect to a fixed xit−1 will still provide better performance
compared to other proposals.

Despite its nice theoretical properties the locally optimal proposal is of
limited use in practice. For most models it is not possible to compute the
weights analytically, since they require evaluation of the integral

pθ(yt|xt−1) =

∫
pθ(yt|xt)pθ(xt|xt−1)dxt, (3.21)

which is intractable in the general case. Additionally, it is typically difficult
to sample from the proposal for most models. However, for models with a
conjugacy relation between the transition density pθ(xt|xt−1) and the obser-
vation likelihood pθ(yt|xt) analytic evaluation is possible. In Example 3.4.1
we illustrate one case where the locally optimal proposal and its correspond-
ing importance weight can be computed exactly.

Example 3.4.1 (Locally optimal proposal for a Gaussian state-space model).
Consider the Gaussian state-space model in Example 2.3.1, but with the
linear state update replaced with a (possibly) non-linear function f of the
previous state, that is, p(xt|xt−1, θ) = N (xt|f(xt−1), Q). The observation
likelihood is assumed to still be linear-Gaussian, p(yt|xt, θ) = N (yt|Cxt, R).
We have an affine Gaussian relation between states an observations, so
(A.11) implies that the locally optimal proposal defined in (3.19) is given by
p(xt|xt−1, yt, θ) = N (xt|µ,Σ), where

µ = f(xt−1) +QCT(CQCT +R)−1(yt − Cf(xt−1)),

Σ = Q−QCT(CQCT +R)−1CQ. (3.22)

The weights in (3.20) can be obtained in a similar fashion using (A.10),
which yields

wt = w̄t−1N (yt|Cf(xt−1), CQC
T +R). (3.23)
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For models without conjugacy relations there are techniques available for
approximating the locally optimal proposal, such as using local linearizations
[22]. In Paper I we propose an alternative approach that combines the locally
optimal and the standard proposal, which allows for analytic evaluation, for
a specific type of non-conjugate state-space model.

3.4.2 Estimating the data likelihood

The data likelihood, pθ(y1:T ), describes how likely the sequence of obser-
vations are given the model parameters θ. It is an important quantity for
several reasons. In parameter estimation we need to compute (or at least es-
timate) the data likelihood in both the Bayesian and the frequentist setting.
In the Bayesian case we need it to compute the posterior distribution of
the parameters given by (2.5), and in the frequentist case we pick the para-
meter value that maximizes the data likelihood. In addition to parameter
estimation, the data likelihood is also used for model selection, that is, to
evaluate which model out of a selection of different models that describes
the sequence of observation best. Similarly, it can also be used when evalu-
ating the performance of different algorithms, for example different versions
of SMC. In the general case, evaluating the data likelihood can be difficult,
but it turns out that if we use SMC for state inference we obtain an estimate
of the data likelihood for free.

The main difficulty when computing the data likelihood is (as often be-
fore) that it requires evaluation of integrals that, in many cases, are intract-
able. The data likelihood factorizes according to

pθ(y1:T ) = pθ(y1)

T∏
t=2

pθ(yt|y1:t−1), (3.24)

where the factor pθ(yt|y1:t−1) can be expressed

pθ(yt|y1:t−1) =

∫
pθ(yt, xt|y1:t−1)dxt =

∫
pθ(yt|xt)pθ(xt|y1:t−1)dxt (3.25)

In the general case, this integral is intractable. However, if we are using
SMC with a standard proposal to estimate the filtering distribution, we also
obtain an estimate of the predictive distribution pθ(xt|y1:t−1) given by

pθ(xt|y1:t−1) ≈
N∑
i=1

w̄i
t−1δxit(xt), (3.26)

where w̄i
t−1 are the normalized weights from the previous timestep (possibly

set to 1/N if resampling took place) and xit are the samples after propagation
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using the proposal q(xt|xt−1, yt) = pθ(xt|xt−1). If this approximation is used
in (3.25) we get an approximation of the likelihood at time t given by

p̂θ(yt|y1:t−1) ≈
N∑
i=1

w̄i
t−1pθ(yt|xit), (3.27)

and the data likelihood at time T is thus given by

p̂θ(y1:T ) =

N∑
i=1

w̄i
0pθ(y1|xi1)

T∏
t=2

N∑
i=1

w̄i
t−1pθ(yt|xit), (3.28)

where w̄i
0 = 1/N . Note that the expression in the sum is the weight update

for the standard proposal. Hence, if we use the standard proposal all sums
in the data likelihood expression simplify to a sum over the unnormalized
importance weights.

Instead of rewriting the factor pθ(yt|y1:t−1) as a marginalization of a joint
distribution with respect to xt we can do it with respect to xt−1 according
to

pθ(yt|y1:t−1) =

∫
pθ(yt, xt−1|y1:t−1)dxt−1 =

∫
pθ(yt|xt−1)pθ(xt−1|y1:t−1)dxt−1,

(3.29)

where w̄i
t−1 are the normalized weights from the previous timestep. This

integral is, like the one above, typically intractable, but if we are using SMC
it provides an approximation for the filtering distribution at the previous
point in time, pθ(xt−1|y1:t−1), given by

pθ(xt−1|y1:t−1) ≈
N∑
i=1

w̄i
t−1δxit−1

(xt−1), (3.30)

and thus the data likelihood at time T can, equivalently, be written

p̂θ(y1:T ) =

N∑
i=1

w̄i
0pθ(y1|xi0)

T∏
t=2

N∑
i=1

w̄i
t−1pθ(yt|xit−1), (3.31)

where we note that the expression in the sum is the weight update for the
locally optimal proposal. Thus, if we use the locally optimal proposal all
sums will, similarly to when using the standard proposal, simplify to a sum
of the unnormalized importance weights.
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3.4.3 General sequential Monte Carlo

In this chapter we have introduced SMC for state inference in state-space
models, but SMC can be used for inference in a much wider class of models.
In fact, SMC is applicable for any model where the target can be described
using a sequence of densities γ̄θ,t(x0:t) defined on probability spaces Xt of
increasing dimension. This includes both models with a natural sequential
order, such as state-space models and many other probabilistic graphical
models, and models that are not sequential but where it is possible to con-
struct an artificial sequence of intermediate distributions, such as the SMC
sampler [18]. The sequence of target distributions in general SMC is given
by

γ̄θ,t(x0:t) =
γθ,t(x0:t)

Zθ,t
, (3.32)

where γθ,t is the corresponding unnormalized densities (which we must be
able to evaluate point-wise) and Zθ,t is a normalizing constant (which is
usually not available). The state-space models considered previously, with
the joint filtering distribution as target density, can indeed be written on
this form by choosing γ̄θ,t(x0:t) = pθ(x0:t|y1:t), γθ,t(x0:t) = pθ(x0:t, y1:t) and
Zθ,t = pθ(y1:t). Analogously to SMC for state-space models, general SMC
approximates the target density as γ̄θ,t(x0:t) ≈

∑N
i=1w

i
tδxi0:t

(x0:t) using a set
of N samples {xi0:t, w̄

i
t}Ni=1. In each iteration the samples from the previous

density in the sequence are first resampled according to their respective
normalized weights w̄i

t−1. They are then propagated according to a proposal
qt(xt|x0:t−1) selected by the user and, finally, the unnormalized importance
weights are computed according to

ωθ,t(x0:t) =
γθ,t(x0:t)

γθ,t−1(x0:t−1)qt(xt|x0:t−1)
. (3.33)

3.5 Example: Dengue fever

State inference is an important tool for learning more about dengue out-
breaks, since it provides estimates of the number of susceptible, exposed,
infected and recovered each week (or day). Based on estimates of the para-
meters from earlier studies of dengue outbreaks, it is possible to use state
inference to analyze the implications of a figurative future outbreak to, e.g.,
determine the effects on the basic functions in society (hospitals, public
transport etc.). Additionally, during an ongoing outbreak, it can be used to
predict the future dynamics of the outbreak to answer questions like: “How
long will the outbreak last?” and “How many will, at most, require hospital
care at the same time?”.
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Figure 3.1: Upper: Observed number of newly infected each week (data
from health centers). Lower: Inferred number of newly infected each week
obtained from 1000 runs of SMC. The yellow line is the mean of all runs
and the shaded blue region is the 2 standard deviations credible interval.

The model proposed in Section 2.6 for dengue outbreaks is not linear-
Gaussian, thus we will make use of sequential Monte Carlo for state in-
ference. We have conjugacy between states/observations and parameters,
but not between states and observations (both are binomially distributed).
Thus, we can not make use of the locally optimal proposal, but will resort
to SMC using the standard proposal. We assume that we have access to
the following estimates of the model parameters from a previous outbreak:
λh = 0.7365, δh = 0.2991, γh = 0.18, λm = 0.6683, δh = 0.7089, γh = 0
and ρ = 0.2130. Figure 3.1 (upper) shows the observed number of newly
infected per week during the outbreak and Figure 3.1 (lower) shows the
estimated number of newly infected per week (mean and 2 standard devi-
ation credible interval), inferred using 1000 independent runs of SMC with
a standard proposal and N = 1024. The under-reporting (ρ = 0.2130) is
clearly reflected.



Chapter 4

Markov chain Monte Carlo

In Chapter 3 we discussed state inference in state-space models. We now
take a step back and consider probabilistic models in a general setting.
Inference typically amounts to computing some density or expected value
of interest, or to perform some optimization over the model. In all but
the simplest probabilistic models, these inference tasks are intractable and
some approximate method must be used. Two main approaches exists: vari-
ational methods [8], and Monte Carlo-based methods. Variational methods
solve the inference problem approximately by replacing the target density
with some simpler density (e.g. a Gaussian). Monte Carlo methods instead
solve the inference problem numerically by approximating the true target
density using a set of samples from it. The samples can be generated in
different ways, e.g. using importance sampling (yielding independent but
weighted samples) or Markov chain Monte Carlo (MCMC). In this chapter,
we focus on MCMC methods, which make use of Markov chains to generate
samples from the target density. They yield correlated samples, but have
the potential to be more efficient in exploring the target density than e.g.
importance sampling if they are designed carefully.

In this chapter we first give a brief theoretical background on Markov
chains necessary to understand why MCMC methods are valid sampling
schemes. The two most commonly used MCMC methods are then discussed
and we outline some difficulties arising when applying them for parameter
inference in state-space models. Finally, we introduce particle MCMC meth-
ods as a viable alternative for parameter inference in state-space models.

4.1 Markov Chains

Markov chains play an important role in MCMC methods (as the name
suggests) and therefore we will briefly review some of their key statist-
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ical properties in this section to motivate their use. A Markov chain is
a probabilistic model describing the evolution of some sequence of states
{x(1), x(2), x(3), . . . }. It is specified by an initial distribution p(x(1)) and
a transition kernel κ (x(m), x(m+ 1)), which encodes the Markov property
that given the current state x(m) the successive state x(m+ 1) is independ-
ent of all past states. Hence the transition kernel describes the probability
density of the next state given the current one. This simple construction
allows us to simulate the chain by first drawing from the initial distribution
and then consecutively drawing samples from the transition kernel. We have
already encountered one use-case for Markov chains in Section 2.5 when we
discussed how to model the state transition in the state-space model. There,
the transition kernel is the transition density p(xt|xt−1, θ).

A Markov chain has a stationary, or invariant, distribution if its distri-
bution π(x) does not change when we apply the kernel13, that is∫

π
(
x(m)

)
κ
(
x(m), x(m+ 1)

)
dx(m) = π (x(m+ 1)) . (4.1)

This relation, referred to as global balance, can be difficult to work with
directly to show stationarity. A sufficient (but not necessary) alternative
criterion for stationarity is to show that detailed balance,

π(x(m))κ(x(m), x(m+ 1)) = π(x(m+ 1))κ(x(m+ 1), x(m)), (4.2)

holds for the Markov chain. If a Markov chain has a stationary distribution,
this distribution is also a limiting, or equilibrium, distribution if the chain is
irreducible and aperiodic. Both of these properties are related to ensuring
that the chain explores the whole state space. A chain is irreducible if it has
a positive probability to reach any state in the support of π from any initial
state. A chain is periodic if it revisits some state (or collection of states) at
evenly spaced intervals. The chain is aperiodic if it is not periodic, which
means that it does not get stuck in a cyclic behaviour. If a Markov chain
has a limiting distribution it fulfills the ergodic theorem [62],

1

M

M∑
m=1

φ(x(m))
a.s−→
∫
φ(x)π(x)dx, (4.3)

when the number of samples M →∞. This theorem implies that if we are
interested in computing the expected value of some test function φ(x) under
the distribution π(x) we can approximate it using a sample average, where
the samples are obtained from simulating a Markov chain with π as its lim-
iting distribution. This result will be important for the MCMC methods in

13This implies that the kernel κ is an eigenfunction for the distribution π.
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the following sections. This ergodic theorem does not provide any informa-
tion on the rate of convergence for the Markov chain, but stronger forms of
ergodicity are available, see for example [70] for details. Additionally there
are central limit theorems available for the estimator based on the sample
average discussed above, provided that certain assumptions on the rate of
convergence of the chain are fulfilled [70].

4.2 Markov chain Monte Carlo

Markov chain Monte Carlo methods are designed to generate samples (ap-
proximately) from a target distribution of interest. The generated samples
are typically used to form a Monte Carlo approximation of the target dens-
ity, to approximately compute some integral (expected value) over the tar-
get density or to perform some optimization over the target density. The
samples are generated by simulating a Markov chain designed to have the
target distribution as its limiting distribution. This ensures that the ergodic
theorem applies and, consequently, that we can use the sample average as a
consistent estimator of integrals over the target distribution.

Designing the Markov chain amounts to choosing a suitable transition
kernel κ. Many of the kernels used in practice can be formed from two
standard kernels – the Metropolis–Hastings kernel and the Gibbs kernel.
The Metropolis–Hastings kernel samples the new state in the chain using a
proposal distribution and an accept/reject step (see Section 4.3 for details),
whereas the Gibbs kernel (in its basic form) is based on splitting the state
vector into its components and iteratively sampling from their respective
conditional distributions (see Section 4.4 for details). One nice property of
MCMC kernels is that combinations of them, both mixtures and cycles, are
typically also valid MCMC kernels [70]. One example of such a combination
is to use a Metropolis–Hastings kernel inside the Gibbs kernel when some of
the conditional distributions in the Gibbs kernel are not possible to sample
from directly. In fact, the Gibbs kernel itself can be viewed as a cycle of
Metropolis–Hastings kernels [4].

There are a few design choices to consider when using MCMC methods
in practice. Firstly, we must decide for how long we should run the Markov
chain, that is, how many samples to generate. There are no fixed rules
stating how many samples that are needed for a “good” approximation of
the target distribution, but some guidelines can be found in e.g. [26, 70].
Secondly, it is common practice to discard the first samples generated by
the Markov chain, often referred to as the “burn-in” period. The motivation
behind this is that if you start the chain in a fairly unlikely initial state
(which is often the case in practice) it may take you a while to reach a high-
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probability region, where you ideally want most of the samples to be in order
to obtain good estimates of the quantities of interest. Thus, by discarding,
or forgetting, the first part of the chain you hope that the remaining samples
form a better representation of the target distribution. The Markov chain
itself is memoryless (only the current state matters, not how we got there)
and therefore we can think of the burn-in period as running a chain to obtain
a better initial guess for the state and then restarting the chain in this state.
There are no rules for how to choose a suitable burn-in period in advance of
generating the chain. In practice one typically monitor the evolution of the
chain and tries to determine when it has reached stationarity in a (hopefully)
high-probability region. Finally, because we use a Markov chain to generate
samples from the target distribution we inherently end up with correlated
samples when using MCMC methods. This is in contrast to, e.g., using
importance sampling, which yields independent weighted samples from the
proposal distribution. It is of interest to design the MCMC kernel so that
the correlation between samples is kept low in order to obtain a chain that
yields close to independent samples. This will allow the chain to efficiently
move around in the state space of the target distribution and leads to a
faster convergence. In MCMC, this is also referred to as the mixing of the
chain. If a chain “mixes well” it efficiently moves around the state space
without getting stuck in certain regions, which leads to samples with low
(auto)correlation.

4.3 The Metropolis–Hastings algorithm

The Metropolis–Hastings algorithm is perhaps the most commonly used
MCMC method, and also one of the earliest; it was developed by Metropolis
et al. already in 1953 [49] and further generalized by Hastings in 1970 [32].
It generates samples from some target distribution π by iteratively executing
two main steps. First, a new suggested sample x∗ is generated according
to a proposal distribution q(x∗|x(m)), where x(m) is the current state of
the chain. Then, the new sample is accepted or rejected according to an
acceptance probability given by

α = min

(
1,

π(x∗)q(x(m)|x∗)
π(x(m))q(x∗|x(m))

)
. (4.4)

Accept here means that the proposed sample is kept, so that the next state
of the chain is x(m + 1) = x∗. In a similar fashion, reject means that
the proposed sample is discarded and the chain retains its previous value,
x(m + 1) = x(m). The particular form of the acceptance probability in
(4.4) ensures that the corresponding Metropolis–Hastings kernel fulfills the
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Algorithm 4.1 The Metropolis–Hastings algorithm

1: Initialize: Set x(1)∼ p(x(1)).
2: for m = 1 . . .M − 1 do
3: Draw x∗∼ q(x∗|x(m)).
4: Draw u∼U(0, 1).

5: Compute α = min
(

1, π(x∗)q(x(m)|x∗)
π(x(m))q(x∗|x(m))

)
.

6: if u ≤ α then
7: Set x(m+ 1) = x∗.
8: else
9: Set x(m+ 1) = x(m).

10: end if
11: end for

detailed balance criterion (4.2). It is also possible to verify that the kernel
is aperiodic and irreducible, provided that the proposal q has support where
the target π has, which makes it a valid MCMC method (see for example
[32, 70] for a proof). The complete algorithm is described in Algorithm 4.1.

From the form of the acceptance probability we can deduce several
things. The perhaps most important observation, at least for practical ap-
plication of the algorithm, is that the acceptance probability only includes
the target distribution as a ratio, implying that we only need to know the
target up to a normalization constant. Moreover, the acceptance probability
consists of two parts: the ratio between the probability of each state under
the target distribution, π(x∗)/π(x(m)), and the ratio between the probab-
ility of reaching each state from the other under the proposal distribution,
q(x(m)|x∗)/q(x∗|x(m)). The latter ratio can be viewed as a correction term
that compensates for not drawing samples from the target distribution, and
will down- or up-weight the acceptance probability depending on if it is more
likely to go from x∗ to x or the other way around. Alternatively, we can
write the acceptance probability on the form

α = min

(
1,

π(x∗)/q(x∗|x(m))

π(x(m))/q(x(m)|x∗)

)
, (4.5)

which can be interpreted as a ratio between two “importance weights”. If
the new state (numerator) has a larger weight than the current state (de-
nominator) we are certain to accept, otherwise we accept with probability
π(x∗)/q(x∗|x(m))
π(x(m))/q(x(m)|x∗) .

The performance of the Metropolis–Hastings algorithm is to a large ex-
tent determined by the choice of proposal and, consequently, an extensive
amount of MCMC research has been devoted to designing proposals that
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enable fast and efficient exploration of the target distribution. Ideally, the
proposal should be simple to sample from and it should explore the state
space (mix), while retaining a high acceptance probability (low correlation
between samples). We can obtain good exploration by designing a pro-
posal that can take large steps between samples (large variance), but this
typically also leads to an increased amount of rejections, which makes the
algorithm inefficient. On the other hand, we can design the proposal to
have a high acceptance probability, but this often equates to only taking
small steps between consecutive samples, which instead leads to a slow ex-
ploration. Thus, there is a trade-off between high acceptance rate and fast
exploration in the design of the proposal distribution. The difficulty of find-
ing an suitable proposal distribution generally increases with the dimension
of the state, since the proposal then must take appropriately sized steps in
all dimensions simultaneously. Moreover, even if we can find optimal step
lengths the convergence can still be slow.

Lets now try to apply the Metropolis–Hastings algorithm for Bayesian
parameter estimation in state-space models. The target distribution is

p(θ|y1:T ) =
p(y1:T |θ)p(θ)
p(y1:T )

, (4.6)

where the parameters θ is the quantity of interest, that is, the state of the
Markov chain. The corresponding acceptance probability is, by inserting
(4.6) in (4.4)

α = min

(
1,

p(y1:T |θ∗)p(θ∗)
p(y1:T |θ(m))p(θ(m))

q(θ(m)|θ∗)
q(θ∗|θ(m))

)
, (4.7)

where the normalization factor of the target, p(y1:T ), cancels. We can now
identify two difficulties; we need to choose a suitable proposal distribution
and we need to compute the likelihood p(y1:T |θ), which is typically not avail-
able on closed form. The choice of proposal is a simpler problem in the sense
that we can at least run the algorithm (albeit possibly obtaining poor mix-
ing) for any choice whose support includes the support of the target. In
practice a common choice is to use a random walk. Computing the likeli-
hood is a more difficult problem, since its intractability can prevent us from
even running the algorithm. However, one way to handle the likelihood ex-
pression for state-space models is to replace it with an estimate obtained
using SMC. This idea will be explored further in Section 4.5.

4.4 The Gibbs sampler

The Gibbs sampler is another commonly used MCMC method. It was first
described by German & German [27] in 1984, although it can also be viewed
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Algorithm 4.2 The Gibbs sampler

1: Initialize: Set x(1)∼ p(x(1)).
2: for m = 1 . . .M − 1 do
3: Draw
4: x1(m+ 1)∼π1(x1|x2(m), . . . , xd(m)),

5:
...

6: xj(m+ 1)∼πj(xj|x1(m+ 1), . . . , xj−1(m+ 1), xj+1(m), . . . , xd(m)),

7:
...

8: xd(m+ 1)∼πd(xd|x1(m+ 1), . . . , xd−1(m+ 1)).
9: end for

as a special case of the Metropolis–Hastings algorithm. In Gibbs sampling,
the variable of interest is split into smaller components, x = (x1, x2, . . . , xd).
Each component xj is updated separately according to its full conditional
distribution πj(xj|x1, . . . , xj−1, xj+1, . . . , xd), while keeping all other compon-
ents fixed. By updating one component at a time according to its full con-
ditional distribution, we ensure that the sample after each update is still a
sample from the target distribution. The basic form of the Gibbs sampler,
where each component is updated in a deterministic order, is outlined in
Algorithm 4.2. Note that we could also update the components in a ran-
dom order. An important observation is that by sampling each component
from its conditional distribution, we are able to turn a (possibly) high-
dimensional sampling problem into a series of sampling problems of lower
dimension, which is typically an advantage in practice. One potential prob-
lem, on the other hand, is if not all conditional distributions can be sampled
from exactly. However, each draw from a conditional distribution within the
Gibbs sampler can be replaced with a draw from some other valid MCMC
method that has the conditional distribution as its target. One common
choice is to use the Metropolis–Hastings kernel inside the Gibbs sampler.

In contrast to the Metropolis–Hastings algorithm, Gibbs sampling does
not use a proposal distribution. This is often an advantage, especially for
high-dimensional problems where it is typically difficult to find a suitable
proposal. On the other hand, Gibbs sampling can perform quite poorly if
there are strong dependencies between some of the components, since this
results in very small updates of each component, which in turn leads to poor
mixing. Fortunately there are strategies to mitigate this problem. Blocking,
or grouping, is one such strategy where the components are divided into
groups and all components of a group are sampled jointly. If there is a strong
dependence between two or more components these can be sampled together
to enable larger updates and, consequently, better mixing [45]. Another
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strategy to improve the mixing of the chain is to collapse, or marginalize,
some steps in the sampler analytically by integrating out the dependence
one or more of the components. It is possible to either marginalize out a
component from all steps of the sampler to obtain a fully collapsed sampler,
or to only marginalize out a component from some steps, which yields a
partially collapsed sampler [23, 45]. Note that if a partially collapsed sampler
is used one needs to choose the sampling order carefully to ensure that the
stationary distribution of the chain is maintained [23]. If two components
are dependent, the mixing can be improved by marginalizing out one of the
components from the update of the other component.

We can now try to use a Gibbs sampler for Bayesian parameter es-
timation in state-space models. We are interested in approximating the
parameter posterior p(θ|y1:T ), but targeting this distribution directly turns
out to be difficult with a Gibbs sampler. Instead, we introduce the lat-
ent states x0:T as an auxiliary variable and target the joint distribution
p(θ, x0:T |y1:T ). Note that p(θ|y1:T ) is a marginal of the target, implying
that we can obtain an approximation for the parameter posterior from the
sequence of parameter samples {θ(m)}Mm=1. One possibility is to design a
Gibbs sampler that alternates between updating the state trajectory and up-
dating the parameters. First, the state trajectory is sampled conditioned on
the parameters and the observations, x0:T (m+1)∼ p(x0:T |θ(m), y1:T ). Then,
the parameters are sampled conditioned on the new state trajectory and the
observations, θ(m+ 1)∼ p(θ|x0:T (m+ 1), y1:T ). It is often feasible to sample
the parameters, but the state trajectory is in many cases high-dimensional
and intractable. However, notice that the state trajectory is sampled from
the joint smoothing distribution, thus we could try to use SMC to draw a
new state trajectory. This approach will be explored further in Section 4.5.

4.5 Particle Markov chain Monte Carlo

In the two preceding sections we noted that when we are interested in
Bayesian parameter estimation for state-space models we encounter prob-
lems when trying to apply standard MCMC methods, since some of the
required distributions are not possible to draw samples from or evaluate
exactly. We briefly mentioned that one way around this problem could
be to use SMC to approximate these distributions. It turns out that it is
indeed possible to combine MCMC with SMC, by using SMC as a high-
dimensional proposal distribution inside the MCMC method. The resulting
family of methods is referred to as particle Markov chain Monte Carlo (PM-
CMC). These methods are exact approximations of the underlying MCMC
method in the sense that they generate Markov chains that have the de-
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sired target distribution as its limiting distribution, despite using SMC to
approximate some intermediate distributions. This holds for any number
N ≥ 1 of particles in the SMC component, however, by increasing N the
performance of the PMCMC method improves and eventually reaches that
of the underlying intractable MCMC method.

We will discuss PMCMC methods in the context of Bayesian para-
meter estimation for state-space models. More specifically, we consider three
such methods: particle marginal Metropolis–Hastings (PMMH) and particle
Gibbs (PG), both first introduced in [2], and an extension of the latter re-
ferred to as particle Gibbs with ancestor sampling (PGAS), first introduced
in [43]. The target density of interest for all methods is the joint distribution

p(θ, x0:T |y1:T ) = p(x0:T |θ, y1:T )p(θ). (4.8)

However, the different methods approach generating samples from this dis-
tribution in different ways, which will be detailed in the successive subsec-
tions.

It is important to note that PMCMC methods are not restricted to
state-space models, but can also be applied for more general models of the
form introduced in Section 3.4.3. The formal justification of the PMCMC
methods is built on extending the target distribution, expressed for general
models (3.32), to include all random variables that are generated in the
SMC step. It is then enough to show that the PMCMC method yields
samples from the extended target distribution and that the original target
distribution can be obtained as a marginal. Proofs of the validity of the
PMCMC methods we discuss below are quite involved, interested readers
can have a look at e.g [2, 44] for details.

4.5.1 Particle marginal Metropolis–Hastings

Recall from the end of Section 4.3 that we are interested in using MCMC
methods to estimate the parameter posterior p(θ|y1:T ), but that we run into
problems when trying to evaluate the acceptance probability (4.7) due to the
intractable marginal likelihood p(y1:T |θ). A natural approach might then be
to replace the intractable marginal likelihood with an estimate thereof. It
turns out that this is a valid approach yielding an approximate method with
the correct limiting distribution, provided that the estimate of the marginal
likelihood is unbiased and non-negative. One such estimate can be obtained
by running SMC targeting p(x0:T |θ, y1:T ) – the resulting method is referred
to as the particle marginal Metropolis–Hastings (PMMH) algorithm. This
name stems from the fact that we approximate the intractable marginal
likelihood using SMC (a particle approximation) and that we are targeting
the marginal density p(θ|y1:T ). The reason for calling p(θ|y1:T ) a marginal
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is that in the formal motivation of PMMH (and other PMCMC methods)
the actual target is the joint distribution (4.8), which has p(θ|y1:T ) as its
marginal.

The proof showing that the PMMH sampler targets the joint distribution
(4.8) is quite cumbersome, but is provided in [2] and [44]. It is built on
extending the target distribution by including all random variables generated
in the SMC sampler as auxiliary variables. It is then possible to design a
proposal distribution for the extended target to construct a Metropolis–
Hastings sampler. The acceptance probability of this sampler can be shown
to be

α = min

(
1,

ẑ(θ∗)p(θ∗)q(θ(m)|θ∗)
ẑ(θ(m))p(θ(m))q(θ∗|θ(m))

)
, (4.9)

which is exactly the acceptance probability (4.7), but with the marginal
likelihood replaced with its SMC estimate ẑ(θ) = p̂(y1:T |θ). Note that ẑ can
be obtained from (3.28) if we use the standard proposal and from (3.31) if
we use the locally optimal proposal. The Markov chain {θ(m), ẑ(m)}Mm=1

generated by PMMH can be shown to be ergodic14, see [2], implying that
PMMH is a valid MCMC sampler targeting 4.8.

Now that we know that the approach is valid we can proceed to formulate
the actual algorithm. In each iteration we first sample a new value θ∗ for
the parameter according to some suitable proposal distribution q. We then
run SMC targeting p(x0:T |θ∗, y1:T ) according to Algorithm 3.1 to compute
an estimate ẑ∗ of the marginal likelihood (we discussed how to do this in
Section 3.4.2) and draw one state trajectory x∗0:T according to the weights
at the final time T . Finally we compute the acceptance probability (4.9)
and either accept the proposed samples {θ∗, x∗0:T , ẑ

∗} or reject them. The
complete PMMH algorithm is outlined in Algorithm 4.3.

Being a member of the PMCMC family, PMMH yields exact samples
from the target distribution independent of the number of samples N used
in the SMC sampler. However, if a small number of samples are used it
can result in a high variance in the estimate of the marginal likelihood.
This typically leads to the chain getting stuck, which in turn results in slow
convergence of the algorithm. Additionally, if the chain tends to get stuck a
lot we are compelled to use a large number of MCMC iterations M , which
means that the total computational cost can be high for a “bad” choice
of N . Conversely, using only a small number of MCMC iterations M will
require a good estimate of the marginal likelihood (high N). This trade-off
between the number of samples approximating the marginal likelihood and
the number of MCMC iterations has been analyzed in [20, 58]. A rule-of-
thumb valid under certain assumptions is to choose N to keep the variance

14Provided that q has support where the target does.
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Algorithm 4.3 The Particle marginal Metropolis–Hastings algorithm

1: Initialize:
2: Set θ(1). Run SMC, compute the estimate ẑ(1), draw j∼C({w̄i

T}Ni=1)

and set x0:T (1) = xj0:T .
3: for m = 1 . . .M − 1 do
4: Draw θ∗∼ q(θ∗|θ(m)).
5: Run SMC to estimate ẑ∗.
6: Draw j∼C({w̄i

T}Ni=1) and set x∗0:T = xj0:T .
7: Draw u∼U(0, 1).

8: Compute α = min
(

1, ẑ∗p(θ∗)q(θ(m)|θ∗)
ẑ(m)p(θ(m))q(θ∗|θ(m))

)
.

9: if u ≤ α then
10: θ(m+ 1) = θ∗, ẑ(m+ 1) = ẑ∗, x0:T (m+ 1) = x∗0:T .
11: else
12: θ(m+ 1) = θ(m), ẑ(m+ 1) = ẑ(m), x0:T (m+ 1) = x0:T (m).
13: end if
14: end for

of the estimated log-likelihood close to 1. Another factor influencing the
performance of PMMH is the choice of proposal for the parameters. A
nice overview is provided in [15], including how to tune a random walk
proposal for better mixing and how to include geometric information about
the posterior into the proposal.

Finally, note that it is not strictly necessary to sample and keep track
of the state trajectory if we are only interested in the parameters, since the
states have no impact on the acceptance probability. In fact, we can arrive
at Algorithm 4.3 (minus the sampling of states) using a pseudo-marginal15

approach [3, 6]. Schön et al [64] provides a detailed motivation for how
this can be done. In short, the target distribution, in this case p(θ|y1:T ), is
extended to include an estimator of the intractable marginal likelihood as
an auxiliary variable. Note that this estimator is in fact a random variable
if it is generated using some Monte Carlo method, that is ẑ∼ψ(ẑ|θ, y1:T ).

By also replacing the intractable likelihood in p(θ|y1:T ) = p(y1:T |θ)p(θ)
p(y1:T ) with

its estimator ẑ the extended target is

π(θ, ẑ) =
ẑp(θ)ψ(ẑ|θ, y1:T )

p(y1:T )
. (4.10)

For this target distribution we can now construct a Metropolis–Hastings al-
gorithm using a proposal that first samples θ∗ from q(θ∗|θ) and then samples

15Pseudo here refers to making use of an approximation of an unknown distribution,
whereas marginal refers to integrating out the dependence on auxiliary variables.



50 Chapter 4. Markov chain Monte Carlo

ẑ from ψ(ẑ|θ, y1:T ), yielding the acceptance ratio (4.9). The only require-
ment on the likelihood estimator ẑ is that it should be non-negative and
unbiased, and that it should be possible to simulate from its distribution.
Using an SMC algorithm to estimate ẑ will (naturally) recover the PMMH
sampler.

4.5.2 The Particle Gibbs sampler

The particle Gibbs sampler targets the joint distribution (4.8) by alternating
between sampling new parameters conditioned on the most recently sampled
state trajectory, and sampling a new state trajectory conditioned on the
most recent parameters. Updating the states requires sampling from the
joint smoothing distribution, which is not feasible to do exactly. Particle
Gibbs approximates this step using a modified version of SMC, referred to
as conditional SMC, that yields samples from the correct target distribution
[2]. Note that sampling using the standard form of SMC would not yield
samples from the correct target [2].

Conditional SMC takes the state trajectory from the preceding MCMC
iteration – referred to as the reference trajectory, x′0:T , within the condi-
tional SMC algorithm – as an input and outputs a new state trajectory con-
ditioned on the reference trajectory. In each step conditional SMC draws
N − 1 samples in the standard way, but sets the last sample deterministic-
ally to the reference trajectory. This ensures that the reference trajectory
survives all resampling steps, which is required for the algorithm to be a
valid PMCMC step. This also explains the name of the algorithm — we
condition on the reference trajectory surviving all steps of the algorithm.
Intuitively, we can think of the reference trajectory as a guide for the other
trajectories, directing them to suitable parts of the state space. At the final
time step, a new reference trajectory is drawn according to the weights w̄i

T .
In conditional SMC (as in SMC), the ordering of the samples has no im-
pact on the validity of the algorithm, which allows us to choose which index
we give the reference trajectory, here we choose N . The complete condi-
tional SMC algorithm is outlined in Algorithm 4.4, and the particle Gibbs
sampler is outlined in Algorithm 4.5. Note that we are using multinomial
resampling in every timestep here, but other resampling schemes are also
possible. However, these must be implemented with care to ensure that the
algorithm remains valid, see [14] for a discussion.

The formal justification for the validity of the particle Gibbs sampler is,
similarly to PMMH, built on extending the target distribution to include all
random variables in the SMC algorithm. A Gibbs sampler in three steps can
then be formulated for the extended target distribution. Each of these steps
can be shown to be valid Gibbs steps and together with some additional
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Algorithm 4.4 Conditional SMC (all steps for i = 1, . . . , N)

Input: Reference trajectory x′0:T , parameter θ, observations y1:T .
Initialize:

1: Draw xi0∼ q0(x0), set xN0 = x′0.
2: Set wi0 = p(xi0)/q(x

i
0), normalize w̄i

0 = wi
0/
∑N

j=1w
j
0.

3: for t = 1 . . . T do
Resample:

4: Draw ait∼C({w̄i
t−1}Ni=1).

5: Set aNt = N .
6: Set w̄i

t−1 = 1/N .
Propagate:

7: Simulate xit∼ q(xt|x
ait
t−1, yt).

8: Set xNt = x′t.

9: Set xi0:t = {xa
i
t

0:t−1, x
i
t}.

Update weights:

10: Set wi
t = w̄i

t−1

p(yt|xit)p(xit|x
ait
t−1)

q(xit|x
ait
t−1,yt)

, normalize w̄i
t = wi

t/
∑N

j=1w
j
t .

11: end for
Output: Draw j∼C({w̄i

T}Ni=1), output new reference trajectory x′0:T = xj0:T .

Algorithm 4.5 The particle Gibbs sampler

1: Initialize: Set x0:T (1) and θ(1) arbitrarily.
2: for m = 1 . . .M − 1 do
3: Run conditional SMC (input x0:T (m), θ(m)) to draw x0:T (m+ 1).
4: Draw θ(m+ 1)∼ p(θ|x0:T (m+ 1), y1:T ).
5: end for

assumptions it can be shown that the particle Gibbs sampler is ergodic16.
From the three Gibbs steps it also follows that conditional SMC must indeed
be used. The details can be found in [2] and a more detailed explanation of
all steps is available in [44].

Particle Gibbs, like all PMCMC methods, generates a Markov chain with
the correct limiting distribution for all N ≥ 2. However, converging to this
limiting distribution can take a very long time if N is chosen too low. The
reason is that the particle Gibbs sampler is sensitive to path degeneracy in
the SMC component, that is, all samples share the same ancestry up to some
point t. During a run of conditional SMC the reference trajectory is always
kept intact, which implies that if we have path degeneracy in conditional

16The particle Gibbs sampler is actually uniformly ergodic, see [14].
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SMC, then all trajectories will collapse to the reference trajectory. Con-
sequently, when running particle Gibbs, the state trajectory will rarely be
updated for early time points. This results in a very slow exploration of the
space of state trajectories and we get a poorly mixing particle Gibbs sampler.
Path degeneracy can be mitigated by increasing the number of samples N
in the SMC component. Typically we need N ∝ T for good mixing [41],
which can be prohibitive computational-wise in many cases since it results
in a quadratic complexity with respect to T for the complete algorithm. For-
tunately, there are extensions of the particle Gibbs sampler available that
have been designed to improve the mixing without having to increase the
number of samples drastically for increasing T . One such extension is built
on drawing the new reference trajectory using backward sampling with the
intent of exploring the state space around the reference trajectory better.
This method is referred to as particle Gibbs with backward sampling (PGBS)
[74] and works well for state-space models (but encounters problems if ap-
plied for e.g. non-Markovian model structures). In the next section we will
discuss another method, particle Gibbs with ancestor sampling, which also
aims to better explore the space around the reference trajectory, but does
so by instead sampling the ancestor indices for the reference trajectory [42].

4.5.3 Particle Gibbs with ancestor sampling

Particle Gibbs with ancestor sampling (PGAS) is an extension of the particle
Gibbs sampler aimed at improving the mixing of the sampler, which in some
cases can be quite poor for particle Gibbs due to path degeneracy in the
SMC component [42]. In PGAS a new ancestor for the reference trajectory
is drawn in each time step according to the ancestor weights

w̃i
t−1|T ∝ w̄i

t−1

p(xi0:t−1, x
′
t:T , y1:T |θ)

p(xi0:t−1, y1:t−1|θ)
∝ w̄i

t−1p(x
′
t|xit−1), (4.11)

instead of setting the ancestor deterministically (like in particle Gibbs).
We can interpret the ancestor weight as a “posterior” probability that the
remaining part of the reference trajectory, x′t:T , was generated from ancestor
xi0:t−1 by viewing w̄i

t−1 as the prior probability of ancestor i and the quotient
as the likelihood that the reference trajectory originated from ancestor i.

Algorithm-wise PGAS is almost identical to particle Gibbs, the only dif-
ference compared with Algorithm 4.4 is on line 5, where aNt = N is replaced
with aNt ∼C({w̃i

t−1|T}Ni=1). This seemingly small modification has a large im-
pact in terms of the mixing of the sampler. The reason for this is not that
PGAS avoids path degeneracy, but rather that it causes the state trajectory
to collapse to a trajectory which is (with high probability) different from the
reference trajectory. Thus, PGAS (like PGBS) explores the space around
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the reference trajectory more efficiently than particle Gibbs does and can
therefore achieve better mixing properties using fewer particles. In addi-
tion, it was shown in [42] that this modified ancestor step does not affect
the validity of the sampler, which remains ergodic for any N ≥ 2. The com-
putational complexity of the ancestor sampling step is proportional to the
number of samples N , yielding a total complexity for PGAS proportional
to NT [42]. Since PGAS often does not require N ∝ T , but performs well
using a much smaller N , it can provide a significant improvement compu-
tationally compared with particle Gibbs. It should be noted, however, that
PGAS can only provide an improvement if the corresponding particle Gibbs
sampler suffers from path degeneracy.

4.5.4 Limitations of particle Markov chain Monte Carlo

PGAS can in many cases provide a significant improvement in performance
compared with particle Gibbs. However, the performance of both methods
are, in the end, limited by the underlying Gibbs sampler they both approx-
imate. Being exact approximations of the underlying Gibbs sampler, they
can never do better than this underlying sampler, even when N → ∞. In
fact, PG and PGAS will converge to the underlying Gibbs sampler when N
increases. Similarly, the performance of PMMH is limited by the underlying
MH sampler it approximates. In essence, the smallest achievable correlation
of a PMCMC sampler is determined by the correlation of the underlying
MCMC sampler. In Paper II, we discuss how to mitigate this limitation for
state-space models that exhibit some degree of conjugacy between paramet-
ers and the complete data likelihood, by marginalizing out the parameters
from the state update in particle Gibbs samplers.

4.6 Example: Dengue fever

In section 3.5 we assumed that we had estimates of all parameters from a
previous outbreak. Often, however, we will not have access to such estim-
ates, either because there were no previous outbreaks or because we have
reason to believe that parameters from a previous outbreak might not de-
scribe the new outbreak very well. For instance, the reporting rate might
differ between outbreaks. In such cases we make use of the methods covered
in this chapter to do parameter inference, or joint parameter and state in-
ference.

As an example we run particle Gibbs on the dengue model from Section
2.6. Figure 4.1 shows the histogram for the reporting rate parameter result-
ing from running four different chains for M = 10000 MCMC iterations and
using N = 1024 samples in the SMC compartment. Based on these runs,
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Figure 4.1: Histogram for the reporting rate parameter obtained from run-
ning particle Gibbs (mean of four runs).

the reporting rate is likely to be somewhere between 0.2 and 0.5, implying
that a large proportion of the dengue cases are never reported to a health
center. Relating back to Chapter 2, note how observing data from the out-
break has led us to update our prior beliefs about the distribution of the
reporting rate from a uniform distribution to the one in Figure 4.1. Similar
histograms can be generated for the other parameters of the model.
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Probabilistic programming

Imagine that you are an epidemiologist trying to learn more about a new dis-
ease by developing a probabilistic model describing its spread. The typical
workflow consists of first coming up with a suitable model and then design-
ing an appropriate (perhaps new and special-purpose) inference algorithm
to infer unknown quantities from collected data. To perform the inference
you must implement the model and the inference algorithm in some pro-
gramming language. Depending on the complexity of the problem at hand
this can be a tedious and error-prone procedure, in particular if you must
revise either the model or the inference algorithm (or both) several times –
even for an expert on inference methods this can be challenging.

Probabilistic programming is geared towards facilitating this process by
providing a framework for encoding probabilistic models and performing
inference in them in an automated way. There are several potential benefits
from probabilistic programming. Three important ones are:

• Specification of the model and the inference algorithm are separated.

• Analytical improvements (e.g. utilizing conjugacy relations) and tun-
ing of inference algorithms can be performed automatically.

• The model class is very expressive.

The first point implies that a user (e.g. the epidemiologist) need only encode
their model and specify which preimplemented inference algorithm to use –
the program then solves the inference problem for them. Thus, probabil-
istic programming makes (Bayesian) inference more accessible to a broader
class of users. The second and third points, while being of great use for ap-
plied practitioners, are currently primarily of interest for inference research-
ers developing or adapting inference algorithms for complex and expressive
models.

55

Anna
Highlight



56 Chapter 5. Probabilistic programming

This chapter introduces the notion of a probabilistic program and dis-
cusses how to adapt existing inference algorithms to probabilistic programs.
It also covers a brief overview of some of the existing probabilistic program-
ming languages and a more in-depth discussion of one such language, Birch,
which implements the inference methods discussed in Chapter 3 and 4. We
conclude with an example of an implementation in Birch of the dengue fever
model introduced in Chapter 2.

5.1 Representing the model as a program

When we specify a model of some process of interest we use a modeling “lan-
guage” to communicate our assumptions. So far, we have mostly used the
language of mathematics to describe models, one example is the state-space
model (2.22). Another type of modeling language is exemplified in Fig-
ure 2.1, where the same state-space model is given as a graphical model,
describing conditional dependencies between the variables. In probabil-
istic programming the generative model is encoded as a computer program
written in a Turing-complete17 probabilistic programming language (PPL).
This allows for including programmatic constructs in the model, such as
stochastic branching and recursion, making probabilistic programs a more
expressive model class than e.g. graphical models. Figure 5.1 (left) shows
a simple model written as a probabilistic program, which can not be for-
mulated as a graphical model using the conventional representations (e.g.
directed or factor graphs).

The PPL used to encode the model is often based on some already ex-
isting programming language. However, in contrast to a standard program-
ming language, a PPL has special constructs for specifying conditional dis-

17Turing-complete, or universal, equates that a program encoded in the language can
solve any computational problem (given enough time and memory).

1: x∼ Gaussian(1,2);

2: if (x>2) then
3: y∼ Student(x,3,2);

4: else
5: y∼ Gaussian(x,2);

6: end if

1: y[1]=-0.45; y[2]=3.56;

2: x[0] ∼ Gaussian(0,2);

3: x[1] ∼ Gaussian(2x[0],1);

4: observe(Gaussian(x[1],2),y[1]);

5: x[2] ∼ Gaussian(2x[1],1);

6: observe(Gaussian(x[2],2),y[2]);

7: print(x[1]);

Figure 5.1: Example of two probabilistic programs. Left: A probabilistic
program illustrating stochastic branching. Right: A probabilistic program
describing a linear-Gaussian state-space model with two observations.
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tributions and an inference solver that handles the execution of the program,
that is, performs the inference. A computer program is typically provided
with inputs and is then executed deterministically, step by step, to produce
some output. A probabilistic program, on the other hand, is provided with
observations and is executed deterministically until it reaches a checkpoint,
where the execution is paused. The current state of the program is trans-
ferred to the inference solver, which manipulates the state as specified by
the program, returns the updated state and then resumes execution of the
program. All randomness enters the program at the checkpoints, and de-
pending on the type of checkpoint different actions can be performed. A
common setup is to define two types of checkpoints: sample, which creates
a random variable and can trigger sampling of said variable, and observe,
which triggers conditioning on observed data [72]. Figure 5.1 (right) shows a
probabilistic program incorporating both types of checkpoints. Sampling is
implemented using the symbol ∼ followed by the distribution, and observe
is denoted observe(distribution, value). Note that because this pro-
gram contains observe checkpoints it conditions on data and thus encodes a
posterior distribution. This is in contrast to the program in Figure 5.1 (left),
which does not condition on data and therefore encodes a joint distribution.

5.2 Inference in probabilistic programs

There are many different inference algorithms available, both exact methods,
like the Kalman filter, and approximate methods, like variational inference
or Monte Carlo-based methods (e.g. SMC, Hamiltonian Monte Carlo and
MCMC). Often, the structure of the model tells us something about which
inference method to use. For instance, if the model is a state-space model
with linear-Gaussian densities and known parameters, the Kalman filter
should be used. If, on the other hand, the model has a sequential structure
with non-linear dependencies, then SMC can be a good choice. This type of
knowledge can be incorporated in a PPL to automate the choice of inference
method. The design of inference algorithms for probabilistic programs is,
however, complicated by the fact that in each execution of the program
a different set of random variables are encountered depending on which
stochastic branch(es) the program enters. Moreover, this implies that the
model structure in many cases is uncovered only through execution, which
can hinder automatic selection of the inference algorithm. This is a price
we have to pay for using a more expressive model class. Nonetheless, many
inference algorithms have been adapted for use in probabilistic programs.
We will now have a closer look at two of these.

One of the simpler inference algorithms for probabilistic programs is
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importance sampling with the prior as proposal. Importance sampling here
builds on repeated execution of the program, each time obtaining a set
of sampled random variables and a corresponding weight telling us how
likely this particular execution path is. Thus, the posterior distribution is
given by independent, weighted samples from the prior (we just simulate
the prior forwards). The sample checkpoint in importance sampling simply
equates to immediately sampling a value from the distribution specified
in the program. When the execution reaches an observe checkpoint, the
inference solver updates the weight by multiplying the current value for the
weight with the likelihood of the current observation.

The simplicity of importance sampling for probabilistic programs is ap-
pealing, but it suffers from the same shortcomings as discussed in Chapter 3
– we obtain samples with a large variance. One way to mitigate this is to
instead use SMC for inference in the probabilistic program. This can be
achieved by running multiple executions of the program simultaneously. In
the simplest version, corresponding to using a standard proposal, the in-
ference solver just samples a value from the given distribution at a sample
checkpoint. At an observe checkpoint, however, the inference solver first
updates the weights of all execution paths with the likelihood of the current
observation. Then, it resamples among all executions according to their
weights, leading to termination of some executions and duplication of other
executions. One potential problem with SMC, however, is how to match
observations from different executions if they are encountered in a different
order in each execution [46, 53].

While the long-term goal is a PPL that implements many different in-
ference methods and that can, automatically, choose and tune the inference
method for the model specified by the user, we are not there yet. Currently,
most PPLs implements one, or a few, different inference methods and the
user must typically specify which one to use. Being a fairly new and very
active research area there, naturally, exists a multitude of different PPLs.
Languages with support for one or more of the inference methods discussed
in this thesis include: Anglican [77], Birch [54], Venture [48], WebPPL [30],
Turing [25], Figaro [57], LibBi [51], BiiPS [71], WinBUGS [47], JAGS [59]
and Church [29]. Some examples of languages implementing methods not
covered in this thesis, such as Hamiltonian Monte Carlo and variational
inference are: Stan [12], Pyro [7], Infer.NET [50] and Edward [73].

5.3 Birch

Birch [52] is a Turing-complete, open source probabilistic programming lan-
guage which compiles to C++. Birch is an object-oriented language, which
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allows for specifying classes to encode commonly used model structures.
There is, for instance, a class MarkovModel with a subclass StateSpaceModel.
This way, the programmer can let the inference solver know something about
the structure of the program, which can facilitate choosing a suitable infer-
ence algorithm. The model, typically specified as a joint distribution, and
the inference methods are both implemented in the Birch language, but, like
in most PPLs, they are separate from each other. Inference in Birch is based
on different versions of SMC, with support for automatic marginalization
(where possible) for variance reduction using delayed sampling [55]. Cur-
rently, Birch implements analytical solutions, importance sampling, SMC
methods, MCMC methods and PMCMC methods [55, 76]. To implement
inference solvers in PPLs we typically need a way to pause the execution of
the program. In Birch this is handled by the fiber construct, also referred
to as a coroutine. A fiber behaves similarly to a function, but instead of ex-
ecuting once and returning a value, a fiber can be paused and then resumed
again and will yield a value multiple times.

An important feature in Birch is its implementation of delayed sampling,
a framework that enables exact inference in probabilistic programs18 by ex-
ploiting conjugacy relations between the random variables to reduce variance
[55]. The exact inference, in most cases, is performed locally i.e. only a sub-
set of all random variables in the program will have conjugacy relations, all
other variables must be sampled in the standard way. As the name suggests,
the aim is to delay the sampling of a random variable for as long as possible,
to allow for it to be informed by future observations at the time of sampling.
Effectively, this is achieved by rearranging the execution of checkpoints in
the program. Birch makes use of three types of checkpoints to implement
delayed sampling: assume, which initializes a random variable x to have a
distribution p, observe, which conditions a random variable x on some other
random variable y having a value y∗, and value, which realizes a random
variable x that was previously only assumed. Note that no sampling occurs
at an assume checkpoint – sampling is delayed until the program reaches a
value checkpoint that requires a value for the random variable.

To keep track of the conjugacy relations, Birch constructs and maintains
a directed graph while executing the program, where each node represents
a random variable and the edges between nodes are the conjugacy relations.
We will now have a look at how such a graph is constructed for the program
in Figure 5.1 (right). The successive construction of the graph is illustrated
in Figure 5.2 and each step is described in what follows. Note that the
explanation here has been adapted to this specific example, for a more formal
and rigorous description the reader is referred to [55]. Each node in the graph

18Delayed sampling is not restricted to Birch. It is also implemented in Anglican [55].
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can be in one of three states: initialized (white in Figure 5.2), marginalized
(yellow in Figure 5.2) and realized (blue in Figure 5.2). Of particular interest
is the chain of marginalized nodes in each step. This chain has a root
node and a terminal node, and only the current terminal node can enter
the realized state (by either being sampled or observed). When an assume
checkpoint is encountered in the probabilistic program (line 2, 3 and 5 in
Figure 5.1 (right)) a new node is created in the graph. If this is the first node
in the graph (the root x[0]) it is put in the marginalized state, otherwise, if
the node has a parent (like x[1] and x[2] have), it is put in the initialized
state. When reaching an observe checkpoint (line 4 and 6 in Figure 5.1
(right)), the new node (y[1] and y[2]) is first assigned to the initialized
state. Then all nodes between the current terminal node and the new node
are moved to the marginalized state (starting from the child of the current
terminal node) in order to make the new node a terminal node. The new
(terminal) node can then be observed, that is, moved to the realized state,
and thus removed from the graph. The information the node contained
is instead reflected in its parent node that now, effectively, represents a
random variable conditioned on the observation. Lastly, when the program
encounters a value checkpoint (line 7 in Figure 5.1 (right)) we are again
required to make this node a terminal node. The node x[1] is already in
the marginalized state, but to make it terminal we need to first realize all
succeeding nodes, in this case x[2], by sampling. We can then condition
the distribution of x[1] on this value and, finally, sample x[1].

Delayed sampling for SMC methods in Birch results in variance reduc-
tion methods, such as locally optimal proposals and Rao-Blackwellization,
being applied (where possible) without the user having to explicitly specify
it. Delayed sampling can also be used in other contexts where marginaliza-
tion is beneficial, for instance in Gibbs sampling to automatically perform
collapsing of some of the conditional updates. In Paper II we illustrate how
delayed sampling can be employed in PMCMC methods to automatically
marginalize out some (or all) parameters from the state update, thereby
avoiding having to derive the marginalized distributions by hand.

5.4 Example: Dengue fever

In Section 3.5 and 4.6 we showed examples of both state and parameter
inference for the dengue fever model introduced in Section 2.6. The results
presented there were, as a matter of fact, obtained by implementing the
model in Birch and letting Birch handle the inference. This strategy comes
with several benefits. By implementing the model as a probabilistic program
in Birch we can easily apply different inference methods without having to
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x[0] x[1] x[2]2:

y[1] y[2]

x[0] x[1] x[2]3:

y[1] y[2]

x[0] x[1] x[2]4a:

y[1] y[2]

x[0] x[1] x[2]4b:

y[1] y[2]

x[0] x[1] x[2]4c:

y[1] y[2]

x[0] x[1] x[2]4d:

y[1] y[2]

x[0] x[1] x[2]4e:

y[1] y[2]

x[0] x[1] x[2]5:

y[1] y[2]

x[0] x[1] x[2]6a:

y[1] y[2]

x[0] x[1] x[2]6b:

y[1] y[2]

x[0] x[1] x[2]6c:

y[1] y[2]

x[0] x[1] x[2]6d:

y[1] y[2]

x[0] x[1] x[2]6e:

y[1] y[2]

x[0] x[1] x[2]7a:

y[1] y[2]

x[0] x[1] x[2]7b:

y[1] y[2]

x[0] x[1] x[2]7c:

y[1] y[2]

Figure 5.2: The graph operations of delayed sampling for the program in
Figure 5.1 (right). White nodes are in the initialized state, yellow nodes
are in the marginalized state and blue nodes are in the realized state. The
number for each sub-graph corresponds to the line numbering in Figure 5.1
and the letters corresponds to substeps. For instance, subgraphs 4a-e are
the graph operations for observe(Gaussian(x[1],2),y[1]).
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modify the implementation of the model19, we can even switch between state
and parameter inference by just changing a few lines in the config file (details
below). The inference methods are already in place, so we do not have to do
any implementation of these, which can save us a lot of trouble. In addition,
by specifying that we want Birch to use delayed sampling we can get the
benefits of utilizing the conjugacy relations between the parameters and the
transition/observation densities for parameter inference automatically. This
is very useful, since the model we are using has eleven parameters and eight
states, so it can be cumbersome to implement all conjugacy updates by
hand.

So how do we implement the model in Birch? Let’s have a look! Birch is
object-oriented, so by implementing the model to inherit the structure from
one of the already defined model classes we can help the inference algorithm
“understand” more about the problem at hand. For the dengue model we
let the already defined MarkovModel class [52] provide the basic structure.
The class MarkovModel requires specification of three fibers: one for the
parameters, one for the states and one for the transition. Our sub-class
implementing the dengue model must use the same fibers, but with dengue-
specific modifications. Since the dengue model is a coupled SEIR model with
observations20, we choose to implement it using three classes, all of which are
sub-classes of MarkovModel. The code for each of these classes is provided,
either in this section or in Appendix A.3. Note that we only provided code
here for the parts that are relevant to see the connection to the probabilistic
model defined in Section 2.6, the complete dengue model (including help-
classes defining parameters and states, required by MarkovModel) is given
in the GitHub repository VectorBorneDisease21.

At the lowest level is the class SEIRModel, given in Birch code 5.1, which
defines a single SEIR model. Indeed, it consists of the three fibers discussed
above. The parameter fiber initializes the parameters. The symbol <−
indicates assignment of a value to a parameter, whereas the symbol ∼ in-
dicates an assume checkpoint, that is, the parameter is initialized to have
the specified distribution but is not realized. The fiber initial, similarly,
assigns initial values to the state variables. The transition fiber implements
the transition to the next state in time for all variables and parameters. The
first three lines corresponds to the transitions between compartments given
in (2.29), and the following four lines corresponds to the state updates in
(2.28). The symbol <∼ indicates a simulation from the specified distribu-

19Apart from providing values for the parameters in the case of state inference and
specifying parameter priors in the case of parameter inference

20The dengue model is a fairly complicated model, for a more basic introduction there
is an implementation of an SIR model among the tutorials on the Birch webpage [52].

21Available at https://github.com/lawmurray/VectorBorneDisease
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tion, that is, a value checkpoint. The remaining lines of code accounts for
births and deaths and updates the total population accordingly.

The intermediate level is the class VBDModel, given in Birch code A.1,
which implements the coupling of the SEIR models for humans and mos-
quitoes. This is achieved by defining one SEIRModel for humans and one
for mosquitoes, respectively. The transition fiber in this class first simulates
the number susceptible humans/mosquitoes who interacted with an infec-
ted mosquito/human according to (2.30), and then performs the SEIRModel
transition for humans and mosquitoes using the obtained values.

At the highest level is the class YapDengueModel, given in Birch code
A.2. It defines a VBDModel and adds the dependence on observed data in
the transition fiber. The symbol ∼> in front of Binomial(x′.z, θ.ρ) indic-
ates an observe checkpoint, where the program should pause execution to
condition on the observed number of infected, x′.y. Additionally, it is in
this class that all initial values and priors on the parameters are specified
for the specific outbreak of dengue on Yap (compare with (2.31) and the
last paragraph of Section 2.6).

To run the program we must specify a config file to tell Birch which
model, inference method and input data to use. Assume that we wish to
run the example in Section 4.6, that is, we want Birch to use a particle
Gibbs sampler with N = 1024 and we want to run it for M = 10000 MCMC
iterations. This can be achieved by specifying the config file in Birch code
5.2. There are more options available than those used in this example, see
[52] for details.
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Birch code 5.1 SEIRModel

final class SEIRModel < MarkovModel<SEIRParameter,SEIRState> {
fiber parameter(θ:SEIRParameter) −> Event {

θ.ν <− 0.0;
θ.µ <− 1.0;
θ.λ ∼ Beta(1.0, 1.0);
θ.δ ∼ Beta(1.0, 1.0);
θ.γ ∼ Beta(1.0, 1.0);

}

fiber initial(x:SEIRState, θ:SEIRParameter) −> Event {
x.∆s <− 0;
x.∆e <− 0;
x.∆i <− 1;
x.∆r <− 0;
x.s <− 0;
x.e <− 0;
x.i <− 1;
x.r <− 0;
x.n <− 0;

}

fiber transition(x’:SEIRState, x:SEIRState, θ:SEIRParameter, ns:Integer,
ne:Integer, ni:Integer) −> Event {

/∗ transfers ∗/
x’.∆e <∼ Binomial(ns, θ.λ);
x’.∆i <∼ Binomial(ne, θ.δ);
x’.∆r <∼ Binomial(ni, θ.γ);

x’.s <− x.s − x’.∆e;
x’.e <− x.e + x’.∆e − x’.∆i;
x’.i <− x.i + x’.∆i − x’.∆r;
x’.r <− x.r + x’.∆r;

/∗ survivals ∗/
if !θ.µ.hasValue() || θ.µ.value() != 1.0 {

x’.s <∼ Binomial(x’.s, θ.µ);
x’.e <∼ Binomial(x’.e, θ.µ);
x’.i <∼ Binomial(x’.i, θ.µ);
x’.r <∼ Binomial(x’.r, θ.µ); }

/∗ births ∗/
if !θ.ν.hasValue() || θ.ν.value() != 0.0 {

x’.∆s <∼ Binomial(x.n, θ.ν);
x’.s <− x’.s + x’.∆s; }

/∗ update population ∗/
x’.n <− x’.s + x’.e + x’.i + x’.r;

}
}
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Birch code 5.2 config

{
”model”: {

”class”: ”YapDengueModel”
},
”filter”: {

”nparticles”: 1024
},
”sampler”: {

”class”: ”ParticleGibbsSampler”,
”nsamples”: 10000

},
”input”: ”input/yap dengue.json”,
”output”: ”output/yap dengue.json”

}





Chapter 6

Conclusion

This chapter summarizes the main contributions of the thesis and gives some
pointers to possible extensions of the current work.

6.1 Concluding remarks

The core contributions of this thesis are the two papers describing how
conjugacy relations can be used to reduce the variance inherent in sampling-
based inference methods for state-space models. We have shown how such
analytic improvements can be used both in the setting of state inference,
as a way of enabling the use of a locally optimal proposal for SMC, and in
the setting of parameter inference, as a way to reduce the autocorrelation
of particle Gibbs-type samplers through marginalization of the parameters
in the state update. The variance reduction offered by these methods can
be of great value in practice where we might be restricted by the available
computational resources – by utilizing conjugacy, we can either obtain a
more exact estimate using the same amount of computations, or we can
achieve the same precision in a shorter time. It may even be the case, as in
Paper I, that only using these techniques can we obtain sensible results.

The thesis also provides some insight into how probabilistic programming
can be a useful tool to simplify the adaption of inference methods to different
models and for making advanced inference methods available to a broader
audience. Probabilistic programming is fairly new and very active research
area, and the coming years are certain to provide some exiting advancements!

6.2 Future work

There are several possible extensions to the work presented in this thesis
that could be interesting to explore. Of primary interest is an extension of
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the work in Paper II on parameter marginalization to hierarchical model
structures. The main motivation here is that we may encounter situations
where we have access to several datasets that share one or more paramet-
ers. In such a scenario, can we gain something from marginalizing out the
parameter(s)? One practical example is the dengue fever model, where we
actually have access to data from an outbreak on a neighbouring island.
This line of future work also opens up for extending the support in Birch to
include automatic detection of conjugacy relations in hierarchical models of
this type.

Another possible extension is to apply and adapt the current marginal-
ization framework in Birch to other types of models. For instance, Birch
currently supports SMC-based inference in phylogenetic models [39], and
marginalization could potentially improve the performance also for these
models.

In a similar vein, we are considering the possibility of applying the mar-
ginalization framework (or adaptions thereof) either to epidemiological mod-
els for other types of diseases, or to models in oceanography. Depending on
the setting for the epidemiological model, both of these application areas
concerns spatio-temporal models, which would extend the current work.

One interesting extension of the work in Paper I would be to look more
closely at how to choose the tuning parameters (the noise magnitude and the
covariance matrix). In the paper we merely did an empirical investigation,
but it might be possible to find some rules for how to select these in a more
systematic, or adaptive, way.



Appendix A

A.1 Minimal variance of importance weights

Here we show that the locally optimal proposal yields minimum variance
importance weights among all proposals which are conditioned on the ob-
servation y1:t and the previous sample xi0:t−1. We also show that this min-
imum variance is zero. We start from the definition of the variance of the
(unnormalized) importance weights with respect to a proposal q
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Inserting the expression for the importance weights given by (3.15) and
canceling common factors where possible we obtain
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Now, by inserting the optimal proposal (3.19) we can rewrite
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which implies that∫
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(A.4)
and thus, the variance of the importance weights are zero.
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A.2 Affine transformation of multivariate Gaus-
sian random variables

Assume we have a random variable with a multivariate Gaussian distribution
given by z∼N (z|µz,Σz). Any affine transformation of this variable, given
by o = Hz + h, will also have a Gaussian distribution. The mean after the
affine transformation is

E(o) = E(Hz + h) = H E(z) + h = Hµz + h, (A.5)

and the variance after the affine transformation is

Var(o) = E
(
(o− E(o))(o− E(o))T

)
= E

(
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)
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)
HT = HΣzH

T. (A.6)

Assume now that we have the same marginal density for z, that is
p(z) = N (z|µz,Σz), and a conditional density describing the affine trans-
formation from z to o given by p(o|z) = N (o|Hz + h,Σo|z) (this is the same
transformation as above but with added zero-mean Gaussian noise e with
covariance σo|z independent of z). Their joint distribution is given by(
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Note that the terms in the covariance matrix is found by computing
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and
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The marginal and conditional distributions of the joint distribution (A.7)
are

p(o) = N (o|Hµz + h,HΣzH
T + Σo|z) (A.10)

and
p(z|o) = N (z|µz|o,Σz|o), (A.11)

with µz|o = µz + ΣzH
T(HΣzH

T + Σo|z)(o − Hµz − h) and Σz|o = Σz −
ΣzH

T(HΣzH
T+Σo|z)

−1HΣz. For a more in depth discussion and a detailed
derivation, see for example [65].
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A.3 Birch code for the dengue fever model

This section contains the Birch code for the classes VBDModel and Yap-
DengueModel discussed in Section 5.4.

Birch code A.1 VBDModel

final class VBDModel < MarkovModel<VBDParameter,VBDState> {
h:SEIRModel;
m:SEIRModel;

fiber parameter(θ:VBDParameter) −> Event {
θ.h.ν <− 0.0;
θ.h.µ <− 1.0;
θ.h.λ ∼ Beta(1.0, 1.0);
θ.h.δ ∼ Beta(1.0, 1.0);
θ.h.γ ∼ Beta(1.0, 1.0);

θ.m.ν <− 1.0/7.0;
θ.m.µ <− 6.0/7.0;
θ.m.λ ∼ Beta(1.0, 1.0);
θ.m.δ ∼ Beta(1.0, 1.0);
θ.m.γ <− 0.0;

}

fiber initial(x:VBDState, θ:VBDParameter) −> Event {
h.initial(x.h, θ.h);
m.initial(x.m, θ.m);

}

fiber transition(x’:VBDState, x:VBDState, θ:VBDParameter) −> Event {
nhe:Integer;
nme:Integer;

nhe <∼ Binomial(x.h.s, 1.0 − exp(−x.m.i/Real(x.h.n)));
nme <∼ Binomial(x.m.s, 1.0 − exp(−x.h.i/Real(x.h.n)));

h.transition(x’.h, x.h, θ.h, nhe, x.h.e, x.h.i);
m.transition(x’.m, x.m, θ.m, nme, x.m.e, x.m.i);

}
}
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Birch code A.2 YapDengueModel

final class YapDengueModel < MarkovModel<YapDengueParameter,YapDengueState> {
v:VBDModel;
fiber parameter(θ:YapDengueParameter) −> Event {

θ.h.ν <− 0.0;
θ.h.µ <− 1.0;
θ.h.λ ∼ Beta(1.0, 1.0);
θ.h.δ ∼ Beta(1.0 + 2.0/4.4, 3.0 − 2.0/4.4);
θ.h.γ ∼ Beta(1.0 + 2.0/4.5, 3.0 − 2.0/4.5);
θ.m.ν <− 1.0/7.0;
θ.m.µ <− 6.0/7.0;
θ.m.λ ∼ Beta(1.0, 1.0);
θ.m.δ ∼ Beta(1.0 + 2.0/6.5, 3.0 − 2.0/6.5);
θ.m.γ <− 0.0;
θ.ρ ∼ Beta(1.0, 1.0);

}

fiber initial(x:YapDengueState, θ:YapDengueParameter) −> Event {
x.h.n <− 7370;
x.h.i <∼ Poisson(5.0);
x.h.i <− x.h.i + 1;
x.h.e <∼ Poisson(5.0);
x.h.r <∼ Uniform(0, x.h.n − x.h.i − x.h.e);
x.h.s <− x.h.n − x.h.e − x.h.i − x.h.r;
x.h.∆s <− 0;
x.h.∆e <− x.h.e;
x.h.∆i <− x.h.i;
x.h.∆r <− 0;

u:Real;
u <∼ Uniform(−1.0, 2.0);
x.m.n <− Integer(x.h.n∗pow(10.0, u));
x.m.r <− 0;
x.m.i <− 0;
x.m.e <− 0;
x.m.s <− x.m.n;
x.m.∆s <− 0;
x.m.∆e <− 0;
x.m.∆i <− 0;
x.m.∆r <− 0;

x.z <− x.h.∆i;
if x.y? {

x.y! ∼> Binomial(x.z, θ.ρ);
x.z <− 0;

}
}

fiber transition(x’:YapDengueState, x:YapDengueState, θ:YapDengueParameter) −>
Event {

v.transition(x’, x, θ);
x’.z <− x.z + x’.h.∆i;
if x’.y? {

x’.y! ∼> Binomial(x’.z, θ.ρ);
x’.z <− 0;

}
}

}
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Abstract

The particle filter is one of the most successful methods for state inference
and identification of general non-linear and non-Gaussian models. However,
standard particle filters suffer from degeneracy of the particle weights, in
particular for high-dimensional problems. We propose a method for im-
proving the performance of the particle filter for certain challenging state
space models, with implications for high-dimensional inference. First we
approximate the model by adding artificial process noise in an additional
state update, then we design a proposal that combines the standard and
the locally optimal proposal. This results in a bias-variance trade-off, where
adding more noise reduces the variance of the estimate but increases the
model bias. The performance of the proposed method is empirically evalu-
ated on a linear-Gaussian state space model and on the non-linear Lorenz’96
model. For both models we observe a significant improvement in perform-
ance over the standard particle filter.

1 Introduction

Non-linear and high-dimensional state space models arise in many areas of
application, such as oceanography [11], numerical weather prediction [5] and
epidemiology [7, 16], to mention a few. Here we consider models of the form

xt = f(xt−1, vt),

yt = Cxt + et,
(1)

where f is a non-linear function of the previous state xt−1, vt is process
noise, and the observations yt are a linear function of the current state xt
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with additive Gaussian noise et∼N (0, R). This form of the non-linear state
dynamics f(xt−1, vt) is very general compared, e.g., to the case when the
process noise is just additive, and allows for using blackbox simulation mod-
els, discretized stochastic differential equations, etc. For the observations we
restrict our attention to the linear-Gaussian case, which is common in many
applications. However, the method we propose can handle any observation
likelihood for which there is a conjugate prior. One such case is a Poisson
distributed observation likelihood (with a Gamma distributed prior).

When performing filtering we wish to recover the unknown states xt at
time t given all observations y1:t of the process up to time t. The filtering
distribution p(xt|y1:t) can only be evaluated in closed form for a few specific
models, such as the linear-Gaussian state space model (the Kalman filter).
In more general cases the filtering distribution must be approximated. The
particle filter is one way to do this by representing the filtering distribution
with a set of weighted samples from the distribution.

In addition to being of significant interest on its own, the filtering prob-
lem is also intimately related to model identification via both maximum
likelihood and Bayesian formulations (see, e.g., [15]). Indeed, the data log-
likelihood can be expressed as a sum of filtering expectations. Thus, even
though we will restrict our attention to the filtering problem, we emphas-
ize that the improvements offered by the new method are useful also for
identification of models of the form (1).

The particle filter can, unlike the Kalman filter, handle highly non-linear
models, but may also experience degeneracy of the particle weights. Degen-
eracy occurs when one particle has a weight close to one while the weights of
all other particles are close to zero. The filtering distribution is then effect-
ively represented by a single particle, which results in a very poor approx-
imation. It has been shown that to avoid weight degeneracy the number of
particles must increase exponentially with the state dimension [17]. Weight
degeneracy is therefore a frequent issue for high-dimensional problems.

A range of different techniques for high-dimensional filtering have been
previously developed. Methods like the ensemble Kalman filter [5] can be
used to solve the filtering problem if the system is mildly non-linear. For
more difficult cases adaptation of the particle filter to higher dimensions is
necessary. Some examples of particle filters for high-dimensional problems
include [3, 12, 13, 14]. These methods all aim to approximate the particle
filter algorithm in some sense to avoid degeneracy. The method we propose
here is in a different vein—we will instead approximate the model (1) by
adding artificial process noise. The filtering problem is then solved using
a regular particle filter with the proposal chosen as a combination of the
standard (bootstrap) proposal and the locally optimal proposal. This is re-
lated to ”roughening”, first introduced by [6], where artificial noise is added
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after resampling to spread the particles in an attempt to mitigate degen-
eracy. Here we refine this concept by proposing a specific proposal for the
approximate model to improve the performance for high-dimensional mod-
els. Based on results by [17], we also provide insights on how approximating
the model by adding noise can be seen as a bias-variance trade-off where the
magnitude of the artificial process noise is a tuning parameter.

2 Background on the particle filter

The particle filter sequentially approximates the filtering distribution as
p̂N (xt|y1:t) =

∑N
i=1w

i
tδxit(xt) where xit are random samples (particles), wit

are their corresponding weights, δ is the Dirac delta function and N is the
number of particles. It is often impossible to sample from the filtering dis-
tribution directly, instead importance sampling is used where samples are
drawn sequentially from a proposal distribution q(xt|xt−1, yt). The proposal
can be any distribution from which it is possible to draw samples and for
which q(xt) > 0 whenever p(xt) > 0. To adjust for not sampling from p a
correction is introduced in the weight update. The unnormalized importance
weights are given by

w̃it ∝
p(xit, x

i
t−1|y1:t)

q(xit, x
i
t−1|y1:t)

∝
p(xit|xit−1)p(yt|xit)
q(xit|xit−1, yt)

wit−1, (2)

where wit−1 is the normalized weight from the previous time step. The

normalized importance weights are wit = w̃it/
∑N

i=1 w̃
i
t.

Each iteration in the filtering algorithm consists of three steps. First
resampling is (possibly) performed according to the normalized weights wt−1

from the previous time step, and the weights are set to 1/N . The particles
are then propagated to the next time step using the proposal distribution
q. Finally the normalized importance weights are computed as described
above. Further details on the particle filtering algorithm can be found e.g.
in [4].

2.1 The standard proposal

A common choice of proposal distribution is the transition density p(xt|xt−1),
referred to as the standard proposal. Inserting this proposal in (2) gives the
unnormalized weights w̃t = p(yt|xt)wt−1. If resampling is performed in every
iteration this choice of proposal corresponds to the original version of the
particle filter, the bootstrap filter [6]. Note that it is sufficient to be able
to simulate from p(xt|xt−1), exact evaluation of the expression is not re-
quired. Therefore the standard proposal can be used even for models like



84 Paper I – Improving the particle filter in high dimensions using
conjugate artificial process noise

(1) where, typically, no closed form expression is available for the transition
density. Furthermore, the corresponding weights, given by the observation
likelihood, can be easily evaluated. However, this choice of proposal is prone
to weight degeneracy, in particular when the system is high-dimensional or
when the observations are very informative (low observation noise) or con-
tain outliers [2]. This degeneracy occurs when there is little overlap between
the observation likelihood and the prior distribution of particles.

2.2 The locally optimal proposal

A possible remedy for the shortcomings of the standard proposal is to use
a proposal which shifts the particles towards the observations by taking
both the previous state xt−1 and the current observation yt into account
when propagating and reweighting the particles. One such choice is the
locally optimal proposal, which is optimal in the sense that the variance
of the importance weights is minimized when compared to other proposals
depending only on xt−1 and yt [4]. The locally optimal proposal propagates
the particles according to

q(xt|xt−1, yt) = p(xt|xt−1, yt) =
p(xt|xt−1)p(yt|xt)

p(yt|xt−1)
, (3)

and then reweights using the importance weights w̃it = p(yt|xit−1)wit−1. Un-
fortunately it is often not possible to use this proposal due to two major dif-
ficulties; it must be possible both to sample from the proposal p(xt|xt−1, yt)
and to evaluate p(yt|xt−1) =

∫
p(yt|xt)p(xt|xt−1)dxt. This integral can, in

most cases, only be evaluated when p(yt|xt) is conjugate to p(xt|xt−1).
The locally optimal proposal is in general not available for the model

(1). One exception is the special case when the state dynamics are non-
linear with additive Gaussian noise, that is when xt = f(xt−1) + vt [4].
Assuming vt and et are independent Gaussian noise with mean zero and
covariances Q and R respectively, (1) can be expressed using the densities

xt|xt−1∼N (f(xt−1), Q), yt|xt∼N (Cxt, R). (4)

Both densities are Gaussian, so well-known relations give the proposal
p(xt|xt−1, yt) = N (xt|µc,Σc) where

µc = f(xt−1) +QCT (R+ CQCT )−1(yt − Cf(xt−1)),

Σc = Q−QCT (R+ CQCT )−1CQ,
(5)

and for the corresponding weights we obtain

p(yt|xt−1) = N (yt|Cf(xt−1), R+ CQCT ). (6)
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3 Particle filter with conjugate artificial process
noise

The locally optimal proposal has minimal degeneracy compared to other pro-
posals, and for high-dimensional systems it can improve upon the standard
proposal by several orders of magnitude [17]. Unfortunately, as pointed out
in the previous section the locally optimal proposal is in general not avail-
able for (1) and common approximations, e.g. based on local linearizations
[4], are not applicable when the transition density function is intractable.
However, to still be able to leverage the benefits of the locally optimal pro-
posal we propose a controlled approximation of (1) where artificial noise is
added in an extra state update. The approximate model is given by

x′t = f(xt−1, vt), (7a)

xt = x′t + εξt, (7b)

yt = Cxt + et, (7c)

where ε is a parameter adjusting the magnitude of the artificial noise.
We consider a linear-Gaussian observation model (7c), hence for conjugacy
between (7b) and (7c) ξt∼N (0, S) where S is a covariance matrix. Note
that by choosing ε = 0 we recover the original model (1).

To design a particle filter for (7) we must choose a proposal and derive
the corresponding weights. If x′t and xt are taken to be the system states,
the model (7) suggests using a combination of the standard and the locally
optimal proposal. First the particles are propagated according to the stand-
ard proposal (7a). Noting that the two latter equations (7b) and (7c) are
linear-Gaussian the particles are then propagated according to the locally
optimal proposal taking x′t to be the previous state. Using (5) and (6) we
obtain the combined proposal

q(xt, x
′
t|xt−1, yt) = p(xt|x′t, yt)p(x′t|xt−1) = N (xt|µ,Σ)p(x′t|xt−1),

µ = x′t + ε2SCT (R+ Cε2SCT )−1(yt − Cx′t),
Σ = ε2S − ε2SCT (R+ Cε2SCT )−1Cε2S.

(8)

where p(x′t|xt−1) is the standard proposal (7a). The corresponding import-
ance weights are

w̃t = p(yt|x′t)wt−1 = N (yt|Cx′t, R+ Cε2SCT )wt−1. (9)

It is clear from (8) and (9) that choosing ε = 0 will recover the standard
proposal. Equation (9) also indicates why this choice of proposal is beneficial
for high-dimensional problems; adding artificial process noise (ε > 0) will
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make the covariance parameter larger which in turn will make the weights
less degenerate.

One way to interpret the proposed strategy is that adding artificial pro-
cess noise in (7) will introduce some extra movement to the particles. The
first propagation (standard proposal) moves the initial particles xit−1 accord-
ing to the state dynamics. If we add noise (ε > 0) the optimal proposal then
moves the propagated particles further, shifting them towards the observa-
tion yt according to the expression for the mean in (8).

Snyder, Bengtsson and Morzfeld [17] found that the difference in per-
formance between the locally optimal and the standard proposal increases
with the magnitude of the process noise. Effectively this means that when
using the locally optimal proposal the Monte Carlo variance of e.g. estimates
of the normalizing constant or test functions, such as the posterior mean or
variance of the system state, can be reduced by adding more process noise.
However, adding more artificial process noise in (7) will introduce more bias
in our estimates, so ultimately our proposed method has a bias-variance
trade-off where ε is the tuning parameter.

3.1 Choice of parameters

The parameter ε adjusts the magnitude of the noise and hence controls the
bias-variance trade-off. A high value on ε implies that there is a lot of
freedom in moving the particles in the second stage of the proposal which
results in a lower Monte-Carlo variance, but at the cost of a higher model
bias.

For the case of a linear-Gaussian observation model the covariance mat-
rix S, describing the correlation structure, must also be specified. A simple
choice is to use the identity matrix which corresponds to adding noise of
the same magnitude to all states, but with no correlation between states.
However, if some states are not observed they will not be affected by the arti-
ficial process noise—they will just be propagated blindly forwards according
to the standard proposal. Another possible choice is to use the weighted
sample covariance matrix. This choice will take the correlation structure of
the states into account which can mitigate the impact of not observing some
states. Each element of the weighted sample covariance matrix Ξ at time t
is given by

Ξjk =
1

1−
∑N

i=1(wi)2

N∑
i=1

wi(x′ij − µj)(x′ik − µk), (10)

where j, k = 1...d, d is the state dimension, wi is the normalized weight of
particle i, x′ij is the value of the j:th dimension of particle i and µj , µk are

the sample mean for dimension j, k given by µj =
∑N

i=1w
ix′ij .
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4 Numerical examples

To evaluate our proposed method we consider two examples; a linear-Gaus-
sian state space model and the non-linear Lorenz’96 model [10]. For both
models we examine the 10-dimensional case where only half of the states are
observed (in noise) at each time step. Two choices of covariance matrices for
the artificial process noise are considered; the block-diagonal matrix B with
an identity matrix in the upper block and zeros in the lower block, and the
weighted sample covariance matrix Ξ with elements given by (10). The first
choice will add artificial process noise to the observed states only, with no
correlation between the states, whereas the latter choice will add artificial
process noise to all states and allows for correlation between the states.

To quantify the performance of our method we use two measures; the
marginal log-likelihood of the data, logZ = log p(y1:T ), and the mean square
error (MSE) of the state estimates averaged over all time steps and all
dimensions. The likelihood of the data is of particular interest for parameter
estimation and model checking, and the MSE of the state estimate is of
interest for filtering applications. In our discussion of the performance we
will also refer to the effective sample size (ESS) for the particle filter given
by Neff = 1/

∑N
i=1(wit−1)2. If the ESS drops too low at some point the filter

estimates will be degenerate since all particles will originate from a small
number of ancestor particles.

4.1 Linear-Gaussian model

We first consider a 10-dimensional linear state space model with Gaussian
noise of the form

xt = Axt−1 + vt, yt = Cxt + et, (11)

where A is tridiagonal with value 0.6 on the diagonal, 0.2 on the first diagonal
above and below giving a local dependence between the states, and zeros
everywhere else. We observe half of the states, hence C is 5 × 10 where
the left half is an identity matrix and the right half is a zero matrix. To
make the estimation problem harder we assume that the covariance of the
measurement noise is two orders of magnitude smaller than the covariance of
the process noise (10−4 vs 10−2). Data for T = 200 time steps was generated
from (11) and N = 1000 particles were used to estimate the states with the
particle filter given by (8) and (9).

For the linear-Gaussian state space model the optimal solution to the
filtering problem is available from the Kalman filter, hence it is possible to
compare the performance of our method with the best achievable perform-
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ance. We will compare both with the true Kalman filter estimate and with
the Kalman filter estimate for the approximate model (7).

Figure 1 shows the log-likelihood and the MSE as a function of ε for
S = B (upper) and S = Ξ (lower). It is clear from the log-likelihood plots
that the standard proposal (ε = 0) degenerates whereas with our proposed
method it is possible to almost reach the log-likelihood and MSE for the
true Kalman filter for certain ranges of ε. It is also evident that there is a
bias-variance trade-off with a higher variance for low values on ε and a lower
variance but bigger bias for larger values on ε.

Figure 1: Marginal log-likelihood and MSE as a function of ε for a 10-
dimensional linear-Gaussian state space model. Upper: Block-diagonal cov-
ariance matrix. Lower: Weighted sample covariance matrix. The black solid
line is the true Kalman filter estimate, the dashed red line is the Kalman
filter estimate for (7) and the blue dots are the particle filter estimates for
(7).
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Remark. Note that for small values of ε the negative bias in the estimate
of logZ is an effect of the increased Monte Carlo variance. It is well known
that the particle filter estimate of Z is unbiased, which by Jensen’s inequality
implies E(log Ẑ) ≤ logZ, where a large Monte Carlo variance tends to result
in a large negative bias. By a log-normal central limit theorem [1] it holds
that the bias is roughly −σ2/2 for N large enough, where σ2 is the Monte
Carlo variance.

For the sample covariance the highest log-likelihood and lowest MSE is
obtained for similar values on ε, around 0.5. For the identity matrix on
the other hand the range of values for ε giving the highest log-likelihood
are lower than the range of ε giving the lowest MSE. As ε increases both
choices of covariance matrices approaches the Kalman filter estimate for the
approximate model (7) corresponding to the best we can do.

4.2 Lorenz’96 model

Next we consider the non-linear, possibly chaotic Lorenz’96 model which is
often used for testing data assimilation algorithms [10]. The d-dimensional
Lorenz’96 model is defined in terms of coupled stochastic differential equa-
tions which, for the continuous state X(t) = (X1(t), . . . , Xd(t))

T , are given
by

dXk(t) =
((
Xk+1(t)−Xk−2(t)

)
Xk−1(t)−Xk(t) + F

)
dt+ bdWk(t), (12)

where the first term is drift and the second term is diffusion. The model
is cyclic, hence X−1(t) = Xd−1(t), X0(t) = Xd(t) and Xd+1(t) = X1(t) is
assumed. F is a forcing constant confining the volume in which the solution
can move and, for a fixed dimension d of the state space, it determines
whether the system exhibits chaotic, decaying or periodic behavior [9]. We
consider the 10-dimensional case and to obtain a highly non-linear model
exhibiting chaotic behavior we use F = 12. For the diffusion term we
choose b = 0.1 and W (t) is a standard 10-dimensional Wiener process. The
observations are linear-Gaussian and, like in (11), we observe only half of
the states.

Data was generated for T = 200 steps assuming observations are made
with a timestep ∆t = 0.1. The system can be discretized by considering
the discrete state xt = X(t∆t) which, between observations, is propagated
forward according to (12) using M = 15 iterations of the Euler-Maruyama
method for numerical solution of stochastic differential equations. Note
that this system, unlike the previously considered linear-Gaussian system,
is one example of (1) where no closed form expression for p(xt|xt−1) exists
which makes the filtering problem particularly challenging. For the artificial
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process noise particle filter we use N = 2000 particles and the propagation of
the states is a simulation forward in time using the Euler-Maruyama method
for solving (12) numerically.

For small values of ε the particle filter tends to degenerate, resulting in
very poor estimates of the log-likelihood (as low as −3 · 106) and high MSE
values (as high as 60). For clarity of presentation we therefore split the
particle filter runs into two groups: one containing the degenerate cases, in
which the ESS dropped below two at least once during the run, and one for
the non-degenerate cases, in which the ESS stayed above two. Figure 2 has
been zoomed in on the non-degenerate runs, for S = B (upper) and S = Ξ
(lower). Plots showing all runs are given in Figure 4 in the appendix.

Figure 2: Marginal log-likelihood and MSE as a function of ε for the 10-
dimensional Lorenz’96 model, zoomed in on the choices of ε which (mostly)
avoids degeneracy. Upper: Block-diagonal covariance matrix. Lower:
Weighted sample covariance matrix. Red crosses show estimates where the
ESS drops below two at least once (indicating a degenerate filter estimate)
and blue dots show estimates where the ESS is always greater than two.
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From Figure 2 we observe that indeed there is a bias-variance trade-off
for the proposed method where a higher value of ε reduces the variance but
increases the bias. A comparison of the log-likelihood plots for S = B and
S = Ξ shows that the latter choice obtains higher likelihood estimates which
decay more slowly and with a lower spread on the estimates for high values
on ε. Similarly, the MSE estimates also show less spread for the choice
S = Ξ. This indicates that the sample covariance matrix might give an
estimate which is more robust for varying values of ε for this model.

To examine the effect of ε on the degeneracy of the particle filter in more
detail we show the estimated probabilities of degeneracy (as defined above
in terms of the ESS) for varying ε in Figure 3, for S = B (left) and S = Ξ
(right). These probabilities are estimated based on binning the range of
ε into 100 equally sized bins and counting the number of degenerate runs
in each bin. This explains the raggedness of the estimates, but the plots
nevertheless give an idea of how the probability of degeneracy decreases
with increasing ε (we expect that the true probabilities are monotonically
decreasing).
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Figure 3: Estimated probabilities of degeneracy in terms of the ESS for
varying ε. Left: Block-diagonal covariance matrix. Right: Weighted sample
covariance matrix.

5 Conclusion

The particle filter is a powerful inference method with strong convergence
guarantees. However, for challenging cases such as high-dimensional models
the well-known degeneracy issue of the particle filter can cause the Monte
Carlo error to be significant, effectively rendering the standard particle filter
useless. Furthermore, for many models of interest—in particular non-linear
models of the form (1)—it is difficult to improve over the standard particle
filter proposal due to the intractability of the transition density function.
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To alleviate this issue we have proposed to instead perform filtering for an
approximate model where the approximation is such that it opens up for a
more efficient particle filter proposal. This is in contrast with many existing
approaches to approximate filtering, which are often based on approximat-
ing the inference algorithm itself. One motivation for this approach is that
the model in most cases is an approximation to begin with, so adding a fur-
ther approximation does not necessarily deteriorate the data analysis to any
large degree. Another motivation is that an error analysis of the proposed
procedure can focus on the model bias. Indeed, the inference method that
we use is a regular particle filter (albeit for a non-standard model) and the
properties of these methods are by know fairly well understood.

The proposed model approximation, and thus also the bias-variance
trade-off of the resulting method, is controlled by the tuning parameter ε.
From our numerical examples with two 10-dimensional state-space models
it is clear that the introduction of a non-zero ε can significantly improve the
performance over the standard particle filter, both in terms of log-likelihood
estimates and in terms of the filtering MSE. However, if we increase the
dimension much further we expect that the proposed method will struggle
as well. This is supported by the fact that even the locally optimal proposal
will suffer from the curse of dimensionality [17]. Thus, to address very high-
dimensional problems (thousands of dimensions, say) we most likely need to
combine the proposed method with other approaches. Such combinations of
techniques is an interesting topic for future research.

So far we have only investigated the empirical performance of the new
method for varying ε. In practice we would of course like to know which ε to
pick beforehand, or have an adaptive scheme for tuning ε online. Devising
such rules-of-thumb or adaptive methods is a topic for future work. The
same hold for the choice of base covariance S which needs further investiga-
tion. We note, however, that our empirical results suggest that the method
is fairly robust to selecting ε “too large”, whereas a too small ε resulted
in very poor performance. A possible approach is therefore to start with a
large ε which is then gradually decreased while monitoring the ESS.

Finally, we note that the proposed method is useful not only for fil-
tering problems, but also for system identification. Several state-of-the-art
methods for identification of non-linear state-space models are based on the
log-likelihood estimate (see, e.g., [15, 8]). Thus, the significant improve-
ment in these estimates offered by the proposed method should have direct
bearing also on non-linear system identification.



References 93

References

[1] Jean Bérard, Pierre Del Moral and Arnaud Doucet. “A lognormal
central limit theorem for particle approximations of normalizing con-
stants”. In: Electronic Journal of Probability 19 (2014).
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6 Appendix: Additional plots

Figure 4 shows all runs for the 10-dimensional Lorenz’96 model. For small
values on ε the filter degenerates for both choices of covariance matrices.
When ε is increased the number of degenerate estimates gradually decreases.
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Figure 4: Marginal log-likelihood and MSE as a function of ε for the 10-
dimensional Lorenz’96 model. Upper: Block-diagonal covariance matrix.
Lower: Weighted sample covariance matrix. Red crosses show estimates
where the ESS drops below two at least once (indicating a degenerate filter
estimate) and blue dots show estimates where the ESS is always greater
than two.
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Abstract

Bayesian inference in state-space models is challenging due to high-dimen-
sional state trajectories. A viable approach is particle Markov chain Monte
Carlo, combining MCMC and sequential Monte Carlo to form “exact ap-
proximations” to otherwise intractable MCMC methods. The performance
of the approximation is limited to that of the exact method. We focus on
particle Gibbs and particle Gibbs with ancestor sampling, improving their
performance beyond that of the underlying Gibbs sampler (which they ap-
proximate) by marginalizing out one or more parameters. This is possible
when the parameter prior is conjugate to the complete data likelihood. Mar-
ginalization yields a non-Markovian model for inference, but we show that,
in contrast to the general case, this method still scales linearly in time.
While marginalization can be cumbersome to implement, recent advances
in probabilistic programming have enabled its automation. We demonstrate
how the marginalized methods are viable as efficient inference backends in
probabilistic programming, and demonstrate with examples in ecology and
epidemiology.

1 Introduction

State-space models (SSMs) are a well-studied topic with applications in cli-
matology [3], robotics [8], ecology [31], and epidemiology [33], to mention
just a few. In this paper we propose a new method for performing Bayesian
inference in such models. In SSMs, a latent (hidden) state process xt is
observed through a second process yt. The state process is assigned an ini-
tial density x0∼ p(x0), and evolves in time according to a transition density
xt∼ p(xt|xt−1, θ), where θ are parameters with prior density p(θ). Given
the latent states xt, the observations are assumed independent with density
p(yt|xt, θ). We wish to infer the joint posterior, p(x0:T , θ|y1:T ), of the states
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x0:T and the parameters θ, given a set of observations y1:T = {y1, . . . , yT}.
Unfortunately, computing this posterior distribution exactly is not analytic-
ally tractable for general non-linear, non-Gaussian models, so we must resort
to approximations.

Markov chain Monte Carlo (MCMC) [e.g. 34] is a popular choice for
Bayesian inference. The motivation behind our new method is based on one
such MCMC method: the Gibbs sampler. In the Gibbs sampler, samples
from the posterior p(x0:T , θ|y1:T ) are generated by alternately sampling the
states from x′0:T ∼ p(x0:T |y1:T , θ

′), and the parameters from θ′∼ p(θ|x′0:T , y1:T ).
Sampling the parameters is often manageable, but sampling the states is
challenging, owing to the distribution being high-dimensional. A possible
remedy is to use particle Markov chain Monte Carlo (PMCMC) meth-
ods [1], in which sequential Monte Carlo (SMC) is used to approximate
sampling from the high-dimensional distribution. Particle Gibbs (PG) [1]
is a PMCMC algorithm that mimics the Gibbs sampler. Efficient exten-
sions, such as particle Gibbs with ancestor sampling (PGAS), have also
been proposed, reducing the computational cost from quadratic to linear in
the number of timesteps, T , in favorable conditions [19, 21].

PG and PGAS have proven to be efficient in many challenging situations
[e.g. 20, 23, 41, 24]. Nevertheless, being “exact approximations” [2] of the
(possibly intractable) Gibbs sampler, they can never outperform it. In es-
sence, this means that when the number of particles used in their SMC
component approaches infinity, PG and PGAS will approach the hypothet-
ical Gibbs sampler in terms of autocorrelation, but can never surpass it.
This is illustrated in Figure 1, orange curve (for details on the model, see
Section 3.2). Ideally, independent samples from the target distribution are
desired, but the often strong dependence between the parameters θ and the
states x0:T in the hypothetical Gibbs sampler leads to correlated samples
also for PG and PGAS.

In marginalized Gibbs sampling, we propose to marginalize out the para-
meters in the state update, ideally alternating between sampling the states
x′0:T ∼ p(x0:T |y1:T ) and sampling the parameters θ′∼ p(θ|x′0:T , y1:T ) (note that
an alternative is to sample only the state trajectories {xi0:T}Mi=1, where M
is the number of MCMC steps, and then estimate the posterior of θ as a
mixture of densities, where each component is p(θ|xi0:T , y0:T )). The state
update is thus independent of the parameters and this hypothetical mar-
ginalized Gibbs sampler will effectively generate independent samples from
the target distribution. However, like for the unmarginalized hypothetical
Gibbs sampler, the distribution for sampling the states is not available in
closed form. To address this issue, we derive marginalized versions of PG
and PGAS (hereon referred to as mPG/mPGAS). Analogously to the un-
marginalized case, when the number of particles go to infinity, mPG and
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Figure 1: The autocorrelation function (ACF) for standard PGAS converges
to that of the hypothetical Gibbs sampler as N →∞, whereas mPGAS will
produce iid draws in the limit, i.e., the ACF will drop to zero at lag one for
large N . Similar results hold for PG and mPG, see Supplementary 6.5.

mPGAS will approach the hypothetical marginalized Gibbs sampler – that
is, a sampler generating independent samples from the target. This behavior
is illustrated in Figure 1, blue curve.

Marginalization is possible if the SSM has a conjugacy relation between
the parameter prior and the complete data likelihood, that is, the condi-
tional p(θ|x0:T , y1:T ) has the same functional form as the prior p(θ). How-
ever, even for such models there is a price to pay for marginalization: it
turns the Markovian dependencies, central to the SSM when conditioned on
the parameters, into non-Markovian dependencies for both states and ob-
servations. This will make it harder to apply conventional MCMC methods,
whereas PMCMC methods have proven to be better suited for models of
this type [21]. In Section 3 we derive the algorithmic expressions for mPG
and mPGAS for this family of models. The necessary updates in each step
in the marginalized SMC algorithm can be done using sufficient statistics,
which enables the computation time of mPG and mPGAS to scale linearly
with the number of observations, despite the non-Markovian dependencies.
The class of conjugate SSMs includes many common models, but is still
somewhat restrictive. In Section 4, we discuss some extensions to make the
framework more generally applicable and provide numerical illustrations.

Marginalization of static parameters in the context of SMC has been
studied by [5, 38] for the purpose of online Bayesian parameter learning.
To what extent these methods suffer from the well-known path degeneracy
issue of SMC has been a topic of debate, see e.g. [7]. Since our proposed
method is based on PMCMC, and in particular PGAS, it is more robust to
path degeneracy, see [21]. The Rao-Blackwellized particle filter [6, 10] also
makes use of marginalization, but for marginalizing part of the state vector
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using conditional Kalman filters.

In practice, deriving the conjugacy relations can be quite involved. How-
ever, recent developments in probabilistic programming have enabled auto-
matic marginalization [see e.g. 17, 28, 30], which significantly improves the
usability of our proposed method. Probabilistic programming considers
the way in which probabilistic models and inference algorithms may be
expressed in universal programming languages, formally extending the ex-
pressive power of graphical models. There are by now quite a number of
probabilistic programming languages. Examples that can support SMC-
based methods, such as those considered here, include LibBi [25], BiiPS [39],
Venture [22], Anglican [40], WebPPL [15], Figaro [32], Turing [14], and
Birch [27]. A language can implement PG/PGAS combined with automatic
marginalization to realize our proposed method. We have implemented PG,
mPG, PGAS and mPGAS in Birch [27] and provide examples to illustrate
their efficiency in Section 4.2 and 4.3.

2 Background on SMC

In PG and PGAS, the state update is approximated using SMC, therefore we
provide a brief summary of the SMC algorithm before introducing the pro-
posed method. For a more extensive introduction, see e.g. [4, 16]. Consider
a sequence of probability densities γ̄θ,t(x0:t) expressed as

γ̄θ,t(x0:t) =
γθ,t(x0:t)

Zθ,t
, t = 1, 2, . . . (1)

where γθ,t are the corresponding unnormalized densities, which we assume
can be evaluated pointwise, and Zθ,t is a normalizing constant. For a
SSM, the target density of interest is often p(x0:t|y1:t, θ), which implies
γθ,t = p(x0:t, y1:t|θ) and Zθ,t = p(y1:t|θ). SMC methods approximate the tar-
get density (1) using a set of N weighted samples (or particles) {xi0:t, w̄

i
t}Ni=1,

generated according to Algorithm 1. When moving to the next distribu-
tion in the sequence, all particles are resampled by choosing an ancestor

trajectory x
ait
0:t−1 from the previous step in time according to the respect-

ive weights w̄it−1 of the possible ancestors. SMC is based on importance
sampling and the resampled particles are therefore propagated to the next
time step using a proposal distribution, qθ,t(xt|x0:t−1), chosen by the user. A
common choice for SSMs is to use the bootstrap proposal, which equates to
propagating according to the transition density p(xt|xt−1, θ), but other more
refined choices, such as the optimal proposal (see e.g. [9]), are also possible.
Finally, the (unnormalized) importance weights for the propagated particles
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are computed using the weight function

ωθ,t(x0:t) =
γθ,t(x0:t)

γθ,t−1(x0:t−1)qθ,t(xt|x0:t−1)
. (2)

Algorithm 1 SMC (all steps for i = 1, . . . , N)

1: Initialize: Draw xi0∼ q0(x0), set wi0 = γθ,0(x
i
0)/q0(x

i
0) and

2: normalize w̄i
0 =

wi0∑N
j=1 w

j
0

.

3: for t = 1 . . . T do
4: Resample: Draw ait∼C({w̄i

t−1}Ni=1), C is the categorical distribution.

5: Propagate: Simulate xit∼ qθ,t(xt|x
ait
0:t−1).

6: Update: Set wi
t = ωθ,t(x

i
0:t) according to (2), normalize w̄i

t =
wit∑N
j=1 w

j
t

.

7: end for

3 Method

In this section, we first specify the class of models we consider, and then we
show how to marginalize the SMC algorithm and derive mPG and mPGAS
for this class of models.

3.1 Conjugate models and marginalized SMC

The SMC framework presented in Section 2 is in a general form and can
be directly applied to the marginalized state update by defining the unnor-
malized target distribution as γt(x0:t) = p(x0:t, y1:t) in (1) and then applying
Algorithm 1. The computation of the importance weights (step 6 in Al-
gorithm 1), however, turns out to be problematic in marginalized SSMs. To
see why, note that the unnormalized target density can be factorized into
p(x0:t, y1:t) = p(x0)

∏t
k=1 p(xk, yk|x0:k−1, y1:k−1). The weights (2) become

ωt(x0:t) =
p(xt, yt|x0:t−1, y1:t−1)

qt(xt|x0:t−1)
, (3)

where the numerator (and possibly also the denominator depending on the
choice of proposal) is non-Markovian. The marginal joint density of states
and observations can be written

p(xt, yt|x0:t−1, y1:t−1) =

∫
p(xt, yt|xt−1, θ)p(θ|x0:t−1, y1:t−1)dθ, (4)

where p(θ|x0:t−1, y1:t−1) is the posterior distribution of the parameters. For
a general SSM, the integral (4) is intractable, and the posterior may be dif-
ficult to compute. However, if there is a conjugacy relationship between the
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prior distribution p(θ) and the complete data likelihoods p(x0:t, y1:t|θ), t =
1, . . . , T , the integral can be solved analytically and the posterior will be
of the same form as the prior. One such case is when both the complete
data likelihood and the parameter prior are in the exponential family, see
Supplementary 6.1 for details. However, if we consider joint state and obser-
vation likelihoods, p(xt, yt|xt−1, θ), in the exponential family, we can end up
with a log-partition function that depends on the previous state xt−1. This
can create problems when formulating a conjugate prior for the complete
data likelihoods since the prior will be different for each state update, see
Supplementary 6.2 for details. To avoid this problem for the models we con-
sider, we introduce the restricted exponential family where the joint state
and observation likelihood is given by

p(xt, yt|xt−1, θ) = ht exp
(
θTst −AT(θ)rt

)
, (5)

where st = s(xt, xt−1, yt) is a sufficient statistic, ht = h(xt, xt−1, yt) is the
data dependent base measure and where the log-partition function can be
separated into two factors: A(θ), which is independent of the data, and
rt = r(xt−1), which is independent of the parameters. A conjugate prior for
(5) is given by

π(θ|χ0, ν0) = g(χ0, ν0) exp
(
θTχ0 −AT(θ)ν0

)
, (6)

where χ0, ν0 are hyperparameters. The parameter posterior is given by
p(θ|x0:t−1, y1:t−1) = π(θ|χt−1, νt−1), with the hyperparameters iteratively up-
dated according to

χt = χ0 +
t∑

k=1

sk = χt−1 + st, νt = ν0 +
t∑

k=1

rk = νt−1 + rt. (7)

With the joint likelihood (5) and its conjugate prior (6) in place, we can
derive an analytic expression for the marginal of the joint distribution of
states and observations, (4), at time t

p(xt, yt|x0:t−1, y1:t−1) =

∫
p(xt, yt|xt−1θ)π(θ|χt−1, νt−1)dθ =

g(χt−1, νt−1)

g(χt, νt)
ht.

(8)

Hence, to compute the weights (3) for marginalized SMC in the restricted
exponential family, we only need to keep track of and update the hyperpara-
meters according to (7).



3. Method 105

3.2 Marginalized particle Gibbs

In PG, we alternate between sampling the parameters and the states like in
the hypothetical Gibbs sampler, but the state trajectory is sampled using
conditional SMC (cSMC). In cSMC one particle trajectory, the reference
trajectory x′0:T , will always survive the resampling step. This version of
SMC follows the steps in Algorithm 1, with the constraints that aNt = N
and xNt =x′t (for details, see [1]). When marginalizing out the parameters,
the resulting mPG sampler updates the state trajectory using marginalized
cSMC (mcSMC), according to what is presented in Algorithm 1 and Section
3.1, with the addition of conditioning on the reference trajectory surviving
the resampling step (like in standard PG).

The conditioning used in cSMC yields a Markov kernel that leaves the
correct conditional distribution invariant for any choice of N [1]. PG is
therefore a valid MCMC procedure. However, it has been shown that N
must increase (at least) linearly with T for the kernel to mix properly for
large T , resulting in an overall computational complexity which grows quad-
ratically with T . This holds also for other popular PMCMC methods, such
as particle marginal Metropolis-Hastings [1]. To mitigate this issue, [21]
proposed a modification of PG in which the ancestor for the reference tra-
jectory in each time step is sampled, according to ancestor weights w̃i

t−1|T ,
instead of set deterministically, which significantly improves the mixing of
the kernel for small N , even when T is large. The resulting method, referred
to as PGAS, is equivalent to PG apart from the resampling step.

The difference between mPG and mPGAS lies, analogous to the non-
marginalized case, only in the resampling step. Deriving the expression for
the ancestor weights in the marginalized case is quite involved, below we
simply state the necessary expressions and updates, a complete derivation
is provided in Supplementary 6.3. Each ancestor trajectory in mPGAS is
assigned a weight, based on the general expression in [21], given by

w̃i
t−1|T = w̄i

t−1

γT ([xi0:t−1, x
′
t:T ])

γt−1(xi0:t−1)
= w̄i

t−1

p([xi0:t−1, x
′
t:T ], y1:T )

p(xi0:t−1, y1:t−1)
, (9)

where w̄i
t−1 is the weight of the ancestor trajectory xi0:t−1 and [xi0:t−1, x

′
t:T ]

is the concatenated trajectory resulting from combining the reference tra-
jectory x′t:T with the possible ancestral path xi0:t−1. For members of the
restricted exponential family we use (8) in (9) to get the weights

w̃i
t−1|T ∝ w̄i

t−1h
i
t

g(χit−1, ν
i
t−1)

g(χit, ν
i
t)

T∏
k=t+1

h′k
g(χik−1, ν

i
k−1)

g(χik, ν
i
k)

∝ w̄i
t−1

g(χit−1, ν
i
t−1)

g(χiT , ν
i
T )

hit,

(10)
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where χit−1, ν
i
t−1 are given, for each particle, by (7) and where

χiT = χit−1 + st(x
′
t, x

i
t−1, yt) + s′t+1:T , νiT = νit−1 + rt(x

i
t−1) + r′t+1:T , (11)

with s′t+1:T =
∑T

k=t+1 sk(x
′
k, x
′
k−1, yk) and similarly for rt. Hence, χiT is a

combination of the statistic for the ancestor trajectory, a cross-over term
and the statistic for the reference trajectory, which in each timestep is up-
dated according to s′t+1:T = s′t:T − st(x′t, x′t−1, yt), and analogously for νiT and
r′t+1:T . By storing and updating these parameters and sum of statistics in
each iteration, computing the ancestor sampling weights only amounts to
evaluating (10), implying that we can run mPGAS in linear time despite
having a non-Markovian target, which would normally yield quadratic com-
plexity (see [21] for a discussion). We outline mPGAS in Algorithm 2 (for
mPG, skip step 4, updates of χT , νT and set aNt deterministically).

Algorithm 2 Marginalized PGAS for the restricted exponential family
(all steps for i = 1, . . . , N)

Input: x′0:T , s′1:T , r′1:T

1: Initialize: Draw x1:N−1
0 ∼ q0(x0), set xN0 = x′0, set wi

0 =
γ0(xi0)

q0(xi0)
and

2: normalize w̄i
0 =

wi0∑N
j=1 w

j
0

.

3: for t = 1 . . . T do
4: Update statistics: s′t+1:T = s′t:T−st(x′t, x′t−1, yt), r

′
t+1:T = r′t:T−rt(x′t−1).

5: Update hyperparameters: χit, ν
i
t , χ

i
T , νiT according to (7) and (11).

6: Resample: Draw a1:N−1
t ∼C({w̄i

t−1}Ni=1),
7: Draw aNt ∼C({w̃i

t−1|T}Ni=1), w̃i
t−1|T from (10).

8: Propagate: Simulate x1:N−1
t ∼ qt(xt|x

a1:N−1
t

0:t−1 ) and set xNt = x′t.
9: Update weights: Set wi

t = ωt(x
i
0:t) according to (3),

10: normalize w̄i
t =

wit∑N
j=1 w

j
t

.

11: end for
Output: Sample new x′0:T , s′1:T , r′1:T according to w̄T .

To illustrate the improved performance offered by marginalization we
consider the non-linear SSM [16]

xt =
xt−1

2
+ 25

xt−1

1 + x2
t−1

+ 8 cos(1.2t) + vt, yt =
x2
t

20
+ wt, (12)

where vt and wt are Gaussian noise processes with zero mean and unknown
variances σ2

v and σ2
w respectively. The observations are a quadratic function

of the state, which makes the posterior multimodal. We will assume con-
jugate, inverse gamma priors σ2

v ∼IG(αv, βv) and σ2
w∼IG(αw, βw) for the
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unknown variances, with hyperparameters αv = βv = αw = βw = 1. We
generated T = 150 observations from (12) with σ2

v = 10 and σ2
w = 1. PGAS

and mPGAS were run for M = 10000 iterations, discarding the first 1500
samples as burn-in. We initialized with σ2

v = σ2
w = 100 and used a bootstrap

proposal for PGAS and a marginalized bootstrap proposal for mPGAS.
Figure 1 shows the autocorrelation for PGAS and mPGAS for different

number of particles N . Ideally we would like iid samples from the posterior
distribution, in terms of the ACF of the samples it should be zero everywhere
except for lag 0. It is clear that, for PGAS, increasing N can reduce the
autocorrelation only to a certain limit (given by the hypothetical Gibbs
sampler). For mPGAS on the other hand, we obtain a lower autocorrelation
using only 50 particles as compared to 5000 for PGAS, and by increasing N
we move towards generating iid samples. In Supplementary 6.5 we provide
corresponding results for PG/mPG. The results in Figure 1 were obtained
from our implementation in Matlab, in Supplementary 6.5 we also show the
corresponding results for our implementation in Birch.

The marginalized versions of PG/PGAS requires some extra computa-
tions compared to their non-marginalized counterparts, however, this over-
head is quite small. For the model (12), with N=500, using the tic-toc
timer in MATLAB we get: PG – 1231.5s, mPG – 1430.7s, PGAS – 1260.7s,
mPGAS – 1566.1s. Note that the code has not been optimized.

4 Extensions and numerical simulations

In this section we describe three extensions of the marginalized method
presented in Section 3 and illustrate their efficiency in numerical examples.

4.1 Diffuse priors and blocking

When we do not know much about the parameters of a model, we may
use a diffuse prior to reflect our uncertainty. However, a diffuse prior on
the parameters can lead to a diffuse prior also for the states. We can then
encounter problems during the first few timesteps of the marginalized state
trajectory update; in particular, if we use a bootstrap-style proposal in the
mcSMC algorithm it may spread out the particles too much. This can result
in poor mixing during the initial timesteps, as well as numerical difficulties
in the computation of the ancestor sampling weights, due to very large
values sampled for the states. As an illustration, consider again the model
(12), but now with hyperparameters αv, βv = 0.001 for the process noise
σ2
v . The marginalized proposal for the first timestep, q1(x1|x0) = p(x1 | x0),

will then be a Student t-distribution with undefined mean and variance.
Figure 2 shows the log-pdf of both this proposal and the target distribution,
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γ̄1(x0:1) = p(x0:1 | y1), at time t = 1. It is clear that for mcSMC (blue)
the prior q1 is much more diffuse than the posterior γ̄1, whereas for cSMC
(orange) there is less of a difference.
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Figure 2: Log-density for the proposal and the posterior at t = 1 for mcSMC
(qm, γm) and cSMC (qu, γu), showing how marginalization can potentially
produce a poor proposal distribution in the first timestep.

When working with diffuse priors we suggest to divide the state traject-
ory into two overlapping blocks (similarly to the blocking method proposed
by [36]) and do Gibbs updates of each block in turn. Figure 3 illustrates the
two overlapping blocks x0:B+L (upper) and xB+1:T (lower). To update the
first block, where problems due to marginalization are more probable, we
use a (non-marginalized) cSMC sampler targeting the posterior distribution
of x0:B+L conditioned on the reference trajectory x′0:B+L, the observations
y1:T , the non-overalapping part of the second block x′B+L+1:T and the para-
meters θ. Note that, because of the Markov property when conditioning

0 B B + L T

x0:B

x0:B+L

xB+L+1:T
xB+1:T

Figure 3: Division of the state trajectory into two overlapping blocks.

on θ, the dependence on x0:B+L reduces to only the boundary state x′B+L+1

and the dependence on the observations reduces to y1:B+L. To update the
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second block, we use mcSMC targeting the posterior distribution of xB+1:T

conditioned on the (updated) reference trajectory [xB+1:B+L, x
′
B+L+1:T ], the

observations y1:T and the (updated) first block x0:B. Finally, the parameters
θ are sampled from their full conditional given the new reference trajectory
x0:T . Algorithm 3 outlines one iteration of mPG/mPGAS with this choice of
blocking and samplers. In Supplementary 6.4 we provide a proof of validity
for this blocked Gibbs sampler.

Algorithm 3 Blocking for mPG/mPGAS

1: x0:B+L∼ cSMC(x0:B+L|x′0:B+L; y1:B+L, x
′
B+L+1, θ)

2: xB+1:T ∼mcSMC(xB+1:T |xB+1:B+L, x
′
B+L+1:T ;x0:B, y1:T )

3: θ∼ p(θ|x0:T , y1:T ) = π(θ|χT , νT )

The purpose of the first block is only to update the first few timesteps,
in order to get a sufficient concentration of the proposals when conditioning
on x0:B for mcSMC. Therefore, it is typically sufficient to use a small value
of B; in the example outlined above B > 2 is sufficient to get finite variance
in the Student t-distribution. The overlap parameter L on the other hand
is used to push the boundary state xB+L+1 into the interior of the second
block, which due to the forgetting of the dynamical system reduces the effect
of conditioning on this state in the first Gibbs step [36]. Hence, the larger
L the better, but at the price of increased computational cost. Since most
SSMs have exponential forgetting, using a small value of L is likely to be
sufficient in most cases.

In Figure 4, we illustrate the benefit of using blocking to avoid poor
mixing during the first timestep when marginalizing with a diffuse prior for
the model (12). We used B = 5 and L = 20, all other settings were the same
as before. We consider the update frequency of the state variables, defined
as the average number of iterations in which the state changes its value, as
a measure of the mixing. It is clear that for the mPGAS we get a very low
update frequency at t = 1, whereas when we use mPGAS with blocking we
obtain the same update frequency as for PGAS.

4.2 Marginalized particle Gibbs in a PPL

We have implemented PG, PGAS, mPG and mPGAS in Birch [27], which
employs delayed sampling [28] to recognize and utilize conjugacy relation-
ships, and so automatically marginalizes out the parameters of a model,
where possible. This saves the user the trouble of deriving the relevant
conjugacy relationships for their particular model, or providing a bespoke
implementation of them. We first demonstrate this on a vector-borne disease
model of a dengue outbreak.
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Figure 4: Update frequency for the state trajectory for the first timesteps.

Dengue is a mosquito-borne disease which affects an estimated 50-100
million people worldwide each year, causing 10000 deaths [37]. We use a
data set from an outbreak on the island of Yap in Micronesia in 2011. It
contains 197 observations, mostly daily, of the number of newly reported
cases. The model used is that described in [28], in turn based on that
of the original study [13]. It consists of two coupled susceptible-exposed-
infectious-recovered (SEIR) compartmental models, describing the trans-
mission between human and mosquito populations, respectively. Transition
counts between compartments are assumed to be binomially distributed,
with beta priors used for all parameters. Observations are also assumed bi-
nomial with an unknown parameter for the reporting rate, which is assigned
a beta prior. The beta priors establish conjugate relations with the com-
plete data likelihood, so that the problem is well-suited for inference using
mPG/mPGAS.

The model was previously implemented in Birch for [28]. We have added
generic implementations of PG, PGAS, mPG and mPGAS to Birch that
can be applied to this, and other, models. Figure 5 shows the results of
a simulation of four different chains; for each of these 10000 samples were
drawn using PG and mPG. The samplers used N = 1024 particles each. For
comparison we also include the results from using marginalized importance
sampling. The autocorrelation of the samples is noticeably improved by
marginalizing out the parameters. Corresponding results for PGAS and
mPGAS can be found in Supplementary 6.5.

4.3 Models lacking full conjugacy

It may seem that the method we propose is limited to models where the
transition and observation probabilities have the conjugacy structure in (5).
However, we can use the results in Section 3 to treat models where only some
of the parameters exhibit conjugacy with the complete data likelihood. To
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Figure 5: Results of the simulation of the vector-borne disease model. Up-
per: estimated density of the reporting rate parameter, mean of four chains.
Marginalized importance sampling (mIS) is included for comparison. Note
that the marginalized methods yield mixture distributions. Lower: estim-
ated autocorrelation function of the reporting rate parameter, mean of four
chains.

this end, we denote by θm the parameters that have a prior distribution
that is conjugate with the complete-data likelihood, and by θu the remain-
ing parameters. Then, we can marginalize out θm from the complete-data
likelihood as shown in Section 3. The remaining parameters can be sampled
using any conventional MCMC method, for instance Metropolis–Hastings.
This is possible since PMCMC samplers are nothing but (special purpose)
MCMC kernels, hence they can be combined with normal MCMC in a sys-
tematic way. One possibility is to use, say, Metropolis–Hastings within
mPG/mPGAS. Another possibility, which we describe below, is to use a
marginalized version of the particle marginal Metropolis–Hastings algorithm
[1], which we refer to as mPMMH.

Let p̂(y1:T |θu) =
∏T
t=1

1
N

∑N
i=1w

i
t be the unbiased estimate of the mar-

ginal likelihood given by Algorithm 1, for a fixed value of the parameters θu,
and let q(θu|θ′u) be a proposal distribution; then, we can generate samples
from the posterior distribution of θu using Algorithm 4. To illustrate this
method with partial marginalization, we consider the following model de-
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Algorithm 4 Marginalized particle marginal Metropolis–Hastings

1: Propose θ∗u∼ q( · |θ′u)
2: Run Algorithm 1 and compute p̂(y1:T |θ∗u)

3: Return θu = θ∗u with probability 1 ∧ p̂(y1:T |θ∗u)p(θ∗u)q(θ′u|θ∗u)
p̂(y1:T |θ′u)p(θ′u)q(θ∗u|θ′u) , else θu = θ′u,

scribing the evolution of the size of animal populations (see, for instance,
[18]):

log nt+1 = log nt +
[
1 (nt)

c] b+ σvvt, yt = nt + σwwt, (13)

where nt is the population size at time t, and b, c, σv, and σw are the
unknown parameters. Note that, except for c (= θu), the parameters can
be marginalized out by using normal-inverse gamma and inverse gamma
conjugate priors b, σ2

v ∼NIG(µ,Λ, αv, βv) and σ2
w∼IG(αw, βw). For the re-

maining parameter, we use a N (0, σ2
c ) prior and a random-walk proposal

c∗∼N (c′, τ).
We have implemented mPMMH in Birch and evaluate it on a dataset

of observations of the number of song sparrows on Mandarte Island, British
Columbia, Canada [35]. The dataset contains the number of birds, counted
yearly, between 1978 and 1998. In Figure 6 (upper), we report the histogram
of the distribution of the density regulation parameter c estimated using
10000 samples drawn using Algorithm 4 after a burn-in of 5000 samples,
using N = 512 particles. The distribution of c, as found by our method,
is consistent with values reported in the literature (see, for instance, [29]
and [35]). In Figure 6 (lower), we show the actual counts in the dataset
compared with the average n̂1:T and three standard deviations, as sampled
by Algorithm 4.

5 Discussion

PG and PGAS can be highly efficient samplers for general SSMs, but are lim-
ited by the performance of the hypothetical (but intractable) Gibbs sampler
that they approximate. We have proposed to improve on PG/PGAS by
marginalizing out the parameters from the state update, to reduce the auto-
correlation beyond the limit posed by the hypothetical Gibbs sampler.

Marginalization often improves performance, but this will not always be
the case. One example is when there is a diffuse prior on the parameters, in
which case marginalization can result in an inefficient SMC sampler. One
way to mitigate this is blocking; we propose using two blocks, the first
updated using cSMC and the second using mcSMC. One can think of other
ways to update the first block, such as a Metropolis–Hastings update with
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Figure 6: Results of the simulation with parameter values µ = [1, 1], Λ = I,
αv = βv = αw = βw = 2.5, σ2

c = 4, τ = 0.05. Upper: estimated distribution
of the density regulation parameter c. Lower: observed (marks) and mean
filtered population sizes (solid) with 3σ credible interval.

an appropriate proposal, see [12, 26] for related techniques. It is also possible
to use a mcSMC update for the first block, as conditioning on the future
states will help to avoid the problems related to diffuse priors. The details
are quite involved, however, so we prefer the simpler method described in
Section 4.1.

Marginalization is possible when there is a conjugacy relationship between
the parameters and the complete data likelihood. This may seem a restrict-
ive model class, but in practice there are benefits even if only some of the
parameters can be marginalized out, by combining marginalized PMCMC
kernels with conventional MCMC kernels. Many models have at least some
parameters that enter in a nice way, such as regression coefficients and error
variances, where marginalization can provide a performance gain.

Performing the marginalization by hand for every new model can be
time consuming. Consequently, an important aspect of the method is the
possibility of implementing it in a probabilistic programming language. Re-
cent advances in probabilistic programming enable automatic marginaliz-
ation, making the process easier. We have implemented mPG, mPGAS
and mPMMH in Birch, and demonstrated that implementation on two ex-
amples. Some further work is required to extend the implementation in
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Birch to blocking.

Code

Code for all numerical simulations is available at https://github.com/

uu-sml/neurips2019-parameter-elimination.
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6 Supplementary material

6.1 Exponential family

A generic exponential family distribution can be written

p(z|η) = h(z) exp
(
ηTs(z)− a(η)

)
, (14)

where h is the data dependent base measure, a is the log-partition function,
and s is a sufficient statistic storing all the information about the natural
parameters η contained in the data z. The conjugate prior for an exponential
family distribution is also in the exponential family and is given by

π(η|χ, ν) = g(χ, ν) exp
(
ηTχ− a(η)ν

)
, (15)

where g is a normalizing factor and χ, ν are hyperparameters. The para-
meter posterior for a prior (15) and a likelihood (14) is given by

p(η|z, χ, ν) ∝ p(z|η)p(η|χ, ν)

= h(z)g(χ, ν) exp
(
ηT (χ+ s(z))− a(η)(ν + 1)

)
, (16)

where Bayes’ rule was used in the first proportionality. If we compare the
exponential factor in the posterior (16) with the prior (15) we note that the
posterior indeed is of the same form as the prior, but with updated hyper-
parameters χnew = χ + s(z) and νnew = ν + 1. Hence, we have conjugacy
for distributions in the exponential family, and the parameter posterior is
given by p(η|z, χ, ν) = π(η|χ + s(z), ν + 1). We can obtain the likelihood
of the data z by marginalizing out the natural parameters η from the joint
distribution p(z, η|χ, ν) = p(z|η)p(η|χ, ν) which gives

p(z|χ, ν) =

∫
p(z, η|χ, ν)dη

= h(z)g(χ, ν)

∫
exp

(
ηT (s(z) + χ)− a(η) (1 + ν)

)
︸ ︷︷ ︸

Unnormalized π(η|χnew, νnew)

dη

= h(z)
g(χ, ν)

g(χnew, νnew)
, (17)

where (15) and (14) were inserted in the second equality. Hence, for members
of the exponential family there is a closed form expression for the distribution
of the data when the parameters have been marginalized out.
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6.2 Restricted exponential family

When working with SSMs we can run into problems when using the standard
formulation for likelihoods and priors for the exponential family presented
in Supplementary 6.1. The reason for this is that we typically have a de-
pendence on the previous state xt−1 in the transition density that can result
in a log-partition function which depends on this previous state. Put in the
same general notation as in the previous section we get the likelihood

p(z|ζ, η) = h(z, ζ) exp
(
ηTs(z, ζ)− a(η, ζ)

)
, (18)

where the variable ζ is a known extra parameter (e.g the previous state xt−1)
and we note that the log-partition function a depends on this parameter. If
we wish to formulate an exponential family prior for this likelihood we get

π(η|χ, ν, ζ) = g(χ, ν) exp
(
ηTχ− a(η, ζ)ν

)
, (19)

that is, we get a different prior depending on the value on ζ and, con-
sequently, we cannot easily formulate a general prior distribution which is
conjugate to the complete data likelihood. Instead we propose to use a re-
stricted exponential family where the log-partition function is assumed to
be separable into one parameter-dependent part and one ζ-dependent part.
The likelihood is given by

p(z|ζ, η) = h(z, ζ) exp
(
ηTs(z, ζ)−AT(η)r(ζ)

)
, (20)

where A(η) is the restricted log-partition function and r(ζ) is some function
which only depends on ζ. A conjugate prior for this likelihood is

π(η|χ, ν, ζ) = g(χ, ν) exp
(
ηTχ−AT(η)ν

)
. (21)

The parameter posterior is

π(η|z, ζ, χ, ν) ∝ p(z|ζ, η)p(η|χ, ν, ζ)

= h(z, ζ)g(χ, ν) exp
(
ηT (χ+ s(z, ζ))−AT(η)(ν + r(ζ))

)
.

(22)

We note that the posterior is of the same form as the prior but with updated
hyperparameters χnew = χ + s(z, ζ) and νnew = ν + r(ζ). Comparing with
the standard exponential family we note that the only difference is that the
statistic now depends also on ζ and that we get a statistic, r(ζ), to update
also for ν.



120 Paper II – Parameter elimination in particle Gibbs sampling

6.3 Derivation of ancestor weights for the restricted exponential

family

For SSMs with joint state and observation likelihood in the restricted ex-
ponential family the likelihood is given by (5) and the parameter prior is
π(θ|χ0, ν0) = g(χ0, ν0) exp

(
θTχ0 −AT(θ)ν0

)
. The ancestor weights are given

by equation (9), which can be expanded to

w̃i
t−1|T ∝w̄i

t−1

p(x′t:T , yt:T |xi0:t−1, y1:t−1)p(x
i
0:t−1, y1:t−1)

p(xi0:t−1, y1:t−1)

=w̄i
t−1p(x

′
t:T , yt:T |xi0:t−1, y1:t−1)

=w̄i
t−1p(x

′
t, yt|xi0:t−1, y1:t−1)

T∏
k=t+1

p(x′k, yk|xi0:t−1, y1:t−1, x
′
t:k−1, yt:k−1)

=w̄i
t−1

∫
p(x′t, yt|xit−1, θ)p(θ|xi0:t−1, y1:t−1)dθ

T∏
k=t+1

∫
p(x′k, yk|x′k−1, θ)p(θ|xi0:t−1, x

′
t:k−1, y1:k−1)dθ.

(23)

Now, to continue we need to compute the two integrals in the last equality
for members in the restricted exponential family. First, note that

p(xi0:t−1, y1:t−1|θ) =
( t−1∏
j=1

hij
)

exp
(
θT

t−1∑
j=1

sij −AT(θ)
t−1∑
j=1

rij
)
, (24)

and therefore

p(θ|xi0:t−1,y1:t−1) ∝ p(xi0:t−1, y1:t−1|θ)p(θ|χ, ν)

= g(χ0, ν0)
( t−1∏
j=1

hij
)

exp
(
θT
(
χ0 +

t−1∑
j=1

sij
)
−AT(θ)

(
ν0 +

t−1∑
j=1

rij
))

∝ π(θ|χit−1, ν
i
t−1), (25)

where χit−1 = χ0 +
∑t−1

j=1 s
i
j = χ0 +si1:t−1 and νit−1 = ν0 +

∑t−1
j=1 r

i
j = ν0 +ri1:t−1

and the last proportionality comes from comparison with the exponential
factor in the prior. Similarly, by splitting in three terms (one for the ances-
tral part, one for the cross-over and one for the reference trajectory part)
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we have

p(xi0:t−1, x
′
t:k−1, y1:k−1|θ) =

=
( t−1∏
j=1

p(xij, yj|xij−1, θ)
)
p(x′t, yt|xit−1, θ)

( k−1∏
j=t+1

p(x′j, yj|x′j−1, θ)
)

=
( t−1∏
j=1

hij
)
h′t
( k−1∏
j=t+1

h′j
)

︸ ︷︷ ︸
H

exp
(
θT
(
si1:t−1 + st(x

′
t, x

i
t−1, yt) + s′t+1:k−1︸ ︷︷ ︸
S

)

−AT(θ)
(
ri1:t−1 + rt(x

i
t−1) + r′t+1:k−1︸ ︷︷ ︸
R

))
, (26)

and therefore, using the abbreviations H,S, and R above, the parameter
posterior is

p(θ|xi0:t−1, x
′
t:k−1, y1:k−1) ∝ g(χ0, ν0)H exp

(
θT
(
χ0 + S

)
−AT(θ)

(
ν0 +R

))
∝ π(θ|χik−1, ν

i
k−1), (27)

where

χik−1 = χ0 + si1:t−1 + st(x
′
t, x

i
t−1, yt) + s′t+1:k−1

= χit−1 + st(x
′
t, x

i
t−1, yt) + s′t+1:k−1,

νik−1 = ν0 + ri1:t−1 + rt(x
i
t−1) + r′t+1:k−1 = νit−1 + rt(x

i
t−1) + r′t+1:k−1.

(28)

We can now compute the integrals in (23):∫
p(x′t, yt|xit−1, θ)p(θ|xi0:t−1, y1:t−1)dθ =∫
ht exp

(
θTs′t −AT(θ)r′t

)
g(χit−1, ν

i
t−1) exp

(
θTχit−1 −AT(θ)νit−1

)
dθ

= htg(χit−1, ν
i
t−1)

∫
exp

(
θT(s′t + χit−1)−AT(θ)(r′t + νit−1)

)︸ ︷︷ ︸
Unnormalized π(θ|χi

t, ν
i
t)

dθ

= ht
g(χit−1, ν

i
t−1)

g(χit, ν
i
t)

.

(29)

Note that ht = ht(x
′
t, x

i
t−1, yt) depends on the ancestral path. In a similar

fashion, for the second integral we obtain∫
p(x′k, yk|x′k−1, θ)p(θ|xi0:t−1, x

′
t:k−1, y1:k−1)dθ =

h′kg(χik−1, ν
i
k−1)

∫
exp

(
θT(s′k + χik−1)−AT(θ)(r′k + νik−1)

)
dθ

= h′k
g(χik−1, ν

i
k−1)

g(χik, ν
i
k)

,

(30)
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where h′k = h′k(x
′
k, x
′
k−1, yt) only depends on the reference trajectory and

observations. Now, by substituting (29) and (30) into (23), we obtain

w̃i
t−1|T ∝ w̄i

t−1ht
g(χit−1, ν

i
t−1)

g(χit, ν
i
t)

T∏
k=t+1

h′k
g(χik−1, ν

i
k−1)

g(χik, ν
i
k)

∝ w̄i
t−1ht

g(χit−1, ν
i
t−1)

g(χiT , ν
i
T )

,

(31)

where the (surprisingly) simple final expression is due to all terms except
g(χit−1, ν

i
t−1) and g(χiT , ν

i
T ) canceling in the product. Note also that h′k can

be removed (in proportionality) since they are the same for all ancestor
particles.

6.4 Theoretical justification of the blocking scheme

To show that the blocking scheme in Algorithm 3 is correct we start by veri-
fying that the underlying (hypothetical) partially collapsed Gibbs (PCG)
sampler is correct. Following the notation in [11] we set X1 = x0:B, X2 =
xB+1:B+L (the overlap), X3 = xB+L+1:T , Y = y1:T , and the superscript ∗ indic-
ates intermediate quantities. The joint distribution we wish to sample from
is p (X1, X2, X3, θ|Y ). The underlying hypothetical PCG of the blocking
scheme is

X1, X
∗
2 ∼ p (X1, X2|X3, Y, θ) ,

X2, X3∼ p (X2, X3|X1, Y ) ,

θ∼ p (θ|X1, X2, X3, Y ) .

(32)

We note that step 1 and 3 are correct hypothetical Gibbs steps, the only
issue is the marginalized step 2. However, in step 2 it is possible to also
sample θ from its full conditional, that is to sample

X2, X3, θ
∗∼ p (X2, X3|X1, Y ) p (θ|X1, X2, X3, Y ) = p (X2, X3, θ|X1, Y ) (33)

This sampling of θ∗ is redundant since the sampled value is never condi-
tioned on in the following step and can be removed according to the reason-
ing in [11], concluding that the underlying hypothetical PCG of the blocking
scheme is indeed a correct hypothetical PCG. If one or more of the condi-
tionals in (32) are not possible to sample from directly some MCMC scheme
(such as PG/mPG) can be used. Describing the PMCMC steps in terms of
kernels, K, Algorithm 3 can be formulated

X1, X
∗
2 ∼K

(
X1, X2|X ′1, X ′2;X3, Y, θ

)
,

X2, X3∼K
(
X2, X3|X∗2 , X ′3;X1, Y

)
,

θ∼ p (θ|X1, X2, X3, Y ) ,

(34)
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where ′ indicates the (reference) trajectory from the previous iteration.
Again, step 1 and 3 are correct (as long as K in step 1 is correct, e.g.
a PG kernel), the main concern is step 2. However, as was the case for
the hypothetical sampler, it is possible to add the sampling of θ in step 2.
Sampling θ is, again, redundant and step 2 is also correct provided that the
stationary distribution of K is the marginalized target.

6.5 Additional results

In this section we provide some additional results from numerical simula-
tions.

Toy model in Section 3.2

Figure 7 shows the results for our implementation of (12) in Matlab (left) and
Birch (right). We generated T = 250 observations from (12) with σ2

v = 5.3
and σ2

w = 9. We used hyperparameters αv = αw = 2 and βv = βw = 10,
and all four methods were run for M = 10000 iterations. We initialized
with σ2

v = 4.3 and σ2
w = 9.4 and used a bootstrap proposal for PG/PGAS

and a marginalized bootstrap proposal for mPG/mPGAS. We note that for
both implementations there is a clear improvement from marginalizing out
the parameters (for both PG and PGAS), and that it is beneficial to use
PGAS/mPGAS rather than PG/mPG for this model.
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Figure 7: Results of the simulation of the model (12). Left: autocorrela-
tion function for all methods, obtained from simulations in Matlab. Right:
autocorrelation function for all methods, obtained from simulations in Birch.
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Vector-borne disease model in Section 4.2

Figure 8 shows the results of a simulation of the vector-borne disease model
in Birch of four different chains; for each of these 10000 samples were drawn
using PGAS and mPGAS. The samplers used N = 1024 particles each.
The autocorrelation of the samples is improved by marginalizing out the
parameters. However, we note that there is no obvious improvement from
using PGAS rather than PG for this model. One explanation for this could
be that it is difficult to match the reference trajectory with an ancestor
which is not the reference trajectory for this compartmental model. The
reference trajectory would then be sampled in the ancestor sampling step,
which in turn means that PGAS would reduce to PG.
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Figure 8: Results of the simulation of the vector-borne disease model. Left:
estimated density of the reporting rate parameter for PGAS and mPGAS,
mean of four chains. For comparison, a run of marginalized importance
sampling (mIS) is also shown. Note that the marginalized methods yield
mixture distributions. Right: estimated autocorrelation function of the re-
porting rate parameter for all methods, four chains for each method.
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