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Abstract

Deep learning exotic derivatives

Gunnlaugur Geirsson

Monte Carlo methods in derivative pricing are computationally expensive, in
particular for evaluating models partial derivatives with regard to inputs. This research
proposes the use of deep learning to approximate such valuation models for highly
exotic derivatives, using automatic differentiation to evaluate input sensitivities. Deep
learning models are trained to approximate Phoenix Autocall valuation using a
proprietary model used by Svenska Handelsbanken AB. Models are trained on large
datasets of low-accuracy (10^4 simulations) Monte Carlo data, successfully learning
the true model with an average error of 0.1% on validation data generated by 10^8
simulations. A specific model parametrisation is proposed for 2-day valuation only, to
be recalibrated interday using transfer learning. Automatic differentiation
approximates sensitivity to (normalised) underlying asset prices with a mean relative
error generally below 1.6%. Overall error when predicting sensitivity to implied
volatililty is found to lie within 10%-40%. Near identical results are found by finite
difference as automatic differentiation in both cases. Automatic differentiation is not
successful at capturing sensitivity to interday contract change in value, though errors
of 8%-25% are achieved by finite difference. Model recalibration by transfer learning
proves to converge over 15 times faster and with up to 14% lower relative error than
training using random initialisation. The results show that deep learning models can
efficiently learn Monte Carlo valuation, and that these can be quickly recalibrated by
transfer learning. The deep learning model gradient computed by automatic
differentiation proves a good approximation of the true model sensitivities. Future
research proposals include studying optimised recalibration schedules, using training
data generated by single Monte Carlo price paths, and studying additional parameters
and contracts.
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Populärvetenskaplig sammanfattning

Finansiella derivat är kontrakt vars värde beror p̊a n̊agon annan finansiell produkt, till
exempel priset p̊a en aktie. Aktieoptioner är en mycket vanlig form av derivat och ger
ägaren till optionen rättigheten men inte förpliktelsen att köpa eller sälja en en aktie till
ett förbestämt pris och tidpunkt. Derivat s̊asom optioner handlas flitigt p̊a börser och
andra marknadsplatser världen om för att spekulera p̊a upp- och nedg̊angar i pris p̊a
olika tillg̊angar samt försäkra sig mot risker i dessa.

Värdet och därmed priset p̊a ett derivat beror p̊a ett osäkert framtida utfall. Givet
vissa antaganden kan detta värde modelleras matematiskt till mycket goda resultat, där
tillämpning av stokastisk analys har varit väldigt framg̊angsrik. De resulterande värder-
ingsmodellerna kan dock sällan lösas analytiskt, med s̊akallade Monte Carlo-metoder ett
vanligt lösningsalternativ. Dessa löser för derivatets värde genom att simulera möjliga
framtida scenarion och räkna väntevärdet av alla utfall, vilket helst görs med flera mil-
joner simuleringar och kräver därmed b̊ade mycket datorkraft och tid. Banker och andra
investerare vill sedan utöver värdet veta hur det förh̊aller sig till ändringar i den un-
derliggande produkten. Om priset p̊a en aktie stiger, hur mycket ändras värdet p̊a
aktieoptionen? För att beräkna dessa känsligheter krävs ytterliggare simuleringar, och
leder antingen till väldigt l̊angsamma lösningar eller stora approximationsfel.

En lösning till detta problem är att approximera Monte-Carlo värdering med deep
learning. Deep learning modeller kan lära andra modellers beteende genom att träna p̊a
existerande data. Genom att replikera hur neuroner i en hjärna propagerar information
kan de lära sig mycket komplexa samband. Dessa samband tar tid att lära, men väl
tränade kan deep learning modeller utföra samma värdering som Monte Carlo p̊a en
br̊akdel av tiden. Programmeringsbibliotek för deep learning har även funktionalitet
för automatisk derivering, som räknar modellkänsligheter automatiskt vid värdering och
snabbar därmed upp beräkningarna ytterligare. Det är även möjligt att träna om en
deep learning modell fr̊an ett samband till ett annat snabbare än om den börjar fr̊an
början, om sambanden har liknande egenskaper.

Detta arbete undersöker hur väl Monte Carlo värdering av ett väldigt komplicerat
derivat, s̊akallade Phoenix Autocalls, kan approximeras med deep learning. Deep learn-
ing approximationen av värderingen utvärderas genom att jämföra med Monte Carlo
modellen, och liknande för känsligheter beräknade med automatisk derivering. För att
effektivisera träningsprocessen föresl̊as även en specifik parametrisering med de flesta
derivat-specifika parametrar samt värderingsdatumen l̊asta. Deep learning modeller
tränas därmed för specifika kontrakt och marknadssituationer, och bara p̊a tv̊a datum i
taget, “idag” och “imorgon”.

Resultaten visar att deep learning kan approximera Monte Carlo värdering av Phoenix
Autocalls mycket väl, med ett genomsnittligt fel p̊a runt 0.1%. Det ger även mycket bra
approximationer av modellkänsligheterna till pris p̊a underliggande produkter, med bara
ca 1.6% fel. Känslighet till variansen i pris ger dock upphov till större fel p̊a 10 ´ 40%
som behöver vidare studier. Hur värdet p̊a en Phoenix Autoall beror p̊a ändringen fr̊an
en dag till en annan visar sig även vara sv̊ar att lära med deep learning, med fel p̊a ca
8´25% i bästa fall. Den föreslagna datumparametriseringen anses därför ej lönsam. Att
träna specifika deep learning modeller per kontrakt och marknadssituation för att sedan
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kalibrerar om dessa efter behov visar sig dock vara mycket effektivt. Tidigare tränade
modeller lär sig nya datum b̊ade snabbare och till ett lägre approximationsfel utifr̊an
mindre försedd data än nya modeller, med stora möjligheter till förbättringar.
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1 Introduction

This section introduces quantitative finance, derivative pricing, and the practical issues
arising from Monte Carlo-based valuation models. Machine learning methods are pro-
posed as a possible solution to these issues, and a specific case of Phoenix Autocall
valuation is presented, forming the basis for the project goals and research questions.

The other sections in this report are organised as follows: Theoretical groundwork is
laid for derivative pricing and machine learning in section 2 and section 3 respectively.
Relevant previous work in applying machine learning methods to derivative pricing is
discussed in section 4. Section 5 details the research methodology, including all steps
taken and assumptions made. The results are presented in section 6 and subsequently
reflected on in section 7. Finally, section 8 summarises the results, draws conclusions to
answer the research questions and presents suggestions for future work.

1.1 Background

Quantitative finance makes great demands on both speed and accuracy. Tasked with
mathematically evaluating the dynamics of financial assets, it requires modelling sources
of inherent value, a problem which in general proves exceptionally difficult[1][2][3]. Fortu-
nately, some assets define these sources more explictly. Financial derivatives, as implied
by the name, derive value from some other financial assets, known as the underlying
assets. Derivatives yield a future payoff based on some observable properties, commonly
underlying price. These future properties, and subsequently the future derivative payoff,
can naturally not be known ahead of time. Derivative pricing thus requires modelling
the uncertain future value of the derivative in question, discounted back to the present.
The resulting models for valuing complex (commonly referred to as exotic) derivatives
rarely possess closed-form solutions, and are commonly solved using numerical methods
instead. First proposed for use in derivative pricing in 1977, Monte Carlo methods[4]
have become ubiquitous in this field, as they can be applied to make numerical valu-
ation models for practically any derivative, regardless of payoff complexity. This does
not come without a cost: Monte Carlo methods are computationally expensive and very
slow to converge. If any alternative method is available, Monte Carlo is unlikely to be
competitive[5].

The cost associated with Monte Carlo increases further when first-order input sens-
itivites are considered — the partial derivatives of the model output (theoretical value)
with regards to its inputs. These are vital to most investment strategies[6], and are
generally evaluated using finite difference methods (FDM), requiring at least two addi-
tional computations per model input. This makes FDM sensitivites highly susceptible to
random Monte Carlo error. The computation time for high precision input sensitivities
to the theoretical value of an exotic derivative may also be in the range of minutes; an
unacceptable timeframe in a live market settings. Monte Carlo accuracy must be traded
for speed, which in turn forces a larger FDM step size and sensitivity estimates which
can be highly inaccurate.

This tradeoff problem, between Monte Carlo speed and accuracy, can have significant
consequences. Asset prices are constantly changing, in turn changing the valuation model
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inputs to any derivatives made on them. Value and risks in the form of input sensitiv-
ities thus need to be continuously re-evaluated — requiring long computation times for
accurate results. Monte Carlo methods are also unable to re-use previous computations:
even small perturbations in one input requires starting from scratch.

Improving performance by investing in more powerful hardware is a simple but inef-
ficient solution. In the absence of other tasks, hardware risks remaining unused outside
of active trading hours. Another option is precomputing likely prices and sensitivities
and storing these ahead of time, interpolating to compute new values in between. Such
a method still requires expensive input sensitivity computations, and interpolation in
sensitivites is unlikely to be accurate. While it may be a sound scheme to prepare data
ahead of time, for later use as an approximation of the true model, a more sophisticated
approach is desirable.

1.2 Machine learning for derivative pricing

Machine learning is still a field growing at breakneck speed. Its application has been
highly successful in natural language processing, image recognition, time series prediction
and social media filtering; to name but a few varied examples[7]. Direct application
in quantitative finance is more recent, but there is a great deal of interest and active
work being done. For instance, machine learning has been used to perform valuation
adjustment (XVA)[8] as well as for predicting credit defaults[9] and bankruptcies[10].
More relevant to the problem at hand, there is much promising work in approximating
derivative pricing models to improve both speed and accuracy, with examples of this
discussed in greater detail in section 4.

What makes machine learning especially advantageous for approximating Monte Carlo-
based derivative pricing is the proposition of solving the previously discussed computa-
tional tradeoff problem. Machine learning models can be viewed as existing in two stages.
The first is the training stage, where it learns the behaviour of some other model, based
on data from it. Once trained, the model moves to the second stage, where it makes pre-
dictions on previously unseen data. Similar to real learning, it is typically the training
process which is time consuming — once behaviour is learned, application is quick[11].
Spending time in advance (for instance, when markets are closed) can give quick and
accurate model estimates in the future (when markets are open).

Another useful feature of machine learning is the functionality for automatic differ-
entiation (AD) found in most machine learning programming libraries[12][13]. AD can
deliver accurate model partial derivatives at little to no extra computational cost[14].
Not only can a well-trained machine learning model then potentially value derivatives
fast and accurately, it can also bypass FDM in evaluating the model input sensitivities
for approximative true model sensitivites.

Many machine learning algorithms are also capable of transfer learning, wherein a
model (or part of it) is re-trained for an application similar, but not identical to, its
original purpose. A machine learning model can potentially be trained to approximate
valuation for likely input parameter ranges on a single date — and recalibrated overnight.

It must be noted that machine learning is not one method, but an entire field. This
research considers only a specific subset of machine learning models, deep learning, which
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is especially powerful for approximating complex, nonlinear functions[7] and has the
properties of AD as well as transfer learning readily available[12][13]. A more in-depth
discussion of machine learning and deep learning theory is presented in section 3.

1.3 Phoenix Autocalls

Handelsbanken is a major Swedish bank providing universal banking services in the Nor-
dic countries, the Netherlands and the UK. As a part of its investment banking branch,
Handelsbanken Capital Markets, it offers investment banking services for institutional
and private investors. As such, it trades in exotic financial derivatives which in turn re-
quires accurate valuation for pricing and risk management. This research focuses on one
such derivative, Phoenix Autocalls. These are traded over-the-counter (OTC) with insti-
tutional and private investors as part of larger structured products. Phoenix Autocalls
depend on the price movements of multiple other financial assets in complex ways. Being
OTC, the payoff can be specialised in various different ways, making Monte Carlo valu-
ation the only method currently available. The first-order sensitivities of these derivatives
are evaluated for risk-management purposes, with sensitivites to the spot price (current
price) and implied volatility of each underlying instruments particularily important; as
well as sensitivity to time, measured by the interday (overnight) change in contract value.
Present (theoretical) value and sensitivites to underlying asset price and volatility are
continuously updated during market hours, requiring both fast and accurate valuation
at a level not possible using Monte Carlo, but theoretically possible by deep learning.

1.4 Research questions

The primary goal of this research is theoretical: to study to what extent deep learning
can be applied to approximate Monte Carlo derivative valuation models, with specific
focus on the accuracy of input sensitivities computed by AD. The secondary goal is more
practical in nature, and relates to deep learning as a solution to the tradeoff problem: how
efficiently deep learning models can apply time as a resource, as opposed to Monte Carlo.
Recalibration by transfer learning interday would allow model training to be spread
out over multiple, generally unused, time slots (overnight), and is therefore an obvious
candidate for study. To this, a specific model parametrisation and training scheme is
proposed, with valuation time parametrised as a binary input: While Monte Carlo models
can compute present values considered at any point in time (given reasonable market
parameters), the deep learning models are trained to only consider valuation two days
at a time: “today” and “tomorrow”, viewed from the training date. The model is then
retrained for subsequent dates. The research is focused on the practicality of such an
approach: combining small models and short-term time parametrisation, with interday
retraining.

The aims of this project can thus be summarised in three research questions:

1. To what extent can Monte Carlo valuation models computing the present value of
complex financial derivatives be approximated by deep learning models?
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2. To what extent can the first-order input sensitivities of Monte Carlo-based valuation
models be approximated by the gradients of deep learning models evaluated by
automatic differentiation?

3. To what extent can deep learning models be efficiently trained with binary “today”
and “tomorrow” time parametrisation and recalibrated interday by the use of trans-
fer learning?

To answer the research questions, the specific case of Phoenix Autocall valuation
described in section 1.3 is considered. The payoff functions of Phoenix Autocalls is highly
complex, with many properties found in other derivative classes, and the assumption is
made that knowledge gained by this case is highly transferable to other derivatives and
valuation methods. Further restrictions in scope must still be made explicit.

1.5 Delimitations

The primary delimitation is of derivative payoff and corresponding valuation model.
Only a single specific Phoenix Autocall contract and Monte Carlo valuation method
is considered, with set assumptions on contract parameters. Valuation is considered
for specific dates only, to limit scope due to the time parametrisation and retraining
approach proposed in the research. Full detail of assumptions and delimitations on the
Phoenix Autocall valuation model, corresponding contract, as well as underlying assets
and market assumptions, is presented in the research methodology in section 5.

A delimitation is also made on the choice of approximating machine learning al-
gorithm. This research posits deep learning as optimal; however, there are many other
machine learning algorithms appropriate for regression. These may, under some condi-
tions or possibly even in general, be more suited for the task at hand.
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2 Derivative pricing and valuation theory

This section introduces core tools of derivative pricing as well as financial terminology.
The theory is primarily based on Seydel[5], unless otherwise specified. A short introduc-
tion to the mathematics behind derivative pricing is given, including concepts such as
geometric Brownian motion and risk-neutral pricing. Digital barrier options are intro-
duced and valued using Monte Carlo simulation, as a stepping stone to understanding
Phoenix Autocalls. The final part of this section is dedicated to Phoenix Autocalls:
theoretical assumptions, valuation and contract details.

2.1 The Black-Scholes model

Without a doubt the most famous result in derivative pricing is the Black-Scholes model [15],
describing how the value of a derivative is governed principally by the contract time to
expiry, and the spot price and volatility of the underlying asset. Black-Scholes makes
certain strict assumptions regarding market conditions which gives derivative pricing a
mathematical advantage over pricing non-derivative assets. A general problem of port-
folio optimisation, for instance, is accounting for the risk-preference of investors when
determining an acceptable rate of return given an asset’s risk. The probability distribu-
tions of future returns must therefore be known in order to compute an expected present
value — and this value will differ for each individual investor. Returns are approximated
using historical data, in turn presenting a significant statistical problem as individual as-
set returns are volatile and highly noisy. Derivative pricing avoids this problem entirely
by assuming the fundamental theorem of asset pricing : the risk preferences of investors
is already priced in the underlying, and any portfolio can be made risk-free by invest-
ing in both the derivative and the asset. This allows introducing a unique risk-neutral
probability measure, which accounts for the preferences of all investors. The risk-neutral
probability measure behaves like a real probability distribution, allowing computation
of risk-neutral expected values. It should still not be thought of as real probability
distribution, but rather a useful mathematical trick.

The Black-Scholes model is built on the arguments of risk-neutral probability. Com-
bining this with stochastic (Itô) calculus allows the derivation of the Black-Scholes equa-
tion (equation 1). This partial differential (diffusion) equation describes the value V pS, tq
of a derivative made on the price of an underlying, commonly a stock, as a function of
time t, and the spot price of the underlying asset S.

BV

Bt
`

1

2
σ2S2B

2V

BS2
´ rV “ 0, (1)

dSptq “ rSptq dt` σSptq dW ptq . (2)

Here r is the unique risk-free rate of return. Both r and the volatility σ of the un-
derlying asset are assumed to be constant during the duration of the derivative contract;
other models exist which do not make these assumptions.

Solving the Black-Scholes equation requires making assumptions about the price of
the underlying asset. This is modelled by a geometric Brownian motion (GBM), a type of
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stochastic process (equation 2). The risk-free rate r determines the stochastic drift of S,
while dW ptq is the differential of Wiener process W ptq, a function of infinitesimally small
independent and identically distributed increments. Each increment follows a Gaussian
distribution with zero mean and variance equal to its size: W pt ` sq ´W ptq “ N p0, sq,
so W pT q „ N p0, T q. A Wiener process is thus everywhere continuous but nowhere
differentiable by traditional rules of calculus.

Note that this way of modelling price (as assumed by Black-Scholes) is only one of
many. There are other models which relax many of the assumptions made here, allowing
for time-dependent or even stochastic levels of drift, volatility or interest rates, or even
discrete random price jumps. Examples of models which incorporate more advanced price
path dynamics include the Local Volatility, Jump Diffusion and Heston models. Such
models are not considered any further here.

The Black-Scholes equation can be analytically solved for V pt, Sq in certain special
cases, with European options being one such case. An option is a derivative which gives
the contract owner the right, but not the obligation, to purchase (a call option) or sell
(a put option) the underlying asset to the option at a fixed price K determined by the
option contract. This is called exercising the option. European options, in turn, are
options with strict boundary conditions: they can only be exercised at contract expiry,
t “ T . Payoff functions for European call VCallpT q and put VPutpT q options on an asset
with price Sptq are easy to describe mathematically (equation 3). These payoff functions
can be solved analytically for any time t ď T by equation 1 and equation 2, though the
resulting equations are quite large and therefore not shown here.

VCallpT q “ maxtSpT q ´K, 0u,

VPutpT q “ maxtK ´ SpT q, 0u.
(3)

The only input parameters to the Black-Scholes equation which are not directly known
(strike price, time to expiry) or found in market data (spot price, interest rates) is
volatility. Instead of using historic volatility estimates, common practice is instead to
compute it by inverting the Black-Scholes formula, plugging in market prices of Europan
options with different strikes and solving for σ. This is known as implied volatility and
has many interesting properties; however, this distinction is not relevant to this research,
and the two volatility types referred to interchangeably.

Two major factors allow for an analytical solution: the strict boundary condition, and
the payoff being independent on whatever path the price S took as time passed to expiry.
Conversely, derivatives with more exotic properties may depend heavily on whatever
path the price of the underlying takes. They may also have other exercise properties,
causing free-boundary problems. These are rarely analytically solvable, requiring some
approximation to solve the Black-Scholes equation (equation 1). The next section studies
how to use Monte Carlo simulation to solve for the theoretical value of an option which
introduces path-dependency in the form of a price barrier.

2.2 Monte-Carlo pricing path-dependent derivatives

Barrier options have the same payoff function at expiry as their European counterpart
(equation 3). What separates the two is how the barrier option payoff either becomes
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Figure 1: Three possible asset price path scenarios as simulated by geomet-
ric brownian motion. A call option with strike equal to the initial asset price
(K “ Spt “ 0q), with an up-and-out barrier, would expire worthless in scenario
C, with positive value in scenario A, but expires worthless again in scenario B as the
option has been knocked by the barrier. Even if the price in scenario B was below the
barrier at expiry, the option would still expire worthless.

active or inactive depending on whether the price of the underlying asset has, at some
point in time, passed above or below a predefined barrier threshhold. This makes barrier
options path-dependent: the payoff does not only depend on the price of the underlying
at expiry, but also the path it took to get there.

This section will consider up-and-out barrier options only, though many other types
exist. These options have a price barrier above the initial price of the underlying. If
the underlying price does not cross the barrier before expiry then the payoff function is
the same as for European options. If the barrier is crossed, the payoff becomes inactive,
and the option expires entirely worthless. This is referred to as the option being knocked
by the barrier. Some possible examples of up-and-out barrier call option outcomes are
presented in figure 1.

While plotting a few theoretical price paths the underlying might take may give an
idea of the value of a barrier option, it is not a very sophisticated approach. It can be
extended, however: by simulating a large number of possible price paths the underlying
asset might take and taking the mean of the payoff under all these paths, the result
tends to the expected present (risk-neutral) value of the option by the law of large
numbers (equation 4). This is Monte Carlo simulation. The underlying random function
is simulated enough times to approximate the integrand for the risk-neutral expected
value. For an estimated sample mean sXn of the true mean µ drawn from n samples,
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lim
nÑ8

sXn “ µ
)

“ 1. (4)

The rate of convergence to this mean, and thus the rate of convergence of Monte
Carlo methods in general, can be inferred from the central limit theorem,

p sXn ´ µq
d
ÝÑ

1
?
n
N p0, σ2

q, (5)

which shows that the variance in the error distribution of sample sXn and the true
mean µ decreases by the inverse square root of the number of samples — a very slow
rate (equation 5). It also depends on the variance of the sample σ, meaning that a model
with greater sample variance will require more Monte Carlo simulations to reduce the
error.

The greatest strength of Monte Carlo is the lack of assumptions. Random parameters
can be drawn from any distribution, and behave in (almost) any way. This allows solving
models with complex price path behaviour, such as mean reversion and price jumps, aside
from simple GBM models. Note that the law of large numbers assumes that variables
are i.i.d., which is true for GBM. These assumptions can be relaxed, but it requires
greater mathematical rigour. Monte Carlo can therefore easily be used to value barrier
options, by simulating possible price paths for the underlying asset with a small eough
time step size, discounting by the risk-free rate, and setting all scenarios in which the
underlying crosses the barrier to yield zero payoff. With enough price paths, this yields
a good approximation of the true theoretical value.

The price of the underlying has until now been assumed to be continuously checked
against the barrier. This assumption is now relaxed. Digital barrier options check against
their barrier constraints only on specific dates called strike dates. Naturally, this intro-
duces even more path-dependence to the valuation model, as the price of the underlying
can move across the barrier multiple times before a knock event actually occurs. It does
not however, make the Monte-Carlo valuation method significantly more complex.

2.3 Pricing Phoenix Autocalls

Before discussing how Phoenix Autocalls function, it must be noted that financial con-
tracts exist in many variations. Many contracts, including Phoenix Autocalls, are also
traded OTC, making each contract specific between two parties. Each Phoenix Autocall
can thus be made unique, though most function in a similar way. This research covers
only one specific Phoenix Autocall contract, which is detailed in this section, and not
Phoenix Autocalls in general.

Phoenix Autocalls can be thought of as more complex digital barrier options. The
first additional complexity is in the number of underlying assets: unlike the simple barrier
options discussed so far with only one underlying asset, Phoenix Autocalls can depend
on any number of assets. Still, only one asset is considered at a strike date: the one
performing the worst on that particular date — other underlying assets are ignored. This
is not directly determined by asset price, but by normalised price levels, referred to as
asset performance. Absolute barrier levels are set for each asset individually depending on
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its spot price on an initial reference date, set before the first strike date. The performance
of each underlying asset is normalised to 1.0 on this date; in this way, a single relative
barrier value can be used for all underlying assets, even though the absolute price level
of the barrier likely differs between underlying assets.

2.3.1 Contract parameters

The next complexity concerns the number of barriers, with Phoenix Autocalls having
three barriers. Two of these barriers are checked every strike date:

1. Call barrier : If the performance of the worst-performing underlying asset lies above
this barrier, the contract is instantly called — the contract seller pays the owner a
call coupon — and the contract ceases to be active.

2. Coupon barrier : If the performance of the worst-performing underlying asset lies
above this barrier, the contract seller pays the holder a smaller phoenix coupon. The
contract remains active, unless the previously described call barrier is also knocked.

Note that no barriers are checked on the initial reference date. The coupon barrier
is lower than the call barrier, and their coupons cumulative. If the contract is called,
both coupon payments are made. The phoenix coupon is generally smaller than the call
coupon. Note that the call barrier is not optional, and that Phoenix Autocall are not
options. The final barrier is checked only on the final strike date, which also coincides
with the expiry date:

3. Put barrier : If the performance of the worst-performing underlying is below this
barrier on the final strike date (the expiry date), then the contract holder must
pay the seller a put settlement, proportional to the current spot price of the worst-
performing asset.

The payoff function can be formulated in an algorithmic manner. Underlying asset
i P r1, . . . , N s with spot price Ski at barrier comparison dates k P r0, . . . ,M s is normalised
to performance mk

i by

mk
i “

Ski
S0
i

. (6)

Payoff P k at M strike dates k P r1, . . . ,M sM , with α “ r1, . . . , 1sM initally, is then
conditional as follows:
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P k
“ 0

If BCoupon ď min
i
pmk

i q ă BCall:

P k
`“ αkCPhoenix

If BCall ď min
i
pmk

i q:

P k
`“ αkCCall

αk`1 “ 0, . . . , αM “ 0

If min
i
pmM

i q ă BPut:

PM
`“ αMSMi pmin

i
pmM

i q ´ 1q.

(7)

where all conditionals are checked when relevant. Each C represents the respective
coupon payment, and each B the relative barrier levels. Note that the final conditional
applies only to the final strike date M . In general BPut ă 1, so the put settlement is a
cost for the contract holder. Each barrier is constant over the duration of the contract,
though there are many Phoenix Autocalls which relax this assumption, varying barrier
values by strike date. The values of the call and phoenix coupons are set relative to
the initial notional amount paid for the contract, similar to a financial bond. Coupon
payments are thus set relative to the initial cash investment paid for the contract.

The combination of the potentially long contract lifespan and complicated payoff
function makes the Phoenix Autocall highly exotic and path-dependent, as seen by two
sample scenarios in figure 2. The Monte Carlo method used to value barrier options
(section 2.2) can still be applied; however, there are now multiple (correlated) underlying
assets to simulate and several barriers to consider. This requires considering multiple
GBM processes per simulation, increasing computational complexity as well as model
variance. It therefore comes as no surprise that this Monte Carlo valuation is com-
putionally expensive, requiring a great deal of possible price paths to converge to an
accurate estimate.

2.3.2 Sensitivities

A principal drawback of Monte Carlo methods are that they give no information as to
the derivative to the evaluated input. These are instead computed by FDM. Applying a
central difference scheme to model input xi yields the sensitivity to that input,

BV

Bxi
“
V p:, xi ` hq ´ V p:, xi ´ hq

2h
`Oph2q. (8)

The step size h needs to be chosen with care. If it is too small, the difference between
the two computed prices risks being insignificant compared to the numerical Monte Carlo
error, causing the approximated derivative to be based mostly on numerical noise. Con-
sider a Monte Carlo computed theoretical value rV pXq “ V pXq `Opn´0.5q, where V pXq
is the true (analytical) solution for input vector X, and n is the number of Monte Carlo
price paths. Computing the derivative by FDM yields:
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(a) One possible price path scenario
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(b) Another possible price path scenario

Figure 2: Two possible price path scenarios for a Phoenix Autocall with three cor-
related underlying asset prices simulated as geometric brownian motion. In scenario
(a), a coupon payment is paid on strike date t “ 2, and the contract called at t “ 3 —
having in total paid two phoenix coupons and the call coupon. Scenario (b) paints a
bleaker picture for the contract holder. Although a phoenix coupon is paid at t “ 1,
the worst-performing asset C remains below the coupon barrier for all remaining strike
dates. It even falls below the put barrier at expiry, requiring the contract holder to
pay the additional put settlement cost (equation 7).
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BrV

Bxi
“

rV p:, xi ` hq ´ rV p:, xi ´ hq

2h
`Oph2q

“
V p:, xi ` hq `Opn´0.5q ´ V p:, xi ´ hq `Opn´0.5q

2h
`Oph2q

“
V p:, xi ` hq ` V p:, xi ´ hq

2h
`Opn´0.5h´1q `Oph2q.

(9)

Equation 9 shows how the Monte Carlo noise is multiplied by the step size, causing it
to dominate the actual sensitivities if a small step size is combined with few simulations.

Input sensitivities to derivative valuation models are by convention referred to as
Greeks, with each sensitivity assigned to a (in some cases fake) greek letter[6]. The
relevant input sensitivites to a Phoenix Autocall are to the price of the underlying assets
(Delta ∆), to the implied volatilities of the assets (Vega V) and to time to expiry (Theta
Θ).

∆ “
BV

BS

V “ BV
Bσ

´Θ “
BV

Bt

(10)

Θ is generally negative for options, yet written as a positive value, hence the negation
in equation 10. Note that ∆ and V are vectors depending on the number of underlying
assets, while Θ is scalar. For simpler notation, this research considers modified versions
of both ∆ and Θ. Instead of sensitivity to underlying asset price, sensitivity to the
normalised performance m is considered, as ∆m. Θ is also only relevant interday, to
evaluate the risk held overnight. It is therefore instead described as the difference between
value tomorrow and value today, all other inputs equal. This results in the following
modified Greeks:

∆m
“
BV

Bm
Θd
“ V p:, t “ tomorrowq ´ V p:, t “ todayq.

(11)

Note that Θd is not negated as in equation 10. A Phoenix Autocall with n underlying
assets thus requires 2`2n full Monte-Carlo simulations to value and compute all relevant
sensitivities.

While FDM is commonly used for computing sensitivities, it is not the only option
available. There are ways of using AD techniques with Monte Carlo[16], as well as tech-
niques for computing sensitivities by Malliavin calculus[17]. These are more complicated
due to the stochastic nature of Monte Carlo and still generally require accurate Monte
Carlo valuation. This research consideres only computing sensitivities by FDM, and
central difference (equation 8) in particular.
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3 Machine learning

This section describes the general concepts of machine learning, with focus on artificial
neural networks and deep learning. How these models make predictions and learn, by
forward- and backpropagation, is explained, as well as the model evaluation process
which includes a discussion on choosing model hyperparameters. The two most common
development libraries for deep learning, Tensorflow[18] and PyTorch[13], are introduced,
as well as the Python[19] framework used in this research.

3.1 Machine learning algorithms

Machine learning is the study of computer algorithms which self-improve to better match
some pattern or relationship. The name is self-evident: to make a machine learn some
behaviour, trend or relationship, by providing it with relevant data.

Learning can essentially be divided into two major subfields, unsupervised and su-
pervised. The former makes no assumptions regarding output data, with the machine
learning algorithm left on its own to find patterns and rules in the data. Clustering
algorithms are an example of this type of machine learning. Supervised learning, on the
other hand, requires the designer to explicitly provide labelled output data. The chal-
lenge posed to the machine learning algorithm is then how output relates to input. This
research considers only supervised learning. Supervised learning problems are subdivided
further depending on the type of output data considered. Problems where the output is
binary, ordinal, or categorical, are referred to as classification problems, while those for
which the output is a continuous function are referred to as regression problems — such
as the output price of a Monte Carlo valuation function.

Most regression machine learning algorithms can be modified for classification, and
vice versa. Example algorithms include logistic regression, k-nearest neighbors, random
decision forests, boosting, and support vector machines[20]. Though highly different in
implementation, these algorithms are all built on the same learning concepts: Given some
input and output data from a black-box model, they attempt to learn to match model
behaviour on the data. They are then applied to predict the output of new, unseen,
input data, replacing the original model.

3.2 Training, validating and testing

Machine learning models thus exist in two stages: the training stage, where learning
takes place, and the testing stage, where it is applied in practice. A similar division must
be made in terms of data. A pitfall in training machine learning models is using the full
available dataset for training in the belief that more data means more learning. While
this statement may be true, if the machine learning algorithm has already trained on all
available data, there is no objective way of evaluating it. The trained machine learning
model may have learned the fundamental relationship between input and output — or
simply memorised all training examples. This phenomenon is known as overfitting, and
naturally results in exceptional performance during training, and complete failure when
the model is applied in practice.
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To avoid overfitting, data is split into three subsets: training, validation and test
(sometimes referred to as “holdout”). The first is self-evident: the data on which the
machine learning model trains. The model accuracy is then evaluated on validation data
during training. Validation data is never utilised for training, only to evaluate how well
learning is proceeding and whether overfitting is taking place. Once training is finished,
the final model is evaluated on the test dataset. The difference between validation and
test is subtle: while neither is directly used for training, the former is used to evaluate
model performance during training, therefore indirectly affecting the training process. For
instance, a user may suspect overfitting and halt training if the validation error begins
to increase. The test dataset thus is meant to be completely separate and unbiased. The
size of each of the three datasets depends on the task at hand. Rule of thumb may be
applied, with 3:1:1 a typical ratio. The validation and training dataset split can also be
made fluid during training, for example by k-fold cross-validation[20]. The dataset split
used in this research is discussed in detail in section 5.3.

3.3 Artificial neural networks

The core concept of all machine learning algorithm is thus to make computers learn
models, by providing them training data, continuously evaluate learning on validation
data, then apply on previously completely unseen test data. On a conceptual level, this
can be thought of as replicating the learning process displayed by humans, or organic
life in general. Articial neural networks (ANNs) take this one step further, basing the
learning algorithm on how neurons in a brain propagate information. The simplest ANN
(figure 3) consists of three layers: the input layer, hidden layer and output layer. Each
layer is made up of a number of artificial neurons, referred to as nodes. The layers are
fully interconnected by their nodes: from input, to hidden, to output layer. The nodes
in the input layer each represent an input, or feature, of the training data. Regression
is done in the hidden and output layer, with each node in these layers applying its own
weight vector and bias scalar to the outputs of the previous layer. The nodes in the hidden
layer also adds nonlinearity, with each one applying a nonlinear activation function to its
weighted and biased inputs, before passing it to the output layer. The process wherein
information in an input moves through the hidden layer, to become a prediction in the
output layer, is called forward propagation.

The output layer consists of a single or multiple nodes, and may also apply some
activation function, depending on the problem type. An ANN designed for categorical
classification, for example, may have one output node per class, and apply an activation
function which normalises these to represent probabilities. The single-dimensional regres-
sion problem faced in this research requires only one output node: the contract value.
This is continuous and can take any value, so an output activation function is not desired.
The output layer is therefore restricted to a single node. The size of the input layer is
also predetermined by the dimensionality of the input data. The number of nodes in the
hidden layer, on the other hand, is a design choice. This choice is a main hyperparameter
— a model parameter determined by the user. Choosing the optimal hyperparameters
(such as the number of hidden nodes) is in general a difficult task, often done by some
form of trial and error.
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Figure 3: Fully connected ANN with three input features, five nodes in the hidden
layer and a scalar output.

Table 1: Nonlinear activation functions. Both λ and α in SELU are predetermined
constants. The difference between Leaky ReLU and PReLU is how α is chosen: in
Leaky ReLU α ą 0 is chosen by the model designer as a hyperparameter; in PReLU
it is learned during training, similar to node weights. Only a single αi is learned per
layer i in deep learning. Note that Swish is simply sigmoidpxq multiplied by x.

Name gpzq

Sigmoid 1
1`expt´xu

Swish x
1`expt´xu

ReLU maxp0, xq
Leaky ReLU maxp0, xq ` αminp0, xq
PReLU maxp0, xq ` αi minp0, xq
SELU λmaxp0, xq ` λminp0, αpexptxu ´ 1qq

To formally describe forward propagation and thus the relationship between input
data and output prediction, let x P RMˆ1 denote the input layer as a vector of all input
nodes. Note that there are M data features in total, with each input node representing
one feature. In the same way, let ŷ denote the output layer prediction and y the true
model output of x. The input and output, along with the network predictions for the
full training dataset, are represented in matrix and vector format as X P RNˆM and
Y, Ŷ P RNˆ1.

Forward propagation from input to output operates as follows. Each node j in the
hidden layer, consisting of K nodes, applies a weight vector wh

j P RMˆ1 and scalar bias bhj
to x: zh “ bhj`pw

h
j q
T
x. The index h is not an exponent, but rather denotes that the nodes

belong to the hidden layer. The output zhj of each node is then transformed by a nonlinear
activation function ahj “ gpzhj q and fed to the output layer. A sample list of nonlinear
activation functions is presented in table 1, with the choice of activation function another
hyperparameter. Some functions, such as Leaky ReLU, even have hyperparameters of
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their own. Common practice is to apply the same activation function to all nodes in the
hidden layer. The output layer then produces a single output by applying its own weights
(wo) and scalar bias (bo) to the hidden layer outputs. The full forward propagation
algorithm can be written in matrix notation as

z “ Wphqx` bphq

a “ gpzq

ŷ “ Wpoqa` bpoq.

(12)

where,

Wphq
“ rwh

1 , . . . ,w
h
Ks

T
P RKˆM ,

a, z,bphq P RKˆ1,

Wpoq
“ rwo

s
T
P RKˆ1,

bpoq P R.

(13)

The question is now: how to find the weights and biases which give the most accurate
predictions? Before answering this question, an ANN extension with longer forward
propagation, but much greater predictive potential, is presented.

3.4 Deep learning

ANNs with any kind of non-polynomial activation function are universal approximators,
functions that can (theoretically) approximate any other function if the number of nodes
K in the hidden layer is chosen sufficiently large[21]. This property is unfortunately not
particularily useful in practice. The number of connections in an ANN grows by OpK2q,
making large networks computationally inefficient, as the decrease in error suffers from
diminishing returns — or increases due to overfitting. An alternative to improve accuracy
in a more efficient manner is to not only increase the number of hidden nodes, but also
the number of hidden layers. An ANN with L hidden layers extends the single hidden
layer ANNs to deep ANNs, commonly referred to as deep learning models (figure 4).
Deep learning can excel at many tasks, but also presents its own set of design challenges
— including the choice of hyperparameter L. The nonlinear activation functions in each
layer allows the network to more efficiently extract complex features from the input data
than a single large layer, though the chained nonlinearity causes new problems. One such
problem is that the gradient may explode or vanish, causing nodes deep in the network
to affect the output disproportionately or not at all, causing instability in the training
process. The introduction of new activation functions and normalisation techniques which
mitigate this have been instrumental to the success of deep learning[22].

Rewriting the forward propagation algorithm for the simple ANN in equation 12 for
L hidden layers is done by introducing a layer index l P r1, . . . , L ` 1s which covers the
hidden and output layers. In matrix notation:
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Figure 4: Fully connected deep neural network with three input features, three
hidden layers with five nodes each, and a scalar output.

zplq “ Wplqapl´1q ` bplq

aplq “ gpzplqq

ap0q “ x

ŷ “ gpzpL`1qq “ zpL`1q

(14)

Note that the final output node has linear activation gpxq “ x. It is obvious that
setting L “ 1 yields the ANN forward propagation (equation 12), with the same dimen-
sions (equation 13). This section will only cover deep learning networks where all hidden
layers contain the same number of nodes K. The dimensions of all layers are thus the
same, equal to the ANN case.

3.4.1 Backpropagation

Deep learning models (and by extent ANNs) make predictions on data by forward
propagation. To optimise these predictions, the weights and biases are systematically
updated to minimise the prediction error on the test set. This is done by minimising the
model cost function Cpθq:

Cpθq “
N
ÿ

i

Lpŷi, yiq “ Lpŷ,yq, (15)

where N is the size of the training dataset, and

θ “ rWp0q,Wp1q, . . . ,Wplq,bp0q,bp1q, . . . ,bplqs. (16)

Lpŷ,yq is the model loss function. A variety of loss functions exist, with different
properties; example functions are shown in table 2. Finding the weights and biases
which minimise the cost function is an unconstrained optimisation problem, with the
loss function as the objective,
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Table 2: Sample loss functions for regressions problems.

Loss function Lppy, yq

Mean Squared Error (MSE) 1
N

řN
i“1 ppyi ´ yiq

2

Mean Absolute Error (MAE) 1
N

řN
i“1ppyi ´ yiq

Mean Absolute Percentage Error (MAPE) 1
N

řN
i“1

pyi´yi
yi

Mean Squared Logarithmic Error (MSLE) 1
N

řN
i“1plnppyi ` 1q ´ lnpyi ` 1qq

Log-Cosh 1
N

řN
i“1 lnpcoshppyi ´ yiqq

arg min
θ
pCpθqq. (17)

This is commonly solved using gradient descent-like algorithms, with popular choices
including Adam[23], RMSprop and Adagrad[24]. These all follow the same principle as
gradient descent, starting with an initial guess and iteratively moving in the opposite
direction of the gradient at each point, the direction in which the cost function decreases
the most. The weights and biases are thus updated at each iteration i:

W
plq
i “ W

plq
i´1 ´ η

BC

BW
plq
i´1

,

b
plq
i “ b

plq
i´1 ´ η

BC

Bb
plq
i´1

,

(18)

where η is the learning rate used for training, an important hyperparameter. Large
learning rates can cause the iterative scheme to oscillate or even diverge; while choosing
too small a learning rate may result in slow convergence and getting stuck in local optima.
Evaluating the cost function partial derivatives in equation 18 is done by evaluating the
loss function for the training data. The training set is forward propagated through the
network, computing the loss function. Applying the chain rule recursively then allows
updating weights and biases backwards through the network. The update algorithm is
therefore appropriately termed backpropagation.

Given a single training input x, equation 14 can be inserted into the the cost function
(equation 15) yielding,

Cpθq “ Lpŷ,yq,
“ LpWpL`1qapLq ` bpL`1q,yq,

“ LpWpL`1q
pWpLq

p. . .q ` bpLqq ` bpL`1q,yq.

(19)

The bias terms can be included in the weight matrices by adding a dummy node which
always outputs 1 to each layer, simplifying notation. The gradient of the loss function
with regards to the training example can then be repeatedly evaluated using the chain
rule:

∇xL “
dL

dapL`1q
dapL`1q

dzpL`1q
dzpL`1q

dapLq
dapLq

dzpLq
dzpLq

dapL´1q
. . .

da1

dz1

dz1

dx
, (20)
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where each term is the total derivative. This expression is made up of two repeating
terms,

daplq

dzplq
“
dpgpzplqqq

zplq
“ g1pzplqq

dzplq

dapl´1q
“
dpWplqapl´1q ` bplqq

dapl´1q
“ pWplq

q
T

(21)

By introducing the vector δplq corresponding to the error attributable to each node in
layer l as,

δplq “ g1pzplqqWpl`1qT . . .WpL`1qTg1pzpL`1qq
dL

dapL`1q
. (22)

Then δl can the be computed recursively for each layer as,

δpl´1q “ g1pdzpl´1qqpWplq
q
T
δplq (23)

with the gradient for the weights and biases (contained within the weights matrix) of
layer l,

dL
Wplq

“ δplqpapl´1qq
T
. (24)

The computed partial derivatives for each input-output pair are stored and then
averaged, with the average inserted into equation 18 to update the weights and biases,
completing one update iteration. Typically, one such iteration is called a training epoch.
The deep learning model thus trains on all available data within one training epoch.

The backward propagation algorithm contains many simple derivatives, which can
easily be computed by AD. The operations for each input-output pair in the training
data are also independent, allowing them to be efficiently parallelised and vectorised on
graphics processing units (GPUs). The development of more powerful GPUs has been
a strong boost for training big deep learning models. Still, datasets are often too large
for the entirety to fit in GPU memory. Training datasets are therefore be subdivided
into training batches, which are sampled from the training data at random at the start
of each epoch. The gradient is then updated in smaller steps, for each training batch,
instead of the full dataset. Using smaller training batches has been shown to improve
model generality[25], although generally batch sizes should be chosen large enough to
fully utilise GPU memory, to maximise training speed. The size of each training batch
and the model learning rate are intrinsically linked hyperparameters; the larger the batch,
the more representative it is of the data, thus allowing a larger learning rate as there is
greater confidence that the model gradient approximation is accurate.

The choice of loss function has strong implications for the geometry of the optimisation
surface, and should be chosen with care. Mean average percentage error (MAPE) is an
attractive loss function for approximating input sensitivites, as it would guarantee that
the deep learning error is a close approximation even when output is small. However,
MAPE is a poor loss function for training, as it easily becomes unstable if the denominator
is close to zero. In addition, it is highly prone to local optima solutions: if training MAPE
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is greater than 100%, as is often the case during the first few epochs, then an error of
only 100% is objectively better. This can always be achieved by setting all outputs to
zero, a poor local optima.

The activation function itself is also crucial in model training. The exploding- and
vanishing gradient problems mentioned in section 3.4 are consequences of the back-
propagation algorithm, in how the error term δplq is recursively computed by the derivative
of the activation function (equation 23). For sigmoid activation (table 1) in particular,
the gradients become very small for inputs far from zero, propagating any numerical
errors present. Deep learning models are instead generally trained using rectifier-type
functions (ReLU, PReLU, SELU), as these do not suffer from decreasing gradients in
the same way. In return, these functions are less nonlinear than sigmoid activation.
Swish[26] can be viewed as a combination of a rectifier and sigmoid function, combining
the properties of both.

Another way of mitigating unstable gradient is by normalising inputs to each hidden
layer, with this especially relevant for the deep learning model inputs themselves. Al-
though ANNs, and by extention deep learning models, make no assumptions regarding
input distributions, performance is generally improved by normalising inputs. Common
normalisation transformations are to r0, 1s min-max, as well as to normal distributions
with zero mean and unary variance.

3.4.2 Model evaluation

Determining when to cease training is crucial to avoid overfitting. For this purpose,
model training callbacks are commonly utilised to determine whether any new action
should be taken at each training epoch. These automate the role of the model designer,
changing training hyperparameters based on some criteria. Early stopping callbacks halt
training if the validation loss fails to decrease for a certain number of epochs, a simple
way of avoiding overfitting. Note that early stopping does not solve overfitting, but
rather prematurely ends training before its effects become too significant. The are many
approaches to reduce overfitting in deep learning, including adding numerical noise to
the training data inputs, outputs, as well as the model weights and biases. Another
common technique is adding node dropout, wherein a set amount of random model nodes
are removed during each training batch. It is also generally prudent to reduce learning
rate as training progresses. In early epochs, learning rates should be chosen large enough
to avoid local optima. Once training begins to converge, it may begin to overshoot the
optimum, benefitting from a lower learning rate. This can also be done by callback,
reducing learning rate by a factor based on similar criteria as early stopping.

3.4.3 Hyperparameter optimisation

Determining optimal hyperparemeters to a given deep learning model is a tremendous
task. The number of hyperparameters to determine, the range of options for each one,
combined with the fact that a full deep learning model must be trained to evaluate a
single parameter setup, creates a problem of massive dimensionality and computational
complexity which can not be solved analytically nor by brute force. The first step is
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determining which hyperparameters are most relevant to model performance, and stick-
ing with default values for more robust parameters. Hyperparameter optimisation is
usually conducted in three different ways: random search, grid search, and bayesian op-
timisation. Random search works by the same principle as Monte Carlo, and similarly
requires training a great deal of models to converge. Grid search tries every combination
of hyperparameters in a set range. It can give a better understanding of the relationship
between final model loss and the hyperparameter in question. Bayesian optimisation
is more sophisticated than both random and grid search. It works by assuming a pri-
ori probability distributions for how each hyperparameter affects final model loss, and
iteratively updates these distributions as new models are trained. In this way, the hyper-
parameter regions most likely to give the optimal results are given priority, spending less
time training and slightly more time updating probabilities after each trained model.

3.4.4 Transfer learning

If deep learning emulates how biological life learns tasks, then transfer learning emulates
how knowledge may be transferred across similar tasks. A classically trained pianist
learning jazz piano would not learn as a complete beginner, but rather reuse parts of an
existing skillset and combine it with new training. Training, evaluating and optimising
deep learning models is time-consuming, in particular as model complexity and training
datasets grow large. Transfer learning is the process of taking models trained on one
dataset and retraining them on a new dataset with similar, related properties. The
learning process can thus potentially be significantly sped up, by re-using time spent
training on the original data. This can also reduce the required amount of training data.

Transfer learning uses the same optimisation routine as normal training, but requires
different training strategies and presents its own domain of hyperparameters. The first
challenge is simply choosing what parts to retrain. In order to reuse as much of the
original model as possible, only a subset of model weights and biases are typically con-
sidered; with all other model parameters kept constant. A common strategy is to keep
weights in the primary layers constant, retraining only the later, higher level layers of the
model. This approach has been very succesful for retraining image classifying models[27],
as well as in natural language processing[28]. For smaller models it is also possible to
retrain all model weights, but using a much smaller learning rate than for the initial
training. This assumes that the old model optimum is close to the new one, and that
only a few final steps are required for it to converge.

3.5 Development libraries

The two most popular machine learning libraries at the time of writing are Tensorflow [18],
developed by Google, and PyTorch[13], by Facebook. Both libraries are comparable in
performance and functionality, but differ in syntax and certain design choices. This
project uses Python as a programming language to interface with Tensorflow through
its high-level API Keras. Keras uses AD built-in to Tensorflow when performing back-
propagation (section 3.4.1). AD tracks each elementary arithmetic operation executed
when computing a function, and evaluates the gradient of the same function by repeatedly
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applying the chain rule to each operation. Tensorflow does this highly efficiently, yield-
ing fast and accurate numerical derivatives to most kinds of functions by its Gradient-
Tape functionality[12]. The model gradient is therefore also available during forward
propagation: all input sensitivites for a deep learning model prediction are automatically
computed by AD.
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4 Related work

This section reflects on relevant work approximating derivative valuation methods using
deep learning.

Ferguson and Green[29] apply six-layer deep learning networks of various sizes to
approximate a Monte-Carlo pricing method for a worst-of-basket of six European call
options. Besides demonstrating deep learning models as highly accurate in this applic-
ation, the authors make another key finding: Models trained on larger datasets with
reduced Monte-Carlo accuracy yield better results than models trained on smaller data-
sets with higher accuracy. This is tested on dataset sizes of 5M, 50M and 500M, each with
fewer Monte Carlo simulations to keep the total number of price paths equal between
datasets. Numerical noise in the training data thus serves as an automatic regularisa-
tion method, reducing overfit and improving generalisation. This counter-intuitive result
is highly relevant for any Monte Carlo approximation, suggesting that best results are
achieved by training on low-accuracy Monte-Carlo data.

Broström and Kristiansson[30] train deep learning models to compute present value,
Value-at-Risk and Expected Shortfall of both European call options and rainbow options;
comparing the results of this to a Taylor approximation method built on pre-computed
sensitivities. Deep learning models do not outperform the Taylor approximations in this
task, although it is still theoretically possible for them to do so. Two differences in the
metholodogy of this work and that of Ferguson and Green may explain the discrepancy
in the success of deep learning. First, this research both trains and validates on the same
level accuracy of Monte Carlo data, suggesting that training on lower numerical accuracy
than test data is key to success. Second, the training dataset considered consists of only
1M unique examples, compared to the 500M samples of low-accuracy training data used
by Ferguson and Green. A large and representative dataset appears crucial to successful
training.

Liu et al.[31] train highly optimised four-layer deep learning networks to price Europan
call options, and to compute the implied volatility. The underlying models used are not
Monte Carlo, but rather Fourier methods, solving Black-Scholes and Heston Stochastic
Volatility models. Deep learning is highly successful in both applications, with datasets
of 1M unique prices per model, of which 90% used for training. The model considered
only has four inputs; however, and a significantly simpler payoff function compared to the
other papers. Of particular interest in this paper is a result on the effect of different input
space utilisation when training and when testing. The authors argue that regions close
to the boundary of each input give rise to greater deep learning prediction error, and that
deep learning models should be trained on slightly wider intervals than they are tested.
The results support this, with around 17% lower output MSE on the smaller validation
set. The MAPE is does not decrease significantly however, and there is no study of how
much the testing interval should be restricted for optimal results. Regardless, this result
is particularly interesting for the evaluation of sensitivites in this research. If prediction
error increases at the input boundaries, then it is likely that the model gradient is an
especially poor approximation in this region.

Deep learning methods have been applied to many derivative pricing models, to even
more varied contracts types, with different levels of success. Previous work often focuses
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primarily on prediction accuracy; the study of the accuracy of input sensitivities com-
puted by AD thus presents possibilities for this research to contribute new knowledge.
Studying the efficiency of model re-calibration interday, by the parametrisation of time
as a binary parameter, also makes this research novel. Time is generally viewed as con-
tinuous in pricing models, and this extends to model parametrisation in most previous
work.
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5 Methodology

This section describes how deep learning models are applied to Phoenix Autocall valu-
ation to answer the research questions. All assumptions made on parameters to the
Phoenix Autocall contract, valuation model, and underlying assets are made clear. The
deep learning model parametrisations, as well as the process of generating and prepro-
cessing training, validation and test data is detailed. Finally, the model training process
and criteria for trained model evaluation are discussed.

5.1 Model and feature assumptions

The Phoenix Autocall valuation model is accessed by the trading platform Front Arena
PRIME[32]. Valuation by PRIME is generally done on current or historical market data;
generating entirely new data for training deep learning models requires parametrising the
market model inputs. These inputs are more complex than the for the simple academic
model presented in section 2.3, including modelling interest rate curves and expected
future stock dividends, in turn requiring strong assumptions on the valuation model, the
contract itself, its underlying assets, and market conditions in general.

Certain input parameters are thus set as constant, to limit the total training time and
data required. This divides the input features into two sets: trainable and non-trainable.
Non-trainable features are constant, with the deep learning models learning only how
valuation changes by the trainable inputs. Recall that only one Phoenix Autocall contract
is considered in this research: all contract parameters are therefore non-trainable. For
other parameters, in particular those of the underlying assets, the trainability must be
decided. Choosing which features to set as non-trainable is a crucial design aspect. More
non-trainable features requires training more models, but reduces the complexity of each
one, and vice versa. Before discussing how the Phoenix Autocall contract is parametrised,
further assumptions regarding the underlying assets and market conditions are made
clear.

5.1.1 Markets and assets

Three dummy stock assets are created in PRIME to disconnect the valuation model
from real market data. The stocks are listed in Swedish Krona (SEK) to avoid any
currency exchange effects. Each asset has five properties used by the Phoenix Autocall
valuation model: spot price, implied volatility, correlations between asset prices, future
dividend payment dates and corresponding expected dividend payments. Aside from
asset parameters, there is also the risk-free interest rate to consider.

This research assumes no dividend payments; the dummy stocks therefore pay none.
The risk-free interest rate, generally modelled as a yield curve function of time, is flattened
to a constant scalar value. Both stock correlations and risk free interest rates rarely
change significantly intraday (with the latter having marginal effect on theoretical value);
these are therefore all set as non-trainable.

This leaves the two trainable parameters: asset spot price and implied volatility.
Volatility is assumed to be a scalar value for each underlying stock. The price level of
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each stock is normalised to performance at the initial reference date, as described in
equation 6, with valuation considered only after this date.

5.1.2 Phoenix Autocall

A dummy Phoenix Autocall contract is created in PRIME as a derivative on the three
previously discussed dummy stocks. Primary valuation input parameters are the three
barrier levels, their respective coupon payments, and time to strike and expiry. Barrier
levels as well as coupon payments are constant throughout and set as non-trainable.
Coupon payments are assumed to be settled instantaneously. The strike dates (including
time to expiry) do not vary after the contract is made and are set as non-trainable.

The only sensitivity introduced in section 2.3.2 left to discuss is sensitivity to time
Θd, which is inherently dependent on the contract time to expiry. To evaluate this by
AD, time-dependence is parametrised as a binary trainable feature. Each trained model
covers valuation for two dates, with the model date set as the former trained date: time
is labelled T “ 0 for valuation today, and T “ 1 for tomorrow, viewed from the current
model date. These labels, as well as the data representing them, are then modified as the
model is recalibrated for a new day. When stepping one date forward, data previously
labelled T “ 1 is set to T “ 0, and new data introduced for T “ 1.

5.2 Final contract parameters

A full listing of all the non-trainable features, as well as their numerical values, is presen-
ted in table 3. Note that only four valuation dates are considered, requiring three separate
models to cover all dates.

5.3 Generating training and validation data

Implied volatility is divided into three subinterals: low, medium and high, for separate
volatility datasets. This is done to study if and how the predictive power of the deep
learning models varies by market volatility, how deep learning model sensitivities are
affected when moving across an input boundary, and how training small models may be
preferable to larger and more general models. The three volatility subintervals, as well
as asset performance, are sampled from uniform distributions. The supports of these
distributions are shown in table 4. Training, validation and test data is generated in the
same way for each volatility subinterval.

5.3.1 Low accuracy training data

The final model parameter left to discuss is perhaps the most important: the number of
Monte Carlo simulations for each theoretical price computed. Significantly fewer simula-
tions are used for the training data than for validation and testing (section 4). Training
data is generated at 10k (ten thousand) Monte Carlo simulations per valuation. Al-
though valuation using only one simulation is desirable, fewer simulations than 10k do
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Table 3: List of contract, underlying asset and market features designated as non-
trainable, along with the numerical values chosen. These are constant across all
models.

Feature Value

Autocall Phoenix

Barriers
Call 1.1
Coupon 0.9
Put 0.7

Coupons
Call 1
Phoenix 0.1
Put minipmiq ´ 1

Strike dates

First year [2020-07-10], [2020-10-12]
Second year [2021-01-11], [2021-14-12], [2021-07-12], [2021-10-12]
Third year [2022-01-10], [2020-04-11], [2022-07-11], [2022-10-11]
Fourth year [2023-01-10], [2023-04-10], [2023-07-10]a

Initial reference date [2020-02-17]

Valuation datesb [2020-03-02], [2020-03-03], [2020-03-04]

Underlying assets

Price correlations ρij “ 0.8 for i, j P r0, 1, 2s

Performance normalisation prices m0 “ 85.69, m1 “ 101.35, m2 “ 109.4

Market conditions

Risk-free interest rate r “ 0%

aFinal strike and expiry date. Only the put barrer is active on this date.
bDates in which the trainable time feature is labelled T “ 0 for “today”. Note that data is also

generated for [2020-03-05], corresponding to valuation T “ 1 (“tomorrow”) at [2020-03-04].

not offer any significant speedup in PRIME, as function dispatch begins dominating over
computation time.

Drawing from the distributions in table 4, 36M (million) Phoenix Autocall theoretical
prices are generated per date for dates 2020-03-02 and 2020-03-03. These are split evenly
between the volatility subintervals, resulting in 12M prices per interval per date. To
increase interday noise, the Monte Carlo valuation method is randomly seeded. Only 2M
training prices are generated per date for 2020-03-04 and 2020-03-05, with prices only
generated on the medium volatility interval. These datasets are used for retraining the
original models for new dates.
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Table 4: Distributions from which the continuous trainable features are drawn when
generating data. Performance is drawn from the same uniform distribution regardless
of volatility interval. All underlying assets draw from the same volatility subinterval
when training models for that particular interval.

Feature Distribution

Performance Up0.85, 1.15q

Implied volatility
Low Up0.1, 0.3q
Medium Up0.3, 0.5q
High Up0.5, 0.7q

5.3.2 High accuracy test and validation data

Validation and test data must be highly accurate in order to reject the possibility that
models train correctly, but validate incorrectly. As input sensitivites are particularly
vulnerable to random Monte Carlo noise (equation 9) validation and test data is generated
using 100M Monte Carlo simulations per price. The random number generation is also
seeded by the same value for between dates.

Validation and test data is generated as follows: An input vector is sampled from the
distributions in table 4 and its corresponding theoretical value computed. Sensitivites to
continuous inputs (performance and volatility) are then computed by FDM (equation 8)
with step size h “ 1% of the numerical value of the input feature. Almost all theoretical
values resulting from computing sensitivities can be included in the validation dataset,
which is evaluated both during and after model training. Some step sizes move the input
feature outside the distributions described in table 4. These are discarded, resulting in
slightly fewer than thirteen output prices on average included in the validation dataset
per generated test sample. The validation dataset evaluates the deep learning model
output (price) against the Monte Carlo model. The test set meanwhile includes only
prices for which the full set of sensitivities is known. It does not evaluate predicted price,
but rather the corresponding predicted sensitivites. These are compared to the AD and
FDM computed sensitivites of the deep learning model.

The test set for each training dataset discussed in section 5.3.1 consists of 200 unique
prices along with computed sensitivities, resulting in slightly fewer than 2600 validation
values for each corresponding validation dataset. Note that test and validation datasets
are (roughly) equally large regardless of the size of the corresponding training dataset.

In addition to appending test and validation data to each training dataset, an ad-
ditional test set is generated to evaluate input boundary effects on the trained models
(section 4), as well as compare general and volatility subset models. This volatility sweep
dataset is generated by locking the performance of each underlying asset to specific val-
ues: m0 “ 1.05, m1 “ 0.95, m2 “ 1, and sweeping volatility from 0.1 to 0.7 by step size
0.002, yielding 303 test values for valuation 2020-03-02, including interday time sens-
itivity, with 101 values per volatility subinterval. Validation values for the volatility
sweep dataset are thus slightly fewer than 7878, split close to equally between the three
volatility subintervals.
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5.3.3 Data preprocessing

Sensitivity to time is added to the test data during preprocessing, with data timestamped
as a binary feature depending on which valuation date the deep learning model trains
for. This feature is set to T “ 0 for data generated for the same date, and T “ 1 for
data generated for the day after. This results in 24M training data for each volatility
subinterval for valuation 2020-03-02, with an equal balance of data labelled T “ 0 and
T “ 1. The corresponding test dataset includes the difference between predicted value
T “ 1 and T “ 0 as the interday time sensitivity. Note that the test datasets only include
prices with T “ 0, as sensitivity to the next date is only known for these prices (for a
single model). The validation datasets include both T “ 0 and T “ 1 inputs.

By joining training, validation and test datasets for each volatility subinterval, a
dataset for the full volatility interval for valuation 2020-03-02 is created. This dataset is
used to compare general against specific models, in particular by evaluating these on the
volatility sweep data discussed in section 5.3.2.

The training, validation and test datasets discussed so far span multiple volatility
intervals and dates in time. A full list of all generated data is shown in table 5. Figure 5
shows the distribution of validation and training theoretical prices generated with 2020-
03-02 labelled T “ 0, for the three volatility subintervals as well as the joined full interval.

Table 5: Generated training, validation and test datasets for each date and volatility
subinterval. Low, medium and high volatility datasets are sampled from the corres-
ponding distributions in table 4. The volatility sweep dataset is for evaluation only,
and is evenly split among the volatility subsets (101 test and 1313 validation data
points per interval).

Date 2020-03-02 2020-03-03 2020-03-04 2020-03-05

Low volatility
12M training
2600 validation
200 test

12M training
2600 validation
200 test

none none

Medium volatility
12M training
2600 validation
200 test

12M training
2600 validation
200 test

2M training
2600 validation
200 test

2M training
2600 validation
200 test

High volatility
12M training
2600 validation
200 test

12M training
2600 validation
200 test

none none

Volatility swepa 3939 validation
303 test

3939 validation
303 test

none none

aPerformance of underlying assets kept constant at m0 “ 1.05, m1 “ 0.95 and m2 “ 1.

Implied volatility and asset performance, being drawn from uniform probability dis-
tributions, are rescaled to r0, 1s. This is consistent with the binary time feature which
only takes the boundary values of this interval, but results in a rescaling of the deep
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(a) Training data
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(b) Validation data

Figure 5: Autocall Phoenix value distribution in the training (a) and validation
(b) data, per volatility subset. Lower volatility reduces the likelihood of the contract
being called in an early strike, generally resulting in lower value due to lost coupon
payments. The full volatility interval includes all these values. These figures include
only the data generated for 2020-03-02.

learning model gradient also. Due to this, all deep learning gradient approximations
must be rescaled to match the original model. If all inputs to the deep learning model
are kept constant, bar z, which is normalised to r0, 1s by z “ x´a

b´a
, then the chain rule

yields:

B rfp:, zq

Bx
“
B rfp:, zq

Bz

Bz

Bx
“
B rfp:, zq

Bz

1

b´ a
, (25)

for deep learning output function rfp:, zq. To compare this to the Monte Carlo model
output fp:, xq, the deep learning gradient is thus rescaled by 1

b´a
, with b and a the original

distribution supports for each feature in table 4.
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5.4 Model training and validation

All models are trained fully connected, using the Adam optimiser for backpropagation
with default momentum settings and MSE as a loss function. The learning rate is set
to 0.001 for models trained from random initial weights, and 0.0001 for models re-
trained by transfer learning. Model weights and biases are initialised by He (normal)
initialisation[33]. All volatility subset models are trained using a batch size of 50k, while
full volatility models are trained with 150k batches. This is done to maintain an equal
number of batches per epoch between models, as Keras callbacks for early stopping and
learning rate reduction are applied only at the end of each epoch and thus dependent
on the number of batch updates. The parameters used for callbacks (table 6) are kept
constant for all trained models, with the sole exception of the early stopping minimum
epoch, which is reduced to 50 when retraining.

Table 6: Keras callback parameters common to all trained models. Patience and
cooldown numbers refer to epochs; in order for callback behaviour to be consistent
between training datasets of varying sizes, data was duplicated for retrained models
(see section 5.4.3).

Callback Parameter Value

Early stopping
Patience 25
Minimum epoch 100
Patience 5

Reduce learning rate on plateau
Cooldown 15
Factor 0.5

5.4.1 Activation function

Models applying various activation functions are trained on the medium volatility dataset
for valuation 2020-03-02. Hyperparameters specific to these models are shown in table 7.
Swish proved the best choice (see section 6.1), and is subsequently the activation used in
all further models.

Table 7: Hyperparameters of models trained with various activation functions (see
section 5.4.1).

Hyperparameter Value

Model sizes [256ˆ 2, 128ˆ 4, 64ˆ 8]
Activation function Sigmoid, Swish, ReLU, PReLU, SELU

5.4.2 Volatility intervals

Models of various sizes are trained on all four volatility intervals; low, medium, high and
full; with valuation today as 2020-03-02. The model sizes trained are shown in table 8.
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Table 8: Hyperparameters of models trained on all volatility intervals (low, medium,
high and full). See section 5.4 for a full listing of training hyperparameters. Combin-
ations of model nodes and layers are trained. For models trained for 2020-03-02, a
baseline model of size 7ˆ 1 is also trained on the volatility subintervals only. Model
size 512ˆ 8 is not trained for the full volatility interval.

Hyperparameter Value

Nodes [32, 64, 128, 256, 512]
Layers [2, 4, 8]

5.4.3 Retraining for new dates

All volatility subset models trained for valuation 2020-03-02 as T “ 0 are retrained on the
medium volatility dataset for the following date (2020-03-03 as T “ 0). Model nodes in all
layers are retrained, with no weights or biases kept constant. Models retrained from 2020-
03-02 to 2020-03-03 are subsequently retrained to 2020-03-04, using the same approach.
To keep callback behavior comparable to models trained 2020-03-02, by maintaining an
equal number of backpropagation number per epoch, the 4M training data is duplicated
six times, resulting in 24M training data per epoch, matching the initial training dataset
size.

To evaluate the performance improvement of transfer learning, models with the same
parameters as in table 8 are also trained from scratch on 2020-03-03 and 2020-03-04. To
add understanding of varying input parameter intervals interday, the low and high volat-
ility models trained for 2020-03-02 are also retrained for the medium volatility interval
2020-03-03.

5.5 Model evaluation

Performance is evaluated during training by the training and validation dataset MSE
at the end of each epoch. Trained models are then evaluated using the validation and
test datasets, using absolute error, MSE and MAPE as metrics. Deep learning model
sensitivites are computed both by FDM and AD (sections 2.3.2 and 3.5), and rescaled to
be comparable to the Monte Carlo test sensitivites (equation 25).

To study model output and sensitivity MAPE when restricting the allowed interval
of input data, parameter a is introduced: 0 ď a ď 0.2. Error metrics are evaluated only
for continuous (normalised) inputs of test and validation data falling within the range
r0` a, 1´ as. The binary time feature is naturally excluded from these restrictions.
Boundary effects are also studied separately by model prediction error on the volatility
sweep dataset shown in table 5 (section 6.2.4).
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6 Results

This section presents results for all deep learning models as described in section 5. The
performance of various different activation functions is presented, justifying the choice of
Swish activation for all further models in this research. This is followed by figures show-
ing convergence of models trained on the different volatility intervals are subsequently
presented, as well as results on theoretical price and input sensitivity prediction errors
and how these relate to the model parameters. Results when retraining models for new
dates using transfer learning are shown, and compared to training from randomly initial-
ised weights. Finally, some timing measurements for generating data, training models,
and predicting both Phoenix Autocall value and corresponding input sensitivites are
presented.

6.1 Activation function selection

Swish achieved the best results for all model sizes trained (table 7), with lowest final MSE
and the fastest convergence overall. This is illustrated by the model learning curves in
figure 6, with Swish especially outperforming other activation functions as model depth
increases. Validation loss is also significantly lower than training loss, as the models
automatically learn to average out noise and avoid overfitting. The learning curves for
all models contain a great deal of numerical noise, but all models still converge. The
learning curves for eight layer models shown in figure 6 are representative of two and
four hidden layer model curves also, and therefore not included here. These learning
curves, along with final validation MSE and MAPE of all models trained using non-
swish activation, are found in appendix A.1, and appendix A.2 for models trained with
Swish.
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Figure 6: Training and validation MSE as a function of training epoch for eight layer
models using various activation functions. Network size is shown as nodes per hidden
layerˆhidden layersˆactivation function.
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Table 9: Results for baseline models on the volatility subintervals. Baseline models
have only one hidden layer, consisting of one node per model input, giving seven
nodes.

Volatility interval MSE MAPE

Low 2.56E+01 8.5311
Medium 5.45E-01 2.0660
High 6.97E-02 2.5925

Table 10: Optimal model sizes found on each volatility interval, for valuation 2020-
03-02. Optimality is determined by lowest prediction MSE on the validation dataset.

Volatility interval Nodes Layers MSE MAPE

Low 512 4 4.22E-04 0.0361
Medium 256 4 1.78E-04 0.0410
High 128 8 1.93E-04 0.1276
Full 512 4 7.00E-04 0.1039

6.2 Results of training on different volatility subsets

The learning curves for four hidden layer models trained on the low, medium, high, and
full volatility intervals are presented in figure 7 to illustrate the difference in convergence
between volatility intervals. Figure 8 shows learning curves for models of varying depth
trained on the full volatility interval. The behaviour seen in the full volatility interval is
representative for models trained on the subintervals; with learning curves for all layer
and volatility configurations instead found in appendix A.2.

Final validation loss decreases with both increasing model width and depth, until a
certain plateau is reached, in all cases, and there are no signs of any models overfitting
on training data. Although present in all learning curves, noise in both training and
validation MSE becomes more apparent as model width and depth increases.

Baselines model results for the volatility subintervals are shown in table 9, while
table 10 presents the final MSE and MAPE of the optimal model sizes found on each
volatility interval. Note that models with the lowest validation MSE do not necessar-
ily yield the lowest MAPE, though this is generally also true, with the difference only
marginal to the optimal model by MAPE if it is not the case. The optimal models are
the only ones discussed any further in this section when referring to models trained on
volatility intervals. For similar tables for all trained models, refer to appendix A.2.
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(a) Low volatility (σ P r0.1, 0.3s).
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(b) Medium volatility (σ P r0.3, 0.5s).
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(c) High volatility (σ P r0.5, 0.7s).

Figure 7: Training and validation MSE as a function of training epoch for four hidden
layer models trained on the different volatility subintervals for valuation 2020-03-02.
Network size is displayed as nodes per hidden layerˆhidden layers.
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(a) Two hidden layers.
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(b) Four hidden layers.
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(c) Eight hidden layers.

Figure 8: Training and validation MSE as a function of training epoch for models
of different sizes trained on the full volatility interval (σ P r0.1, 0.7s) for valuation
2020-03-02. Network size is displayed as nodes per hidden layerˆhidden layers.
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6.2.1 Price prediction error and volatility

Prediction error is normally distributed for the optimal models trained on each volatility
interval, as seen in figure 9.The subinterval models display lower error variance but greater
negative distribution skew as volatility increases. Higher volatility subinterval models
thus tend to overestimate Phoenix Autocall value, introducing prediction error bias. The
optimal full volatility model shows no skew but instead the greatest variance, with a few
outlier prediction close to ´0.2 error which significantly underastimates contract value.
Figure 10 shows how error increases with decreasing theoretical value on the volatility
subintervals.
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(a) Full volatility (σ P r0.1, 0.7s).

0.2 0.1 0.0 0.1 0.2
Error

0

200

400

600

800

1000

Fr
eq

ue
nc

y

Low volatility
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(c) Medium volatility (σ P r0.3, 0.5s).
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(d) High volatility (σ P r0.5, 0.7s).

Figure 9: Frequency of predicted price errors for the optimal models found on each
volatility interval (table 10)
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(a) Low volatility (σ P r0.1, 0.3s).
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(b) Medium volatility (σ P r0.3, 0.5s).
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(c) High volatility (σ P r0.5, 0.7s).

Figure 10: MAPE of predicted Phoenix Autocall value as a function the validation
dataset value, for the optimal model on each volatility subinterval (table 10).
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6.2.2 Sensitivity results

As discussed in section 5.3.3, input sensitivites to the deep learning models are trans-
formed back to the Monte Carlo model scaling when evaluating errors. Error magnitudes
for sensitivites presented here therefore relate to the inputs of the original Monte Carlo
valuation model, and not the normalised inputs to the deep learning models.

Gradient test dataset MSE of each optimal volatility model, computed by both AD
and FDM, is presented in table 11. Test dataset MAPE is shown in table 12. Similar
sensitivity error tables for all models trained on the volatility intervals 2020-03-02 can
be found in appendix A.2.

Distributions of predicted sensitivity errors for the full volatility model are shown in
figure 11. Error distribution figures for continuous sensitivities computed by FDM are
identical to AD; corresponding FDM figures, as well as AD error distribution figures
for each volatility subinterval, are therefore left for appendix A.2. Error distributions
for volatility V show a much greater skew than errors for ∆m, as well as significant
non-zero means; V0 errors are centered around a positive mean, while V1 and V2 errors
have negative means. While AD is equal to FDM for continuous sensitivities, there is a
clear difference in discrete time sensitivity Θd results, with FDM yielding a much more
accurate result than AD. Θd errors computed by FDM distribute normally, while AD Θd

errors are highly skewed and display much greater variance. This reflects the large error
differences between AD and FDM seen in tables 11 and 12. To further illustrate how
Θd error depends on volatility, figure 12 shows MAPE as a function of Phoenix Autocall
value for the volatility subintervals.
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Table 11: Test set MSE of sensitivites to the optimal volatility interval models in
table 10, computed by AD and FDM.

∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

AD

Low volatility 0.6233 0.4597 1.0420 14.2742 8.6426 15.2688 9.10E-01
Medium volatility 0.1190 0.3226 0.1809 6.0282 1.8031 7.6061 3.73E-02
High volatility 0.1200 0.5701 0.1616 2.4852 1.5273 5.4131 4.54E-01
Full volatility 0.8051 1.0607 0.9538 7.7451 4.2501 9.6947 2.72E+00

FDM

Low volatility 0.6217 0.4133 1.0462 13.9984 8.6276 15.2681 2.18E-04
Medium volatility 0.1183 0.3216 0.1809 6.0314 1.7931 7.5890 6.14E-05
High volatility 0.1204 0.5699 0.1648 2.4895 1.5282 5.4195 8.74E-05
Full volatility 0.8010 1.0708 0.9561 7.7554 4.2634 9.7024 1.86E-04

Table 12: Test set MAPE of sensitivites to the optimal volatility interval models in
table 10, computed by AD and FDM.

∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

AD

Low volatility 1.0945 1.0790 1.5649 42.7644 12.5456 20.3646 10309.9685
Medium volatility 0.5702 0.8880 0.5716 20.1403 5.8579 14.9444 251.4329
High volatility 0.6099 1.6319 0.5313 8.3693 5.4709 9.9043 732.0407
Full volatility 1.1000 1.5406 1.1857 22.9568 8.1693 15.5438 5762.2089

FDM

Low volatility 1.0911 1.0686 1.5678 42.5100 12.5441 20.6654 156.5624
Medium volatility 0.5679 0.8861 0.5719 20.1564 5.8471 14.9312 10.0013
High volatility 0.6097 1.6312 0.5370 8.3827 5.4706 9.9137 8.5625
Full volatility 1.0977 1.5393 1.1894 22.9618 8.1776 15.5597 99.3356
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(a) Sensitivity to underlying asset performance.
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(b) Sensitivity to underlying asset volatility.
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(c) Sensitivity to time (interday price difference) by AD (left) and FDM (right).

Figure 11: Sensitivity error distributions on the test dataset for the optimal model
found on the full volatility data. Sensitivities to performance(a) as well as volatility
(b) for the three underlying assets are computed by AD, with FDM figures identical.
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(a) Low volatility (σ P r0.1, 0.3s).
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(b) Medium volatility (σ P r0.3, 0.5s).
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(c) High volatility (σ P r0.5, 0.7s).

Figure 12: Test MAPE of interday time sensitivity Θd as a function of Phoenix
Autocall value for the optimal volatility subinterval models.
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6.2.3 Sweeping volatility

Figure 13 illustrates how relative model output error, as well as Θd error, propagates on
the parameter input space boundaries. Price prediction error is greatest at the upper
and lower volatility boundaries; however, no significant increase in error is seen when
moving between subinterval models. Relative output prediction error is neither signific-
antly greater at the upper nor lower boundary, reaching only around 0.3% error overall.
Relative Θd error in the low volatility model meanwhile reaches nearly 175%, but neither
high nor full volatility models are affected on the upper volatility boundary.

Similar figures are shown for the continuous sensitivites, ∆m and V , in figures 14
and 15 respectively. Again, boundary effects appear limited mostly to the lower volatility
bound, in particular for ∆m

0 , and V0.
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(a) Predicted price.
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Figure 13: Percentage predicted price (a) and interday time sensitivity (b) (com-
puted by FDM) error as a function of (the same) volatility for all three underlying
assets.
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Figure 14: Percentage error of predicted sensitivity to performance (computed by
AD) as a function of (the same) volatility for all three underlying assets.
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(a) Sensitivity to volatility of the first underlying (V0).
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Figure 15: Percentage error of predicted sensitivity to volatility (computed by AD)
as a function of (the same) volatility for all three underlying assets.
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6.2.4 Restricting input to reduce boundary effects

Test MAPE of continuous model sensitivities as a function of restricted input is shown
for the optimal full volatility model in figure 16, with error in the sensitivities to all
assets decreasing as input is restricted. A similar result is found for model predicted
price, shown in figure 17a for all full volatility models trained. Θd MAPE meanwhile
decreases rapidly at around 0.025 restriction, and sees no significant further improvement
after 0.075 restriction. This behaviour is found in all full volatility models, as seen in
figure 17b.
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(a) Sensitivity to performance (computed by AD).
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(b) Sensitivity to volatility (computed by AD).

Figure 16: MAPE of ∆m ((a)) and V ((b)) as a function of restricted input parameter
space for the optimal full volatility model. Note the different y-axis scales.
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Figure 17: Price prediction ((a)) and interday time sensitivity Θd error ((b)) as a
function of restricted input parameter space for all models trained on the full volatility
data.
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6.3 Results of retraining original models

This section details results of all low, medium and high volatility models discussed in
section 6.2 originally trained for valuation 2020-03-02, retrained by transfer learning for
the medium volatility interval 2020-03-03, and subsequently to 2020-03-04. The figures
and tables presented in this section are representative of all models trained. A full listing
of model learning curves, model output validation MSE and MAPE, as well as sensitivites
computed by both AD and FDM, is found in appendix A.3.

The learning curves for four hidden layer low, medium and high volatility models ori-
ginally trained for 2020-03-02, retrained to 2020-03-03, are shown in figure 18. Conver-
gence is near instantaneous for the medium volatility models, with most models reaching
minimum MSE within 10 training epochs. The low and high volatility models do not con-
verge as quickly, though generally within 50 epochs. Learning curves for models trained
anew from randomly initialised weights and biases are shown in figure 19. These models
generally converge after at least 100 to 150 epochs.

Table 13 shows the models with the lowest final validation MSE and MAPE found
for 2020-03-03 using each retraining procedure, as well as the performance of the optimal
model sizes for 2020-03-02 retrained for 2020-03-03. The lowest MSE and MAPE is found
by retraining from the same volatility interval (medium to medium), with training from
scratch yielding a lower final loss than retraining from a different volatility interval.

Table 13: Validation MSE and MAPE of models (re)trained to the medium volatility
interval 2020-03-03. Optimal models 2020-03-02 refer to models in table 10

Training procedure Nodes Layers MSE MAPE

Optimal models 2020-03-03

Transfer low to medium volatility 128 4 3.90E-04 0.0594
Transfer medium to medium volatility 256 2 2.56E-04 0.0491
Transfer high to medium volatility 512 2 3.44E-04 0.0562
Train new medium volatility 128 4 3.15E-04 0.0562

Optimal models for 2020-03-02, retrained to 2020-03-03

Transfer low to medium volatility 512 4 6.10E-04 0.0756
Transfer medium to medium volatility 256 4 4.36E-04 0.0671
Transfer high to medium volatility 128 8 3.68E-04 0.0594

Learning curves of four hidden layer models trained on the medium volatility interval
2020-03-02 to 2020-03-03, retrained again to the medium volatility interval 2020-03-04,
are shown in figure 20. These show the same behaviour as when retrained to 2020-03-03,
with near instanteneous convergence. The learning curves of models trained from scratch
on 2020-03-04 are near identical to their 2020-03-03 counterpart, though overfitting can
be seen for the largest model trained (figure 21). The MSE and MAPE of optimal trained
and retrained models for 2020-03-04 are shown in table 14. Aside from converging faster,
the optimal retrained model has a lower price prediction error than the optimal model
trained from scatch, measured by both MSE and MAPE.
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(a) Low volatility (σ P r0.1, 0.3s) retrained to medium volatility
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(b) Medium volatility (σ P r0.3, 0.5s) retrained to medium volatility.
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(c) High volatility (σ P r0.5, 0.7s) retrained to medium volatility.

Figure 18: MSE as a function of training epoch for four hidden layer volatility
subinterval models retrained from 2020-03-02 to the medium volatility interval 2020-
03-03. Network size is displayed as nodes per hidden layerˆhidden layers. Note the
different axis scales between the figures.
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Figure 19: MSE as a function of training epoch for four-layer medium volatility
models trained from scratch to 2020-03-03. Network size is displayed as nodes per
hidden layerˆhidden layers.
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Figure 20: MSE as a function of training epoch for four hidden layer medium volat-
ility (σ P r0.3, 0.5s) models retrained from 2020-03-03 to 2020-03-04. Network size is
displayed as nodes per hidden layerˆhidden layers.
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Figure 21: MSE as a function of training epoch for eight hidden layer medium
volatility (σ P r0.3, 0.5s) models trained from scratch to 2020-03-04. Network size is
displayed as nodes per hidden layerˆhidden layers.

Table 14: Optimal medium volatility models (re)trained for 2020-03-04. Retrained
models are trained from 2020-03-03 models, which are in turn initially trained for
2020-03-02.

Training procedure Nodes Layers MSE MAPE

Trained by transfer learninga 256 2 2.63E-04 0.0502
Trained by transfer learningb 256 4 3.14E-04 0.0540
Trained from scratch 256 4 3.04E-04 0.0526

aOptimal medium volatility model size found for both 2020-03-03 and 2020-03-
04.

bOptimal medium volatility model size found for 2020-03-02.
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6.4 Time performance

All models were trained and timed on an Intel (R) Xeon (R) E-2246G CPU @ 3.60GHz
CPU and NVIDIA Quatro P1000 GPU. Time required per training epoch for the optimal
model sizes for each volatility interval, is shown in table 15. Timing results for predicting
a Phoenix Autocall value given an input vector, computing sensitivities to continuous
inputs ∆m and V by AD and Θd by FDM, is shown in table 16. This is contrasted to
computing the same values by Monte Carlo, using FDM for all sensitivites.

All data was generated by running eight session of Front Arena PRIME simultan-
eously. Generating the 72M training data for all volatility subintervals 2020-03-02 and
2020-03-03 took about a week, with test and validation data requiring another week.
Generating validation and test data for the retraining dates 2020-03-04 and 2020-03-05
took around 2 days each, and about 5 hours to generate the 2M new recalibration training
data required for for 2020-03-04 and 2020-03-05 respectively.

Table 15: Training and retraining time needed for optimal model sizes found for
2020-03-02 (table 10). Note that the full volatility models train on three times as
much data per epoch and batch as the subinterval models.

Nodes Layers Seconds per epoch [s]

Volatility subinterval models

128 8 55
256 4 53
512 4 142

Full volatility model

512 4 417

Table 16: Computation time required to value a Phoenix Autocall and calculate
input sensitivities ∆m, V and Θd for all three underlying assets, by deep learning
and 100M price path accuracy Monte Carlo. Deep learning computes Θd by FDM
and continuous sensitivities by AD, while Monte Carlo uses FDM only. Deep learning
single prediction timings are made by averaging 10k serial runs, while 100k predictions
are averaged from 100 runs. The Monte Carlo timing estimate is from a single sample,
and the 100k prediction timing an extrapolation.

Model Nodes Layers 1 prediction [s] 100k predictions [s]

Low volatility 128 8 0.0110 0.27
Medium volatility 256 4 0.0068 0.25
High volatility 512 4 0.0068 0.65
Full volatility 512 4 0.0075 0.65
Monte Carlo (100M) n/a n/a 6400 6.4E+08
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7 Analysis

This section is intended to reflect on the results presented in the previous section. First,
the Swish activation function chosen for model training is discussed and compared to
the other activations studied. A comparison of general and specific volatility model
performance is made, along with reflection on how the distribution of input features affect
deep learning approximation. Model sensitivites are considered, both in general and by
comparing AD to FDM sensitivities for the continuous and discrete input parameters.
The practicality of retraininig models interday is discussed, for the particular retraining
schemes considered, as well as the time performance of deep learning over Monte Carlo.

7.1 Evaluating activation functions

Swish proves the best activation function tested by a considerable margin (figure 6),
with sigmoid activation coming in second place. This is a rather unexpected result, as
ReLU-derivatives are commonly considered the gold standard of activation functions.
The poor performance of ReLU, PReLU and SELU may be that they do not confer
sufficient nonlinearity, and fail to accurately approximate the highly nonlinear valuation
function tested. These activation functions do however display fast convergence, even
as the number of hidden layers increases. Sigmoid activation performs worse as model
depth increases, but it still converges to a lower final MSE than all rectifier activations
in all cases. Swish proves the best of both worlds, in terms of convergence speed and
nonlinearity.

Ramachandran et al.[26] state that Swish may benefit from lower learning rates than
rectifier activation. Indeed, the learning curves of all Swish models trained with a learning
rate of 0.001 display significant noise in both training and validation loss (figures 7, 8, 19
and 21). Still, all models succesfully converge, as the learning rate is reduced by callback.
Retraining with lower learning rates appears to reduce noise (figures 18a and 18c), but
yields greater final model loss (table 13).

7.2 Comparing volatility intervals

Complex models outperform baseline models considerably on all volatility subintervals
(tables 9 and 10), supporting deep learning as a valid choice for approximating Monte
Carlo valuation of Phoenix Autocalls. By relative error, the optimal models outperform
baseline models by a factor 50. The optimal model size does however vary signficantly by
volatility interval, with smaller models more successful as volatility increases, and large
models better on the full volatility data.

The model prediction MSE decreases significantly as volatility increases (table 10).
This is mainly due to the Phoenix Autocall theoretical value decreasing with greater asset
volatility (figure 10). Conversely, higher volatility models display significantly greater
MAPE, as prices close to zero differ a great deal by relative measure, despite the absolute
error being miniscule. It is clearly important to consider both absolute and relative error
measures, such as MSE and MAPE, and preferably others as well.
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As discussed in section 4 and subsequently shown by table 10, low accuracy (high
variance) Monte Carlo output data can successfully train approximating deep learning
models, as they learn to average out noise by underfitting on training data. However,
the output variance is also affected by asset variance, a model input. Higher volatility
increases the price path variance of the underlying assets (equation 2), resulting in more
Monte Carlo scenarios where the contract is called early and thus a lower value, with lower
variance. Lower volatility meanwhile increases the model output variance, as the contract
becomes less likely to be called early thus unlocking more future payoff scenarios. It is
not clear from this research whether this variance is a positive or negative property for
deep learning approximation, whether the output variance is linearly dependent on asset
variance, or whether variance varying in the training data significantly affects learning.
However, it is likely important to choose an appropriate training data sampling method
to ensure that the density and variance of the output data is balanced, to avoid creating
outliers in the training data caused by high variance. This is particularily important
when considering larger input intervals and high variance data. Restricting the test
input interval of trained models may reduce these effects, by avoiding outlier regions
where training data output is likely to be sparse or of different variance to the rest of
the distribution. In this research, restricting the input region by 0.01 for each input
parameter halves MAPE for the optimal full volatility mode, from 0.10% to around
0.05%, resulting in a model applicable on around 30% of the training dataset (figure 17a).
The input restriction solution is simple, but leaves large input regions unused, wasting
training and data generation time.

The increasing variance in price paths would also explain why model convergence
speed increases with asset volatility (figure 7): increased volatility results in a smaller
subset of likely outcomes, and thus an easier learning process. The full volatility models
meanwhile converge the slowest by far (figure 8), as they must learn the behaviours
on each volatility subset. The outliers in the error distribution of the full volatility
model are not present in the subset models (figure 9), which supports training more
specific models over general ones, as these may require less restriction. Note that the
optimal full volatility model contains the most nodes of all models trained on this interval
(512ˆ4), suggesting that further performance improvement is possible by hyperparameter
optimisation, and that larger models can be trained without overfitting.

The relative test error of Θd, computed by FDM, has an inverse relationship with the-
oretical value and volatility compared to output prediction error. It assumes its maximum
of nearly 1000% when contract value is low, in the low volatility subinterval (figure 12).
Higher volatility models prove much more successful at predicting Θd, yielding between
10-20% MAPE overall. Conversely, MSE in this region is small (table 10), suggesting
that the absolute value of Θd is small. This can be seen in figure 13b, with smaller Θd

for lower volatilities. The trends for predicted value and Θd are especially clear in these
volatility sweep figures (figure 13). Relative predicted price error is greatest at the lowest
volatility boundary, then quickly decreases to its a minimum and trends upward again
as volatility increases. Percentage Θd error shows the same large low volatility boundary
error, but instead continues to trend downward as volatility increases.

Even more so than predicted price, Θd improves signficantly as test input is restricted
(figure 17b), likely due mostly to the restriction to the low volatility interval in particu-
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lar, where the interday value change is smallest, and relative error greatest (figure 12).
Volatility thus clearly dominates Θd relative test error, in particular on the lower volat-
ility boundary, where interday change is tiny. The trends between theoretical value and
volatility, and relative output value and Θd errors, are clear. As volatility increases, the-
oretical value decreases, amplifying relative prediction errors, mostly for values close to
zero. Θd meanwhile increases with volatility, and relative error is especially large for low
volatility, when contract value barely changes interday. Disregarding boundary effects,
the best estimate for Θd error is thus likely found by combining the results in table 12,
figure 13b and figure 17b, as between 8´ 25% on average.

7.3 Automatic differentiation for sensitivites

AD proves successful in approximating true model input sensitivity to continuous fea-
tures, with certain caveats. Errors in sensivities computed by AD and FDM are near
identical for the continuous input features, by both MSE and MAPE (tables 11 and 12).
It can not be said whether the small difference originates from numerical errors in the AD,
or truncation errors due to FDM step size. AD can thus accurately compute the gradient
of trained deep learning models — the question remains how good an approximation this
is of the true model gradient.

As seen in (table 12), ∆m test MAPE (including input boundary effects) is below
1.6% for all three underlying assets, regardless of volatility interval, a very promising
result. V meanwhile appears much harder to learn, especially as volatility decreases, with
estimates ranging from 5´ 43%. This is partly due to boundary effects, and partly due
to volatility being a much more complex parameter as discussed in section 7.2. Sweeping
volatility from 0.1 to 0.7 shows that relative error in sensitivities to volatility (figure 15),
as well as moneyness of the first underlying asset (figure 14), increases dramatically
close to the 0.1 volatility boundary. Outside this boundary, V error is generally below
10% in this case, still higher than for ∆m but a more acceptable approximation. A
conservative estimate ignoring significant boundary effects is therefore made at 10´40%
relative error, increasing with volatility and also depending with asset performance. How
sensitivity errors increase on input boundaries can also be seen as the inputs are restricted
(figure 16) for ∆m in particular, but with V error also decreasing slightly for all underlying
assets. It is unexpected that the V approximations do not improve more as the input
region is restricted, suggesting that the deep learning model does in fact approximate
the gradient to continuous features similarly well on the input boundaries as the interior.
As discussed in section 7.2, the error propagation on the boundaries also appears to be
more linked to the contract value rather than the input boundary itself. Similar to both
predicted value and Θd, continuous sensitivity relative test error increases significantly
at the lower volatility boundary, in particular for the first underlying asset (figures 14
and 15). Submodel boundaries, such as those between the medium volatility interval and
the others, do not appear to affect error significantly in any measure (figure 13), though
a slight uptick can be seen in V . Overall, training models on a slightly larger interval
than testing can be beneficial to continuous sensitivity approximations, but this depends
heavily on the data, and does not appear to improve performance significantly in this
case.
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It is an interesting result how both relative and absolute sensitivity error varies
between underlying assets (figure 16). The only property which differs between the
assets is the absolute price level during the price normalisation strike date, as seen in
table 3. Similar behaviour is found for relative errors in ∆m and V : for assets 0 and 2
these are comparable, while ∆m

1 error is significantly greater and V1 significantly smaller.
This can not be explained by simply comparing asset price levels, as m2 ą m1 ą m0.

The different error amplitudes of V for the underlying assets can also be seen in the
absolute error distributions (figure 11). These also show how V error is more due to bias
than variance, with the model either over- or underestimating sensitivity to volatility.
This overestimation is consistent between models and volatility intervals, with V0 always
overestimated, while V1 and V2 are underestimated. A slight bias is also seen for some
∆m, but to a much lesser extent.

The sensitivity error distributions also make clear that AD fails completely for the
binary time sensitivity Θd. Test MAPE for this sensitivity is over 10000% in the low
volatility interval, and is at best over 250% (table 10). This is due to Tensorflow assuming
that all model inputs are continuous. It is therefore possible to feed one the models
trained in this research 0.5 as a time parameter, despite it being undefined, resulting in
a poorly defined derivative between zero and one. Computing interday value change by
FDM proves very succesful however, as discussed in section 7.2.

7.4 Retraining by transfer learning

A benefit of Θd being small is that models can quickly and successfully retrain for new
dates, using very basic transfer learning techniques. Models retrained interday between
the medium volatility intervals to 2020-03-03 and 2020-03-04 (figures 18 and 20) converge
near instantenously. This can be compared to models trained from scratch for the same
dates (figures 19 and 21), which take well over a hundred epochs to converge on the same
data. Final MAPE is also higher by 14% and 4.8% when training from scratch than by
optimal transfer learning for valuation 2020-03-03 and 2020-03-04 respectively (tables 13
and 14).

Despite transfer learning outperforming models trained from scratch in convergence
speed as well as in final loss, the results do suggest that smaller datasets can be used
when training the initial models. Comparing optimal models trained on the medium
volatility intervals 2020-03-02 and models trained from scratch 2020-03-03 and 2020-03-
04: Validation MAPE is only 37% greater for the former, and 28% for the latter, despte
training on six times less data.

Retraining between volatility intervals interday does not prove as successful however,
as seen in table 13. The learning curves (figures 18a and 18c) show that these models
converge much slower. This may be due to each volatility interval being too different, as
the volatility inputs do not overlap at all. In a realistic setting, the model inputs would be
recalibrating only slightly interday, not completely shifting. Normalising to r0, 1s based
on current data minimum and maximum is thus a bad choice, as it completely changes
inputs learned for the previous date. Some other normalisation technique is preferable,
or possibly no normalisation at all.

As AD performs so poorly for Θd, and models sensitivity to this input is so difficult
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to learn, it may simply be more optimal to split the models in two, with one for T “ 0
and one for T “ 1, and have each cover a single day only. Θd is then computed as the
difference between the two models given all other inputs equal. The only loss here is
Θd by AD, which is not accurate regardless. Assuming input intervals do not change
much, recalibrating interday would also only require retraining one model: the one used
for valuation today would be trained for the day after tomorrow, with the model already
trained for tomorrow simply reused. However, depending on the contract complexity,
it may be reasonable to instead parametrise time as a continuous feature and consider
shorter time intervals instead, such as a week, month or half-year.

7.5 Deep learning speedup

For a 0.1% prediction error (section 7.2), deep learning offers over 100k times speedup
compared to the current Monte Carlo model for single predictions (table 16). Deep
learning can also price multiple inputs simultaneously (as it does during training), with
100k predictions only increasing computation time by a factor 4 ´ 100, depending on
model size. Computation time scales linearly for Monte Carlo, resulting in 100k longer
computation time for 100k prices.

Training time per epoch depends primarily on the size of model trained, with a lower
limit for small models due to memory bandwidth between CPU and GPU being limited.
Both the 128 ˆ 8 and 256 ˆ 4 subinterval models in table 15 hit this lower limit, while
training the 512ˆ4 model is slower due to more computations required. Despite training
on three times the data, the full volatility model of the same size requires less than three
times the training time per epoch, showing how larger batch sizes can use the GPU
parallelism to speedup training. The GPU used in this research is not high-end, with
significant speedup possible on optimised hardware. The limiting factor is instead the
time required to generate training, validation and test data. The training data can be
generated much faster by optimising the Monte Carlo valuation algorithm to interface
directly with the deep learning training: the approach used in this research by accessing
valuation through PRIME is likely a significant source of slowdown. Validation and test
data can be generated at a in both smaller numbers and lower Monte Carlo accuracy, to
simply ascertain whether training has converged or not.
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8 Conclusions

Deep learning models are trained on various volatility intervals for two-date valuation,
then recalibrated for subsequent dates using smaller training datasets. The optimal mod-
els found prove highly accurate in approximating the Monte Carlo valuation of Phoenix
Autocalls and accurately predict continuous sensitivites by AD. The binary feature of
model valuation date, is however poorly approximated by AD but accurately approxim-
ated by FDM, suggesting single-date or short continuous time period parametrisations
should be considered instead. Both output and sensitivity errors are greatest on bound-
aries of the training data input distributions, suggesting that training models on slightly
wider intervals than they are applied may improve performance.

8.1 Research summary

This research set out to answer three research questions. The first, stated again, asked:

1. To what extent can Monte Carlo valuation models computing the present value of
complex financial derivatives be approximated by deep learning models?

The analysis shows that the approximative power of deep learning depends signific-
antly on the input parameters, in this case the implied volatility of the underlying asset
in particular. Relative output error increases with implied volatility, which in turn causes
lower Phoenix Autocall contract values. Regardless, the optimal deep learning model is
found to approximate Phoenix Autocall valuation within 0.1% MAPE in general, with the
error reducing to 0.05% when the input space, in particular asset volatility, is restricted
to only be applied to 30% of the dataset it originally trained on. Diminishing returns on
prediction accuracy are found with increasing training dataset size, with models trained
on six times less data yielding less than 40% higher error overall.

Once trained, deep learning models are capable of prediction within these accuracy
bounds many orders of magnitude faster than Monte Carlo, with Phoenix Autocall valu-
ation up to 100k times faster. There is also much greater potential for scalability by
parallelisation. Training deep learning models on higher-variance Monte Carlo data also
proves particularily resilient to overfitting — with only slight overfitting observed for the
largest models trained from scratch on the smaller recalibration datasets. Deep learn-
ing can thus be applied to efficiently compute the present value of the delimited Phoenix
Autocall within appropriate error margins, and thus certainly for other exotic derivatives
as well.

There are still costs associated with deep learning: training data must be generated
and the deep learning model trained. However, these are mostly negligable compared to
the cost of high-accuracy Monte Carlo. The second research question concerns how deep
learning can evaluate model sensitivites:

2. To what extent can the first-order input sensitivites of Monte Carlo-based valuation
models be approximated by the gradients of deep learning models evaluated by
automatic differentiation?
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AD proves exceptionally efficient at evaluating model input sensitivities to the spot
prices of underlying assets (∆). Evaluated indirectly as the sensitivity to a normalised
price level (∆m), a maximum average error of 1.6% is found. Sensitivity to implied
volatility (V) is less accurate, with error margins of 10´ 40%, still an acceptable result.
The same result is still achieved by FDM, suggesting the errors are not due to AD
approximation but the deep learning model training.

Deep learning gradient errors are found to not be particularily sensitive to model
boundaries for continuous features, but significantly so for the binary input. These er-
rors are likely mostly linked to the properties of the data, rather than the boundary
itself, as it coincides with interday sensitivity to time being very close to zero. Training
multiple smaller models is thus found to have no particular adverse effect on input sensit-
ivity approximation, but also no particular error improvement. Due to possibly reduced
levels of training parallelisation, as well as the many combinations of subinterval models
required to cover all possible cases, this research can not recommend training multiple
subinterval models for swapping intraday, over a larger general one which covers a single
contract for some time period.

However, AD is found to completely fail for binary inputs, in this case sensitivity to
time interday. This can still be computed by FDM, with nearly no extra computational
cost due to the parallel evaluation available to deep learning models. This relates to the
final research question, which concerns the model parametrisation:

3. To what extent can deep learning models be efficiently trained with binary “today”
and “tomorrow” time parametrisation, and recalibrated interday by the use of
transfer learning?

This time parametrisation proves possible, but not particularily fruitful. The cor-
responding binary sensitivity can not be computed by AD, and may be particularily
vulnerable to boundary effects, in particular if interday value change is small. It can still
be computed by the output difference of the two inputs, to an error generally between
8 ´ 25% for non-zero Θd. Too low volatility results in insignificant interday change,
rendering the relative error estimates irrelevant.

This is contrasted by the retraining scheme, which proves very effective. Models can
be retrained to a new day quickly, generally in less than 10 epochs but often well enough
after a single one, with MAPE of retrained models up to 14% lower than those trained
from random initial weights, which require over 100 epochs to converge. Training over
different input intervals between dates does not prove efficient for transfer learning for
the inputs studied; however, this is likely primarily due to the large magnitude shifts in
the input parameters intraday studied, as well as the input normalisation method used.

Alternative time parametrisations are therefore recommended, rather than the two-
day valuation approach. However, the model parametrisation of keeping all but the most
volatile relevant input parameters constant, and recalibrating on new data interday or
when required, can be considered highly successful, and highly valid for future applica-
tions.
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8.2 Suggestions for future work

This research makes many delimitations by assumptions which must be relaxed for prac-
tical appliction. Foremost among these are the assumptions of flat implied volatility
surfaces and interest rate curves, as well as dividend-free assets. Interest rate curves and
divididends can likely be set as hard model parameters, but the difficulties associated
with introducing volatility surface calibration is left for future research.

This research is heavily limited by the significant time required to generate data,
and thus only covers valuation data for four dates. The short time front is a limita-
tion, and it remains to be seen how approximation error is affected by multiple stages
of transfer learning over a longer period of time. This needs to be expanded on, in par-
ticular how well transfer learning performs for recalibration close to, and after, a strike
date. Transfer learning for interday change in soft parameter intervals, as well as hard
parameter changes, need also be studied. Correlations between the underlying assets
commonly change on an interday basis, and the ease at which models can recalibrate
accordingly requires further study; this also applies to interest rates. While the binary
time parametrisation does not prove fruitful, recalibration by transfer learning should
not be disregarded. Two alternative time parametrisation schemes are proposed: consid-
ering models for valuation within a single date, and parametrising valuation for shorter
continuous time periods. Both model types would be recalibrated interday, with the
latter continuously shifting the time front forward. The possibilites of optimising trans-
fer learning should be studied — for instance by locking weights in certain layers, and
studying the effects of various learning rates.

The Monte Carlo accuracy of the training data in this research is not as low as it
could be, limited by the software used. It remains to be seen whether model learning
is more successful with fewer price paths per computed value, with a larger dataset to
compensate. Optimally, this low accuracy training data is generated on the fly, as both
Tensorflow and PyTorch have functionality for generating new data on the CPU while
the GPU is training on the current batch. This requires the deep learning module to
have closer access to high-performance valuation models, and for these to be optimised
for lower accuracy instead of higher.

A missed opportunity in this research is the study of model prediction error as a func-
tion of average contract lifespan, given current input parameters. The callable behaviour
of the Phoenix Autocall is a significant property, and it is likely that contract lifespan
has a significant effect on deep learning approximation performance — both very short-
and long-lived contracts.

8.3 Concluding remarks

Deep learning models have a strong future in approximating computationally expensive
Monte Carlo derivative valuation models for pricing and risk analysis. This research
shows that not only can deep learning accurately approximate the payoff function of
Phoenix Autocalls, a highly exotic derivative, to within 0.1% error; but can also approx-
imate first order input sensitivites to continuous model features by AD within 10´ 40%
accuracy for V and 1.6% accuracy for ∆m. These can be computed at a fraction of the

66



time required by similar levels of Monte Carlo accuracy, given that the model is given time
for initial training. Once this training is done, it can efficiently recalibrate interday. AD
should not be applied to discrete input features however, where sensitivites can instead
be computed by simple difference for a slightly greater cost; still insignificant compared
to Monte Carlo. The parametrisation of time as a binary feature, while possible for
training accurate models giving an interday error in Θ generally within 8 ´ 25%, is not
successful enough to warrant recommendation for future research. Transfer learning still
proves highly efficient at recalibrating models however; and a more fruitful approach may
instead be to train single date deep learning models or models covering short continuous
time intervals, which are then recalibrated as required.
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A Appendices: Tables of all trained model losses

This section contains learning curves and error distribution figures for model sizes omitted
from section 6 for brevity. It also details validation MSE and MAPE for predicted price,
as well as sensitivites computed by AD and FDM, for all trained models. Unless specified,
the tables presented here refer to models trained on data generated for 2020-03-02; see
section 5 for a full specification of all trained models.

A.1 Activation functions
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(b) Four hidden layers.

Figure 22: Training and validation MSE as a function of training epoch for different
activation functions and model sizes. Network size is displayed as nodes per hidden
layerˆhidden layersˆactivation function. Other model parameters are discussed in
section 5.4.1.
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Table 17: Validation MSE and MAPE of models trained on the medium volatility
interval (σ P r0.3, 0.5s) using various activation functions.

Activation Nodes Layers MSE MAPE

Prelu
64 8 2.79E-03 0.1585
128 4 1.89E-03 0.1281
256 2 1.57E-03 0.1221

Relu
64 8 6.76E-03 0.2492
128 4 3.15E-03 0.1707
256 2 2.33E-03 0.1447

Selu
64 8 4.54E-03 0.2154
128 4 2.18E-03 0.1442
256 2 1.44E-03 0.1190

Sigmoid
64 8 4.36E-03 0.2029
128 4 1.18E-03 0.1118
256 2 6.03E-04 0.0730

Table 18: Validation MSE for sensitivites computed by automatic differentiation of
models trained on the medium volatility interval using various activation functions.

Act. N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

Prelu
64 8 6.5942 6.4338 7.1378 10.4923 7.0642 12.7102 1.88E+00
128 4 5.90 6.1180 6.4115 9.9680 5.4175 10.7924 3.47E+00
256 2 5.2150 5.5403 4.8975 8.8788 4.5616 10.3146 8.53E-01

Relu
64 8 22.6228 18.5072 18.3429 25.5187 17.0659 26.3881 1.60E+01
128 4 10.0634 9.9193 8.3723 13.1058 10.7326 14.1573 7.43E+00
256 2 8.8547 8.9049 7.5099 9.8529 6.5220 11.4057 2.61E+00

Selu
64 8 24.6244 13.8224 16.1085 11.9021 7.7224 14.5341 4.31E-01
128 4 7.1158 5.2211 4.7778 9.4662 4.6127 10.5498 3.05E-01
256 2 3.5170 3.8929 3.8291 8.7562 3.8228 8.9713 4.40E-01

Sigmoid
64 8 3.6185 2.4569 2.1206 8.0285 3.1801 8.1290 1.15E-01
128 4 1.0835 0.8554 0.6998 5.9366 2.6071 7.8926 1.32E-01
256 2 0.5242 0.5894 0.3390 6.3523 2.1507 7.9607 1.17E-01

Table 19: Validation MAPE for sensitivites computed by automatic differentiation
of models trained on the medium volatility interval using various activation functions.

Act. N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

Prelu
64 8 3.6813 3.9213 4.0876 23.8776 9.3402 16.0840 2079.8068
128 4 3.4581 3.4676 3.7419 26.1085 8.2440 14.3085 2351.0966
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256 2 3.1415 3.9365 3.2568 17.9086 8.4775 14.8945 1254.2660

Relu
64 8 5.8041 5.7933 6.2508 32.9568 14.2784 23.6834 5920.4105
128 4 4.1854 4.4574 3.9671 24.0873 13.0152 15.9540 3259.0677
256 2 3.8936 3.9539 4.2471 26.6098 9.3285 15.1007 2230.9115

Selu
64 8 5.1937 4.8136 5.0614 17.1626 10.6163 17.8917 860.0892
128 4 3.1158 3.0679 3.2060 23.3141 8.3237 16.2023 813.0386
256 2 2.7994 3.0155 2.7300 21.5046 6.6049 16.0849 1038.4367

Sigmoid
64 8 1.6825 1.8555 1.8658 19.9060 6.2530 13.7364 382.8295
128 4 0.9850 1.3999 1.1258 20.3453 6.5266 15.0491 446.8909
256 2 1.0573 1.1124 0.9373 20.3241 6.0760 15.5009 412.5186

Table 20: Validation MSE for sensitivites computed by FDM of models trained on
the medium volatility interval using various activation functions.

Act. N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

Prelu
64 8 6.1655 6.2869 6.6819 10.3474 6.8985 12.3990 4.41E-03
128 4 5.5556 5.9163 5.5415 9.6669 5.3621 10.8636 2.87E-03
256 2 5.0578 5.3895 4.5755 8.6789 4.4313 10.2874 2.77E-03

Relu
64 8 22.0887 18.2577 17.8203 24.8156 16.6885 25.8084 1.38E-02
128 4 9.6297 9.3603 8.0312 12.8089 10.4129 14.0263 6.16E-03
256 2 8.2600 8.4649 6.9604 9.6737 6.1470 11.4753 3.76E-03

Selu
64 8 23.3341 13.2848 15.6395 11.9007 7.6120 14.0991 7.45E-03
128 4 6.8660 5.1407 4.2950 9.2461 4.4922 10.5932 2.89E-03
256 2 3.3356 3.6500 3.4148 8.6630 3.6663 8.9546 1.91E-03

Sigmoid
64 8 3.6195 2.4509 2.1208 8.0190 3.1907 8.1209 1.02E-03
128 4 1.0890 0.8529 0.7002 5.9281 2.6061 7.8963 3.98E-04
256 2 0.5208 0.5908 0.3397 6.3535 2.1538 7.9626 1.45E-04

Table 21: Validation MAPE for sensitivites computed by FDM of models trained on
the medium volatility interval using various activation functions.

Act. N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

Prelu
64 8 3.5074 3.8576 3.8906 23.6607 9.3261 15.9004 89.7455
128 4 3.3051 3.4629 3.4707 26.0114 8.2467 14.3738 74.5379
256 2 3.0995 3.8731 3.1114 17.3812 8.4790 14.8580 71.3258

Relu
64 8 5.6651 5.7506 6.0796 32.7100 14.1742 23.3496 156.4198
128 4 3.9970 4.2762 3.8203 21.3809 12.9757 15.9096 112.4773
256 2 3.7307 3.7887 4.1507 26.8178 9.0157 15.0027 83.3222
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Selu
64 8 4.9893 4.7020 4.9804 17.2531 10.5526 18.0452 118.5754
128 4 3.0194 3.0403 3.0147 22.5353 8.2715 16.2372 74.7837
256 2 2.6869 2.9181 2.5705 21.5121 6.5140 16.1222 61.2447

Sigmoid
64 8 1.6828 1.8541 1.8659 19.9102 6.2625 13.7349 44.4655
128 4 0.9849 1.3985 1.1260 20.3120 6.5256 15.0558 25.3700
256 2 1.0557 1.1121 0.9376 20.3494 6.0797 15.5022 16.2059
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A.2 Volatility subsets
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Figure 23: Training and validation MSE as a function of training epoch for models
trained on the low volatility interval (σ P r0.1, 0.3s) for valuation 2020-03-02. Network
size is displayed as nodes per hidden layerˆhidden layers.
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Figure 24: Training and validation MSE as a function of training epoch for models
trained on the medium volatility interval (σ P r0.3, 0.5s) for valuation 2020-03-02.
Network size is displayed as nodes per hidden layerˆhidden layers.

76



0 50 100 150 200 250 300
Epoch

10 4

10 3

10 2

10 1

100

101

Lo
ss

 (M
SE

)

32x2xswish
64x2xswish
128x2xswish
256x2xswish
512x2xswish

Training
Validation

(a) Two hidden layers.

0 50 100 150 200 250 300
Epoch

10 4

10 3

10 2

10 1

100

101

Lo
ss

 (M
SE

)

32x8xswish
64x8xswish
128x8xswish
256x8xswish
512x8xswish

Training
Validation

(b) Eight hidden layers.

Figure 25: Training and validation MSE as a function of training epoch for models
trained on the high volatility interval (σ P r0.5, 0.7s) for valuation 2020-03-02. Network
size is displayed as nodes per hidden layerˆhidden layers.
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(a) Sensitivity to performance (FDM).
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(b) Sensitivity to volatility (FDM).

Figure 26: Sensitivity error distributions on the test dataset for the optimal model
found on the full volatility data. Sensitivities to performance(a) as well as volatility
(b) for the three underlying assets are computed by FDM.
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(a) Sensitivity to performance.
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(b) Sensitivity to volatility.
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(c) Sensitivity to time (interday price difference) by AD (left) and FDM (right).

Figure 27: Frequency of sensitivity error magnitudes, for (optimal) model size 512ˆ4
trained on low volatility data, (σ P r0.1, 0.3s). Sensitivities to performance (a) as well
as volatility (b) to the three underlying assets are computed by AD, and are seem-
ingly normally distributed but with significant bias. Sensitivity to interday change by
automatic differentation is compared to finite difference in (c).
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(a) Sensitivity to performance.
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(b) Sensitivity to volatility.
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(c) Sensitivity to time (interday price difference) by AD (left) and FDM (right).

Figure 28: Frequency of sensitivity error magnitudes, for (optimal) model size 256ˆ4
trained on medium volatility data, (σ P r0.3, 0.5s). Sensitivities to performance (a)
as well as volatility (b) to the three underlying assets are computed by AD, and
are seemingly normally distributed but with significant bias. Sensitivity to interday
change by automatic differentation is compared to finite difference in (c).
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(a) Sensitivity to performance.
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(b) Sensitivity to volatility.
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(c) Sensitivity to time (interday price difference) by AD (left) and FDM (right).

Figure 29: Frequency of sensitivity error magnitudes, for (optimal) model size 128ˆ8
trained on high volatility data, (σ P r0.5, 0.7s). Sensitivities to performance (a) as well
as volatility (b) to the three underlying assets are computed by AD, and are seem-
ingly normally distributed but with significant bias. Sensitivity to interday change by
automatic differentation is compared to finite difference in (c).
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Table 22: Validation MSE of models trained for date 2020-03-02

Nodes Layers Volatility interval

Low Medium High Full

7 1 2.56E+01 5.45E-01 6.97E-02 n/a
32 2 5.57E-02 2.87E-03 7.07E-04 6.87E-02
32 4 6.03E-03 1.62E-03 4.21E-04 1.38E-02
32 8 4.00E-03 4.54E-04 3.44E-04 7.32E-03
64 2 8.94E-03 8.90E-04 4.49E-04 2.62E-02
64 4 1.71E-03 3.21E-04 2.61E-04 3.05E-03
64 8 1.56E-03 3.43E-04 2.36E-04 2.47E-03
128 2 3.25E-03 4.46E-04 2.31E-04 6.57E-03
128 4 6.60E-04 2.09E-04 1.95E-04 1.39E-03
128 8 7.21E-04 1.94E-04 1.93E-04 9.66E-04
256 2 1.91E-03 2.43E-04 2.18E-04 4.66E-03
256 4 4.66E-04 1.78E-04 2.04E-04 7.73E-04
256 8 4.44E-04 2.00E-04 1.94E-04 7.52E-04
512 2 1.52E-03 2.13E-04 2.23E-04 2.24E-03
512 4 4.22E-04 1.88E-04 2.11E-04 7.00E-04
512 8 7.32E-04 2.76E-04 2.39E-04 n/a

Table 23: Validation MAPE of models trained for date 2020-03-02

Nodes Layers Volatility interval

Low Medium High Full

7 1 8.5311 2.0660 2.5925 n/a
32 2 0.3552 0.1728 0.2154 0.7594
32 4 0.1119 0.1275 0.1726 0.4049
32 8 0.0948 0.0636 0.1756 0.3137
64 2 0.1561 0.0825 0.1767 0.4686
64 4 0.0638 0.0553 0.1381 0.1633
64 8 0.0664 0.0547 0.1507 0.1469
128 2 0.0871 0.0688 0.1413 0.2365
128 4 0.0428 0.0440 0.1238 0.1462
128 8 0.0439 0.0441 0.1276 0.1062
256 2 0.0634 0.0475 0.1407 0.1777
256 4 0.0369 0.0410 0.1412 0.0960
256 8 0.0365 0.0441 0.1271 0.1040
512 2 0.0576 0.0452 0.1450 0.1439
512 4 0.0361 0.0454 0.1309 0.1039
512 8 0.0460 0.0515 0.1364 n/a
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Table 24: Validation MSE and MAPE for models trained on the medium volatility
interval (σ P r0.3, 0.5s) using half of the training data (12M prices).

Units Depth MSE MAPE

7 1 5.56E-01 2.1866
32 2 1.58E-03 0.1284
32 4 6.38E-04 0.0748
32 8 5.37E-04 0.0676
64 2 1.01E-03 0.1001
64 4 3.85E-04 0.0611
64 8 3.80E-04 0.0569
128 2 2.89E-04 0.0540
128 4 2.81E-04 0.0541
128 8 2.53E-04 0.0480
256 2 2.42E-04 0.0486
256 4 2.20E-04 0.0463
256 8 2.50E-04 0.0475
512 2 2.99E-04 0.0529
512 4 2.57E-04 0.0500
512 8 6.34E-04 0.0763

Table 25: Validation MSE for sensitivites computed by automatic differentiation for
all models trained on the low volatility interval (σ P r0.1, 0.3s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 6567.3283 784.1948 7010.6323 1707.6346 1292.2614 1685.7790 1.06E-03
32 2 35.9119 27.1356 42.4676 64.2278 56.6397 49.8434 1.33E+00
32 4 3.9841 2.1216 3.8292 16.6328 18.0862 19.2895 4.73E-01
32 8 2.1096 2.5628 3.1972 17.8638 12.2114 19.1793 8.66E-01
64 2 6.8527 4.6729 12.2165 19.9095 18.7955 28.3577 1.24E-01
64 4 0.9477 1.1416 2.6505 15.4731 8.8709 17.0440 2.39E+00
64 8 1.2352 1.0328 2.3259 16.6456 9.3676 16.6500 1.75E+00
128 2 2.6720 1.6748 4.7986 16.7915 17.1716 17.6128 1.26E-01
128 4 0.6170 0.5808 1.1998 14.8132 8.3899 16.4008 1.14E+00
128 8 0.7700 0.4220 1.0274 14.5407 8.1836 15.2357 6.37E-01
256 2 2.0955 1.3448 3.1432 16.0906 16.1612 17.9650 2.71E-01
256 4 0.4115 0.6732 1.1537 14.5650 8.2315 16.2455 7.84E-01
256 8 0.6665 0.4664 1.2182 14.9198 8.0653 15.3966 5.93E-01
512 2 1.9989 0.8593 2.3720 15.8539 14.4087 18.0722 4.45E+00
512 4 0.6233 0.4597 1.0420 14.2742 8.6426 15.2688 9.10E-01
512 8 5.2677 2.8696 6.0958 15.9119 9.0544 14.9076 1.51E+00
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Table 26: Validation MAPE for sensitivites computed by automatic differentiation
for all models trained on the low volatility interval (σ P r0.1, 0.3s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 138.5614 42.6955 155.1082 296.3994 100.7683 166.5668 659.6853
32 2 5.5131 7.4358 9.7543 41.8247 17.3554 25.6125 16339.6652
32 4 2.4793 2.5745 2.6100 39.4733 14.3458 20.2858 11048.3443
32 8 1.8703 2.1375 2.8319 40.5198 15.4481 24.1445 13618.1897
64 2 3.0955 3.4936 4.5966 37.1376 13.3066 21.0230 5492.0579
64 4 1.3797 1.7212 2.1335 41.2985 13.0427 20.6041 17205.6862
64 8 1.6678 1.6142 1.9203 45.9729 12.9303 20.8734 21973.7734
128 2 2.1728 2.3321 2.5298 40.7431 12.5098 19.2241 5121.2359
128 4 1.2819 1.1052 1.5441 43.7902 12.1327 22.1375 9046.4489
128 8 1.0076 1.1553 1.3377 41.7139 12.2695 20.2139 16847.4650
256 2 1.6266 2.3740 2.4071 42.0248 13.2028 24.6072 3195.4847
256 4 0.8087 1.1206 1.3994 43.7632 12.1904 22.6314 7281.9013
256 8 1.2430 1.0571 1.3351 45.6602 12.2568 21.7577 22287.7755
512 2 1.6764 2.0273 2.1589 44.5096 12.1320 21.6245 24525.8685
512 4 1.0945 1.0790 1.5649 42.7644 12.5456 20.3646 10309.9685
512 8 1.5011 1.7420 2.1471 46.2929 12.9546 20.5319 9361.2095

Table 27: Validation MSE for sensitivites computed by FDM for all models trained
on the low volatility interval (σ P r0.1, 0.3s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 6567.6891 784.2300 7010.2318 1703.9142 1293.0377 1686.3561 1.05E-03
32 2 35.7802 27.4721 42.4010 70.9191 56.6078 49.8415 2.28E-03
32 4 3.9916 2.0908 3.8341 16.5388 18.1243 19.2453 1.57E-03
32 8 2.0933 2.5791 3.2244 18.5384 12.1047 19.2442 3.21E-03
64 2 6.8708 4.3089 12.2301 20.2945 18.8391 28.3642 2.08E-03
64 4 0.9463 1.1590 2.6451 15.9016 8.8558 17.0624 8.68E-04
64 8 1.2240 1.0486 2.3088 16.6662 9.2396 16.6199 1.05E-03
128 2 2.6804 1.6742 4.8126 16.3212 17.1620 17.6211 6.73E-04
128 4 0.6179 0.5770 1.2058 15.1100 8.4169 16.4610 3.45E-04
128 8 0.7632 0.4820 1.0239 14.4295 8.2019 15.2309 3.54E-04
256 2 2.0935 1.4496 3.1541 16.0505 16.1137 17.9195 4.52E-04
256 4 0.4114 0.6643 1.1417 14.5223 8.2887 16.2394 1.57E-04
256 8 0.6622 0.4743 1.2206 15.0055 8.0829 15.3891 2.38E-04
512 2 1.9976 0.8757 2.3774 16.4830 14.3631 18.2191 4.05E-04
512 4 0.6217 0.4133 1.0462 13.9984 8.6276 15.2681 2.18E-04
512 8 5.2371 2.8150 6.0707 15.8821 9.0414 14.8995 2.17E-04
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Table 28: Validation MAPE for sensitivites computed by FDM for all models trained
on the low volatility interval (σ P r0.1, 0.3s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 138.5585 42.6913 155.1045 295.8948 100.7862 166.2636 660.0827
32 2 5.5111 7.4410 9.7501 42.5975 17.3513 25.8042 904.4787
32 4 2.4798 2.5714 2.6102 39.3719 14.3455 20.6289 651.3772
32 8 1.8696 2.1426 2.8356 40.7730 15.3873 24.2255 975.0493
64 2 3.0952 3.4823 4.5958 37.2959 13.3470 20.7631 419.0201
64 4 1.3781 1.7262 2.1349 41.6477 13.0225 20.5666 386.7030
64 8 1.6654 1.6174 1.9221 45.9748 12.8984 20.7627 354.9138
128 2 2.1709 2.3301 2.5307 40.5389 12.5172 19.2185 472.6559
128 4 1.2806 1.1020 1.5466 44.0350 12.1978 22.3421 271.6634
128 8 1.0049 1.1606 1.3384 41.4908 12.2469 20.4023 223.5613
256 2 1.6258 2.3757 2.4076 41.8843 13.1900 24.7049 167.3937
256 4 0.8066 1.1171 1.4013 43.6443 12.2101 22.5931 78.9899
256 8 1.2384 1.0561 1.3376 45.7747 12.2300 21.7463 202.8358
512 2 1.6750 2.0290 2.1590 44.6893 12.1380 21.5348 307.8347
512 4 1.0911 1.0686 1.5678 42.5100 12.5441 20.6654 156.5624
512 8 1.4966 1.7357 2.1458 46.2654 12.9593 20.4596 88.7425

Table 29: Validation MSE for sensitivites computed by automatic differentiation for
all models trained on the medium volatility interval (σ P r0.3, 0.5s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 145.4490 52.6293 49.2460 113.5335 64.2115 74.1821 6.99E-04
32 2 0.9861 1.4715 0.7296 7.5415 2.5430 9.0824 1.71E-01
32 4 1.4716 0.9884 0.8964 6.4031 2.7003 8.2010 1.57E+00
32 8 0.2837 0.4378 0.2718 5.8537 2.0399 7.3820 1.05E+01
64 2 0.3698 0.5758 0.3684 6.1582 2.2100 8.2695 3.41E-01
64 4 0.3594 0.4232 0.2281 5.9818 1.8659 8.0227 7.83E-01
64 8 0.1890 0.3841 0.2137 5.9202 2.0635 7.6595 3.40E-01
128 2 0.3892 0.5632 0.2947 6.1560 1.8144 7.7361 3.11E-01
128 4 0.1457 0.3739 0.1353 6.0882 1.8490 7.8050 5.58E-01
128 8 0.1726 0.3297 0.1504 6.1446 1.8126 7.5450 3.21E-01
256 2 0.1766 0.3783 0.1714 6.0734 1.8288 7.7114 1.02E+00
256 4 0.1190 0.3226 0.1809 6.0282 1.8031 7.6061 3.73E-02
256 8 0.1763 0.3221 0.1871 6.1161 1.7676 7.5560 8.62E-02
512 2 0.1682 0.4156 0.1788 5.9985 1.7721 7.5082 1.66E+00
512 4 0.1579 0.3475 0.2701 6.0933 1.9388 7.4969 3.99E-01
512 8 0.5189 0.7371 0.3610 6.0368 1.8692 7.6736 1.02E+00
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Table 30: Validation MAPE for sensitivites computed by automatic differentiation
for all models trained on the medium volatility interval (σ P r0.3, 0.5s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 16.7135 10.8534 9.9615 87.1784 30.1881 36.8402 42.4050
32 2 1.2570 1.4599 1.1967 19.1778 6.5136 16.0557 567.7183
32 4 1.1581 1.4073 1.2100 20.6026 6.5890 15.0957 1726.7437
32 8 0.8221 1.0243 0.8857 19.9238 6.2231 14.5928 5032.3181
64 2 0.8061 1.1644 0.9561 20.4762 5.9330 14.7819 927.6356
64 4 0.7117 0.9755 0.6310 19.3271 5.9061 15.2036 1488.2081
64 8 0.6556 0.9531 0.6555 20.6688 6.0703 15.2195 812.2964
128 2 0.7369 1.0207 0.8222 20.5528 6.0471 14.9395 743.1221
128 4 0.5742 0.9872 0.5472 20.5824 5.9370 15.2925 931.4770
128 8 0.6132 0.9341 0.5744 20.4516 5.8501 15.2777 639.1392
256 2 0.6466 1.0935 0.6316 20.7703 5.8760 15.0322 1694.9873
256 4 0.5702 0.8880 0.5716 20.1403 5.8579 14.9444 251.4329
256 8 0.6226 0.9169 0.5564 20.5451 5.7613 15.0330 437.1617
512 2 0.6264 1.0224 0.6093 19.9314 5.7684 14.9983 2214.4012
512 4 0.5932 1.0115 0.6492 20.3725 6.0875 15.0431 984.9329
512 8 0.8349 1.2914 0.7311 19.5861 5.9323 15.0970 1670.6162

Table 31: Validation MSE for sensitivites computed by FDM for all models trained
on the medium volatility interval (σ P r0.3, 0.5s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 145.3361 52.6414 49.2497 113.5379 64.2441 74.2369 7.00E-04
32 2 0.9840 1.4716 0.7304 7.5407 2.5444 9.0873 1.02E-03
32 4 1.4733 0.9878 0.8959 6.3987 2.6988 8.2091 1.01E-03
32 8 0.2830 0.4378 0.2720 5.8590 2.0533 7.3792 3.93E-04
64 2 0.3706 0.5730 0.3679 6.1583 2.2112 8.2743 5.81E-04
64 4 0.3589 0.4222 0.2281 5.9879 1.8659 8.0290 1.57E-04
64 8 0.1904 0.3847 0.2141 5.9142 2.0624 7.6530 2.33E-04
128 2 0.3887 0.5627 0.2949 6.1563 1.8115 7.7386 1.48E-04
128 4 0.1454 0.3741 0.1358 6.0930 1.8517 7.8023 9.88E-05
128 8 0.1736 0.3287 0.1500 6.1435 1.8134 7.5513 1.04E-04
256 2 0.1770 0.3785 0.1712 6.0655 1.8272 7.7170 7.31E-05
256 4 0.1183 0.3216 0.1809 6.0314 1.7931 7.5890 6.14E-05
256 8 0.1756 0.3213 0.1873 6.1143 1.7705 7.5574 1.04E-04
512 2 0.1674 0.4150 0.1784 6.0021 1.7707 7.5162 7.25E-05
512 4 0.1564 0.3461 0.2692 6.0848 1.9340 7.4942 7.06E-05
512 8 0.5154 0.7354 0.3609 6.0362 1.8726 7.6759 1.87E-04
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Table 32: Validation MAPE for sensitivites computed by FDM for all models trained
on the medium volatility interval (σ P r0.3, 0.5s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 16.7100 10.8553 9.9604 87.2020 30.1876 36.8530 42.4582
32 2 1.2558 1.4585 1.1975 19.1603 6.5135 16.0556 40.3818
32 4 1.1563 1.4059 1.2099 20.5890 6.5875 15.1046 43.7204
32 8 0.8204 1.0232 0.8861 19.9301 6.2405 14.5891 25.1314
64 2 0.8051 1.1629 0.9564 20.4721 5.9343 14.7852 32.3728
64 4 0.7106 0.9736 0.6311 19.3338 5.9048 15.2067 17.2039
64 8 0.6555 0.9520 0.6562 20.6636 6.0690 15.2130 20.0588
128 2 0.7354 1.0197 0.8227 20.5710 6.0462 14.9378 16.7547
128 4 0.5729 0.9857 0.5478 20.5875 5.9401 15.2901 12.4114
128 8 0.6121 0.9321 0.5738 20.4447 5.8492 15.2827 13.2643
256 2 0.6463 1.0925 0.6315 20.7512 5.8748 15.0370 11.4510
256 4 0.5679 0.8861 0.5719 20.1564 5.8471 14.9312 10.0013
256 8 0.6210 0.9154 0.5566 20.5520 5.7639 15.0339 13.6449
512 2 0.6254 1.0209 0.6093 19.9391 5.7688 15.0065 11.2117
512 4 0.5912 1.0094 0.6495 20.3663 6.0811 15.0427 11.1716
512 8 0.8331 1.2897 0.7311 19.5891 5.9362 15.1010 18.1879

Table 33: Validation MSE for sensitivites computed by automatic differentiation for
all models trained on the medium volatility interval (σ P r0.3, 0.5s) using only half the
available training data (12M prices).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 58.9088 113.1110 54.3583 113.8008 76.9657 93.1364 5.94E-04
32 2 0.8742 0.7234 0.6197 6.5763 2.4849 8.5098 1.62E-01
32 4 0.3629 0.6707 0.2903 5.9189 2.1129 7.9274 2.57E-01
32 8 0.2546 0.4305 0.2764 5.9532 1.9951 7.6324 4.14E-01
64 2 0.6594 0.6659 0.4363 6.1144 2.2100 7.6992 7.21E-02
64 4 0.3240 0.4279 0.2278 5.8970 1.9668 7.6919 2.59E+00
64 8 0.1420 0.3515 0.2772 6.1017 1.9900 7.9596 9.02E-01
128 2 0.2406 0.4170 0.2206 6.2770 1.9287 7.7130 3.16E-02
128 4 0.1656 0.3253 0.1761 6.1812 1.8849 7.6265 1.73E+00
128 8 0.1476 0.3514 0.2114 6.1206 1.8330 7.7925 1.81E+00
256 2 0.1675 0.3693 0.1606 6.1483 1.8718 7.6216 4.31E-02
256 4 0.1409 0.3366 0.3229 6.1995 1.8017 7.5680 8.77E-01
256 8 0.1397 0.3608 0.2884 6.1818 1.8037 7.7455 1.87E-02
512 2 0.2802 0.3547 0.2218 5.9090 1.9624 7.7097 1.84E+00
512 4 0.2357 0.3917 0.3731 6.1103 1.8987 7.7840 4.58E-01
512 8 3.9917 2.6796 2.5132 6.3696 2.6221 8.1028 4.29E-01
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Table 34: Validation MAPE for sensitivites computed by automatic differentiation
for all models trained on the medium volatility interval (σ P r0.3, 0.5s) using only half
the available training data (12M prices).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 9.9322 16.4275 11.1717 106.5829 36.3718 47.9525 32.4090
32 2 1.1491 1.2581 1.1285 21.1089 6.5290 14.1655 653.2411
32 4 0.8408 1.1152 0.7811 19.8313 6.0290 15.1290 739.6258
32 8 0.7606 1.0842 0.8006 20.2031 5.9554 15.0290 882.1208
64 2 0.9290 1.0841 0.9566 18.6325 6.3600 15.1941 377.7390
64 4 0.6337 1.0161 0.6336 20.1203 5.9298 14.9775 2538.2635
64 8 0.6557 0.9539 0.7237 20.9369 5.9022 15.2842 1215.7631
128 2 0.6490 0.9324 0.7110 20.5482 6.2063 14.8014 224.2519
128 4 0.6274 0.9148 0.6233 19.8320 5.9712 15.0640 2175.5886
128 8 0.5964 1.0132 0.6081 19.9794 5.7934 15.3527 2067.8488
256 2 0.6128 0.9630 0.6077 20.3541 6.0892 15.1305 287.4456
256 4 0.5943 0.9021 0.6824 20.7734 5.7685 15.0188 1340.6243
256 8 0.5654 0.9514 0.6808 20.8695 5.7914 15.3208 197.0929
512 2 0.6496 0.9736 0.7122 20.6817 5.8361 15.0779 2298.5780
512 4 0.6310 0.9955 0.7060 20.1702 5.8883 15.3737 1058.5388
512 8 1.5071 2.0585 1.4040 20.8719 6.6682 15.3981 1067.1913

Table 35: Validation MSE for sensitivites computed by FDM for all models trained
on the medium volatility interval (σ P r0.3, 0.5s) using only half the available training
data (12M prices).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 58.9595 113.2182 54.3602 113.6737 77.0148 93.1344 5.93E-04
32 2 0.8761 0.7207 0.6196 6.5715 2.4841 8.5040 5.14E-04
32 4 0.3638 0.6697 0.2915 5.9220 2.1020 7.9263 5.92E-04
32 8 0.2574 0.4301 0.2767 5.9482 2.0005 7.6061 6.98E-04
64 2 0.6564 0.6672 0.4367 6.1186 2.2151 7.6908 3.48E-04
64 4 0.3251 0.4256 0.2277 5.9012 1.9625 7.6778 3.26E-04
64 8 0.1409 0.3496 0.2772 6.1006 1.9894 7.9513 3.31E-04
128 2 0.2404 0.4169 0.2206 6.2754 1.9355 7.7200 1.33E-04
128 4 0.1637 0.3264 0.1763 6.1877 1.8879 7.6304 1.38E-04
128 8 0.1476 0.3500 0.2116 6.1180 1.8352 7.7857 1.89E-04
256 2 0.1668 0.3693 0.1607 6.1380 1.8739 7.6237 1.21E-04
256 4 0.1405 0.3352 0.3227 6.2012 1.8057 7.5829 1.39E-04
256 8 0.1400 0.3594 0.2890 6.1790 1.7955 7.7422 2.01E-04
512 2 0.2798 0.3545 0.2218 5.9163 1.9713 7.7121 2.09E-04
512 4 0.2360 0.3919 0.3729 6.1013 1.8951 7.7865 2.14E-04
512 8 3.9866 2.6719 2.5045 6.3597 2.6173 8.0972 4.34E-04
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Table 36: Validation MAPE for sensitivites computed by FDM for all models trained
on the medium volatility interval (σ P r0.3, 0.5s) using only half the available training
data (12M prices).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 9.9337 16.4295 11.1726 106.5118 36.3743 47.9681 32.3679
32 2 1.1486 1.2568 1.1288 21.0937 6.5301 14.1641 30.4931
32 4 0.8402 1.1137 0.7817 19.8455 6.0195 15.1254 30.9982
32 8 0.7612 1.0834 0.8006 20.1942 5.9641 15.0115 35.0027
64 2 0.9281 1.0833 0.9575 18.6501 6.3625 15.1909 25.0196
64 4 0.6332 1.0137 0.6344 20.1249 5.9247 14.9698 21.5611
64 8 0.6535 0.9517 0.7241 20.9413 5.9016 15.2813 23.9914
128 2 0.6481 0.9316 0.7113 20.5469 6.2124 14.8054 16.0511
128 4 0.6259 0.9142 0.6239 19.8310 5.9771 15.0654 16.0065
128 8 0.5955 1.0115 0.6091 19.9749 5.7986 15.3486 18.1126
256 2 0.6111 0.9620 0.6079 20.3373 6.0914 15.1308 14.8405
256 4 0.5930 0.8996 0.6830 20.7503 5.7737 15.0340 16.0325
256 8 0.5649 0.9501 0.6818 20.8512 5.7810 15.3131 18.0890
512 2 0.6484 0.9727 0.7122 20.6980 5.8444 15.0792 18.4057
512 4 0.6296 0.9943 0.7064 20.1562 5.8842 15.3752 19.1717
512 8 1.5043 2.0545 1.4014 20.8725 6.6639 15.3960 27.6259

Table 37: Validation MSE for sensitivites computed by automatic differentiation for
all models trained on the high volatility interval (σ P r0.5, 0.7s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 4.0910 4.6567 5.7326 11.5659 20.1542 33.3036 8.05E-05
32 2 0.3047 0.6694 0.2879 2.9611 1.6944 5.6634 1.12E-02
32 4 0.1739 0.6818 0.2372 2.5933 1.6700 5.5912 2.55E-02
32 8 0.2162 0.6544 0.2120 2.4353 1.8753 5.5036 2.72E-01
64 2 0.2084 0.6754 0.2563 2.6674 1.7498 5.5398 6.12E-01
64 4 0.1598 0.5278 0.1804 2.6605 1.6054 5.4056 5.51E-01
64 8 0.2763 0.5811 0.1580 2.5195 1.5994 5.3083 1.14E-01
128 2 0.1321 0.6213 0.1178 2.4513 1.5182 5.3141 6.06E-02
128 4 0.1090 0.5727 0.1070 2.5584 1.5324 5.3709 4.52E-01
128 8 0.1200 0.5701 0.1616 2.4852 1.5273 5.4131 4.54E-01
256 2 0.1451 0.5784 0.1315 2.5666 1.5011 5.4620 5.21E-01
256 4 0.1416 0.5855 0.1728 2.4699 1.5262 5.3717 2.61E-01
256 8 0.1406 0.5946 0.1376 2.5302 1.5545 5.3891 9.49E-01
512 2 0.1999 0.5917 0.1742 2.6120 1.5164 5.4122 2.18E+00
512 4 0.2229 0.6344 0.2394 2.5299 1.5507 5.4713 6.66E-01
512 8 0.4701 0.6958 0.3685 2.5462 1.5638 5.5104 2.03E-01
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Table 38: Validation MAPE for sensitivites computed by automatic differentiation
for all models trained on the high volatility interval (σ P r0.5, 0.7s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 3.0726 4.5287 4.0257 19.3376 16.7336 19.1016 8.4909
32 2 0.9292 1.7614 0.8630 10.1465 5.3908 9.9892 107.7277
32 4 0.6707 1.7161 0.7965 8.3643 5.5251 9.9006 167.6909
32 8 0.7546 1.7316 0.7031 8.3227 5.8696 9.9031 539.7209
64 2 0.8013 1.7220 0.7616 9.1102 5.8181 10.0125 913.7091
64 4 0.6349 1.5512 0.5949 8.7982 5.5500 9.9213 794.5599
64 8 0.7126 1.6477 0.5515 8.3747 5.4857 9.7861 317.0108
128 2 0.6506 1.7425 0.5328 8.2944 5.5327 9.8222 228.7210
128 4 0.5964 1.6153 0.4550 8.6955 5.5185 9.8804 722.6223
128 8 0.6099 1.6319 0.5313 8.3693 5.4709 9.9043 732.0407
256 2 0.6922 1.6867 0.5676 8.8830 5.4464 9.9330 839.2559
256 4 0.6393 1.6158 0.5595 8.3620 5.4968 9.8860 553.9808
256 8 0.6409 1.6457 0.4956 8.4616 5.5586 9.8966 1116.3335
512 2 0.7414 1.6579 0.6683 8.8731 5.4449 9.9123 1735.8763
512 4 0.6783 1.7255 0.6096 8.4825 5.5657 9.9978 935.4870
512 8 0.8593 1.7060 0.7500 8.4950 5.5113 9.9782 479.7584

Table 39: Validation MSE for sensitivites computed by FDM for all models trained
on the high volatility interval (σ P r0.5, 0.7s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 4.1130 4.6567 5.6536 11.5397 20.1700 33.3083 8.15E-05
32 2 0.3082 0.6688 0.2976 2.9621 1.6927 5.6626 2.67E-04
32 4 0.1747 0.6813 0.2342 2.5931 1.6718 5.5898 2.26E-04
32 8 0.2175 0.6540 0.2092 2.4390 1.8763 5.4997 3.08E-04
64 2 0.2080 0.6746 0.2588 2.6653 1.7519 5.5399 1.89E-04
64 4 0.1612 0.5273 0.1805 2.6576 1.6076 5.4083 1.50E-04
64 8 0.2826 0.5806 0.1583 2.5177 1.6016 5.3114 1.63E-04
128 2 0.1335 0.6208 0.1174 2.4483 1.5178 5.3146 1.20E-04
128 4 0.1087 0.5723 0.1080 2.5626 1.5335 5.3669 9.63E-05
128 8 0.1204 0.5699 0.1648 2.4895 1.5282 5.4195 8.74E-05
256 2 0.1463 0.5779 0.1367 2.5654 1.5023 5.4628 8.13E-05
256 4 0.1412 0.5848 0.1690 2.4698 1.5252 5.3745 7.73E-05
256 8 0.1406 0.5941 0.1388 2.5274 1.5511 5.3856 7.05E-05
512 2 0.1993 0.5912 0.1740 2.6134 1.5163 5.4138 6.16E-05
512 4 0.2244 0.6339 0.2345 2.5300 1.5501 5.4717 7.62E-05
512 8 0.4744 0.6944 0.3824 2.5494 1.5654 5.5084 9.74E-05
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Table 40: Validation MAPE for sensitivites computed by FDM for all models trained
on the high volatility interval (σ P r0.5, 0.7s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

7 1 3.0767 4.5285 4.0162 19.3136 16.7500 19.1053 8.5246
32 2 0.9306 1.7604 0.8745 10.1493 5.3928 9.9862 14.8263
32 4 0.6704 1.7154 0.7931 8.3684 5.5273 9.8990 13.8896
32 8 0.7535 1.7308 0.7007 8.3341 5.8687 9.8943 15.8733
64 2 0.8003 1.7211 0.7641 9.1088 5.8211 10.0123 12.0706
64 4 0.6359 1.5501 0.5959 8.7934 5.5520 9.9261 10.1496
64 8 0.7134 1.6466 0.5512 8.3712 5.4877 9.7924 11.4086
128 2 0.6517 1.7416 0.5314 8.2879 5.5321 9.8242 9.6455
128 4 0.5953 1.6142 0.4583 8.7049 5.5222 9.8773 8.2695
128 8 0.6097 1.6312 0.5370 8.3827 5.4706 9.9137 8.5625
256 2 0.6926 1.6858 0.5718 8.8788 5.4446 9.9320 8.0181
256 4 0.6390 1.6150 0.5563 8.3654 5.4926 9.8872 7.4758
256 8 0.6406 1.6448 0.4937 8.4577 5.5510 9.8893 7.6241
512 2 0.7412 1.6569 0.6678 8.8722 5.4463 9.9116 7.0632
512 4 0.6782 1.7244 0.6056 8.4831 5.5627 9.9976 7.5596
512 8 0.8595 1.7049 0.7519 8.5060 5.5161 9.9763 9.0893

Table 41: Validation MSE for sensitivites computed by automatic differentiation for
all models trained on the full volatility interval (σ P r0.1, 0.7s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 29.7079 14.5231 45.5839 42.3071 38.9926 39.6613 6.81E-01
32 4 6.5841 6.5573 9.1394 13.2388 13.9316 15.3632 3.50E-01
32 8 3.2500 3.4168 3.1323 11.5657 9.7420 12.4599 2.34E+00
64 2 14.2283 11.7481 17.3288 19.6715 18.2670 21.8050 2.42E-01
64 4 1.7805 1.4282 3.7345 9.3769 6.8500 10.7000 7.26E-01
64 8 1.1416 1.4718 2.1699 8.9923 5.1889 11.1279 6.11E-01
128 2 2.4420 3.5880 4.8954 9.1928 11.8088 12.7336 7.48E-01
128 4 1.1900 1.2688 1.5072 8.1320 5.2754 10.1001 3.61E+00
128 8 0.8866 0.9780 0.9432 7.6754 4.5890 9.8808 6.09E+00
256 2 1.6968 2.8178 3.1609 9.9025 9.0689 11.5886 1.91E+00
256 4 0.6535 0.6492 1.0553 7.9746 4.2220 10.1350 5.07E-01
256 8 0.9850 1.0324 1.4275 8.0605 4.5220 9.8272 3.07E+00
512 2 1.6986 1.9590 2.3963 8.7164 9.0491 12.2948 4.67E+00
512 4 0.8051 1.0607 0.9538 7.7451 4.2501 9.6947 2.72E+00
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Table 42: Validation MAPE for sensitivites computed by automatic differentiation
for all models trained on the full volatility interval (σ P r0.1, 0.7s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 5.1208 4.8980 5.1893 36.3231 14.4197 19.9988 2567.3816
32 4 2.9009 3.3137 2.9514 27.3693 10.6106 16.2047 2175.3800
32 8 2.3107 2.5280 2.3564 18.5112 9.9380 14.5730 13743.5805
64 2 3.9055 4.6137 4.3351 28.0417 11.5944 16.9545 7540.4287
64 4 1.5769 1.9985 1.7470 21.6756 9.1724 15.1490 9878.2214
64 8 1.3818 1.9057 1.8503 22.9326 8.2532 15.2432 8200.6756
128 2 1.9170 2.6215 2.6139 21.5278 9.6232 15.5989 3871.8229
128 4 1.3506 1.6480 1.5057 23.1429 8.2377 14.7653 8982.9476
128 8 1.1264 1.7310 1.2623 23.7543 8.2216 14.6740 10177.5218
256 2 1.5500 2.2801 1.9241 22.2793 9.5597 14.6078 9133.0171
256 4 1.0987 1.3784 1.2035 22.8283 8.2243 15.0630 6251.0429
256 8 1.2882 1.5727 1.3163 23.7683 8.4911 14.4326 17920.7038
512 2 1.4692 1.8578 1.8071 20.6673 8.7419 16.3969 12549.6233
512 4 1.1000 1.5406 1.1857 22.9568 8.1693 15.5438 5762.2089

Table 43: Validation MSE for sensitivites computed by FDM for all models trained
on the full volatility interval (σ P r0.1, 0.7s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 29.6634 14.5460 45.6072 41.1573 38.9596 39.6872 6.49E-03
32 4 6.5846 6.5466 9.1696 13.1588 13.9534 15.3388 4.45E-03
32 8 3.2393 3.4158 3.1723 11.5844 9.7595 12.4564 3.44E-03
64 2 14.2397 11.7479 17.3617 20.0220 18.2878 21.7201 3.98E-03
64 4 1.7801 1.4246 3.7462 9.3515 6.8244 10.7161 1.63E-03
64 8 1.1409 1.4596 2.1999 9.3449 5.2072 11.1115 1.04E-03
128 2 2.4427 3.6106 4.9109 8.9851 11.8235 12.7059 1.14E-03
128 4 1.1916 1.2893 1.5071 8.3445 5.2901 10.1036 4.48E-04
128 8 0.8849 0.9813 0.9501 7.6513 4.5708 9.8820 4.61E-04
256 2 1.6968 2.8127 3.1708 10.2651 9.0832 11.5576 6.06E-04
256 4 0.6510 0.6485 1.0623 7.9685 4.2362 10.1117 1.82E-04
256 8 0.9748 1.0509 1.4473 8.0123 4.5454 9.8571 3.04E-04
512 2 1.6930 2.0401 2.4025 8.4003 9.0721 12.3351 4.34E-04
512 4 0.8010 1.0708 0.9561 7.7554 4.2634 9.7024 1.86E-04

Table 44: Validation MAPE for sensitivites computed by FDM for all models trained
on the full volatility interval (σ P r0.1, 0.7s).

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 5.1196 4.8991 5.1890 36.1800 14.4120 20.0250 544.9987
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32 4 2.9021 3.3129 2.9519 27.3303 10.6306 16.0732 568.3678
32 8 2.3101 2.5273 2.3642 18.5218 9.9500 14.5493 246.8171
64 2 3.9054 4.6126 4.3382 28.1048 11.6047 16.9644 335.2313
64 4 1.5767 1.9974 1.7493 21.6387 9.1701 15.0704 301.1929
64 8 1.3808 1.9042 1.8530 23.1751 8.2673 15.2055 355.2881
128 2 1.9169 2.6219 2.6146 21.4610 9.6331 15.4622 299.6697
128 4 1.3508 1.6479 1.5054 23.2421 8.2454 14.7381 167.6249
128 8 1.1255 1.7316 1.2646 23.6957 8.2131 14.6634 67.6899
256 2 1.5499 2.2796 1.9239 22.3410 9.5602 14.6674 213.4534
256 4 1.0969 1.3770 1.2111 22.8073 8.2404 15.0504 126.1751
256 8 1.2848 1.5731 1.3193 23.6775 8.5116 14.3506 64.7719
512 2 1.4678 1.8589 1.8098 20.5281 8.7559 16.3323 233.8601
512 4 1.0977 1.5393 1.1894 22.9618 8.1776 15.5597 99.3356
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A.3 Retrained models
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Figure 30: MSE as a function of training epoch for medium volatility models (σ P
r0.3, 0.5s) retrained from 2020-03-02 to 2020-03-03. Network size is displayed as nodes
per hidden layerˆhidden layers. Note that that loss in epoch zero is loss at the end
of the first retraining epoch — not loss without any retraining at all.

94



0 20 40 60 80 100 120 140
Epoch

10 4

10 3

10 2

10 1

100

101

102

Lo
ss

 (M
SE

)

32x2xswish
64x2xswish
128x2xswish
256x2xswish
512x2xswish

Training
Validation

(a) Two hidden layers.

0 20 40 60 80 100 120 140
Epoch

10 4

10 3

10 2

10 1

100

101

102

Lo
ss

 (M
SE

)

32x8xswish
64x8xswish
128x8xswish
256x8xswish
512x8xswish

Training
Validation

(b) Eight hidden layers.

Figure 31: MSE as a function of training epoch for medium volatility models (σ P
r0.3, 0.5s) retrained from high volatility models (σ P r0.5, 0.7s), from 2020-03-02 to
2020-03-03. Network size is displayed as nodes per hidden layerˆhidden layers.
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Figure 32: MSE as a function of training epoch for medium volatility models (σ P
r0.3, 0.5s) retrained from low volatility models (σ P r0.1, 0.3s), from 2020-03-02 to
2020-03-03. Network size is displayed as nodes per hidden layerˆhidden layers.
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Figure 33: MSE as a function of training epoch for medium volatility models (σ P
r0.3, 0.5s) trained from scratch to 2020-03-03. Network size is displayed as nodes per
hidden layerˆhidden layers.
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Figure 34: MSE as a function of training epoch for medium volatility models (σ P
r0.3, 0.5s) retrained from 2020-03-03 to 2020-03-04. Network size is displayed as nodes
per hidden layerˆhidden layers. Note that that loss in epoch zero is loss at the end
of the first retraining epoch — not loss without any retraining at all.
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Figure 35: MSE as a function of training epoch for medium volatility models (σ P
r0.3, 0.5s) trained from scratch to 2020-03-04. Network size is displayed as nodes per
hidden layerˆhidden layers.
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Table 45: Validation price MSE for all models trained or retrained to 2020-03-04 on
the medium volatility interval (σ P r0.3, 0.5s).

N L 02 to 03 03 scratch 02 to 03 (low to medium) 02 to 03 (high to medium)

32 2 2.61E-03 1.63E-03 3.08E-03 1.88E-03
32 4 1.23E-03 8.53E-04 7.97E-04 9.24E-04
32 8 4.32E-04 6.67E-04 5.96E-04 8.45E-04
64 2 7.58E-04 1.20E-03 1.35E-03 7.35E-04
64 4 3.44E-04 4.08E-04 5.03E-04 7.19E-04
64 8 3.74E-04 4.22E-04 4.66E-04 5.01E-04
128 2 4.36E-04 4.49E-04 7.55E-04 4.98E-04
128 4 2.84E-04 3.15E-04 3.90E-04 4.35E-04
128 8 3.72E-04 5.49E-04 4.98E-04 3.68E-04
256 2 2.56E-04 3.75E-04 5.81E-04 3.80E-04
256 4 3.12E-04 5.11E-04 6.10E-04 3.44E-04
256 8 4.26E-04 7.99E-04 6.61E-04 3.45E-04
512 2 2.76E-04 4.48E-04 6.65E-04 3.44E-04
512 4 4.36E-04 8.26E-04 9.23E-04 3.83E-04
512 8 6.11E-04 1.19E-03 1.84E-03 4.75E-04
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Table 46: Validation price MAPE for all models trained or retrained to 2020-03-04
on the medium volatility interval (σ P r0.3, 0.5s).

N L 02 to 03 03 scratch 02 to 03 (low to medium) 02 to 03 (high to medium)

32 2 0.1644 0.1245 0.1597 0.1334
32 4 0.1130 0.0918 0.0865 0.0890
32 8 0.0647 0.0721 0.0727 0.0807
64 2 0.0769 0.1124 0.1122 0.0806
64 4 0.0562 0.0618 0.0707 0.0859
64 8 0.0596 0.0629 0.0625 0.0659
128 2 0.0687 0.0683 0.0866 0.0667
128 4 0.0534 0.0562 0.0594 0.0678
128 8 0.0635 0.0734 0.0692 0.0594
256 2 0.0491 0.0608 0.0761 0.0580
256 4 0.0542 0.0708 0.0756 0.0577
256 8 0.0632 0.0826 0.0808 0.0564
512 2 0.0501 0.0685 0.0774 0.0562
512 4 0.0671 0.0919 0.1000 0.0624
512 8 0.0773 0.1123 0.1233 0.0693

Table 47: Validation price MSE and MAPE for all models trained or retrained
to 2020-03-04 on the medium volatility interval (σ P r0.3, 0.5s). Note that models
retrained from 2020-03-03 are the same which had been retrained from 2020-03-02.

N L 2020-03-03 to 04 2020-03-04

MSE MAPE MSE MAPE

32 2 2.17E-03 0.1479 2.13E-03 0.1318
32 4 1.01E-03 0.1023 7.09E-04 0.0839
32 8 3.92E-04 0.0582 8.11E-04 0.0837
64 2 7.40E-04 0.0761 6.89E-04 0.0822
64 4 3.24E-04 0.0542 3.90E-04 0.0592
64 8 3.15E-04 0.0533 4.15E-04 0.0619
128 2 3.83E-04 0.0631 4.67E-04 0.0662
128 4 2.91E-04 0.0519 3.32E-04 0.0582
128 8 3.70E-04 0.0586 3.94E-04 0.0593
256 2 2.63E-04 0.0502 4.35E-04 0.0635
256 4 3.14E-04 0.0540 3.04E-04 0.0526
256 8 4.55E-04 0.0651 8.21E-04 0.0883
512 2 2.74E-04 0.0490 4.84E-04 0.0700
512 4 5.13E-04 0.0705 7.47E-04 0.0871
512 8 7.25E-04 0.0840 1.11E-03 0.1019
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Table 48: Validation MSE for sensitivities computed by automatic differentiation for
all medium volatility (σ P r0.3, 0.5s) models retrained from 2020-03-02 to 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 0.9102 1.3416 0.6609 7.2475 2.5729 8.9331 1.64E-01
32 4 1.0465 0.8371 0.6869 6.2707 2.5231 8.0070 1.65E+00
32 8 0.3117 0.5052 0.2646 5.7598 2.0459 7.2709 1.04E+01
64 2 0.3464 0.5392 0.3111 6.0228 2.1324 8.0778 3.48E-01
64 4 0.2420 0.4117 0.2205 6.0613 1.8287 7.6589 7.73E-01
64 8 0.1563 0.3937 0.2705 5.8700 2.0730 7.5345 3.33E-01
128 2 0.3424 0.5523 0.2569 6.0948 1.8340 7.5154 3.00E-01
128 4 0.1511 0.4342 0.2199 5.9683 1.8017 7.4224 5.59E-01
128 8 0.3436 0.4651 0.3002 6.1381 1.8083 7.3225 3.27E-01
256 2 0.1416 0.3932 0.1591 5.9642 1.8589 7.5511 1.00E+00
256 4 0.1547 0.4658 0.3575 5.9378 1.8801 7.3296 4.00E-02
256 8 0.4334 0.4769 0.3068 6.0686 1.8059 7.5319 8.71E-02
512 2 0.1726 0.4240 0.1755 6.1105 1.7964 7.3395 1.66E+00
512 4 0.3093 0.5702 0.3311 6.0374 1.8581 7.2613 4.00E-01
512 8 1.2474 1.2760 1.0173 6.2032 1.9487 7.5558 1.01E+00

Table 49: Validation MAPE for sensitivities computed by automatic differentiation
for all medium volatility (σ P r0.3, 0.5s) models retrained from 2020-03-02 to 2020-03-
03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 1.1965 1.4111 1.1539 19.8949 6.7018 16.5336 556.1328
32 4 1.0149 1.3777 1.1068 22.8087 6.6703 15.3243 1787.9622
32 8 0.8268 1.0849 0.8310 21.3479 6.3448 14.7355 5005.3567
64 2 0.7757 1.1461 0.9069 22.2821 6.0523 15.1007 935.9370
64 4 0.6654 0.9975 0.6345 21.3436 5.9846 15.1859 1474.0746
64 8 0.6589 1.0198 0.7520 22.4220 6.2910 15.4539 800.9408
128 2 0.7123 1.0504 0.7459 22.7182 6.2233 15.0587 724.6646
128 4 0.6082 0.9983 0.6952 22.5581 5.9904 15.3110 927.6515
128 8 0.7518 1.1212 0.7666 23.5838 5.9943 15.0576 635.7842
256 2 0.6452 1.1360 0.6346 22.6279 6.1257 15.2101 1680.2439
256 4 0.6394 1.0644 0.6933 22.6460 6.0671 15.0938 260.8595
256 8 0.8368 1.0356 0.7886 23.0073 5.9119 15.0814 440.7989
512 2 0.6672 1.1032 0.6271 22.5294 6.0132 15.0655 2209.6321
512 4 0.8237 1.2148 0.8596 23.0229 5.9741 14.7905 982.7244
512 8 1.0534 1.4748 1.0800 21.3807 6.0927 15.3571 1660.4953
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Table 50: Validation MSE for sensitivities computed by FDM for all medium volat-
ility (σ P r0.3, 0.5s) models retrained from 2020-03-02 to 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 0.9094 1.3449 0.6611 7.2451 2.5658 8.9207 8.61E-04
32 4 1.0455 0.8364 0.6868 6.2740 2.5217 8.0134 7.26E-04
32 8 0.3126 0.5048 0.2642 5.7711 2.0455 7.2576 3.98E-04
64 2 0.3453 0.5396 0.3111 6.0198 2.1241 8.0758 4.57E-04
64 4 0.2396 0.4109 0.2205 6.0701 1.8309 7.6448 2.24E-04
64 8 0.1563 0.3885 0.2708 5.8827 2.0735 7.5295 2.61E-04
128 2 0.3419 0.5507 0.2570 6.0902 1.8397 7.5039 1.80E-04
128 4 0.1512 0.4342 0.2203 5.9690 1.8074 7.4340 2.32E-04
128 8 0.3416 0.4664 0.3002 6.1476 1.8121 7.3101 2.33E-04
256 2 0.1421 0.3937 0.1594 5.9583 1.8565 7.5541 1.48E-04
256 4 0.1551 0.4674 0.3575 5.9320 1.8790 7.3320 2.34E-04
256 8 0.4344 0.4774 0.3070 6.0599 1.7984 7.5185 2.16E-04
512 2 0.1720 0.4237 0.1759 6.1013 1.8059 7.3353 1.64E-04
512 4 0.3111 0.5694 0.3315 6.0244 1.8532 7.2575 2.64E-04
512 8 1.2471 1.2768 1.0176 6.1969 1.9501 7.5661 2.95E-04

Table 51: Validation MAPE for sensitivities computed by FDM for all medium
volatility (σ P r0.3, 0.5s) models retrained from 2020-03-02 to 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 1.1961 1.4111 1.1541 19.8874 6.6977 16.5275 37.2687
32 4 1.0145 1.3767 1.1069 22.8173 6.6684 15.3300 36.7526
32 8 0.8275 1.0835 0.8315 21.3445 6.3477 14.7230 25.2426
64 2 0.7741 1.1454 0.9071 22.2736 6.0430 15.0974 28.3384
64 4 0.6628 0.9962 0.6346 21.3675 5.9838 15.1752 19.3322
64 8 0.6580 1.0176 0.7525 22.4429 6.2912 15.4520 21.9222
128 2 0.7109 1.0489 0.7462 22.7163 6.2295 15.0490 18.2486
128 4 0.6073 0.9975 0.6959 22.5664 5.9970 15.3182 19.6762
128 8 0.7499 1.1202 0.7669 23.5910 5.9959 15.0481 20.8279
256 2 0.6453 1.1355 0.6347 22.6235 6.1225 15.2114 16.6467
256 4 0.6386 1.0638 0.6940 22.6343 6.0670 15.0931 20.1299
256 8 0.8364 1.0353 0.7891 22.9898 5.9019 15.0703 19.6177
512 2 0.6666 1.1022 0.6277 22.5178 6.0213 15.0611 17.0318
512 4 0.8238 1.2136 0.8601 22.9943 5.9701 14.7857 21.3741
512 8 1.0524 1.4732 1.0798 21.3728 6.0945 15.3609 22.5732
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Table 52: Validation MSE for sensitivities computed by automatic differentiation for
all medium volatility (σ P r0.3, 0.5s) models trained from scratch on 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 0.6827 0.7176 0.5971 7.3345 2.7064 9.0854 8.29E-03
32 4 0.7142 0.8293 0.4268 5.9128 2.2381 8.1310 2.90E-01
32 8 0.2720 0.5842 0.2784 6.2757 2.0793 7.6626 6.38E-01
64 2 0.7206 0.7781 0.5055 6.6629 2.3446 7.8975 4.01E-02
64 4 0.2766 0.4021 0.2628 6.0521 2.0687 7.4607 7.52E-01
64 8 0.2421 0.6063 0.2386 5.9136 2.0329 7.3381 4.09E+00
128 2 0.3628 0.4785 0.2956 6.2009 1.9803 7.4481 2.75E-01
128 4 0.2053 0.4102 0.2557 6.1169 1.8284 7.3396 2.17E+00
128 8 0.4247 0.5096 0.4359 6.3898 1.8041 7.0489 5.81E-01
256 2 0.3229 0.5028 0.2617 5.8295 1.8889 7.5524 3.88E-01
256 4 0.3699 0.5945 0.3774 5.9949 1.9071 7.6858 1.07E-01
256 8 1.1116 0.9025 0.5684 6.4491 1.9702 7.3054 7.06E-01
512 2 0.5487 0.7718 0.3025 6.0340 1.8099 7.4229 1.98E+00
512 4 0.4630 1.0294 0.4056 6.5535 1.7832 7.7374 5.86E-01
512 8 6.8396 3.1263 7.0666 6.5160 3.9831 7.7324 1.57E-01

Table 53: Validation MAPE for sensitivities computed by automatic differentiation
for all medium volatility (σ P r0.3, 0.5s) models trained from scratch on 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 1.0704 1.4432 1.2399 22.4268 6.1867 17.0296 132.5270
32 4 0.8489 1.1429 0.9877 21.8978 6.4543 14.9735 776.7715
32 8 0.8841 1.2944 0.7613 22.7059 6.3673 14.4458 1093.3182
64 2 0.9771 1.2383 1.0683 22.1866 6.5515 16.0547 282.4435
64 4 0.7112 1.0690 0.7691 22.2363 6.3475 15.1652 1140.2981
64 8 0.7236 1.1372 0.7744 21.6958 6.3318 15.3318 3144.1353
128 2 0.7749 1.0881 0.8392 20.2479 6.2743 14.8487 803.2068
128 4 0.7019 1.1053 0.6904 21.9007 6.0979 15.1178 2409.6079
128 8 0.9179 1.0300 0.8931 23.2014 5.9380 14.6544 1012.2539
256 2 0.7711 1.1414 0.8176 22.9558 6.3276 15.2473 1018.4274
256 4 0.9170 1.0472 0.8245 22.6328 6.0916 15.0847 436.6534
256 8 0.9939 1.3016 0.9327 23.9166 6.2141 15.4710 1282.9759
512 2 0.7526 1.2689 0.7424 23.2632 5.9528 15.4233 2418.2862
512 4 1.0066 1.0433 0.9714 24.4831 5.9655 15.6168 1063.3426
512 8 1.5875 1.8870 1.5819 23.7071 6.3779 15.7478 525.5433
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Table 54: Validation MSE for sensitivities computed by FDM for all medium volat-
ility (σ P r0.3, 0.5s) models trained from scratch on 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 0.6839 0.7152 0.5984 7.3398 2.7208 9.0770 4.75E-04
32 4 0.7131 0.8287 0.4275 5.9161 2.2434 8.1355 5.14E-04
32 8 0.2717 0.5826 0.2800 6.2777 2.0847 7.6690 6.03E-04
64 2 0.7209 0.7773 0.5053 6.6590 2.3417 7.8885 5.65E-04
64 4 0.2777 0.4015 0.2635 6.0578 2.0578 7.4629 2.91E-04
64 8 0.2431 0.6064 0.2390 5.9290 2.0327 7.3309 2.50E-04
128 2 0.3633 0.4781 0.2954 6.1913 1.9807 7.4491 2.41E-04
128 4 0.2044 0.4098 0.2557 6.1198 1.8318 7.3308 2.44E-04
128 8 0.4207 0.5084 0.4365 6.3943 1.7937 7.0487 3.75E-04
256 2 0.3220 0.5018 0.2619 5.8265 1.8857 7.5500 2.57E-04
256 4 0.3702 0.5945 0.3782 5.9985 1.9032 7.6869 3.39E-04
256 8 1.1122 0.9051 0.5688 6.4299 1.9704 7.2985 4.71E-04
512 2 0.5476 0.7717 0.3021 6.0370 1.8197 7.4213 2.83E-04
512 4 0.4622 1.0300 0.4059 6.5496 1.7826 7.7308 4.18E-04
512 8 6.8331 3.1341 7.0640 6.5067 3.9662 7.7433 1.03E-03

Table 55: Validation MAPE for sensitivities computed by FDM for all medium
volatility (σ P r0.3, 0.5s) models trained from scratch on 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 1.0704 1.4418 1.2405 22.4475 6.1933 17.0226 30.8363
32 4 0.8485 1.1423 0.9882 21.9038 6.4581 14.9707 30.7861
32 8 0.8833 1.2933 0.7629 22.7143 6.3727 14.4487 34.8529
64 2 0.9766 1.2377 1.0684 22.1793 6.5484 16.0474 32.2208
64 4 0.7104 1.0678 0.7702 22.2553 6.3386 15.1653 22.2650
64 8 0.7235 1.1361 0.7744 21.7014 6.3326 15.3274 20.7490
128 2 0.7737 1.0871 0.8393 20.2340 6.2754 14.8478 20.5452
128 4 0.7000 1.1041 0.6909 21.9250 6.0995 15.1150 20.8944
128 8 0.9156 1.0286 0.8935 23.2074 5.9251 14.6533 25.4035
256 2 0.7697 1.1399 0.8177 22.9647 6.3246 15.2479 21.6564
256 4 0.9153 1.0460 0.8251 22.6544 6.0893 15.0825 24.1643
256 8 0.9926 1.3007 0.9331 23.8878 6.2148 15.4659 28.3898
512 2 0.7513 1.2678 0.7426 23.2721 5.9622 15.4215 22.5228
512 4 1.0058 1.0418 0.9714 24.4758 5.9640 15.6110 28.9181
512 8 1.5867 1.8863 1.5814 23.6922 6.3750 15.7591 35.9810
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Table 56: Validation MSE for sensitivities computed by automatic differentiation for
all low volatility (σ P r0.1, 0.3s) models retrained to medium volatility (σ P r0.3, 0.5s)
from 2020-03-02 to 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 1.2999 1.3648 0.8602 7.1685 2.2367 8.1830 4.39E-01
32 4 0.5272 0.5115 0.4753 6.0352 1.9907 7.8354 3.19E-01
32 8 0.4191 0.4781 0.2712 5.9866 2.1079 7.9873 2.64E-01
64 2 0.7173 1.1820 0.7235 5.8208 2.4010 7.3327 9.68E-02
64 4 0.3210 0.6150 0.4891 6.0546 1.8940 7.5647 5.79E-01
64 8 0.2401 0.5164 0.2906 5.9722 1.8352 7.6670 5.89E-01
128 2 0.6271 0.8912 0.4415 6.2939 2.2470 7.5809 3.23E-02
128 4 0.4788 0.5349 0.2801 5.9610 1.9755 7.5747 3.32E-01
128 8 0.3001 0.6792 0.3908 5.8695 1.9732 7.6295 1.55E-01
256 2 0.4881 0.7223 0.4037 6.4251 2.0581 7.8693 1.26E-01
256 4 0.3961 0.5021 0.5913 6.2266 1.9194 7.2532 8.10E-02
256 8 1.2320 0.9579 0.9221 5.9545 2.6209 7.7494 2.24E-01
512 2 1.0403 0.8035 0.5120 6.6438 2.1588 7.7302 1.75E-01
512 4 0.7513 1.9444 0.6819 6.1602 1.7788 7.3712 2.55E-01
512 8 5.9103 6.3055 5.7550 7.7109 3.6027 9.0643 4.09E-01

Table 57: Validation MAPE for sensitivities computed by automatic differenti-
ation for all low volatility (σ P r0.1, 0.3s) models retrained to medium volatility
(σ P r0.3, 0.5s) from 2020-03-02 to 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 1.3839 1.6427 1.4011 23.8291 6.0281 15.4823 1105.2305
32 4 0.9032 1.0528 0.8398 21.3682 5.9872 15.7003 945.3487
32 8 0.8460 1.0559 0.8086 21.8831 5.9827 15.4251 793.7914
64 2 1.0602 1.5360 1.3683 22.8349 6.7823 14.6946 525.9573
64 4 0.7749 1.1241 1.0123 22.2576 5.8784 15.5832 1233.0067
64 8 0.7106 1.1038 0.8141 22.6666 6.0424 15.4964 997.3377
128 2 0.9561 1.4856 1.0292 23.3513 6.1540 14.7799 260.0809
128 4 0.8524 1.0687 0.7812 22.0789 6.2129 15.0233 860.8668
128 8 0.7379 1.1327 0.8717 22.0282 6.1348 14.9764 535.7437
256 2 0.9058 1.2252 0.8929 23.6883 6.5190 15.5147 523.4921
256 4 0.9385 1.1574 0.8979 22.5355 6.0939 14.7467 412.6341
256 8 1.1586 1.3288 1.2210 23.1600 6.3588 14.1067 638.6862
512 2 1.1308 1.4166 0.9882 23.5243 6.1681 14.8684 646.1674
512 4 1.0127 1.5050 1.1251 21.8555 5.8765 14.2419 781.1343
512 8 2.2988 2.6801 2.6268 24.1941 6.9203 15.1865 1043.3309
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Table 58: Validation MSE for sensitivities computed by FDM for all low volatility
(σ P r0.1, 0.3s) models retrained to medium volatility (σ P r0.3, 0.5s) from 2020-03-02
to 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 1.3025 1.3716 0.8611 7.1539 2.2357 8.1553 4.89E-04
32 4 0.5283 0.5133 0.4761 6.0277 1.9885 7.8376 3.63E-04
32 8 0.4168 0.4794 0.2718 5.9847 2.1165 7.9985 5.22E-04
64 2 0.7170 1.1835 0.7242 5.8151 2.3995 7.3287 5.14E-04
64 4 0.3208 0.6126 0.4890 6.0471 1.9059 7.5670 2.37E-04
64 8 0.2396 0.5161 0.2911 5.9582 1.8355 7.6699 3.60E-04
128 2 0.6267 0.8971 0.4408 6.2909 2.2455 7.5779 3.12E-04
128 4 0.4775 0.5308 0.2802 5.9583 1.9758 7.5820 2.46E-04
128 8 0.3002 0.6792 0.3907 5.8682 1.9834 7.6204 3.00E-04
256 2 0.4860 0.7232 0.4038 6.4218 2.0591 7.8847 2.24E-04
256 4 0.3944 0.5001 0.5897 6.2265 1.9152 7.2529 3.53E-04
256 8 1.2347 0.9552 0.9220 5.9672 2.6388 7.7390 3.91E-04
512 2 1.0409 0.8025 0.5121 6.6363 2.1583 7.7435 4.11E-04
512 4 0.7501 1.9449 0.6827 6.1644 1.7783 7.3727 5.15E-04
512 8 5.8980 6.2956 5.7370 7.7099 3.6080 9.0590 5.00E-04

Table 59: Validation MAPE for sensitivities computed by FDM for all low volatility
(σ P r0.1, 0.3s) models retrained to medium volatility (σ P r0.3, 0.5s) from 2020-03-02
to 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 1.3830 1.6422 1.4010 23.8246 6.0158 15.4645 30.1605
32 4 0.9030 1.0528 0.8398 21.3619 5.9839 15.7038 25.5920
32 8 0.8441 1.0548 0.8096 21.8662 5.9896 15.4290 30.9336
64 2 1.0581 1.5355 1.3691 22.8062 6.7791 14.6881 30.4242
64 4 0.7738 1.1230 1.0128 22.2719 5.8901 15.5846 20.3516
64 8 0.7093 1.1019 0.8149 22.6198 6.0414 15.4966 26.5390
128 2 0.9548 1.4856 1.0292 23.3431 6.1516 14.7789 22.1476
128 4 0.8507 1.0669 0.7819 22.0733 6.2125 15.0199 21.4042
128 8 0.7368 1.1320 0.8719 22.0394 6.1362 14.9680 23.3734
256 2 0.9051 1.2239 0.8929 23.6814 6.5206 15.5241 20.3808
256 4 0.9368 1.1555 0.8974 22.5337 6.0903 14.7446 24.7642
256 8 1.1582 1.3274 1.2208 23.1802 6.3577 14.0995 26.4675
512 2 1.1300 1.4155 0.9881 23.5128 6.1679 14.8796 27.4514
512 4 1.0112 1.5035 1.1249 21.8605 5.8756 14.2428 30.7043
512 8 2.2963 2.6775 2.6234 24.1930 6.9222 15.1781 28.6813
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Table 60: Validation MSE for sensitivities computed by automatic differentiation for
all high volatility (σ P r0.5, 0.7s) models retrained to medium volatility (σ P r0.3, 0.5s)
from 2020-03-02 to 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 0.6614 0.6729 0.7660 7.2112 2.7621 8.7579 9.16E-03
32 4 0.4764 0.4953 0.3033 6.1214 2.5027 7.9229 3.23E-02
32 8 0.2365 0.5621 0.2998 5.8707 2.6174 7.6523 3.36E-01
64 2 0.3379 0.4921 0.3949 6.0537 2.2287 7.7820 3.77E-01
64 4 0.4787 0.4775 0.2490 5.9740 2.2610 7.6916 1.50E+00
64 8 0.2882 0.4366 0.3134 5.9175 2.0832 7.3802 2.41E-01
128 2 0.2322 0.4817 0.2823 5.9030 1.9225 7.8070 2.61E-01
128 4 0.1880 0.4175 0.2267 6.2020 1.8892 7.6417 1.72E+00
128 8 0.2518 0.4320 0.2222 5.8188 1.9619 7.4854 1.10E+00
256 2 0.2327 0.4097 0.2612 6.1162 1.8919 7.6535 2.72E+00
256 4 0.2266 0.4182 0.2661 6.1209 1.9797 7.4671 8.98E-01
256 8 0.2819 0.4649 0.2559 5.9423 1.9180 7.4475 1.82E+00
512 2 0.1769 0.4207 0.1903 6.0816 1.9286 7.6061 5.41E+00
512 4 0.3143 0.5709 0.3588 5.7963 2.0007 7.4972 1.48E+00
512 8 0.4520 0.5341 0.4625 5.9972 1.9177 7.5560 5.49E-01

Table 61: Validation MAPE for sensitivities computed by automatic differenti-
ation for all high volatility (σ P r0.5, 0.7s) models retrained to medium volatility
(σ P r0.3, 0.5s) from 2020-03-02 to 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 0.9967 1.3492 1.1331 23.4269 6.7420 15.2876 145.1528
32 4 0.9699 1.1496 0.8633 22.2508 6.3991 15.2423 263.8016
32 8 0.7533 1.0516 0.8081 23.0455 6.6624 15.1186 842.9680
64 2 0.8872 1.1508 0.9866 21.5506 6.4697 15.3074 1008.8528
64 4 0.7991 0.9520 0.7429 22.3656 6.1394 15.6097 1935.6407
64 8 0.6884 1.0349 0.7508 22.8156 6.1671 15.0356 658.2413
128 2 0.7777 1.0990 0.7719 21.4919 6.1058 15.5638 715.0948
128 4 0.7302 1.1203 0.6917 22.3415 6.0609 15.5249 2090.2702
128 8 0.7243 1.1240 0.6720 22.0253 6.3289 15.0677 1644.8554
256 2 0.7522 1.1072 0.7740 22.2518 5.9485 15.3009 2784.9076
256 4 0.7941 1.0222 0.7864 22.1263 6.2711 15.2576 1547.7901
256 8 0.7209 1.0839 0.7667 22.2524 6.2565 15.2495 2259.9375
512 2 0.6915 1.0993 0.6748 21.8304 6.1408 15.3920 3931.9950
512 4 0.8488 1.0724 0.7849 22.2602 6.1486 14.9277 2042.3735
512 8 0.8818 1.0752 0.8938 22.6221 6.3135 15.1990 1189.0559

108



Table 62: Validation MSE for sensitivities computed by FDM for all high volatility
(σ P r0.5, 0.7s) models retrained to medium volatility (σ P r0.3, 0.5s) from 2020-03-02
to 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 0.6582 0.6717 0.7654 7.2082 2.7567 8.7476 5.14E-04
32 4 0.4745 0.4950 0.3032 6.1115 2.5048 7.9236 4.81E-04
32 8 0.2371 0.5565 0.3009 5.8771 2.6230 7.6211 7.08E-04
64 2 0.3384 0.4919 0.3944 6.0489 2.2372 7.7792 4.03E-04
64 4 0.4785 0.4742 0.2483 5.9780 2.2623 7.6735 4.35E-04
64 8 0.2871 0.4356 0.3142 5.9158 2.0922 7.4007 3.81E-04
128 2 0.2316 0.4803 0.2816 5.9041 1.9156 7.7927 2.73E-04
128 4 0.1874 0.4190 0.2272 6.1978 1.8926 7.6364 1.97E-04
128 8 0.2515 0.4317 0.2225 5.8058 1.9615 7.4753 2.65E-04
256 2 0.2323 0.4096 0.2613 6.1225 1.8974 7.6561 2.30E-04
256 4 0.2258 0.4175 0.2664 6.1319 1.9760 7.4450 1.75E-04
256 8 0.2819 0.4646 0.2553 5.9407 1.9103 7.4561 2.41E-04
512 2 0.1766 0.4205 0.1905 6.0850 1.9266 7.6047 2.48E-04
512 4 0.3160 0.5700 0.3586 5.7921 1.9986 7.4967 3.65E-04
512 8 0.4523 0.5320 0.4623 5.9956 1.9182 7.5503 3.03E-04

Table 63: Validation MAPE for sensitivities computed by FDM for all high volatility
(σ P r0.5, 0.7s) models retrained to medium volatility (σ P r0.3, 0.5s) from 2020-03-02
to 2020-03-03.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 0.9954 1.3482 1.1333 23.4275 6.7371 15.2841 30.3934
32 4 0.9689 1.1485 0.8634 22.2206 6.3994 15.2402 29.2727
32 8 0.7524 1.0487 0.8095 23.0638 6.6659 15.0964 34.4173
64 2 0.8866 1.1499 0.9866 21.5432 6.4739 15.3045 26.8343
64 4 0.7995 0.9495 0.7432 22.3521 6.1404 15.6019 27.6327
64 8 0.6876 1.0336 0.7516 22.8069 6.1743 15.0448 27.0293
128 2 0.7768 1.0977 0.7721 21.4872 6.0956 15.5530 23.1537
128 4 0.7291 1.1197 0.6923 22.3567 6.0639 15.5214 19.3152
128 8 0.7234 1.1229 0.6723 21.9874 6.3273 15.0586 21.6671
256 2 0.7512 1.1058 0.7744 22.2626 5.9559 15.3032 20.8377
256 4 0.7928 1.0215 0.7870 22.1277 6.2687 15.2379 17.2344
256 8 0.7196 1.0830 0.7666 22.2507 6.2473 15.2565 19.5675
512 2 0.6909 1.0985 0.6751 21.8342 6.1400 15.3922 20.3888
512 4 0.8498 1.0710 0.7849 22.2550 6.1475 14.9237 25.3748
512 8 0.8809 1.0735 0.8942 22.5957 6.3129 15.1965 23.3711
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Table 64: Validation MSE for sensitivities computed by automatic differentiation for
all medium volatility (σ P r0.3, 0.5s) models retrained from 2020-03-03 to 2020-03-04,
which in turn had been retrained from 2020-03-02.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 0.7793 1.1729 0.5497 6.8982 2.4091 8.8244 1.55E-01
32 4 0.8449 0.7305 0.5844 6.1886 2.3412 7.8712 1.71E+00
32 8 0.3042 0.4684 0.2432 5.7408 1.9621 7.3662 1.04E+01
64 2 0.3423 0.5165 0.2936 5.9887 2.1036 8.0483 3.46E-01
64 4 0.2941 0.4630 0.1974 5.8498 1.8150 7.8109 7.78E-01
64 8 0.1940 0.4082 0.2082 5.8796 1.9798 7.5595 3.38E-01
128 2 0.2820 0.5037 0.2217 6.1266 1.7895 7.5845 2.85E-01
128 4 0.1833 0.4190 0.2170 5.9686 1.7446 7.3631 5.67E-01
128 8 0.2877 0.4683 0.3853 5.8516 1.9016 7.2558 3.34E-01
256 2 0.1321 0.3948 0.1592 5.8678 1.8172 7.4992 9.96E-01
256 4 0.1582 0.4507 0.2531 6.0112 1.7898 7.4157 4.10E-02
256 8 0.5022 0.7844 0.4502 5.9756 1.9050 7.4007 8.63E-02
512 2 0.1609 0.4451 0.1754 6.1922 1.7764 7.4543 1.68E+00
512 4 0.4438 0.7383 0.5210 6.3261 2.0429 7.5796 4.20E-01
512 8 2.4260 1.3782 1.1167 5.8557 2.2442 7.9727 1.02E+00

Table 65: Validation MAPE for sensitivities computed by automatic differentiation
for all medium volatility (σ P r0.3, 0.5s) models retrained from 2020-03-03 to 2020-03-
04, which in turn had been retrained from 2020-03-02.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 1.1113 1.3213 1.0692 19.3200 6.5185 17.2992 180.0440
32 4 0.9780 1.2681 1.0367 22.3967 6.4295 15.6577 610.4444
32 8 0.8041 1.0538 0.7978 20.7517 6.1667 15.1177 1658.1362
64 2 0.7553 1.1111 0.8596 22.0125 5.9074 15.5531 311.9427
64 4 0.7109 1.0267 0.5952 20.4285 5.9096 15.6028 491.7741
64 8 0.7126 1.0207 0.6938 21.7375 6.0841 15.5132 271.0729
128 2 0.6959 1.0177 0.7026 22.7177 6.1094 15.5146 233.3392
128 4 0.6302 1.0065 0.7020 22.1090 5.8964 15.2900 309.8692
128 8 0.6797 1.0891 0.7967 21.8753 6.0849 15.2311 215.1720
256 2 0.6432 1.1363 0.6243 22.2033 5.9280 15.3954 556.1309
256 4 0.6670 1.0343 0.6903 22.0330 5.9151 15.1555 88.1845
256 8 0.8244 1.2120 0.8840 21.9971 6.0703 14.6901 144.8114
512 2 0.6441 1.0975 0.6046 22.2583 5.8370 15.6604 740.6530
512 4 0.8769 1.3358 0.9013 23.9535 6.5028 14.8997 337.9594
512 8 1.1281 1.5003 1.1097 20.7433 6.2830 15.7088 554.3156
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Table 66: Validation MSE for sensitivities computed by FDM for all medium volat-
ility (σ P r0.3, 0.5s) models retrained from 2020-03-03 to 2020-03-04, which in turn
had been retrained from 2020-03-02.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 0.7780 1.1689 0.5497 6.8892 2.4154 8.8195 8.60E-04
32 4 0.8425 0.7282 0.5843 6.1965 2.3480 7.8822 6.47E-04
32 8 0.3070 0.4678 0.2433 5.7366 1.9623 7.3493 3.81E-04
64 2 0.3408 0.5120 0.2944 5.9905 2.0978 8.0578 5.11E-04
64 4 0.2933 0.4621 0.1972 5.8505 1.8053 7.8224 2.02E-04
64 8 0.1936 0.4087 0.2083 5.8741 1.9752 7.5756 1.96E-04
128 2 0.2814 0.5020 0.2217 6.1255 1.7851 7.5840 1.41E-04
128 4 0.1825 0.4181 0.2172 5.9519 1.7448 7.3610 1.38E-04
128 8 0.2885 0.4688 0.3846 5.8461 1.8969 7.2520 1.67E-04
256 2 0.1313 0.3948 0.1589 5.8678 1.8254 7.4961 1.17E-04
256 4 0.1595 0.4525 0.2531 6.0105 1.7788 7.4238 1.76E-04
256 8 0.5014 0.7941 0.4507 5.9862 1.9060 7.3932 3.14E-04
512 2 0.1620 0.4451 0.1756 6.1909 1.7719 7.4523 1.26E-04
512 4 0.4428 0.7348 0.5221 6.3142 2.0448 7.5882 3.02E-04
512 8 2.4257 1.3806 1.1166 5.8499 2.2421 7.9710 2.92E-04

Table 67: Validation MAPE for sensitivities computed by FDM for all medium
volatility (σ P r0.3, 0.5s) models retrained from 2020-03-03 to 2020-03-04, which in
turn had been retrained from 2020-03-02.

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 1.1105 1.3197 1.0698 19.3169 6.5194 17.2922 12.3938
32 4 0.9757 1.2661 1.0368 22.4206 6.4334 15.6608 11.7038
32 8 0.8042 1.0523 0.7982 20.7484 6.1699 15.1033 8.4890
64 2 0.7534 1.1087 0.8599 22.0047 5.9039 15.5587 10.1321
64 4 0.7095 1.0252 0.5956 20.4274 5.8979 15.6131 6.5533
64 8 0.7110 1.0198 0.6940 21.7328 6.0779 15.5182 6.1622
128 2 0.6951 1.0160 0.7028 22.7079 6.1084 15.5158 5.4862
128 4 0.6286 1.0049 0.7026 22.0908 5.8950 15.2865 5.4698
128 8 0.6792 1.0881 0.7964 21.8779 6.0813 15.2293 5.8595
256 2 0.6411 1.1356 0.6243 22.2011 5.9368 15.3913 4.9531
256 4 0.6662 1.0338 0.6908 22.0407 5.9052 15.1644 6.1660
256 8 0.8234 1.2120 0.8840 22.0163 6.0741 14.6829 7.8451
512 2 0.6439 1.0966 0.6047 22.2590 5.8328 15.6581 4.9756
512 4 0.8752 1.3339 0.9021 23.9407 6.5013 14.9062 8.1608
512 8 1.1264 1.5000 1.1098 20.7337 6.2833 15.7071 8.0500
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Table 68: Validation MSE for sensitivities computed by automatic differentiation for
all medium volatility (σ P r0.3, 0.5s) models trained from scratch on 2020-03-04

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 0.7949 0.7840 0.7819 7.2991 2.9817 8.3066 1.53E-01
32 4 0.5700 0.6101 0.4241 6.0225 2.1593 7.7996 7.49E-01
32 8 0.5164 0.8695 0.3266 6.3170 1.9929 7.9509 1.49E+00
64 2 0.3943 0.5431 0.2584 6.0886 1.9947 7.6077 2.18E-01
64 4 0.3461 0.6009 0.2419 5.6392 1.9155 7.8642 2.18E-01
64 8 0.4228 0.5632 0.2308 5.9348 1.7622 7.6025 1.92E-01
128 2 0.2721 0.5360 0.2949 6.1117 2.1203 7.6589 5.20E-02
128 4 0.2428 0.5029 0.2363 6.0130 1.7719 7.6153 8.16E-01
128 8 0.2291 0.4595 0.2575 5.9556 1.7377 7.5252 3.68E-01
256 2 0.3158 0.6084 0.2798 6.4588 1.8898 7.7735 5.59E-01
256 4 0.1760 0.4237 0.2679 5.8425 1.8322 7.4256 1.89E+00
256 8 1.1202 1.3747 0.8637 6.2403 1.9887 7.2270 1.13E+00
512 2 0.4365 0.9467 0.4008 6.0713 1.8007 7.6315 1.34E+00
512 4 0.6939 0.7567 0.6162 6.0497 2.0169 7.3079 5.07E-01
512 8 1.8802 1.8903 1.4456 6.2436 2.1830 7.9778 1.14E+00

Table 69: Validation MAPE for sensitivities computed by automatic differentiation
for all medium volatility (σ P r0.3, 0.5s) models trained from scratch on 2020-03-04

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 1.2056 1.3876 1.3480 18.5605 6.8290 15.4523 188.5036
32 4 0.8377 1.0399 0.8107 21.2784 6.0812 15.8544 446.5042
32 8 0.7909 1.1295 0.9004 20.9936 6.0962 15.5881 630.2935
64 2 0.8562 1.1268 0.6989 20.8443 5.9791 15.4480 256.0409
64 4 0.6894 1.0692 0.7246 21.6148 6.0290 15.4490 250.9753
64 8 0.8098 1.1926 0.6313 21.6963 5.7301 15.1747 211.8933
128 2 0.7082 1.1388 0.7993 22.4186 6.4208 15.4070 89.5619
128 4 0.7020 1.0535 0.7651 22.3003 5.7994 15.4750 440.8623
128 8 0.7854 1.1019 0.7639 21.3660 5.7531 15.0120 261.2720
256 2 0.8361 1.2910 0.7455 21.1730 6.1734 15.0868 372.3758
256 4 0.6887 1.0574 0.7309 22.0476 6.0464 15.1587 753.3673
256 8 1.1519 1.3858 1.1175 22.4241 5.6371 14.5197 558.1133
512 2 0.8310 1.2365 0.7858 22.6585 5.8727 15.1477 645.7193
512 4 1.1345 1.2586 1.1117 23.7236 6.2486 14.8394 342.3190
512 8 1.5296 1.7323 1.3643 22.1344 5.5656 15.0451 567.4208
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Table 70: Validation MSE for sensitivities computed by FDM for all medium volat-
ility (σ P r0.3, 0.5s) models trained from scratch on 2020-03-04

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 0.7928 0.7823 0.7816 7.3037 2.9867 8.3148 6.07E-04
32 4 0.5696 0.6093 0.4245 6.0191 2.1554 7.8068 5.07E-04
32 8 0.5167 0.8694 0.3266 6.3249 1.9965 7.9579 8.53E-04
64 2 0.3940 0.5442 0.2588 6.0882 2.0008 7.6113 2.66E-04
64 4 0.3462 0.6014 0.2422 5.6342 1.9225 7.8755 2.32E-04
64 8 0.4232 0.5654 0.2312 5.9359 1.7641 7.5973 4.30E-04
128 2 0.2701 0.5348 0.2951 6.1179 2.1232 7.6542 2.24E-04
128 4 0.2428 0.5023 0.2365 6.0057 1.7714 7.6247 2.15E-04
128 8 0.2245 0.4559 0.2577 5.9573 1.7388 7.5265 2.84E-04
256 2 0.3158 0.6078 0.2799 6.4626 1.8796 7.7760 2.60E-04
256 4 0.1751 0.4250 0.2675 5.8488 1.8272 7.4140 2.06E-04
256 8 1.1201 1.3764 0.8627 6.2651 1.9890 7.2192 4.29E-04
512 2 0.4362 0.9465 0.4009 6.0829 1.8052 7.6323 4.32E-04
512 4 0.6915 0.7611 0.6153 6.0462 2.0189 7.3117 3.48E-04
512 8 1.8760 1.8871 1.4404 6.2382 2.1836 7.9700 4.02E-04

Table 71: Validation MAPE for sensitivities computed by FDM for all medium
volatility (σ P r0.3, 0.5s) models trained from scratch on 2020-03-04

N L ∆m
0 ∆m

1 ∆m
2 V0 V1 V2 Θd

32 2 1.2040 1.3864 1.3483 18.5830 6.8309 15.4565 11.2266
32 4 0.8365 1.0388 0.8112 21.2708 6.0770 15.8580 9.7726
32 8 0.7900 1.1294 0.9008 21.0103 6.1072 15.5946 12.2398
64 2 0.8559 1.1264 0.6996 20.8441 5.9866 15.4524 7.6735
64 4 0.6893 1.0685 0.7251 21.6057 6.0363 15.4548 7.0748
64 8 0.8094 1.1917 0.6316 21.6920 5.7324 15.1714 8.9712
128 2 0.7069 1.1375 0.7999 22.4100 6.4235 15.4094 6.9839
128 4 0.7008 1.0515 0.7656 22.2875 5.7984 15.4775 6.1615
128 8 0.7836 1.1005 0.7644 21.3314 5.7532 15.0119 7.2721
256 2 0.8358 1.2902 0.7461 21.1745 6.1645 15.0926 7.1936
256 4 0.6874 1.0574 0.7307 22.0475 6.0406 15.1527 6.5782
256 8 1.1514 1.3848 1.1175 22.4577 5.6410 14.5115 9.6980
512 2 0.8307 1.2350 0.7859 22.6886 5.8762 15.1504 8.9271
512 4 1.1328 1.2583 1.1115 23.7074 6.2475 14.8451 8.8591
512 8 1.5269 1.7302 1.3624 22.1326 5.5689 15.0400 9.3475
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A.4 Software used

Table 72: Software versions used for timing results.

Software Name

Operating system Windows 10 Enterprise (Version 1903)
Python version 3.7.6
GPU Driver 26.21.14.4219
CUDA version 10.1
Tensorflow version 2.1.0
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