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TRAINING REQUIREMENTS, AUTOMATION, AND JOB

POLARISATION∗

Andy Feng and Georg Graetz

We analyse how job training requirements interact with engineering complexity in shaping firms’ automation
decisions. A model that distinguishes between a task’s engineering complexity and its training requirements
predicts that when two tasks are equally complex, firms automate the task that requires more training. Under
plausible conditions this leads to job polarisation, and in particular to polarisation of employment by initial
training requirements. US data provide empirical support for the model’s implications. Training requirements
and a measure of engineering complexity account for much of US job polarisation from 1980 to 2008.

How do firms respond to technological advances that facilitate the automation of a wide range
of job tasks? Which tasks will they automate, and what types of worker will be replaced as a
result? Given wide-spread concerns about technological change and the future of employment,
such questions are of critical importance to policy makers (see for instance Berger and Frey,
2016). In this article, we investigate theoretically how job training requirements and engineering
complexity interact in shaping automation decisions. We derive new predictions regarding pat-
terns of occupational employment growth, and test them using data on training requirements and
proxies of engineering complexity.

Our starting point is the observation that tasks which are difficult to automate are not necessarily
difficult for humans and vice versa (Moravec, 1988). We build a model that distinguishes between
a task’s engineering complexity and its training requirements. There are tasks that are easy to
any worker but building a machine capable of performing them may be costly if not impossible.
Occupations such as waiters, taxi drivers, or housekeepers are intensive in the use of vision,
movement, and communication, which are complex functions from an engineering point of view.
On the other hand, a task like bookkeeping requires knowledge of arithmetic which takes humans
years to learn, but which is trivial from an engineering perspective. The key insight from our
model is that when two tasks are equally complex, firms are more likely to automate the task
that requires more training and in which labour is hence more expensive. Under reasonable
assumptions about the relations between skills, task attributes, and workers’ productivity, the
equilibrium sorting of workers to tasks is such that both low- and high-skill workers are shielded
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from increased automation. The replacement and subsequent reallocation of middle-skill workers
then leads to job polarisation and faster wage growth at the extremes of the distribution than in
the middle.

The model predicts that employment polarises by initial training requirements, and that com-
plex occupations see faster growth. We construct measures of occupational training requirements
and engineering complexity using the Dictionary of Occupational Titles (DOT), and find that
employment growth at the level of three-digit occupations in the USA from 1980 to 2008 is well
described by a quadratic in training and a linear term in complexity. This parsimonious regres-
sion model accounts for much of job polarisation during this period. We also find support for
the theoretical prediction that the complexity-growth relationship is weakest among occupations
with low training requirements.

Our article is most closely related to the literature on task-biased technological change that
started with the seminal contribution of Autor et al. (2003 (ALM)).1 ALM argued that information
and communication technology could only substitute for human labour in a particular set of tasks;
they constructed indices of occupational task characteristics meant to capture these substitution
possibilities (later consolidated to the now widely used routine index by Autor and Dorn, 2013);
and documented that these indices predicted employment shifts consistent with the predictions
of the task framework. On a conceptual level, they showed that the skill-bias of technology can
be understood as stemming from technology’s task bias—automation may benefit the workers
who perform tasks that are not automated.

We aim to complement the existing literature by explicitly introducing training requirements
into the task framework; by analysing how they interact with engineering complexity in deter-
mining the task bias of automation; and by exploring new empirical implications derived from
this analysis. In our theoretical work, we employ the tools developed by Costinot and Vogel
(2010) and Acemoglu and Autor (2011), which make it possible to model in a tractable way the
assignment of capital and heterogenous workers to tasks, as well as changes in this assignment
in response to changes in model parameters, in a general equilibrium setting. While those papers
also analyse selective automation of tasks, they do not characterise the task space in terms of
both training requirements and complexity, as we do here.2

The contribution of our empirical work is to explore the importance of training requirements
and a newly constructed complexity index for occupational employment growth in the USA.
While several papers argue convincingly for a link between task-biased technological change
and job polarisation, we show that in the USA, regression models of occupational employment
growth based on the routine index of Autor and Dorn (2013) tend to under-predict the rise in
low-wage employment.3 By incorporating training requirements into the empirical model, we
are able to improve on the ability of the task framework to account for job polarisation.

1 See also the earlier contribution by Bresnahan (1999).
2 Acemoglu and Restrepo (2018b) discuss the advantages of the task framework for modelling automation. Acemoglu

and Restrepo (2018c) use the task framework to explore the effects of automation on the wage level, the labour share,
and wage inequality in the long-run, incorporating directed technological change as well as the introduction of new tasks.
Again using the task framework, Acemoglu and Restrepo (2018a) analyse the effects of automation that may target both
low-skill and high-skill workers. Hemous and Olsen (2014) investigate the impact of automation on wages in the context
of expanding product varieties. While all these papers share with us a notion of complexity, none incorporates training
requirements into the analysis.

3 Recent job polarisation was first documented for the USA by Autor et al. (2006), for the UK by Goos and Manning
(2007), and for other European economies by Goos et al. (2009). For evidence supporting the technological explanation
of recent job polarisation across mainly European economies, see Michaels et al. (2014), and Goos et al. (2014).
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1. The Model

1.1. Production

We begin by describing the production side of the model. Output of the unique final good Y is
produced by combining task inputs yλ(σ ) via a Cobb-Douglas production function:

log Y = 1

μ

∫ σ

σ

{β0 log y0(σ ) + β1 log y1(σ )} dσ, (1)

where we impose that the share parameters βλ add up to one and μ ≡ σ − σ to ensure constant
returns to scale. The meaning of the task indices λ ∈ {0, 1} and σ ∈ [σ, σ ] will become clear
below.4 Workers, who differ by skill s, and homogenous capital (machines) are perfect substitutes
in the production of tasks:

yλ(σ ) = AK αK (sK , σ )kλ(σ ) + AN

∫ s

s
αN

λ (s, σ )nλ(s, σ )ds, (2)

where kλ(σ ) denotes the amount of capital used and similarly nλ(s, σ ) denotes the amount of type-
s labour. AK, AN are task-neutral productivity terms augmenting capital and labour, respectively.
The task-specific productivities αK (sK , σ ), αN

λ (s, σ ) of capital and labour are defined as:

αK (sK , σ ) ≡ 1 − σ/sK , αN
λ (s, σ ) ≡ 1 − λσ/s, (3)

where we will restrict the values of function arguments and parameters such that the expressions
are strictly positive.

The interpretation of (3), and hence the task indices, is as follows. Start with capital. To
convert one unit of generic capital into a machine capable of performing a specific task, a design
expenditure must be incurred which is given by σ/sK . The design expenditure increases in σ ,
which represents the engineering complexity of a task. Due to incurring a design expenditure, a
unit of capital ends up producing not AK, but AKαK(sK, σ ) < AK units of task output. Improvements
in automation technology imply an increase in sK, equivalent to a fall in the design cost 1/sK ,
which raises machines’ task output for a given level of complexity (such improvements may also
imply an increase in AK, as we discuss in the Online Appendix).

Now consider workers. Suppose they are endowed with a unit endowment of time. A worker
of type s requires a training time of λσ/s to be able to perform a task (λ, σ ). The remaining
time is spent in production, so that a worker does not produce AN, but ANα(s, σ ) ≤ AN units of
task output. The complexity of a task does not necessarily affect the amount of training required.
In particular, no training is required if completion of a task relies solely on functions that all
workers are endowed with or have acquired at early age, regardless of the complexity of the
task. These are the tasks with λ = 0, which we call innate ability tasks. Workers cannot rely on
any pre-existing endowments in the case of λ = 1 tasks. We call such non-innate tasks learned
tasks. Training requirements do increase with complexity in learned tasks: to become capable of
performing the learned task of complexity σ , a worker of type s requires an amount of training
σ/s. Higher skilled workers face a flatter complexity-training gradient in learned tasks.5 Note

4 We use a subscript to refer to the discrete dimension of the task space, λ, and write the continuous dimension σ as a
function argument.

5 In innate ability tasks, all workers produce AN units of task output regardless of skill. We could also let AN vary with
worker skill s, but this would not qualitatively affect the characterisation of equilibrium and comparative statics, except
that there would then be wage dispersion among workers performing innate ability tasks.
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that the distinction of innate ability versus learned is about the extensive margin of training, while
the interaction of learned with complexity concerns the intensive margin of training.6,7

Our assumptions about tasks, workers, and machines are motivated by insights from research
into artificial intelligence, robotics, and cognitive science. Researchers in these fields have long
been aware that some abilities that humans acquire quickly at an early age rely in fact on highly
complex functions that are difficult if not impossible to reverse-engineer. In contrast, many
abilities that humans must painstakingly acquire, such as mastery in arithmetic, are trivial from
an engineering perspective. This observation has become known as Moravec’s paradox: ‘[It] is
comparatively easy to make computers exhibit adult-level performance in solving problems on
intelligence tests or playing checkers, and difficult or impossible to give them the skills of a one-
year-old when it comes to perception and mobility’ (Moravec, 1988, p. 15). Moravec resolves
the puzzle by considering the objective or intrinsic difficulty of a task, for instance the amount of
information processing required, or the degrees of freedom and dexterity necessary to carry out
a certain physical action. In terms of intrinsic difficulty, arithmetic is much easier than walking
or face-to-face communication.8 The reason that we are usually not aware of this fact, and why
Moravec’s observation at first seems puzzling, is that we rely on innate abilities9 for functions
like movement or perception, but have no such advantage when it comes to abstract tasks like
arithmetic.10

Table 1 gives an overview of our task framework. For various levels of engineering complexity
we provide examples for tasks that require little or no training (innate ability); as well as for
tasks that require training, whose duration is increasing in complexity (learned). The table also
relates our framework to two existing frameworks from the literature. ALM (2003) introduced
the concept of ‘routine-ness’, tasks that are repetitive and codifiable and hence easy to automate.
Routine tasks correspond to tasks at the lower end of the complexity spectrum. Frey and Osborne
(2017 (FO)) offer predictions about which occupations will be subject to automation in the near

6 A more general model would allow λ to vary continuously. This would imply that the relationship between complexity
and training requirements (holding skill constant) increases gradually as λ increases, rather than jumping from being
flat to positive as we assume here. While the more general assumption seems intriguing, it would complicate the formal
analysis dramatically.

7 The way we model training implies that training reduces productivity, because workers spend less time in production.
What we have in mind is that, in reality, training must in some way be reflected in the costs of employing workers, either
because it is on the job, or because workers undertake it prior to labour market entry and expect to be compensated for it
through wages. Our model captures this idea in a reduced-form way.

8 A possible indicator of the intrinsic difficulty of a task, or its complexity, is the computer power a machine requires
to perform the task. A common if imperfect measure of computer power is million instructions per second (MIPS, see
Nordhaus, 2007 for a discussion of MIPS as a measure of computing power). UNIVAC I, a computer built in 1951
and able to perform arithmetic operations at a much faster rate than humans, performed at 0.002 MIPS. ASIMO, a
robot introduced in 2000 that walks, recognises faces and processes natural language, requires about 4,000 MIPS (for a
comparison of various computers, including UNIVAC I, and processors by MIPS, see http://en.wikipedia.org/wiki/Inst
ructions per second, retrieved on 16 October 2013; for technical details of ASIMO, see Sakagami et al., 2002). By this
measure, a set of tasks routinely performed by any three-year-old is two million times more complex than arithmetic.

9 ‘Innateness’ of a certain skill does not need to imply that humans are born with it; instead, the subsequent development
of the skill could be genetically encoded. For a critical discussion of the concept of innateness, see Mameli and Bateson
(2011).

10 Moravec (1988, pp. 15–6) provides an evolutionary explanation for this: ‘. . . survival in the fierce competition over
such limited resources as space, food, or mates has often been awarded to the animal that could most quickly produce
a correct action from inconclusive perceptions. Encoded in the large, highly evolved sensory and motor portions of the
human brain is a billion years of experience about the nature of the world and how to survive in it. The deliberate process
we call reasoning is, I believe, the thinnest veneer of human thought, effective only because it is supported by this much
older and much more powerful, though usually unconscious, sensorimotor knowledge. We are all prodigious olympians
in perceptual and motor areas, so good that we make the difficult look easy. Abstract thought, though, is a new trick,
perhaps less than 100 thousand years old. We have not yet mastered it. It is not all that intrinsically difficult; it just seems
so when we do it.’
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Table 1. Two-Dimensional Task Framework: Examples and Relation to
Literature.

COMPLEXITY

Low Medium High

ALM framework Routine Non-routine

FO framework Automatable
Subject to
bottlenecks

INNATE ABILITY Crushing rocks Customer reception Childcare
Fast food preparation Driving a car Event planning

LEARNED Bookkeeping Pre-trial research Arguing a legal case
Weaving Trading stocks Designing fashion

Notes: The task dimensions used in this article are shown in small capitals. Complexity is
continuous in the model, but discretised here to facilitate examples and a comparison with
the literature. The mappings between complexity and the task frameworks by ALM (2003)
and FO (2017) are illustrated in the two rows above the examples.

future. The tasks they characterise as automatable and subject to bottlenecks correspond to the
middle- and high-range of complexity, respectively. While our complexity variable is conceptually
similar to the ALM and FO measures, the second dimension we introduce—training—and its
interaction with complexity, have not been considered before.11

1.2. Market Structure and Equilibrium

We assume that all factors of production are inelastically supplied, including a fixed amount of
capital K and a measure v(s) of type-s workers, where v( · ) is a differentiable probability density
function on finite support [s, s]. We assume that s > σ, sk > σ so that the expressions in (3) are
strictly positive.

Suppose that there is a large number of final good firms buying task outputs from intermediate
goods firms at prices pλ(σ ). Intermediate goods firms hire capital at a rental rate r and type-s
workers at a wage w(s) to accomplish task production. All markets are perfectly competitive.12

The main object of interest for characterising the model’s competitive equilibrium is the
assignment of factors to tasks.13 Intermediate goods firms choose the factor that allows them
to produce a unit of task output at the least cost. Hence, factor assignment is determined by
comparative advantage. Patterns of comparative advantage are described by (3). In learned tasks,
high-skill workers have a comparative advantage over low-skill workers in more-complex tasks,
as the training-complexity gradient is flatter the higher a worker’s skill. Similarly, a worker with
s > sK has a comparative advantage over machines in more-complex tasks. Mathematically, this
is because the functions αK , αN

1 are log-supermodular in sK (or s) and σ . In innate ability tasks, all
workers have a comparative advantage over machines in more-complex tasks, as their productivity
does not decrease with complexity, unlike that of machines. Finally, comparing a learned task to

11 Autor et al. (2006) present a three-dimensional task framework: routine, manual, and abstract, corresponding
to low-skill, middle-skill, and high-skill labour, respectively. Only routine tasks are considered automatable in their
framework.

12 Given constant returns to scale in final good and task production, there are many ways in which the boundaries
of firms could be described in a competitive equilibrium that all lead to the same factor prices and socially optimal
allocation.

13 We describe our model’s equilibrium and comparative statics mainly verbally, aided by graphical illustrations, given
that the model consists of theoretical structures that are well known in the literature. A self-contained formal exposition
and all proofs are contained in the Online Appendix.
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complexity ( )

workers with skill 

workers with skill 

machines

learned ( = 1)

innate ability ( = 0)

Fig. 1. Assignment of Labour and Capital to Tasks.

the innate ability task of the same complexity, high-skill workers have a comparative advantage
over low-skill workers in the learned task; and machines have a comparative advantage over all
workers in the learned task.

The patterns of comparative advantage just described give rise to equilibrium assignment
illustrated by Figure 1. There exist threshold tasks σ ∗

λ such that machines produce all tasks
σ ≤ σ ∗

λ , that is, tasks at the lower end of the complexity spectrum. There further exist a skill level
s∗ > sK dividing workers into a group of low-skill workers performing innate ability tasks, and a
group of high-skill workers carrying out learned tasks. At the threshold tasks, firms are indifferent
between hiring machines or hiring workers of skill s∗. Workers of skill s∗ are indifferent between
carrying out the learned threshold task σ ∗

1 or any innate ability task in the interval [σ ∗
0 , σ ].

Firms’ indifference between using machines and type-s∗ workers means that the marginal cost
of producing task output using machines is equal to that using type-s∗ workers. Formally:

r

AK αK (sK , σ ∗
0 )

= w(s∗)

AN
,

r

AK αK (sK , σ ∗
1 )

= w(s∗)

AN αN
1 (s∗, σ ∗

1 )
, (4)

which implies αK (sK , σ ∗
1 )/αK (sK , σ ∗

0 ) = αN
1 (s∗, σ ∗

1 ), so that σ ∗
0 < σ ∗

1 . Because machines have
a comparative advantage over workers in learned tasks relative to innate ability tasks, they are
used more intensively in learned tasks.14

Intuition for the equilibrium assignment as characterised thus far may be gained by inspecting
Figure 2, which plots the marginal cost of employing machines r/[AK α(sK , σ )] and that of the
marginal worker w(s∗)/[AN αN

λ (s∗, σ )] across the task space. Employing the marginal worker in
innate ability tasks involves a constant level of marginal cost, no matter how complex the task.
In contrast, the same worker’s marginal cost is increasing in complexity in learned tasks, as the
worker spends more time training and less time producing the more complex the task. Machines
are employed where their marginal cost is less than that of the marginal worker. The intersection
of the two marginal cost curves is necessarily further to the right in learned tasks—the level of
complexity at which firms are indifferent between the two factors is higher in learned tasks, since
in these tasks workers’ marginal costs are increasing in complexity, too.

14 If the thresholds σ ∗
0 , σ ∗

1 , s∗ all lie in the interior, the result σ ∗
0 < σ ∗

1 always holds and only relies on two properties of
the functions involved, namely that αN

1 (s, σ ) < 1 and that αK(sK, σ ) is log-supermodular in its two arguments. Depending
on parameter values, some of the thresholds σ ∗

0 , σ ∗
1 , s∗ may be at corners, but even then it is always the case that σ ∗

0 < σ ∗
1 :

the two possible cases involving corners are σ ∗
0 = σ , σ ∗

1 ∈ (σ , σ ), s∗ ∈ (s, s) and σ ∗
0 ∈ [σ , σ ), σ ∗

1 = σ , s∗ = s. See the
Online Appendix for a comprehensive discussion. Here we focus on the case where all thresholds are in the interior,
that is, σ ∗

0 ∈ (σ , σ ), σ ∗
1 ∈ (σ , σ ), and s∗ ∈ (s, s). As proved in the Online Appendix, a sufficient condition for this is

AK K
AN

∈ β1
β0

(
1

α(sK ,σ ) ,
α(s,σ )

α(sK ,σ )

)
.
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machinesmachines

workers, skill workers, skill 

learned ( = 1)innate ability ( = 0)

A B

MC

Fig. 2. Marginal Cost, Factor Assignment, and Technological Change.
Notes: The marginal cost of employing a given factor is plotted across the task space. Machines are employed
up to the respective threshold tasks because their marginal cost is less than that of the marginal worker. The
dashed lines represent the marginal cost of employing machines after a fall in the machine design cost, but
holding the rental rate constant. (To simplify the figure, the marginal cost of employing the marginal worker
in the least-complex learned task is drawn to be equal to the marginal cost of workers in innate ability tasks,
which amounts to setting σ = 0. This is assumption is not made anywhere else in the article.)

Completing the characterisation of the equilibrium assignment, there is assortative matching
of workers to learned tasks, with higher-skilled workers performing more-complex tasks. That
is, there exists a strictly increasing matching function M(s) mapping the interval [s∗, s] onto the
interval [σ ∗

1 , σ ], as illustrated by Figure 3.
The equilibrium capital share in total income is exactly equal to the share of tasks performed by

machines, a result that is due to the Cobb-Douglas assumption. The equilibrium wage function
is continuous and weakly increasing in skill, because comparative advantage coincides with
absolute advantage in learned tasks (αN

1 (s, σ ) is increasing in s). More precisely, the wage
function is flat until s∗, and strictly increasing above s∗. Given worker sorting, this means that
innate ability tasks are low-wage tasks, while learned tasks are middle- to high-wage tasks (with
more-complex learned tasks being higher-wage tasks).

1.3. Comparative Statics and Empirical Predictions

We consider a technological advance that makes it easier to convert capital into task-specific
machines. Formally, sK changes to ŝK > sK .15 Let M and M̂ be the corresponding matching

15 The Online Appendix also contains comparative statics exercises for changes in (effective) factor supplies, including
changes in the skill distribution.
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Fig. 3. Assignment of Workers to Learned Tasks and the Effects of Technological Change.
Notes: Complexity σ is plotted on the vertical axis, while skill level s is plotted on the horizontal axis. The
upward shift of the matching function and the shift of its lower end to the northeast are brought about by a
fall in the machine design cost from 1/sK to 1/̂sK as stated in Proposition 1.

functions, and similarly for σ ∗
0 and σ̂ ∗

0 ; σ ∗
1 and σ̂ ∗

1 ; and s∗ and ŝ ∗. We now state the main
theoretical result of the article.

PROPOSITION 1. Suppose it becomes cheaper to design machines, ŝK > sK . Then the marginal
learned task becomes more complex, σ̂ ∗

1 > σ ∗
1 , the marginal worker becomes more skilled,

ŝ ∗ > s∗, and the matching function shifts up, M̂(s) > M(s) for all s ∈ [̂s ∗, s).

A fall in the machine design cost 1/sK implies a rise in machine productivity and thus a fall in
the marginal cost of employing machines in any task. The incentive to replace workers is larger
in learned tasks, where workers’ marginal costs increase in complexity. This is illustrated by
Figure 2 where the dashed lines represent the marginal cost of employing machines after the fall
in the design cost, but holding constant factor prices and the assignment of labour to tasks. The
increase in the level of complexity that is needed to make firms indifferent between machines and
the marginal worker is larger in learned tasks (distance A) than in innate ability tasks (distance
B). This suggests that machine employment in learned tasks increases by more than in innate
ability tasks, even after general equilibrium effects are taken into account. Notice however that
the effect of a rise in sK on σ ∗

0 is ambiguous in general equilibrium. This is because the marginal
cost of employing the marginal worker may fall.

As machines are newly adopted in a subset of learned tasks (middle wage), the workers initially
performing these tasks get replaced. Some of these workers upgrade to more complex learned
tasks (high wage)—the matching function shifts up. Others downgrade to innate ability tasks
(low wage). Thus, labour-replacing technological change causes job polarisation. These effects
are illustrated by Figure 3.

While our empirical predictions will focus exclusively on employment shifts, we describe
here also the effects of an increase in sK on wages and factor shares. The matching function is
a sufficient statistic for inequality (Sampson, 2014), so that the shift in the matching function
contains all the required information for deriving changes in relative wages among workers who
remain in learned tasks. Intuitively, as the upward shift implies skill downgrading by firms (but
task upgrading for workers), relatively low-skill workers must have become relatively cheaper,
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Fig. 4. Changes in Wages as a Result of Technological Change.
Notes: Changes in wages as a result of a fall in the machine design cost from 1/sK to 1/̂sK . For each
skill level s, the ratio of new to old wages is plotted. Workers with s ∈ [̂s ∗, s] remain in learned tasks
and experience a rise in the skill premium. Workers with s ∈ [s∗, ŝ ∗) switch to innate ability tasks and
experience a fall in the skill premium.

or else their new employers would not be willing to absorb them. Hence the skill premium
goes up for workers remaining in learned tasks. Similar reasoning implies that workers who
moved to innate ability tasks now earn relatively less than workers who were already performing
these tasks. In sum, middle-skill workers who are displaced by machines experience downward
pressure on their wages, and they end up worse off in relative terms compared to high- and
low-skill workers who are less affected by automation (or not at all). Wage inequality rises at the
top, but falls at the bottom of the distribution, as illustrated by Figure 4.16 Although the effect
on the marginal innate ability task is uncertain, the overall weighted share of tasks performed
by machines increases. Due to the Cobb-Douglas production function (1), this is equivalent to a
decrease in the labour share.

Proposition 1 has new empirical implications regarding occupational employment shifts. Po-
larisation by initial wages in our model is equivalent to polarisation by training requirements,
as employment shifts to innate ability tasks (s∗ rises) as well as learned tasks which are more
complex and thus require more training (the matching function shifts upward). Similarly, since
the overall share of tasks performed by machines increases, and because machines perform
tasks at the lower end of the complexity range, employment shifts towards more-complex tasks
overall. If occupations can be characterised as bundles of tasks, then measured occupational
training requirements should be informative about what kinds of tasks feature most prominently.
Occupations with low training requirements should be intensive in innate ability tasks of vary-
ing complexity, and occupations with very high training requirements should feature highly
complex, learned tasks. Similarly, measured occupational complexity should correspond to the
average complexity of the tasks featured. We thus have the following empirical implication.17

16 Note that the prediction on wage changes is in terms of skills, not occupations. Indeed, because of changes in
worker composition it is challenging to test predictions of task-based models about wage changes with occupation-level
data. Using individual-level panel data and detailed skill measures, respectively, Cortes (2016) and Böhm (2020) find
that the implications that technology-driven job polarisation has for wages are largely borne out by the data.

17 We provide a formal justification for our empirical predictions in the Online Appendix.
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PREDICTION 1. Employment shifts from occupations with intermediate training requirements
to occupations with low and high training requirements, and from low-complexity to high-
complexity occupations.

A second prediction is motivated by the discussion of Figure 2 above, which suggests that the
increase in the marginal learned tasks should be larger than the increase, if any, in the marginal
innate ability task, σ̂ ∗

1 − σ ∗
1 > σ̂ ∗

0 − σ ∗
0 . When automation becomes cheaper, the incentive to

replace workers is largest in learned tasks, where the marginal cost of employing workers
increases in complexity. This suggests the following implication.

PREDICTION 2. The relationship between complexity and employment growth is weakest
among occupations with low training requirements.

Note that Figure 2 illustrates a partial equilibrium argument, since factor prices and the skill
threshold s∗ are held constant. The result σ̂ ∗

1 − σ ∗
1 > σ̂ ∗

0 − σ ∗
0 may break down when σ ∗

1 is
already very close to its upper bound. However, this would imply that a very small fraction of
workers perform learned tasks. For the period considered here, we believe σ̂ ∗

1 − σ ∗
1 > σ̂ ∗

0 − σ ∗
0

would be the likely scenario if the model was a sensible description of reality. Hence, we do take
Prediction 2 to be a proper test of the model.18

Our third prediction concerns the relationship between employment growth and wages. As
noted, the model predicts job polarisation, which by definition means that this relationship is U-
shaped.19 The model further implies that this U-shaped relationship is solely due to the mapping
of task characteristics, which are model primitives (parameters of the production technology),
into wages, which are equilibrium objects. This suggests our final implication.

PREDICTION 3. Once training and complexity are controlled for, initial wages should not
have any explanatory power for occupational employment growth.

1.4. Discussion of Assumptions

Before turning to the empirical analysis, we discuss how our main result Proposition 1 depends
on the assumptions we have made.

The most important assumptions are contained in (3), although not in the precise functional
forms, as we discuss below. Rather, the critical substantive assumptions are: first, machines have
a comparative advantage in low-complexity tasks; second, low-skill workers have a comparative
advantage in innate ability tasks over both machines and high-skill workers; third, in the region of
the task space where both machine design costs and worker training are increasing in complexity
(learned tasks), the comparative advantage of high-skill workers over low-skill workers and
machines also increases in complexity; and fourth, high levels of training are due to tasks
being learned and of high complexity. These are the assumptions that are necessary for the
sorting pattern illustrated by Figure 1 to arise, for automation to cause job polarisation, and

18 If sK is very large, all learned tasks will be performed by machines, but among innate ability tasks, machines will
be used only up to the threshold σ ∗

0 . If sK then increases marginally, σ ∗
0 will increase in response, but there will be no

change in the factor assignment to learned tasks. Now return to the interior equilibrium and suppose that sK is at a value
that implies that almost no workers perform learned tasks: σ ∗

1 is very close to σ . It is likely that in this case, a rise in sK
leads only to a very small change in σ ∗

1 , while the main response is an increase in σ ∗
0 that is larger than the increase in

σ ∗
1 . In such a situation, Prediction 2 would not apply.

19 Of course, the prediction of job polarisation on its own does not differentiate our model from other models in the
literature that also make this prediction (for instance Autor et al., 2006 or Cortes, 2016).
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for job polarisation to coincide with employment shifts by training and complexity as stated in
Predictions 1 and 2.

More formally, the second and third points can be stated as requiring the ratio
αN

λ (s ′, σ )/αN
λ (s, σ ), where s′ > s, to be increase more steeply in σ when λ = 1 than when

λ = 0. According to (3), the ratio is always one when λ = 0, but the main results should hold also
under the less restrictive requirement just stated. Similarly, the second and third points require
that αN

λ (s, σ )/αK (sK , σ ), with s > sK, increase more steeply when λ = 0, so that automation
pushes some workers from learned to innate ability tasks.

If, in contradiction to the fourth point, there existed some tasks that have high training require-
ments but low complexity, and if high-skill workers sorted into such tasks, than employment
might flow out of high-wage, high-training tasks as a result of automation, so that there would
not be job polarisation nor polarisation by training, and the complexity-growth gradient would
not necessarily be flattest among low-training occupations.

Several other simplifying assumptions can be relaxed without changing the main result. The
precise functional forms in (3) are not important, but what matters is the log-supermodularity
of the functions αK , αN

1 , formally capturing a complementarity between ‘skill’ (both sK and
s) and complexity, as well as the properties about ratios of productivities described above.
This means that the production process for tasks can be modelled in richer ways, for instance
in terms of problems to be solved as in Garicano (2000). Furthermore, our main result is
robust to allowing for an endogenous capital stock under a fixed rental rate (a simple way of
moving to a dynamic setting), and to replacing the variable cost of machine design by a fixed
cost. These alternatives are explored in the Online Appendix. In addition, the Online Appendix
contains a discussion of the importance of a multi-dimensional task space for explaining job
polarisation.

Finally, the Cobb-Douglas assumption (1) is made for the sake of tractability of the general
equilibrium comparative statics analysis. The sorting pattern illustrated by Figure 1 is determined
by comparative advantage as specified in (3) and is formally established assuming only that there
is perfect competition, that all task prices are strictly positive, and that factor markets clear (see
the Online Appendix). Similarly, the intuition for Proposition 1 suggested by Figure 2 does not
depend on the way that tasks are aggregated. However, the result that the capital share is equal to
the weighted share of tasks performed by machines, and hence that automation leads to a higher
capital share, depends critically on the Cobb-Douglas assumption.20

2. Empirical Analysis of Training Requirements, Complexity, and Employment
Growth

In this section we test our model on data other than those that informed its construction. In
particular, we show that our model is consistent with observed employment shifts by occupational
training requirements and occupational complexity, and that these variables account well for US
job polarisation between 1980 and 2008.

20 The Cobb-Douglas assumption implies that capital and labour are gross substitutes, due to task reallocation in
response to changes in model parameters. This means that aggregate data should reveal an elasticity between capital
and labour larger than one. Much evidence suggests an elasticity less than one (for instance Antràs, 2004), though
Karabarbounis and Neiman (2014) estimate an elasticity greater than one and use this to attribute observed declines in
the labour share to technological change.
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2.1. The Data on Training Requirements and Complexity

To measure training requirements of occupations, we use the Fourth Edition of DOT (National
Academy of Sciences, 1981). The DOT data were collected in the 1970s. As described in detail
in the Online Appendix, we merge the training data to micro data on employment, earnings,
and demographic characteristics from the 1980 US Census and the 2008 American Community
Survey (ACS). We employ a balanced panel of 258 occupations, building on Dorn (2009). Our
main analysis includes all employed persons aged 17 to 65 present in the census and the ACS.
We explore sub-samples in a robustness exercise.

The DOT contains the variable Specific Vocational Preparation (SVP), which indicates ‘the
amount of time required to learn the techniques, acquire the information, and develop the facility
needed for average performance in a specific job-worker situation. SVP includes training acquired
in a school, work, military, institutional, or vocational environment, but excludes schooling
without specific vocational content’ (National Academy of Sciences, 1981, p. 21 in codebook).
SVP is a bracketed variable and we use midpoints to convert it into training time measured in
years (see Table 2 in the Online Appendix for details).

The definition of SVP matches our concept of task-specific training more closely than years
of education. This is because much of education, at least up to high school graduation, is
general in nature and the skills acquired are portable across occupations. Also, the average
level of education of workers in a given occupation may be affected by the supply of educated
workers independently of actual training requirements (we provide evidence for this in the Online
Appendix). In professional occupations such as lawyers and physicians there is a clear mapping
between years of schooling and training requirements, but in general this is not the case. In
terms of our model, we think of general education as affecting the ability to acquire task-specific
knowledge. Thus, years of schooling may proxy for s.

We complement our training variable with a measure of engineering complexity based on the
ten DOT Temperaments. These temperaments indicate the ‘adaptability requirements made on the
worker by specific types of job-worker situations’ (National Academy of Sciences, 1981, p. 31 in
codebook). They include ‘responsibility for direction, control, or planning’, ‘dealing with people
beyond giving and receiving instructions’, and others. We assess for each temperament whether
it is associated with high or low engineering complexity, and assign a coefficient of one or minus
one, respectively. If we find the temperament to be neutral with respect to complexity, it receives a
zero coefficient. In assigning the coefficients, we attempted to draw on the insights from computer
science discussed in Subsection 1.1. We assumed that interpersonal skills and making decisions
based on soft criteria add to complexity, while predictability and making decisions based on
measurable criteria reduce complexity. We assumed ‘performing under stress’ and ‘performing a
variety of duties’ to be neutral with respect to complexity. The full list of temperaments and their
associated coefficients is given in Table 2. To calculate our complexity measure, we multiply
each temperament indicator with its assigned coefficient and add up the results. We standardise
the index to have zero mean and unit standard deviation within our sample of occupations
(weighted by 1980 shares in total hours worked). Unlike our measure of training requirements,
the complexity index is inevitably constructed in a somewhat subjective way.

We merge to our data the task variables commonly used in the job polarisation literature,
in particular Autor and Dorn (2013). We use their routine index as an additional control in
the results reported here. The routine index is conceptually similar to our complexity index in
the sense that both are meant to capture the automatability of tasks, and the indices also have
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Table 2. Measuring Engineering Complexity.

DOT temperament DOT code Coefficient

Responsibility for direction, control, or planning DCP 1
Interpretation of feelings, ideas, or facts FIF 1
Influencing people in their opinions, attitudes, or judgements INFLU 1
Making evaluations or decisions based on sensory or judgemental criteria SJC 1
Making judgements or decisions based on measurable or verifiable criteria MVC −1
Dealing with people beyond giving and receiving instructions DEPL 1
Performing repetitive work, or continuously the same work REPCON −1
Performing under stress PUS 0
Precise attainment of set limits, tolerances, or standards STS −1
Performing a variety of duties, often changing VARCH 0
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Fig. 5. Occupational Complexity and Training Requirements in 1980.
Notes: Each bubble represents one of 258 occupations covering the entire US economy (excluding the
military). Bubbles are scaled according to 1980 shares in economy-wide hours worked.

common components. One difference is that the routine index was constructed partly to capture
patterns of ICT diffusion across US industries (ALM, 2003), whereas our complexity index aims
to capture automation possibilities more broadly. Empirically, the complexity index turns out to
be a stronger predictor of occupational employment growth.21

How do occupational training requirements and occupational complexity map to the task space
of our model? We view occupations as bundles of tasks, so a given occupation may combine tasks
from across the task space. Measures of occupational characteristics should be informative about
which region of the task space features most prominently in a given occupation. Thus, occupations
with low training requirements should be intensive in innate ability tasks of varying complexity;
and occupations with very high training requirements should feature highly complex, learned
tasks. Figure 5 plots our complexity measure against training requirements. Consistent with our
notion of innate ability tasks, there is indeed a wide range of complexity among the occupations

21 There is some overlap between the routine index and our complexity measure. The routine index is based on the
task variables routine, manual, and abstract. One component of the routine measure is ‘precise attainment of set limits,
tolerances, or standards’, and one component of the abstract measure is ‘responsibility for direction, control, or planning’,
both of which enter into the calculation of our complexity index. In 1980, the correlation between the routine index and
training time (in months) is −0.26, between the routine and complexity indices it is −0.28, and between training time
and the complexity index it is 0.18. All correlations are statistically significant at the 1% level.
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Fig. 6. Initial Occupational Training Requirements, Complexity, and Growth in Hours Worked between
1980 and 2008.

Notes: In each plot, each bubble represents one of 258 occupations covering the entire US economy
(excluding the military). Bubbles are scaled according to 1980 shares in economy-wide hours worked. For
coefficients and standard errors of the models from which the solid lines are fitted, see column (1) of Table 3
(training) and column (2) of Table 3 (complexity).

with very low training requirements. And consistent with our assumption about learned tasks,
there appears to be a positive relationship between complexity and training requirements for
non-negligible levels of training. In contrast to the theoretical model, this correlation is not
perfect—however, the assumption of a perfect correlation in the model is for tractability, rather
than being substantive. Moreover, an imperfect correlation in the data may be due to the fact that
occupations are bundles of tasks.

In the Online Appendix, we list the bottom and top 20 occupations in terms of training
time in 1980 along with their complexity, as well as the bottom and top 20 occupations in
terms of complexity in 1980 along with their training times (see Tables 3 and 4 in the Online
Appendix). There is a range of complexity levels among the least-training-intensive occupations
in 1980, consistent with our assumption on innate ability tasks: compare for instance file clerks
to childcare workers, with complexity levels of one standard deviation below the mean and 0.6
standard deviations above the mean, and training times of eight and five months, respectively.
Among the most training-intensive occupations there are less complex ones such as electrical
engineers (half a standard deviation below the mean) and highly complex ones such as lawyers
(almost two standard deviations above the mean), with training times of 82 and 87 months,
respectively. Similarly, there is large variation in training times among both the least and most
complex occupations.

2.2. Testing Prediction 1: Polarisation by Initial Training Requirements, and Employment
Shifting towards Complex Occupations

We plot in Figure 6 changes in occupational employment shares from 1980 to 2008 against
initial occupational training requirements measured in months (left panel), as well as against
initial complexity (right panel). We also show fitted values from linear and quadratic regression
specifications. The raw data seem consistent with Prediction 1: in the left panel, employment
growth appears higher at low and high training requirements than at intermediate values—in
other words, there is polarisation of employment by initial training requirements; and in the right
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Table 3. Initial Occupational Training Requirements, Complexity, and Growth in Hours Worked
between 1980 and 2008.

(1) (2) (3) (4) (5) (6) (7) (8) (9)

Training time in
months

−0.026 −0.022 −0.030 −0.025 −0.021
(0.0080) (0.0088) (0.0083) (0.0087) (0.0090)

Training time
squared

0.032 0.025 0.035 0.028 0.024
(0.0087) (0.0094) (0.0090) (0.0093) (0.0100)

1{training > 12} −0.12 −0.10
(0.12) (0.12)

Complexity 0.22 0.20 0.18 0.21 −0.0029 0.0013
(0.049) (0.047) (0.045) (0.047) (0.12) (0.12)

Complexity × 0.24 0.26
1{training > 12} (0.13) (0.12)
Routine index −0.11 −0.14 −0.088 −0.089 −0.075

(0.059) (0.053) (0.053) (0.054) (0.059)
1985 hours share −0.048 −0.060

(0.018) (0.019)

p-value, training 0.001 0.026 0.001 0.010 0.058
R2 0.05 0.10 0.03 0.13 0.08 0.14 0.16 0.11 0.14

Notes: The dependent variable is the change in the log of hours worked. Each of the 258 observations represents an
occupation, with the sample covering the entire US economy (excluding the military). Observations are weighted by 1980
shares in economy-wide hours worked. Robust standard errors in parentheses. p-values are from a test for the indicated
variable and its square both equalling zero. Complexity and routine indices are standardised to have zero mean and unit
variance.

panel, employment growth appears to be increasing in complexity. We present formal statistical
tests in Table 3. In the case of training requirements, we fit a quadratic as a simple way to capture
the U-shape predicted by our model. Column (1) shows that the estimated coefficients on training
and its square are statistically significant individually as well as jointly. Additionally, Figure 6
reports the R2 from both a linear and a quadratic in training, and this comparison demonstrates
that the quadratic is superior in terms of predicting employment growth (5% vs 0%). Column (2)
of Table 3 shows that our complexity measure is strongly positively correlated with employment
growth, both in terms of statistical and economic significance (a one-standard deviation increase
in complexity is associated with about 20 log points faster employment growth). Complexity’s
explanatory power is greater than that of the conceptually related routine index, see column (3)
of Table 3.

Prediction 1 concerns the unconditional relationships between training and employment
growth, and between complexity and employment growth. The model is less clear on the pre-
dictive power of one variable conditional on the other. On one hand, the model suggests that
conditional on engineering complexity, training should have a monotonic and negative impact on
employment growth: holding complexity constant, learned tasks are more likely to be automated
in the model. On the other hand, there is employment growth in highly complex learned tasks
(the upward shift of the matching function), which have high training requirements. Furthermore,
the empirical model likely does not perfectly capture the functional form that maps complexity
into training requirements; there may be measurement error in complexity and training; and, in
any case, the correlation between complexity and training at non-negligible levels of training is
not perfect in the data, unlike in the model (see again Figure 5). It is therefore not surprising that
both complexity and the quadratic in training remain significant when entered jointly, as seen in
column (4) of Table 3.
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The finding that employment polarises in training and shifts towards complex occupations is
robust to several alternative specifications. The functional forms chosen in the baseline specifica-
tions of columns (1), (2), and (4) of Table 3 are simple admittedly, but they capture the relevant
empirical relationships well: a regression of employment growth on dummies for bins of training
requirements confirms the U-shape suggested by the simpler quadratic specification (column (1)
of Table 6 in the Online Appendix); Figure 6 reveals that a quadratic fit in complexity does not
explain employment growth better than a linear one; and we further checked that the positive
slope of employment growth in complexity is not due to outliers (dropping occupations with a
change in log hours less than –2, the coefficient changes only slightly from 0.22 to 0.19, with
a standard error of 0.05 in both cases). The finding is also robust to adding the routine index
of Autor and Dorn (2013) as a control, as well as to controlling for initial employment shares,
which is a way of dealing with mean reversion (columns (5)–(7) of Table 3).

We also explored the explanatory power of our task variables for occupational employment
growth within sub-samples defined by gender, age, education, and sector.22 We see polarisation
by training requirements, and a shift towards more-complex occupations, both among women and
men, although the complexity-growth gradient is steeper for female than for male employment.
We also see the same pattern as in the full sample for both younger (below age 40) and older (40
or older) workers, although polarisation by training is somewhat less pronounced among older
workers. Turning to education, we see strong polarisation by training for workers who have at
most a high school degree, but less so for workers who graduated college. The complexity-growth
gradient is relatively flat for both groups. In sum, our main result from Table 3 tend to obtain also
within gender, age, and education groups, although it is not always as pronounced (see Table 7
in the Online Appendix).23

A final result in this subsection concerns the individual components of our complexity index.
As explained in Subsection 2.1, we constructed the complexity index attempting to draw on
insights from computer science, rather than in a data-driven way. As we have shown, the index
does well at predicting employment growth between 1980 and 2008. But how do the coefficients
that we assigned to the ten sub-components compare to the components’ individual importance in
a regression of employment growth? The four strongest positive predictors of employment growth

22 While this exercise is of substantive interest, it is arguably not strictly a test of our model. The model features
general equilibrium, and thus its predictions apply to the economy as a whole. For instance, if all college educated
workers had a skill level s above the cutoff separating workers between innate ability and learned tasks, then we would
not expect to see job polarisation among these workers, but rather a monotone shift towards high-wage occupations. If
however observed education is a noisy measure of skill s, and more importantly, if the joint distributions of education
and s change over time due to say an increase in the fraction of college educated workers, then the model’s implications
are much less clear.

23 An exception is the analysis at the sector level, where polarisation by training is weaker both within manufacturing
and services. This means that overall polarisation by training is partly due to employment shifting out of manufacturing
and into services. This is however not surprising in light of the literature linking job polarisation to structural change,
see for instance Autor and Dorn (2013) and Bárány and Siegel (2018). Indeed, there is no job polarisation within
manufacturing in the USA between 1980 and 2008: a regression of changes in log hours worked on a quadratic in initial
occupational mean log wages yields coefficients of the wrong signs, with the linear and quadratic terms being statistically
significant only jointly, not individually (see Table 8 in the Online Appendix). Polarisation of employment by initial
wages, especially the rise in low-wage employment, thus partly reflects employment shifts out of manufacturing into
both low- and high-wage service jobs. Related, Graetz and Michaels (2018) find that industrial robots monotonically
increased, rather than polarised, skill demand within a sample of mainly manufacturing industries in developed countries
over the period 1993–2007.

While it is beyond the scope of our analysis to settle this question, our preferred interpretation is not that structural
change and task-biased technological change are competing explanations for job polarisation, but rather that task-biased
technological change offers an explanation for why productivity growth is higher in manufacturing than in services, thus
potentially explaining structural shifts as well as job polarisation.
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turn out to be ‘interpretation of feelings, ideas, and facts’, ‘performing under stress’, ‘dealing
with people’, and ‘making evaluations or decisions based on sensory or judgemental criteria’,
all of which we had assigned a coefficient of one, except ‘performing under stress’ which we
had given zero weight. The four strongest negative predictors are ‘performing repetitive work’,
‘responsibility for direction, control, or planning’, ‘precise attainment of set limits, tolerances,
or standards’, and ‘performing a variety of duties’. We had assigned a weight of minus one
to the first and third of these, a weight of plus one to the second, and zero weight to the last.
In sum, our a priori assessment of each component’s importance for automation, and hence
employment growth, turns out to be broadly consistent with the data, though not surprisingly
there are deviations (see Table 9 in the Online Appendix).

2.3. Testing Prediction 2: The Relationship between Complexity and Employment Growth is
Weakest when Training Requirements are Low

Recall that in our model, there is only a small increase (if any) in the complexity of the marginal
innate ability task performed by machines, and no systematic reallocation of labour towards more
complex innate ability tasks. This contrasts with learned tasks, where a reallocation towards
tasks of higher complexity is implied by the upward shift in the matching function. We thus have
Prediction 2, the complexity-growth gradient should be flattest in occupations of very low training
requirements. To test this prediction, we include an indicator for ‘non-innateness’ (training time
above 12 months) and interact this indictor with complexity. We expect the non-innateness
indicator to have a negative coefficient (employment shifts towards innate ability tasks) and the
main effect of complexity to be smaller than that of the interaction. The results, shown in column
(8) of Table 3, are broadly consistent with the prediction. In fact, complexity has no predictive
power for employment growth among occupations with training requirements of one year or
less. The results are robust to controlling for the routine index and initial employment shares
(column (9)).

In the Online Appendix, we show that the results are also robust to allowing for a more flexible
specification where we let the slope of complexity vary across five bins of training. The slope
is near zero for training times of a year or less, and largest for training times between two
and three years. For occupations that require more than four years of training, the slope is still
positive but flatter. This pattern holds also when controlling for the main effects of the training
bin dummies—which again reveals the U-shape of employment growth by training—and when
controlling for initial employment shares and the routine index and. The slope of the routine
index however does not vary with different levels of training, at least as judged by statistical
significance. (These results are contained in Table 6 in the Online Appendix.)

2.4. Testing Prediction 3: Accounting for Job Polarisation

We now assess the extent to which differences in training requirements and complexity account
for the recent polarisation of employment in the USA, on their own and relative to task measures
from the existing literature. We thus test Prediction 3, which says that wages should not have
explanatory power for employment growth once training and complexity are controlled for. We
first present an informal, visual exercise, before turning to a formal regression analysis.

Using the various models from Table 3, we predict employment growth and hence the 2008
distribution of employment across occupations. We then compute changes in occupational
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Fig. 7. Changes in Occupational Employment Shares between 1980 and 2008, Actual and Predicted.
Notes: Actual and predicted changes in occupational employment shares have been smoothed by locally
weighted regressions. Predicted changes are calculated from predicted employment growth implied by
regression models shown in Table 3: ‘Predicted: training’, ‘Predicted: complexity’, ‘Predicted: routine’, and
‘Predicted: training & complexity’ refer to columns (1), (2), (3), and (4), respectively.

employment shares by percentile of initial mean log wages and summarise the results using
a smoothing regression (a standard procedure in the literature on job polarisation). This exercise
is adopted, with some modifications, from Adermon and Gustavsson (2015), who assess the
explanatory power of the Autor and Dorn (2013) task variables for job polarisation in Sweden.
Figure 7 shows the results. The quadratic in training only (column (1) of Table 3) does produce a
U-shape in employment changes by wage rank. However, the occupations predicted to experience
the largest decline have higher wage ranks than the occupations contracting the most in the data—
the fitted ‘U’ is located to the right of the actual ‘U’. Complexity alone (column (2) of Table 3)
matches the decline in middle-wage occupations better, but does not produce accurate predic-
tions for the rise in high-wage employment, and predicts no increase at the bottom. Together, the
quadratic in training and complexity (column (4) of Table 3) do account well for the observed
polarisation of employment in the USA. While they match the increase in employment shares in
the upper part very closely, they do not fully match the rise at the very bottom—nevertheless the
fit is remarkably good for such a simple model.24

Figure 7 also shows smoothed predicted changes in employment shares using only the routine
index in the initial regression, as in column (3) of Table 3. The routine index generates a weak
U-shape for low-wage occupations at best, but overall predicts something more akin to monotonic
skill upgrading. This echoes Adermon and Gustavsson (2015), who similarly find that in Sweden,
the Autor and Dorn (2013) task variables go some way towards explaining the increase in high-
wage employment, but not the rise in low-wage employment. The prediction does not improve
substantially if we instead base it on the detailed task variables routine, manual, and abstract (see
Figure 3 in the Online Appendix).25

24 We have also explored the predictions from the model that interacts training intensity with the complexity index
(column (8) of Table 3). This produces essentially the same fit as complexity alone, which is not surprising given that the
predictive power of complexity is in training-intensive occupations only. See Figure 3 in the Online Appendix.

25 The failure of the routine index—and the more detailed related task variables—to match observed job polarisation
in our exercise may be surprising, given the well-known literature arguing for a link between routine-biased technological
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Which occupations are predicted to expand and shrink based on our empirical regression model
including complexity and training (column (4) of Table 3), and how does this compare to the
actual change, as well as the prediction from the model using only the routine index (column
(3) of Table 3)? Here we list a few illustrative examples. At the upper end of the initial wage
distribution, our model predicts a change of log hours worked for lawyers and judges of 0.92
(actual: 0.78, routine: 0.14), for physicians of 0.77 (actual: 0.64, routine: 0.35), and executives
(including legislators and human resources managers) of 0.52 (actual: 1.46, routine: 0.27). In
the middle range of the initial wage distribution, our model predicts log changes of 0.07 for
bookkeepers (actual: –0.13, routine: 0.01), –0.22 for machinists (actual: –0.20, routine: 0.15),
and 0.02 for shipping clerks (actual: –0.06, routine: 0.12). And among initially low-wage jobs,
predictions are 0.57 for waiting staff (actual: 0.51, routine: 0.32), 0.32 for cashiers (actual: 0.64,
routine: –0.03), and 0.08 for janitors (actual: 0.41, routine: 0.29).26

We now turn to a formal regression analysis, which allows for a statistical test of the explanatory
power of wages conditional on training and complexity. First, we confirm the presence of job
polarisation in US data by regressing employment growth on a quadratic in the initial occupational
mean log wage, following Goos and Manning (2007). See column (1) of Table 4 (and also
Figure 2 in the Online Appendix). We then assess how the coefficients on log wages are affected by
the inclusion of training, complexity, and also the routine index. Recall that training requirements,
complexity, and also routine-ness, depend on features of the production technology, and are thus
pre-determined with respect to wages. They are therefore a valid control in a regression that seeks
to assess the explanatory power of initial wages on subsequent employment growth.27

Columns (2)–(4) reveal that training, complexity, and the routine index each on its own are
capable of weakening but not destroying the explanatory power of wages—the coefficients on
the linear and quadratic wage terms become smaller in absolute value, but remain (sometimes
only marginally) jointly significant. When we include both the quadratic in training and the
complexity index, wages have very little predictive power for employment growth, as seen in
column (5).28 Controlling for the routine index and initial employment shares only reinforces this
result (columns (7)–(8)). Between column (1) and column (8) of the table, the coefficients on the
linear and quadratic term of log wages decline by 80% each, and the p-value from the test for joint
significance rises from 0.001 to 0.76.29 The specification that varies the slope of complexity by
training requirements also reduces the explanatory power of initial wages, although the reduction
is less dramatic (columns (9)–(10)).

change and polarisation. What this literature has established is that in the USA, middle-wage occupations were initially
most intensive in routine tasks, and that employment in middle wage occupations declined relative to all others (Acemoglu
and Autor, 2011). To the best of our knowledge, a simple comparison of actual polarisation with shifts in occupational
employment shares that are predicted based on routine intensity, has however not been carried out for the USA before.
Goos et al. (2014) find that routine intensity accounts well for job polarisation across European economies, employing
a sophisticated decomposition procedure that takes into account occupation-industry interactions. It is beyond the scope
of this article to implement their strategy on our data, so this is a matter for future research.

26 It is perhaps not surprising for our three-variable model (complexity, training, and training squared) to have more
predictive power than a regression using only the routine index. Recall however that a regression using the detailed task
measures routine, manual, and abstract does not perform substantially better, as seen in Figure 3 in the Online Appendix.

27 See the formal justification in the Online Appendix for a more rigorous argument.
28 The quadratic in training together with the routine index also accomplish this (column (6) of Table 4).
29 Training times and wages are highly correlated in the data—indeed, the model predicts a deterministic functional

dependence, although not a linear relationship. Because of this, it is somewhat problematic to include quadratics in both
variables on the right-hand side, and the fact that training itself sometimes loses significance should not worry us. In any
case, the coefficients on the training variables are quite stable, and their joint p-value is always smaller than the one for
wages. See also the discussion in the next paragraph.
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One may be concerned that the explanatory power of the quadratic in training is spurious
given the high correlation of training requirements and initial log wages, and given the fact
that employment growth follows a quadratic in log wages. Indeed, in our data the (weighted)
correlation between training and log wages is 0.68, while the complexity and routine indices have
substantially weaker correlations with log wages (0.22 and −0.34, respectively). Nonetheless,
there are at least three reasons to believe that the result is not spurious. First, the R2 from a
regression of employment growth on a quadratic in training is 0.049, while for a quadratic in
wages it is only 0.039. A Monte Carlo simulation shows that it is highly unlikely for a quadratic in
some variable to explain this much more of the variation in employment growth than a quadratic
in wages if the only link between that variable and employment growth is through a strong but
imperfect correlation with wages. This suggests that training has true explanatory power, not just
spuriously due to its correlation with wages.30 Second, training alone does not actually explain
polarisation very well, as discussed above and as shown in Figure 7. While training helps predict
the rise in low-wage employment, the complexity index is needed in addition to better match
the precise shape of polarisation.31 Third, training requirements is a coarsely bracketed variable
and thus the measurement error is likely greater than in the case of wages. The true explanatory
power of training may thus be even higher.

We conclude that initial training requirements and complexity are related to subsequent em-
ployment growth as predicted by our model, and account well for job polarisation in the USA.
Thus, the data appear supportive of the key mechanism described by our model.32,33

3. Conclusion

In this article we have theoretically explored how job training requirements interact with en-
gineering complexity in shaping firms’ automation decisions. We derived the predictions that
employment should have polarised by initial occupational training requirements and shifted to-
wards more-complex occupations; and that the relationship between complexity and employment
growth should be weakest among occupations with low training requirements. Both predictions

30 We ran the following Monte Carlo simulation. Within our sample of 258 occupations, we created a random variable
x equal to the log wage plus a disturbance term bε, where ε was drawn from the standard normal distribution and b was
chosen so that the weighted correlation between x and log wages equalled 0.68 in expectation, the same as that between
training and log wages. We then regressed the change in log employment on the quadratic in x, just like the specification
using training in column (1) of Table 3. Across 10,000 draws, the average R2 of that regression equaled 0.012, and only
in 3.7% of draws did the R2 exceed 0.049 (the R2 from regressing employment growth on the quadratic in training).
This was despite the fact that the average correlation between log wages and x equaled 0.68 (standard deviation: 0.06).
Moreover, there was no positive relationship between R2 and the correlation across draws (a regression of the R2 on the
correlation gave a coefficient of –0.0047 with a standard error of 0.0024).

31 We further note that predictions based on regressions that include the complexity index alone, or the routine index
alone, do not produce any increase in low-wage occupations, as seen also in Figure 3 in the Online Appendix. This is not
because of linearity: employment growth is just as well described by a linear model in complexity or the routine index,
as by a quadratic model in these indices. In fact, the coefficients on the quadratic terms of both indices are statistically
insignificant (we ran separate regressions for the two indices). In contrast, in the case of training, a quadratic does
predict employment growth substantially better than a linear model, and this is again confirmed in Figure 3 in the Online
Appendix. In sum, there is something distinct about training requirements compared to complexity and routine-ness in
terms of the relationship of these variables with employment growth.

32 Our task variables also account for job polarisation within sub-samples, as shown in Table 8 in the Online Appendix.
33 We have also explored changes in training requirements at the occupation level, using information on training

requirements in the 2000s from the Department for Labour’s O∗NET database. We find that, just as occupations with
intermediate training requirements and low complexity saw the slowest employment growth, they also saw the largest
reductions in training requirements. This could suggest that the most complex tasks in these occupations are the ones
that have been automated. See Figure 6, Table 5 and Table 10, all in the Online Appendix.
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receive support in US data at the level of three-digit occupations over the period 1980–2008.
Moreover, training requirements and complexity jointly account for much of job polarisation in
these data.

One possible avenue for future research is to explore whether our theoretical mechanism
can explain earlier episodes of job polarisation, which also appear to have followed advances
in automation. The adoption of steam power and later of electricity were associated with a
replacement of middle-wage workers such as artisans and growth of low-wage operator and
high-wage non-production jobs within US manufacturing, and the introduction of numerical
control and computer-aided manufacturing coincided with economy-wide job polarisation in the
USA prior to 1980.34 The challenge is to also account for the periods when employment did not
polarise.

An important question is whether job polarisation will continue in the decades to come, or
whether the next wave of automation will threaten high- or low-skill workers instead. Our model
suggests that automation may lead to a continuing displacement of workers in the middle of the
distribution, with the growth in low-skill jobs increasingly dominating that of high-skill jobs.
The term ‘middle’ would then refer to increasingly skilled workers over time, as machines take
over more of the complex, non-innate tasks.

Singapore Ministry of Trade and Industry
Uppsala University

Additional Supporting Information may be found in the online version of this article:

Online Appendix A. Theory Appendix
Online Appendix B. Data Description
Online Appendix C. Appendix Figures and Tables
Replication Package
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