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Abstract

Image Mosaicking Using Vessel Segmentation for
Application During Fetoscopic Surgery

Axel Grönberg

Twin-to-twin-transfusion syndrome is a condition where there is an imbalance in the
shared blood circulation between monochorionic twin fetuses due to certain
inter-twin vascular connections (anastomoses) in the placenta which has very high
morbidity and mortality rate for both fetuses. Fetoscopic laser occlusive coagulation
(FLOC) surgery is commonly used to treat the condition which uses a fetoscope to
explore the placenta and a laser to occlude the anastomoses causing the imbalance in
blood circulation. In order to deal with the navigational difficulties caused by the
limited field of view of the fetoscope, this thesis is part of a work towards an
application which main purpose is to build a global map of the placenta as well as
display position of the fetoscope on that map. A combination of segmentation by
neural networks are combined with direct sequential registration techniques are
applied to fetoscopic data from FLOC surgeries at Karolinska University Hospital
Huddinge and resulting in a proof-of-concept of this mosaicking pipeline setup for the
creation of a global map of the placenta during such a surgery. It was however also
found that more work is needed to make the system more reliable and among other
things less sensitive to poor visual conditions and drift, which can result in low quality
mosaics with artifacts due to misaligned images.
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1. Introduction 
1.1. Project Background 
In cases of monochorionic twin pregnancies, pregnancies where twins share a placenta, there 
is about an 10-15 % risk of twin-to-twin-transfusion syndrome (TTTS) developing. TTTS is a 
condition where there is an imbalance in the shared blood circulation of the fetuses due to 
certain inter-twin vascular connections (anastomoses) in the placenta. This condition 
endangers both the fetuses and without treatment this condition has an estimated mortality 
and morbidity rate of about 80 % [1].  

An established treatment for this condition is fetoscopic laser occlusive coagulation (FLOC). 
This treatment involves exploring the placenta with a fetoscope and using laser to occlude the 
anastomoses causing the imbalance in blood circulation [2]. A difficulty in performing this 
treatment is the limited field of view provided by the fetoscope which makes it harder for the 
surgeon to locate the anastomoses of the placenta causing the condition.  

At Karolinska University Hospital and Karolinska Institute there has been work performed in 
collaboration with students from KTH Royal Institute of Technology to develop a tool to 
address this problem. The research has been focused on working towards an application 
capable of building and displaying a global map of the placenta by mosaicking the video 
output of the fetoscope, and also is capable of displaying the fetoscope's current position in 
relation to that map through the use electromagnetic real-time tracking.  

This thesis will attempt to build on the work previously done in [3] and [4] at Karolinska 
University Hospital, as well as other research performed elsewhere, in order to progress 
towards a working application that can be used as assistance during a FLOC procedure. In 
particular, this thesis focuses on implementing a system for creating image mosaics from 
video from FLOC surgeries performed at Karolinska University Hospital Huddinge.  

The technique employed is based on the work done by Bano, et al. in “Deep Placental Vessel 
Segmentation for Fetoscopic Mosaicking” [5], where the segmentation of  placental blood 
vessels is used in order to deal with much of the difficult visual circumstances during surgery, 
the result of which is then used as the input of the registration process. 

1.2. Problem Description 
As mentioned in the introduction one of the major challenges facing a surgeon performing a 
minimally invasion surgery such as a fetoscopy is navigating the placenta. This is partially 
due to the limited field-of-view offered by the fetoscope, which places high demands on the 
surgeons ability to orient themselves during the surgery [6]. If one is able to alleviate this 
problem it might reduce the time it takes to perform the surgery by making navigation easier, 
and both shorter surgeries and better ease of navigation could potentially lead to both fewer 
mistakes and better medical outcomes. 

One way to addressing this problem is creating a computer-generated map of the placenta 
using the images from the fetoscope, thus unburdening the surgeon from much of the 
navigational difficulties and who is instead allowed to focus more on other relevant parts of 
the surgery. 
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At Karolinska University Hospital work has previously been done in order to work towards a 
tools for generating and displaying such an overview map of the placenta during a FLOC 
surgery which also is to be able to display the position of the fetoscope on that map [4] [3]. A 
design idea for generating this map includes a flyover phase where the fetoscope scans the 
placenta and from the images acquired during this phase the map can then be generated (see 
illustration in Figure 1). This thesis is a continuation of that work towards that goal. 

 
Figure 1: Possible design of final system. Adapted from image by Jonas Johnson, KI. 

In order to generate such a map, one is faced with the particular difficulties of registering in-
vivo fetoscopic images, which include low contrast, specular reflections, artifacts due to 
impurities in the amnionic fluid, occlusions due to position of the fetus [7]. These conditions 
make creating a satisfactory image mosaic with conventional algorithms difficult. In one of 
the previous master theses performed at Karolinska University Hospital as part of this project, 
Fransson [4] used data attained in the same way as in this work and found major difficulties 
in making use of standard feature-based image registration techniques using the feature 
detection algorithms SIFT and FAST. The results using those methods using those methods 
and parameters was deemed to be unsatisfactory.  

If one looks at the application as containing two major parts, one responsible the creation of 
the map from fetoscopic images and the other displaying the fetoscope’s position on that 
map. For the purposes of this thesis the creation of the map was given a priority, both because 
the creation of the image mosaic was deemed more fundamental and because there seemed to 
be more work remaining to be done based upon the previous theses. Therefore, this thesis 
begins with a background in the relevant to understanding the following chapters. That is 
followed by an overview of previous research on image stitching in fetoscopy. Next the 
method that was deemed most suited for the project will be presented. Afterwards the 
specifics of the implementation will be showed and how it differs from the method presented 
in the article and how the different data needs to be handled, followed by results when it was 
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applied to data from Karolinska Hospital and a discussion of the results and how this moves 
the project forwards, a conclusion, as well as suggestions on future steps to take. 

1.3. Limitations 
The goal of this thesis is not to create a final working system that can be used during a 
clinical surgery but rather explore and show a proof-of-concept for an image mosaicking 
solution that could potentially be a part of a final system that possibly includes handling of a 
flyover phase and a visualization of fetoscopy position on the generates map of the placenta. 

It is also outside the scope of this thesis to look at optimization of computational efficiency of 
the mosaicking. Here the focus will be on the already difficult task of successfully 
mosaicking fetoscopic data and computational efficiency optimization will be left to future 
work if deemed necessary. There will however be at least some consideration of this kind of 
performance when choosing what method to implement in order to ensure the feasibility of 
running it on the available hardware. 





 Theoretical Background  
2.1. TTTS and FLOC Surgery 
Twin-to-twin-transfusion syndrome (TTTS) is a complication affecting monochorionic 
multiples, meaning two or more identical twins who share a chorion (the outermost fetal 
membrane) and therefore also share a placenta (see illustration in Figure 2). The condition 
causes and imbalance in blood flow between the fetuses, which causes a high rate of 
morbidity and mortality. Untreated TTTS have an estimated mortality rate of up to 80 %.  

 

Figure 2: Illustration of twin-to-twin-transfusion syndrome. Image (Twin to twin transfusion 
Syndrom) by: Kevin Dufendach, licensed under CC BY 3.0. 

The imbalance is caused by certain inter-twin vascular connections (anastomoses) in the 
placenta and is harmful to both the child who receive an abnormal amount of blood (the 
recipient) and the one who as a consequence receives less (the donor). The change in blood 
volume comes with its share of risks, as does the change in amniotic fluid that also tends to 
follow. The recipient’s heart can be damaged by the increased blood volume and blood 
pressure and the donor might among other things become growth impaired.  While the fetuses 
still are in the womb TTTS can lead to bleeding, premature birth and stillbirth of one or both 
of the fetuses. After birth the donator may suffer from anemia, low blood pressure, kidney 
failure among other things. The recipient may suffer from an excess of red blood cells, high 
blood pressure and heart failure. Impaired growth is a risk factor for cerebral palsy and the 
donor is also at risk for neurological conditions [1]. 

Serious TTTS is commonly treated with fetoscopic laser occlusive coagulation (FLOC) 
where the surgeon enters the womb with a fetoscope through the abdominal wall. The 
surgeon then attempts to identify the anastomoses that cause the imbalance in blood flow and 
uses laser to coagulate those vessels (See figure Figure 3).  

https://commons.wikimedia.org/wiki/File:Twin_to_Twin_transfusion_syndrome.svg
https://commons.wikimedia.org/w/index.php?title=User:Kevin_Dufendach&action=edit&redlink=1
https://creativecommons.org/licenses/by/3.0/deed.en
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Figure 3: Image of laser coagulation from FLOC surgery video from Karolinska University 

Hospital. 

In a study of neonatal and survival outcomes of 71 cases were FLOC was used at Karolinska 
University Hospital in Huddinge from 2012 [2] it was found that: 

“In 53/71(75 %) laser-treated TTTS cases, at least one twin was liveborn and in 42/71(59 % ) cases at least one twin 
survived infancy. Fetal survival did not differ between donors [41/71(58 % )] and recipients [46/71(65 % ), P = 0.36]. 

Among liveborns, infant survival was 29/41(71 % ) in donors and 36/46(78 % ) in recipients (P = 0.12).”  
 
These number did not differ much from comparable international data on FLOC outcomes for 
treatment of TTTS [2]. 
2.2. Image Mosaicking 
Image mosaicking or image stitching (these words will be used as synonyms in this thesis) is 
the process of stitching together two or more pictures into a single large image, aligning them 
according to common objects or features in the images. Image stitching can be broken down 
into a few steps according to Szeliski [8]. First, we need to decide on a motion model, which 
relates the pixel coordinates in one image to those of another. The next step is to try to 
estimate the alignment between pairs of pictures from information that derives from images. 
This, as we shall see, can mainly be done with either direct pixel-to-pixel alignment or 
feature-based alignment techniques. When there are more than two pictures in the mosaic 
there could be a need for global alignment as well. After the images have been aligned the 
need to be projected on to a final surface where they can be displayed. And finally, the 
images need to be blended in a satisfactory way at the stitches (the border between pictures), 
so as to no create any image artifacts and often to hide the existence of stitches at all. 

2.2.1. Motion Models 
In order to map pixel coordinates from one image to another we need use parametric motion 
models. These can be of varying degrees of simplicity. Generally, in image registration one 
uses what is called 2D planar transformations. They can be characterized by the number of 
degrees of freedom (DOF) they allow for or what characteristics of the image geometry they 
preserve (See Table 1). 
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Transformation Matrix (for 
homogenous 
coordinates) 

# DOF Preserves Illustration 

Translation 1 0 푡
0 1 푡
0 0 1

 

2 Orientation 
(and 

everything 
below) 

 

Rigid 
(Euclidian) 

cos 휃 − sin 휃 푡
sin 휃 cos 휃 푡
0 0 1

 
3 Lengths (and 

everything 
below)  

Similarity 
𝑠
cos 휃 − sin 휃 푡
sin 휃 cos 휃 푡
0 0 1

 
4 Angles (and 

everything 
below)  

Affine 𝑎 𝑏 𝑐
𝑑 𝑒 𝑓
0 0 1

 

6 Parallelism 
(and 

everything 
below) 

 

Projective 
(Homography) 

𝑎 𝑏 𝑐
𝑑 𝑒 𝑓
𝑔 ℎ 1

 
8 Straight lines 

 
Table 1:2D planar transformations. Adapted from [8]. 

These go from the simplest (translation) transform to the most general (projective, also called 
homography). The way that these transformations usually are represented mathematically is 
as 3x3 matrices when homogeneous coordinates [9] are used which are multiplied with the 
coordinate to be transformed represented as a 2D homogeneous vector [8]. 

2.2.2. Direct and Feature-based Methods for Alignment 
Now that we know how to transform images with a chosen motion model, we now need a 
way to estimate the parameters of the desired transformation between image such that we can 
create an image mosaic. The ways of doing this are mainly divided into two groups of 
methods: direct methods and feature-based methods. 

Direct methods simply transform, usually one of the images (called the moving or template 
image) and compare it with the other (called the fixed image or reference image) pixel by 
pixel according to a chosen error metric appropriate for the images and transformations. One 
then need to search the space of possible transformations for one that is as good as possible. 
This could be full search or a more coarse-grained or adaptive approach depending on the 
size of the problem and the available resources. It can also be done in the frequency domain 
instead of the spatial domain which can speed up computation. [8] A common error metric is 
sum of squared differences or SSD, mutual information and normalized cross-correlation 
[10]. Considering that this as an optimization problem this lets us use techniques such as 
gradient descent and other optimizers to minimize the error metric. It is common to have use 
some form of interpolation when the pixels do not completely overlap, which is not unusual 
because the displacement can be less than pixel width [8]. One of the disadvantages of direct 
methods compared to feature-based methods is that they might not be able to converge when 
the overlap between images is insufficient. This may not be a big problem in sequential 
images from video since the frame usually overlap by a large amount but may be more 
problematic when considering mosaicking photos with very little overlap. [8] 
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The other main option is feature-based methods. This works to extract features from the 
image and then match them. There are higher and lower level features that can be detected. 
Low-level features can be things like edges, corners, color, histograms [10]. Common 
extractors of low-level features are among others the Harris corner detector, Scale Invariant 
Feature Detector (SIFT). High level features can be contour-based methods. These are based 
on shapes and textures. Once the features in both images have been detected matches 
between these features are then found in different ways depending on the type of feature as 
well as the specific application. This could be a nearest neighbor of descriptor vectors, or 
some similarity metric. In addition, one can prune the results with for example RANdom 
Sample Consensus (RANSAC) which removes outliers [8]. Afterwards geometric registration 
occurs using these matching points much like in the direct methods but using much fewer 
points.  

2.2.3. Pairwise, Sequential, and Global Registration  
In the simplest case we perform registration between a pair of images, this can be extended to 
sequential registration by performing pairwise registration of sequential images in a series of 
images which finally can be resampled together into a shared coordinate system. This can be 
extended to global registration which creates a global energy function and uses each image’s 
transform parameters. Oftentimes local adjustments need to be performed after global 
registration in order to lessen blur and double images. A common way to global registration 
is to use bundle adjustment which simultaneously handles the parameters of all images and 
uses a least-squares framework [11].  

2.2.4. Blending 
To create seamless image mosaic, blending is usually required. There are usually 
inconsistencies between images even though they have been captured by the same camera, 
there can be movement of objects in the image, illumination changes, and many other things 
that causes the images to benefit from blending. Depending on the types of images and what 
occurs within them one might choose different blending methods. One can simple use the 
average pixel value of overlapping pixels. Other common methods that use some kind of 
transition smoothing include feathering (a weighted average which gives more importance to 
central pixels) which helps with smoothing moving objects or exposure differences, etc. 
There is also for example gradient-based blending, which is performed in the gradient 
domain, which usually sets the gradient at the seams to zero, which smoothens the color 
differences. There are other methods that try to find optimal seams between images where 
there is to be no information fusing [10]. 

2.3. Image Segmentation 
Image segmentation is the process of dividing an image into parts where each part 
corresponds to some real-world object or area. This can be divided into two categories: 
complete segmentation and partial segmentation. Complete segmentation means that every 
part of the picture is segmented, no region of the image has been given a correspondence to a 
real-world entity. Partial simply means that not every part of the image has been given such a 
correspondence. Depending on the types of objects to be segmented and the type of 
background is present in an image, higher or lower-level processing may be required. If there 
is an image with a uniform background with objects that clearly contrast that background one 
could easily achieve complete segmentation using a simple thresholding technique, where 
pixels with certain values are assigned to the object (or foreground) and the rest are assigned 
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to the background. Ambiguity in image data is one of the main problems during image 
segmentation, and information noise is another. There are three main groups of segmentation 
methods: global knowledge methods, edge-based methods and area-based methods [12]. One 
could argue for another group of methods as well, namely deep learning methods which also 
will be discussed in an upcoming section. 

Global knowledge methods make use of global knowledge about the image to perform the 
segmentation, usually in the form of histograms. The most common and simple methods in 
this group are thresholding. In a simple grayscale image one can chose one (or many) 
threshold intensities where above or below classifies the pixel into different classes. Band 
thresholding also possible (can be used for detection of borders for example) The main 
problem with these thresholding methods is finding the correct threshold. This can often be 
done with the help of a histogram of the image.  If the histogram is bimodal or multimodal 
one can choose a threshold based on that as well. These are more advanced techniques such 
as optimal thresholding which tries to model an image’s histogram by using a weighted sum 
of two or more normal distributions with different parameters. The optimal threshold is then 
considered to be the intensity which has the lowest probability between maxima of the 
normal distributions, which ideally leads to the lowest number of misclassified pixels. Most 
of these grayscale methods can be used for multi-spectral segmentation as well by 
generalizing them to higher dimensional versions [12]. 

Edge-based methods are based on knowledge about edge in the image. There methods 
generally make use of edge detection algorithms, which are important in many other parts of 
image analysis and computer vision. These make use of things like grayscale and color 
gradients and discontinuities, texture and other properties. Noise is a problem for edge-based 
methods, but also information from the image that does not correspond to the object’s borders 
(an edge where there is no border or vice-versa). The detection of edges can also be done by 
graph search, border tracing, edge image thresholding, Hough transforms and many other 
methods. After edge-detection region construction has to be performed on the border data. 
Some methods can handle incomplete or partial borders and still create borders from these, 
such as probabilistic methods based on whether a pixel is on a straight line of pairs of 
opposite edge pixels [12]. 

Sometimes it is hard to use edge-based segmentation due to noise. In general, region-based 
methods are better in such cases. Region-based methods such as region growing uses the 
concept of homogeneity to divide the image in areas which maximize homogeneity within 
them. This could be homogeneity in grayscale, color texture shape etc. In a region merging 
method one sets a criterion for inclusion in a starting region and grows that region with 
adjacent pixels identified manually or automatically according to the criterion. There is also 
region splitting which does the opposite. It begins with the entire image which does not 
satisfy the set condition, which is then split into regions that satisfies the condition until no 
longer possible. A combination of merging and splitting is also possible. Watershed 
segmentation uses a concept from topography. This method uses a grayscale gradient image 
version of the image and view it as a topographic map with catchment basins and high 
watersheds. All pixels belonging to the same watershed are then considered to be part of the 
same region [12]. 
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2.3.1. Deep Learning in Image Segmentation 
Deep learning in artificial neural networks have in recent years been extremely successful in 
solving many problems previously tackled with other methods and algorithms, including 
problems in computer vision [13].  

In image analysis the most successful type of neural network are convolutional neural 
networks or CNNs. CNNs contains convolutional layers who are good at detecting patterns 
and whose output is invariant to distortion and shift as well as preserves spatial information. 
The convolutional layers do this through the process of convolutions.  

 
Figure 4: Example of a CNN architecture. Image by: Aphex34, licensed under CC BY-SA 4.0. 

A convolutional layer (see Figure 4) includes a number of filters (or kernels), which each is a 
matrix containing an number of weights and takes the matrix-shaped input and performs 
kernel convolution across the image the whole image, such that each layer produces a feature 
map for each filter from the original image. This feature map is then passed on to the next 
layers. These kernels can often be detecting low-level features such as corners or textures etc. 
in particular in the earlier layers which, then become more high-level features in deeper 
layers, even features that resemble real-life objects (such as facial features, or cars, etc. 
depending on the application). There can also be other layers in in CNNs similar to 
convolutional layers which may up or downscale images through pooling, or other 
operations. Much like normal artificial neural networks, the weights can be trained based on 
an error metric if the learning is supervised (ground truth is available), or some sort of cost 
function that has been established if learning is unsupervised. [13].  

The main difference between CNN performing classification of the entire image and a CNN 
performing segmentation is the fact that the classification is much more fine-grained. This 
means that each individual pixel needs to be classified. Meaning one output for each pixel 
[14].  

2.3.2. U-Net 
One of the most successful neural network architectures for image segmentation is U-net. It 
especially works well even with small amounts of input data which is often the case in 
medical applications, and it has been the base of many other successful networks.  

https://commons.wikimedia.org/wiki/File:Typical_cnn.png
https://creativecommons.org/licenses/by-sa/4.0/deed.en
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Figure 5: Example of a U-net architecture. Image by: Mehrdad Yazdani, licensed under CC BY-SA 

4.0. 

The U-net architecture (see Figure 5) can be said to consist of two paths one which is a 
contracting path or “encoder”, much like how classification networks works, which decreases 
the resolution of the input through down-convolutions and max pooling. The other is an 
expanding path or a “decoder” which makes use of up-convolution, upsampling, and 
concatenation is the innovation of this network. This process both let the network learn local 
information as well as allows it to generate a fully segmented image with the same resolution 
as the input image [15]. The lack of fully connected layers which are replaced with a 1x1 
convolution (inherited from the fully convolutional network architecture by Long et al. [16]) 
allows it architecture to take inputs of arbitrary size since dense layers are dependent on the 
input size while convolutional layers are not.  

2.4. Image Comparison Metrics 
There are many metrics that can be used for comparing images and image related tasks, and 
they measure different aspects of the images and have different advantages and 
disadvantages. 

  

https://commons.wikimedia.org/wiki/File:Example_architecture_of_U-Net_for_producing_k_256-by-256_image_masks_for_a_256-by-256_RGB_image.png
https://creativecommons.org/licenses/by-sa/4.0/deed.en
https://creativecommons.org/licenses/by-sa/4.0/deed.en
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2.4.1. IoU 
IoU or intersection over union (also known as Jaccard index) is a measure which can be used 
to measure image overlap as well as to evaluate segmentation results by comparing them to 
an available ground truth (Figure 6). 

 

Figure 6: IoU. Image by: Adrian Rosebrock, licensed under CC BY-SA 4.0. 

The name is quite self-explanatory, and the metric gives results between 0-1 where higher 
results indicate greater overlap. 

𝐼𝑜𝑈(𝐴, 𝐵) =
|𝐴 ∩ 𝐵|
|𝐴 ∪ 𝐵|

 

2.4.2. Dice Coefficient 
The Dice coefficient, also known as F1 score and Sørensen–Dice coefficient, is very similar 
to IoU and are used for similar tasks. The two metrics give similar results when applied to the 
same problem but when evaluating how bad a result they differ, where IoU is harsher than the 
Dice coefficient [17]. 

𝐷𝑖𝑐𝑒(𝐴, 𝐵) =
2|𝐴 ∩ 𝐵|
|𝐴| + |𝐵|

 

2.4.3. Mean Squared Error 
Mean squared error or MSE is metric that is used in many areas but can be applied to 
comparing two images. The error between individual pixels is their difference which is then 
squared and the averaged to get this metric. The lower MSE is the more similar they are. 

𝑀𝑆𝐸(𝐴, 𝐵) =
1
𝑛

(𝐴 − 𝐵 )  

2.4.4. Structural Similarity Index Metric 
Structural Similarity Index Metric (SSIM) was based on work trying to improve upon the 
limitations of older metrics such as MSE by basing it on properties characteristic to the 
human visual system and therefore on structural information. The metric includes luminance, 
contrast and structure which are combined, and spatial closeness is also considered. SSIM is 
calculated for local sliding windows of the image through averages, variances and 
covariances of the luminance, contrast and structure metrics, and the results of each local 
window is later combined into the SSIM of the image [18]. One of the often-cited drawbacks 
but which will be taken advantage of here is its sensitivity to geometrical transformations 
such as scaling, translation and rotation. This will be applied to quantify the drift of the 
registration process [19].  

https://commons.wikimedia.org/wiki/File:Intersection_over_Union_-_visual_equation.png
https://creativecommons.org/licenses/by-sa/4.0/deed.en


 Related Work 
In [20], Yang, et al. proposed an image mapping of views captured during fetoscopic surgery 
onto an 3D model of the placenta created using ultrasound images also captured during the 
surgery. In an initialization phase they use both the ultrasound to create a 3D model of the 
placenta as well as estimating the position of the fetoscope. Spatial information from the 
initialization is then used to establish a relationship between the camera perspective 
coordinate system and the 3D representation of the placentas coordinate system. The images 
are aligned a feature-based registration which is finally overlaid over the 3D model. 

Tella-Amo, et al. [21] used a combined approach of both the visual data from the fetoscope 
as well an electromagnetic tracing and temporal data to create an image mosaic. The propose 
this in order to deal with blurred images, reducing drift, and take advantage of temporal 
information. This is done with a dynamic state-space model. The homography between two 
frames is estimated using probabilistic calculations using temporal and spatial info gathered 
from the EM tracking system as well as the visual data. They show that their model is 
superior to a standard sequential mosaicking pipeline with 2D bundle adjustment.  

In [22], the researchers noted that in order to avoid the drift of sequential registration methods 
global registration methods such as bundle adjustment can be preferable. However, these 
methods are usually considered offline methods due to their computational complexity, 
especially when large number of images are used. In order to tackle this problem, they 
propose two pruning strategies to allow for sequential use of bundle adjustment for 
mosaicking during fetoscopy. The first pruning strategy relied on EM tracking in order to 
prune unlikely matching attempts on the basis of spatial proximity. The second strategy is 
something called “superframes” which aggregate information from multiple images in order 
to decrease computational complexity. 

Peter, et al. [23] showed a method based on alignment of gradient orientations for registration 
of consecutive frames, as well as a bag of visual words strategy to ensure global consistency 
of the mosaic when the fetoscope revisits previously recorded areas. This approach seemed to 
be superior to traditional landmark based methods according to their research. 

Other work makes use of deep learning approaches. In [24], the researchers train a 
convolutional neural network to act as a feature extractor for fetoscopic data in order to 
improve image registration. The results outperform established methods such as SIFT and 
BRIEF. 

In [25], research applying deep learning to estimating homographies between images from 
fetoscopic video for image mosaicking which has shown promise. In order to generate a 
homography ground truth the assumption that only small translation and rotation can occur 
between two images. Random patches from the fetoscopic data were generated and 
transformed according to a randomized but known homography which then served as ground 
truth.  

In [26] research on recognizing occlusion and instruments in fetoscopic video using a 
recurrent convolutional neural network in order to help navigation, and generate risk alert 
during a surgery, and help during retrospective surgery analysis. 





 Selected Method 
Bano, et al. published in 2020 the article “Deep Placental Vessel Segmentation for 
Fetoscopic Mosaicking” [5], in which they presented a method based on deep learning for 
mosaicking of images from fetoscopic video and published the first publicly available dataset 
of fetoscopic video. This method was chosen for this project due its promising results and its 
feasibility of implementation. The method will serve as the fundamental starting point for this 
thesis and project and dataset will also be made use of.  
 
The technique for creating the mosaic uses the result of segmentation of blood vessels on the 
placenta in the images. By using the results of the segmentation instead of the actual image 
frames most of the difficult visual conditions during fetoscopies can be avoided. The 
resulting images can be viewed as grayscale images which then are used for calculating the 
transformation for sequential registration using a direct registration method. These 
transformations can then be applied to both the grayscale probability maps, but also to the 
color images from the fetoscopic video.  

The authors show that their approach, using a combination of segmentation and direct 
registration, outperforms the same direct registration method without segmentation. This 
method also has the added benefit that if it were integrated into a map system, one could 
potentially switch into a mode showing the vessel segmentation instead of the color version. 

In order to segment the vessels of the placenta in the images a U-net CNN pre-trained on the 
ImageNet dataset is trained on the dataset published in the same article. Part of the dataset 
made available was annotated by the authors and the results were checked by a specialist. 
This part of the dataset was used to train. In the article they also performed a 6-fold cross-
validation and compared different backbones for the U-net architecture. As a loss function 
during training the sum of binary cross-entropy loss and IoU loss was used. A standard U-net 
architecture was tested a long with architectures using VGG16, ResNet50, and ResNet101 as 
backbones (meaning as the encoder part of U-net). While the results were quite close, 
ResNet101 performed best in terms of Dice-score and IoU. 

For their registration pipeline they used a direct registration method and used affine 
transformations since projective transformations for fetoscopic registration has been found to 
give worse results [5], [23], especially when camera calibration is unavailable making the 
edges likely to overfit due to lens distortions. The direct approach was chosen instead of a 
feature-based approach due to it has been found that it can be superior on fetoscopic image 
due to lack the textures and to the usually low resolution [23] [7]. As a loss function they 
used photometric loss (bidirectional least-squares difference) which was part of a Lucas-
Kanade multi-resolution pyramidal framework making use of optical flow and to find 
solutions the Levenberg-Marquardt algorithm was applied. In order deal with outliers, 
especially due to the circular field of view (FoV) of fetoscopic images, both a circular 
visibility mask was used as well as a that they added a saturation threshold of individual pixel 
error in order to decrease these outliers impact on the registration [27].  Further, instead of 
using the binary segmentation maps from the CNN the probability maps where used instead 
(meaning grayscale images where each pixel’s value is determined by the probability it 
represents a blood vessel). This was due to that the probability maps gave better results than 
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the binary classification maps due to it giving smoother cost transitions. Finally blending is 
applied to merge the probability maps into commons reference frame. 

 



 Implementation  
The implementation of this system is based on the implementation by Bano, et al. as 
described earlier with some changes, where the largest changes could be found in the 
registration part of the system. The entire system was written using Python, using a number 
of different libraries including Keras which acts as an interface to the TensorFlow machine 
learning library, SimpleITK which is a simplified interface to the medical image 
segmentation and registration framework Insight Toolkit (ITK) [28], OpenCV and Numpy for 
a number of image related utility tools. See Figure 7 for an illustration of the pipeline. 

 
Figure 7: Image mosaicking pipeline. 

5.1. Segmentation 
The implementation of the pipeline was performed in Python with Keras Tensorflow for the 
deep learning part of the project. The main differences include that U-Net architecture 
backbone the ResNet50 architecture was used instead of the ResNet101. This is mainly due 
to decrease the time and hardware required to train the network. Since the probability maps 
created by Bano et al. was included in the dataset, comparisons of the final results showed 
that using the ResNet50 backbone had quite a small effect on the quality of mosaics, 
(especially from a usability standpoint). This could also be seen in the the small diffrences in 
Dice-score and IoU shown between different backbones in [5]. The U-Net CNN was trained 
on the pre-processed data (see Section 5.3.1) until it reached similar results to the 
performance of the network in [5] with the same ResNet50 backbone.  

5.2. Registration 
The differences in the registration pipeline are larger. SimpleITK is a simplified interface to 
the Insight Toolkit (ITK) which is used for (mainly) medical images analysis, including many 
filters, tools  for segmentation and registration etc. and was used in this project as a 
convenient way to implement registration task using Python. It provides a number of 
optimizers, metrics, interpolators, as well as multi-resolution registration [28]. To find the 
most successful combination of metrics and optimizers a trial and error approach was used 
where the each combination was evaluated mainly qualitatively but also quantiatively when 
comparing optimizers using the same metrics. Since the number of possible combinations of 
metrics and optimizers, and each metric’s and optimizer’s individual paramters is very big the 
exploration was stopped once a combination whose results were found to be satisfactory was 
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found. A combination the Powell optimizer with the standard paramters along with the mean 
squares error metric (with a multi-resolution pyramidal framework and visibility mask used) 
gave results which were very good and very similar to the results of [5] so this was the 
approach adopted. For some harder mosaics, meaning all data from Karolinska University 
Hospital and video04, video05 from [5] (when using segmentation data created with both 
ResNet50 ResNet101 backbones for video04, but only with ResNet50 data for video05), the 
step size of the Powell optimizer was lowered to 1e-7 to produce acceptable results. It can be 
noted that regular step gradient descent with either MSE or mutual information metrics 
worked reasnably well in many cases.  

Blending was done through the averaging of overlapping pixels values. Due to the fact that 
images where darker closer to the edge of the circular FoV it caused the appearance of rings 
on the final mosaic. To deal with this a mask was used to remove the darker edge pixels and 
thus which creating a smother mosaic while not removing important information from the 
final mosaic. These masks can also be adapted to exclude crop out the parts of images. This 
became useful for mosaicking data from made available from surgeries in Karolinska 
University Hospital in Huddinge since these images contained time and date stamps were 
unwanted in the final mosaic.  

The size of the final image upon which the remaining images would be resampled to was 
determined by taking the coordinates of the corners of each image after they had been 
transformed and through their coordinates determining the required size of the final image. 
This approach is simple and easy to implement but does not lead to the minimal possible 
background pixels since the FoV is circular, but each image used is square. 

5.3. Data 
5.3.1. Dataset A 
The training data consists of 483 labeled images from 6 videos from 6 different in vivo FLOC 
surgeries and (see Figure 8) is part of a dataset1 that was published by Bano et al. along with 
[5]  under a CC BY-NC-SA 4.0 license. The dataset also contained 950 frames unlabeled data 
from the 6 videos; these frames will be used later for evaluation. The complete dataset 
(including both the label and unlabeled data) in this thesis will from now on be called dataset 
A. The labeled data was manually annotated by the researches and the labeling was then 
checked by a fetal medicine expert. The training data is varied and include a variety of 
lighting conditions occlusions etc. 

  

 
1 The dataset is available for download at https://www.ucl.ac.uk/interventional-surgical-sciences/fetoscopy-placenta-data. 

https://creativecommons.org/licenses/by-nc-sa/4.0/
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Figure 8: Example frames from dataset A [5], original images to the left and the ground truth 

annotation to the right. Licensed under a CC BY-NC-SA 4.0 license. 

Even though the data in the data set is varied the number of images is quite small. Therefore, 
data was then pre-processed with data augmentation in a similar process as in [5]. First all 
images are resized to 448x448 pixels. After that each training iteration a random premutation 
of the selected data augmentation is applied, including horizontal and vertical flips and 
random rotations.  

5.3.2. Dataset B 
The data made available for this project consists of videos from 6 FLOC surgeries performed 
at Karolinska University Hospital in Huddinge (see Figure 9) and each video includes images 
from most of each surgery. The videos have a resolution of 720x576 and a framerate of 25 
fps, which was downsampled to 12.5 fps for performance reasons. This dataset will from the 
purposes of this thesis here forth be called dataset B. Since the videos show most of the 
surgery (including the entering of the womb as well as laser ablation etc.) relevant clips had 
to be selected in order to make mosaicking possible. The clips were chosen mainly for how 
representative they could be of what could be expected images from a flyover phase could 
look like, but some clips were chosen to be more challenging just to test how well the 
mosaicking would do on trickier cases. 

https://creativecommons.org/licenses/by-nc-sa/4.0/
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Figure 9: Example frames from the project dataset (including frames with various types of 

occlusion). 

The images contain date and time information that sometime overlaps the relevant portion of 
the screen. This was found to not be a problem since it was not wrongly interpreted as a 
blood vessel and was mostly removed much like the other particles were filtered out in the 
segmentation process. There were on a few images however a small amount of the date and 
time stamps left but this was a very weak imprint and likely hand little to no effect. The 
images needed to be cropped into a quadratic shape order to avoid changes in image ratio 
after segmentation since the output of the CNN is 448x448. 

5.3.3. Image Segmentation Evaluation 
For evaluating the performance of the segmentation network, the annotated data was divided 
into three parts 70 % was used as training data, 20 % was used for validation and the 
remaining 10 % was left for the test set. The metrics that was used were Dice-score and IoU. 

5.3.4. Image Registration Evaluation 
When there is not any ground truth available or can be generated, evaluating an image mosaic 
resulting from image registration is very difficult. For this reason, a qualitative evaluation is 
very common, and will be the main method of evaluation. The quantitative evaluation in this 
should therefore only be view as a compliment to the qualitative evaluation. 

Bano et al. [5] also propose a quantitative method to quantify the drift in sequential 
mosaicking which also will be used. Their method makes use the of two similarity metrics 



27 
 

SSIM and IoU and these two metrics are used to evaluate a six-image series where each 
image in the series is compared to the first (see Figure 10). This is done with a non-
overlapping window approach across all frames of a video clip to build statistics for how drift 
changes over frame distance. The similarity of the reference image and the subsequently 
registered images, a high similarity can be an indication that the drift error is low. The 
expectation is that the similarity in general is going to decrease as the frame distance 
increases due to the changing of the content of the field of view. A sudden loss in similarity 
could be an indication of an increase in registration error. This can be caused by many 
reasons, it could be the result of loss of image focus, a comparatively large camera movement 
or movement in the image, or just deficiencies in the registration algorithm. When comparing 
similarity of aligned non-consecutive frames this can be seen as a way of characterizing the 
accumulated drift.  Both IoU and SSIM are image metrics which can attempt to capture this 
accumulation of drift over the the increasing frame distance. IoU is particularly useful thanks 
to the available segmentation maps, and SSIM is perhaps the most used image similarity 
metric thanks to it corresponding more closely to perceived differences important to the 
human visual system compared to other similarity metrics such as MSE. The loss of 
structural information is more important than a comparison of differences in pixel values. It 
is, however, still sensitive to geometrical transformations such as translation, rotation, etc. 

 

 
Figure 10: Illustration of the qualitative method used, in this case with the IoU metrics (usage with 

SSIM is analogous). 

Regarding the similarity of the reference image and the subsequently registered images, a 
high similarity can be an indication that the drift error is low. The expectation is that the 
similarity in general is going to decrease as the frame distance increases due to the changing 
of the content of the field of view. A sudden loss in similarity could be an indication of an 
increase in registration error. This can be caused by many reasons, it could be the result of 
loss of image focus, a comparatively large camera movement or movement in the image, or 
just deficiencies in the registration algorithm. When comparing similarity of aligned non-
consecutive frames this can be seen as a way of characterizing the accumulated drift.  Both 
IoU and SSIM are image metrics which can attempt to capture this accumulation of drift over 
the increasing frame distance. One could consider other similarity measures as well such as 
mutual information (MI) or correlation, but here the choice was made to use the same metrics 
as in [5]. Due to the implementation in this project of how the frames are resampled into a 
new reference frame makes it so that the SSIM numbers generated are connected to the 
number of pixels in the final mosaic, this leads to larger SSIM numbers the bigger the final 
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mosaic is. However, these number should still be able to show some quantification of the 
relative change in drift over a five-frame distance, but the comparability between mosaics 
generated is very limited. The IoU metric is not affected by this phenomenon and should 
therefore be more comparable between different mosaics.  

Initially further evaluation tests were planned be done at Karolinska University Hospital in 
Huddinge where a lab model would be built and worked with. However, due to the COVID-
19 pandemic this was not possible.  



 Results 
6.1. Segmentation Results 
The neural network was trained for roughly 500 epochs until the training and validation IoU 
reached 0.767 and 0.604 respectively and training and validation Dice score reached 0.868 
and 0.753. The network was then evaluated on the test data and reached an IoU-score of 
0.617 and a Dice-score of 0.763. These results are within the variance for the overall result 
for the 6-fold cross-validation performed by Bano et. al which was Dice-score: 0.77 ± 0.14 
and IoU of 0.65 ± 0.16. 

6.2. Qualitative Mosaicking Results 
6.2.1. Dataset A 

  
Figure 11: Image mosaic of video01 from dataset A [5], created with Resnet101 segmentation data 

(included in dataset A). Licensed under a CC BY-NC-SA 4.0 license. 

  
Figure 12: Image mosaic of video01 from dataset A [5], created with ResNet50 segmentation data 

generated by this project’s neural network. Licensed under a CC BY-NC-SA 4.0 license. 

Figure 11 shows the resulting mosaic of frames from the video clip called video01 in the 
unlabeled part of dataset A when using the segmentation data from their U-net network with 
a ResNet101 backbone (which was included in the dataset) with the registration method 
implemented in this project. Figure 12 below shows the resulting mosaic of using the entire 
system implemented in the project, meaning both the neural network trained in this project 
(U-net with a ResNet50 backbone) and the implemented image registration method. Both of 
these results are very good, they do not show any problematic or confusion artifacts and all 
the blood vessels appear to have been represented in a more or less correct way. Comparing 
the results between the two different CNN the results are qualitatively very similar. There 
does seem to be a little fewer artifacts in the background of the mosaic from the U-net with 
ResNet101 backbone which is completely expected based on the results in [5]. From a 

https://creativecommons.org/licenses/by-nc-sa/4.0/
https://creativecommons.org/licenses/by-nc-sa/4.0/
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usability and practical standpoint however, the results are more or less the same. It can also 
be noted that both of these results also qualitatively similar to that shown in [5] where another 
registration method was used as well. 

  
Figure 13: Image mosaic of video02 from dataset A [5], created with Resnet101 segmentation data 

(included in dataset A). Licensed under a CC BY-NC-SA 4.0 license. 

  
Figure 14: Image mosaic of video02 from dataset A [5], created with ResNet50 segmentation data 

generated by this project’s neural network. Licensed under a CC BY-NC-SA 4.0 license. 

The same that was said about video01 can also be said for video2 (Figure 13 & Figure 14). 
One can see the ResNet50 backbone leads to slightly more artifacts and “noise” in the 
probability maps mosaic but which has a very tiny impact on the registration process and the 
resulting color mosaic are very similar between the different segmentation data as well as 
similar to the results shown in [5]. The results for the rest of the unlabeled data in dataset A 
are very similar to those of video01 and video0 whose mosaics can be found in the Appendix. 

6.2.2. Dataset B 
When performing mosaicking on the different clips from Karolinska, the results where more 
varied compared to the results from dataset A. This is not entirely unexpected either, partially 

https://creativecommons.org/licenses/by-nc-sa/4.0/
https://creativecommons.org/licenses/by-nc-sa/4.0/
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due to the fact that the CNN training data was gathered from the same source as the unlabeled 
data and due to the greater variation in video quality and circumstances. 

  
Figure 15: Image mosaic of clip 1 from dataset B. 

  

  
Figure 16: (Top) Two images where occlusion occurred with them circled, (bottom) the two 

corresponding probability maps to the images above. 

Clip 1 from dataset B lead to very successful mosaic (see Figure 15). All the vessels in the 
original video is clearly represented in the mosaic in what seems to be a correct way. The 
only thing of note is a brighter region at the right border of the mosaic. This is due some 
amount of occlusion that occurred during the clip (see Figure 16) by what might be the 
umbilical cord and perhaps a fetus. If one looks at the mosaic created from the probability 
maps one can see that some artifacts were created by the occlusions, however they were not 
significant enough to affect the registration in a major way. Thanks to the blending technique 
the effect of the occlusion on the final mosaic is not very stark. It can also be noted that it 
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does not appear as if the date and timestamps which overlaps the FoV did not have a major 
impact on the registration either since they did not strongly affect the segmentation (as can be 
seen in the probability maps of Figure 16). This was also true for the other clips where the 
date and timestamps overlapped the FoV. 

  
Figure 17: Image mosaic of clip 2 from dataset B. (Left) Mosaic of probability maps with 

duplicated vessel structure marked, (right) final mosaic. 

  
Figure 18: (Left) Image of area duplicated in mosaic, (right) image of a single vessel. 

In clip 2 of dataset B (Figure 17) the mosaicking result might at first glance look decent but 
can be noticed to have some issues if looked at closer. A vessel structure has been duplicated 
due to the panning of the camera. The earliest images of the clip show the vessels in the top 
left of the mosaic and as the video progresses the camera pans down to the right, but 
eventually the camera pans back close to its starting position. This causes the same structures 
to occur twice in the image in different locations. This is might due to the potential 
shortening effect of panning over a single blood vessel (like the one in the right image in 
Figure 18) or some other cause for drift. If the camera is following a single mostly straight 
blood vessel with no other vessels visible it is likely that the registration algorithm will place 
images more or less on top of each other, much like if the camera was still. This can cause 
what seems to be a shortening of vessels in the mosaic and prevent the correct placement of a 
reappearing vessel structure in the final mosaic.  
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Figure 19: Image mosaic of clip 3 from dataset B. 

  
Figure 20: Image showing the out of focus blood vessel causing artifact in probability map mosaic. 

  
Figure 21: Image showing the blood vessel in focus and artifact replaced by more accurate 

segmentation. 

In clip 3 for dataset B (Figure 19) the resulting mosaic looks largely correct in its structure. It 
is worth noting is that in this clip the images are grainier compared to others, and the lighting 
and focus appears to be somewhat worse. While this did not seem to affect the segmentation 
in a major way, and therefore not the registration much either, it does however naturally 
affect how clear the mosaic looks. Close to the end of the clip there is a blood vessel out of 
focus causing the neural network to segment a larger area around the blood vessel (shown in 
Figure 20 & Figure 21). This causes the artefact in the top right of the probability map mosaic 
but does not affect the quality of the final mosaic. Since this over-segmentation only occurs 
in a few frames and tracks an actual physical object it does not majorly contribute to any 
misalignment between frames, and therefore not in the final mosaic either.  
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Figure 22: Image mosaic of clip 4 from dataset B. (Left) Misaligned blood vessel marked. 

   

   
Figure 23: (Above) image sequence from clip 4 showing camera losing focus, (below) 

corresponding probability maps failing to segment the lower blood vessels.   

In clip 4 from dataset B the mosaic appears largely successful apart from a break in a 
continuous blood vessel marked in the image (See Figure 22). This seems to be due to that 
the camera loses focus of the blood vessels for a few frames causing the segmentation to fail 
on the lower vessels (Figure 23). The camera follows the blood vessels above it and once 
focus of is regained it does not track the lower blood vessels previous position. It can also be 
noted that in the images in the top part of the final mosaic the placenta is further away from 
the camera which makes the placenta hard to see, this is not due to a failure in the mosaicking 
pipeline. 
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Figure 24: Image mosaic of clip 5 from dataset B. 

Clip 5 resulted in a completely successful mosaic (Figure 24), at least from a navigational 
perspective, it does not contain any duplicated vessel structures or other major artifacts. This 
can likely be explained by the smooth panning of the camera focus being maintained 
throughout. Perhaps the largest issue could be some minor loss of detail in the vessel junction 
near the middle of the mosaic due to tiny misalignments. 

  
Figure 25: Image mosaic of clip 6 from dataset B. 
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Figure 26: Example images from clip 6. 

The mosaicking of clip 6 from dataset B was largely successful but the low quality of each 
individual image (see Figure 26) makes final mosaic (Figure 25) quite difficult to read. 
Despite the low contrast of the frames the segmentation was reasonably successful and 
looking at the probability map mosaic shows that their alignment is quite good. This shows 
that the perceived quality of the mosaic is not only depended on the success of the 
registration process but, maybe unsurprisingly on the perceived individual image quality as 
well. Much like in clip 1 there occurred some occlusion from some object during the last few 
frames of the clip which shows up as a brighter field in the left side of the final mosaic.  

  
Figure 27: Image mosaic of clip 7 from dataset B. 
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Figure 28: Images from clip 7 showing a failure to achieve sufficiently accurate segmentation.  

Clip 7 from dataset B shows a complete failure to create usable mosaic (Figure 27). This 
seems to be mainly due to the failure of the segmentation network to reliably find a 
segmentation result that corresponds in a sufficient way to the vessels or other content of the 
images (see Figure 28). When the segmentation part of the system fails dramatically there is 
no way for the following registration system to perform decently either. For more mosaics 
from dataset B, see the Appendix. 
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6.3. Quantitative Mosaicking Results 
6.3.1. Dataset A 
 

 

 
Figure 29: IoU and SSIM metrics for video01 from Dataset A. (Above) data from mosaic using 

segmentation input generated from a U-net architecture with a ResNet101-backbone, (below) data 
from mosaic using segmentation input generated from a U-net architecture with a ResNet50-

backbone. 

From the evaluation metrics for video01 in Dataset A (see Figure 29) we see that both the 
SSIM and IoU are quite similar between the two different mosaics, although the ResNet50 
backbone does compare slightly worse compared to the ResNet101 backbone which is not 
unexpected. The slightly lower IoU-score could be explained by the slight reduction in 
segmentation performance expected with the ResNet50-backbone. SSIM is even more similar 
between the two mosaics. There was a slight decrease in both metrics as frame distance 
increased as expected.  
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Figure 30: IoU and SSIM metrics for video02 from Dataset A. (Above) data from mosaic using 

segmentation input generated from a U-net architecture with a ResNet101-backbone, (below) data 
from mosaic using segmentation input generated from a U-net architecture with a ResNet50-

backbone. 

The results for video02 in dataset A (see Figure 30) was very similar to the comparison made 
for the two version of video01. Both the IoU-score and SSIM are very much alike between 
the two backbone versions. Comparing video02 to vide01 does not show a major difference 
in the accumulation of drift across increasing frame distance. The results for the four 
remaining unannotated videos of the dataset can be found in the Appendix. 

It should be noted that there was surprising differences in IoU-scores for the mosaics of 
dataset A compared to the numbers reported in [5], where the numbers were significantly 
lower compared to the numbers found here. The pipeline implemented resulted in IoU-scores 
almost the double of those presented in [5]. This not only goes against not only the 
expectation that the numbers in Bano et al. work would be higher due to their more capable 
segmentation network but also against the expectation that the numbers at least would be 
somewhat similar judging from the very similar qualitative appearance. The reason for these 
differences was unable to be determined. 

6.3.2. Dataset B 
As an overall comment on the results on the quantitative results of the mosaics created from 
dataset B, the IoU-score on average is lower. This is not surprising partially due to the dataset 
is not related to the training data of the neural network, leading to generally lower quality 
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segmentation. The decrease in IoU over the greater frame distances could also indicate a 
larger amount of drift during the segmentation processes. While the SSIM numbers are 
oftentimes still similarly high to those of dataset A mosaics. 

 
Figure 31: IoU and SSIM metrics for clip 1 from dataset B. 

Looking at the quantitative results from clip 1 (see Figure 31) which qualitatively was 
deemed a quite a successful mosaic and compare it to those of clip 2 (see Figure 32) we find 
that the median values of the IoU-score are quite similar, but one can note that the median 
IoU at frame distance 5 is a bit lower. The largest difference is that the variance of both IoU 
and SSIM is higher in clip 2, which also includes some outliers as well. We can say that 
accumulation of drift based on our evaluation method compared to the mosaics of video01 
and video02 is similar (although more varied in clip 2), considering mainly considering the 
IoU metric. 

 
Figure 32: IoU and SSIM metrics for clip 2 from dataset B. 
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Figure 33: IoU and SSIM metrics for clip 3 from dataset B. 

Clip 3 however (see Figure 33) where the mosaicking was deemed very successful but where 
the qualitative image quality was perceived to be somewhat low. It is possible in the case of 
this clip that one of the main contributing factors to both the lower IoU-score and SSIM is 
that the camera movement are greater in this clip compared to the previous two. This shows 
that the quantitative data is not necessarily correlated to the success of the mosaic.  

 
Figure 34: IoU and SSIM metrics for clip 4 from dataset B. 

For clip 4 (see Figure 34) the IoU-scores was worse compared to previously discussed clips, 
especially on the higher frame distance. All frame distances also had outliers where the IoU-
score reached 0. This is likely explained by a loss of focus causing a couple of sequential 
frames segmentation maps to not overlap at all. One of these frames where used as a 
reference frame non-overlapping sliding window causing the creation of these outliers. This 
was the same event that seem to have caused a misalignment of one of the blood vessels 
shown in Figure 22. Both SSIM and IoU-score of the mosaic was similar to that of clip 3 
which was lower than that of clip 1 and 2. Part of the explanation is possibly due to what 
seems to be faster panning of the fetoscope compared to the two first showing up as a larger 
drift. Interestingly the SSIM metric does contain some outliers, and these do not correspond 
entirely to the outliers in IOU. It is unclear from inspection of the frames what this difference 
stems from. 
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Figure 35: IoU and SSIM metrics for clip 5 from dataset B. 

Regarding the results for the mosaic generated from clip 5 (see Figure 35) the results on both 
IoU and SSIM are very similar to those found for clip 1 and 2 which also were similarly 
successful qualitatively as well.  

 
Figure 36: IoU and SSIM metrics for clip 6 from dataset B. 

Regarding clip 6 (see Figure 36) shows a low IoU score on average as well as a number of 
very low outliers as well. While the alignment of the final mosaic seems to be quite good 
there are is a part of the clip where some occlusion occurs and well as a loss of focus the 
blood vessels at the end which likely causes the lowering of the average IoU as well as the 
outliers due to the lower quality segmentation. SSIM is lower here too compared to clip 1 and 
2. It can be noted that the increase in drift as frame distance increased was comparably low. 
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Figure 37: IoU and SSIM metrics for clip 7 from dataset B. 

In clip 7 (Figure 37) the segmentation fails most dramatically among the clips from dataset B 
which lead to a lot of over-segmentation, meaning that many frames containing a lot of 
segmented area of irregular. This leads to an on average lower IoU-score, but not a dramatic 
change in error over increasing frame distance maybe because of the non-systematic error.  
The lack of contrast and texture in the frames that may have caused the over-segmentation 
might also be in part responsible for the higher SSIM numbers due to the smaller differences 
between images (along with the potentially smaller transformations due to over-
segmentation), while the outliers may be a sign of the failure to register causing some of the 
images to be very misaligned.  





 Discussion 
As we can see form the results shown above the method can be quite successful under the 
right circumstances and produce usable mosaics. The most fundamental factor of whether the 
mosaic will be successful is whether the segmentation is successful. This does not mean that 
the segmentation has to be completely correct, but rather that it tracks actual features that is 
present on the placenta (not necessarily only blood vessels) in order to make an accurate 
registration. The system seems to be handling different types of occlusions reasonably well. 
In the examples most cases of occlusion occurred at the edge of the field of view and were 
quite small, thus leaving most of the segmented blood vessels visible and letting their impact 
be stronger than any false segmentation due to occlusion. Due to averaging blending the 
occlusions did not become too distracting in the final mosaic either.  

While the training data is quite varied the average image quality is higher than many of the 
clips from the project dataset and does not contain as many low illumination images as well 
as images with worse focus conditions. Therefore, an extended training set with images with 
worse lighting conditions, and focus might benefit the segmentation results of the method, 
and in the end also the registration and final mosaic. Especially clip 4 and clip 7 are examples 
which may have benefitted from this, where in clip 4 a vessel got out of focus leading to its 
misalignment, and in clip 7 segmentation completely failed – in its case likely due to lighting 
conditions. 

Comparing this system’s performance to that of the system in [5] on the dataset they 
published this project’s system performs very similarly, and from a qualitative and usefulness 
standpoint it is hard to say that one system’s end result is clearly better, although their deeper 
segmentation network better scores is probably benefitting their mosaics to some degree. 
Overall, the images provided in dataset A are of better quality compared to the clips from 
dataset B. Since the training data for the segmentation was from the dataset A for both 
systems, it should be expected (and was the case for this project’s system) that the 
segmentation performance and therefore registration performance is lower. 

It should be noted that since the space of optimizers, metrics, and parameters was not fully 
explored there might be combinations which perform better on some of the harder mosaics 
compared to setup in this project. It is possible that some improvement of the mosaics of the 
clips in which the results were already deemed to be quite good, however since they already 
seem serviceable for the final purpose, improving those should not be of a very high priority.  

One problem with the system is that there can be shortening effect of following a single blood 
vessel where there is not much surrounding information, so the estimated transforms might 
just be placing the images nearly directly on top of each other. However, from a usability 
perspective this might not be a major problem since the vessel systems structure is more 
important tool for navigation. But a more correct handling of these cases is of course 
preferable and helpful, but a less important than fixing problems relating to structural errors 
in the vessels system. The phenomenon of the duplication/misalignment of objects which 
occurs when they leave the field of view and then later reenter it due to an accumulation of 
drift is probably the system’s largest problem (apart from when complete failures occur). 
While a surgeon likely does not need a perfect map of the placenta, it can be important that 
there are not any false blood vessels occurring which might be confusing for the surgeon. The 
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fundamental reason for this phenomenon is the sequential registration approach. It might be 
quite hard to avoid returning to areas previously explored during an imagined flyover phase 
during a FLOC surgery since movement might be hindered by the position of the placenta 
and fetuses as well as by different types of occlusion. Therefore, keeping the drift minimal is 
very important if revisiting previous areas may be unavoidable. Improving image registration 
through improvement in image quality, segmentation, as well as further exploring the space 
of optimizers, metrics and parameters is essential for the sequential registration approach. 
Ways of bounding the drift by incorporating other external data such as adding 
electromagnetic tracking might also be of some help. Also adapting this method to some sort 
of global registration approach could sidestep the issue entirely but may lead to much higher 
hardware requirements. 

The fact that the system is sensitive for view selection and image quality, focus, and lighting 
conditions makes it seems likely that only adding a flyover system for the mosaicking of the 
relevant region will not be enough to guarantee good performance. There has to be 
improvements performed to decrease this sensitivity. An increase in annotated data could 
likely increase this system’s performance and reduce the demands on the surgeon during the 
flyover phase. However, if the entire area cannot be mapped with one pass with low/no 
overlap problems can occur. In the current system there is no way to orient multiple clips 
from different passes into a shared coordinate system, also the problems of multiple 
occurrences of the same vessels structures due to the sequential registration can also occur.  

Using quantitative measures to evaluate is mosaic quality without ground-truth is very 
difficult. There is no way of only looking at the graphs provided here and be certain whether 
they describe what qualitatively was judged to be a good or a bad mosaic, but it does at least 
give some hints as to the mosaic quality and the accumulation of drift. The type of evaluation 
is also quite sensitive to things such as the speed of movement of the camera which can give 
results indicating high drift while finally resulting in a successful mosaic. 



 Closing Remarks 
8.1. Conclusions 
This Master thesis project has resulted in a proof-of-concept of an adapted version of the 
mosaicking pipeline proposed in [5] being able to construct image mosaics of on in vivo data 
gathered from FLOC surgeries at Karolinska University Hospital in Huddinge and that some 
of those results would likely be good enough to be of help during a surgery.  However, more 
work is needed to make this a complete and reliable system usable in actual surgery 
environments. The process is sensitive and needs to be controlled and complemented in some 
ways in order to make it viable in a surgery setting in a medically beneficiary way. This 
includes a system for handling reoccurring vessel structures caused by drift, aligning them 
with their previous occurrence, as well as an improvement in the handling of some visual 
conditions including poor lighting and blur.  

8.2. Future Work 
One of the fundamental problems of this system seems to be the possibility duplication of 
mainly blood vessels in the mosaic. This needs to be addressed somehow. A possible path is 
adapting the method to be less liable to problems due sequential registration, possibilities to 
adapt to some sort of global approach or the use of external devices such as electromagnetic 
tracking or even ultrasound to ensure minimal drift.  

Another major problem is when segmentation completely fails and a way to deal with could 
be to annotate more relevant data (including data with worse image conditions) in order to 
increase the training dataset and improve segmentation and thereby in the end registration. 
Exploring other segmentation network architectures and approaches could also be beneficial. 
One can also explore more combination of parameters, metrics optimizers in order to improve 
registration itself. 

Work also need to be done to more clearly design the flyover system, which could be either 
an automatic or manual method for identifying frames to mosaic. If there is some interruption 
in the video (due to occlusions or a manual pause in the flyover) there will be a need for some 
system for handling this which potentially needs to use some gap closing method to mosaic 
connected areas as well as handling unconnected areas. An implementation of such as system 
makes it possible to evaluate how well this current system performs on actual flyover data 
and how hard it is performing a “good” flyover of the placenta. 

Looking into how to integrate the electromagnetic sensor into the system as to display 
position of fetoscope also needs to be further explored. It is possible that the same sensor can 
be used during sequential registration or global registration to improve results and constrain 
drift as well as mentioned above. 

Once the system potentially is improved enough so that it could potentially be used in a 
clinical setting there needs to be some performance exploration to determining the feasibility 
of online performance and time required to create complete mosaic after the flyover. 

An extension to this system could be adding functionality for detecting what vessels needs to 
be coagulated. With a deep learning approach additional training data would need to be 
created in order to make this addition feasible as well as likely looking at other network 
architectures.   





 Ethical Considerations 
All patients whose FLOC surgeries were depicted in dataset B have given their written 
consent for follow-up studies prior to the procedure. 

All images in the Fetoscopy Placenta Dataset (which was in this thesis for practical purposes 
called dataset A) published by Bano et al. [5] and all mosaics derived from images in that 
dataset are licensed under a Creative Commons Attribution-NonCommercial-ShareAlike 4.0 
International (CC BY-NC-SA 4.0) license. The dataset is available for download at 
https://www.ucl.ac.uk/interventional-surgical-sciences/fetoscopy-placenta-data. 
  

https://creativecommons.org/licenses/by-nc-sa/4.0/
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Appendix 
Dataset A 

Video03 

 
Figure 38: Image mosaic of video03 from dataset A [5], created with Resnet101 segmentation data 

(included in dataset A). Licensed under a CC BY-NC-SA 4.0 license. 

Figure 39: IoU and SSIM metrics for video03 from Dataset A using segmentation input generated 
from a U-net architecture with a ResNet101-backbone. 

 

Figure 40: Image mosaic of video02 from dataset A [5], created with ResNet50 segmentation data 
generated by this project’s neural network. Licensed under a CC BY-NC-SA 4.0 license. 

 

https://creativecommons.org/licenses/by-nc-sa/4.0/
https://creativecommons.org/licenses/by-nc-sa/4.0/
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Figure 41: IoU and SSIM metrics for video03 from Dataset A using segmentation input generated 

from a U-net architecture with a ResNet50-backbone. 

Video04 

  

Figure 42: Image mosaic of video04 from dataset A [5], created with Resnet101 segmentation data 
(included in dataset A). Licensed under a CC BY-NC-SA 4.0 license. 

https://creativecommons.org/licenses/by-nc-sa/4.0/
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Figure 43: IoU and SSIM metrics for video04 from Dataset A using segmentation input generated 

from a U-net architecture with a ResNet101-backbone. 

  
Figure 44: Image mosaic of video04 from dataset A [5], created with ResNet50 segmentation data 
generated by this project’s neural network. Licensed under a CC BY-NC-SA 4.0 license. 

https://creativecommons.org/licenses/by-nc-sa/4.0/
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Figure 45: IoU and SSIM metrics for video04 from Dataset A using segmentation input generated 

from a U-net architecture with a ResNet50-backbone. 

Video05 

  
Figure 46: Image mosaic of video05 from dataset A [5], created with Resnet101 segmentation data 

(included in dataset A). Licensed under a CC BY-NC-SA 4.0 license. 

 

https://creativecommons.org/licenses/by-nc-sa/4.0/
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Figure 47: IoU and SSIM metrics for video05 from Dataset A using segmentation input generated 

from a U-net architecture with a ResNet101-backbone. 

 
Figure 48: Image mosaic of video05 from dataset A [5], created with ResNet50 segmentation data 
generated by this project’s neural network. Licensed under a CC BY-NC-SA 4.0 license. 

https://creativecommons.org/licenses/by-nc-sa/4.0/
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Figure 49: IoU and SSIM metrics for video05 from Dataset A using segmentation input generated 

from a U-net architecture with a ResNet50-backbone. 

Video06 

  
Figure 50: Image mosaic of video06 from dataset A [5], created with Resnet101 segmentation data 

(included in dataset A). Licensed under a CC BY-NC-SA 4.0 license. 

https://creativecommons.org/licenses/by-nc-sa/4.0/
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Figure 51: IoU and SSIM metrics for video06 from Dataset A using segmentation input generated 
from a U-net architecture with a ResNet101-backbone. 

  
Figure 52: Image mosaic of video06 from dataset A [5], created with ResNet50 segmentation data 
generated by this project’s neural network. Licensed under a CC BY-NC-SA 4.0 license. 

https://creativecommons.org/licenses/by-nc-sa/4.0/
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Figure 53: IoU and SSIM metrics for video06 from Dataset A using segmentation input generated 

from a U-net architecture with a ResNet50-backbone. 
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Dataset B 

Clip 8 

  
Figure 54: Image mosaic of clip 8 from dataset B. (Left) Misaligned blood vessel marked. 

 
Figure 55: IoU and SSIM metrics for clip 8 from dataset B. 
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Clip 9 

  
Figure 56: Image mosaic of clip 9 from dataset B. 

 

Figure 57: IoU and SSIM metrics for clip 9 from dataset B. 


