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Abstract 

This article gives a legal-conceptual analysis of the use of counterfactuals (what-if explana-
tions) as transparency tools for automated decision making (ADM). The first part of the 
analysis discusses three notions: transparency, ADM and generative artificial intelligence 
(AI). The second part of this article takes a closer look at the pros and cons of counterfac-
tuals in making ADM explainable. Transparency is only useful if it is actionable, that is, if 
it challenges systemic bias or unjustified decisions. Existing ways of providing transparency 
about ADM systems are often limited in terms of being actionable. In contrast to many 
existing transparency tools, counterfactual explanations hold the promise of providing ac-
tionable and individually tailored transparency while not revealing too much of the model 
(attractive if ADM is a trade secret or if it is important that the system cannot be gamed). 
Another strength of counterfactuals is that they show that transparency should not be un-
derstood as the immediate visibility of some underlying truth. While promising, 
counterfactuals have their limitations. Firstly, there is always a multiplicity of counterfactu-
als (the Rashomon effect). Secondly, counterfactual explanations are not natural givens. 
Instead, they are constructed and the many underlying design decisions can turn out for 
better or worse. 

I. A Few Words on Counterfactual Histories and Explanations 

In 1927, novelist Stefan Zweig published a book in which he described several decisive 

moments in history. According to Zweig, these “historic shooting stars” (Sternstunden der 

Menschheit ) are significant points in the history of the world that “decide matters for decades 

and centuries yet to come.”1 Is the course of history indeed decided by a small set of fateful 

events? Or is the reduction of a historical narrative to one decisive event a dramatized sim-

plification of a more complex, interdependent, and dispersed set of causes?  

 Within the discipline of history there is a specific branch which takes the idea of the 

decisive moment a step further by speculating about what would have happened if a decisive 

moment had turned out differently. Such counterfactual historiography2 is rooted in “the 

idea of conjecturing on what did not happen, or what might have happened, in order to 

 
 Assistant Professor in Public Law Faculty of Law, Uppsala University. Funded by the Ragnar Söderberg 
Foundation. Also affiliated to the Swedish Law and Informatics Research Institute (Stockholm), the Center 
for Law, Science, Technology and Society (Brussels), and the Department of Sociology of Law (Lund). 

1 Stefan Zweig, Shooting Stars: Ten Historical Miniatures 5 (2015). 

2 For example: Niall Ferguson, Virtual History: Alternatives and Counterfactuals (2008). 

http://cal.library.utoronto.ca/


122 Critical Analysis of Law 8:1 (2021) 

 

understand what did happen.”3 Thus, counterfactual historiography builds on two assump-

tions: that there are decisive moments and that exploring an alternative course of events—

what if Hitler had been shot in 1944? what if Germany had won?, etc.—increases our understanding 

of the real historical events.  

As I discuss later in this paper (section IV), from 2013-14 onwards there has been 

an exponentially growing interest in using Artificial Intelligence (AI) to generate synthetic 

media, also known as deepfakes. These AI-generated informational patterns—such as texts, 

images, and movies—mimic the material on which they have been trained, and can be used 

to falsely convince a beholder of their reality (see figure 1) or human-authored nature. In 

2017, the artist Refik Anadol used generative AI in his installation Archive Dreaming.4 He 

used an online library of 1.7 million images, drawings and other archival content relating to 

Turkey to dream up synthetic deepfakes constituting new archival content, as if from “a 

parallel history.”5 Anadol’s installation illustrates how synthetic fakes have a meaning that 

is not limited to fooling the observer. Instead, the synthetic counterfactuals of Archive Dream-

ing act as tools that illuminate and make you think, by raising existential questions about 

history, time, and the nature of human and machinic imagination.  

 The question I raise in this paper is whether AI-generated counterfactuals can also 

be illuminating in a more pragmatic way, namely in identifying the decisive factors in algo-

rithmic automated decision making (ADM). Can synthetic counterfactuals be illuminating 

in a way that is actionable and empowering on an individual level? Put more concretely: if 

I am denied a bank loan or a medical treatment based on an algorithm that is too complex 

to understand or that is kept secret, can a “what if ” explanation be of any help? What if I 

were a man instead of a woman, what if I had had a different BMI, a different address or 

income? Would that have made a difference in my particular case?  

 The use of counterfactual explanations as a means of making ADM interpretable, 

explainable and justifiable has gained interest since it was first proposed in 2018.6 While 

promising, the use of counterfactuals as a transparency tool in ADM also raises some prag-

matically and conceptually challenging questions. Like counterfactual historians, creators of 

counterfactual explanations have to face the fundamental question of whether a decisive 

factor or set of factors can be identified in isolation. Or is it impossible to cut these “shoot-

ing stars” loose from the complex net of interacting variables from which they emerge? 

Next to these similarities there are important differences between counterfactuals explain-

ing the course of history and those explaining a decision produced by ADM. In contrast to 

historiographic counterfactuals, the ones relating to ADM have to be actionable at an 

 
3 Jeremy Black & Donald M. Macraild, Studying History 125 (2007). 

4 Refik Anadol, Archive Dreaming (2017) (http://refikanadol.com/works/archive-dreaming/). 
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individual level and, to prevent trade secret infringements or the gaming of the system, 

should disclose as little as possible of the overall model. 

 In this article I provide a legal-conceptual assessment of the promises and limita-

tions of the use of counterfactuals as transparency tools for ADM. In order to do so, I first 

critically discuss what is meant by transparency (section II), ADM (section III), and generative 

AI (section IV). After clarifying these notions, I take a closer look (section V) at the pros 

and cons of counterfactuals in making ADM explainable, and draw some conclusions about 

what we can expect from counterfactuals as a transparency tool (section VI). Recurrent 

elements in my overall argument are, firstly, that counterfactuals can play a positive role in 

framing transparency as an actionable tool that has nothing to do with immediate visibility 

or the uncovering of some underlying truth. Secondly, I argue that counterfactual explana-

tions should be understood as constructions: there is not one ultimately true counterfactual 

explanation, and the process of picking (or, to be more precise, constructing ) an appropriate 

counterfactual requires many design decisions.  

II. Transparency: Why, What, When? 

Transparency is a notion that is often conceived as the key to a utopian society without 

corruption and nepotism. In this utopia information is exchanged freely, and public scrutiny 

and debate all contribute to more democratic, representative, and just decision making. In 

the age of big data and AI, the ideal of transparency has attracted renewed attention. While 

the battle with corruption and nepotism in classical public governance has been institution-

alized in at least some constitutional democracies,7 the advent of large-scale algorithmic 

governance through opaque ADM has created a whole new battlefield where transparency 

has to do its cleansing job.8  

 The problem of black boxed9 ADM can be illustrated by a recurrent scene from the 

TV-series Little Britain. A phlegmatic employee deals with customer requests by extensively 

typing into a computer and then, even to the most reasonable of requests, always responds, 

“Computer says no.”10 How could transparency be helpful in “Computer says no” situa-

tions? We could imagine (counterfactually! ) a follow-up scene in Little Britain where the 

employee complies with a transparency request by reluctantly unscrewing the case of her 

dusty computer and allowing the customer to peek inside. This, obviously, would not help 

the customer at all. Yet, it would be unfair to blame the employee for not coming up with 

a better way to comply with a transparency request.  

 
7 Transparency International—The Global Coalition Against Corruption (https://www.transpar-
ency.org/en/).   

8 Antoinette Rouvroy & Thomas Berns, Algorithmic Governmentality and Prospects of Emancipation: Dis-
parateness as a Precondition for Individuation Through Relationships?, 177 Réseaux 163 (2013). 

9 Frank Pasquale, The Black Box Society: The Secret Algorithms That Control Money and Information (2015). 

10 Wikipedia, Computer says no (https://en.wikipedia.org/wiki/Computer_says_no).  
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 It is instead the vagueness of the notion of transparency that is to blame. If trans-

parency is the answer, then what is the problem ? Why should we assume that transparency is 

the best answer to that problem? Transparency of what ? At what stage do we expect this 

transparency to come in? Should transparency be global (explaining the functioning of the 

ADM system as a whole) or local (explaining why a particular outcome was reached)? What 

is transparency supposed to do ? And for whom ?  

 The notion of transparency is as attractive as a flame to a moth. Yet the notion 

hardly has any bite if it is left unspecified which or whose problem transparency is supposed 

to solve. Margot E. Kaminski identifies three problems that the regulation of ADM through 

means of transparency can address.11  

 Firstly, there are systemic problems of discriminatory bias in ADM. One case that caused 

public outcry in 2016 related to the widely used COMPAS12 algorithm in U.S. courts, which 

assesses the risk of re-offending. The COMPAS algorithm turned out to be biased because 

it was written “in a way that guarantees black defendants will be inaccurately identified as 

future criminals more often than their white counterparts.”13 Another instance of public 

outrage regarding ADM bias took place in 2020 in the UK. The centerpiece of the scandal 

was the OFQUAL14 algorithm, which was used to downgrade teacher predictions of A 

Level and GSCE exam scores.15 The algorithm turned out to be biased against students 

attending state schools, thus disadvantaging those with a lower socio-economic back-

ground.16 Here, transparency could potentially be used instrumentally, to correct unwarranted 

disparate impacts17 of ADM.  

 A second problem, for which transparency could be part of the solution, arises 

when ADM resulting in significant consequences lacks a justification. When ADM is applied 

in areas such as sentencing, exam grading, credit scoring, housing or employment, it often 

has a very significant impact. A justification can consist of a factual explanation of how the 

decision was reached. According to European data protection law, following Articles 15(1)h 

 
11 Margot E. Kaminski, Understanding Transparency in Algorithmic Accountability, in The Cambridge Hand-
book of the Law of Algorithms 121 (Woodrow Barfield ed., 2020). 

12 The acronym “COMPAS” stands for Correctional Offender Management Profiling for Alternative Sanc-
tions. 

13 Julia Angwin & Jeff Larson, Bias in Criminal Risk Scores Is Mathematically Inevitable, Researchers Say, 
ProPublica, Dec. 30, 2016 (https://www.propublica.org/article/bias-in-criminal-risk-scores-is-mathematical 
ly-inevitable-researchers-say). 

14 The Office of Qualifications and Examinations Regulation (OFQUAL) regulates qualifications, examina-
tions and assessments in England. 

15 Real exam grades were lacking due to the COVID-19 lockdown. 

16 Louise Amoore, Why “Ditch the Algorithm” Is the Future of Political Protest, Guardian, Aug. 19, 2020 
(https://www.theguardian.com/commentisfree/2020/aug/19/ditch-the-algorithm-generation-students-a-le 
vels-politics).  

17 Solon Barocas & Andrew D. Selbst, Big Data’s Disparate Impact, 104 Cal. L. Rev. 671 (2016). 
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and 22(1) of the GDPR,18 individuals who are the subject of such ADM should receive 

“meaningful information about the logic involved, as well as the significance and the envis-

aged consequences.” Some authors, however, argue that a mere factual explanation is of 

limited use if “the legal and social legitimacy of algorithmic decision-making” is not demon-

strated.19 Depending on the particulars of an ADM application, that legitimacy can be 

defended by “an explanation of the decision, or by providing oversight over a decision-

making system,”20 as well as by providing a satisfactory explanation of the appropriateness 

of a model for this kind of decision. For example, in the aforementioned U.K. grading 

scandal, there was a factual explanation for why the algorithm was downgrading the grades 

of state school students more than those attending privately funded schools: on average, 

pupils at a school like Eton score higher on exams than do pupils at a state school in a poor 

neighborhood.  

 This factual and statistical explanation, however, does not provide enough of a jus-

tification to affected individuals. Taking exams is about individual achievement: if one’s 

school was a perfect predictor of grades, we could skip the tedious procedure of examina-

tion. Exams exist to show individual variance in spite of which school one attends, and the 

statistical explanation does not provide a sufficient justification for affected individual pu-

pils. Transparency does not automatically result in the legitimacy of an ADM decision in an 

individual case. While transparency can contribute to justifying a decision, it will hardly ever 

provide an exhaustive justification. 

 Finally, the third problem against which transparency might be mobilized is what 

Kaminski calls dignity : ADM should not treat humans as objects, fungibles or cattle to be 

steered and nudged in an unrestrained way. While an unjustified decision might be part of an 

undignified treatment through ADM, the issue of dignity is broader. Dignity is about the 

framing of the one subjected to the ADM. Framing (or “profiling”) an individual as a static 

entity fully determined by its past and circumstances can be problematic from a dignity 

perspective.21 Framing someone as an object of algorithmic nudging in terms of voting, 

buying and thinking can be problematic too. While objectification by ADM might be una-

voidable in the current state of many societies, a sufficient level of dignity can be preserved 

as long as profiled individuals can challenge or counteract ADM framings. Things get more 

problematic from a dignitary perspective if such options are unavailable. Here transparency 

 
18 Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016 on the protec-
tion of natural persons with regard to the processing of personal data and on the free movement of such data, 
and repealing Directive 95/46/EC (General Data Protection Regulation). 

19 Kaminski, supra note 11, at 123. For a more elaborate discussion (to which Kaminski refers): Kiel Brennan-
Marquez, “Plausible Cause”: Explanatory Standards in the Age of Powerful Machines, 70 Vand. L. Rev. 1249 
(2017). 

20 Id. 

21 GDPR, supra note 18, Art. 4(4): “ ‘profiling’ means any form of automated processing of personal data 
consisting of the use of personal data to evaluate certain personal aspects relating to a natural person, in 
particular to analyse or predict aspects concerning that natural person’s performance at work, economic situ-
ation, health, personal preferences, interests, reliability, behaviour, location or movements.” 
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can be of help, because a challenge or counteraction will often require some form of read-

ability or counter-profiling of the ADM system.22  

 Departing from these three problems with ADM identified by Kaminski, I argue 

that transparency has a double rationale. One rationale is to bring structural problems of 

discriminatory bias to the light. The other rationale is to empower individuals with justifications for 

ADM decisions and dignitary design that allows for counter-profiling and challenges of ADM 

systems. Transparency can relate to different parts of an ADM system: to data used for its 

creation, to its underlying model, and to its application. Depending on the rationale, the 

questions “transparency of what? ” and “when? ” will be answered differently. Here it is im-

portant to make a distinction between systemic transparency (how does the ADM system 

function?) and individualized transparency (why did the ADM system make this particular 

decision?). Building on Kaminski, I argue that the detection of structural discriminatory bias 

and global justifications belong to the domain of systemic transparency. Here the answer to the 

question “transparency of what? ” will be found predominantly in the construction of the 

ADM: the training data, choice of parameters, etc. The answer to the question “when? ” is 

pre-emption: the aim is to prevent infringements from happening.  

 In contrast, local justifications (why this outcome in this individual case?) and empow-

ering design (allowing for counter profiling and contestations) belong to the domain of 

individually actionable transparency. Here, the when is based on an application in action, poten-

tially even after an infringement has already taken place. Also, the object of transparency 

differs. In the case of individually actionable transparency, it is more dispersed: it can target “the 

technology,” “the human systems around the technology,” as well as “the governance re-

gime, which aims to impact and alter both the technology and these human systems.”23 For 

example, in the U.S. scandal about the COMPAS algorithm, it is of crucial importance how 

this ADM tool is used in court. Do judges rely on it? Are there (human or machinic) second 

opinions that challenge the assessment? 

 Both systemic and individually actionable transparency have nothing to do with transpar-

ency as a goal in itself or “the promise of unmediated visibility”24 that underlies many not 

fully digested initiatives touting transparency as the panacea against all negative sides of 

ADM. Transparency is only useful if it is performative ;25 that is, if it actually does something 

by addressing one of the aforementioned problems. If transparency is informative but not 

actionable, it can be counterproductive, leading to misplaced trust. Even trained data-sci-

entists tend to be overly trusting of interpretability tools, drawing unwarranted 

 
22 Mireille Hildebrandt, Smart Technologies and the End(s) of Law: Novel Entanglements of Law and Tech-
nology 222-24 (2015). 

23 Kaminski, supra note 11, at 127. 

24 Ida Koivisto, Thinking Inside the Box: The Promise and Boundaries of Transparency in Automated Deci-
sion-Making, EUI Working Paper (2020). 

25 Id. 
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conclusions.26 The fact that a transparency tool is created with the best of intentions does 

not help if the tool does not empower affected individuals. One of many examples that can 

be named here is the Amsterdam Algorithm Register.27 This register, which was launched 

in September 2020, aims to give an “overview of the artificial intelligence systems and al-

gorithms used by the City of Amsterdam.”28  

 One of the algorithms described in the register is “an algorithm that supports the 

employees of the department of Surveillance & Enforcement in their investigation of the 

reports made concerning possible illegal holiday rentals.”29 The information provided about 

the algorithm states: “[It] helps prioritize the reports so that the limited enforcement capac-

ity can be used efficiently and effectively. By analyzing the data of related housing fraud 

cases of the past five years, it calculates the probability of an illegal holiday rental situation 

on the reported address.”30 The information is so concise that it cannot be used to rig the 

system. Is the information empowering for citizens? Will it allow one to uncover structural 

bias? It is unlikely that the information does much in terms of providing actionable trans-

parency about the workings of the algorithm or about systemic problems.  

 However, one might wonder if this project indeed lacks reflexivity about the per-

formative nature of transparency, or if it in fact expresses an acute awareness of the 

performative nature of transparency from the perspective of effective governance. The type 

of transparency provided by the Amsterdam Algorithm Register discloses that the algorithm 

exists, which is good from the perspective of effective governance: it could have a chilling 

effect for anyone considering subletting their home illegally, without any risks that the sys-

tem will be gamed, or a potential trade secret disclosed. Thus, the register might actually be 

performative—only not as an answer to the three problems identified above. Instead, it 

might answer the question of how to use ADM for effective governance. Moreover, from 

a legal perspective, the register’s explanation of the algorithm gives a basic level of foreseea-

bility. Consequently, the concise notification of the existence of the housing algorithm 

provides the City of Amsterdam at least some protection against claims that such profiling 

practice would not be in line with Article 8 of the European Convention on Human Rights 

 
26 Harmanpreet Kaur et al., Interpreting Interpretability: Understanding Data Scientists’ Use of Interpretabil-
ity Tools for Machine Learning (2020). 

27 City of Amsterdam, Algorithm Register Beta (2020) (https://algoritmeregister.amsterdam.nl/en/). The 
project, which seems to emit a bright aureole of good will, is currently still in beta, in a pilot stage. It is very 
possible that the register will be improved during later stages of development. It should thus be underlined 
that my critique of this project does not cover the final version of the register. 

28 Id. 

29 Id.  

30 Id. 
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(the right to respect for private life)31 or the GDPR.32 While a concise description gives 

some foreseeability, its performative effect in terms of systemic and individually actionable 

transparency is virtually non-existent. Given that structural preemption and actionable in-

dividual rights, as I have argued elsewhere,33 are two core elements in European 

fundamental rights protection in the field of data protection and anti-discrimination law, it 

is unlikely that such concise descriptions would fulfill the legal requirements following from 

these fields. 

 Transparent knowledge is not a goal in itself; it is part of a power struggle between 

profiled subjects and profilers. Seda Gürses et al. show that there are various ways to alter 

power relations that do not rely on knowledge as such: such protective optimization technologies 

(POTs) aim to manipulate algorithmic outcomes, “e.g., by altering the optimization con-

straints and poisoning system inputs.”34 The latter is called obfuscation and, like civil protest 

and disobedience, is a highly performative but extra-legal way of challenging and counter-

acting the framings imposed by ADM systems.35 ADM systems can also be challenged 

within the boundaries of law. Transparency can be a performative tool in the enactment of 

fundamental rights, as long as it is not conceived as transparency-for-the-sake-of-transpar-

ency. As such, it can contribute to diminishing unwarranted structural bias in ADM and to 

the empowerment of individuals in relation to ADM. 

III. ADM and Classificatory Machine Learning 

When talking about ADM systems one should distinguish between systems that are based 

on top-down programming, with rules consciously created by a human, and those that are 

based on inductively generated rules based on machine learning (ML). Imagine that a tax 

office wants to create an ADM system that assesses if someone is eligible for social benefits. 

The conditions for receiving social benefits are defined by the law (rules created by the 

legislator), and the task of the engineer creating the ADM system is to translate these rules 

into software code. So far, so good. Now imagine that this same tax office wants to create 

a system that identifies potential fraudulent individuals. Here, there is no predefined deci-

sion tree that leads to the identification of fraud. The engineer creating this ADM might 

ask employees for their rules of thumb and find that the implicit models used for potential 

fraudulent individuals are vague and divergent.  

 
31 For a recent example of a court judging a governmental ADM system to be incompatible with Art. 8 ECHR, 
see The Hague District Court (Rechtbank Den Haag), ECLI:NL:RBDHA:2020:1878 (SyRI-ruling), 2020, 5 
February (https://uitspraken.rechtspraak.nl/inziendocument?id=ECLI:NL:RBDHA:2020:1878). 

32 GDPR, supra note 18. 

33 Raphaël Gellert et al., A Comparative Analysis of Anti-Discrimination and Data Protection Legislations, in 
Discrimination and Privacy in the Information Society 61 (Bart Custers et al. eds., 2012). 

34 Seda Gürses et al., POTs: The Revolution Will Not Be Optimized? 2 (2018). 

35 Helen Nissenbaum & Finn Brunton, Obfuscation: A User’s Guide for Privacy and Protest (2015). 

https://uitspraken.rechtspraak.nl/inziendocument?id=ECLI:NL:RBDHA:2020:1878
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 The field of classificatory ML, which has made enormous advances over the last ten 

years, might offer an attractive way out. Classificatory ML is an indirect, machine-mediated 

way of rule (or “model”) creation. The engineer can now gather a large amount of data 

about individuals who have committed tax fraud (training data) and instruct the machine 

with a rule to extract a model from these data (learning). This is a form of indirect instruction, 

which can often lead to complex models (for example, neural networks, a very popular type 

of ML model) with so many parameters that a human observer cannot grasp its logic.36  

 During the 2010s the ever-increasing omnipresence of ML-based ADM has been 

accompanied by a growing emphasis37 on the ideals of fairness, accountability, and trans-

parency (FAT38) in legislation,39 ethical guidelines, and policy documents. The last two ideals 

in this triad are often conflated: transparency is seen as a way to operationalize accounta-

bility. In the GDPR, fairness and transparency belong to the core principles, while 

accountability plays a way more modest function.40 Article 1 of the GDPR begins, “Personal 

data shall be processed lawfully, fairly, and in a transparent manner in relation to the data 

subject.” 

 The legal and policy focuses on transparency in combination with opaque ML-

based ADM systems have led to an extensive amount of research in this field.41 I will now 

distinguish between four different types of transparency techniques.  

 Firstly, there are transparency techniques that target the training data (following the 

principle of “garbage in, garbage out”).42 Such techniques can be helpful in terms of sys-

temic transparency but will be of little use for purposes of individual actionable 

transparency.  

 Secondly, there are proponents of showing the so-called real machinery of the ADM 

black box: the source code. However, the source code will often be of little use in terms of 

individual action because it is too complex and uninterpretable, particularly for those who 

are not skilled computer science literates. Moreover, the creators and owners of ADM 

 
36 Katja de Vries, Privacy, Due Process and the Computational Turn: A Parable and a First Analysis, in Privacy, 
Due Process and the Computational Turn: The Philosophy of Law Meets the Philosophy of Technology 9 
(Mireille Hildebrandt & Katja de Vries eds., 2013). 

37 European Parliamentary Research Service, A Governance Framework for Algorithmic Accountability and 
Transparency (2019). 

38 Annual FATML conference (https://www.fatml.org/). 

39 GDPR, supra note 18. 

40 The word accountability is mentioned three times in the GDPR, while transparency is mentioned thirty-eight 
times, and fairness twenty-four. 

41 See, e.g., Ashraf Abdul et al., Trends and Trajectories for Explainable, Accountable and Intelligible Systems: 
An HCI Research Agenda, ACM Digital Library (2018) (https://doi.org/10.1145/3173574.3174156). This 
paper presents “a literature analysis of 289 core papers on explanations and explainable systems, as well as 
12,412 citing papers.” 

42 This approach goes well with block chain technology. See, e.g., Mohamed Nassar et al., Blockchain for 
Explainable and Trustworthy Artificial Intelligence, 10 WIREs: Data Mining and Knowledge Discovery 
(2020) (https://doi.org/10.1002/widm.1340). 

https://www.fatml.org/
https://doi.org/10.1145/3173574.3174156
https://doi.org/10.1002/widm.1340
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systems might wish to avoid revealing the source code in order to protect trade secrets or 

to prevent people from gaming the system.  

 Thirdly, there is a set of techniques for building simpler models on top of complex 

models,43 to somehow capture the latter’s essence. However, as always with simplification, 

something essential might get lost. Using ML to summarize more complex ML models also 

creates a further reliance on—to use a horrible anthropomorphism—the good judgement of 

ML-based model extraction. Moreover, this method still aims for a global description of the 

model, which is likely to be unattractive from the perspective of the algorithm’s owner or 

creator because it would be too revealing (cf. the aforementioned concerns about trade se-

crets and the gaming of the system).  Also from the perspective of the affected individual 

it is not very appealing. If a complex medical ADM, with thousands of parameters, is sim-

plified into a model with only the twenty most important parameters, the simplified version 

might give a gist of the type of parameters that are considered important in the model. 

However, it is very well possible that in an individual case none of the top twenty parame-

ters was decisive. Consequently, a simplified model does not necessarily tell a patient why 

a particular treatment was suggested in her individual case.  

 This is where the fourth category comes in: local explanations aiming to clarify the 

circumstances that led up to a particular outcome in an individual case. One local explana-

tion that has received positive attention in the last few years is the aforementioned 

counterfactual one.44 Before getting into the pros and cons of counterfactuals, I will relate 

them to the field of generative ML. 

IV. Counterfactuals and Generative Machine Learning 

In contrast to classificatory ML, the field of generative ML (also known as creative machine 

learning, generative modelling or deep latent variable modelling) aims to create novel output: it is about 

creating a convincing new Picasso painting, not merely distinguishing a Matisse from a Pi-

casso.45 Generative ML, or as some have said, “ML endowed with imagination,”46 aims to 

endow machines with the ability to recreate any pattern without receiving explicit 

 
43 See, e.g., Marco Tulio Ribeiro et al., “Why Should I Trust You?”: Explaining the Predictions of Any Clas-
sifier (2016) (http://arxiv.org/abs/1602.04938). 

44 Wachter et al., supra note 6; Solon Barocas et al., The Hidden Assumptions Behind Counterfactual Expla-
nations and Principal Reasons (2020); Susanne Dandl & Christoph Molnar, Counterfactual Explanations, in 
Interpretable Machine Learning: A Guide for Making Black Box Models Explainable 240 (Christoph Molnar 
ed., 2019). 

45 Katja de Vries, You Never Fake Alone: Creative AI in Action, 23 Info., Comm. & Soc’y 2110 (2020). 

46 Sridhar Mahadevan, Imagination Machines: A New Challenge for Artificial Intelligence (2018); Martin Giles, 
The GANfather: The Man Who’s Given Machines the Gift of Imagination, MIT Tech. Rev., Feb. 21, 2018 
(https://www.technologyreview.com/s/610253/the-ganfather-the-man-whos-given-machines-the-gift-of-
imagination/). 

http://arxiv.org/abs/1602.04938
https://www.technologyreview.com/s/610253/the-ganfather-the-man-whos-given-machines-the-gift-of-imagination/
https://www.technologyreview.com/s/610253/the-ganfather-the-man-whos-given-machines-the-gift-of-imagination/
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instructions about the data structure. “Recreating” can be both mimicking as well as creat-

ing variations on the identified pattern.47 

 During the last decade, the successes of classificatory ML overshadowed the field 

of creative ML. However, in 2014 Ian Goodfellow made a major invention that revolution-

ized creative ML: Generative Adversarial Networks, or GANs.48 While GANs are only one 

of many techniques used in generative ML,49 none have generated such promising results 

or received as much attention as GANs.  

 GANs consist of two ML systems that try to outsmart each other until an equilib-

rium is reached. They can generate convincingly realistic fakes: for example, pictures, videos, 

music, or algorithms. There are several websites that showcase the state-of-the-art of gen-

erative modelling in an accessible way. For example, one website (figure 1) shows how 

StyleGAN generates a convincing non-existing face every time the page is refreshed, and 

another shows how a generative language model creates a convincing story when provided 

with an opening sentence.50 

 
Figure 1: Faces of people that do not exist. Generated on Jan. 30, 2020 at  

https://www.thispersondoesnotexist.com/. Underlying model: StyleGAN,51 NVIDIA, public 
release December 2019. The images are created without human intervention and not 

copyright protected. 

 Generative ML can be used in many ways. One use that has received abundant 

attention is the creation of so-called deepfakes: synthetically created images or videos that 

seem real.52 Consequently, creative AI holds the potential to herald a whole new era of 

disinformation, in which producing convincing footage of fake events becomes easy. On a 

more metaphysical level, generative ML creates a particular cosmology that frames existing 

instances of any informational pattern (from pictures to DNA), as a small subset of the full 

latent space of possibilities that can be realized with generative ML.  

 
47 The notion of “variation” is well-developed in music and genetics. Both these notions of variation can 
provide interesting analogies with the variations produced with creative ML. 

48 Ian Goodfellow et al., Generative Adversarial Nets (2014). 

49 An example of another very successful technique is Variational Auto Encoders (VAEs). 

50 Talk to Transformer, (https://app.inferkit.com/demo). 

51 Tero Karras et al., Progressive Growing of GANs for Improved Quality, Stability, and Variation, Interna-
tional Conference on Learning Representations (ICLR) (2018). 

52 Robert Chesney & Danielle Keats Citron, Deep Fakes: A Looming Challenge for Privacy, Democracy, and 
National Security, 107 Calif. L. Rev. 1753 (2019). 

https://www.thispersondoesnotexist.com/
https://app.inferkit.com/demo
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 While classificatory and creative AI are often treated as separate modes of crea-

tion—one producing categorizations, the other producing new varieties on existing 

realities—there is a still largely untapped potential for how they could intertwine. This can be 

illustrated by looking at the way humans learn. Humans learn from examples. A child that 

sees several instances of what is labelled by a parent as “a dog,” “a woman,” or “a car,” will 

be able to create mental models of these phenomena and recognize new instances. Both 

children and ML systems tend to replicate the biases, prejudices, and stereotypes of the ex-

amples on which they are trained.  

 How does such human imagination relate to what creative AI can produce? Can the 

fakes produced by generative ML be called imaginative products? Yes and no. The term im-

agination is misleading in the sense that it evokes romantic associations with autonomous 

creativity and fantasy. However, the term imagination is helpful in the sense that it can shed 

light on how the outputs of creative ML, like those of human imagination, can be a double–

edged sword. On the one hand, imagination can facilitate understanding: a child does not 

need to see a million examples of dogs to understand what a dog is, because it can imagine 

dogs it has never seen and use its imagination to create a concept of a dog. Similarly, a 

classificatory ML model that is only trained on real examples has a much slower learning 

curve than one that can also learn from an enormous repository of fictitious examples 

“dreamed up” by generative ML.  

 Some learning tasks are notoriously difficult for classificatory ML models, such as 

reading the captchas that are all over the internet and are used to distinguish humans from 

robots.53 Such classification tasks become much easier if models are trained on a mix of real 

and AI-generated synthetic data.54 Learning from synthetic data can also free ML from be-

ing forced to simply replicate the status quo of world, with all its undesirable biases, and it 

can open up a field of more utopian and aspirational learning (we can teach the ML world 

how we would like the world to be: databases can be populated with examples of female 

professors, black CEOs, and handicapped prime ministers, as well as examples colored by 

completely different political ideologies).  

 On the other hand, imagination can obscure and lead astray, as it did with Don 

Quixote, who got lost in fantasies, fighting windmills. Telling the difference between good 

and bad human imagination is not easy. The same goes for the outputs of creative ML. It 

is easy to imagine how synthetic data could lead the training of ML astray. That the synthetic 

data are not real is not necessarily a problem. The whole opposition between real data (as 

much an oxymoron as “raw data”55) and fabricated data might be a strawman to begin with. 

Some synthetic data will be fabricated well and be beneficial, while others will not be.  

 
53 The acronym “captcha” stands for Completely Automated Public Turing Test to Tell Computers and Hu-
mans Apart; see Wikipedia, Captcha (https://en.wikipedia.org/wiki/CAPTCHA). 

54 Guixin Ye et al., Yet Another Text Captcha Solver: A Generative Adversarial Network Based Approach 
(ACM 2018). 

55 Lisa Gitelman & Daniel Rosenberg, “Raw Data” Is an Oxymoron (2013). 

https://en.wikipedia.org/wiki/CAPTCHA
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 This finally brings me to the observation that generative ML could work in con-

junction with classificatory ML by providing counterfactual examples56 in cases where 

transparency or interpretability of a classification falls short. While counterfactual examples 

can be created in multiple ways, generative ML is a powerful way of creating examples that 

are the building block for creating counterfactual explanations. For example, imagine that 

a seller on an online platform gets banned because a classificatory ML classified her as 

fraudulent. This seller can get insight into the reasons for this classification (counterfactual 

explanation) by being provided with a hypothetical nearest datapoint (counterfactual example) 

who would not be classified as fraudulent by the ML system. A comparison with such a 

synthetic lookalike or nearest neighbor that would not have been banned can be insightful: 

“[T]he ways in which the seller most differs from its neighbors constitute the most likely 

reasons for the decision.”57 Framed in this way, counterfactual examples hold the promise 

of being an extremely powerful tool for individual (counter-)action in ADM (mis-)classifi-

cation. One could easily imagine a sales pitch for counterfactual explanations in which a 

poor misclassified eBay seller could get insight into why she was banished (for example, 

bad quality of pictures and too many objects for sale). This would give her an immediate 

tool to alter her behavior and avoid further misclassification.  

 Framing counterfactuals as such a powerful tool can also create worries about the 

possibilities for gaming the system. If counterfactual explanations indeed will turn out to 

be as powerful as some hope or fear, this could lead to an arms race of classificatory ML 

and counterfactuals. A negative feedback loop between classificatory and generative ML 

could emerge: (allegedly) fraudulent sellers could potentially adjust their behavior to align 

with their nearest neighbor who is classified as non-fraudulent, which would require a revi-

sion of the machine classification and the creation of new explanatory synthetic sellers, 

which the real sellers would need to adjust to, etc. It is thus vital to make a sober evaluation: 

are counterfactuals indeed as powerful as some believe?  

V. The Pros and Cons of Counterfactual Explanations: 
Complicating the Sales Pitch 

A. The Pros 

Counterfactuals are an important addition to the transparency toolbox because they intro-

duce a significant divergence from the metaphysics underlying most of the transparency 

discourse. Instead of aiming to show underlying ADM mechanisms as they “really” are, 

counterfactuals operate in a way that is much closer to how interpretability is generated in 

human interaction: through imagination and hypotheticals.  

 
56 Wachter et al., supra note 6. 

57 Juan Hernandez, Making AI Interpretable with Generative Adversarial Networks, Medium, Apr. 4, 2018 
(https://medium.com/square-corner-blog/making-ai-interpretable-with-generative-adversarial-networks-
766abc953edf). 

https://medium.com/square-corner-blog/making-ai-interpretable-with-generative-adversarial-networks-766abc953edf
https://medium.com/square-corner-blog/making-ai-interpretable-with-generative-adversarial-networks-766abc953edf
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 In my own daily life as a university teacher, I make grading decisions on a regular 

basis. While I have no difficulty distinguishing the extremes (the hopeless and the brilliant 

submissions), the grey-zone in the middle is less obvious. There is no objectively just grade, 

and framing plays an important role. Elements that are important in the grading decision 

include the grading scale,58 the grading criteria and the type of test, and the format of the 

required justification.  

 After having worked within a particular grading setting for a while, I always tend to 

develop a quick gut feeling for a grade (an internalized, implicit grading model). This feeling 

is then fine-tuned by assessment through formal criteria, comparisons, consultations with 

other teachers, and challenges by students. When it is difficult to untangle which element 

makes a submission good or bad, it can be helpful to think in hypotheticals: “Would it have 

made a difference if element X or Y had been different?”  

 When students have challenged my grading, (fortunately) nobody has ever asked 

for a brain scan or a full record of all other exams that I have graded in my life and that 

have shaped my assessment. Students often want to know how they could have done bet-

ter—it is the counterfactual that matters more than the factual. Consequently, there is no 

doubt that counterfactual explanation brings along a refreshing paradigm shift from focus-

ing on underlying ADM mechanisms as they “really” are to counterfactual machine 

imagination. 

 Empowerment and accountability are deeply connected to the possibility of imag-

ining things differently, and to be able to come up with parallel histories and realities. The 

shift from the factual (“How is this really working? ”) to the counterfactual (“What would happen if  

. . .  ? ” and “How could it work differently? ”) is important for understanding transparency. Facts 

can fall short of reality, and fabricated realities can be more representative of reality than 

so-called “real” realities. 

 To connect back to my analysis of the notion of transparency (section II), it is a 

fallacy to think that transparency as such—without a clearly defined performativity in terms 

of tackling systemic problems or creating individual empowerment—would automatically 

result in accountability. The underlying assumption of this fallacy is that transparent insight 

into the workings of an ADM system functions as a cleansing ray of light that stimulates 

the creation of responsible, fair, and sustainable systems and that makes it possible to hold 

the creators accountable for faults and biases in the system.  

 This assumption is problematic on many levels. Firstly, which part of ADM systems 

has to be unveiled to realize “true” transparency is highly ambiguous. Secondly, perception 

is not the same as understanding. Thirdly, neither perception nor understanding automati-

cally results in empowerment of the subjects of ADM systems. In fact, it turns out that 

interpretability and transparency tools can give a false sense of reliability to ADM systems,59 

 
58 Grading scales vary widely. For example, education institutions in the Netherlands work with a 10 point 
scale, in Denmark with a 7 point scale, and in Sweden mostly with 2 (pass-fail), 3 or 4 point scale. 

59 Kaur et al., supra note 26. 
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resulting in disempowerment. Fourthly, this means that accountability does not automati-

cally follow from transparency.60 

 Transparency is an empty shell if the existing power structures prevent individuals 

from acting on it.61 Opening an algorithmic black box will remain an empty gesture if the 

necessity of the ADM system and its consequences are not questioned. It is against this 

background that counterfactual explanations are an important addition to the transparency 

toolbox. 

B. The Cons 

The narrative surrounding counterfactual explanations is tainted by the metaphysics 

of unequivocal decisive factors and unmediated visibility. The ideal counterfactual would 

show some unambivalent truth: the single most minimal change that would change the 

course of history, or in the case of ADM, flip the decision. Such an ideal counterfactual, 

however, does not exist. 

 The issue with counterfactuals is that they are always multiple.62 When I face a dis-

contented student and have to explain how she could have avoided failing her exam, there 

normally is a whole range of counterfactuals: if she had added a bit more proper references 

to the text and had produced a better structured text, or a more coherent argument and fewer 

grammatical mistakes, or . . . , etc.  

 In the movie Rashomon, the story of a murder is told by different people. As Susanne 

Dandl and Christoph Molnar observe, 

Each of the stories explains the outcome equally well, but the stories contradict each other. 
The same can also happen with counterfactuals, since there are usually multiple different 
counterfactual explanations. Each counterfactual tells a different “story” of how a certain 
outcome was reached. One counterfactual might say to change feature A, the other coun-
terfactual might say to leave A the same but change feature B, which is a contradiction.63  

The crucial question here is which counterfactual to pick. Dandl and Molnar poignantly 

summarize the options: “This issue of multiple truths can be addressed either by reporting 

all counterfactual explanations or by having a criterion to evaluate counterfactuals and select 

the best one.”64 Both routes have their drawbacks.  

 The first option—reporting all counterfactual explanations—might, firstly, lead to 

an information overkill that smothers the idea of crisp guidance on how to change one’s 

 
60 Lars Thøger Christensen & George Cheney, Peering into Transparency: Challenging Ideals, Proxies, and 
Organizational Practices, 25 Comm. Theory (2015). 

61 Mike Ananny & Kate Crawford, Seeing Without Knowing: Limitations of the Transparency Ideal and its 
Application to Algorithmic Accountability, 20 New Media & Soc. (2018). 

62 This ties into the larger problem of underspecification in ML: that effects can have a multiplicity of causes, 
that several models are possible and that it is impossible to predict which one will perform best in practice. 
Alexander D’Amour et al., Underspecification Presents Challenges for Credibility in Modern Machine Learn-
ing, ArXiv preprint: 2011.03395 (2020). 

63 Dandl & Molnar, supra note 44, at 242. 

64 Id. 
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actions in order to obtain a more desirable decision from the ADM system. Imagine that 

you want to borrow money from your bank but your credit application is rejected. What 

you are looking for in a counterfactual explanation is a concise pointer with regard to how 

you can change this decision: “Earn one hundred Euros more each month” or “Pay your 

bills in time.” Instead, if you are faced with a list of two hundred conflicting and complex 

counterfactuals, you will probably still be confused about what made you end up in the 

denial pile. A second problem with an exhaustive list of counterfactuals is that it might 

disclose so much information about the model underlying the ADM, that its owner or cre-

ator fears that in principle the whole model can be deduced—which leads to traditional 

fears about the system being gamed and trade secrets revealed.65  

 If an exhaustive list is unattractive, it might be better to make a selection of coun-

terfactuals that are presented. Barocas et al. argue convincingly that this makes 

counterfactual explanations subject to all kind of undesirable hidden decisions and assump-

tions.66 To begin with, one could remove all counterfactuals that are not actionable—

attributes like gender, age, and ethnicity are not easily changed. Does that mean it is better 

not to bother the subject of an ADM decision with these? Or will that result in window 

dressing?  

 One could easily imagine a scenario where gender, age, and ethnicity are actually the 

most important factors for a denial, but because these are static characteristics, a paternal-

izing counterfactual explanation only points to some factors of lesser impact (type of 

employment contract and income). This might result in an individual struggling to adjust 

on the basis of the counterfactual while in fact all of these efforts are obliterated by factors 

that are left out of the picture. What about the reverse then—being upfront about the most 

important factors even if they do not allow for any action? That would counteract the im-

portant rationale of counterfactual explanations: that it provides individually actionable 

transparency. To get a what if explanation that tells you that the ADM decision would have 

been different if you had a different race or gender does not give you a simple perspective 

on how to flip the decision in your favor. For example, if it turns out that counterfactuals 

in relation to COMPAS assessments67 tell individuals that they have to change their race in 

order to be profiled as unlikely to re-offend, this does not offer any practical tool at an 

individual level. 

 Counterfactual explanations might also fail to show important interactions between 

different variables. By changing a factor pointed out in a counterfactual, you might inad-

vertently change a factor that is also decisive. For example, your counterfactual tells you 

that you have to find a job that pays more. You take this seriously, you find another job 

and even move to another region for the sake of it. However, when you reapply for your 

 
65 Barocas et al., supra note 44. 

66 Id. 

67 Google LLC, What-If Tool on COMPAS (2019) (https://colab.research.google.com/github/pair-code 
/what-if-tool/blob/master/WIT_COMPAS.ipynb#scrollTo=BV4f_4_Lex22). 

https://colab.research.google.com/github/pair-code/what-if-tool/blob/master/WIT_COMPAS.ipynb#scrollTo=BV4f_4_Lex22
https://colab.research.google.com/github/pair-code/what-if-tool/blob/master/WIT_COMPAS.ipynb#scrollTo=BV4f_4_Lex22
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credit loan, you are again rejected—this time not because of the fact that your salary is too 

low but because of the region where you now live, which is a negative factor in the credit 

approval in the ADM (which you did not know because in the previous round this variable 

was unproblematic and was thus not flagged to you). 

 Another problem with counterfactuals is that notions like “nearest neighbor” or 

“closest data point that gets a different output” are dependent on how different scales are 

compared. Who is closer to you—somebody who resembles you in every respect apart from 

the fact that she earns five hundred euros more per month, or somebody who is only dif-

ferent from you in terms of two additional years of higher education? When building 

counterfactual models, differences that are incommensurable have to be quantified. Such 

operationalization decisions preceding the actual math have a crucial impact on which coun-

terfactual will be presented to you.  

 Finally, Barocas et al. also point to the fact that in real life the outcomes of ADM 

systems will not always be simple binaries (credit allowed or denied). What if the ADM 

results in the setting of an interest rate?  

Does the decision maker choose a specific target interest rate when providing an explana-
tion? What if the applicant is only interested in a loan below a certain rate? . . . . There may 
be no way to extrapolate a strategy for obtaining a low-interest loan from the counterfactual 
explanation that gets her to a high-interest loan. Indeed, she may not even know that the 
counterfactual explanation that tells her how to get a loan is specific to a high-interest loan, 
instead seeing the interest rate on offer as the only option, and concluding that she cannot 
get a better rate.68  

 To conclude this section, it is important to point out what I have also argued else-

where: counterfactuals, like any other ML models and outputs, are the results of 

constructivist processes.69 There is nothing bad about being the result of a constructivist 

process as such. Constructions can be good or bad: I am not against traveling in a plane 

because it was constructed and based on a wide range of design decisions. It is only when 

bad design decisions were made, that make the plane prone to crashing down, that I object 

to it. Constructivism is good as long as it is not hidden from sight. However, when coun-

terfactual explanations are presented as if they could not have been different—as natural 

truths—things do become problematic.  

VI. Conclusion: Balancing the Pros and Cons 

Is there a decisive set of factors that determines whether my credit application is rejected? 

Can it be identified unequivocally what the best and easiest route is to get a different output 

from an ADM system? It is highly doubtful; however, if counterfactuals are presented in an 

appropriately constructivist way, they could nevertheless act as a refreshing tool in the trans-

parency toolbox. This toolbox gets too easily dominated by the idea that, as long as some 

 
68 Barocas et al., supra note 44, at 10. 

69 de Vries, supra note 45. 
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unmediated truth is revealed and an ultimate decisive factor is identified, all problems re-

lated to ADM systems will disappear by themselves.  

 In the same way as historiographic counterfactuals do not claim to reveal an ulti-

mate truth, neither should counterfactual explanation. They open a perspective and offer a 

tool that might change how one is classified by an ADM. No more, no less. 


