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Abstract

With the increase in availability of vast amounts of data and the likelihood that
data is only going to accumulate and grow in the future, conventional methods
that relied on scarce data for interpretation and inference of physical phenomena
are rapidly losing popularity in many fields of science and engineering. This has
paved the way for the debut and establishment of novel methods of machine learn-
ing such as artificial neural networks, Gaussian processes and the like as a means
to build surrogate models for complex physical phenomena instead of costly, com-
plicated, and time-consuming simulations. In this report, we give a broad survey
of utility and progress in terms of applications of such modeling practices in the
field of nuclear safeguards. We also present the results of a short scoping perfor-
mance evaluation of a deep artificial neural network. To achieve this, the popular
open source machine learning library named tensorflow-keras Chollet et al.
[2015] will be used along with numerical computing and visualisation tools such
as Pandas, NumPy, and Matplotlib.

1 Introduction1

DEEP LEARNING is a powerful tool in the field of machine learning and it has proved its mettle2

time and again in making (oftentimes eerily) reliable predictions in the fields of science, math,3

medicine, microbiology, autonomous driving and the like. One fine example of an instance where4

machine learning, and neural networks in particular, made an unmissable foray in the community5

was when Google DeepMind’s AlphaGo Zero (Silver et al. [2017]) beat the reigning 9-dan profes-6

sional champion of Go, Lee Sedol in 2016. Apart from mastering the games such as chess and Go,7

neural networks have gained recognition in the fields of medical image analysis (labeling images of8

cancerous growth in tissues is a staple exercise in any deep learning course) as well as in the field of9

fraud detection in financial transactions, in handwriting recognition or suggesting music or movie10

shows by learning the user’s tastes among numerous other popular applications. Neural networks11

have been around for nearly a century now but they’ve always been a subject of fancy, particularly12

in the early 1960s and 1970s followed by an AI winter and finally again gaining traction towards the13

turn of the century with the increase in availability of computing power and endless supply of data.14

So in a way, deep learning and artificial intelligence (AI) have come in and gone out fashion from15

time to time as has been summarized in Schuchmann [2019].16

Over the years, machine learning in general has also found greater utility in the field of nuclear17

safeguards which has helped in preventing misuse and ensuring peaceful use of nuclear material.18

Significant work has been done, demonstrating the success of these methodologies in several re-19

search publications Grape et al. [2020], Howell [1993], Bachmann et al. [2021] and Durbin and20

Lintereur [2020] to list a few. These works have not only shown that it is feasible to employ these21

machine learning techniques but also possible to make reliable predictions limited only by availabil-22

ity of dependable measurement data for verification of these machine learning models.23

In addition to use of shallow learning methods, deep learning has also been applied to the develop-24

ment of methodologies for nuclear safeguards verification for example, in Borella et al. [2017] and25

Borella et al. [2019], however, the work done on the whole, is limited in scope. Both, Borella et al.26

[2017] and Borella et al. [2019] have shown promising results for fuel parameter prediction with27

the use of deep learning methods called artificial neural networks. Broadly speaking, deep learning28

methods include Gaussian processes and neural networks. While it is safe to say that a Gaussian pro-29

cess is essentially a single layer, single neuron neural network with a prior over the data, this often30

underplays the complexity and the mathematical rigor behind their working and implementation.31

Apart from this difference, Gaussian processes are better suited for smaller datasets while neural32

networks are preferred when available data is ample. Neural networks of various varieties, such as33

the multi-layer perceptrons (MLP) can be applied for both, regression-type problems for prediction34

of spent fuel parameters such as burnup (BU), initial fissile content (IE) and cooling time (CT) since35

these quantities are of great significance for safeguards inspectors. They can also be employed for36

classification-like problems to distinguish between pressurized water reactor (PWR) and boiling wa-37

ter reactor (BWR) (and possibly even VVER reactor fuel) or to differentiate between uranium oxide38

fuel (UOX) and mixed-oxide fuel (MOX). Another popular class of neural networks called Convo-39
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lutional Neural Networks (CNN) are well-suited for working with images and can be possibly used40

to predict BU, IE and CT of fuel based on digital Cherenkov viewing device (DCVD) images. Apart41

from this, a category of neural networks called Recurrent Neural Networks (RNNs) can be used to42

make predictions on time-series data acquired directly from gamma/neutron measurements of spent43

fuel for regression and classification problems however, their ability in doing so remains to be inves-44

tigated. While in practice, neural networks are primarily implemented on labeled data (supervised45

learning) for both, regression and classification, there are instances where neural networks can be46

used for unlabeled data such as in Deep Gaussian Mixture Models (DGMM). However, in this short47

report, we will only explore the basic applications of neural networks (in particular, an MLP) on48

labeled data i.e. supervised learning in the field of nuclear safeguards.49

2 Fundamental concepts of Artificial Neural Networks (ANNs)50

The most straightforward implementation of a neural network is that in the form of a multi-layer51

perceptron (MLP) where the neural network consists of an input layer, an output layer and one (or52

several) hidden layers. One such example is shown in fig. 1. Such a neural network is said to have53

dense layers since each node or neuron in every layer is connected to every neuron in the preceding54

and succeeding layer. The flow of data in fig. 1 occurs from left to right and as the input data55

is passed along the different layers of the neural network, it undergoes matrix operations (such as56

linear or non-linear transformations, convolutions et cetera) repeatedly until it arrives at the last layer57

as the output in the form of a prediction.58

A typical neural network uses a wide variety of transformations (in the form of weight kernels),59

activations (both linear and non-linear) as well as types of entire layers along with problem-specific60

loss functions to give the user enough choices to pick from to solve a machine learning prob-61

lem at hand. The types of activations available in tensorflow-keras are numerous and in-62

clude softmax, relu, sigmoid, tanh among many more and optimizable loss function such as63

categorical crossentropy, mean absolute error, kullback liebler divergence to list64

a few. The optimal choice of these hyperparameters will of course, depend on the problem since65

some losses and layers are better suited for classification while others are meant to be used for re-66

gression problems. The user also has the option of defining and utilizing custom activations and67

layers in tensorflow-keras if it is so desired. The user may also select the best-suited predic-68

tion quality metric (such as mean absolute error, root mean squared error et cetera) for the problem69

depending on whether it is a regression or a classification problem.70
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Figure 1: A multi-layer perceptron (MLP) with a single hidden layer.

The process of ”learning” in an artificial neural network starts with the computation of the difference71

between the prediction and the known true value or the label (in the form of an objective function or72

loss function). This loss function or objective function is iteratively minimized over batches of data73

passed through the network. This minimization or optimization of the loss function is done in an74

iterative manner thereby tuning the neural network parameters with the help of an algorithm known75
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as gradient descent. Within gradient descent, the so called ”gradients” of the loss function w.r.t the76

neural network parameters are computed for each node of every layer and propagated backwards77

from the output layer end towards the input layer end to adjust or tune the weights and biases of the78

respective neurons in every layer of the network. This process is aptly called backpropagation and79

is shown in fig. 2. The simplified pseudo-code explaining the inner workings of the vanilla gradient80

descent algorithm is shown in listing 1. Within the listing, the stopping criteria could be set to a81

desired value of the error (RMSE) for a regression problem or a desirable misclassification rate (or82

conversely, the accuracy) for a classification problem.83
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Figure 2: Backpropagation in a multi-layer perceptron (MLP) with a single hidden layer.

Algorithm 1: Simplified pseudo-code for gradient descent
Input: Training data T , regularization parameter λ, learning rate η, initialization of

parameters
∑

Output: Optimized model parameters Θ = (w0,b)
repeat

for (x, y) ∈ T do
w0 ← w0 − η( ∂

∂w0
l(y(x | Θ), y) + 2λw0) (optimization step);

end
until stopping criterion unfulfilled;

Using the described backpropagation algorithm on training and validation datasets, a user can op-84

timize the loss function by navigating through the contours of (possibly a multi-dimensional) loss85

surface to arrive at a local (or preferably global) minimum. Convergence towards the global or lo-86

cal minima are heavily influenced by the choice of hyperparameters such as learning rate and type87

of optimizer used. At the present time, tensorflow-keras offers dozens of popular optimizer88

algorithms such as RMS-prop, SGD, Adam to list a few. The process of convergence to minima89

can be visualised as fig. 3. Once the loss function minimum is reached through gradient descent,90

the model parameters are fully tuned and it is ready to make predictions and deployment in the91

field.As far as hyperparameter selection is concerned, in order to make tuning ANNs easier, a mod-92

ule of tensorflow-keras named keras-tuner O’Malley et al. [2019] offers users the flexibility93

to tune the architectures of their neural networks using popular techniques such as GridSearchCV,94

RandomSearchCV, and BayesianOptimization among many others. It is also worth noting that95

whereas a single neural network may be optimized to make predictions of several output parameters96

at the same time, in this work, a single output is predicted for sake of demonstration only.97
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Figure 3: Gradual convergence towards a minimum with hypothetical loss function contours. Green
denotes direction of decreasing loss while red denotes increasing loss.

3 Tinkering with ANNs on TensorFlow Playground98

TensorFlow Playground Smilkov and Carter [2016] provides beginners with the opportunity of de-99

signing their own first neural networks in a browser environment without the need for any additional100

programming IDEs or prior knowledge of deep learning APIs. Users may stack neurons and hidden101

layers in their neural networks, select the best set of input features that would optimally describe102

their input data (from a choice of four available datasets) as well as tinker with a range of network103

hyperparameters to see how it impacts the performance of their neural network. A snapshot of an104

example neural network setup on TensorFlow Playground is shown in fig. 4.105

Figure 4: Using TensorFlow Playground interface to design a simple neural network. Source:
Smilkov and Carter [2016].
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4 ANN setup for estimating PWR fuel cooling time (CT)106

To facilitate tuning of ANN architecture, much like GridSearchCV and RandomSerachCV from107

the popular python based machine learning library, scikit-learn Pedregosa et al. [2011],108

tensorflow-keras lets users tune the hyperparameters of their artificial neural networks through a109

library called keras-tuner. Within keras-tuner, a user can define a dictionary of hypermaram-110

eters and their associated value range to feed to the keras-tuner framework which it can iterate111

through and provide the user with a fully optimized network architecture best suited for the problem.112

A snippet of such a hyperparmeter search that can be set up in keras-tuner is shown in fig. 5.113

Figure 5: Using keras-tuner to optimize neural network architecture for a regression problem in
a Google Colab environment Bisong [2019].

Once an optimum neural network architecture is obtained from keras-tuner, it can be setup and114

used for training and making predictions on the dataset. In our case, we have set up a 5-layer dense115

neural network consisting of one input layer, 3 hidden layers and one output layer as shown in fig. 6.116

The input layer is designed with 40 neurons and each of the subsequent hidden layers with 20, 10117

and 5 neurons respectively. The model was built using the tensorflow.keras.Sequential()118

class. The total trainable parameters for this network were close to 1100 and will vary according to119

number of input features.120

Figure 6: Five-layer dense neural network designed for making predictions of fuel parameters.
Graphic created with NN-SVG LeNail [2019].

The model shown in fig. 6 was trained on a subset of data from the dataset taken from Elter et al.121

[2020]. For sake of demonstration, the 5-layer network was trained on the dataset to predict spent122

fuel cooling times based on decay activities of 3 nuclides, 134Cs, 137Cs, and 154Eu for fuel assem-123

blies cooled for longer than 20 years. As the network trains on the input features and maps them124

to the output variable, CT in our case, the overall loss decreases and the training is stopped once125
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the loss on the validation dataset stops decreasing using a feature called EarlyStopping to prevent126

model overfitting. A screengrab of the training process is shown in fig. 7. The metrics to assess127

network performance in this case were mean absolute error and root mean square error.128

Figure 7: Training progress output from tensorflow-keras interface.

Once the model has converged to a minima of the root mean square error, training is stopped129

and the model is then used to make predictions on the test dataset. The decrease in loss and RMSE130

during training and validation is shown in fig. 8. An example visualisation of such a prediction is131

given in fig. 9. The color markers indicate the fuel average burnup (MWd/kgU ). The training132

process can also be monitored during runtime using a tensorflow extension called tensorboard133

which can be set up as one of the callbacks prior to the run.134

Figure 8: Reduction in loss and RMSE over 200 epochs of training.

Figure 9: Predicted versus true CT (in years) for fuel cooled b/w 20-70 years.
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5 Conclusions135

In this short technical report, it has been shown that deep learning methods such as neural networks136

can be used successfully to make meaningful predictions of fuel parameters. In our example, we137

have attempted to estimate the cooling time of the fuel with the help of a simple MLP built with138

tensorflow-keras. The results have shown that the neural network architecture used in the exer-139

cise gives an RMSE of close to 550 days. This is comparable to results obtained in past work from140

our research group. The performance of the neural network in question can indubitably be improved141

with a more rigorous hyperparameter search and by making the network architecture larger at the142

expense of compute time and hardware constraints. However those constraints notwithstanding, a143

more refined network does give a robust performance which is (at least) at par with other popular144

machine learning algorithms such as random forest regressors. It is envisioned that these networks145

will be a part of future research work from the group that will be centered around fuel parameter146

predictions and possibly diversion detection.147
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