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Abstract 

Modern machine learning methods, utilising neural networks, require a lot of training data. Data 

gathering and preparation has thus become a major bottleneck in the machine learning pipeline 

and researchers often use large public datasets to conduct their research (such as the 

ImageNet [1] or MNIST [2] datasets). As these methods begin being used in industry, these 

challenges become apparent. In factories objects being produced are often unique and may 

even involve trade secrets and patents that need to be protected. Additionally, manufacturing 

may not have started yet, making real data collection impossible. In both cases a public dataset 

is unlikely to be applicable. 

One possible solution, investigated in this thesis, is synthetic data generation. Synthetic data 

generation using physically based rendering was tested for unsupervised anomaly detection on 

a 3D printed block. A small image dataset was gathered of the block as control and a data 

generation model was created using its CAD model, a resource most often available in 

industrial settings. The data generation model used randomisation to reduce the domain shift 

between the real and synthetic data. For testing the data, autoencoder models were trained, 

both on the real and synthetic data separately and in combination. 

The material of the block, a white painted surface, proved challenging to reconstruct and no 

significant difference between the synthetic and real data could be observed. The model trained 

on real data outperformed the models trained on synthetic and the combined data. However, 

the synthetic data combined with the real data showed promise with reducing some of the bias 

intentionally introduced in the real dataset. Future research could focus on creating synthetic 

data for a problem where a good anomaly detection model already exists, with the goal of 

transferring some of the synthetic data generation model (such as the materials) to a new 

problem. This would be of interest in industries where they produce many different but similar 

objects and could reduce the time needed when starting a new machine learning project. 
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Populärvetenskaplig sammanfattning

Modern maskininlärning, med neurala nätverk, kräver stora mängder data. Datain-
samling och -förberedelse kräver ofta den mesta av tiden i ett maskininlärnings-
projekt. Forskare använder sig av stora publika dataset för att genomföra sin forsk-
ning. Inom industrin kan dessa ofta inte användas eftersom man ofta producerar
objekt som är nästintill unika samt att det finns affärshemligheter och patent som
måste skyddas. En potentiell lösning är att generera data. I det här projektet bygg-
des en datagenereringsmodell med hjälp av en CAD modell, något som ofta finns
tillgängligt i industrin, och fysiskt baserad datorgrafik. Fysiskt baserad datorgrafik
har de senaste åren växt från filmindustrin och har nu även börjat användas i fler
områden. Data genererades för att träna en maskininlärningsmodell för lokalise-
ring av defekter. Ett mindre riktigt dataset insammlades och modellerna tränades,
dels med enbart riktig och syntetisk data, men också med en blandning. Dessa
utvärderades sedan med riktig data. Modellerna blev inte tillräckligt bra för att
särskilja mellan syntetisk data och riktig data. Modellerna tränade med enbart rik-
tig data presterade något bättre än de modeller tränade med syntetisk data eller en
blanding, men den syntetiska datan gjorde modellerna mer resistenta mot större
rotationer i bilderna. Framtida projekt kan fokusera på att skapa en datagenerings-
modell för ett problem där det redan finns bra defektlokaliseringsmodeller. Fokus
skulle sedan ligga på att överföra delar av denna modell på ett nytt problem. Detta
skulle vara av intresse för industrier där man producerar många olika liknande,
men olika artiklar och skulle kunna påskynda processen när man startar ett nytt
maskininlärningprojekt.
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1 Introduction

Following the resurgence of deep learning in 2006 due to Hinton’s deep belief net-
works [3, p. 18] deep learning has quickly taken over computer vision research.
The ability of these methods to extract relevant features of the dataset as part of
the learning process is what makes them specially suited for handling unstruc-
tured data such as images, sound or text. For these methods to excel more data is
needed compared to traditional machine learning algorithms, as feature extraction
is learned together with the task at hand. Publicly available large datasets have
allowed these methods to achieve superhuman performance in tasks such as im-
age classification. The current state-of-the-art on the ImageNet dataset has a top-5
error rate of 1.2% [4] while the human error rate is reported to be around 5% [5].

While the performance of deep learning methods when provided with enough data
has proved to be extraordinary, surpassing other methods [5] gathering and la-
belling training data has become one of the major bottlenecks to achieving better
results and Movshovitz-Attias et al. [6] conclude that the problem holding many
vision algorithms back is the lack of labelled data and accurate labels. Many
systems have been proposed to ease gathering and labelling, including crowd
sourcing systems such as Amazon Mechanical Turk [7]. However, in many situ-
ations such systems might be inappropriate due to the sensitivity or confidentiality
of the data or labelling requires expert knowledge. In some cases labelling might
even be impossible for a human to perform, such as labelling of depth maps for
depth estimation or pixel perfect semantic segmentation maps.

A possible solution to the data gathering and labelling problem is synthetic data.
Generating synthetic data with the same or similar characteristics to the target
dataset allows models to be trained even if the amount of real data is insuffi-
cient. When generating data, getting pixel perfect segmentation or depth maps
is trivial and the data distribution can be generated such that biases are elimin-
ated. Movshovitz-Attias et al. [6] noted that objects, such as cars, are often pho-
tographed in a limited set of ‘canonical’ of angles, making them overrepresented
in datasets gathered from for example the internet. The challenge when work-
ing with synthetic data is finding the appropriate level of realism and modelling
the sources of noise naturally occurring in images. Advances in computer graph-
ics, mostly driven by the motion graphics industry, have made rendering a viable
alternative for generating synthetic data for computer vision purposes. Other com-
mon methods for generating synthetic images include using generative models,
such as generative adversarial networks (GANs), to learn the data distribution and
then sampling from that.

Nikolenko [8, p. 4-5] argues that there are three main ways that synthetic data can
be used.
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1. Using synthetic data to train a model intended to be used on real data when
real data is scarce or difficult to produce.

2. Augmenting an existing real dataset with synthetic data to make the overall
dataset more suitable for training, which usually means addressing dataset
bias.

3. Generating synthetic data with privacy guarantees when the real data is sens-
itive (such as financial records or medical images).

In this thesis focus was placed mainly on the first approach, with possible applic-
ations in the second.

1.1 Defective sample detection in smart factories

In modern smart factories computer vision can be used in a variety of ways, one of
which is discovering defective samples in manufacturing. In many cases objects
being produced are unique, or even protected by patents and trade secrets. Public
datasets are thus unlikely to exist and even if the raw data can easily be gathered,
labelling through crowd sourcing is not an option. In other cases production may
be in a startup phase and data cannot be gathered or the factory may produce tens
of thousands of different articles and traditional approaches to data gathering does
not scale.

In all these cases synthetic data can be a possible solution. Manufacturing is
unique in that there are often plenty of other data sources available such as CAD
models, material specifications, allowed thresholds, etc. that could be utilised
for the data generation. The environment can also be highly controlled making
manufacturing specially suited for synthetic data generation.

In this thesis synthetic data generation using physically based rendering was ex-
plored for the purpose of defect segmentation in manufacturing. A highly con-
trolled environment was set up with example objects whose CAD model was
available. Unsupervised learning in the form of anomaly detection was used for
the defect segmentation as this mimics the real workflow in factories, where de-
fects are typically rare and gathering a sufficient dataset of defects for supervised
learning is not practical. A successful method has the possibility of lowering costs
and time needed when producing quality assurance solutions in smart factories.

In the following sections there is a summary of related work and then the required
background and theory follows, then a description of the generation model with
its tuneable parameters. The effectiveness of the data produced from this model
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Figure 1: Illustration of the workflow used in the thesis. A CAD is used to 3D print ob-
jects. To find defects the CAD is used to render training images for an anomaly detection
model (in this case an autoencoder). Images of the 3D printed object are then captured
and used for evaluating the model. The rendered images can also be used to augment a
limited dataset of real images. Some of the real images are then used to train the model
as well. In general any manufacturing method can be used to produce the object and
additional data might be available to improve the render, such as material specifications.
The main challenge with the workflow is the domain shift between the rendered and real
images, here illustrated by the lack of reflections in the rendered image.

was compared against real data by training anomaly detection models. Finally,
the thesis is concluded with a discussion on synthetic data and the potential be-
nefits and drawbacks for manufacturing in particular. In Figure 1 the workflow is
illustrated.

2 Related work

In this section the current state of synthetic data for computer vision is briefly sum-
marised. Some synthetic datasets for different vision tasks are detailed and the
work on two popular approaches to synthetic data generation, domain randomisa-
tion (DR) and domain adaptation are described. Finally, some of the work regard-
ing anomaly detection in images is summarised. Much of the work in rendered
synthetic data for computer vision has been focused on object detection, viewpoint
estimation and segmentation. For anomaly detection many have used generative
models to augment the existing data. Where the thesis stands out is that it tries
to apply rendering to model the variation within a single object class in a highly
controlled environment where existing data is either extremely limited or totally
absent.
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2.1 Domain randomisation

With DR the goal is to generate synthetic data that contain enough random ele-
ments that the synthetic distribution covers the true data distribution. Su et al.
[9] used a diverse set of 3D models rendered and pasted on top of random back-
grounds to generate millions of images. These images were used to train a fine-
grained viewpoint estimator, achieving state-of-the-art performance on the Pascal
3D+ dataset. Movshovitz-Attias et al. [6] investigated how useful photo realism
is when rendering a synthetic dataset. Again 3D models, this time of cars, were
rendered and pasted on top of background images and used for training viewpoint
estimators. A small dataset of fully rendered scenes was also created for valida-
tion. Movshovitz-Attias et al. concluded that generalising from synthetic data is
no more difficult than the domain adaptations needed between different real data-
sets and that synthetic data can be used to deal with bias in real datasets. They
noted that the most cost effective way to generate new datasets might be to create
a small dataset of carefully annotated real images and a large amount of synthetic
data.

Tobin et al. [10] used non-realistic rendering and DR to train an object localisa-
tion model, showing that realism is not necessary for their use case. Tremblay
et al. [11] successfully used DR to generate highly randomised images with dis-
tractors for object detection of cars. They generated 100000 images for their
dataset and used the synthetic VKITTI dataset, which consists of 2500 images,
for comparison. The models trained on their synthetic datasets were competitive
to those trained with VKITTI when evaluated on the KITTI dataset, even though
the VKITTI dataset has been specifically created to be as close as possible to
the KITTI dataset. Tremblay et al. also found that when fine-tuning with real data
the DR approach outperformed VKITTI as the number of real examples increased.
When fine-tuning on the full KITTI dataset (6000 images) the models trained with
synthetic data also outperformed the model trained with exclusively real data. A
more recent example of DR is Ron et al. [12] where they used DR together with
physically based rendering to perform segmentation of Expo Markers. Domain
randomisation is visualised in Figure 2.

Another more sophisticated approach to DR is structured domain randomisation
(SDR) introduced by Prakash et al. [13]. Prakash et al. noted that DR requires
the generation of many images due to the high variation and absence of context
(for example the inherent structure in parked cars). This causes models trained on
these images to have problems detecting small objects. By using a hierarchy of
parameters context could be reintroduced, improving performance on the task of
object detection on cars.
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Figure 2: Domain randomisation aims to grow the synthetic data distribution so that it
includes the true data distribution we wish to model.

2.2 Domain adaptation

Domain adaptation is a field that spans many different techniques. What they
have in common is that they try to use training data from one domain to create a
model that works for the same task on a different domain. Under this definition
DR could be seen as a type of domain adaptation, where the randomisation is used
to make the model generalise to the target domain. Wilson et al. [14] provides a
survey of different domain adaptation methods, following is a summary of three
of them. The first method is domain-invariant feature learning; domain-invariant
features have the same distribution for the source and target domain. Using these
features when training a model for a task has the potential of generalising to the
target domain due to the shared statistics in the feature space. These features
are learned by using weight-sharing and domain alignment methods (Figure 3a).
The second is domain mapping, where the source domain is transformed into the
target domain. This is most often performed directly on the source data, but could
also be applied in for example feature space. The technique often uses generative
models to produce the mapping (Figure 3b). The third is target discriminative
methods, directly moving the decision boundary of the model to regions that will
increase accuracy, typically lower density regions.

2.3 Synthetic datasets

Many synthetic datasets have been created, targeted towards different computer
vision problems. The advantage of synthetic datasets is the possibility to tightly
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Figure 3: Domain adaptation. The goal is to be able to use the source domain to train
models that generalise on the target domain. This is often achieved by training a deep
neural network.

control the sampling distribution while also easily getting pixel-perfect labels. A
number of datasets focus on problems related to self-driving cars and feature city-
scapes of different complexity. Richter et al. [15] used a modern game (GTA V) to
rapidly generate a large dataset with dense semantic labels. Others create synthetic
datasets that are clones of, or similar to, real datasets, such as Virtual KITTI [16],
[17] which is based on the real KITTI dataset [18]. While [15] relied on an already
created game world a completely procedural approach is used to generate Synthia
by Wrenninge et al. [19]. A scenario is sampled from a parameter set, which is
then rendered using photorealistic rendering. For 3D object detection and pose
estimation Tremblay et al. [20] made Falling Things, which contains household
objects that have been rendered and superimposed on image backgrounds. A sim-
ilar dataset is also EXPO-HD [12] which contains EXPO-markers and distractors
rendered using photorealistic rendering.

2.4 Anomaly detection

In computer vision unsupervised anomaly detection can be separated into two
main tasks. The first task is per-object classification, in which anomalies, or
novelties, are classified as either being anomalous or normal. The second task
is segmentation, where parts of the image can be classified as anomalous, such
as defects in manufacturing. In this thesis focus was placed on the second task.
Bergmann et al. [21] compared the effect of different loss functions on the au-
toencoder architecture and a variational autoencoder for unsupervised anomaly
segmentation. They showed that the autoencoder using a loss function based on
the structural similarity index metric (SSIM) [22] performed better than the other
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models (using the common L2 loss, variational autoencoder and a more advanced
feature matching based loss). The results using the SSIM loss was close to state-
of-the-art on the NanoTWICE dataset. While the reconstructions using the SSIM
loss were similar to when L2 loss was used, error maps using SSIM were much
better.

As previously mentioned generation of synthetic data for anomaly detection is
commonly done with GANs. Both Lim et al. [23] and Huang et al. [24] used
different types of GANs to perform data augmentation before training anomaly
detector models.

2.5 Industrial applications of synthetic data

Retzlaff et al. [25] used a procedural model and physically based rendering to
generate images of glass shards for automatic optical inspection. This work was
then used in [26] for the sorting of the glass shards for recycling. Kim et al. [27]
used physically based rendering to generate Near Infrared (NIR) images to detect,
classify and ultimately determine the pose of a large number of industrial compon-
ents. NIR images were used as conventional LEDs does not emit any light in the
near infrared spectrum, which makes controlling the lighting easier. In [28] Sixt
et al. took an interesting approach by mixing deep learning and procedural mod-
elling for bee identification. By having a generator network control augmentation
functions they generated realistic images of identification patches on bees.

3 Theory

The work in this thesis made extensive use of physically based rendering to create
the synthetic data. In this section we go through the necessary theory behind
the methods and software used. This is a vast subject in itself and the following
section is only a brief summary. For an excellent more comprehensive resource
on the subject see Pharr et al. [29]

The start of the section presents the basics of physically based rendering and then
moves on to a description of the features of the rendering software used in the pro-
ject, Blender [30]. Finally it concludes with a discussion on deep representation
learning for anomaly detection.
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3.1 Physically based rendering

Physically based rendering simulates the physics of light to produce photoreal-
istic images [29]. Generating images through physically based rendering is much
more expensive than other more approximate methods. Up until a couple of years
ago this cost hindered physically based rendering, but with the increase in com-
puting power physically based methods are now dominant in offline rendering
[29]. Recently, physically based methods are also making their way into real-time
computer graphics such as games.

The advantage of physically based rendering is its superior visual quality due to
more accurately modelling phenomena such as global illumination. Reflection
and refraction are also challenging to implement in most approximate methods,
but almost trivial using many physically based algorithms. Researchers at Disney
noted that using a physically based approach to material design significantly re-
duced the time spent redesigning materials as the materials were better behaved
in various lighting scenarios [31].

3.1.1 Bidirectional reflectance distribution function

An important part of a physically based rendering system is the material models.
Pharr et al. [29] describes a number of material models and the related concepts in
great detail. In this section a brief introduction to some common material models
is provided.

The bidirectional reflectance distribution function (BRDF) is the function that de-
scribes the reflective behaviour of a material at the surface of an object. It is the
ratio between the incoming irradiance and the outgoing radiance in other words,
fBRDF = dL

dE , where L is the radiance and E is the irradiance. Many similar func-
tions exists to describe other types of behaviour such as the bidirectional transmit-
tance distribution function (BTDF) for transmission and commonly all are collect-
ively called bidirectional scattering distribution functions, or BSDFs. In its most
simple form the BRDF is a 4-dimensional function that depends on the incoming
and outgoing viewing direction in relation to the surface normal, f (ωi,ωo) where
ωi is the incoming light angle relative to the surface normal and ωo is the outgoing
angle or the viewing angle relative to the surface normal. The function can also
depend on the location on the object and it is then known as a spatially varying
BRDF (SVBRDF), f (x,ωi,ωo).

To be physically plausible a BRDF must fulfil these properties:

1. Reciprocity, for any two angles ωi, ωo the following must hold f (ωi,ωo) =
f (ωo,ωi)
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2. Energy conserving, the energy reflected by the material must be less than or
equal to the amount of energy it receives (for any outgoing angle ωo,∫

Ω
f (ωi,ωo)(ωi ·n)dωi ≤ 1, (1)

where Ω is the hemisphere with its pole centred at the surface normal n).

Many different BRDFs exist to model different phenomena such as anisotropic
scattering and subsurface scattering (where light briefly enters an object and exits
a small distance away, commonly seen in for example human skin). Below follows
a description of some relevant BRDFs.

Lambertian diffuse is the simplest BRDF, describing equal reflectance in all
viewing directions. Its definition is simply

flambert(ωi,ωo) =
a
π
. (2)

The 1
π factor ensures that the BRDF is energy conserving and a is the albedo, a

value between 0 and 1, which can be colour varying. Since the reflectance is the
same at all viewing angles the light is scattered in all directions and the surface
will appear rough. There are other more advanced diffuse models, such as the
Oren-Nayar diffuse model, which take into account that objects in the real world
often appear brighter as the viewing and lighting direction approach each other.

Specular reflection is another simple BRDF, that is straightforward to implement
in the context of physically based rendering since the incoming ray simply is
reflected in the surface normal. The term ‘specular’ in this case refers to the
fact that the reflection is controlled by the Fresnel coefficient, which depends on
the index of refraction (IOR) of the participating media. If r(ω,n) is the function
that reflects ω in the normal n then the BRDF is

fspecular(ωi,ωo) = Fδ (ωo,r(ωi,N)), (3)

where F is the Fresnel coefficient (commonly approximated using the Schlick’s
approximation [32]) and the δ is a Dirac-delta function, meaning that there is
only reflection in a singular direction. For specular reflection it is important to
know if the material is a dielectric or a conductor. Dielectrics have an IOR that
is a constant with respect to wavelength, causing the Fresnel coefficient to also
be constant with respect to wavelength and the reflection is thus equal for all
wavelengths (white). Conductors on the other hand have a wavelength dependent
and complex IOR causing their reflection to be tinted.

Microfacet models are a class of more advanced BRDFs that model the surface
of the object as being made up of small grooves and scratches, or microfacets. In
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fact, the Oren-Nayar BRDF mentioned above is an example of a microfacet model.
Using these models rough reflections can be modelled. By tuning the distribution
of microfacet normals the surface can appear more or less rough. Microfacet
models consists of three parts

fmicrofacet(ωi,ωo) = FDG, (4)

where F is the Fresnel coefficient, D is the microfacet distribution (the distribu-
tion of microfacet normals compared to the surface normal) and G is a geometric
factor that models the occlusion between microfacets and depends on the choice
of microfacet distribution. Some common choices for the microfacet distribution
are the Beckmann and GGX distributions [33]. Depending on the BRDF imposed
on the microfacets themselves the overall BRDF changes. By using specular re-
flection rough reflections are modelled, transmission allows for frosted glass and
using an anisotropic microfacet distribution anisotropic reflection can be modelled
(anisotropic reflection is commonly seen for example on the bottom of saucepans).

Many specialised BSDFs also exist to model phenomena such as dielectric coating
on top of diffuse materials, thin film interference, etc. but much can be achieved
with combinations of the previously mentioned models. Aside from analytical
BRDF models, the (SV)BRDF of physical objects can also be measured using a
gonioreflectometer or an image atlas can be used, yielding another description of
the object surface, the bidirectional texture function (BTF).

For the materials that were modelled in this project Blender uses a combination of
Lambertian diffuse models and different microfacet models. Almost all paramet-
ers of the BRDFs can be spatially varying, allowing great control over the material
that is created.

3.1.2 The rendering equation

In 1986 Kajiya [34] formalised several different rendering algorithms into what is
now known as the rendering equation which can be written as

Lo(x,ωo) = Le(x,ωo)+
∫

Ω
f (x,ωi,ωo)Li(x,ωi)(ωi ·n)dωi, (5)

where x is the position, Lo the total radiance emitted in the outgoing direction,
Le the emitted radiance, Li the total incoming radiance in the incoming direction,
Ω the hemisphere with its pole centred at n and f the BRDF. The equation is
simplified, as the full equation can also depend on the spectral wavelength λ and
the time t. This equation describes the flow of radiance through the scene from the
light sources to the camera sensor. One of the most popular ways of solving this
equation is to use Monte Carlo integration, which is also known as path tracing.
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3.2 Blender

Blender [30] is an open source 3D modelling and rendering software package.
It contains the tools to set up a 3D scene, assign materials and render the final
image. Blender contains a number of different material models and a workflow
for working with both image and procedural textures. Two renderers are included
with Blender, the real time renderer Eevee and the production quality path tracing
renderer Cycles.

3.2.1 Path tracing

Path tracing is, as previously mentioned, a physically based technique for estim-
ating the rendering equation. It uses Monte Carlo integration to get an unbiased
estimate and gets its samples by randomly generating light paths through the scene.
By utilising the rules of physics when the light interacts with the surfaces of ma-
terials and inside participating media a realistic image is achieved. The most
common way of generating paths is to shoot rays from the camera that interact
with the scene until it hits a light source or some other stopping criteria is met.
Since path tracing is a stochastic algorithm the result is at first noisy and then
converges as more samples are gathered. Usually, to get a sufficiently noise-free
image a couple of thousand samples per pixel is needed, but if the scene contains
especially challenging phenomena such as caustics more samples can be needed.
Lately, AI-denoising techniques have allowed the number of required samples to
drop.

3.2.2 The PBR workflow

Following research from Burley et al. [31], Blender as many other rendering en-
gines adopted the concept of a physically based ‘uber shader’, containing a mix
of several BSDFs, called the Principled shader. It contains, among others, a mix
between a diffuse model and several microfacet models as well as a subsurface
scattering model. It also has a parameter to seamlessly mix between conductor
and dielectric microfacet models. All parameters of the shader can be spatially
varied by controlling them with textures. A key insight of Burley et al. was that
parameters should have a range from 0 to 1 in the physically plausible region, but
be able to be increased beyond that if possible. This creates a material model
where the parameters can be more intuitively tuned.

Controlling the parameters of the Principled shader (or similar shaders in other
renderers) with textures has given rise to the PBR workflow. The PBR workflow
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has risen in popularity and proven useful for modelling many different materi-
als. It has sped up and simplified material development at studios such as Walt
Disney Animation Studios [31]. The workflow centres around using textures to
drive the different parts of the Principled shader, in contrast to earlier workflows
where the mixing of different material models was done explicitly by the user.
The most common textures used are a base colour texture, a normal or bump tex-
ture, a roughness texture and, depending on the type of material, a metallic or
specular texture. The textures can be both procedural or image textures and many
paid and free resources have emerged to provide these textures for a wide variety
of real world materials. Examples of some free resources for PBR textures are
CC0Textures [35] and TextureHaven [36].

3.3 Deep autoencoders

The book by Goodfellow et al. [3] contains a detailed chapter on autoencoders and
how to train them. In this section a brief explanation of some of the key details of
autoencoders are explained. An autoencoder is a type of machine learning model
that tries to learn an intermediary compressed version of the input, known as the
latent representation. It consists of an encoder and a decoder, where the encoder
encodes the result into the latent representation and the decoder decodes the latent
representation, often trying to reconstruct the initial input. By minimising the
reconstruction error the model can learn an efficient, data-specific compression.
When the encoder and decoder are parameterised by deep neural networks the
result is a deep autoencoder.

Training an autoencoder is an example of self-supervised training as the ground
truth signal is coming from the initial input. Thus the autoencoder framework as
a whole is unsupervised. In computer vision, deep autoencoders parameterised by
convolutional neural networks (CNNs), which are known as convolutional autoen-
coders, have become popular.

Autoencoders can be used in many ways. One use case is encoder pretraining
for some other task, such as classification. The assumption is that by training the
autoencoder, the encoder learns an efficient latent representation of data that can
be used as features for the classifier. Another use case is unsupervised anomaly
detection. By training the autoencoder on only normal samples the assumption
is that the autoencoder then cannot reconstruct anomalous samples. Defect clas-
sification can then either be performed by examining the reconstruction error or
performing classification directly on the latent representation. In the computer
vision case it is common to use some kind of distance measure between the input
and reconstruction to construct a defect segmentation.
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Table 1: A simple convolutional autoencoder that can be used with the MNIST dataset
[2]. The output from the first dense layer is the latent representation.

Layer Output shape Padding Stride Activation

Input 28×28×1
Conv 3×3 14×14×32 Y 2 ReLU
Conv 3×3 7×7×64 Y 2 ReLU

Flatten 3136
Dense (z) 100 Linear

Dense 3136 ReLU
Reshape 7×7×64

Transposed Conv 3×3 14×14×32 Y 2 ReLU
Transposed Conv 3×3 28×28×32 Y 2 ReLU

Conv 3×3 28×28×1 Y 1 Sigmoid

A simple convolutional autoencoder architecture, based on a convolutional vari-
ational autoencoder example [37], is shown in Table 1. It uses strided convolu-
tions and transposed convolutions to achieve a lower dimensionality in the latent
space. An alternative would have been to use pooling and upsampling layers.
This autoencoder can be used together with the MNIST dataset [2] to encode and
reconstruct handwritten digits. The output of the first dense layer is the latent
representation (the output of the encoder). The latent dimension has been set to
100. While the architecture is the same, the type of autoencoder trained can be
different depending on the input image. If the input image is corrupted with noise
and the label image is the original image, then a denoising autoencoder is trained.
If one or several of the digits are considered anomalies and are removed from the
training set the autoencoder can be used for anomaly detection. Finally, if a large
number of handwritten digits are available, but only a small number are labelled,
the autoencoder could be trained on the digits as an unsupervised pretraining step
where the trained encoder is then used when training the classifier (Figure 4).

4 Method

4.1 Image capturing

A prominent challenge was replicating a possible defect detection environment in
a smart factory in a small enough format to be practical for experimentation. The
lighting and constraints of the environment are highly dependent on the type of
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ErrorReconstructionInput

OriginalReconstructionInput

Denoising

Anomaly Detection

Figure 4: Input and output images from an autoencoder trained for various purposes on
the MNIST dataset [2]. The input images are part of the MNIST dataset. The second input
image to the anomaly detector has been modified with a line running through the centre of
it. Both of the autoencoders use the architecture shown in Table 1 with a latent dimension
of 20. Only the input images to the autoencoders change between the examples.
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Figure 5: One of the 3D printed blocks used for testing the synthetic data generation and
defect detection.

defects and the size of the object being manufactured. An enclosed box with a
single diffuser light source, the demobox, was chosen as the environment for the
experiment, due to its compact size and controlled lighting. A camera could be
securely mounted on metal rails running along the bottom of the box. The interior
of the box had white plastic walls and ceiling with metal bars along the edges
for support. To simplify the recreation of the environment in 3D a dark backdrop
was placed at the back of the box. This produces a simple background and also
increases the contrast between the object and the background making it easier to
create a mask for the object.

For testing the synthetic data generation 3D printed blocks of size 2.5× 2.5× 5
cm were used. The blocks had a rough surface and had been painted with white
paint (Figure 5). The choice of using 3D printed objects for the thesis was made
since they are easy and inexpensive to produce in small batches, allowing them
to be destroyed to create defects. The CAD model for the block was provided
as a triangulated mesh in .stl format. The target defects to be detected were
geometric deformations and changes to the surface texture produced by scratches
and glue pads placed on the sides of the block.

Images were captured of the sides of the blocks using a Sony 1" sensor with a 25
mm focal length lens and f-stop value 4. A total of 6 blocks were made available
for the project yielding a total of 24 separate sides. Though the blocks were in
fairly good condition, some of the sides had small scratches and dents from previ-
ous projects and storage. Two of the blocks were reserved for testing and 4 of the
blocks were used when creating the 3D model and for autoencoder training. Since
there were few sides each side was captured 6 times (except for one of the training
blocks where a total of 24 images were captured), 3 times standing upright and
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Figure 6: Examples of the different defects that were created. The scratches create a
large difference in intensity. The glue pads on the other hand change mostly the texture.
Both small and large pieces of glue pads were placed on the sides. They were meant to
simulate damage and particles on the surface or under the paint respectively.

3 times up-side-down. Defects were introduced on 3 blocks, the 2 blocks used
for testing and one additional block that could be used during model development
if needed (Figure 6). An intentional bias was introduced into the dataset by not
varying the rotation or position of the block.

The image size was 5472× 3648. Preprocessing was performed on the images
before they were used. A mask was created by thresholding the image and two
morphological operations were then performed, a closing with a 20×20 box ele-
ment to close small holes in the mask and an erosion with a 20×20 box element
to remove any part of the background accidentally included in the mask. The
masked image was then cropped to a square region of interest centred on the block
and down sampled to the size 576× 576 using the area interpolation method of
OpenCV.

4.2 Synthetic images

To recreate the environment in Blender there were five key components that needed
to be modelled: 1) the block, 2) the backdrop, 3) the camera, 4) the diffuser light
source and 5) the box itself. Of these five, the first four were the most important as
they were the most complex and also has a very direct impact on the final image.
The box itself has an indirect impact in that the reflected light will increase the
overall light level in the box, but since nothing in the image is reflective it was not
be visible in the image.
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The synthetic data generation model used a mix between hand modelled and pro-
cedural features. The advantage of hand modelled features was a higher level of
control over the final look, while the major drawback was the amount of work re-
quired and the difficulty in changing them. Procedural features on the other hand
could easily be changed by changing the input parameters, but the output result
could sometimes be difficult to predict.

The demobox itself was approximated by a constant world light source. Since the
box is not visible in the image itself the only contribution to the image is the light
reflected of it. Using a constant world light source neglects the fact that the box
can reflect different intensities and colours in different directions. An alternative
to the constant world light source that could have been used instead is one or
several environment maps.

The light diffuser was an emitting plane with an image texture to remove the
emission where the camera hole was. The position of the light diffuser was meas-
ured using a tape measure and the emission strength was matched to the real im-
ages using different types of image histograms. Since the camera is placed behind
the light diffuser it was made invisible to the camera.

The camera lens and sensor properties were set to the same values as the actual
camera and lens. The camera position was estimated using both images (using the
program fSpy[38]) and measured using a tape measure. The focal point was set to
the front facing side of the block.

The backdrop was hand modelled and then given a holdout material. The holdout
material will terminate any ray hitting it and will make the object transparent.
This makes the object appear completely black in reflections and transparent in
the camera. This is not a perfect approximation of the actual backdrop as that
did reflect some light, but automatically creates the mask for the synthetic images.
An alternative to using a holdout material would have been using object masks
instead. This would allow the backdrop to have an actual material with the cost of
increased render time.

The block material was the most important part of the synthetic data generation
model. The base of the material was a Blender principled shader. The paint on
the block was quite shiny, so the roughness was set to a low value. The colour
of the block was matched to the real images. To replicate the rough surface noise
functions were used. Perlin noise approximates the surface quite well. The noise
functions can be used to affect the shading of the block in multiple ways. Using
the noise as a bump or normal map is a fast solution that just changes the shading
normal locally to affect the shading. Displacement mapping changes the actual
position of the mesh vertices according to the texture and thus requires a lot of
geometry to get high resolution features. Both bump mapping (normal mapping is
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Table 2: The encoder used for anomaly detection experiments. The output is the latent
representation with dimension d.

Layer Output shape Padding Stride Activation

Input 128×128×1
Conv 4×4 64×64×32 Y 2 Leaky ReLU
Conv 4×4 32×32×32 Y 2 Leaky ReLU
Conv 3×3 32×32×32 Y 1 Leaky ReLU
Conv 4×4 16×16×64 Y 2 Leaky ReLU
Conv 3×3 16×16×64 Y 1 Leaky ReLU
Conv 4×4 8×8×128 Y 2 Leaky ReLU
Conv 3×3 8×8×64 Y 1 Leaky ReLU
Conv 3×3 8×8×32 Y 1 Leaky ReLU
Conv 8×8 1×1×d N 1 Linear

similar) and displacement mapping was tested. Finally, the paint does not go into
the deepest crevices, leading to darker spots on the surface. These were achieved
by using the noise map to blend between a darker colour at the lowest values and
the paint colour.

When generating images the parameters of the model was sampled uniformly to
achieve a diverse training set . For each parameter set 5000 images were generated
and used to train the anomaly detection model. The image size of the generated
images was 576×576 with the same square region of interest as the real images.
The generated images did not contain the intentional bias introduced in the real
images.

4.3 Anomaly detection

The architecture for the autoencoder was the architecture from Bergmann et al.
[21] using an SSIM loss function (encoder Table 2 and decoder Table 3). The
leaky ReLU activation functions used a negative slope of 0.2. The loss function
was defined as

L (x, x̂) =−SSIM(x, x̂),

where x is the original image and x̂ the reconstruction. When calculating the
SSIM, Gaussian weights were used with a standard deviation of 1.5 and a window
size of 11 and the constants were left at default, k1 = 0.01 and k2 = 0.03 (see the
TensorFlow 2.1 documentation and Zhou Wang et al. [22]). SSIM was used rather
than L2 loss since in addition to luminance it also takes structural information into
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Table 3: The decoder used for anomaly detection experiments, a mirrored version of the
encoder. The input is the latent representation and the output is the reconstructed image.
In the program both encoder and decoder are connected in the same model and there is
thus no input to the decoder.

Layer Output shape Padding Stride Activation

Transposed Conv 8×8 8×8×32 N 1 Leaky ReLU
Transposed Conv 3×3 8×8×64 Y 1 Leaky ReLU
Transposed Conv 3×3 8×8×128 Y 1 Leaky ReLU
Transposed Conv 4×4 16×16×64 Y 2 Leaky ReLU
Transposed Conv 3×3 16×16×64 Y 1 Leaky ReLU
Transposed Conv 4×4 32×32×32 Y 2 Leaky ReLU
Transposed Conv 3×3 32×32×32 Y 1 Leaky ReLU
Transposed Conv 4×4 64×64×32 Y 2 Leaky ReLU
Transposed Conv 4×4 128×128×32 Y 2 Leaky ReLU

Conv 3×3 128×128×1 Y 1 Sigmoid

account. Note that an SSIM score of 0 means no similarity and an SSIM score of
1 means the images are identical. The model was trained on image patches of size
128×128, with the latent dimension set to 500, which yields a compression ratio
of around 0.03 in the latent space. During inference the model was applied to a
sliding 128×128 window with step size 30 and the result of overlapping patches
averaged. The 576× 576 images were cropped to the bounding box of the block
and padded to get an integer number of patches in each dimension. Extra padding
was applied to top and bottom to get an approximately uniform border around the
block.

The autoencoder was trained using the Adam algorithm [39] with default paramet-
ers (see the TensorFlow 2.1 documentation). The initial learning rate was set to
2×10−4 and a cosine decay scheme which reduced the learning rate to 0 at the
final epoch was used. The network trained on real data was trained for 10000
epochs and the network trained using synthetic and combined data for 30000 us-
ing 100 batches per epoch and a batch size of 10. As additional data augmentation
random left and right flipping was used during training.

For experimentation several datasets were constructed. There is the dataset con-
sisting of the real images consisting of 190 training images, the synthetic dataset
containing 5000 training images and a combined dataset containing 6900 images
(all the synthetic images and the real images oversampled by a factor of 10). Addi-
tionally, there are 48 non-defective validation images and 8 (4 with glue pads and 4
with scratches) defective validation images. The test set contain 96 non-defective
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Figure 7: The effect on the error map from changing the standard deviation in the SSIM
calculation. The leftmost image uses a standard deviation of 1.5 and the rightmost a
standard deviation of 9. Increasing the standard deviation causes a blurring of the result.

images, 16 images with the glue pads and 8 images with scratches. Since there are
only 24 discrete sides available, care was taken such that each side appear only in
either the training, validation or test dataset. However, the non-defective images
in the test and validation datasets uses the same sides as those that are defective in
the same dataset.

All models were trained using the validation images in the real dataset for valida-
tion and finally tested on the real test set. During experimentation the validation
images with defects were used to guide synthetic data generation and model de-
velopment. Ground truth dense segmentation maps of the defects were created
manually for the validation and test images with defects. Error maps were created
from the input image and its reconstruction by creating an SSIM image (pixels in
the range [−1,1]) using the SSIM function of scikit-image (version 0.16.2) [40]
with Gaussian weights, data range of 1 and σ = 1.5. To get a measure of dissimil-
arity, rather than the similarity, the following transformation was used,

DSSIM = 1−SSIM,

(pixels in the range [0,2], although the range above 1 was not relevant since it
implies ‘anti’ similarity), which was then used as the error map. Changing the
standard deviation of the Gaussian weights in the SSIM calculation causes a blur-
ring of the result and emphasises larger structures. Figure 7 shows an example
error map for different standard deviations, starting from 1.5 which is the value
used by Zhou Wang et al. [22]. Increasing the standard deviation makes threshold-
ing easier, as there is less noise, but causes loss of resolution around the defects.
When evaluating the model two different types of metrics were used. Segmenta-
tion accuracy for the different defect types was determined using intersection over
union (IOU) and overall model performance used receiver operating characterist-
ics (ROC) calculated over all the pixels in the dataset.
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Figure 8: Example of a type of intensity diagram used for model development. The
diagram shows each the intensities in each pixel row as a line. Note that the images
synthetic images shown here do not come from the final synthetic data generation model.

5 Results

5.1 Synthetic images

5.1.1 Parameters of the procedural model

The most important parameters to vary, aside from the block material itself, was
the camera position and rotation and the block position and rotation. Since the
measurements taken for the camera and block position were very rough, including
the inferred parameters from a real image, they had to be varied quite a lot to avoid
overfitting due to mismatch in camera angle or block position.

To match the overall brightness of the block, image histograms and intensity dia-
grams were used, comparing to a real image. An example of such a diagram is
shown in Figure 8. Using it, overall lighting strength, camera exposure and sur-
face shape was matched to the real images.

A key aspect of the block material was the fast falloff of the brightness at the
edges. The roughness value of the Principled shader controls the reflectiveness
of the material. At a value of 0 it is a mirror and at a value of 1 it is diffuse. It
was found that by decreasing the roughness the relative difference of brightness
between the side facing the camera (and light source) and the edges was increased.
The mirror-like appearance with low roughness values could be counteracted by

21



Figure 9: Comparison of the different techniques for generating rough surface texture.
Displacement mapping affects the geometry of the block, which is especially apparent at
the edges. Bump and normal mapping only affects the shading and cannot change the
shape of the block. Note that the images synthetic images shown here do not come from
the final synthetic data generation model.

increasing the strength of the surface texture. The specular value, a reformulation
of the index of refraction, of the shader also determines the reflectiveness. A
value around 0.5 was chosen as it represents plastic and the surface of the block
was coated in a plastic-like paint.

Finally, displacement, bump and normal mapping was tested for creating the
rough surface. Both bump mapping and normal mapping gave very similar res-
ults while displacement mapping (with sufficient geometry) was better able to
represent higher frequencies (Figure 9). Since bump and normal mapping only
affect the shading the drop in quality is specially apparent at the edges. Displace-
ment mapping on the other hand required substantially more geometry, increasing
render times.

5.1.2 Generating images

For the purpose of generating images a program was written using the Blender
Python API to automatically change the parameters of the model using Blender
Drivers.

The system consisted of two scripts, the blender_run.py script that was run
through the Blender Python interpreter and the experiment_generator.py script
that generates the parameter configurations. The .blend file itself had to be modi-
fied to include a preliminary function (load_config) in the driver namespace that
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would later be replaced so that Blender could load the file without errors. Using
Drivers allowed all the images to be generated directly by rendering an animation.
An alternative method to generate the configurations would have been to use what
is known as keyframes. Drivers were chosen over keyframes as the main use case
for keyframes is to interpolate between positions over a larger number of frames
and adding thousands of keyframes was very slow. Another advantage of Drivers
was that more properties could be controlled by them than keyframes.

In the .blend file Drivers were added to the relevant properties that were to be
modified with a unique identifier and a reference to the current frame number. The
frame and identifier was used to fetch the value of the property from a dictionary
generated by experiment_generator.py. Additionally, the animated seed set-
ting was added so that the stochastic noise caused by the rendering algorithm was
different between frames.

To generate images Blender was run headless, executing the blender_run.py
script. The script dynamically loaded the experiment_generator.py script that
would then set up scene parameters such as image size and colour depth before
generating the dictionary of property values. The blender_run.py script then
created the real version of load_config and started rendering the animation.

To make use of the holdout material of the backdrop images were rendered in
RGBA. The alpha channel was then stripped using the tools in ImageMagick as
the quality around the edges of the block was superior to loading the image directly
in TensorFlow. The alpha-channel was replaced with a black background using the
command mogrify -background black -alpha remove *.png where the glob
pattern finds all the rendered images.

For the final training of anomaly detection models two datasets were generated.
One which used displacement to create the rough surface and a special purpose
dataset without surface texture that was used when analysing domain shift.

5.2 Anomaly detection

When the autoencoder was trained on small patches of the image it converged to-
wards an approximation of the surface texture. This in comparison to when trained
on full images, where only the block without any surface texture was reconstruc-
ted. Convergence was very slow, taking several days of training.

There was an approximately constant shift between the SSIM on the training ex-
amples (same as the training dataset) and the validation examples (real images)
during training (Figure 10). When training on synthetic images this shift in-
creased, but stayed constant. The synthetic images also got a higher training SSIM
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Figure 10: Training and validation SSIM per batch when training with real, synthetic and
a mix of data. An SSIM score of 0 means no similarity and an SSIM score of 1 means the
images are identical. Only every 10th data point has been used to reduce clutter.

and took longer to train. The models initially improved rapidly, but then levelled
out.

5.2.1 Segmentation

In terms of segmentation, training models with the three datasets produced similar
results. Both for normal images (Figure 11) and images with defects (Figure 12).
None of the models reconstructed the defects, however, there were small differ-

ences between the reconstructions. The model trained on real data displayed some
of the banded structure that existed on the surface of some of the blocks due to the
3D printing process. Also both the model trained on combined data and the model
trained with real data have darker regions when reconstructing the scratches.

There were some defects that were problematic. For example, when the glue pad
was larger it only caused a strong DSSIM response at the edges of the glue pad,
while at the centre the response was be about the same as the background (Fig-
ure 13). This does not impact determining if the block is defective, but led to
a large decrease in IOU. Similarly, for the scratches, since there was both a dif-
ference in luminance and texture the DSSIM response was much stronger, which
caused ‘bleeding’ to be a larger problem. Additionally, preexisting damage on
the blocks was a problem as it was very similar to the scratches, causing false
positives.
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Figure 11: Reconstruction comparison between the models for images without defects.
The reconstruction was similar between the models, but the model trained with real data
showed some of the banded structure that existed in the real images due to the 3D printing
process.

Figure 12: Reconstruction comparison between the models on images with defects. None
of the models reconstructed the defects. However, models trained with real data in the
dataset have darker regions around where the scratches were.
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Figure 13: Example with larger glue pad.

Table 4: The peak average IOU for the different defect classes and models. See Figure 14
for the IOU when the threshold was swept.

Training dataset Glue pads average IOU peak Scratches average IOU peak

Real 0.12 0.30
Synthetic 0.11 0.22
Combined 0.12 0.29

The final segmentation map was, as previously mentioned, created by thresholding
the error map. The IOU was measured while sweeping the threshold and IOU per
defect class is shown in Figure 14. The scratches were segmented better than
the glue pads due to the aforementioned problem with the larger glue pads. The
optimal threshold was also very different between the two classes. The scratches
defects required a higher threshold than the glue pads. Table 4 shows the peak
average IOU for the different defect types and models.

An example segmentation result is shown in Figure 15. Here the respective op-
timal threshold, determined from the validation dataset, has been used for the two
classes. The segmentation has then been compared to the ground truth with blue
regions marking overlap between the segmentation and the ground truth. In both
cases, some of the defects were missed (represented by white regions) and the
segmentation also ‘bleeds’ outside the defect (shown in red), causing lower IOU
values. For the scratches the segmentation was generally constrained to the correct
part of the block, but for the glue pads there were some false positives.
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Figure 14: Average IOU for the models trained with the different datasets on the two
defect groups. All models performed equally well on the glue pads, but the model trained
synthetic data is worse when segmenting the scratches. The glue pads are segmented
much worse than the scratches due to the problem with the larger glue pads. What is also
noteworthy is that it will not be possible to have a single threshold that will perform well
for both groups of defects.

Figure 15: Example segmentation of the DSSIM error map using the model trained on the
combined dataset. The white represents the ground truth, the red regions the segmentation
and the blue regions the intersection between the segmentation and the ground truth. On
the left is a segmentation of the scratches defect and on the right is a segmentation of glue
pads.
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Figure 16: Counting all the pixels in the test set the ROC for the models trained with the
different datasets was calculated. The models were very similar, but the model trained on
real data was slightly better. The larger glue pads were removed from the test set.

5.2.2 Detection

Sweeping the threshold for the segmentation, receiver operator characteristic (ROC)
curves were created (Figure 16). The total number of positive and negative pixels
were counted over the whole dataset. The models trained with synthetic data and
real data were comparable, with the real data model being slightly better in the
area under curve (AUC) metric. When including the larger glue pads into the data-
set the curve had a weird shape due to the increased number of false negatives
(Figure. 17).

5.2.3 The latent space and domain shift

The latent space of the model trained with real data was examined to see the
structure and how images were mapped. To be able to visualise the 500 dimen-
sional latent space dimensionality reduction was performed in the form of prin-
cipal component analysis (PCA). In Figure 18 patches were transformed into the
latent space and then projected on the first two principal components. To fit the
projection a subset of real training data was used and subsets of the other datasets
were transformed. There were two synthetic datasets, one with the rough surface
texture and a special dataset generated without any surface texture at all, only the
blank block. The different datasets formed clusters, where the real training and
validation datasets overlap. The synthetic data with texture was shifted compared
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Figure 17: Including the larger glue pads into the test set created a weirdly shaped ROC.
This was due to the high number of pixels at the centre of the glue pad that had DSSIM
scores comparable to the background, causing the true positive rate to fall drastically when
the threshold was lowered.

Figure 18: PCA projection of the latent representations from the model trained using real
data of random samples from different datasets. The projection was fit against the real
training samples. The validation dataset was the real validation dataset used during train-
ing. The two synthetic datasets were the dataset used for training (texture) and another
where the surface texture had been removed (no texture). This revealed the structure of
the latent space and also showed the domain shift between the synthetic and real datasets.
Adding the rough surface texture to the synthetic data brought it closer to the real data.
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to the real datasets, but still overlapped some parts. The synthetic dataset without
texture was almost fully outside the clusters of the real datasets.

Extreme examples were also tested. As mentioned in section 4.1 an intentional
bias with respect to block rotation was introduced in the real dataset. When an
image outside of the narrow range of rotation captured was reconstructed, see
Figure 19, the model trained with real data got a lot of errors around the edges. The
model trained with synthetic data reconstructed the image equally well as other
images. The synthetic dataset was created to contain a larger range of rotations
and camera angles than the real dataset. When the latent space representation of
the extreme example was compared to the training data a slight shift can be seen
between them (Figure 20).

6 Discussion

6.1 Creating synthetic datasets using 3D models

6.1.1 Procedural-based workflows compared to image-based workflows

In this thesis the materials of the synthetic data generation model were created
procedurally. The main advantage of procedural modelling is that the material
is constructed using combinations of mathematical functions, which can then be
easily be controlled by changing their parameters. The main drawbacks are the
complexity of creating good procedural materials, difficulty in mimicking reality
and parameters of the model being difficult to understand. Additionally, with
increasing complexity of the material, controlling the parameters successfully to
perform domain randomisation becomes increasingly difficult.

This workflow was chosen, in comparison to an image-based workflow, due to the
scarce amount of data available. Gathering an image dataset for creating textures
for the material would have decreased the available data for training even more. In
a real industrial setting there may be raw materials or other ways of gathering im-
age data suitable for creating image textures, in which case realistic results could
be easier to obtain. The main challenge, compared to the procedural workflow,
would be to either collect a large enough number of textures or find some other
way to vary the image textures to avoid overfitting.

Depending on the application one method might be more suitable than the other.
For applications where the texture of the object is very important or that require
high resolution images with complex materials, an image-based workflow could
be more suitable. On the other in applications where the texture is not important
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(a)

(b)

Figure 19: Example of a reconstruction of a non-defective sample with greater rotation
than what exists in the training set. In (a) the model trained on real data was used, in (b)
the model trained using synthetic data was used. The model in (b) can handle the rotation
better since the synthetic data contains a greater variation in rotation.
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Figure 20: Projection of the non-defective extreme example latent representation of the
model trained with real data using the same projection as previously. The extreme ex-
ample data points are trending to the left, similar to the synthetic data in Figure 18.

or the material is simple, a procedural material can easily be created and would
give superior control for domain randomisation. This is also probably why much
of the focus for 3D generated data has been focused on tasks, such as object detec-
tion, where the exact texture of the object is less important, rather than anomaly
detection. Which has allowed for debates on whether realism in the synthetic data
is needed at all [10]. In object classification a car can have many different ap-
pearances and textures, but should still be classified as a single object category.
For anomaly detection on the other hand realism, or at least the surface texture, is
integral to the task itself. The model needs to synthesise images that display the
same low level image statistics as the actual objects, increasing the complexity of
the data generation model.

6.1.2 Closing the reality gap

As mentioned in section 2 the main problem for generated synthetic datasets is
the reality gap, the domain shift between the synthetic and real domain. Domain
randomisation can be used to make the synthetic dataset distribution sufficiently
wide to cover at least part of the real distribution and domain adaptation can be
used to either align the two distributions or in some way make it possible to train
models that work on both.

In this thesis it was shown that increasing domain randomisation helps move the
synthetic distribution towards the real distribution in the latent space of a model
trained on real data and that synthetic data could be used to train models com-
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petitive to those trained with real data. This is similar to other computer vision
problems where synthetic datasets with domain randomisation has been shown to
be effective. Domain randomisation also helped in dealing with dataset bias, al-
lowing models to be trained that could handle extreme examples not present in the
real dataset. However, in an absolute sense the performance of the models were
poor and depending on the type of defect, failed almost completely.

Additionally, depending on the level of realism needed there are also different
types of methods that can be used, where in most circumstances using a more
realistic method is often more computationally expensive, limiting the amount of
realism that can be achieved. In this thesis the generation of the synthetic datasets
took between a couple of hours to a day with modern graphics cards. This did not
allow for rapid exploration and prototyping and faster methods might be beneficial
simply because they provide a faster feedback cycle.

6.2 Training anomaly detection models

The architecture of the anomaly detection models was heavily iterated upon during
the thesis. Different input image resolutions were tested and different depths of the
network. It was difficult to get the network to learn the largely random texture of
the block. Training on full images led to too much smoothing and only the block
was reconstructed without any surface texture. Increasing the model depth lead to
instability during training. In the end the model was trained on smaller patches of
the full image. This makes the model more similar to a texture defect detection
model. Using smaller patches the compression ratio in the latent representation
was smaller and the number of patches in an images was also drastically larger
than the number of images themselves and since the number of training images
were limited using patches leads to a larger variety during training. A problem
with using patches was the larger runtime overhead. The prediction varied slightly
from patch to patch and the model was thus applied with some overlap, averaging
the result. The patch application was also implemented in Python, further slowing
it down compared to a single forward pass through the C++ implemented neural
network graph.

In the end the trained models learned some low frequency, blurred, representation
of the surface texture. However, the architecture was not good enough to provide
any larger difference between the synthetic and real datasets. In hindsight, more
focus should have been placed on achieving a working model on the real dataset.
A working model could have been used to guide the synthetic data generation,
using for example the latent representations as seen in the result. It is also possible
that a more challenging material with a clearer texture or more complex structure
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could have made the difference between the synthetic and real data larger. The
block was very simple both in terms of shape and material, but the material was
also very random causing problems during autoencoder training.

The lower training loss when training on the synthetic data could be due to it
being easier to represent. Being generated from a combination of deterministic
mathematical functions it could contain more patterns that can more effectively
be represented in the latent space. The synthetic images were also ‘perfect’ in
the sense that there was no preexisting damage. The blocks themselves had some
damage, amounting to dark spots. Some of this was simulated by trying to intro-
duce some smaller dark spots in the block material, but not nearly as much as was
present on the actual blocks. Since the SSIM response depends on luminance, the
lack of these dark spots would in itself lower the training loss as the reconstruction
tends to an average shade of the input.

When examining the reconstruction of the models trained on the different datasets
they were clearly different. The model trained on the real data for example man-
aged to reconstruct the lines or bands present on some sides of the block (which
was a 3D printing artefact).

Again, similar to the data generation, training the model was very slow limiting
the experimentation that could be performed. This is another reason why smaller
images are preferable.

6.2.1 Limitations of using SSIM

An SSIM based loss is better than L2 loss because in addition to the luminance
difference between pixels it also takes into account the structure of the image [21].
However, it still has some of the same problems as L2 loss. It still does not handle
shifting of images well, and when used as a loss function overemphasises the
lower frequencies, which can be seen in the reconstructions the models create.

When using SSIM to create error maps a different challenge arises. Structural and
luminance differences will often be on different scales, for example the scratches
and glue pads, and while larger areas of different luminance can easily be detected,
large areas of texture change are more difficult. When larger patches of glue pads
were placed on the block they had almost the same colour as the block and, other
than at the edges of the glue pad, the change was mostly in the removal of surface
texture. This was very difficult to distinguish from background noise and thus
only the edges of the larger glue pads could be detected. This can be fixed by
increasing the window size of the SSIM calculation, but will then lower accuracy.

Using SSIM both as a loss function and to create error maps leads to a trade
off between accuracy of segmentation and accuracy of detection and the size of
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defects need to be known in advance. Increasing the window size will have a
blurring effect, making the defects easier to threshold, but will also increase the
‘bleeding’. Decreasing the window size will make segmentation more accurate,
but will cause more false positives.

6.2.2 Limitations of the training data

When preprocessing to remove the background thresholding and morphological
operations were used to create a mask. The operations were a bit too aggressive
and also removed part of the edges of the block. Since the illumination of the
edges in relation to the front facing side was one of the most challenging parts to
model synthetically this benefited the synthetic dataset.

Due to the limited availability of blocks more images had to be created some-
how. Common data augmentation techniques include combinations of random
cropping, shearing, translation, rotation and pixel manipulations such as bright-
ness and contrast shifts. In this thesis random flipping was used. In addition mul-
tiple images were taken of the same side in slightly different orientations. While
this is not as good as having more blocks it acts as an additional sort of data aug-
mentation. This however, causes the results to be slightly weaker. For example,
the test set contains images of 8 sides, where the same sides are used defective
and defect-free. There is a higher risk that the results shown in this thesis will not
generalise to a larger dataset. However, care was taken to select discrete blocks in
the training, validation and test set, meaning that none of the sides that are used
for training appear in the other datasets and vice versa.

7 Conclusion

Computer graphics software such as Blender has made many advancements in
recent years, mostly driven by the entertainment industry. As computer vision
models have become deeper and more data hungry; data collection and labelling
has become a major bottleneck in the modern computer vision pipeline. Com-
puter vision researchers have started to turn towards computer graphics and 3D
rendering as a possible solution to these problems.

In this thesis an example workflow for generating synthetic data using a 3D model
for an unsupervised defect detection task was demonstrated. A small dataset mim-
icking an object in an industrial setting was created as control and synthetic im-
ages were generated using industry-standard 3D rendering software. A number of
defects were introduced on the object that were meant to simulate actual defects
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such as mechanical damage and extra material deposits. Autoencoder models
were trained on these images to assess the effectiveness of the synthetic images in
modelling the normal appearance of the object.

The results show that 3D models in this case can perform on par with real data and
when augmenting the synthetic dataset with real data some dataset bias could be
addressed, allowing the model to generalise to more extreme cases not present in
the real dataset. Creating the 3D model required a lot of manual labour. Mainly in
recreating the surface texture of the block and matching the camera location and
overall exposure of the scene. However, the overall performance of the autoen-
coder models were poor and more work needs to go into making them better to be
able to better assess the difference between the synthetic and real data.

While generating synthetic images using a 3D model shows great promise in many
computer vision fields. Some of the potential compared to other synthetic data
generation methods (such as GANs) is wasted when generating data for unsuper-
vised learning. One of the great strengths of using 3D models is the easy gen-
eration of pixel perfect ground truth together with the synthetic data itself. One
solution to this is to also simulate the defects themselves to generate data for a
supervised learning problem. Often in an industrial setting there are not enough
defective samples to get enough training data for supervised defect detection. By
using a synthetic data generation method this could be possible, provided that the
defects can be modelled sufficiently accurately.

Future research could focus on trying to create synthetic data for a problem where
there already exists a good anomaly detection model, focusing on creating the
best possible synthetic data generation model. Parts of that model, such as the
material, could then be transferred to a new scene or object for which a network is
trained. Another possible path is an image-based workflow which has the potential
to reduce the amount of manual work needed when creating and tweaking the
material if textures can easily be captured.
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