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Abstract

 Friends character classification personality quiz

Leon Lovén, Fredrik Malmström, Ruben Hedström, Simon 
Mojtahedi

The purpose of this project was to create a personality quiz based 
on the scientifical method and machine learning that determine 
which character in the TV-series Friends that the person taking the 
quiz is the most similar to.
The manuscripts from all the episodes were used to extract 
features and create a split training/test dataset. Different models 
from the python modules SKLearn and Pytorch, such as neural 
networks, quadratic discriminant analysis and decision trees, were 
then trained and evaluated based on their accuracy on the test data 
and performance metrics such as Akaike information criterion, k-
Fold cross-validation and principal component analysis Although 
gradient boosting provided the highest accuracy with 78%, logistic 
regression (with an accuracy of 59% after k-fold cross validation) 
was chosen as the method to base the quiz on since it provided an 
easier way to distinguish what features were important to which 
character by analyzing the coefficients of the model. Amongst the 
features in the training dataset were the 100 most common words 
for each character and how many times they were spoken. Some of 
these words were common for all the characters and selected to 
form a foundation for 10 yes or no questions. The coefficients of 
the corresponding words for each character were extracted from 
the logistic regression model and used as weights for the quiz. A 
normalization was made so that the weights so that each 
character’s score had a maximum of 100, the quiz was then 
uploaded and hosted on the website quiz-maker.com.
To conclude that only selecting some of the original features did 
not impair the model's accuracy, a final model was trained with just 
the words used in the quiz as features. This model had an accuracy 
of 55%. 
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1 Introduction and background

The internet nowadays is full of recreational activities. Several websites are dedicated
to providing the general populace with games, funny facts, pictures, videos and quizzes.
Although some quizzes are based on research and facts, such as the MyersBriggs type
indicator, a lot of the quizzes you find on websites are based on neither research nor
science. This is of course because they are made only to be recreational and are not
supposed to reflect some sort of truth or fact, they are made to be fun for the quiz taker.
There is also the possibility that theses types of quizzes are unable to give a factually
accurate result. There is no scientific formula to determine which of the characters from
the American sitcom Friends has a personality that is most like your own. However with
machine learning technology you might be able to get an answer that is more scientifi
cally accurate than before!

The purpose of this project is to create a website containing a personality quiz that de
termines which of the characters from the American sitcom series Friends that the quiz
taker has the most similarities with. The quiz is supposed to be as fun to take as any other
quiz online, but the result of the quiz will come from a machine learning model. The
model is created using the Python programming language as well as Python program
ming packages, most notably sklearn, and the website is created using a quizmaking
website. Several models are used and explored in different contexts of the project.

Every machine learning problem requires some sort of data to train the model on. The
data that is used in this project comes from transcripts of the manuscript from the Friends
television show. To be able to use the lines from the show as data in a machine learning
problem, it first has to be preprocessed and turned into features. Features, in a machine
learning context, are characteristics of the data that can be measured such as “how many
lines the character says every episode” or “how many times per sentence a particular
word is said”. These features are then used in training the machine learning model and
the usefulness of the features are evaluated through several performance metrics.

The categorical classification of the characters are based on statistical machine learning
models. The models are built upon different mathematical principles but are practically
implemented in the same way in this project, that is to say via the sklearn Python pack
age. The results of the model are evaluated through several performance metrics, most
importantly accuracy since the purpose of the model, in the quiz context, should give a
scientifically accurate result.
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2 Theory

2.1 Machine learning and logistic regression

Logistic regression is named after it’s relation to the linear regression model and can be
seen as an adaptation for classification problems by fitting the linear regression function
(1), that can take on any numerical value:

z = θ0 + θ1x1 + ...+ θpxp = θTx p = 0, 1, 2... (1)

On the sigmoid (or logistic) function (2) and thereby restricting the output to a value
between 0 and 1:

h(z) =
ez

1 + ez
h(z) ∈ [0, 1] (2)

In a binary classification case, the output can then be interpreted as a conditional proba
bility p(y|x) for the positive class y = 1. The probability for the negative class, y = −1,
is then determined by p(y = −1|x) = 1 − p(y = 1|x). In order to find the most
suitable parameters θ, one could consider it as a minimization problem by using the
negative loglikelihood as a cost function, a loss function (3) can then be created (called
the crossentropy loss). Different algorithms and methods exist for solving this opti
mization problem. The logistic regression class from SKLearn can utilize five different
algorithms that each are optimized for different data sets: newtoncg, liblinear, sag,
saga and lbfgs. In order to avoid overfitting, regularization can be used by adding a
positive term λ and a norm in equation (3). The two most common types here are: The
1norm L1 = λ∥θ∥1 (LASSO), and the 2norm L2 = λ∥θ∥22 (Ridge regression). The
regularization term is symbolized as Lj where j = 1, 2 below. :

θ̂ = argθ max
1

n

n∑
i=1

ln(p(yi|xi; θ) → argθ min
1

n

n∑
i=1

ln(1 + e−yiθ
Txi) + Lj, (3)

To apply logistic regression on multiclass problems, cases where there are more than
two classes, another function must be used since the sigmoid function only outputs a
scalar value for a positive class y = 1. One such is the softmax function (4):

softmax(z) =
1∑M

m=1 e
zm


ez1

ez2

...
ezM

 m = 1, 2, 3...M (4)
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This is a vectorvalued functionwhere zm is equation (1) for theM different classes put in
an exponential to only get nonnegative values and divided by the sum of all class values.
The output elements is then nonnegative and can be seen as the probabilities for all the
classes, the entire output also sums up to 1. In order to find the best parameters θm for all
classes, a similar approach to that of the binary case is taken where the cost function J(θ)
consist of a multiclass crossentropy loss−ln gyi(xi; θ)where gyi(xi; θ) = softmax(z)
and z is equation (1):

J(θ) =
1

n

n∑
i=1

−ln gyi(xi; θ) →
1

n

n∑
i=1

(−θTyixi + ln

M∑
j=1

eθ
T
j xj) (5)

It is worth noting that each class have a unique set of coefficients, zm = θTmx in the
softmax function, where each coefficient corresponds to a feature. An example would
be a model with 3 classes and 4 features, the total number of coefficients would then be
12:

z =


z1 = θT1 x → θ10 + θ11x1 + θ12x2 + θ13x3

z2 = θT2 x → θ20 + θ21x1 + θ22x2 + θ23x3

z3 = θT3 x → θ30 + θ31x1 + θ32x2 + θ33x3

(6)

This fact is made use of when creating the quiz.

2.2 Performance metrics and evaluation

To be able to tell how good a model or a feature is, it has to be evaluated in some sense.
In machine learning this is done by using an array of different performance metrics. The
error that is made when using a model is generally not measurable, however it is possible
to approximate it. Approximating the error will yield the accuracy of the model which
says how good the model is as well as how good the features in the model are in terms
of accuracy. A higher accuracy comes from a better model and better features inside the
model. It is important to note that the error estimation is done on a test data set which is
not used to train the model. It is more useful to estimate the error the model is making
on data that the model has not been trained on since the model is used on previously
unseen data most of the time.

The accuracy of a model is approximated using kfold crossvalidation. This method is
performed by removing a small part of the data set and training the model on the rest.
The error is then estimated by checking the accuracy of the model on the data set that
was removed. Then another part of the data is removed and the rest is used to train the
model. This procedure repeats itself k times, which is the amount of “folds” the data was
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split into. For example if k equals 10 then the data set is split into 10 equally sized data
sets. For every iteration, 9 of these sets are used to train the model and the remaining
set is used for validation and error estimation. The process repeats until every data fold
has been used, that is until all of the data in the original data set has been validated on.
The total new error estimation is then the mean of the individual error estimations. This
is a simple and effective way to estimate the accuracy of the model and its features.

Another way to estimate how much information a feature carries with it is to use the
Akaike Information Criterion (AIC). Formulated by Hirotsugu Akaike, AIC is founded
in information theory and defined by equation (6):

AIC = 2k − 2l (7)

where k is the number of parameters and l is the maximum loglikelihood of the model.
AIC estimates the amount of information lost in the model by comparing the amount of
parameters to the loglikelihood. If a feature is added to the model and yields a bigger
increase in loglikelihood than amount of parameters, the AIC will decrease which is
a sign of less information lost in the model. This means that if a feature is added to
the model and the AIC decreases, then that feature is a good feature. It is also possible
to compare the amount of decrease in AIC between different features, thus making it
possible to tell which feature is better or worse.

Performing a Principal Component Analysis (PCA) is yet another way of gaining in
formation about features. A PCA reduces the amount of dimensions in a problem and
effectively reduces the number of features needed to get the same amount of information.
It does this by looking at how much a feature contributes to the variance of the problem.
If a feature does not contribute to the variance it can essentially be removed. It is also
possible to visualize which features contribute to the same information in a problem by
performing a PCA.

2.3 Other models

Except for linear regression, the model gradient boosting was also used in the project.
Gradient boosting is a machine learning method that uses a collection of weaker but
faster prediction models, usually decision tree classifiers. These weaker models are
then combined into an ensemble to create a gradient boosting prediction of the given
data. Boosting models use sequential training, meaning that it starts out using a ran
dom sample for the first weak learner and takes the data it predicts for the next weak
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model’s prediction. It is then no longer a random sample and it’s given a weight based
on how well it performs. When the boosting is finished, all the weak models predictions
with different weights are used for the final prediction. Gradient boosting also uses this
technique, however when a weak model has done it’s prediction, it then gives the loss
between the targeted value and the predicted value which it then gives to the next weak
model. It tries to find patterns between models with a big loss and then minimizes the
roots of these losses.

3 Method

3.1 Data extraction

The raw data was given as amanuscript of all episodes from several seasons of “Friends”.
The text is imported into Python using the BeautifulSoup Python package which yields
only the paragraph text from HTML files. The paragraphs are split into who said what
and what they said by splitting at the colon of a line from the script. This data is stored in
a pandas dataframe. In order to make a useful dataset out of the manuscript, unimportant
symbols are removed from the text using Python regex. From these dataframes, other
datasets such as lists of all words used for each character are acquired using regular
Python methods such as counting list lengths and so on. The exact methods used can be
found in the project code appendix. The first cell in the code compiles a list of the most
common words for each individual character and the second cell compiles a list of the
most common words for all characters. This list is used in some of the features which are
compiled into a dataframe in the third cell. The fourth cell compiles another dataframe
with single word features as well as some duplicate features. These two dataframes are
combined in the fifth cell along with the creation and testing of the model.

3.2 Features and evaluation

The values ascribed to each feature corresponds to the raw data of one episode.

Number of lines: The number of lines each character says in an episode.

Number of words: The number of words each character says in an episode.
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Words per line: The number of words per line each character says in an episode.

Exclamation marks: The number of exclamation marks each character uses in an
episode.

Question marks: The number of question marks each character uses in an episode.

Unique Words: The amount of different words used by each character in an episode.

Different words ratio: The amount of different words used by each character in an
episode divided by the total number of words used by a character in an episode.

Periods: The amount of periods in the lines said by each character in an episode.

Apostrophe: The number of apostrophes in the lines said by each character in an
episode.

Commas: The number of commas in the lines said by each character in an episode.

Phrases: How many times a specific phrase is said by each character in an episode. For
example catchphrases like Joey’s “How you doin’?”.

Most common <name>: A number determined by the following procedure: Lists of ev
ery characters’ 30 most common words throughout the entire series is produced, making
six lists of words in total. Lists of every characters’ 30 most common words in every
episode is compiled and compared to the six lists with the words throughout the series.
If a word appears in both lists, the number of times the word is said in the episode is
added to the feature’s number. The number is then divided by the total number of words
the character said in the episode.

Specific words (“just”, “right”, “oh”, “really” etc.): The 100 most common words
out of the words that all characters use are selected as features. The value ascribed to
each specific word is the amount of times a character uses it in an episode.

The features’ usefulness were in part determined by using performance metrics such as
AIC, PCA and kfold crossvalidation. Using the feature data from the previously cre
ated dataframes, the data is split into a training set and a test set using sklearn’s KFold
module. Depending on the chosen model, the data is scaled using sklearn’s standard
scaler. The accuracy of the model is determined by the mean of the accuracies from the
kfold crossvalidation as described in the theory. The AIC is calculated using formula
(6) and is determined for the model trained on every feature individually and all the fea
tures as a whole. The PCA is performed using sklearn’s PCA module and plotted as a
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heatmap using matplotlib’s matshow. Full implementation details can be found in the
appendix project code. In the fifth cell of the code is where the model is created, tested
using kfold crossvalidation and AIC as well as the PCA being performed. Figure 1 is
plotted in the sixth cell of the code.

3.3 Model creation and selection

Out of the several models that were tried, two stood out in different respects. Gradient
boosting was the model that achieved the highest accuracy of about 78%. This was
because the features “most common <name>” exhibited a structure that was not easily
utilized by a linear classifier such as logistic regression, but more so to a model based on
regression trees as is the case for gradient boosting. The structure in question can be seen
in figure 1 where the features on the axes form a distinct cross. It is evidently difficult
to draw a good linear decision boundary, whereas two horizontal and two vertical lines
could create a very good decision boundary.

Figure 1: The values of the features “Most common <name>” are plotted along the axes of “Most
common Rachel” and “Most common Ross”, where the data values of the features chosen as
axes form a distinct cross which is appropriate for a classification tree model.

The other model which stood out was logistic regression. Logistic regression achieved
a somewhat lower accuracy of roughly 59%, but provided means of relating the im
portance of the features to each character by studying the coefficients. This quality of
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logistic regression was very useful for the prospect of creating a quiz. A dataframe for
data from another source is created in the seventh cell of the code. The purpose of this is
to use the gradient boosting model to perform an accurate classification in the fifth cell
of the code. The coefficients for the logistic regression model is extracted through the
code in the eigth cell.

3.4 Making the quiz

The original idea was to make the quiz from scratch, using a combination of HTML,
CSS and JavaScript to design a webpage and make it function. This idea was however
not put into production due to time constraints. Additional research led to a website
called quizmaker.com where the final quiz was hosted. The quizmaker website was
used in favor of making the quiz from scratch since it made implementation faster and
had all the required features needed to make the quiz using the results of the machine
learning model.

Figure 2: The interface for entering the coefficients for the answers to the quiz questions.

The quiz’s questions were formulated based on the results of the logistic regression
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model. Theweights for every question are yielded from every respective feature from the
softmax function as in equation (4). The coefficients are multiplied by 100 and rounded
off since these coefficients are generally floatingpoint numbers and the website only al
lows integer numbers. The resulting weight numbers are then normalized in such a way
that the total max score for every character is 100. The coefficients are entered into the
website as shown in figure 2. The questions to the quiz are entered in a similar fashion.
Every character should have the same max score since the quiz picks the character with
the highest score as the result and it would give some characters an unfair advantage to
be picked if they had a higher possible score than others.

The design of the visual features of the quiz, such as the background and font, are selected
using the quizmaking website’s graphical interface. Portraits of the characters are added
to the results page to increase clarity and visual appeal. The quiz is tested by selecting
the proper answers for a character and making sure it yields the expected response. The
quiz is also tested by several candidates to make sure the result of the quiz behaves in a
satisfying manner. This includes making sure that a variety of results is possible so that
the quiz doesn’t give the same result every time.

Although the gradient boosting model was not utilized in making the final quiz, its per
formance was tested in a different way. Text from articles from the website medium
was scraped using python and converted into a dictionary of words. The most important
features for the gradient boosting model were extracted from the dictionary and a pre
diction for which character the author resembles most was made. This could potentially
translate into a quiz where the user gives an input in the form of text such as a written
answer to a question, which is then used to extract features and ultimately predict which
character the person resembles.

4 Results and discussion

The features used in the final logistic regression model are:

• Number of lines

• Number of words

• Words per line

• Exclamation marks
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• Question marks

• Unique Words

• Specific words (every word of the 100 most common words is one individual
feature)

determined in part by considering the AIC in the list below and the PCA in figure 3.
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Using only one of the listed features below to train the model gives an AIC of the
number beside it

• Number of lines: 4832

• Number of words : 4934

• Different words used: 4936

• Words per line: 4937

• Different words ratio: 4937

• Exclamation marks: 4926

• Question marks: 4924

• Periods: 4926

• Apostrophe: 4936

• Pronouns: 4932

• Commas: 4919

• Phrase(oh my god): 4850

• Phrase2 (how you doin): 4899

• Phrase3 (could you be more): 4937

• Phrase 4 (we were on a break): 4926

• Most common Monica: 4933

• Most common Rachel: 4926

• Most common Phoebe: 4937

• Most common Chandler: 4935

• Most common Ross: 4927

• Most common Joey: 4933
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Figure 3: A PCA of some of the features used in the model (listed at the top). The components
are listed in decreasing order of variance with PC1 having the most variance.

The list with AIC shows how much information is lost when using only that feature
when training the model. More information is lost if the AIC is higher which means
the good features should be the ones with the lowest AIC. The PCA in figure 3 shows
how the number of features can be reduced while still maintaining a similar amount of
information.

The accuracy after kfold crossvalidation was a more deciding factor in selecting fea
tures and models since the purpose of the project was for the result to be accurate. The
highest accuracy was produced when training the models using all the features from the
“features and evaluation” section. The highest accuracy for the models can be seen in
table 1:
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Table 1: The accuracy of the models after kfold crossvalidation

Model Accuracy (%)
Logistic regression 59
Gradient boosting 78

The reason that some features were not utilized in the final quiz’s model is that the
quiz had to be limited in amounts of questions and complexity to remain fun and simple.
There was also a 10 question limit to the amount of questions on the quizmaker website.
This means that the accuracy is not quite as high as the accuracy for the model that was
trained using every feature implemented during the project as seen in table 1. The final
model’s accuracy is about 55%, which is not a significant decrease from 59%. Another
part of why some features were not used is that it would be hard to form questions around
them. The features that were selected could all be related to a question that could be used
in the quiz.

Figure 4: The first question in the quiz. Some information about the quiz is also shown.

The front page of the quiz is shown in figure 4. Figure 4 also includes the explanatory
text which shows up in the first question that tells the quiztaker about the quiz. There are
10 questions in total and every question has two answer options. Every option adds or
subtracts a score to every characters’ resulting score when selected. Whichever character
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has the highest score at the end of the 10 questions is shown at the top of the results page
as shown in figure 5. All the other characters are shown below the top scoring character
in falling order of resulting score. Every character has a matching percentage below
which communicates how much their answers matched the resulting score and thus how
much their personality matches the characters. These percentages do not add up to 100%
since the percentages are indicative of how much the quiztaker’s personality matches
the given character, naturally there’s some overlap.

Figure 5: The quiz results page. Every character is shown with a matching percentage indicating
how similar the quiztaker’s personality is to the characters’.

The gradient boosting model proved to be efficient when predicting the characters, how
ever it was unclear which features corresponded to which character in the model. The
gradient boosting model could not be turned into a fully fledged quiz for that reason, it
could however predict the characters with higher accuracy than the logistic regression
model as seen in table 1. In this project, a quiz utilizing the gradient boosting model
made it no further than a proof of concept in Python.
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5 Conclusions

It is difficult to remove the human element of quizmaking. Selecting which features
the questions focus on is why it might be hard to autogenerate quizzes. However, one
interesting aspect of machine learning that was encountered in this project was the fact
that although the model knows how the inputs are related to each of the outputs, those
relations are not necessarily readily interpretable by a human. In the case of this project,
a less accurate model was favoured because the structure of the logistic regression and
the softmax function provide means for the human being to see the relations between the
inputs and the outputs, and thus being able to formulate relevant questions for the quiz.

Another thing to consider is the training data that were used, which were manuscripts to
be utilized by the actors as a basis for their portrayal of the characters. Human interaction
encompasses more than spoken words and much of the personality of the characters,
such as body language and voice tone, sarcasm and situational context, is lost by only
using written downwords. One would maybe have more success classifying people with
text specifically created to be personal and observed in written form, such as chat logs,
comments on social media or blog posts.

6 Populärvetenskaplig sammanfattning

Detta projekt ämnar att utnyttja modeller inom området maskininlärning för att skapa ett
personlighetstest vars resultat är baserade på en vetenskaplig grund. Data utvinns från ett
transkript av manuset till den amerikanska sitcom serien Friends. Denna data används
för att träna en modell som används till grund för att bestämma vilken av huvudkaraktär
ernas personlighet från Friends serien som mest liknar användarens. Personlighetstestet
är simpelt att utföra och innehåller endast 10 frågor att besvara. Svaren på frågorna delar
ut poäng till de olika karaktärerna på så sätt att den som får mest poäng är den som har
en personlighet som är mest lik ens egen.
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7 Appendix: Project code and data

All the code and data used in the project can be found on this Github page:
https://github.com/Simonnom/Friends/tree/main
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