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Abstract

Understanding the MicroScope Microarchitectural
Replay Attack Through a New Implementation

Clara Tillman

Side-channel attacks, where information is extracted through analysis 
of the implementation of a computer system by a malicious adversary, 
constitute security vulnerabilities that may be hard to mitigate. They 
however suffer from noise originating from, for example, other 
processes or frequent cache evictions, which forces an attacker to 
repeat the attack a large number of times in order to obtain useful 
information. Some systems, like secure enclaves, already implement 
security mechanisms that make these kinds of attacks harder to execute. 
With MicroScope, a new framework structured as a kernel module, even 
these mechanisms can be evaded. Due to its novelty, documentation on 
how MicroScope is implemented and results obtained from MicroScope-
assisted side-channel attacks are limited. The result presented in this 
thesis consists of a detailed, low level description of how the 
MicroScope framework functions in order to compromise a target machine, 
and how to execute a MicroScope-assisted side-channel replay attack. In 
conclusion, using the methods outlined in this thesis, it is possible 
to execute such an attack with the malicious intent of obtaining 
protected data.
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1 Introduction
Even if a computer system implements a cryptosystem that is proven to be sufficiently secure
against software attacks and any attempt at decrypting any encryption algorithm, it can still be
vulnerable to side-channel attacks, targeting physical properties and the hardware of the target
machine [8]. These attacks exploit any information that can be gathered from the implementation
of a computer system. This should be viewed in contrast to cryptanalysis or software bugs which
focus on exploiting information and weaknesses found in algorithms or any security measure taken
by the system [1]. Any point in a system from which information may leak unintentionally, due
to the implementation of said system, is called a side-channel. An attack exploiting this kind of
information is called a side-channel attack.

Cryptographic systems often rely on Kerckhoff’s principle, which states that security should
not be dependent on whether the attacker knows what encryption system is implemented or not,
but rather depend solely on knowing the secret key that is required in order to decrypt a plaintext
into a ciphertext. One way of retrieving this key is to find the relationship between cipher- and
plaintext and make educated guesses about the key, however by exploiting side-channels there is no
need to expose this relationship — by using timing of the implementation of the encryption system
functions, the key may still be retrieved [11, 8].

Side-channel attacks are also posing a big security risk for remote clouds, which may become an
even larger problem as more everyday services starts to rely on information being stored in the cloud:
password managers both for individuals and larger companies and their databases, backup storage,
large computing with high-performance machines for research purposes are some examples of such
services. In addition, IoT devices are at risk because of shared caches [8]. System information that
is possible to retrieve from side-channel attacks include but are not limited to the following:

• Address space layout (even when using Address Space Layout Randomization (ASLR), which
makes it harder to determine what resides where in memory).

• Cache access behavior (if something was cached or not and in what entry).

• Access privilege for a specific thread and address entry (i.e. read-only, executable, non-
executable etc).

• Arithmetic operations executed by the victim application.

The advantage of side-channel attacks related to caches and memory is the possibility to retrieve
information with high resolution and stability. Attacks targeted against caches often exploit the
significant time difference found between a cache hit and a cache miss — a cache hit in the lower
level cache is one order in magnitude slower than a cache hit in the highest level cache. It is possible
to exploit the fact that the last level cache (LLC) is shared among cores on multicore systems with
a so-called inclusive policy: this guarantees that a cache line is evicted from all private caches in
addition to the last level cache, which is shared [8].

However, many side-channel attacks may fail in practice due to different forms of noise, since
the information gathered has a coarse resolution which makes it harder to gain knowledge about
the targeted system. To overcome this, multiple repetitions of the same attack is necessary in order
to filter out the noise. Some sources of noise may for instance be:

• Other processes accessing or using the same functional units as the victim process (port
contention) [14].
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• Cache pollution [14].

• When circumventing security features of Trusted Execution Environments (like Intel’s Soft-
ware Guard Extension, SGX [3]).

• Analyzing coarse-grain Performance Monitoring Unit (PMU) statistics [14].

• Instances where there are several traces or events per trace [14].

MicroScope [14] is a tool that can be utilized for repeating side-channel attacks that would
otherwise be hard or even impossible to successfully implement in reality for different reasons.
Some systems may suffer from noise originating from other processes that might not be of interest
to the attacker, in which case an attack has to be executed a large number of times in order to
differentiate the victim process from other processes. This is called a replay attack, and successfully
carrying out such an attack on secure enclaves are not possible without MicroScope since they
prevent arbitrary re-execution of a program, a security measure that can not be overridden. In
some instances, the attacker may already have control of the target system but specifically wants
access to information protected in a secure enclave. In this case, MicroScope is still required in
order to reveal the enclave’s contents, since the attack program can not be forced to re-execute.

Examples of side-channel attacks that are already feasible but would benefit from MicroScope
are timing attacks targeted at caches such as Flush+Reload and Prime+Probe, where the attacker
studies the timing behavior of cache accesses. When exploiting contention (several processes fighting
for the same CPU unit resource) in functional units such as during a division operation, repetition
is also a necessity.

This report explores different categories of side-channel attacks, their aims and weaknesses
from a theoretical perspective, delves deeper into the structure of the MicroScope framework and
demonstrates how it can be used in practice as a tool to denoise side-channel attacks on a virtual
machine. This report will focus mostly on timing attacks, since these are the most relevant areas of
application to the MicroScope tool. The results were produced through reverse-engineering of the
MicroScope kernel code, analysis of the structure of the Linux kernel system, practical trial- and
error use of the MicroScope framework on a virtual machine and research in computer architecture
security.

2 Background
The MicroScope framework, in brief, can be described as software that forces an otherwise trustwor-
thy operating system to attack the hardware on which it is installed — the operating system acts
as an attacker targeting its host machine. This is made possible through exploitation of standard
solutions that have been developed during the past decades in order to achieve higher performance
in computers: programs are able to finish sooner when several instructions can be executed at the
same time, evenly spread out among the different parts of the CPU in order to maximize utiliza-
tion of resources, and memory management can be optimized by letting programs share common
sections, for instance. In order to fully understand the MicroScope framework and how it is able
to exploit these features it is important to understand how these common hardware optimizations
function in the first place.
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2.1 Pipelining
In pipelined processors, like the x86 processor, the datapath that a program instruction follows is
broken down into several stages, where each stage constitute one smaller operation such as a memory
access, an arithmetic computation or checking equality between two variables. By executing several
instructions in parallel with one pipeline stage as offset in between them, it is possible to utilize
every unit of the CPU at any given time and improves the performance of the processor. It is also
possible to reroute the datapath of an instruction to avoid unnecessary processing through units
that are not required when executing a particular instruction.

A large problem with pipelining is the introduction of different hazards — an instruction might
be dependent on the outcome of another instruction or load a variable that hasn’t yet been updated
with a new value after a recently finished computation, for instance. Several instructions fighting
for the same CPU component might lead to contention, in which case a solution is to rearrange
the instructions before execution such that consecutive instructions will be requiring different re-
sources and variables, thereby creating some timing difference in utilization of each processor unit
during execution. In addition, on a processor implementing simultaneous multithreading (SMT)
the instructions of several different processes are mixed in the pipeline.

2.2 Speculative and Out-of-Order Execution
A strategy for improving performance and decrease latency in dynamically scheduled processors (like
the Intel x86 processors) is to execute program instructions in an order other than that of the actual
program: this is called Out-of-Order (OoO) Execution. By permitting a reorder of instructions,
the number of stalls in the pipeline can be reduced by letting instructions that do not constitute
any hazard toward each other to be executed closer in sequence. The results of instructions that
have finished are queued in the Reorder Buffer (ROB) which sorts the instructions according to
the original program order [6]. This means that the program appears to the process to have been
executed sequentially in program order from the start. OoO execution also help speeding up parts
of program code that depend on the outcome of branches: instructions keep being executed while
the branch condition is still being computed.

A general performance issue in both in-order and OoO execution is choosing which branch to
take when the outcome is still unknown since the result the branch depends on might be in a
different part of the pipeline — on pipelined in-order processors the result of the branch condition
might not have been computed or has not been written back to memory before subsequent, branch-
depending instructions enter the pipeline. On OoO processors the instruction testing the branch
condition might be present in an earlier pipeline stage than the branch-depending instructions. This
is one reason branch predictors — which essentially make educated guesses as to where the program
flow is heading — are built into the hardware: the pattern of past outcomes of a branch condition
computation forms the basis of the branch predictor’s decision on which branch to take the next time
that same branch instruction appear. If the correct decision is made the performance is significantly
improved [10] but if there is a misprediction, all instructions following that specific branch are
immediately squashed regardless of where in the pipeline they happen to be located at that time,
and any result following such instructions is deleted. Instructions that are executed OoO do not
leave any visible architectural footprints or impression on memory or registers. However, during
speculative execution, microarchitectural changes can be made to the system — any information
brought into any cache by the squashed instructions will remain until another process causes a cache
eviction on those particular cache lines for instance. These microarchitectural side-effects remain
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in the system even in the event of a misprediction, and can be observed by a malicious application
in order to leak information about a victim process.

2.3 Caches
The computer memory is structured like a hierarchy with the fastest memory space at the top and
the slowest at the bottom. The cache is found at the highest level of the memory hierarchy. The
point of having a cache is to improve performance by decreasing latency during memory accesses
since accessing and searching a cache is much faster than the main memory or disk. By keeping a
fast memory that prioritizes storing data that is most commonly used by alive processes access time
can be significantly decreased (DRAM taking 50-250 ns to access and a cache typically 0.5-25 ns).
Further performance improvement can be made to caches by attributing them to different tasks
such as splitting the first level cache into the L1D cache which stores data and the L1I cache which
stores instructions [6].

A cache is divided into entries (also known as blocks), and depending on the organization of
the cache, an address entry fetched from main memory is either restricted to be loaded into one
or more cache entries (but fewer than the number of entries in the full cache space) or is allowed
to be placed in any entry. If a memory entry can be loaded into any cache entry the cache is said
to be fully associative and if a memory entry is restricted to one specific cache entry the cache is
direct-mapped. The middle ground between these is called set-associative where a memory entry
can be loaded into any of a few predetermined cache entries — a so-called set. For a set of n blocks
the cache organization is called n-way set-associative.

In addition to the data field, each cache line contains an index and a tag. These are used for
navigation in order to find the correct cache line. If the requested data is present in the cache there
is a cache hit, if the data is not found in the cache there is a cache miss. A cache entry contains the
block address, but also a specific bit called a valid bit that can be checked to see if that particular
cache entry contains a valid block address or not [6]. A basic cache layout of a 4-way set-associative
cache is depicted in Figure 1.

Since the cache is fairly small (L1 caches are typically 32-64KB compared to DRAM with a
capacity between 8-64 GB [2]) there is need for a priority policy in what data should be loaded into
it at any given time. Prioritization is conducted by following the cache eviction policy which sets
the rules for which cache entry to evict next, upon a memory request resulting in a cache miss. One
such policy is to evict the least recently used (LRU) cache line upon a cache miss, i.e. the cache
entry (for a set-associative cache — within the set, for a fully mapped — anywhere in the cache)
that has remained untouched the longest time is evicted from the cache and replaced with the data
most recently requested. The reasoning is that data that has recently been used will most likely
be used again soon. Some additional examples of policies are First-In-First-Out (FIFO) where the
oldest cache entry with respect to time inhibiting the cache is evicted, regardless of when it was
used, and the random policy which evicts cache entries at random.

A large problem with shared caches — for instance in a multiprocessor where the lower cache
levels are shared between several CPU cores — is making sure all processes know what data is
present in the cache at any time (what the most recent process updated a specific cache entry
with). There is therefore a need for what is called cache coherence. In an n-way set-associative cache,
several memory addresses may map to the same cache line which might lead to cache collisions.
Cache collisions occur if the CPU is working with several memory addresses at the same time which
all map to the same cache entry.
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Figure 1: Figure depicts the basic layout of a 4-way set-associative cache. This particular cache
contains three sets with four entries each.

2.4 Page Table Management and Page Fault Handling on the x86 pro-
cessor

There are several problems associated with running more than one program at a time on the same
physical memory. It places an additional burden on the programmer who then must manage memory
allocations manually and actively prevent programs from overwriting crucial system processes and
each others designated memory spaces. Programs may be too large to fit in the physical memory
while not being used in its entirety, and as different programs are allocated to and deallocated from
memory the risk of experiencing memory fragmentation increases which affects system performance.
Processes are also associated with different permissions and restrictions which requires privacy and
security between processes to prevent them from accessing memory they are not allowed to access.
These problems are partially or entirely solved by implementing virtual memory [12].

By keeping a virtual memory that is visible to the program and map it to the physical memory,
memory can be more efficiently utilized since the virtual memory space may have a different layout
than the physical memory space and in addition, be managed by the operating system instead of
the programmer. This enables the entire program to be seemingly allocated to its own, private,
contiguous memory space when in reality it may be sharing parts of the memory with other programs
(e.g. standard libraries and interfaces) and is arbitrarily spread out wherever there is room [12].
This also creates the illusion of having a larger memory space than the physical memory has in

7



reality. Figure 2 shows an example where a program A and program B are allocated contiguously in
the virtual memory space, where the virtual addresses may map anywhere into the physical address
space non-contiguously. Since parts of program A’s and program B’s code is shared, the size of the
allocated physical memory does not have to match the total size of the individual programs found
in the virtual memory.

Virtual Address Space

Physical Address Space

Shared

P
ro

g
ra

m
 A

P
ro

g
ra

m
 B

Figure 2: Mapping between virtual and physical address spaces for two different programs, A and
B. Parts of the program code in program A and program B are common and is therefore mapped
to a shared physical memory space.

The mapping between the virtual and physical address spaces is stored in the so called page
table, which is a data structure managed by the operating system. The page table is split into
several pages, with each page typically being 4096 bytes in size on x86 processors. Each entry
in the page table corresponds to an individual address mapping, where a virtual address map to
a physical address residing either in main memory or on disk. In order to speed up the process
of looking up the virtual to physical address translation, a separate cache called the Translation
Lookaside Buffer (TLB) is used which stores the most frequently used address translations. This
particular cache can be found in hardware, as a part of the memory-management unit (MMU).
When a program requests access to a specific memory address, the correct translation is initially
looked up in the TLB. If the corresponding physical address does not reside in the TLB, there is
a TLB miss which creates the need to traverse the page table until the correct address is found.
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This is called a page walk and is initiated by the hardware page walker. If the address mapping
can not be found in the page table either, a page fault exception is raised by the hardware which
is then handled by the operating system. The operating system then updates the page table entry
with the correct address translation (if there is a valid one) and a new page walk is initiated, but
this time the mapping will be found in the page table and loaded into the TLB [14]. While this
process pertains to the x86 processor in particular, other processors will typically either implement
a hardware page walker or hand the page walking over to the operating system.

During the page walk, the program continues to execute speculatively either for as long as it
takes to finish the page walk, the speculative execution has reached the end of the program or
until the reorder buffer (ROB) is full. When the page fault exception is raised and execution is
handed over to the operating system for handling, the instructions that were speculatively executed
during the page walk are squashed since they then have been proved to have been misspeculated.
Figure 3 depicts a flow chart showing the set of events following a TLB miss, and the two different
scenarios (A and B) that may occur after the page walk has ended and the speculative execution
as a consequence is stopped.

A page fault may however occur for other reasons1: an over-allocated memory (i.e. all memory
is already being used) or any references to pages that have been modified and are to be replaced
also cause page faults [12].

In addition to address mappings, the page table contains information that tells the CPU what
privilege is required to access that specific address. This security measure is meant to prevent user
space processes from getting access to kernel space it is not allowed to access and the CPU can only
access kernel space while in privileged mode. What type of access a process is allowed to make is
also specified, that is whether it is readable, writable, executable or user-accessible (address space
which is accessible to the user’s own process) [7]. An example of a user in-accessible address space
is the kernel space.

page walk

speculative
execution

A    B

page fault
exception

exception
handling

by OS

page table 
entry

update

address
found

TLB entry
update

TLB 
lookup
(hit)

continue
program

execution
A

B

TLB 
lookup
(miss)

A

B

Address is found during page walk

Address is not found during page walk

Figure 3: Flow chart (starts at the TLB lookup miss block) showing the set of events following a
TLB miss. The speculative execution ends when the page walk ends, at which either (A) or (B)
occurs: (A) address is found during the page walk, (B) address is not found during the page walk
and a page fault exception is raised.

1Assuming the operating system is implementing demand-paging for its virtual memory management, which in
its purest form never brings in a page to the page table before it is referenced [12]
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2.5 Side-channel Attacks
Side-channels may occur wherever a system is unintentionally leaking sensitive information as a
side-effect of its implementation [1]. Side-channel attacks are any attack that exploit information
extracted in this manner and can be further categorized depending on where the side-channel is
found in the system and how the information is extracted. Microarchitectural side-channel attacks
in particular focus on the side-channels found on the microarchitectural level, i.e., in any cache, the
Branch Target Buffer (BTB), the Target Lookaside Buffer (TLB), or interconnect buses. However
these different parts of the microarchitecture leak information in different ways.

2.5.1 Timing Attacks and Trace-Driven Attacks

The intention of attacking the cache in general is to learn something about the victim’s memory
access patterns. Measuring the access time of a specific cache line can reveal whether something was
recently brought into the cache or not since a cache miss will take many more CPU cycles to resolve
than a cache hit will do. This can be exploited when the attacker wishes to know whether a specific
component (the branch prediction cache, data or instruction caches for instance) is being used by
the victim process or not. The attacker measures execution time when accessing a specific part of
the memory. A hit in the cache implies that the victim has been using that particular cache address
recently, and analogously, a miss in the same cache implies that the victim has not been accessing
it in the near past [8]. Attacks exploiting this behavior are usually called trace-driven attacks and
consider individual memory accesses, and whether a memory access generated a hit or miss in the
cache. As described previously in subsection 2.3, addresses are mapped to predetermined entries in
the cache, which means that an attacker is able to draw some conclusion regarding what particular
memory addresses are being frequently used by the victim. Memory accesses can be mapped by
analyzing the occurrence of cache collision — also called conflict misses — between attacker and
victim processes. A possible way of exploiting this information is to cause a leak on the most
frequently accessed addresses in order to expose their content, which in brief is the purpose of a
Spectre- or Meltdown-type attack [7, 5].

The internal state of the CPU architecture remains hidden from software developers in general
when considering functional behavior, but timing behavior still provides an accessible side-channel
— a time channel — which enables side-channel attacks between hardware and software. Time
channels can be found wherever the hidden microarchitectural state give rise to a difference in
time between two time events. The events in question may be the arrival of network packets or
CPU instructions retiring [1]. Time differences between the execution of different instructions can
be exploited both on OoO and in-order processors [7]. Regarding caches in particular, timing
attacks analyze the occurrence of cache hit and misses but in difference to trace-driven attacks
consider the cumulative pattern regarding these, rather than individual memory accesses. Another
important difference between trace-driven and timing attacks is that the execution time measured
is the attacker’s own process in the former and the victim process time in the latter [8].

Timing attacks have been used for attacks between virtual machines and cryptographic algo-
rithms with success: information regarding the hidden microarchitectural state may be revealed by
timing of program execution due to contention in hardware, which will result in a prolonged execu-
tion time. An attacker may intentionally attempt to cause contention in order to deduct whether
a specific hardware unit was used by the victim process or not [1]. Regarding caches, creating con-
tention may instead be implemented as frequent memory accesses that aim to cause conflict misses
— if an attacker program making a large number of memory accesses aimed at specific addresses is
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significantly slowed down when executed simultaneously with the victim program, a large number
of conflict misses may have occurred which would suggest that the targeted addresses map to cache
lines that are also frequently used by the victim. This makes it possible to conclude where the con-
tents of the victim process can be found, and thereby leak further, even more detailed, information.
Among the different cache timing attacks, the three following are the most common ones [8]:

Prime+Probe. This attack is designed to detect any eviction of the attacker’s working memory
set made by the victim. The attacker begins by priming the cache with it’s own data and probes
these cache lines by timing the accesses made to them to see if any were evicted. If there is an
increase in execution time, then the victim may have touched an address that maps to the same
set in the cache.

Flush+Reload. Can be described as an inverse of the Prime+Probe attack and relies on
shared memory (shared libraries for instance). The attacker flushes a shared line of interest (either
with dedicated instructions or eviction through contention) and when the victim application has
executed, the attacker reloads the evicted cache line by requesting an access to it and measures
the time taken to load it. The attacker will experience a faster reload if the victim has been using
the same cache lines. The main advantage over the Prime+Probe attack is that the attacker can
specify a specific cache line and does not have to monitor an entire cache set.

Evict+Time. The attacker causes the victim program to run and measures the execution time.
After this initial run, the working memory set of the victim application will have been loaded into
memory. The attacker evicts a cache line of interest and runs the victim application again while
measuring the execution time. A difference in execution time will indicate whether the evicted
cache line was accessed by the victim or not.

2.5.2 Single-core, Multi-core and Cross-VM Attacks

Processes running on the same processor core will share the same branch predictor and L1 data
and instruction caches, making it possible to run cross-process attacks on the same core. A large
advantage for the attacker is that the L1 cache is small which means fewer load instructions are
required for priming and evicting the cache. On the other hand, because of frequent evictions due
to normal execution, a lot of noise is introduced. Another source of noise that poses an obstacle in
retrieving information through the L1 cache is that only a few cycles more are required to access
the L2 cache which makes it harder to establish whether the victim accessed the L1 or L2 cache.

On typical x86 multicore processors, the L1 and L2 caches are private to each core while the last
level cache (LLC) is shared among cores. Cache-based side-channel attacks therefore often focus
on targeting the LLC since cross-core attacks are only possible for the LLC. Retrieving information
through LLC attacks may however prove to be difficult in instances where processes do not touch the
LLC that often, i.e. L1 and L2 are large enough to contain whatever a process needs. This means
that information is lost and it is not possible to determine any memory access pattern between
cores [8].

VM’s located on the same machine, as is the case with clouds, share DRAM and LLC. Side-
channel attacks targeting these (like Prime+Probe and Flush+Reload attacks for example) are
therefore possible across VM’s and hence even in the cloud.

2.5.3 Transient and Persistent Microarchitectural States

The microarchitectural state can be categorized as either transient or persistent. The transient
state only exist for a short period of time during a single operation, while the persistent state
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on the other hand will remain for some time after the operation that introduced it has finished.
Instructions that were speculatively executed after a misspeculation has occurred can be considered
to be in a transient state since they will be squashed as soon as the result of the prediction is found
to be erroneous [5]. Since information brought into the cache remains there until it is evicted, it
introduces a persistent state.

These two microarchitectural states constitute different side-channels that may be exploited by
side-channel attacks. Forcing a misspeculation where incorrect instructions are executed by training
the branch predictor to a specific outcome is one way of exploiting the transient microarchitectural
state in order to obtain sensitive information. The main security problem of the persistent state is
that data brought into a cache which is shared among several threads (as is the case of processors
that support Simultaneous Multi-Threading (SMT)) may be accessed by all threads running on
the same core even after a thread process has finished [1]. This means that the L1 cache, which is
kept private to each individual core, is vulnerable to both trace-driven and time-driven attacks if
attacker and victim processes are running on the same processor core.

The transient state pose the immediate problem — from the attacker’s point of view — of
extracting information before it vanishes. Information regarding the persistent state can be gathered
after the fact, but transient state information has to be collected immediately.

2.5.4 Speculative Side-channel Attacks

In 2018 two hardware vulnerabilities called Spectre and Meltdown, which affected many proces-
sors using speculative execution, became known. Since they both exploit information leaking from
speculative execution they can be considered to be categorized as speculative side-channel attacks.
Spectre or Meltdown style attacks are both able to exploit the existence of transient instructions
that change the microarchitectural state — these instructions leave information traces on a microar-
chitectural level which is highly visible to processes that otherwise would not be allowed to access,
thereby essentially breaking the ISA architecture’s promise of privacy between processes [5, 7]. We
will see in section 3 that MicroScope also abuses speculative execution, but for a different purpose.

Meltdown is a hardware bug primarily found on Intel processors dating back to at least 2010
(although other processors might also be affected). It is independent from the operating system
on the target machine (which means Linux, Windows and OS X are all affected), uses speculative
execution and exploits privilege escalation in order to access kernel space from an unauthorized
user space process. It is able to circumvent traditional address space isolation and an attacker is
able to read from memory allocated for other processes and even virtual machines located in the
cloud [7].

Through Meltdown, any user process is able to read the entire kernel memory and the physical
kernel region memory it is mapped to as well as information belonging, and assumed to be isolated
to, sandbox containers and hypervisors. Traditional side-channel attacks are only able to leak
very specific information (as described in subsubsection 2.5.1) which means that the Meltdown
bug creates new possibilities for the attacker. The security vulnerability exploited in a Meltdown
attack relies on the fact that the privilege of a specific process is not checked before an instruction
belonging to that process is executed OoO. This means that a process is allowed by the CPU to
access and load information from a physical address or kernel space into a CPU register regardless
of its privileges [7].

To run a typical Meltdown-exploiting side-channel attack, the attacker starts a process where
the CPU is executing transient instructions. Among these instructions, secret content residing in

12



physical memory is used which the attacker is unable to access, such as a kernel address. This secret
content is first loaded into a register, which makes the CPU check the privilege level required to
access the address where the secret resides. Since the attacker is executing a user process, it is not
allowed to access the kernel address that is loaded into the register, thereby causing an exception
to be raised. Before this happens, all instructions following the unwarranted one have already been
executed OoO, thereby leaking the secret.

By accessing a cache line whose address depends on the value of the secret (for example
probe[secret*64] and execute a side-channel attack such as Flush+Reload, the attacker is able
to deduct which address was accessed. This indicates what the secret value was. Both the entire
physical memory and the kernel memory can then be dumped by executing these steps for their
respective address range. This way of successfully loading an address that normally requires a
higher privilege level by the process accessing it is called privilege escalation [7].

Spectre is a hardware bug that can be found in most common processors available today that
implement speculative execution. A Spectre style attack is a side-channel attack that exploits spec-
ulative execution and the transient microarchitectural state it introduces in order to obtain secret
data. A major difference between Spectre and Meltdown is that an attack exploiting the Spectre
vulnerability has to be specifically adapted to the software environment of the target machine [7].
Spectre is in addition found on a more wide variety of processors than Meltdown.

An example of exploitation of the Spectre vulnerability in order to access memory where a secret
is known to reside from an unauthorized process, is by conducting a Flush+Reload side-channel
attack while taking advantage of speculative execution. The attacker creates a probing array equal
to some multiple n of the cache line size in length which will act as a memory buffer, and then sets up
the attack by priming the branch predictor. Since instructions following branches are speculatively
executed, the attacker essentially controls the speculative program flow. Priming can be done by
executing a simple branch instruction multiple times in a row where the outcome of the branch is
already known be "Taken": the attacker program might for instance loop over an instruction which
is accessing memory that the attacker process has permission to access. Instructions following the
taken branch will then be speculatively executed. If the memory access used for training the branch
predictor is an element in an array residing close in memory to the secret the attacker wants to
extract, the branch predictor will here after assume any memory access to the array to be valid,
regardless if the index is in or out of bounds. The probing array is then flushed from caches as
part of the Flush+Reload attack, after which the attacker requests access to an element outside
of the training array by providing an index that is out of bounds. Since the branch predictor has
been primed to granting access to the array regardless of index number, the contents of the memory
outside of the array will still be loaded into the cache during speculative execution. If the secret value
loaded into the cache is used as index during access of the probing array, it is possible to deduct the
value of the secret memory by measuring the load time when iterating through the probing array.
Since a memory load to the cache constitutes a persistent change to the microarchitectural state,
the secret value obtained through illegal memory access request will still reside in the cache even
after the misspeculated instructions have been squashed.

2.6 Weaknesses in Side-channel Attacks
Information gathered through side-channel attacks is often very specific both in character and side-
channel location: an attacker may gain knowledge about the contents of a specific memory address
or approximately how often and with what time interval a certain variable is used by a specific
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user. Conducting a single side-channel attack also limits possible knowledge to the behavior of
a single user and only for the target machine specifically. Since many factors contribute to the
resilience against side-channel attacks of the target machine (processor type, operating system
and its version, third-party software installed, the extent to which virtual environments or secure
enclaves are implemented to name a few), any result gained from a successful side-channel attack
can not be used to draw conclusions in general with absolute certainty. As an example: the amount
or type of information that is possible to extract from a timing attack depends on where — which
processor component and time channel — the timing attack is aimed. An attack aimed at the
top-level components like the L1 cache, TLB and BTB may reveal more fine-grained information to
the attacker. Attacking the more intermediate level of the processor (like the LLC) will reveal more
coarse-grained information and for attacks aimed at a low level (such as the bus), only throughput
variations can be detected.

Another weakness in side-channel attacks relates to the implementation. There are instances
where it is not possible to carry them out. Replay attacks rely on being executed a large number
of times in order to be able to filter out any noise, but secure enclaves do not allow the same
instruction to be consecutively executed which means that replay attacks are blocked. MicroScope
however does not rely on regular, consecutively executed instructions and therefore is able to bypass
these kinds of security mechanisms.

Microarchitectural side-channel attacks utilize properties and functionalities that are built into
the hardware and are essential to make a computer work. This makes it hard for users to protect
themselves from them since the parts carrying the vulnerabilities that enable these attacks are
hard and expensive to replace, unlike software bugs that can be resolved by simply upgrading the
software on the computer through a regular update deployed by the manufacturer. However a lot
of side-channel attacks are not able to provide high resolution information and therefore require a
lot of repetitions in order for the attacker to retrieve reliable information about the victim system.
Cache attacks using Prime+Probe tend to be high-noise since they require to be executed many
times in order to reveal the information the attacker desires. Possible reasons for this are problems
with synching victim and attacker processes, unnecessary data being brought into the cache which
causes an eviction of useful data (cache pollution) and insufficient amount of statistics available in
the Performance Monitoring Unit (PMU). This makes it harder to retrieve information on a cache
line level since it can only be observed based on the accumulated effects after many instructions
have been executed. The success of attacks using contention in the cache or execution units (like
the floating-point unit) or contention and collisions in the BTB also rely on many repetitions and
analysis of the accumulated effects.

In some cases, the attacker can simply re-execute the victim application as many times as
necessary in order to filter out the noise and extract the sensitive information that is being targeted.
However, this is not always possible. MicroScope targets systems with a secure enclave, specifically
Intel’s SGX, where the enclaved code is protected from outside interference even by privileged
processes, such as the operating system. Only the entry and exit points of the code residing in the
enclave are visible to the outside world such as the values of input and output variables for instance.
An abstract view of a secure enclave in an untrusted environment is visualized in Figure 4. The
enclave guarantees that even if the operating system or the hypervisor are malicious or otherwise
compromised, they cannot compromise the code being executed in the enclave. Under such a
scenario, the attacker might be unable to re-execute the victim application enough times to filter
out the noise. This is where MicroScope comes in, abusing the design of SGX enclaves, page fault
handling in the x86 architecture, and Out-of-Order execution, to force the victim into an infinite
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loop controlled by the attacker. We will see in section 3 how this is achieved.

secure 
enclave

code

entry
point

exit
point

untrusted
environment

Figure 4: An abstract view of the secure enclave. A secure enclave isolates sensitive code from
an untrusted environment and only leave the entry and exit points visible to the surrounding
environment.

2.7 Mitigation and Defense Strategies
Some side-channel attacks require multiple executions in order to obtain useful information due
to different kinds of noise present in the targeted system. If this is the case, an attacker might
favor replay attacks that execute the same malicious instruction many times in order to reveal any
consistent patterns. The need for a large number of executions for the attack to be effective poses
a difficulty in executing a successful attack and can be exploited in order to mitigate it. The SGX
found on Intel hardware prevents the attacker from arbitrarily re-executing an application with old
inputs, which makes replay on the application level harder [14].

Replay attacks are (in part) mitigated on other kinds of systems that implement several func-
tionalities that make sure that code that should be run only once indeed is only executed once [9].

Side-channel attacks exploiting the Meltdown hardware bug can be mitigated by implementing
kernel page table isolation, also known as KAISER (Kernel Address Isolation to have Side-Channel
Efficiently Removed), which is a protection measure taken for protecting KASLR (Kernel Address
Space Layout Randomization). KAISER is a mechanism which mitigates any attempts at bypassing
KASLR by using side-channel attacks. Both features are available in some form on all three major
operating system platforms (MacOS, Windows and Linux), but are however not always enabled.
When booting the operating system and creating the mapping between the virtual and physical
address spaces, the addresses belonging to the operating system kernel are scattered and arbitrarily
allocated in memory. This randomized address structure is the result of the KASLR strategy: by
making sure addresses where the kernel resides remain unknown the kernel is effectively hidden
from an attacker targeting it [7].

Attacks exploiting the Spectre vulnerability are not mitigated by KAISER. For conditional
branches it is possible to temporarily hinder the speculative execution when arriving at sensitive
program instructions and paths. On Intel processors this can be achieved by using different fence
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instructions that are able to block speculative execution prior to, and including the resulting des-
tination of branch instructions [4, 5].

3 MicroScope
As described in subsection 2.6, a common problem among different types of side-channel attacks is
that information that can be extracted from a target machine is often coarse-grained due to different
types of noise. A simple strategy to mitigate this obstacle is to run the attack many times and
analyze the overall, persistent, behavior of the system. However, this is either very difficult or not
even possible on all systems and in all instances, as on secure enclaves where repeating instructions
are blocked.

MicroScope has received its name from its ability to enhance the resolution of information
gathered in side-channel attacks: it is a framework that assists side-channel attacks that are in
some way hindered from replaying such as on systems implementing secure enclaves, or specifically
SGX which is found on some Intel processors. These enclave environments have been considered
secure since they provide an isolated environment where sensitive code can be executed without its
contents — excluding the final result — being revealed to other processes. As previously described
in subsection 2.7, SGX makes replay harder since applications can’t be re-executed with old inputs
but by taking advantage of the ordinary re-execution of a specific instruction that occurs during a
page fault, it is not recognized as a possible replay attack [14]. An overview of a MicroScope-assisted
side-channel attack is visualized in Figure 6.

A MicroScope-assisted attack has three actors with different tasks that combined enables the
attack: the Replayer, the Victim and the Monitor. The Replayer is the compromised operating
system or hypervisor, with the task of setting up the attack. The Victim is the process containing
the secret information and is the subject to the attack and the Monitor is an auxiliary process that
monitors shared resources and causes contention [14].

The execution of a MicroScope-assisted side-channel attack is as follows.

1. In the program used for the attack, an instruction designated to cause a page fault is chosen.
This instruction is called the replay handle. It may be any kind of instruction and is favorably
located right before the sensitive instruction carrying the secret one wishes to expose. The
Replayer primes the caches and TLB entries by flushing them of all information pertaining
to this instruction, so as to ensure that a page fault exception will be raised.

2. The program containing the replay handle is then executed, and when it arrives at the replay
handle instruction, a TLB miss will occur, causing a page walk through the page table since
the virtual address to physical address-mapping the replay handle-instruction is requesting is
not found. During this time, the rest of the instructions will be executed speculatively in the
pipeline and thereby changes the microarchitectural state: data and addresses will be loaded
into the caches and remain after the program has executed until they are evicted by another
process. This continues until either one of these happen: i) the program ends, ii) the Reorder
Buffer (ROB) is full, iii) the page walk ends. The reason for wanting the replay handle to be
placed as close to the sensitive instruction as possible is because the ROB works as an upper
limit for how many instructions we are able to execute speculatively, and to make sure that
the sensitive instruction is executed before the page walk ends. The page walk ends when the
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Figure 5: Flow chart depicting the stages of a MicroScope-assisted side-channel attack. The target
system is prepared in the preparation stage (1) by having all caches and the TLB flushed. The
MicroScope stage (2) is where the page fault is exploited and the side-channel attack code is
executed.
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translation between the virtual and the physical address can not be found in the page table,
and a page fault exception is raised. This is a process that is queued and eventually enters
the ROB like any other process. The page fault is however not acted upon and does not cause
any change in the states of the caches until it has reached the head of the ROB. This is when
the operating system is invoked in order to handle the page fault.

3. The operating system loads the address mapping (the page table entry) into the page table
(but not into the TLB), invalidates the TLB entry corresponding to the newly updated page
table entry because it has become stale (in order to keep up TLB coherence) and then gives the
control back to the instruction that caused the page fault (the replay handle). The Replayer
then re-flushes all caches and the TLB entry containing the virtual to physical address map-
ping of the replay handle. The replay handle-instruction will try to access the same memory
location again, resulting in another TLB miss and a new page walk will start during which
the side-channel code will be executed. The requested page has still not been mapped, which
means that another page fault will be raised. Since there is no upper limit for the number of
consecutive page faults one individual instruction may cause, this process can be repeated as
many times as desired. Side-channel attacks are thereby effectively denoised by repeating the
page fault and let the sensitive code be speculatively executed several times.

In this way, MicroScope can be said to use the operating system and its basic functions to attack
a machine.

MicroScope can be used for different side-channel attacks. In a speculative side-channel attack
exploiting speculative execution and OoO, consecutive page faults makes it possible to repeat at-
tacker program instructions which may perform a cache attack such as Prime+Probe. The attacker
might want to expose the contents of the victim code by timing its execution and thereby detect the
presence of division operations which are used in RSA encryption or decryption processes. Micro-
Scope can be used for contention based attacks where a CPU component (e.g., L1 cache, TLB, or
some functional unit) experiences contention due to many threads requesting and accessing it [14].

4 MicroScope Implementation
In order to manipulate program execution on a low level as described in the previous section,
one needs access to software working closer to the hardware, such as system functions, which
often are restricted to operating system control. Flushing caches is possible from user space, but
handling page table mapping for the victim process requires operating system privileges, hence
why MicroScope is implemented as a kernel module. This is made possible in practice by utilizing
the structure of the Linux operating system which is open source and can be modified by the
knowledgeable user.

4.1 The Linux Kernel
Linux consists of a smaller main kernel containing the most important functions (security and log
management, for example) with separate kernel modules attached to it. The main advantage of this
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setup is that the entire kernel does not have to be recompiled every time a new driver is installed. It
also mitigates some copyright and licensing issues, since owners of third-party drivers can maintain
their proprietary rights and don’t have to adopt the GPL license that Linux is covered by [12].

To make the implementation of additional kernel modules and device drivers easier, the ioctl
function is used for communication between user space and the kernel module and redirects sys-
temcalls from the main operating system kernel. This also relieves the main kernel of the task of
having to keep track of additional functions defined in specific modules.

The ioctl function calls the main kernel, but the main kernel forwards the message to the
intended module or device driver without knowing what the kernel module function call is actually
doing. This introduces a security vulnerability into the operating system, which unless restrictions
are made (like enabling features such as SecureBoot) makes it possible to boot into an operating
system where unwanted, malicious software has been installed.

4.2 MicroScope Kernel Code
The MicroScope implementation was created by the authors of the original MicroScope paper [14]
and can be found in it is entirety on GitHub [13].

The operating system kernel of the target machine can be prepared by an attacker either through
a previous attack that tampers with the kernel or by being under the control of an attacker work-
ing with system administrator privileges. The MicroScope framework is implemented as a kernel
module, which means that once installed, it is able to work through the operating system and any
function call made by the module will be allowed, assuming standard kernel privileges, through
the ioctl function. Figure 6 shows an abstract visualization of how ioctl relays any attack code
function requests aimed at the MicroScope kernel module.

attack_code.c

kernel space

ioctl(file_descriptor, request, message)

syscall

SET_MSG
NUKE_ADDR
MONITOR_ADDR
PF

MicroScope 
kernel module

specifies character device

MicroScope kernel module
function call

character buffer

MicroScope kernel module
functions

user space

Figure 6: Figure depicts a flow chart showing the interaction between user space attack code and
the MicroScope module residing in kernel space.

The module code consists of five source files written in C: in addition to a makefile, a file
called util.c with an accompanying header file util.h contains all utility functions that mainly
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carries out page mappings between user and kernel space and handles spinlocks that help syn-
chronize page table accesses. The last two files — called microscope_mod.c with header file
microscope_mod.h — calls the proper utility functions found in the utility source files accord-
ing to what MicroScope action is to be taken and handles any connection with the character device
file. By collecting utility function calls into sets, the MicroScope framework becomes easier to use.
The microscope_mod code is called from user space through the ioctl functions, which are defined
as macros in microscope_mod.h calling the standard _IOR function that essentially writes ioctl
requests to the operating system kernel. Four different ioctl system calls are defined in the Micro-
Scope kernel and are located in the microscope_mod files. Calling either one will always begin with
writing the request to the character device (the kernel module) via the device_write() function
defined there. device_write() saves the request type address and uses a switch statement to
relay the different ioctl requests by calling utility functions in the util files. The four different
ioctl functions have the following functionalities:

SET_MSG — The Set Message function is the first ioctl function defined. It is however not en-
tirely clear what the purpose of this function is — calling it appears to only write the set message
function request to the device file through device_write, but there appears to be no other function
calls or side-effects.

SET_NUKE_ADDR — Sets the path to the address that contains the replay handle later used for
the page faulting. This requires handling of the page mapping between kernel and user space for
the nuke address (the Victim). The nuke address is the address in the cache that is flushed in order
to cause the page fault. A flow chart depicting the set of function calls evoked when the NUKE_ADDR
function is provided by ioctl can be found in Figure 7.

Aside from printing a kernel message stating which (virtual) nuke address is being setup with
standard c function printk, this function calls the utility function setup_nuke_structs. This
updates the information stored in the attack info struct which contains information related to the
nuke address such as its address mapping, process ID and spinlock variable to the corresponding
page table entry. This is done by calling other utility functions which specifically creates the address
mapping, returns the physical address and locks or unlocks the page table entry. The locks make
sure no other process makes any changes to the page table entry while running MicroScope. The
address mapping between the virtual user space nuke address and the kernel space is taken care of
by a specific function which uses basic standard Linux system functions in order to map the address.

SET_MONITOR_ADDR — Sets the address of the Monitor and stores all related page table en-
tries. It is similar to the SET_NUKE_ADDR function — it prints a kernel message with the virtual
monitor address (which is monitored through a side-channel) and calls a utility function called
setup_monitor_structs. The utility function updates the attack info struct with address informa-
tion related to the address which is to be monitored during the attack. It then creates a mapping to a
kernel page from the user address space by calling the same utility function (map_general_address)
as when setting the nuke address. The utility function map_pgt_4level_lock is then called which
stores the address of the page table by searching by the nuke address stored in the attack information
struct. The physical address is then returned by calling utility function get_physical.

It is important to allocate a memory address for the monitor that is not on the same page as the
replay handle since the page where the replay handle address resides will page fault. A flow chart
depicting the set of function calls evoked when the MONITOR_ADDR function is provided by ioctl
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Figure 7: Flow chart for handling the NUKE_ADDR MicroScope kernel function.

can be found in Figure 8.
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Figure 8: Flow chart for handling the MONITOR_ADDR MicroScope kernel function.

PREP_PF—Prepares the page faulting by configuring the page fault handler to track the specified
page table entry for page faults. This command essentially enables the attack. Some of the code
relating to the Monitor and this ioctl function is commented out: it flushes the monitor address
from the cache with standard function clflush and remaps it to a different kernel address. This
part of the code might only be useful for specific side-channel attacks, hence why it is commented
out.

This case is also the final ioctl function being called when setting up MicroScope for an attack.
It prepares some timing variables used later and then calls utility function pf_prep which — if the
nuke address has been mapped — calls set_attack, an utility function that configures the page
handler to track the page faults for the victim page table entry (the replay handle) and finally en-
ables the attack. This function can only be found as a simple function head definition in header file
util.h in the kernel module code, which suggests that it might be a trampoline function. pf_prep
then waits for the attack to take effect in the cache and the TLB. A flow chart depicting the set of
function calls evoked when the PF function is provided by ioctl can be found in Figure 9.

There are other functions defined in the kernel module files which do not appear to be called
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Figure 9: Flow chart for handling the PF MicroScope kernel function.

from any of the ioctl functions. Reasons for this is either that they may be trampoline functions
called from functions outside of the kernel module, or they might not be implemented in this version
of MicroScope2. Some are mere variations on functions that are used in the current version. There
are some additional functions that are called from the kernel module that are implemented in two
separate files called memory.c and fault.c. These include among other functions some modified
page management functions and are found as patches of the kernel module’s page handling. A
precompiled kernel where these patches have already been applied has been published by Skarlatos
on GitHub [13].

5 Experimental Setup and Methodology
The MicroScope utilities are installed as a kernel module into a Linux operating system on the
target machine, and is accessed from user space as a device driver through the standard system
call ioctl. In this case, a precompiled kernel module has been published by the authors of the
MicroScope paper on the website GitHub, containing a modified version of Ubuntu 16.04 LTS with
the MicroScope module attached to it [14, 13].

Installing the kernel module on a virtual machine does not differ significantly from installing it
directly on a host machine. Depending on where the kernel module files are extracted from (and the
amount of necessary communication between underlying host machine and the virtual machine),
some form of guest extension might be required to be installed on the virtual machine.

5.1 Setting Up the MicroScope Kernel Module
The following instructions are specified for a machine running Ubuntu 16.04 LTS since the pre-
compiled kernel was created for this particular distribution and version [13]. For other Linux
distributions some functionalities might work or look different (such as the menu accessed for se-
lecting which kernel to boot into), but these instructions should be able to adapt to other Linux

2As stated by Skarlatos on GitHub, this specific MicroScope kernel implements only some of MicroScope’s fea-
tures [13].
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distributions as well. The official guide [13] for installing the MicroScope kernel can be found in
Listing 1.

Listing 1 Installing the modified Linux kernel

1. $ sudo dpkg -i linux*.deb

2. reboot the machine and select the newly installed MicroScope kernel

3. login

4. $ uname -a

1. The dpkg command is a standard tool on Linux for handling deb-files. The addition of the
flag -i states that the deb-files containing the kernel should be installed. The files have been
published on GitHub by Skarlatos [13].

2. Reboot the machine where the kernel is installed (whether real hardware or a VM)3. On Linux
systems this is done by holding down the shift key during booting to display the GRUB menu.
Select "Advanced options for Ubuntu" and then select the MicroScope kernel which should
be displayed as:

Linux 4.4.0 -101 - generic

3. Login as usual.

4. The output of this command states what kernel image is currently booted and running, and
in this case should give the following output on the command line, confirming that the correct
kernel has been booted:

Linux HOSTNAME 4.4.0 -101 - generic #124+ attack SMP Tue Mar 6
14:26:05 CST 2018 x86_64 x86_64 x86_64 GNU/Linux

The official guide [13] on how to setup, build and install the MicroScope kernel module can be
found in Listing 2.

1. Rename the macro named DEVICE_FILE_NAME_PATH to the directory where the character
device nuke channel is to be created.

2. mknod is a standard system call for Linux which creates special files such as device files (used for
drivers) in this case. This command creates the actual character device called nuke_channel
which is used by MicroScope to communicate with the kernel module. The flag -c specifies
an unbuffered character file and the number 1313 is the id number of the kernel module (the
MicroScope module).

3Having any kind of security feature preventing unconfirmed kernels to be booted (like Secureboot) must be
disabled or kernel must be signed and confirmed in order to execute this step.
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Listing 2 MicroScope setup.
• Run only once for setup:

Change DEVICE_FILE_NAME_PATH in microscope_mod.h

$ sudo mknod nuke_channel c 1313 0

• Build and install the kernel module:

$ make
$ insmod microscope_mod.ko
$ dmesg

• To remove the MicroScope module:

$ rmmod microscope_mod.ko

3. Here, the build tool make creates the actual kernel module file (with .ko file extension) that
is installed into the Linux kernel.

4. insmod is a standard program to insert a module into the Linux kernel.

5. The dmesg command displays kernel system log messages. After the MicroScope kernel module
has been properly installed and inserted into the Linux kernel, a welcome message will be
displayed which reads:

PGFH: print_msg_attack is disabled
If a channel does not exist run: mknod nuke_channel c 1313 0

and confirms that the kernel module was successfully installed. The machine does not have
to be restarted in order to use the MicroScope framework — a side-channel attack using
MicroScope can be executed immediately after a successful installation.

6. To remove the MicroScope module the program rmmod is called, which is a standard Linux
program that removes kernel modules from the Linux kernel.

5.2 Running a MicroScope-Assisted Side-Channel Attack
A simple form of side-channel attack using MicroScope is a contention-based attack where the
attacker wants to detect the presence of an arithmetic operation such as an integer addition, floating-
point division or square root operation. A division or square root operation is computationally heavy
and takes many CPU cycles to complete. By creating contention on the CPU (making several
processes request access and use the same functional CPU unit) these slower types of operations
will be more visible with regards to execution time. If the attacker introduces a process to the same
CPU core as the victim’s arithmetic operation (or any other victim process), the execution time of
the attacker’s process will be much greater than when the victim is not utilizing any resources. An
example of victim code using the floating-point square root operation (c-like syntax) can be found
in Listing 3.
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The Monitor code in Listing 4 is implemented by the attacker with the general purpose of
measuring the time it takes to finish a floating-point square root operation. When the floating-
point functional unit is not used by any other process, the time it takes to finish the operation
will show the baseline execution time. When a prolonged execution time is measured, the attacker
knows that there is contention on the floating-point unit and that another process is using it, thereby
monitoring any victim processes. To conduct a contention-based attack, the attacker makes sure
that their monitor code is run in parallel with the victim code.

Listing 3 Victim code of port contention attack example.

1 void create_key ( i n t user_id ) {
2 i f ( ex i s t i ng_use r ( user_id ) ) {
3 counter0++;
4 } e l s e {
5 counter1++; // rep lay handle
6 double key = f s q r t ( user_id ) ;
7 add_user ( user_id , key ) ;
8 }
9 }

Listing 4 Monitor code of port contention attack example.

1 f o r ( i n t i = 0 ; i < l en ; i++) {
2 t0 = get_current_time ( ) ;
3 g = f s q r t ( f ) ;
4 t1 += get_current_time ( ) − t0 ;
5 f = t0 ;
6 }

In the code example shown in Listing 3 and Listing 4, the attacker wants to figure out whether
a specific user id already exist in some user database or not. In this example, the attacker knows
through earlier investigation that the victim application is using a floating-point square root oper-
ation (fsqrt()) when creating a key, and only does so when the provided user id can not be found
in the database. The attacker let their monitor code in Listing 4 execute in parallel with the victim
application in Listing 3 while measuring the execution time of their own program. A slow down
in the monitor program execution may indicate contention on the floating-point unit that carries
out the square root operation, which means that the user id provided at that instance did not exist
in the database since a key would not be created in that case. By executing the floating-point
square root operation in a for loop, the attacker can make sure to continuously make an attempt
at creating contention on the floating-point unit of the CPU.

The reason for updating variable f with the timing variable t0, in the monitor code, is to
introduce some randomness in the code. This prevents the compiler from making any optimizations
that would otherwise generate misleading results.
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6 Evaluation
A problem facing anyone who wishes to use the MicroScope framework in practice is that the
documentation on how to conduct a side-channel attack assisted by MicroScope, such as previously
described in subsection 5.2, is scarce. It is possible to set up and integrate the framework in attack
code by reverse-engineering the MicroScope source code, however this takes time and requires
certain skills. The attack code used for benchmarking and attack simulation in this project was
based on code written by and obtained through direct correspondence with one of the authors of
the original MicroScope paper, Dimitrios Skarlatos. This attack code, along with the victim code,
can be found in the Appendix of this report.

6.1 Execution
A MicroScope-assisted port contention attack sharing the same basic principle as described in sub-
section 5.2 was performed on a virtual machine using the virtualization software VirtualBox version
5.1.38_Ubuntu r122592 on hardware running the Linux distribution Ubuntu 16.04.6 LTS. System
specifications for both the virtual and the host machine can be found in Tables 1,2 respectively.

A victim process running a floating-point square root operation and a monitor process to be
used by the attacker were run in parallel. The monitor code used the MicroScope framework
and aimed at determining what arithmetic operation the victim process was running by trying to
cause contention on different functional units of the CPU. If the monitor process is running the
same arithmetic operation as the victim process there should be a visible slow down in the victim
process’ execution. To be able to clearly see this slow down, the part of the program containing
the arithmetic operation is executed many times in a loop, which ensures a lot of time is spent
utilizing the specified functional unit. To prevent any compiler optimizations from affecting the
execution time, the result of the previous computation was used in the next computation, thereby
introducing some randomness in the system and keeping each computation to appear as it is being
computed for the first time in the program. This gives a more realistic appearance to the attack
and generates more reliable results.

Table 1: System specifications for the virtual machine used in the MicroScope-assisted contention
attack.

Virtual Machine software version VirtualBox version 5.1.38_Ubuntu r122592
Simulated Operating System Ubuntu 16.04.6 LTS
Architecture x86_64
CPU model name Intel(R) Core(TM) i5-7200U CPU @ 2.50GHz
Number of cores 1
Multi-threading 1 thread per core (no SMT)

By simulating one single core we can ensure that the victim and the attacker processes are
working on the same core. There are however commands that enable a programmer to force
processes to run on the same core when attacking a victim process on a multicore CPU.

Three different versions of the attack program were executed in order to show the effect of using
MicroScope: the first version only contained the setup part where MicroScope system calls are
used, the second version contained fifty instances of a floating-point square root operation, and the
third version contained fifty instances of an integer addition operation. The first version is used for
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Table 2: System specifications for the host machine.

Operating System Ubuntu 16.04.6 LTS
Architecture x86_64
CPU model name Intel(R) Core(TM) i5-7200U CPU @ 2.50GHz
Number of cores 4
Multi-threading 2 threads per core

establishing a baseline time based on the normal behavior of the victim execution. The second and
third versions of the program contains actual side-channel attacks that are creating port contention
on two different arithmetic units. In order to establish which arithmetic operation is taking place
in the victim process, the monitor program using the same arithmetic operation as the victim
process should generate a prolonged execution time for the victim, while the attack program using
a different operation should not affect the victim execution time to the same extent. The square
root and integer addition attack programs build upon the same principle as the monitor program
found in Listing 4 with the addition of the MicroScope setup code and row 3 being implemented as
fifty arithmetic operations (either square root or integer addition). The simulated port contention
attack conducted in this project proceeded as the following.

1. Install and boot into the MicroScope kernel.

2. Run victim program and attack program (implementing the MicroScope framework) in par-
allel. Either the programs are started manually from two different terminal windows consec-
utively, or an execution operator such as & on Linux may be used, which automatizes process
start. In the simulations presented in this thesis, the programs were started manually for
technical reasons (in order to avoid system crashes). These programs might have different
execution times, but it is important that the arithmetic operations (as in this case) are exe-
cuted at the same time in order to create contention. The attack program starts with a setup
phase and therefore may benefit from being initiated slightly ahead of the victim program.

3. After both programs have finished, the kernel log will show the following message:

MicroScope_mod: Reached maximum retries 2000000
MicroScope_mod: Resetting present bit 0
MicroScope_mod: Attack is done 0

This confirms that MicroScope has executed all page faults as specified in the source code
and that the variable signifying an absent address mapping — the present bit — has been set
to the value corresponding to a present address mapping, as would be the case after a normal
page fault has been handled. The last line in the message provides the exit status code that
indicates successful execution and termination.

4. The final execution time of the victim program will help indicate whether the attack program
was using the same functional unit as the victim.

In case the attacker wishes to execute an attack as described above, the kernel module might
need to be removed and reinstalled (running rmmod and insmod commands without any rebuilding)
in between attack runs, due to instability in the source code. In the simulations presented in this
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report, each attack was run ten times in order to establish a more consistent pattern in the behavior
of the different attack types.

6.2 Comparison Between Targeting a Virtual Machine and Targeting a
Real Machine

The procedure of installing and setting up the MicroScope kernel on a virtual machine is identical
to that on real hardware. A clear advantage of using a virtual machine rather than real hardware is
that system crashes and corruptions following an installation or compiling process is that many VM
software programs provide the ability to take snapshots of the machine state at any given point in
time. In case of a malfunction or system failure, it is therefore possible to return to an earlier, fully
functioning machine state. Another advantage of using a virtual machine is that the attacker can
make sure it is running its process on the same core as the victim and guarantee port contention
on the same functional unit or cache collisions in the same cache.

A virtual machine is not identical to real hardware and because of its inherit behavior a Micro-
Scope attack might affect the system differently. MicroScope was developed to attack real hardware
(as it is able to circumvent hardware-based security mechanisms such as secure enclaves [14]) and
it is not known what functionalities will work either differently or be entirely averted by the VM’s
behavior. A simple attack exploiting port contention will work under the above circumstances and
reveal the desired results.

7 Results
The main problem faced in this project was the scarcity of information on MicroScope, which can
be attributed to its novelty. The information that was available prior to the project focused on
describing the possibilities of MicroScope and how it operates, while information that may be useful
for any user whom wishes to implement a side-channel attack using MicroScope’s functionalities
is brief and leaves a lot up to the user to figure out by themselves. Although some examples
of appropriate side-channel attacks have been published, the methodology on how to implement
MicroScope in such a setting is not described in further detail, on a tangible programming code
level [14]. Any actual system calls to the MicroScope kernel module through the ioctl functions
presented in this report and implemented in the accompanying project code was provided through
direct contact with one of the original MicroScope authors, Dimitrios Skarlatos, who provided us
with a partial code example as a starting point.

The initial intention of this project was to implement MicroScope while testing different kinds
of side-channel attacks, but the problems described above instead lead to the creation of documen-
tation further describing how MicroScope functions and how to implement it. This documentation
may be viewed as a user’s manual that can be referenced in the future for further testing of the
MicroScope framework.

The results of the attack simulations can be found in Figure 10 on page 30, and depicts the
execution times of the victim code when run in parallel with different versions of the MicroScope
attack code. Both the victim code and the MicroScope code ran fifty consecutive arithmetic op-
erations: the victim code ran floating-point square root operations in all three instances, while
MicroScope varied the type of operation implemented between no operation at all to produce the
baseline, floating-point square root and integer addition operations. Since SMT was not available
on the test system, 50 operations were added to the monitoring program instead of a single one and
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there was a need to balance the overhead of having two processes executing on the same hardware
thread.

As Figure 10 shows, the number of processor cycles needed for victim process execution varies
as the arithmetic operation computed by the attacker program is varied. When attacker and victim
processes are executing the same operation (box labeled "fsqrt" in Figure 10) the victim process
execution time significantly increases compared to the baseline time (box labeled "baseline (no
attack)" in Figure 10) due to the contention created on shared CPU units. When the attacker
code is executing a different kind of arithmetic operation than found in the victim process — in
this case an integer addition operation — the execution time is visibly shorter (box labeled "int
add" in Figure 10) than when using the same type of operation. This indicates that there is no
contention on the floating-point functional unit, and therefore the attacker and victim processes
are not sharing as many resources. However, the integer addition case still shows a prolonged
execution time compared to that of the baseline, which is caused by the processes still sharing the
same pipeline. This is in accordance with the expected behavior of the MicroScope attack, which
should result in a variation in execution time as the attacker process is running different operations
on the same (in this case simulated) CPU core. Where identical arithmetic operations in victim
and attacker processes are used, there should be a prolonged execution time for the victim process.
The results presented in Figure 10 could be used by an attacker in order to easily determine what
type of arithmetic computation is taking place in the victim process.

8 Conclusion
Through this project, more extensive documentation on MicroScope has been created regarding:

1. How MicroScope is installed on a target machine.

2. How MicroScope is built and it is placed in a compromised operating system kernel on a
target machine.

3. How MicroScope behaves on a virtual machine in some instances.

4. How MicroScope can be used when implementing a simple side-channel attack where con-
tention is created in different parts of the CPU.

Information regarding (2) is the product of reverse-engineering which included an analysis of the
MicroScope kernel source code, further pushed for investigations in how communication between
kernel modules and the Linux kernel is structured as well as showed how the lack of any security
measures taken regarding an operating system kernel may be exploited: since the system function
ioctl only acts as a messenger delivering kernel-to-module function calls, the Linux operating
system is vulnerable to side-channel attacks being assisted by a compromised kernel module, unless
mechanisms such as SecureBoot are enabled which forces the root user to sign any kernel module
installation.

(1), (3) and (4) were developed through practical simulation in VirtualBox, where a simple
attack based on functional unit contention was performed. The code used for the attack (which
can be found in Appendix A) is based on example code provided directly by Dimitrios Skarlatos
through correspondence.

Simulations of a MicroScope-assisted side-channel attack has been performed on a virtual ma-
chine, which confirmed that this framework can be implemented in practice in order to perform
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Figure 10: Execution times for the victim process expressed as number of elapsed processor cycles
for each simulated attack type. Baseline (no attack) shows the execution time when no arithmetic
operation is executed by the MicroScope attack program while running in parallel with the victim
program, which is using the floating square root operation, fsqrt shows the execution time for a
floating-point square root contention attack, and int add shows the execution time when MicroScope
executes integer addition operations in parallel with the square root victim program.

a functional unit contention attack with the intention to determine the arithmetic operation per-
formed by a victim process.

The most prominent challenge of this project has been to reverse-engineer MicroScope. At the
beginning of the project, the documentation on how to actually use MicroScope was assumed to
be much more extensive than it later was found out to be. The overall process is well described
in the original paper, but how it is connected to actual program code — other than some smaller
side-channel attack examples — is not very clear. The process of reverse-engineering in this case
did not only involve analysis of the MicroScope kernel source code, but required understanding of
how lower system levels and the Linux kernel works together with the kernel module structure.
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8.1 Suggestions For Future Work
For future endeavors regarding MicroScope, testing side-channel attacks assisted by MicroScope
other than those presented in this report and modification of the kernel code may reveal more
insights and increase the framework’s possibilities. The specific version of MicroScope used in
this project does not explore all functionalities described in the MicroScope paper that in some
instances are found stated but never used in the kernel source code. Research regarding how a
virtual environment impacts and is impacted by MicroScope would contribute to an extension of
parts of this project. Additional attempts in attacking secure enclaves — both Intel’s SGX and
TTE’s made by other vendors — and a further study in any differences in procedure and result may
prove interesting for further development of this framework. Further studies regarding the main
mechanism that MicroScope relies on — not having an upper bound for the number of page faults
one individual instruction is allowed to cause — might bring improvement to computer architectural
security.
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10 Appendix

A Attack Code — attack.c

#include <s t d l i b . h>
#include <s td i o . h>
#include <s td i n t . h>
#include "microscope_mod . h"
#include " d i v i s i o n . c"

/∗ ioct l_set_msg () and par t s o f the main func t i on was r e c e i v ed
by D. Ska r l a t o s wi th the purpose o f performing a s ide−channel a t t a c k
us ing MicroScope . ∗/

void ioctl_set_msg ( int f i l e_des c , char ∗message , enum ca l l_type type ) {
int ret_val ;

switch ( type ) {
case MSG:

ret_val = i o c t l ( f i l e_de sc , IOCTL_SET_MSG, message ) ;
break ;

case NUKE_ADDR:
ret_val = i o c t l ( f i l e_de sc , IOCTL_SET_NUKE_ADDR, message ) ;
break ;

case MONITOR_ADDR:
ret_val = i o c t l ( f i l e_de sc , IOCTL_SET_MONITOR_ADDR, message ) ;
break ;

case PF:
ret_val = i o c t l ( f i l e_de sc , IOCTL_PREP_PF, message ) ;
break ;

default :
p r i n t f ( " i o c t l ␣ type ␣not␣ found\n" ) ;
ret_val = −1;
break ;

}
i f ( ret_val < 0) {

p r i n t f ( " i o c t l ␣ f a i l e d : ␣%d\n" , ret_val ) ;
e x i t (−1) ;

}
}

int main ( int argc , char const ∗argv [ ] ) {

char bu f f e r [ 1 0 0 ] , ∗msg = NULL;
int f i l e_de s c = 0 ;
char monitor_buffer [ 1 0 0 ] , ∗monitor_msg = NULL;
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char ∗ s e c r e t = mal loc (10000) ;
uint64_t secret_addr = ( uint64_t ) s e c r e t ;
secret_addr += 4096 − ( secret_addr % 4096) ;
s e c r e t = (char∗) secret_addr ;
s p r i n t f ( s e c r e t , "Hel lo , ␣" ) ;

char ∗monitor_secret = mal loc (10000) ;
uint64_t monitor_secret_addr = ( uint64_t ) s e c r e t ;
monitor_secret_addr += 4096 − ( monitor_secret_addr % 4096) ;
monitor_secret = (char∗) monitor_secret_addr ;
s p r i n t f ( monitor_secret , "world ! \ n" ) ;

// Open f i l e d e s c r i p t o r ( nuke_channel )
f i l e_de s c = open (DEVICE_FILE_NAME_PATH, 0) ;
i f ( f i l e_de s c < 0) {

p r i n t f ( "Can ’ t ␣open␣ dev i ce ␣ f i l e : ␣%s \n" , DEVICE_FILE_NAME_PATH) ;
e x i t (−1) ;

}

s p r i n t f ( bu f f e r , "%p" , &s e c r e t [ 0 ] ) ;
msg = bu f f e r ;

// Set b u f f e r message
ioctl_set_msg ( f i l e_de sc , msg , MSG) ;

// Nuke address
p r i n t f ( "Nuke␣ s e c r e t ␣addr␣%s␣−−␣%p\n" , msg , &s e c r e t [ 0 ] ) ;
ioctl_set_msg ( f i l e_de sc , msg , NUKE_ADDR) ;

// Set up monitor
// p r i n t f (" Set up monitor\n") ;
s p r i n t f ( monitor_buffer , "%p" , &monitor_secret [ 0 ] ) ;
monitor_msg = monitor_buffer ;
p r i n t f ( "Monitor␣ address ␣%s␣−−␣%p\n" , monitor_msg , &monitor_secret [ 0 ] )

;
ioctl_set_msg ( f i l e_de sc , monitor_msg , MONITOR_ADDR) ;

// Cause/ s e t up page f a u l t
p r i n t f ( " Ca l l i ng ␣PF\n" ) ;
ioctl_set_msg ( f i l e_de sc , msg , PF) ;
p r i n t f ( "Out␣ o f ␣PF\n" ) ;

// Dereference s e c r e t r i g h t b e f o r e main func t i on end
p r i n t f ( "Dere fe renced ␣ s e c r e t : ␣%c\n" , s e c r e t [ 0 ] ) ;

35



return 0 ;
}

B Side-channel example 1 — Slow Integer Addition

#include <s t d l i b . h>
#include <s td i o . h>
#include <s td i n t . h> // uint64_t
#include <x86 in t r i n . h> // rd t s cp

int main ( int argc , const char ∗ argv [ ] ) {

int l en = 1000000000;
register uint64_t t0 , t1 = 0 ;
unsigned int avg_time_add ;
int addr0 = 0 ;
int f = 0 ;

p r i n t f ( " f ␣ be f o r e ␣ loop ␣=␣%d␣\n" , f ) ;

for ( int k = 0 ; k < len ; k++) {

// TESTING FSQRT
t0 = __rdtscp(&addr0 ) ; // s t a r t time f s q r t

f += t0 ;

t1 += __rdtscp(&addr0 ) − t0 ; // accumulated end time f s q r t

}

p r i n t f ( " f ␣ a f t e r ␣ loop ␣=␣%d␣\n" , f ) ;

// Average execu t ion time o f a l l ope ra t i ons
avg_time_add = t1 / l en ;

p r i n t f ( "Average␣ execut ion ␣ time␣add␣ i n t : ␣%u␣\n" , avg_time_add ) ;

return 0 ;

}

C Side-channel example 2 — Slow Square Root Operation

#include <s t d l i b . h>
#include <s td i o . h>
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#include <s td i n t . h> // uint64_t
#include <x86 in t r i n . h> // rd t s cp

int main ( int argc , const char ∗ argv [ ] ) {

int l en = 1000000000;
register uint64_t t0 , t1 = 0 ;
unsigned int avg_time_fsqrt ;
int addr0 = 0 ;
double g , f = argc ;

p r i n t f ( " f ␣ be f o r e ␣ loop ␣=␣%l f ␣\n" , f ) ;

for ( int k = 0 ; k < len ; k++) {

// TESTING FSQRT
t0 = __rdtscp(&addr0 ) ; // s t a r t time f s q r t

// E s s e n t i a l l does "g = f s q r t ( f ) "
__asm__(

" f s q r t \n\ t " // s t (0) = square roo t s t (0)
: "=t " ( g ) : "0" ( f ) ) ;

t1 += __rdtscp(&addr0 ) − t0 ; // accumulated end time f s q r t

f = (double ) t0 ;

}

p r i n t f ( " f ␣ a f t e r ␣ loop ␣=␣%l f ␣\n" , f ) ;

// Average execu t ion time o f a l l ope ra t i ons
avg_time_fsqrt = t1 / l en ;

p r i n t f ( "Average␣ execut ion ␣ time␣ f s q r t : ␣%u␣\n" , avg_time_fsqrt ) ;

return 0 ;

}
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