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Abstract

The hypothesis that similar chemicals exert similar biological activities has been
widely adopted in the field of drug discovery and development. Quantitative
Structure–Activity Relationship (QSAR) models have been used ubiquitously in
drug discovery to understand the function of chemicals in biological systems. A
common QSAR modeling method calculate similarity scores between chemicals
to assess their biological function. However, due to the fact that some chemi
cals can be similar and yet have different biological activities, or conversely can
be structurally different yet have similar biological functions, various methods
have instead been developed to quantify chemical similarity at the functional level.
Quantmap is one such method, which utilizes biological databases to quantify the
biological similarity between chemicals. Quantmap uses quantitative molecular
network topology analysis to cluster chemical substances based on their bioactiv
ities. This method by itself, unfortunately, cannot assign new chemicals (those
which may not yet have biological data) to the derived clusters. Owing to the
fact that there is a lack of biological data for many chemicals, deep learning mod
els were explored in this project with respect to their ability to correctly assign
unknown chemicals to Quantmap clusters. The deep learning methods explored
included both convolutional and recurrent neural networks. Transfer learning/ pre
training based approaches and data augmentation methods were also investigated.
The best performing model, among those considered, was the Seq2seq model (a
recurrent neural network containing two joint networks, a perceiver and an inter
preter network) without pretraining, but including data augmentation.
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See what chemicals can do to you

Popular Science Summary

Akshai Parakkal Sreenivasan

For centuries humans have tried to find molecules/chemicals that can be benefi
cial for treating various diseases. Unfortunately the majority of these chemicals
are harmful and can even be fatal to the human body. Through advancement in
knowledge and technology, we have discovered various methods to distinguish the
useful chemicals from those that are dangerous. The costs associated with these
methods are, however, currently very high. Most of these chemicals go through a
series of carefully scrutinized experiments and pharma companies invest billion of
dollars to identify the beneficial compounds. There is therefore a significant inter
est in developing more efficient methods which can decrease not only the money
involved but also the time spent by researchers. We hope that some of the Arti
ficial Intelligence (AI) methods utilized in this project, exploring chemicals and
their biological properties, may be of benefit in this endeavour.

The knowledge gathered over the years in various fields of biology can be ex
ploited to understand chemicals and their biological effects. In this project, AI
models were explored to uncover the biological nature of a large number of chem
icals. In order to teach the AI models, training was carried out using the current
knowledge held in various databases. These databases contain information about
well studied chemicals and their biological interactions (a cascade of interactions
at the chemicalprotein and proteinprotein level). During training the AI learns to
identify the properties of the chemicals which cause them to interact with various
proteins in the human body. A well trained AI can then be used for predicting the
likely biological effects of an unknown chemical in the human body.
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As theAI can predict the properties of a chemical, it can be used to identify new po
tential drugs, and also to validate the interaction of an approved drug in the human
body and to identify possible side effects. This opens doors towards reengineering
and improving the well established chemicals, increasing their potency, as well as
aiding in the production of both biosimilar and generic drugs.

As the list of diseases is still growing, due to various factors such as life style dis
orders and xenobiotics, the demand is high for us to develop new drugs to treat
these new diseases, as well as to better tackle the existing diseases, such as can
cer and AIDS. It is hoped that the AI models developed in this project can help
towards hastening such drug development.
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Abbreviations

CNN Convolutional Neural Networks
DNN Deep Neural Networks
ECFP Extended Connectivity Fingerprints
FCDNN Fully Connected Deep Neural Networks
LSTM Long ShortTerm Memory
MF Molecular Fingerprints
MolPMoFiT Molecular Prediction Model FineTuning
QSAR Quantitative Structure–Activity Relationship
RNN Recurrent Neural Networks
SMILES Simplified MolecularInput LineEntry System
SMILESPE SMILES Pair Encoding
ULMFiT Universal Language Model FineTuning
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1 Introduction
Chemicals are the main inducers of the cascades of reactions in biological sys
tems. Although they differ structurally, they can induce similar biological reac
tions. Quantifying and finding a relationship between these chemicals is important
for developing better medicines and boosting the drug discovery process. In order
to understand the relationship between different chemicals, 2D structural finger
prints are widely used and analysed via publicly accessible tools (Bajusz et al.
2015). However, this does not necessarily provide accurate information regarding
how close these chemicals are in terms of their biological function. To quantify
the relatedness between chemicals it is also necessary to look beyond their struc
tural similarity. Comparing chemicals with respect to their biological function can
give a better understanding of how similar or different they are in biological space.

Information about the interaction of a vast number of chemicals with proteins is
available from the public database STITCH3 (Kuhn et al. 2012). This informa
tion, along with proteinprotein interactions from the STRING (Szklarczyk et al.
2018) database, can be connected to generate a network of interactions caused by
the chemicals. Several such networks were built for a large number of chemi
cals, together these networks were then used to cluster the chemicals according to
their biological activity. This method of clustering of chemicals was used in the
Quantmap (Edberg et al. 2012) approach, which utilizes the quantitative molecu
lar network topology analysis discussed above to assess the relative bioactivity of
chemical substances.

An automated version of Quantmap clustering was done by Schaal et al. 2013, us
ing inhouse databases fetched from both STITCH3 and STRING. As this method
relies on the information contained in the database, it is limited to the chemi
cals that are present therein. The functionality of Quantmap can however be ex
tended with the application of a model that can assign unknown chemicals to the
Quantmap derived clusters. The aim of the present Master’s thesis project was
therefore to build a deep learning model to perform such an assignment, i.e. to
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predict the relatedness of unknown chemicals to those in the database with respect
to their bioactivities, as opposed to their structural similarities.

Deep learning has showed exceptional performance for Quantitative Structure–
Activity Relationship (QSAR) analysis. The input feature ranges from molecular
fingerprints to simplifiedmolecularinput lineentry system (SMILES) (Weininger
1988) strings and well engineered molecular descriptors. The deep learning ap
proaches applied, for both classification and regression problems in the QSAR
field, have ranged from simple feed forward Deep Neural Networks (DNNs) to
the more complex Convolutional Neural Networks (CNNs) and Recurrent Neu
ral Networks (RNNs). These models have shown remarkable performance im
provement compared to more traditional machine learning models such as random
forests and support vector machines (Dahl et al. 2014). Deeper neural networks
(i.e. those with several hidden layers) have also proven to be superior to their shal
lower counterparts at modellingmore complex relationships (KoutsoukasA 2017).

In this study, given the impressive performance of deep learning models on bio
logical data, multiple deep learning models were evaluated and also assessed their
abilities to predict the Quantmap clusters. To compare the performance of the
models, a FCDNN (Fully Connected  Deep Neural Network, hereon referred as
DNN) model trained on the molecular fingerprints was set as the baseline model.
A subset of the entire dataset was used to make the model comparisons. In addi
tion to the DNN baseline model a CNN based model and two RNN based models
were explored. From the performance comparison between these models, the best
performing model was trained, and its hyperparameters tuned, to fit the entire
dataset. The robustness of the final model on the data was measured based on a
variety of statistics. This selected model was also further evaluated with respect to
the clusters to which it assigned an assortment of well annotated chemicals (chem
icals which were not included in the model training set).
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2 Data

2.1 Data description

Data for drugprotein interactions and proteinprotein interactions in humans was
obtained from the STITCH3 and STRING databases, respectively. This data was
further processed using the automated version of Quantmap (Schaal et al. 2013)
for generating a distance matrix between chemicals. Default parameter settings
were used for Quantmap, as these defaults perform well for classifying chemicals.
The output from Quantmap contsisted of 130259 chemicals in a 130259 * 130259
distance matrix based on their biological similarity.

Due to computational memory and processing constraints related to this distance
matrix ( 200 GB), a small subset of the data was explored using various clustering
algorithms for replicating the Quantmap data. This subset of the data could be
replicated using hierarchical clustering (Rokach & Maimon 2005) (Section 3.1),
however this approach was not computationally feasible for the entire dataset. To
cluster the data based on the entire Quantmap distance matrix, leader clustering
(Section 3.2) (Vijaya et al. 2004) was adopted. In order to validate this clustering
method, via comparison with the hierarchical clustering, a dataset of 5000 data
points was used.

Leader clustering was evaluated using a range of distance thresholds. The distance
threshold defines the distance cutoff for assigning data points to the same cluster.
The number of clusters obtained from leader clustering, for a given threshold, was
then supplied as input for hierarchical clustering of the same data. The clusters ob
tained from leader clustering were subsequently compared to those obtained from
hierarchical clustering.

In Table 1 it can be seen that as the distance decreases the clustering similarity
between the two methods increases. Hence, at smaller distances, leader clustering
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is better able to replicate the results of hierarchical clustering. The smaller the
distance parameter, the more closely related the chemicals are in biological space.

5000 datapoints
Distance Number of

clusters
Accuracy
(%)

0.80 2 48.15
0.70 33 5.70
0.60 86 13.38
0.50 144 20.76
0.40 236 32.61
0.30 408 53.81
0.20 648 72.45
0.10 1005 87.22
0.05 1393 72.64
0.01 1941 98.07

Table 1: Clustering of subset of data using both leader and hierarchical clustering and
accuracy of leader clustering compared to hierarchical clustering

Taking into consideration the closer relationship between hierarchical and leader
clustering when using a small distance setting, and the fact that with such a setting
the chemicals within the clusters share a strong biological relationship, leader clus
tering was used to process the entire distance matrix (a feasible endeavour as this
method can be applied in a batchwise setting). For further finetuning of the dis
tance parameter, multiple runs of leader clustering were performed using different
distance parameters as shown in Table 2. Clusters with support (i.e. the number
of data points in the cluster) greater than 100 were chosen for further processing
except for 0.0_gt50 where the clusters support was set to greater than 50.

A distance parameter of 0.0 signifies that the chemicals are identical biologically
(at least with respect to their protein interactions from the database used herein).
As the distance increases, the clusters become broader in their biological function.
Using a small distance parameter causes the majority of the data points to be clus
tered with support less than 100. So to obtain more data points for training and
to analyse the performance of the model on these data, larger distance parameters
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Distance 0.0 0.0_gt50 0.001 0.005 0.01 0.1
Number of clusters 251 415 249 236 227 96
Data points used 84955 96113 86526 89201 91578 112584
Data fraction used 0.6522 0.7379 0.6643 0.6848 0.7030 0.8643

Table 2: Clustering using distance of 0.0, 0.005, 0.01 and 0.1. Clusters above support
100 were selected except for 0.0_gt50 where the cluster support is 50. Data points used
shows the number of data points used in the clusters out of 130259 data points.

were also considered. Multiple models (see below) were trained on these derived
datasets.

2.2 Data preprocessing

Using the pubchem API, the required molecules were downloaded in their 3D
format (sdf format). These structures were converted to SMILES format using
RDKIT (Landrum 2006). This was done to ensure the capturing of all the chi
ral centers as using canonical (standard SMILES representation of a molecule)
or isomeric (SMILES representation of isomeric molecules and chiral molecules)
SMILES from pubchem does not necessarily include all or any stereo information.
This stereo information can be crucial as many stereoisomers express different bi
ological functions. The obtained SMILES strings were sanitized using RDKIT to
check for any missing information and to check the correctness of the molecules.
The letter case of the SMILES strings was maintained to keep the information
intact.

In the following subsections, information regarding the data inputted to the various
models explored is given. More detailed descriptions of the models are given in
Section 3.5.

2.2.1 Data for the Deep Neural Network (DNN)
SMILES strings were converted to their fingerprint descriptors (Section 3.4) as
the input for the DNNs. These fingerprints are unique and they carry 2D informa
tion of the molecule. Due to their shortness they do not contain chiral informa
tion, i.e. information pertaining to the stereo chemistry of the molecules. Models
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trained on this data may not be sufficient to fully explain the biological nature of
the molecules.

2.2.2 Data for the Convolutional Neural Netowrk (CNN)
CNNs are most commonly trained on image data, where the pixels of an image
are processed using convolutional layers. For utilizing the power of CNNs, the
SMILES format was converted to feature matrices using the method detailed in
(Hirohara et al. 2018) (see Figure 1). Unlike fingerprints, these matrices con
tain stereochemical information about the molecules and hence can accommodate
stereo molecules. As the SMILES strings are converted to their canonical format

Figure 1: Feature matrix generation. The input SMILES strings are converted to feature
matrix of size 42 X SMILES string length. This is extended to a maximum length defined
by padding the feature matrix along the yaxis. Adapted from Hirohara et al (Hirohara
et al. 2018).

before converting to the feature matrix, data augmentation (Section 3.3) cannot
be performed for this method. This also poses a challenge with imbalanced data,
where augmentation cannot be used to balance the dataset: which can improve the
model performance at both training and test time (Jannik Bjerrum 2017).

2.2.3 Data for the Recurrent Neural Network (RNN)
A SMILES string is a sequence containing atoms and their arrangement in the
2D structure of the molecule. This SMILES sequence can be augmented (Sec
tion 3.3) and preserved with stereo information while training the RNNs. The
sequence information was converted to tokens using method from Li & Fourches
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2021. Both SMILESPE (SMILES Pair Encoding, tokenization based on substruc
tures) and atomwise tokenization (Figure 2) were used to assess the performance
of the RNN. The tokenized sequences were indexed and an embedding matrix
was created. Embedding matrix contains vectors of predefined size for each word,
where the vector values would be similar for similar words. The word embeddings
for the input sequence are then passed onto the network during both training and
test time. The embedding matrix was trained during the training of the model.

Figure 2: (2a) shows atomwise tokenization and (2b) shows SmilesPE tokenization for
the compound Ibuprofen

CTThe first RNN model explored was an adapted version of the Seq2seq (Xu
et al. 2017) model. In order to minimize padding (adding zeros to the input image
to get defined output image shape) of the sequence, bucket iterator from pytorch
(Paszke et al. 2019) was used. The minimum padding, determined by the length
of the longest sequence in each batch, was added while processing. This reduced
computational demands at both training and test time. To circumvent the need to
calculate the loss for the padded sequences, the packpadded library from pytorch
was utilized.

The secondRNNmodel exploredwas theMolecular PredictionModel FineTuning
(MolPMoFiT) from Li & Fourches 2020. Both SMILESPE and atomwise tok
enization were again used for this model.
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3 Methods

3.1 Hierarchical clustering

Hierarchical clustering (Rokach &Maimon 2005) is a widely used method to par
tition data based on the distance between points, the closeness of the data points
being given in a distance matrix. This distance matrix is then used for the clus
tering. The outputted distance matrix from the automated version of Quantmap
quantifies the relatedness between chemicals in biological space. This data can be
used to partition chemical data into clusters of similar compounds with respect to
biological space. As hierarchical clustering partitions the data into k clusters, each
cluster can be thought of as a class, and hence giving class labels required for a
machine learning based classification problem.

Considering the output from automated Quantmap, the chemicals can be sorted
into clusters based on their similarity as shown in Figure 3. Increasing the number
of clusters increases the specificity of each cluster with respect to their function.

Figure 3: Partition of chemicals into 5 clusters for the output from automated Quantmap
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3.2 Leader clustering

To process the data batchwise and to as closely as possible replicate the Quantmap
results, leader clustering (Vijaya et al. 2004) was used (Figure 4). Using this
method a distance parameter is given as input, instead of the number (k) of clus
ters. Leader clustering takes a distance matrix as input and selects a random point
as the center of the clusters, called the leader of the cluster. The points with a
lower distance to the leader than the distance parameter will belong to the same
cluster as the leader. The clustering is iteratively performed until all the points
are assigned to a cluster, hence the output number of the cluster depends upon the
distance parameter given as input. The lower the distance parameter, the higher
the number of clusters, and vice versa.

Figure 4: Clustering using leader clustering, where the leader is the center of the cluster
and the data points near to the leader belong to the same cluster

Leader clustering was able to replicate the Quantmap results, when a reasonably
low distance parameter was specified, and as it could be implemented batchwise,
it was subsequently employed to cluster the entire dataset. The fact that this
method clusters chemicals based on their distances (in biological space), as op
posed to being forced to adhere to a user defined number of clusters, can be thought
of as an advantage.
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3.3 Data augmentation

Data augmentation is a method for generating more data from the existing data,
which not only helps by feeding the network with more information but also en
ables the network to generalize better to new data. There are various methods
for data augmentation depending on the data type and application (Hussain et al.
2018, Jannik Bjerrum 2017), for instance for image data common augmentations
include rotating the image and flipping across the horizontal and vertical axes. In
applications like QSAR, SMILES strings are used to represent a molecule. Each
SMILES string represents a unique molecular structure and multiple SMILES can
be derived from a single molecule. SMILES strings can thus be augmented by re
ordering the atoms in the molecules. SMILES augmentations of this nature have
shown to improve both the robustness and accuracy of the trained models (Jannik
Bjerrum 2017).

Figure 5 shows SMILES string augmentation for the molecule Ibuprofen. This
molecule can be augmented a total of 88 times. The number of augmentation for
a given molecule depends upon the size and complexity of its molecular structure.

Figure 5: On the left is shown the canonical SMILES of the molecule Ibuprofen and on
the right five randomized SMILES for the same molecule.
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3.4 Molecular fingerprints

Molecular fingerprint (MF) is a method for representing a molecule by a bits vec
tor, which indicates the existence of certain properties. MFs are widely used in
deep learning models. Unlike the SMILES string, MFs are unique to a molecule,
hence they cannot be augmented.

The most commonly used fingerprint is the Extended Connectivity Fingerprints
(ECFP) (Rogers & Hahn 2010), a class of topological fingerprints representing
particular substructures. In the present study, Morgan fingerprint (Morgan 1965),
a reimplementation of the ECFP fingerprint, was used. A radius of 2 and vector
length of 1024 were used for the fingerprint calculation. The radius parameter
determines the radius around for each atom to be considered while calculating
the fingerprint and the size of the bit vector determines how discriminative the
fingerprint is. This bit vector of the molecule was used as the input feature for the
model.

3.5 Models

There are various deep learning models that can be used to interpret the input data.
The capability of the deep learning models depend upon both the format of the
input data and the network architectures applied. In order to gauge the power of
each of the different models, multiple models were explored and compared. For
all the models, the Adam optimizer (Kingma & Ba 2014) and categorical cross
entropy loss were used.

3.5.1 DNN model
One layer in a neural network is composed of several neurons. Each neuron in a
layer is connected to every neuron in the previous layer.

A Fully ConnectedDeep Neural Network (FCDNN, referred as DNN) consists
of three types of layers (Appendix Figure 11) (Ma et al. 2015):

1. The input layer, where the molecular features/descriptors are entered.
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2. The hidden layer(s) where the the information from the previous layer is
processed and passed on to the next layer. Themore hidden layers the deeper
the network, hence the name Deep Neural Network.

3. The output layer, where the predictions of the network are generated.

The computations for a neuron consist of the addition of the outputs of all the neu
rons from the previous layer, multiplied by the trainable parameters (or weights)
for each neuronal connection, plus a bias term (akin to the intercept parameter in
a linear model). The output of this computation is then passed through a non
linear (activation) function. Commonly used activation functions for the hidden
layers include the Rectified Linear Unit (ReLU), sigmoid, Leaky ReLU (Similar
to ReLU when active but allows a small positive gradient when not active) and the
hyperbolic tangent function, tanh (Appendix Figure 12) (Agarap 2018; Maas et al.
2013; Han & Moraga 1995; Feng & Lu 2019). These activation functions capture
the nonlinearities present in the data. Of these, the ReLU is currently the most
popular as it tackles well the problem of vanishing gradients (where for very deep
networks the gradients computed during model training, via backpropagation and
gradient descent, can become too small and cannot be updated).

In a classification problem, the output layer of the DNN consists of multiple neu
rons equal to the number of classes where each neuron represents a class. The out
put of the output layer is passed through a softmax function. The softmax function,
a generalization of the logistic function to multiple classes, gives the probabilities
for the input data belonging to each class. The class with maximum probability is
selected as the prediction of the network.

3.5.2 CNN model
CNNs are widely used in computer vision applications such as image classifi
cation, image captioning and image recognition (Alzubaidi et al. 2021). Unlike
DNNs, CNNs are capable of capturing spatial information from an image dataset
with fewer parameters. A common CNN architecture (Appendix Figure 13) in
cludes multiple layers stacked in a feed forward fashion, composed of convolu
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tional, batch normalization, and activation layers and finally a max or average
pooling layer. With each pooling layer, the spatial size of the representations
shrinks. This means that deeper in the network the model has a larger receptive
field. A typical convolutional kernel is a 3x3 or 5x5matrix, the values within these
kernels represent the weights that are optimized during training. Early convolu
tional layers tend to detect basic image features, such as blobs and edges, whereas
later layers combine these features into more abstract and useful features required
for the predictive task.

It is common to have more convolutional kernels for the later layers, where there
is a larger variety of representations that can be learnt, hence as the spatial size
of the representations shrinks the channel depth increases. The output of the fi
nal convolutional layer is typically connected to a dense feedforward network.
For classification tasks the output from the feedforward network is then passed
through a softmax function for the final class label prediction.

3.5.3 RNN model
RNNs are capable of understanding sequence data and are useful for extracting
temporal information from data. Due to the RNNs recurrent nature, variable length
sequences can be used as input. Preprocessed SMILES strings were used as input
for the RNNs (Section 2.2.3). In order to capture dependency of a specific token
on the input sequence, long shortterm memory (LSTM) (Hochreiter & Schmid
huber 1997) cells were used for the Seq2seq model (Xu et al. 2017). This model
is further explored by using it both with and without a network pretraining stage.
Another StateOfTheArtmodel for natural language processing is Universal Lan
guage Model Finetuning (ULMFiT), which was adapted into Molecular Predic
tion Model FineTuning (MolPMoFiT) (Li & Fourches 2020) for chemical clas
sification. As in the Seq2seq model, MolPMoFiT consists of pretraining of RNN
layers with large set of data. During the pretraining stage, the model is trained to
predict the next text/atom in the input sequence, priming the model for compre
hending chemicals and their substructures.
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1. Seq2seq

The Seq2seq (Xu et al. 2017) model consists of a perceiver and interpreter
(Appendix Figure 14) network. Both networks consist of RNN cells, which
receives a sequence of data. The data is preprocessed as detailed in Section
2.2.3 and passed to the network either as a onehot encoding or in the form
an embedding matrix. Since onehot encoding posses a limitation to un
derstand the relation between two sets of input strings (in this case chemical
substructures), training an embeddingmatrix to quantify the relationship can
overcome this. The embedding matrix was trained during the pretraining
process of the network.

Initially the perceiver and interpreter networks were trained on a large set of
data. This training was done in selfsupervised manner without the need of
labelled data. The input data is passed to the perceiver network in sequence,
and the hidden state output from the last cell of the perceiver network is
passed on to the interpreter network. The interpreter network is fed with
the same information as the perceiver network, in addition to a start token.
The output from each cell of the interpreter network is then used to predict
the input sequence. This pretraining procedure trains the network to under
stand the structure of the input data.

During the fine tuning procedure, the interpreter network is removed from
the model and the perceiver network is connected to a fully connected net
work. The input is provided to the perceiver network and the output hidden
state of the final cell is fed to a fully connected network to perform classifi
cation/regression. Fine tuning is done in multiple stages. Initially the RNN
layers are frozen and only the fully connected network is trained. This is
continued by sequentially unfreezing and training each layer of the RNN,
starting from the final RNN layer and ending at the first layer. During each
stage, the learning rate is reduced in order to prevent drastic changes in the
pretrained network’s weights. The embedding matrix is not trained further
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during the fine tuning of the model.

The above Seq2seq network was explored with and without pretraining. In
order to not lose information from longer molecules LSTM cells were used
instead of simple RNN cells. Compared to traditional RNNs, LSTMs are
superior at capturing long range dependencies between tokens in the given
input sequence. The LSTM consists of cell states and hidden states for the
sequence, where the cell state retains memory from earlier in the sequence
and the hidden state is fed the output generated by the previous cell state
(Hochreiter & Schmidhuber 1997). Cell state memory is used to capture
the inter dependency of tokens in the input string. The hidden state of the
final cell was passed on to an interpreter network, in the case of Seq2seq
translation, or to a fully connected (FC) layer for classification/regression.

2. MolPMoFiT

MolPMoFiTmethodwas used fromLi&Fourches 2020, whichwas adapted
from ULMFiT. The training of the model consists of three stages (Appendix
Figure 15):

(a) Pretraining the network on a large set of data. In this case all the
SMILES strings from STITCH3 database were used.

(b) Finetuning the general model using a task specific data to a task spe
cific languagemodel (Since the original idea is to implement themodel
for natural language processing, nomenclature was adapted from it).
This step is optional and provides a slight difference in performance.
In the case of molecular data, where the vocabulary size is small, this
step can be ignored.

(c) The above task specific language model is fine tuned to a classification
or regression model for the task at hand.

The pretraining of these languagemodels are selfsupervised, whereby they
can be trained on the data without the need of labels. This helps the model to
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learn from large amounts of data, hence reducing the input data required for
the task specific training and also to enable training the model on a smaller
data set.

4 Results

4.1 Model exploration

A pilot study was conducted on a smaller data set in order to explore multiple
models and their performances. A data set of 5000 data points were clustered
into five clusters using hierarchical clustering (Section 3.1). Clusters of sizes 714,
1887, 1894, 259 and 228 were obtained. From the obtained clusters, two clusters
of sizes 259 and 228 were used for training and evaluation of different models.
The data was divided into training, validation and test set, with 70%, 15% and
15% of data respectively.

4.1.1 DNN model
A basic DNN, consisting of 3 hidden layers, with 4096 neurons in each layer,
and a dropout (Srivastava et al. 2014) rate of 0.4, was used. Where dropout is
a regularisation technique in which neurons from the hidden layers are randomly
excluded during the training process. The input molecules for the DNN were the
processed versions detailed in Section 2.2.1. The model was trained for 60 epochs
and it started overfitting after 33rd epoch. The best model was obtained at the
33rd (Figure 6) epoch with training and validation statistics mentioned in Table
3. In Figure 6, as well as showing the training and validation curves, a confusion
matrix for the validation data is also shown. Similar figures are given below for
the other deep learning models explored. Note that the numbers in the confusion
matrices are not always directly comparable due to various factors (e.g. different
length cutoffs for the molecules used in the models). These factors are explained
in the forthcoming text.
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Figure 6: (a) Graph showing training and validation loss of the DNN model. The model
shows overfitting after 33rd epoch, but further trained to see the trend of the graph. (b)
Confusion matrix for the validation set using the model saved from the 33rd epoch

4.1.2 CNN model
The CNN network from Hirohara et al. 2018 was used. This network consists of
two convolutional layers connected to a fully connected network. The SMILES
representations for the molecule were converted to feature matrices, as detailed
in Section 2.2.2 and given as input to the network. To limit the length of the se
quence, molecules with a length greater than 400 were excluded. For capturing
the features of a given atom and its neighbouring atoms during filtering, a win
dow size of (11,42) was used for the first convolutional layer followed by average
pooling with window size of (5,1). In the second convolutional layer, a window
size of (11,1) was used followed by average pooling with (5,1). The output of the
second convolutional layer was max pooled with a window size of (400, 1) and
passed on to a fully connected layer of 96 neurons and finally sent to the output
layer for classification. A dropout rate of 0.2 was used in the fully connected layer.
Leaky ReLU activation functions were used across the network. The network was
trained for 50 epochs and shows high variance (higher difference between training
and validation accuracy) for the dataset (Table 3, Figure 7).
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Figure 7: (a) Training and validation loss graph of the CNN model. The models shows a
warm up phase during the initial epochs, then improves its performance on the validation
set. (b) Confusion matrix for the validation set has improved compared to the DNNmodel.

4.1.3 Seq2seq
1. With pretraining The network was pretrained using data from the STITCH

database. Both perceiver and intrepreter networks consist of 3 layers with
an embedding size of 400, network hidden state size of 1024 and with a
dropout rate between the layers of 0.4. For the models using RNN (eg:
Seq2seq models and MolPMoFiT), atomwise tokenization was used with a
sequence length cutoff of 150. The data was augmented by a factor of 2 for
the pretraining. The network was pretrained for 10 epochs and obtained a
training loss of 0.3195 and a validation loss of 0.4415. This corresponded
to training and validation accuracies of 0.8979 and 0.86, respectively.

The model was fine tuned for 50 epochs with the pilot data (Figure 8). The
final model had higher variance and lower performance compared to the
previous models (Table 3). Confusion matrix for the validation set shows
increased false positives and false negatives compared to the previous mod
els. Hence indicates model’s shortfall in classifying the data.
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Figure 8: (a) Training and validation loss graph of the model shows a flatline performance
for the validation set after 20th epoch. Whereas the training set performance improved
gradually.(b) Confusion matrix for the validation set.

2. Without pretraining A model with a reduced number of parameters was
used to only train the perceiver network. The number of parameters were
reduced to prevent overfitting of the model on the pilot data. To compensate
for the lack of data for training themodel, the data was augmented by a factor
of 2. A network with an embedding size and a hidden state size of 50 were
used, together with a dropout rate of 0.4. The training was carried out for
150 epochs and the best model was obtained at the 95th epoch 9 (Table 3).

Figure 9: (a) The training loss shows a linear downward trend, while the validation loss
displays decreasing fluctuating loss until the 95th epoch. The model tends to overfit on
the training data afterwards. (b) Confusion matrix for the validation set. Note that data
augmentation was also used at validation time.
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4.1.4 MolPMoFiT
The StateOfTheArt language model ULMFiT was adapted and used for classifi
cation of molecules by Li & Fourches 2020. The model consists of an embedding
size of 400, with 3 layers of LSTMs with hidden sizes of 1152, 1152 and 400 re
spectively. Initially the model was pretrained using SMILES data from STITCH
database to obtain a training and validation loss of 0.6089 and 0.5751, with vali
dation accuracy of 0.7974.

This general model was fine tuned to task specific language model for classifica
tion using the pilot data. The training shows convergence on both training set and
validation set data (Figure 10), with final model having higher variance similar to
CNN model (Table 3).

Figure 10: (a) Both training and validation set has steady decrease in loss, while the
model converges around 15th epoch. (b) Confusion matrix for the validation set shows
the model has considerable performance on both the classes.

‘

4.1.5 Model selection
Multiple models were assessed based on their performances on the pilot data, in
order to select the best model for our Quantmap based cluster classification. Sum
marised results can be found in Table 3. From this it can be seen that all models
performed reasonably well on the training data. As the Morgan fingerprint cannot
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capture the stereo information of the molecules, the DNN models were omitted
from further analysis. When comparing the performance of the remaining models
(in terms of the validation loss), Seq2Seq with pretraining performed the worst,
whereas same model, but without pretraining, performed the best. Further inves
tigation is required to uncover why pretraining did not help and whether or not it
is a general phenomenon for our Quantmap data (e.g. would it also be so with a
different training and validation split?).

Model Train Validation
Loss Accuracy Loss Accuracy

DNN 0.0742 0.9938 0.3779 0.8438
Smiles CNN 0.0287 1.0 0.3484 0.8906
ULMFIT 0.0685 0.9911 0.2776 0.9041
Seq2Seq (with
pretraining)

0.4587 0.7827 0.5596 0.7222

Seq2Seq (with
out pretraining)

0.2076 0.9233 0.2591 0.8958

Table 3: Performance of models on the pilot data

4.2 Final model

As the Seq2seq model without pretraining showed the best performance on the
pilot data, it was selected for training on the entire dataset. Data was generated
based on different distance parameters as detailed in Section 2.1. A network was
created with 3 layers of LSTMs with a hidden state size of 1140. The last layer of
LSTM was connected to a fully connected network with 1024 neurons and to the
last output layer with same numbers of neurons as there were Quantmap clusters.
A training batch size of 128 was used, with an embedding size of 400 X length of
the vocabulary. For both LSTM layers and for the fully connected part of the net
work, a dropout rate of 0.4 was used. Performance of the model for the different
distance parameter settings was assessed using both atomwise tokenization and
SmilesPE tokenization (see Section 2.2.3). Table 4 shows the performance of the
above model on various clusters of data obtained. The data was divided into 3 sets,
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training, validation and test sets with 80% data for training, 10% for the validation
and 10% for the test. Each model was trained for 100 epochs and accuracy and
loss on the validation set were used as primary metric to assess the performance
of the model on the different datasets, i.e. the optimal distance parameter setting.

Data Train Validation
Loss Accuracy Loss Accuracy F1 score

0.0 0.1630 0.9267 0.6681 0.8403 0.82
0.0_gt50 0.2445 0.8715 0.8717 0.7819 0.77
0.001 0.1623 0.9291 0.7394 0.8358 0.82
0.005 0.2047 0.8298 0.8687 0.7376 0.76
0.01 0.2310 0.7633 0.9080 0.6762 0.73
0.1 0.8360 0.2301 2.1491 0.1906 0.42

Table 4: Performance of themodel on the different clusters of data. Atomwise tokenization
was used to assess the performance.

From Table 4 it can be seen that the performance of the model degrades consid
erably as the distance used for the clustering increases. As the clustering distance
increases, the molecules becomes more indistinct and the model fails to achieve
information to separate the molecule from one another.

Excluding the clustering with a distance parameter of 0.1, a different set of mod
els were trained using SmilesPE tokenization (Table 5). From Table 4 and 5, it
can be seen that atomwise tokenization and SmilesPE tokenization performed ap
proximately equally. The models were trained for 50 epochs and achieved conver
gence. However with using SMILESPE tokenization, a shorter training time was
required (2 hours compared to 10 hours of training needed for themodel with atom
wise tokenization). Also due to pairing of atoms in this method, the length of the
input sequence reduced significantly which can overcome the difficulty of training
LSTMs on very long sequence data. Considering these advantages of SMILESPE
tokenization over atomwise tokenization and also due to increased computational
demand while using atomwise tokenization with augmentation, SMILESPE tok
enization was used for further development of the model.
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Data Train Validation
Loss Accuracy Loss Accuracy F1 score

0.0 0.1379 0.9311 0.6634 0.8365 0.82
0.0_gt50 0.2096 0.8856 0.8880 0.7968 0.76
0.001 0.1795 0.9176 0.8553 0.8035 0.79
0.005 0.1834 0.8296 0.9108 0.7359 0.77
0.01 0.1708 0.7855 0.9628 0.6660 0.73

Table 5: Performance of the model on the different clusters of data. SMILESPE tokeniza
tion was used to assess the performance.

In order for the loss function to compensate for imbalanced data in the clusters,
a class weight was provided for each class/cluster of data. The class weight was
calculated for each class using the total number of elements of each class divided
by the total number of elements in the data.

Since most of the classes only contain a few elements, data augmentation ( Section
3.3) was utilized. To balance the classes with less data, the data in the class was
augmented until it equaled the number of data points in the biggest class. How
ever, since augmented data does not provide novel features for the data class, class
weights were also used. Table 6 shows an improvement in model performance as
a consequence of applying this data augmentation on SMILESPE tokenization
method. The data was augmented by a factor of 2 for the largest class and other
classes were scaled up to meet the number of data points in the largest class. The
models were trained for 25 epochs to reach convergence.

Comparing Table 4, Table 5 and Table 6, it can be seen that themodel with augmen
tation has lower loss on both training and validation data. Except for the clusters
0.0, 0.0_gt50, the models show increased accuracy when using data augmentation.
Therefore, for the final model, the best model from Table 6 was selected based on
validation loss, accuracy and F1 score. The model’s performance on the 0.001
dataset was slightly higher compared to the second best model 0.0. The selected

26



Data Train Validation
Loss Accuracy Loss Accuracy F1 score

0.0 0.1380 0.9145 0.5920 0.8203 0.82
0.0_gt50 0.2186 0.8513 0.8248 0.7493 0.74
0.001 0.1321 0.9126 0.5773 0.8305 0.83
0.005 0.1232 0.9003 0.7003 0.8013 0.80
0.01 0.1498 0.8853 0.7235 0.7857 0.78

Table 6: Performance of themodel on the different clusters of data after data augmentation
when using SMILESPE tokenization.

model (with 0.001 distance parameter for the clustering, and augmentation) was
applied on the test dataset, where it gave an accuracy, loss and F1 score of 0.82,
0.6499 and 0.82, respectively.

4.3 Model evaluation

A further evaluation of the model on unseen data was carried out using well an
notated drug molecules with (i) similar function and different chemical structure
and (ii) with similar chemical structure and different function. Chemical com
pounds were selected from Kubinyi 2002 and also from drug bank (Wishart et al.
2007) for well known chemicals. These chemicals were analysed separately by
groups of chemicals with high similarity. The SMILES format corresponding to
each chemical was augmented 1000 times and the average prediction was used as
the output cluster for the chemical. To obtain the function of the clusters in the
data, the function of the proteins with which the chemicals in each cluster inter
acts was extracted using the STITCH database. Hence each class was assigned
functions. As the majority of the clusters have multiple proteins in them, they are
multifunctional in nature.

From appendix Table 7, it was seen that Norepinephrine acts as a αadrenergic
agonist, epinephrine acts as both α and βadrenergic agonist, isoproterenol as β
adrenergic agonist and dichloroisoproterenol as βblocker. For the chemicals nore
pinephrine, epinephrine, and isoproterenol, data from drug bank were obtained.
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The drug bank data supports the data from the article, also contains information
about other receptors with which these chemicals would interact with. This data
was compared with the output prediction from our model. For the model 0.001,
norepinephrine, epinephrine, and isoproterenol show interactions with proteins
ENSP00000358301, ENSP00000305372, ENSP00000343782, and ENSP00000
280155. Where the first three proteins are Beta1,2,3 adrenergic receptor and the
last one is Alpha2A adrenergic receptor. Dichloroisoproterenol does not show
any direct evidence as a beta blocker, but interacts with enzymes ENSP0000036795
9, ENSP00000276198 and ENSP00000258400 which can act as receptors for psy
choactive substances which are one of the receptors for beta blockers.

Morphine and nalorphine are agonist and antagonist respectively for the same re
ceptor (Appendix Table 8). From drug bank it was seen that the chemical morphine
interacts with opioid receptors. From the predictions from our model, morphine
and nalorphine interact with ENSP00000394624, ENSP00000234961, ENSP0000
0265572, ENSP00000277010 and ENSP00000290291, which are Mutype opi
oid receptor, Deltatype opioid receptor, Kappatype opioid receptor, Sigma non
opioid intracellular receptor and Opioid growth factor receptor.

Androgen is a male sex hormone and estrogen is a female sex hormone (Appendix
Table 9). For themolecule androgen, enzymes ENSP00000363822,ENSP0000036
9816 and ENSP00000260433 which are androgen receptor, androgen transport
protein and aromatase that converts aromatic C18 estrogens from C19 androgens
respectively shows true prediction made by the model. Also there are other pro
teins such as ENSP00000254122 (development of follicle and spermatogenesis),
ENSP00000276414 (secretion of gonadotropins), ENSP00000292427 (aromati
zation of androstendione to estrone), ENSP00000301407 (chorionic gonadotropin
beta subunit), ENSP00000301408(chorionic gonadotropin beta subunit), ENSP00
000347582 (chorionic gonadotropin beta subunit), ENSP00000348545 (chorionic
gonadotropin beta subunit), ENSP00000349954 (chorionic gonadotropin) and ENS
P00000352295 (chorionic gonadotropin beta subunit) which have direct/indirect
interaction with androgen. For the molecule estrogen, the model did not show any
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direct evidence from the predicted proteins. And it shows interactions same as the
molecules morphine and nalorphine from appendix Table 8. Further investigation
have to be conducted to understand the relationship between estrogen and the pre
dicted proteins.

From appendix Table 10, penicillin and ampicillin are well annotated in the drug
bank but there are no entries for amoxicillin. The model is used to predict the
function of amoxicillin and to validate the model, penicillin and ampicillin were
used. From the prediction, enzymes ENSP00000365686 and ENSP00000290866
are Solute carrier family 15member 1 andAngiotensinconverting enzyme respec
tively. It is seen that, the model was able to find a suitable class for both penicillin
and ampicillin, which matches the drug bank information. From this it can be
deduced that amoxicillin interacts as like the drugs penicillin and ampicillin.

5 Discussion
To predict the Quantmap clusters for chemicals with a lack of biological data,
deep learning was utilized in this project. Deep learning models are widely used
in QSAR analyses, wherein they have shown remarkable performance. Due to the
complexity of biological data, deep learning is often the preferred approach over
traditional machine learning models such as linear regression, random forests and
support vector machines. The improved performance of deep learning models
over other machine learning models for exploring biological data was discussed
by Dahl et al. 2014. Considering these performance gains, multiple deep learning
approaches were considered for this Master’s project.

The most basic approach consisted of using molecular fingerprints such as ECFP
and Morgan fingerprints for classification. Since the input data is the 2D rep
resentation of the molecule, the model cannot classify molecules based on their
stereochemistry. Chiral compounds are one such instance where the DNN model
fails. Hence the chemical data had to be better represented prior to being input to
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the model.

Hirohara et al. 2018 developed amethod to generate a featurematrix fromSMILES
data, which preserves the stereo information of the molecules. The input SMILES
data is converted to their canonical form before converting to a feature matrix.
The data translated to feature matrices were classified using the CNN architecture
described in Hirohara et al. 2018. Themodel showed a fair improvement in perfor
mance compared to the DNNmodel. The major drawbacks of this method include
difficulties in the processing of longer sequences (longer padding for shorter se
quences can make the model overfit on the padded region) and the inability to
use randomized/augmented SMILES. Other sateoftheart CNN models, such as
VGG11 and VGG16, were also explored, but performed poorly on the given input
data (results not shown).

To compensate for varying length of the input sequences, neural networks using
RNN cells were chosen. StateOfTheArt methods used in Natural Language
Processing (NLP) such as ULMFiT and Seq2seq translator were utilized for clas
sification of the chemicals. These models were significantly better compared to
both the CNN and DNNmodels. The Seq2seq model without pretraining gave the
best performance on the pilot data, hence this model was used for training on the
larger data set.

As the LSTM cells take a relatively long time to train and in order to keep the
longer input sequence information intact, SMILESPE tokenization was utilized.
Along with the SMILESPE tokenization, data augmentation was used to balance
the classes. These methods showed a performance gain on the models, hence a
final model was chosen based on how well it represents the data using Table 6.

An improved performance could be achieved with other StateOfTheArt meth
ods. For example, attention models, transformers and bert (Xu et al. 2017; Karpov
et al. 2020; Wang et al. 2019) are all worthy of further consideration. The above
chosen Seq2seq model could be further improved by better data preprocessing
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and data imputation. In fact, better data preprocessing and imputation could uti
lize all the molecules from the Quantmap output (compared to reduced amount
of data used after clustering (see Table 2)) to be used for training a deep learning
model.

The chosenmodel however showed interesting and relevant predictionswhen com
pared to the empirical knowledge from drug bank. For the molecules explored,
the model uncovered additional and potentially relevant enzymes (alongside those
from drug bank) with which the chemical may interact. This highlights the poten
tial benefit of our approach with respect to identifying potential biological effects
of unknown chemicals.

Even though the model gave reasonable predictions for most of the molecules, es
trogen was assigned to the same class as morphine. This can be explained in two
ways: (i) there was not enough evidence to prove the interaction of estrogen with
these receptors in the class (ii) the model made an incorrect classification. Cases
of the former type could aid in future research for identify novel interactions by
chemicals, or to expose overlooked interactions (helpful for understanding the side
effects of molecules). Cases of the later type could be solved by incorporating con
fidence into the model output. Conformal prediction (Shafer & Vovk 2008) is one
such method which enables incorporating confidence into the predictions made.
Based on this method the prediction can be accepted or rejected, based on a user
defined certainty threshold. The utility of conformal prediction for QSAR mod
elling has been well established (see e.g. Eklund et al. 2012).

It is also possible that these chemicals may belong to multiple classes, based on
the proteins with which they interact. Although a molecule may have its major
interaction with proteins in one class it may also have relevant interactions in other
classes. The conformal predictionmethod detailed abovemay also be useful in this
respect, in that it can return all the potential classes a chemical may belong to, for
a given confidence threshold.
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6 Conclusion
In this project a deep learning model, capable of predicting the Quantmap clusters
of chemicals for which experimental data is currently unavailable, was developed.
This development took the form of selecting the best performing model from a set
of candidates, including both convolutional and recurrent neural networks. The
selected model, a recurrent neural network variant, achieved noteworthy perfor
mance for the data set explored. These models reveal the prospects of deep learn
ing that can be exploited to annotate biological information. However, improved
model performance could potentially still be gained using other StateOfTheArt
models which were not explored in this thesis (due to time limitations). With the
accelerated advancements in machine learning and increases in size and quality of
experimental data, more powerful models will likely be deployed in the future for
QSAR. In spite of the potential avenues for improvement, I believe that the current
model can still be used for shedding light upon the potential biological effects of
unknown compounds.

7 Future work
The prediction of Quantmap clusters using deep learning has provided results
which can be utilized for real world applications. With the view to improve the
model to predict multiple classes for a chemical, a cutoff value will be introduced,
either based on conformal prediction, or more simply by just by the softmax proba
bilities output from the models. These predicted classes can then be ranked. Along
with this, I plan to develop a web interface, thus wrapping the model up as a tool.
Where the input for the tool would be CID/SMILES string and the output would
contains the list of potentially interacting proteins ranked according to the predic
tions.
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9 Appendix

Figure 11: A basic DNN architecture
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Figure 12: Common activation functions used in neural network. x represents the input
value to the activation function and a in the Leaky ReLU represents a very small value eg.
0.01.

Figure 13: A basic CNN architecture. The input feature matrix/image is passed on to the
network. After multiple layers of convolutional and pooling layers, it is connected to a fully
connected network for classification/regression.
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Figure 14: (a) A Seq2seq model consisting of both perceiver and interpreter network. The
model is pretrained by provding input to the perceiver network and followed by the output
of the perceiver network along with the input string is used to predict the input string by
interpreter network. (b) Finetuning of the Seq2seq by connecting the pretrianed perceiver
network to the dense fully connected layer for classification/regression. Adapted from
Zheng Xu et al (Xu et al. 2017)
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Figure 15: Stages in training MolPMoFiT for classification. A general model is pretrained,
then, using task specific chemical data, it is finetuned. This second step is optional and
can be skipped to third step, where it is fine tuned to a classification model. Adapted from
Li & Fourches 2020
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Table 7: Results from the model for the compounds norepinephrine, epinephrine, iso
proterenol, and dichloroisoproterenol are given in column ”Enzymes from model”. And
results from the article (Kubinyi 2002) and drug bank are mentioned in the ”Paper” and
”Drug bank column” respectively.

Table 8: Results from the model for the compounds morphine and nalorphine are given
in column ”Enzymes from model”. And results from the article (Kubinyi 2002) and drug
bank are mentioned in the ”Paper” and ”Drug bank column” respectively.
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Table 9: Results from the model for the compounds androgen and estrogen are given in
column ”Enzymes from model”. And results from the article (Kubinyi 2002) and drug bank
are mentioned in the ”Paper” and ”Drug bank column” respectively.

Table 10: Results from the model for the compounds penicillin,ampicillin, and amoxicillin
are given in column ”Enzymes from model”. And results from the article (Kubinyi 2002)
and drug bank are mentioned in the ”Paper” and ”Drug bank column” respectively.
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