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Abstract

Accelerating Sustainability Report Assessment with
Natural Language Processing

Lea Renmarker & Emma Välme

Corporations are expected to be transparent on their sustainability
impact and keep their stakeholders informed about how large the impact 
on the environment is, as well as their work on reducing the impact in 
question. The transparency is accounted for in a, usually voluntary, 
sustainability report additional to the already required financial
report. With new regulations for mandatory sustainability reporting in 
Sweden, comprehensive and complete guidelines for corporations to follow 
are insufficient and the reports tend to be extensive. The reports are 
therefore hard to assess in terms of how well the reporting is actually 
done. The Sustainability Reporting Maturity Grid (SRMG) is an assessment 
tool introduced by Cöster et al. (2020) used for assessing the quality
of sustainability reporting. Today, the assessment is performed manually 
which has proven to be both time-consuming and resulting in varying 
assessments, affected by individual interpretation of the content. This
thesis is exploring how assessment time and grading with the SRMG can be 
improved by applying Natural Language Processing (NLP) on sustainability 
documents, resulting in a compressed assessment method - The Prototype. 
The Prototype intends to facilitate and speed up the process of
assessment. The first step towards developing the Prototype was to
decide which one of the three Machine Learning models; Naïve Bayes (NB), 
Support Vector Machines (SVM), or Bidirectional Encoder Representations 
of Transformers (BERT), is most suitable. This decision was supported by 
analyzing the accuracy for each model and for respective criteria in the 
SRMG, where BERT proved a strong classification ability with an average 
accuracy of 96,8%. Results from the user evaluation of the Prototype 
indicated that the assessment time can be halved using the Prototype,
with an initial average of 40 minutes decreased to 20 minutes. However, 
the results further showed a decreased average grading and an increased 
variation in assessment. The results indicate that applying NLP could be 
successful, but to get a more competitive Prototype, a more nuanced 
dataset must be developed, giving more space for the model to detect 
patterns in the data.
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Populärvetenskaplig sammanfattning
De senaste åren har klimatfrågan och initiativ för en mer hållbar framtid accelererat. Fler och
fler har förstått att jordens resurser är begränsade och att sättet vi lever på idag förbrukar
dessa i en ohållbar takt. I takt med att medvetenheten kring denna fråga har växt, har även
förväntningar på att alla ska dra sitt strå till stacken ökat. Denna medvetenhet har även legat
till grund för att intressenter vill ha en bättre inblick i företags verksamheter, och företag
förväntas vara transparenta gentemot sina intressenter. I denna transparens förväntas företag
rapportera om sina sociala och miljörelaterade åtaganden. År 2014 införde EU krav om att
större företag är tvungna att rapportera om detta i en årlig hållbarhetsrapport. I dagsläget
saknas dock tydliga riktlinjer för hur en hållbarhetsrapport ska vara utformad och hur
nyckeltal ska redogöras för och strukturen varierar därav mycket. Hållbarhetsrapporterna har
därför en tendens att ofta vara långa och det kan vara svårt att ta till sig innehållet. För att
försöka underlätta för intressenter att ta del av, samt bedöma innehållet har olika
forskningsansatser gjorts för att ta fram ramverk som en riktlinje för hur rapporten bör
granskas. Ramverket Sustainability Report Maturity Grid (SRMG) har utvecklats av forskare
som ett verktyg att bedöma hur väl ett företag rapporterar sina sociala och miljörelaterade
åtaganden. SRMG utgörs av en matris med sex olika bedömningsområden som respektive
bedöms på en skala från 0-5, där 5 avser en mycket välgjort rapportering, och 0 en icke
välgjord rapportering. I dagsläget utförs bedömning av rapporter manuellt, där ramverket
används för att sätta poäng på hur väl olika delar i rapporten rapporteras. Detta är både
tidskrävande och påverkas av individuella tolkningar av den som utför bedömningen. Om det
i framtiden skulle genomföras jämförelser av nivån på rapporteringen mellan olika företag,
eller mellan olika branscher, så väntas en tidskrävande insamling av bedömningar och en
lösning på detta vore önskvärt.

Natural Language Processing (NLP) är ett område inom maskininlärning vars funktion är att
lära sig tolka och efterlikna det mänskliga språket. Inom området finns en mängd olika
modeller som är konstruerade att på olika sätt se mönster i datat den förses med och på så sätt
kunna kategorisera texter med olika tillvägagångssätt. Detta bygger vanligtvis på metoden
supervised learning, eller övervakad inlärning, där till exempel meningar från en text på
förhand har kategoriserats manuellt. Dessa meningar utgör sedan ett dataset som modellen
tränar på för att urskilja mönster bakom kategoriseringen och kan sedan använda dessa
mönster för att kategorisera nya, inte tidigare sedda, meningar. I takt med digitaliseringen och
den ökade tillgången av textbaserad data har användningsområdena för NLP ökat och nya
modeller utvecklas för att bemöta behovet av att kunna analysera datan. NLP har med
framgång använts för att skapa t.ex. chatbots och spamfilter för mail, som helt enkelt bygger
på att en modell har fått träna på en mängd klassificerad text och lärt sig urskilja
formuleringar av vissa typer av frågor eller uppbyggnaden av mail från okända avsändare.
NLP kan även bygga på oövervakad inlärning, där t.ex. långa textdokument kan
sammanfattas genom att modellen returnerar de delar av en text som anses statistiskt viktigast
för textens sammanhang.



Detta examensarbete har tagit utgångspunkt i de observationer som gjorts kring användandet
av SRMG och undersökt huruvida appliceringen av NLP på dessa typer av dokument kan
förkorta tiden för en bedömning samt minska variationen i bedömningen. För att undersöka
detta har tre olika modeller inom NLP, som samtliga bygger på övervakad inlärning, använts
på ett klassificerat dataset. Klassificeringen av meningar har gjorts med avseende på om
meningen anses besvara något utav områdena i SRMG-matrisen. Den modell som visade bäst
resultat har sedan legat till grunden för en komprimerad bedömningsversion, kallad
Prototypen. Syftet med Prototypen är att minska omfång på hållbarhetsrapporten inför
bedömning, men samtidigt ta med de viktigaste aspekterna som förväntas kunna besvara
frågorna i matrisen och ligga till grund för en rättvis bedömning. För att avgöra hur väl
Prototypen fungerade genomfördes ett användartest av personer som bedömdes vara
tillräckligt insatta i hållbarhetsrapportsbedömning och SRMG för att ge giltiga resultat.
Resultat från användartestet indikerade att Prototypen nästintill kunde halvera tiden för att
genomföra en bedömning. Däremot visade det sig att rapporterna generellt fick lägre
bedömningar samt att variationen ökade, vilket tyder på att viss viktig information faller bort
med Prototypen och är något som bör undersökas vidare. Studien indikerar att appliceringen
av NLP på hållbarhetsrapporter är mycket lovande och har potential att underlätta
bedömningsprocessen men kräver något ytterligare förfining för att i dagsläget kunna ersätta
den manuella metoden.
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1. Introduction

People are constantly surrounded by expectations. Expectations to fit into the ideal,
expectations to perform well, expectations to take care of their loved ones. These
expectations are based on a constant comparison with others, which has etched itself as an
important element of the social context. We are created to grow into these ideals of
comparison. The school system also strengthens this view, with pupils being graded at an
early age to demonstrate their abilities. In the corporate world, this comparison has mainly
revolved around financial factors, but in recent years new indicators have entered the space of
corporate reporting. The acceleration of environmental changes on Earth has brought new
light to the importance of everyone's contribution to a more sustainable planet. Now,
economic as well as social, and environmental factors play a significant role. These
non-financial factors accounted for in sustainability reporting, have become an additional
component of annual corporate reporting. However, there is currently no clear grading system
for the quality of corporate sustainability reporting. To bring balance to our competitive
society and be able to compare and evaluate the corporate sustainability work, there is a need
for this.

Grading, comparing, and verifying the content of sustainability reports is currently
problematic and time-consuming. The Global Reporting Initiative's sustainability reporting
standards (GRI-Standards), which are prominent in the market, leave a lot of room for
self-interpretation. This leads to inconsistencies in the content of reports (Isaksson and
Cöster, 2018). Sustainability reporting aims to gain an insight into how companies are taking
active responsibility in sustainable development. Sustainable development is defined as the
“Development that meets the needs of the present without compromising the ability of future
generations to meet their own needs” (Brundtland, 1987). Within quality management,
sustainable development can be referred to as doing the right thing and doing it the right way
(Cöster, Dahlin and Isaksson, 2020). Based on the quality management approach and the
GRI-Standards, Cöster et al.(2020) have proposed a tool for assessing sustainability reports,
the Sustainability Report Maturity Grid (SRMG). Although the SRMG has a clear structure,
the evaluations of the model demonstrate that assessment with the model yields highly
variable results. It is also considered time-consuming to conduct an assessment. To get an
overview of an entire industry is therefore difficult. By reducing human involvement, this
thesis aims to reduce both time and assessment variation. Machine learning (ML) is a field
within artificial intelligence (AI), developed for computers to learn patterns from data.
Natural language processing (NLP) is a subfield within AI, specifically developed to interpret
the human language. The textual data from sustainability reports contain valuable insights
that could likely be more easily accessed through data processing tools.

This thesis aims to examine how NLP and ML methods applied to sustainability reports can
help improve the assessment, with regards to reducing time spent on evaluation, and variation
in results. The output from the different methods has been compiled in a document, supposed
to give the reader of the sustainability reports a compressed version less extensive than the
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original. To evaluate how well the concluded document serves as a substitute, a user test with
teachers and assistants within the section of quality management at Uppsala University was
performed.

To fulfill its purpose, this thesis aims to answer the following research questions:

■ Can important data be extracted from sustainability reports with NLP and ML
methods?

■ Can NLP and ML methods reduce the assessment time of sustainability reporting?
■ Can NLP and ML methods reduce the variation in grading of sustainability reporting?

1.1 Delimitation
The sustainability reports collected for this thesis are in PDF format. Techniques for
extracting textual content from a PDF differ for different types of PDF formats. The thesis is
thus delimited to handling sustainability reports compatible with the chosen extraction
method. Further delimitation has been to only study reports composed in English. This choice
is due to most libraries for NLP being implemented for the English language, thus better
results were expected from this delimitation.

1.2 Concepts
AI - Artificial Intelligence
ML - Machine Learning
NLP - Natural Language Processing
TBL - Triple Bottom Line, The TBL framework incorporates three dimensions of
performance: social, environmental, and financial. The 3P; People, Planet and Profit
GHG - Greenhouse gas
SRMG- Sustainability Reporting Maturity Grid (Cöster, Dahlin and Isaksson, 2020)
GRI - Global Reporting Index

1.3 Course of Action
The aim of this thesis was introduced by Raine Isaksson, who is also the supervisor for this
project. Isaksson, who is an Associate Professor at the Department of Civil and Industrial
Engineering, Quality Science at Uppsala University, has supported the sustainability focus of
the thesis. His vision for future sustainability reporting has laid the foundation and an
opening for applying a technical approach to the area. During this thesis, recurring meetings
with Isaksson have been conducted to find solutions to obstacles where more knowledge was
needed for the technical aspect of the thesis. The meetings have also been used to present and
discuss the technical product at different stages of the process. At the end of the project, a
presentation was held for Isaksson and the teachers and assistants who performed the user
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test. Discussions during the presentation contributed to some final inputs that could be
developed in the report.

1.4 Structure of Thesis
This thesis consists of seven chapters. The first chapter introduces the area of the thesis,
problematizes why the area should be explored, followed by the aim of the thesis and its
delimitations. Chapter two provides the most relevant background within the sustainability
area and the logic behind the Sustainability Report Maturity Grid (SRMG), which is the
framework which this thesis is built on. The third chapter will focus on giving background to
Natural language processing (NLP), presenting previous research on the topic and an
introduction to the different machine learning (ML) methods used in the thesis. The fourth
chapter of the thesis presents the method and course of action of the thesis. This chapter
accounts for the steps from collecting and creating data, to evaluating the compressed version
used for assessment. Chapter five presents the results which are further discussed in chapter
six, followed by future research. Lastly, a conclusion and some recommendations are given in
chapter seven.
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2. Background

This section will give a background of the implementation area of this project; sustainability.
It will introduce relevant background information for the SRMG, the assessing matrix which
this thesis is based on. The section is divided into two areas, Sustainability Goals & Concepts
and Evaluation of Corporate Sustainability. The first area will introduce important goals and
concepts of sustainability, and the second area will present previous studies, the
GRI-Standards, and the logic behind the SRMG.

2.1 Sustainability Goals & Concepts
With changing weather patterns, rising sea levels and extreme weather events, economies are
disrupted and lives affected. Climate change is affecting every country on every continent,
and urgent actions towards a sustainable future are required (United Nations, 2021).
Accomplishing a sustainable future will require more focus on sustainable development. The
expression sustainable development was defined already in 1987 as “Development that
meets the needs of the present without compromising the ability of future generations to meet
their own needs” (Brundtland, 1987). This section will give an overview of the Sustainable
Development Goals (SDGs), which is the UN's set goal of achieving sustainable
development. After this, a presentation of the scientific climate concepts, such as the
planetary boundaries and the carbon law, will be presented. These concepts provide a
scientific overview of our planet’s status in terms of climate impact and at what rate the
GHG- emissions must be reduced.

2.1.1 The Sustainable Development Goals
In 2015, all the UN Member States endorsed the 2030 Agenda for Sustainable Development.
This resulted in a shared vision and strategy for peace and prosperity for both people and the
planet, both now and in the future (United nations department, 2021). The Sustainable
Development Goals, abbreviated as SDGs, are the general goals pursued in Agenda 2030.
There are 17 key goals and 169 sub-goals which constitute the SDGs. The SDGs are built on
the concepts of Triple Bottom Line (TBL). The TBL framework incorporates three
dimensions of performance: social, environmental, and financial (Elkington, 1998). The 17
SDG goals cover areas across the TBL and aim to eradicate extreme poverty, stop climate
changes and create peaceful and secure societies by 2030. An overview of the 17 goals can be
seen in Figure 1.
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Figure 1: The 17 goals constituting the Sustainable Development Goals. (Sustainable
Development Goals (SDGs) and Disability | United Nations Enable, 2015)

2.1.2 Planetary Boundaries
To keep Earth healthy is about keeping it balanced (Rockström et al., 2009). Exaggeration of
one thing can create an imbalance which can result in a butterfly effect. The processes that
keep the Earth system stable and resilient have been identified by Rockström et al. (2009),
and they are called the Planetary Boundaries. The Planetary Boundaries are primarily
important for identifying scientifically what the safe operating space for humanity is. The
Planetary Boundaries is an attempt to identify how humanity shall relate to the nine identified
processes to be able to create this sustainable future for generations to come.

The Planetary Boundaries involve nine processes (Rockström et.al, 2009);

■ Climate change
■ Loss of biosphere integrity
■ Land system change
■ Nitrogen and phosphorus flows to the biosphere
■ Stratospheric ozone depletion
■ Chemical pollution and the release of novel entities
■ Ocean acidification
■ Freshwater consumption
■ Atmospheric aerosol loading

Of these, the first four mentioned; climate change, biosphere integrity, land system change,
and biochemical flows, have exceeded the identified threshold to a level of uncertainty or
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beyond (Steffen et al., 2015). An overview of the Planetary Boundaries and the status of the
processes can be seen in Figure 2.

Figure 2. Overview of the Planetary Boundaries where the four processes exceeding their
thresholds are marked with a red box. Modified from Steffen et al., 2015

2.1.3 The Carbon Law
In 2015, an international climate target was set - the Paris Agreement - which, among other
things, stipulated that the Earth's temperature must not increase by more than two degrees. To
meet the two-degree target, Rockström et al. (2017) have calculated that the carbon dioxide
emissions must be cut in half every ten years, which is also called the Carbon Law.

2.2 Evaluation of Corporate Sustainability
Sustainability reporting is lacking clear guidelines for how the reporting should be done and
there are therefore difficulties in obtaining a clear picture of a company or an organization's
sustainability work. The organization Global Reporting Initiative (GRI), which was founded
in 1997, is the main provider of a common language for reporting on non-financial impacts.
GRI is the organization behind the most widely used sustainability disclosure standard- the
GRI-Standards (GRI, 2021b). Although organizations report according to the GRI-Standards
the content is varying. Cöster and Isaksson (2018) highlight that only about 20% of the 39
different sustainability reports evaluated in their study reported for the entire value chain in
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which the company is active. This result indicates that companies' perceptions of the
GRI-Standards vary and that there is still some way to go to achieve GRI's goal of a common
sustainability reporting language (GRI, 2021b). As the sustainability reports differ greatly in
content, a method for evaluating the quality of the sustainability reporting is inquired for. In
this section, an explanation of the key concepts of the GRI-Standards is presented. This is
followed by previously presented methods for assessing sustainability reporting. Lastly, the
Sustainability Report Maturity Grid (SRMG) will be presented in a more detailed manner.

2.2.1 Global Reporting Initiative (GRI)
The nongovernmental organization Global Reporting Initiative (GRI) is the main driving
force in standardizing sustainability reporting (Isaksson and Cöster, 2018). GRI’s mission is
to create a more sustainable future by helping organizations to be transparent and take
responsibility for their impact on the environment. GRI aims to create possibilities for
comparison between organizations’ sustainability reports by creating a global common
language for organizations to report on their impacts (GRI, 2021b). In 2016, GRI Guidelines
were converted to Standards, which is currently the main structure for sustainability reporting
(GRI, 2021b). The GRI-Standards are divided into two main areas; the Universal Standards
explaining the content of sustainability reporting, and the Topic-Specific standards covering
sustainability indicators which are built on the TBL (GRI, 2021b). At present, the
GRI-Standards dominate globally how sustainability reports should be structured. In Isaksson
and Cöster's (2018) test of the SRMG, 37 out of 39 randomly selected reports were based on
the GRI-Standards.

There are four key concepts in the GRI-Standards; Impact, Material topic, Due diligence, and
Stakeholder (GRI, 2020). These concepts lay the foundation for sustainability reporting and
will thus be further explained to get an understanding of their signification. Impact refers to
the effect an organization has or could have on the TBL- including economic, environmental,
and social impacts. The impacts shall include all organizations' contributions to sustainable
development, both positive and negative, actual and potential, and global as well as local
(GRI, 2020). To specify, the environmental impacts shall include both living and nonliving
natural systems, including water, atmosphere as well as biodiversity.

The organizations' identified impacts are referred to as the Material topics. These can be
many and refer to different areas of the TBL. The GRI-Standards guide the way to report
suitably and cohesively on the material topics by seeing similarities and clustering different
topics, e.g. how land use is linked to biodiversity (GRI, 2020). For prioritization of the
material topics, severity and likelihood are assessed. Priorities are commonly presented in a
materiality analysis where the company together with its stakeholders figuratively account for
the prioritization of the topics (GRI, 2020). The materiality analysis is recommended to be
presented according to Figure 3 (GRI, 2020).
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Figure 3. Materiality analysis - a visual representation of prioritization of topics. Modified
figure from GRI,2021a

Due diligence is a broad concept that refers to the entire work around how an organization
handles its negative impact on the TBL (GRI, 2020). This includes the entire process from
how they identify, prevent, mitigate and account for how these effects should be dealt with.

The last concept is stakeholders, which GRI defines as individuals, groups, or organizations
with interests that are, or may be, affected by an organization's activities or decisions (GRI,
2020). A stakeholder may be directly or indirectly affected by the impacts of the
organization. It is important to identify all potential stakeholders, both the ones who are
affected now, but also the ones affected in the future. For example, if an organization changes
production methods, which increases their toxic emissions, the impact may not be great at
present, but it may affect our future generations (GRI, 2020).

2.2.2 Previous studies of Sustainability Report Evaluation Methods
Observing previous studies, different methods to evaluate the quality of sustainability reports
can be found. Using the Global Reporting Initiative Standards (GRI-Standards) as a basis for
the assessment is a common starting point (Daub, 2007; Leszczynska, 2012).

In previous studies, topic-oriented scoring systems of different structures are commonly used
to evaluate the quality of sustainability reporting (Daub, 2007; Leszczynska, 2012). Daub
(2007) presented a methodological approach, using both a quantitative and qualitative
analysis of corporate sustainability. Based on the GRI-Standards of 2000 the methodology is
built of 33 individual criteria under four main categories (Daub, 2007). Based on a
benchmarking study, it was seen that more qualitative methods gave additional information;
The information from the sustainability reporting was influenced to fit into the image of the
corporation (Daub, 2007).  Leszczynska (2012) has analyzed the quality of sustainability
reports and if they can contribute to shareholder value. Leszczynska’s analysis concerned
comprehensiveness, quality, and usefulness of the reports for shareholders. For the
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evaluation, a topic-oriented method was used where the report was scored from 0-4
depending on the level of coverage of 78 different topics. By comparing sustainability
reporting in 2005 with 2010, Leszczynska saw signs of improvement, especially detailed
reporting of TBL. Observing respect of inclusiveness, the relevance of information, and
neutrality, Leszczynska's research noticed there were weaknesses. Both Daub (2007) and
Leszczynska (2012) findings confirm that the guidelines for sustainability reporting, the GRI
standards, are inadequate and leave a lot of room for companies to interpret and include
information they consider important. To evaluate the content requires stricter rules to decide
if what the company considers important truly covers what is considered important for the
planet and people. For companies to individually interpret what should be accounted for is
leaving room for companies to leave out on reporting for their entire business. Guidelines to
critically evaluate those kinds of reporting are thus desirable.

2.2.3 The Sustainability Report Maturity Grid

To critically evaluate sustainability reporting, the assessment of reports in this thesis is based
on the Sustainability Report Maturity Grid (SRMG), which is a method presented by Cöster
et al. (2020). The SRMG is a tool to assess the maturity of sustainability reports and is based
on quality management principles. Maturity refers to the quality of reporting and is a
common concept within change management. Isaksson (2019a) explained that “Quality is
both about doing the right thing and doing it in the right way”. These are the two main
focus areas of the SRMG. The organization shall therefore report the right thing in the right
way. The right thing seeks for the report to include the entire value chain and identify the
stakeholders and the stakeholders’ needs. Reporting in the entire value chain intends to
identify the life cycle of a product, from cradle to grave (or cradle) and the stakeholders shall
be identified for every step of the value chain. The SRMG identifies people and the planet as
the main stakeholder and identifying the stakeholders concerned and their needs is of
importance here. The right way seeks for the report to present indicators and targets based on
the most important stakeholders’ needs. Performance concerning targets should be presented
and reported over time and in a reader-friendly way (Isaksson and Cöster, 2018). To assess
the report and whether the organization is reporting the right thing in the right way, a maturity
grid is applied- the Sustainability Report Maturity Grid (SRMG). The maturity grid is a
useful analytical tool commonly used within quality management (Isaksson and Cöster,
2018). It is important to note that the SRMG, according to Cöster et al. (2020), is not a tool
for evaluating how sustainable a corporation is, but rather how well the corporation is
reporting for its sustainability work and awareness.

Isaksson1 explained that evaluation of sustainability reports is at the moment mainly analyzed
by manually going through each report. When filling out the SRMG, the process usually
includes a manual search for words considered important for the different topics of the grid.
Previous research on the SRMG indicates that the assessment is currently sensitive to
individual interpretation and that it, therefore, provides relatively varied and inconsistent

1 Isaksson, Raine; Senior lecturer/Associate Professor at Department of Civil and Industrial Engineering,
Quality Science at Uppsala University. 2021, Meeting February 20th

11

https://katalog.uu.se/organisation/?orgId=X265:4
https://katalog.uu.se/organisation/?orgId=X265:4


results (Isaksson and Cöster, 2018). It is also pointed out that the method is time-consuming.
For these reasons, it is of interest to study how the evaluation process can be improved, both
in time efficiency and variation in grading, by automating parts of the evaluation process.

The SRMG forms a matrix of 18 boxes containing descriptions of important sustainability
characteristics to assess. It consists of six columns representing different criteria to assess,
with the first three covering the right thing and the last three covering the right way. Each
criterion assesses performance on a scale from 0–5, where 0 implies that the criterion is not
reported for and 5 indicates perfect reporting (Cöster et al., 2020). The SRMG can be
observed in Figure 4.

The Right Thing

The first three criteria in the SRMG look into whether the company is covering the right thing
in their reporting. As mentioned, this refers to three areas; inclusiveness of the value chain,
identification of stakeholders, and the identification of the stakeholders’ needs.

The first criterion to assess in the SRMG is the coverage of the value chain. The value chain
is defined in the GRI-Standards as "The value chain covers the full range of an organization’s
upstream and downstream activities, which encompass the full life cycle of a product or
service, from its conception to its end use.” (GRI, 2020). In the SRMG, the report shall
include both a definition of the organization's value chain as well as a clear implementation
of the value chain. The implementation can partly be observed by the reporting on e.g.
GHG-emissions, and if they are covering all processes within the organisation. When
reporting on GHG-emissions, three levels of Scope are often used to represent the different
processes of an organisation. Scope 1 includes all direct GHG-emissions, whereas Scope 2
includes indirect GHG-emissions from consumption of purchased electricity, heat, or steam
(Greenhouse Gas Protocol, 2021). Lastly, Scope 3 presents other indirect emissions from
surrounding activities, both up and downstream, where the company may have some
influence and control. This may include extraction and production of purchased materials and
fuels, outsourced activities like waste disposal, etc. (Greenhouse Gas Protocol, 2021). If the
company clearly defines and reports for their scopes, it is a sign of coverage and awareness of
the company’s entire value chain. According to the SRMG, the reporting of GHG-emissions
has been chosen as an indicator variable which will be further explained under The right way
(Cöster et.al, 2020).

The second criterion covers stakeholders and how well these are identified. Stakeholders
relate to individuals, groups, or organizations that have interests that are or may be affected
by an organization's activities or decisions. In the SRMG, Isaksson et al. (2015) propose that
the main stakeholders are people (social) and planet (environmental). To cover the right thing
is then to identify the stakeholders concerning people and the planet, e.g the atmosphere, the
oceans, and people in poverty (Isaksson et al., 2015).

The third criterion of the SRMG relates to the second criterion and is about identifying the
needs of the identified stakeholders. As the main stakeholders are people and the planet, it is
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most important to report and identify needs concerning the impact on these. Isaksson (2019)
proposes that the main need for the planet can be identified with the help of the Planetary
Boundaries and the UN Sustainable Development Goals (SDGs). The people's needs can, as
well, be identified based on the SDGs. It is also important for the company to prioritize
among the identified needs to decide what is most important. Isaksson (2019) emphasizes the
importance of identifying what is important. To do this, the SRMG considers the Pareto
Principle which is an empirical rule considered within quality management referring to
identifying causes resulting in major consequences (Kent, 2016). For example, people's needs
should be on alleviating poverty with the highest priority given to those living in extreme
poverty (Isaksson, 2019b). According to the GRI-Standards, the prioritization of
stakeholders’ needs should be done through a materiality analysis (GRI, 2020).

The Right Way

The second part of the SRMG is to assess if the company is reporting the right way. This
means that the reporting should be clear and based on facts (Isaksson, 2019a). According to
GRI (2020); Balance, Clarity, and Comparability are important aspects, which the SRMG
has adapted. Balance refers to the fact that sustainability reports must reflect both positive
and negative aspects of the company's performance. GRI (2020) believes that the
company should present this information in a way so that the reader can see positive and
negative trends in performance from year to year. The assessment must be reflected in
priority areas. Clarity refers to the fact that sustainability reports must be easily accessible
to stakeholders. Thus, the report shall contain information that is interesting and essential
for the identified stakeholders. The language in the report shall also be suitable for the
stakeholders, i.e. the use of technical terms should be avoided. Comparability means that
the company must consistently collect and report results continuously. Stakeholders can
analyze and compare the reported information over time, preferably from year to year. In
the SRMG these points have been summarized in the three criteria Performance
Indicators, Targets for Sustainability, and Readability (performances compared to targets are
clearly presented).

When it comes to the Performance Indicators the SRMG looks for clear KPIs based on the
objectives that are identified as important for the company, prioritized in the materiality
analysis (Isaksson, 2019a). The Targets for Sustainability should be based on the identified
KPIs. External requirements should also be taken into account when setting targets.
(Isaksson, 2019a). For example, the reporting on targets related to GHG-emissions should
reflect the Carbon Law of Rockström et al. (2017). Lastly, Readability is according to
Isaksson (2019) and the SRMG about the layout of the report. Presenting the targets clearly,
preferably in tables and graphs. Here it is also important to present previous yearly data to
give the reader an overview of the company's sustainability performance over time and the
current trends for the last few years.
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Figure 4. The SRMG with the two main areas “Doing the right thing” and “Doing it the right
way” and their respective sub-criterias. Each row corresponds to the level of grading and

includes explanations for the requirements to fulfill. Modified figure from Cöster, Dahlin and
Isaksson, 2020
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3. Theory
This chapter will focus on the more technical parts of this thesis. First, a background on NLP
and ML will be presented, followed by previous studies underpinning the different ML
models used in the thesis. These are then followed by an in-depth presentation of these
models.

3.1 AI & Natural Language Processing Methods
The human brain is one of the most complex machines in the universe, evolved to process
and store information and learn how to act from previous experiences (Deshpande and
Kumar, 2018). Artificial Intelligence (AI) is a technology developed to imitate the human
brain. With AI, larger volumes of data can be processed than before and can thus complement
the human brain in finding patterns and making decisions (Deshpande and Kumar, 2018).
One example where the complexity of a human brain can be detected is when processing
written and spoken language. The human language is complex and is completed by symbols,
gestures, and tones, adding additional nuance to the meaning of both written and spoken
language. This complexity and nuances makes it difficult for a machine to interpret. Natural
Language Processing (NLP) is a collective name for techniques and algorithms used to
process unstructured, natural language-based data (Sarkar, 2019). Since its introduction in
1954, the technique has evolved. The technique has developed to be both grammatically and
semantically correct by combining statistical and linguistic techniques (Sarkar, 2019). ML is
a branch being used within NLP to process large amounts of unstructured data. For NLP
tasks, both supervised and unsupervised ML algorithms can be applied depending on
available data and problem statements (Thanaki, 2017). Figure 5 is an illustration of artificial
intelligence, ML and NLP to better understand how they are related.

Figure 5: Illustration of how AI, ML and NLP are related.
Modified figure from Vajjala et al., 2020
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3.1.1 Machine Learning
As the amount of available data is increasing, ML has been introduced as a tool to extract
insights from large, unstructured, data. ML can be seen as predictive analytics, where patterns
in data are used to predict the behavior of the observed matter (Müller and Guido, 2016). ML
can be divided into two categories; supervised and unsupervised learning. The two categories
differ in the way the input and output data are paired. In supervised learning, the input data,
which the ML algorithm is trained on, is labeled such that the input is paired with the desired
output (Müller and Guido, 2016). The algorithm will find patterns in how the input and
output are related and will produce predictions on what output label new, unseen, input
should be categorized as. Unsupervised learning does not have a known categorization of the
output, meaning that the given input does not have a predetermined output. Since the output
for unsupervised learning is unknown, the method is more difficult to evaluate compared to
supervised learning (Müller and Guido, 2016).

With its ability to learn from given data, ML can be seen as a subfield of artificial intelligence
which is aiming at making computers act as humans. Looking at how humans can learn new
things, it is mainly by studying previous examples of the matter. By combining different
subfields of artificial intelligence, such as ML, a computer can perform more similarly to a
human. Another subfield of artificial intelligence is Natural Language Processing (NLP),
aiming at making the computer read and understand text like a human (Moroney, 2020).

3.2 Text Analysis on Sustainability Reports

The need to process large amounts of data has become increasingly requested with the
growing access of data due to digitalization. Sustainability reporting includes large amounts
of data which can indicate how companies are working on their climate impacts and
sustainability efforts. With the reporting becoming increasingly requested it will require a
more accessible way of processing its content. ML and textual analysis on sustainability
reporting is one possible way of solving this request. The research field is still relatively new
and previous studies on applying ML on sustainability reports are limited. However, the
existing studies all indicate the ability to facilitate the analytical process by using NLP and
ML techniques.

Spijkers (2018) applied NLP on integrated reports, including corporates’ both financial and
non-financial statements, to study how well different ML models performed on distinguishing
pages reporting on sustainability. These documents are known to be both extensive and
unstructured, making it challenging to read and discern the passages of importance. By using
the two ML models; Support Vector Machines and Naïve Bayes, Spijkers explored their
ability to distinguish sustainability-related pages from the financial-related pages. Both
models proved to perform well, with SVM showing an overall better performance. The
results did however indicate that NB was better at detecting sustainability passages than
SVM, whereas SVM was better at rejecting non-sustainability passages. The results from
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Spijkers’s study indicates the potential to detect sustainability-related pages in an integrated
report using these two relatively simple ML models.

In a recent article published by Luccioni et al. (2020), the authors reported on their
implementation of an analytical tool which could identify sustainability-related passages. The
authors are using the relatively new NLP model, BERT (Bidirectional Encoders
Representation of Transformers). Their approach is based on a question-answering method,
constructing question-answer pairs with sentences which answers any of the 14 specific
questions presented by TCFD; an initiative formed by the Financial Stability Board to
provide companies a framework for their climate-related disclosures, i.e. sustainability
reporting (Task Force on Climate-Related Financial Disclosures, 2021). From the results they
identified a variation in performance for the different questions, most likely depending on the
diversity of answers to some of the questions, whereas some questions were commonly
answered in a more similar manner.

Shahi et al. (2012) evaluated different ML models and their performance on categorising
textual data from sustainability reports. The categories consisted of the 30 performance
indicators under the GRI performance section Environmental Performance section. From
their previous study, Shahi et al. (Shahi, Issac and Modapothala, 2011), results indicated a
similarity between some of the 30 categories. For the subsequent study, five super categories
were created into which the 30 categories were allocated. As a result the categorisation was,
in the latter study, performed in two steps; step one categorised the document into one of the
super categories, and step two classified the document to suitable performance indicator
belonging to the super category. The results from the subsequent study show that the best
performing model was Neural Networks. The model is however time consuming and resource
intensive and the authors therefore conclude that Naïve Bayes, with lower accuracy but more
time efficient, should be used for the performed classification task. The study indicates that
automated scoring and categorisation of sustainability documents is feasible using ML
methods.

3.3 The Three NLP Models
There are many different techniques for handling textual data. In this thesis, three ML models
have been evaluated; Naïve Bayes, Support Vector Machines, and Bidirectional Encoder
Representations from Transformers. The models have been evaluated on their performance in
categorizing topics within the application area of sustainability reporting. Although the three
models belong to the field of ML, their technology is partly different. In this section, the three
models and their features will be presented.

3.3.1 Naïve Bayes
The Naïve Bayes classifier is drawn on probability theory to decide what class an object most
probably belongs to. The classifier is based on Bayes’ Theorem, which is formulated on the
idea that posterior probabilities of an event can be calculated by using their previous
frequencies (Islam et al., 2010). The classifier assumes conditional independence between
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attribute values and the target value, which is why it is called naive. The probability for a
particular outcome is thus the product of probabilities for each attribute (Islam et al., 2010).

p(y|x1,...,xn) = p(y) p(xi|y) (1)
𝑖=1

𝑛

∏

The classification is then made by choosing the output with highest probability,

y = argmaxy p(y) p(xi|y) (2)
𝑖=1

𝑛

∏

where p(y) is the class probability and p(xi|y) is the conditional probability. Despite its
simplicity, the classifier has proven to perform well on classification tasks, especially on
high-dimensional inputs.

3.3.2 Support Vector Machines

The Support Vector Machines (SVM) is a supervised ML algorithm that learns from example
data to correctly categorise objects (Noble, 2006). The support vector classification algorithm
is a binary classification approach where the classes are divided by a linear boundary. The
SVM classifier is based on four basic concepts: the Separating Hyperplane, the
Maximum-Margin Hyperplane, the Soft Margin, and the Kernel Function (Noble, 2006).

To get an overview of data, the SVM is treating the data objects as points in a high
dimensional space (Noble, 2006). The idea behind the SVM classifier is that it aims to find a
hyperplane in the high dimensional space that in the most suitable way divides the dataset
into two classes, called the Separating Hyperplane. To decide where to best separate the
dataset, the SVM selects the Maximum-Margin Hyperplane distance. This is done by taking
the distance from the separating hyperplane to the nearest expression vector as the margin of
the hyperplane, and then taking the maximum (Noble, 2006). Data is often more complex to
divide and a straight line or plane is usually not enough to split it representatively. A Soft
Margin allows the SVM to make a certain number of mistakes, so some points can cross the
separated hyperplane without affecting the result (Misra, 2020). Lastly, one-dimensional data
can sometimes be tricky or even impossible to divide with one hyperplane, see Figure 6a. A
solution for this is to upgrade the space to another dimension; this is the ability of the Kernel
function (Noble, 2006). An example of how the Kernel function is used is shown in Figure
6b.
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Figure 6a Figure 6b

Figure 6a-6b: Illustrating functionality of the Kernel function of the SVM. To the left the data
is presented in a 1-dimensional space, to the right the same data is mapped into a

2-dimensional space. Modified figure from Noble, 2006

3.3.3 BERT
BERT is an abbreviation for Bidirectional Encoder Representations from Transformers and is
a pre-trained deep learning model for NLP. With BERT being a deep learning model, this
model is a bit more advanced than the previous two models explained. To get an
understanding of the structure behind this deep learning model, this section will be somewhat
more profound and will need a little more attention.

BERT is designed to pre-train deep bidirectional representations from an unlabeled text by
jointly conditioning on both left and right context in all layers (Devlin et al., 2019). The
BERT model can adapt to different desired problems like next sentence- and next word
prediction or question answering. This can be done by adding an additional output layer, a
method called fine-tuning (Devlin et al., 2019). Ravichandiran (2021) explains how the
BERT model can be divided into two parts, pre-training and fine-tuning. The purpose of
pre-training is to teach the model the language, just like when a child learns to speak. This is
done by training the model on unlabeled data over different pre-training tasks. The
fine-tuning is instead about specifying the model, like teaching a child a specific subject. The
pre-trained model is used as a basis in fine-tuning. Here, labeled data is used to readjust the
pre-trained parameters to make them suitable for the desired area of use. The function of the
model is very dependent on fine-tuning. Although the pre-training is exactly the same, the
area of use can differ (Ravichandiran, 2021).

The Transformer is a new architecture for NLP tasks that was introduced as a way to
overcome the limitation of recurrent neural networks (RNN), with its inability to capture
long-term dependencies (Ravichandiran, 2021). The BERT Transformer architecture is based
on an attention mechanism, which makes it possible for the model to identify dependencies
between input and output (Vaswani et al., 2017). The attention mechanism used in BERT is
called self-attention, which is designed to relate each word in a sentence with the other.
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The BERT model is built for context-based word embedding. In comparison to other NLP
models, the BERT model can distinguish the meaning of the word given its context
(Ravichandiran, 2021). Take for example the two sentences ‘I prefer listening to rock music’
and ‘Look at that giant rock’. The word rock is a homonym and given the context, the
meaning of the word can be interpreted. Other embedding models that are context-free would
embed the word rock in the same way, missing out on the context the word is given in
(Ravichandiran, 2021). With BERT being bidirectional, the model can represent the word
given the context.

To better understand the structure of the BERT model and the self-attention mechanism it is
relevant to look further into the transformer. The transformer consists of an encoder-decoder
mechanism but is only using the encoder. This is since BERT does not produce text, but
rather predicting the relevance of the text. There are multiple layers, or a stack, of encoders in
the transformer. Each stack is identical and contains a multi-head attention layer and a
feedforward layer, see Figure 7.

Figure 7: Representation of the transformer with encoder stacks and the construction of each
encoder. Modified figure from Ravichandiran, 2021

The attention layer, which has replaced the recurring is what differs BERT from most other
NLP models. It is in this layer the self-attention mechanism is applied. The self-attention
mechanism is built such that the whole sentence is processed simultaneously, instead of
processing one word at a time as in recurrent models (CodeEmporium, 2020). The
self-attention is looking at each word and how it relates to the remaining words in the
sentence. As can be seen in Figure 7, the block is not referred to as self-attention but is called
the multi-head attention block. To reduce the relationship between the observed word with
itself in the full sentence, the self-attention is performed multiple times, resulting in an
averaged attention vector for each word. This helps in finding the interaction of words and
making the attention vector more accurate (Ravichandiran, 2021).
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Since a computer can only handle numbers, the input consisting of text must first be
converted into numbers. This is done by mapping words to similar words that can be found in
pre-trained embedding spaces. The embedding space will output a vector of numbers,
representing the similarity of the word to other words. As mentioned above, the same spelling
of words can have different meanings. To handle this, a technique called positional encoding
is applied to the embedded input. Positional encoding together with sentence embedding and
token embedding constitutes the input to the encoder layer, as is represented in Figure 8.

Figure 8: Representation of embedded input for BERT. Modified figure from Rothman, 2021

The BERT model is pre-trained on different large corpora, e.g. BERT-base uncased which has
been trained on a dataset of unpublished books from BookCorpus and the English Wikipedia.
Pretraining of BERT is done on unlabeled data and to train the bidirectional transformer and
text pair representation two unsupervised NLP tasks are performed; masked language
modeling (MLM) and next sentence predictions (NSP) (Sabharwal and Agrawal, 2021).
MLM is randomly masking tokens in the input string, making the model predict the masked
word given the context of the input sentence. NSP is training the model on sentence pairs to
predict if a second sentence belongs to the first sentence. This pre-trained model with its
pre-trained parameters is available to use and apply on different tasks that will only require
fine-tuning of the model. Fine-tuning of the model can then be applied to classification tasks
of labeled data, such as question answering (Sabharwal and Agrawal, 2021).
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4. Method

The thesis's goal is to accelerate the assessment of sustainability reports. To do this an
alternative method for assessing sustainability reports with the SRMG has been developed
and evaluated. To develop the alternative method, called the Prototype, several processes
have been carried out. First, the key areas were converted from the SRMG into something
more tangible. Based on this information, several datasets were created, representing each
focus topic in the SRMG. Three different ML models were then trained on the datasets and
evaluated. To optimize the Prototype, the ML model with the highest accuracy was selected
for further training, followed by categorizing unseen, uncategorized, data. Based on the
output data, the Prototype was developed, resulting in a compressed version of the original
sustainability report. The Prototype was then tested to evaluate the method's performance.
These processes will be presented in more detail in this chapter. The processes are illustrated
in Figure 9 to give an initial overview of the steps described in the method.

Figure 9: An overview of the steps towards building a Prototype
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4.1 Specifying SRMG
The following section will present the process of interpreting and specifying the SRMG into
something more tangible. This was the initial step towards creating a dataset.

4.1.1 Focus Topics
The SRMG is divided into two main areas, doing the right thing and doing it the right way.
Each area then consists of three SRMG criterias; Right thing: Value chain, Stakeholder
identification, and Stakeholder needs identification, Right way: Performance indicators,
Targets, and performance/readability. The Prototype aims to give information for each of the
six criteria and present these as a compressed version of the report. In the Prototype, the six
criterias were represented by three compressed areas; Value Chain, Stakeholder, and
Indicators and Targets. Stakeholder- and stakeholder needs identification, as well as
performance indicators and targets, were clustered together since words and the language
concerning these areas were considered similar, shown in Table 1. The clustered areas are
assessed separately, according to the original SRMG, but based on the same pages in the
compressed document. The area of performance/readability was not seen as an independent
area as this is difficult to detect in only the use of language. This part was therefore based on
the overall impression from the other areas during assessment, e.g. by observing tables and
graphs on the provided pages from the report, and the overall design.

Each area then has one or two combined focus topics. The focus topics are areas of words
that shall be searched for with the NLP model. The compressed areas are divided into these
focus topics to avoid including words that may cancel each other out. In Table 1, all SRMG
criterias can be seen with related compressed areas and focus topics. The related words of
each focus topic are also presented.
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Table 1. An overview of the SRMG criteria and the used Focus topics and Topic words.

SRMG
Criterias Value Chain

Stakeholder
Identification

Stakeholder
Needs

Identification

Sustainability
Performance

Indicators

Targets for
Sustainability

Compressed
Areas Value Chain Stakeholder Indicators and Targets

Focus
Topics Value Chain Scope

Stakeholder
Concepts Materiality Indicators and Targets

Topic Words

Value chain Scope Stakeholder Materiality Target

Cradle
Scope
(1-3)

Stakeholder
engagement

Sustainability
topic Goal

Grave
Carbon
emission

Stakeholder
dialogue Focus area SDG

Carbon Planet
Stakeholder
dialogue Goal ... Impact

Emission NGO Priority area Impact ... Goal

Pollution

Poverty

Biodiversity

Climate
change

Global
warming

Future
generation

SDG

Planetary
boundaries

Sustainability
impact
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4.1.2 The Words
The words chosen for each focus topic are based on earlier research papers on the SRMG
(Isaksson and Cöster, 2018; Isaksson, 2019a; Cöster, Dahlin and Isaksson, 2020) and the
GRI-Standards. The legitimacy of each word has been discussed with experts in the field2.
Since words and concepts can be used in several contexts, certain concepts had to be
excluded. For example, the word people is not only used in the context of stakeholders, but
also in a more general way.

Bias

To get relevant sentences summarizing each column of the matrix, words of importance were
identified for each topic. The importance of words was initially decided based on words that
were perceived common for the topic, by evaluating numerous sustainability reports. The list
of words was then reviewed and completed in collaboration with the supervisor, whose
knowledge in sustainability added valuable insight to make the list of words as relevant as
possible. This approach is influenced by the human, hence it is important to be aware of the
bias that can affect the results.

Variation in results when evaluating sustainability reports is partially influenced by the choice
of search words. An expert on the sustainability topic is more likely to know of other relevant
search words used in reports where the vocabulary proposed by GRI is not being used.
Discussions between authors and supervisors thus concluded that for the purpose of giving
everyone the qualification to perform an evaluation, the bias of chosen words is not affecting
the results negatively. It is rather a way of providing everyone using the Prototype the same
conditions to evaluate the report. On the other hand, it has been taken into account that the
choice of words could have an impact on the results since some reports may be using words
that the Prototype is not built for recognizing.

4.2 Collecting and Creating Data
The next step towards building the Prototype was to collect reports which could be used for
the process of creating datasets. The process will be accounted for in the following section.

4.2.1 Finding Data
When handling NLP and ML methods, data is necessary. Since the area of implementation is
sustainability reporting, the data consisted of text from sustainability reports. The
sustainability reports were randomly selected from the GRI sustainability report database
(SDD - GRI Database, no date). The selected reports were required to be marked with the
sign indicating that the report fulfilled the GRI-Standards, as a certificate that the reporting
was considered correctly performed by GRI. The selection may have been partially twisted as
the selection was done manually and as a result, more well-known companies may have been

2 Isaksson, Raine; Senior lecturer/Associate Professor at Department of Civil and Industrial Engineering,
Quality Science at Uppsala University. 2021, Meeting March 4th
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more easily selected. In total 55 sustainability reports, concerning varied industries, were
chosen.

4.2.2 Converting PDFs into Raw Text
With sustainability reports as source data, several steps are required to obtain useful data.
Sustainability reports are foremost presented in PDF format, therefore the first step of the
preprocessing was to extract the textual content from the document to get textual data to
further process. This was done using a built-in text converter tool from pdfminer (Shinyama,
2019) in python for converting a PDF to text.

4.2.3 Preprocessing Data
To process textual documents, the content must initially be cleaned and standardized before
any insights can be gained (Sarkar, 2019). This process is usually referred to as
preprocessing, where special characters and unnecessary words are removed to get a clean
text document to work with. In this project, the first step of the preprocessing was to remove
square brackets and extra spaces and convert the raw textual data into lowercase to avoid
mapping the same words as different words.

In the field of text analysis, textual components are commonly known as tokens. Tokens are
smaller units that can differ in scope, but in text analysis, a token is often representing a
word. Tokenization is the preprocessing of turning textual documents into smaller pieces or
tokens. Commonly the process involves splitting a text into sentences and each sentence into
words (Sarkar, 2019). There are existing libraries for tokenization that can be used to split the
text into sentences by recognizing periods and punctuations. Splitting sentences into words is
then usually performed on whitespaces. In this project, the splitting has been performed in
two different ways depending on the model. For two of the models, NB and SVM, the
tokenization has been performed on whitespaces. The third model which is evaluated, BERT,
takes sentences as data points and the textual data is therefore only tokenized into sentences.

For the two models, NB and SVM, where tokenization was performed on whitespaces,
further preprocessing was conducted. Once a text is tokenized, all the tokens are presented in
a vector with dimensions equal to the vocabulary of the text (Thomas, 2020). The vector will
include words such as “it”, “at”, “the”, which are not useful for bringing insights. To reduce
the dimension of the data, such words are commonly removed. These kinds of words are
known as stop words and built-in programming tools can be applied to have them removed.
The current vector might also include orthogonal words such as “paint” and “painting”,
which will be perceived as different words, even though they refer to the same word. One
way to reduce the dimension of our vector is thus to merge these words with the same
meaning. This can be done through stemming and lemmatization, based on knowledge of
morphology (Thomas, 2020). In morphology, a word stem is the base form of a word. Adding
affixes, mainly prefixes, and suffixes, to the stem will create a new word or add new meaning
to the stem (Sarkar, 2019). The process of removing the affixes from the word, ending up
with a stem, is known as stemming. Lemmatization is similar to the stemming process, with
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the main difference being that a stem must not be an existing word, whereas a lemma is to be
found in a dictionary (Sarkar, 2019). Figure 10 shows an example of results when performing
stemming and lemmatization on the word “happiness”.

Figure 10: Example of how stemming and lemmatization works

After cleaning, removing stop words, and lemmatizing the data, the basic preprocessing of
the textual data was done.

4.2.4 Creating Dataset
To train the models, a dataset containing relevant labeled sentences was needed. Luccioni et
al. (2020) account for a similar approach in their report, where hand-labeled data of sentences
answering specific questions collected from sustainability analysts was used. For this thesis
such data was not accessible, thus a simplistic word-search based summarization model based
on regular expressions was used to label relevant sentences. The word-search based
summarization  model was chosen since a classic summarization model brings out the most
prominent in a text. Since assessment  of sustainability reports using SRMG focuses on
specific topics, the summarization had to be designed with respect to this.

Regular Expression

A word-search based summarization is a method to filter out sections of considered
importance in an extensive document. Regular expressions are a way of constructing search
patterns. The patterns can then be used as a way to search or match words and phrases
(Windham, 2018). For the word-search based summarization the purpose of using regular
expressions was to recognize specific words, irrespective of its inflection, and extract the full
sentence. A regular expression is thus written such that prefixes and suffixes are ignored, and
all inflections of the word can be identified. An example of how a regular expression can
look, and how different expressions influence the matching of words, is presented in Figure
11.
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Figure 11: Example of results from different regular expressions

In a regular expression, [a-z] represents that the search-word is followed by any letter from a
to z, and when followed by a * the search-word can be followed by multiple letters. The \b
indicates the boundary of a word and the following letter must match the word (López and
Romero, 2014). From Figure 11 it can be seen that \b followed by paint leads to repainting
not being matched. Therefore, it is important to reflect on what inflection of the word will be
of importance for the task when formulating the regular expression.

Word-search-based Summarization

The word-search-based summarization model was designed to search for sentences
containing relevant words and phrases, which were expressed as regular expressions to find
all inflections. The number of regular expressions varied depending on the topic of the search
area, from 3 to 15, see Table 1. For example, for the topic area of materiality, “materiality” is
an essential word. The word-search-based summarization model then captures the sentences
containing “materiality”.

The sentences that the summarization model found relevant were then placed in a data frame
and labeled with a one. Within ML, a common problem when training a model is to handle
imbalanced datasets. Training on an imbalanced dataset is often inevitable but can lead to a
biased model towards the majority class examples (Fernández et al., 2018). This can cause
problems for modeling the minority classes, which are often the ones of interest to predict
correctly. Many ML models, within binary classification, are developed to handle datasets
that are to some extent imbalanced (Krawczyk, 2016). However, since the dataset was
constructed from scratch, the decision was made to construct a balanced dataset to avoid the
bias it can bring to the result. To make the data balanced the same amount of data
points/sentences was randomly picked out of the report and labeled with a zero. An example
is given in Table 2, presenting a part of a dataset.

The training dataset was then put together by executing this process repeatedly on the 55
chosen sustainability reports. This was done for each focus topic. The length of the created
datasets varied depending on the focus topic. The length varied between nearly 700 and
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nearly 6000 data points. The data set for the focus topics Value Chain and Materiality had
under 1000 data points while the remaining three focus topics, Scope, Stakeholder, and
Target, all had over 3000 data points. The dataset of labeled sentences was then used to train
the three NLP models; NB, SVM, and BERT.

Table 2: Part of dataset for focus topic “materiality” (from Björn Borg’s report).

Label Sentence

1
main focus areas for sustainability at björn borg working conditions in factories have been a
priority for björn borg for many years.

1

björn borg sustainability report 2017 photo: alex povolyashko, unsplash in addition to the focus
on social conditions through the amfori bsci code of conduct, we have identified three specific
focus areas for our sustainability program in coming years.

1
the roadmap, with its targets and activities, is integrated into the priority areas (top 10) set for
each year.

0 we expect these kinds of requirements to increase further in the future.

0 we believe that the examination has provided us with sufficient basis for our opinion.

0
our sustainability work is integrated in the core of our business and takes a central part in our
product develop- ment strategy.

0 • always strive to be better, never stop innovating.

1
to tackle this, we have carried out a thorough materiality analysis to identify the emis- sion ‘hot
spots’ along our value chain.

1

the report was reviewed by the highest executive management and external assurance has
been performed for selected indicators (clearly marked where applicable, as well as in regards
to materiality and stakeholder engagement).

1
process for identifying the most material topics and their boundaries* during 2016, we aligned
our materiality matrix with our new sustainability strat- egy.

1
we developed this strategy in close dialogue with external and internal key stakeholders and
updated our previous materiality matrix with key takeaways from this process.

1

for the sake of user friendliness, these were themati- cally clustered into 26 focus areas and
gathered in a materiality matrix on p. 112. in line with our new strategy, some material topics
were re-grouped in these focus areas.

4.3 Classification Modeling
From previous studies, it becomes clear that the most suitable choice of classifier and its
performance depend on the specific task and its prerequisites. It is therefore difficult in
advance to know which classifier will give the best results. Thus, this thesis is initially
exploring the performance of three different classifiers to decide which one is most suitable
for further investigation to get the best results. Among these three, two are commonly known
classifiers for NLP and the third is a more recently introduced classifier that has shown
promising results on NLP tasks. The different classifiers are motivated and accounted for in
the following section to give a picture of how, and to what extent, they have been explored.
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4.3.1 Selection of Classifiers
Naïve Bayes (NB) and Support Vector Machines (SVM) are two commonly used classifiers
for text classification tasks. NB has, despite its simplicity and naive approach, proven both
computationally efficient and a successful predictive performance, which is why it is popular
within NLP (Chen et al., 2009). The classifier was therefore chosen to examine how well it
performed compared with SVM and the more advanced BERT. SVM is another popular
classifier for binary classification (James et al., 2013). The classifier is suitable for
high-dimensional data and is therefore suitable for textual classification tasks. The non-linear
class boundary makes the classifier more complex than the more simplistic classifiers, which
SVM is an extension of. The SVM classifier is often considered as one of the best
classification algorithms (James et al., 2013). Besides these two classifiers, which are both
commonly used for text classification, a more recently introduced algorithm was examined.
This algorithm is known as BERT (Bidirectional Encoder Representations from
Transformers) and has shown promising results on NLP tasks. The classifier is built on a
deep learning architecture using transformers and has replaced previously known
architectures as RNN (Recurrent Neural Network) for various NLP tasks (Ravichandiran,
2021).

4.3.2 Implementation of Classifiers
To run NB and SVM, the dataset, consisting of a CSV file with sentences and labels, had to
be imported. This was done using the Python Pandas library, creating a corpus. The corpus
was then cleaned, tokenized, and lemmatized using utilities within the Natural Language
Toolkit (NLTK) library before the dataset was randomly split into 80% training data and 20%
testing data. Both NB and SVM were implemented using the Scikit-learn library. For SVM
the hyperparameters kernel and the C-value, also known as the regularization parameter, were
tuned. The C-value was set to 0.1, 1, 10, and 100 and for the kernel the values ‘linear’, ‘rbf’,
‘sigmoid’, and ‘poly’ were tried. The best performance was given with the C-value set to 1
and the kernel set to linear. NB has no hyperparameters to tune in order to improve the
performance.

Implementing BERT was done using the PyTorch library. The Pandas library was used to
import the dataset to the BERT model. Preprocessing of BERT was done using the
Transformers library and methods within the class BertTokenizer. In this way, the text is split
and tokenized in the same way as on the pre-trained corpus (Hugging Face, 2020)3. The
pre-trained corpus was set to ‘bert-base-uncased’. Since BERT is pre-trained on a corpus in
advance, the fine-tuning of the model is rather fast and the number of epochs for training
does not need to be large. The number of epochs was set between 2-20 and was finally set to
4 since a higher number of epochs were noticeably slower with no demonstrated
improvement of performance.

3 Hugging Face is the provider of the transformer library used to implement BERT
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4.4 The Prototype

The Prototype was developed to enable user evaluation. Evaluation of sustainability reports
are at the moment mainly analyzed by manually going through each report. When filling out
the SRMG, the process usually includes a manual search for words considered important for
the different topics of the grid. This method aims to remove the word search part of the
assessment process. From evaluating the three different models, the one with the best
classification performance was chosen to build the Prototype. The Prototype could contribute
to a less extensive scope of the content. It produces a compressed, shorter version of
sustainability reports which aims to facilitate the assessment. The Prototype was built based
on the sentences which the chosen model found relevant and was divided into three parts
according to the SRMG and the focus topics.

4.4.1 Word count

When evaluating the quality of a sustainability report, Isaksson4 stated that the choice of
words had an impact on the impression of their reporting. When evaluating the report with a
manual method, which is being used today, one approach is to search for words commonly
used when reporting for each focus topic. One example of this approach is to look at how the
company is reporting for its value chain. If the report does not even include the words “value
chain”, it is possible to assume that they are not accounting properly for their value chain
towards the reader of the report. This was something Isaksson5 pointed out as important when
evaluating the report since it gives the reader who performs the evaluation an initial idea of
how well the reporting is done. As a way to assist the reader with this information, and to get
an overview of words that are considered important when reporting on the different focus
topics and if existing or not, a graphical representation of this information was provided. This
feature was thought to help speed up the evaluation process since the reader no longer would
need to do the initial search for different words. Figure 12 illustrates an example of how the
existence of important words is presented to the reader.

5 Isaksson, Raine; Senior lecturer/Associate Professor at Department of Civil and Industrial Engineering,
Quality Science at Uppsala University. 2021, Meeting March 4th

4 Isaksson, Raine; Senior lecturer/Associate Professor at Department of Civil and Industrial Engineering,
Quality Science at Uppsala University. 2021, Meeting March 4th
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Figure 12: Illustration of word frequency of words considered important when reporting on
specific focus areas. Two sub-figures show the word frequency for the compressed area value

chain (from Hyundai’s report).

4.4.2 Highlighting

With a sustainability report presenting all non-financial information of a corporation, finding
sections of relevance is one of the contributing factors to the evaluation process being
time-consuming. When designing and developing the presentation of the compressed version
of the report, the Prototype, this part of the evaluation process was taken into consideration.
To find relevant sections it was decided to highlight sentences that the model classified as
belonging to the topic. The purpose of highlighting specific sentences was to guide the reader
to relevant sections, but still being able to get the context from the page where the sentence is
presented. This way of presenting the compressed version was considered to provide the
reader with enough information to make a valid evaluation, which could potentially be lost by
only being presented a summarization for each focus topic.

The highlighting function was built using the Fitz and PyMuPDF libraries. The sentences
classified as relevant for each focus topic were stored in a dictionary, with the key pointing to
on which page the sentences were found. By looping through the dictionary of sentences, the
function was built to search for each sentence on the specific page, returning a PDF with the
sentences from the dictionary highlighted.
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Figure 13: Example of a highlighted page from the Prototype (from Stora Enso’s report).

4.4.3 Front Pages

To divide the areas of the SRMG, front pages for each criterion were created. These give the
assessor an overview of the SRMG levels of the specific area. It also provides the assessor
information of the area, e.g. for Value Chain, gives a definition of the value chain, and
describes the levels of scope. For each report, the assessor also gets an overview of the word
frequency, a word count, for that specific focus area.

Figure 14. Prototype dividing front pages
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4.4.4 Specifications and Limitations

The purpose of the Prototype was to enable a user evaluation to assess variation in grading
and time required to perform an assessment with a compressed version. To enable
improvement, many choices were made to make the Prototype as compressed and short as
possible.

The number of relevant pages found by the chosen model varied greatly depending on the
focus topic and report. To keep the number of pages to a reasonable level, constraints were
set. To get rid of pages involving only one or two sentences, which is common in for example
table of contents or the summary of a report, a constraint was set to sort these out. Despite
this limitation, the pages were considered too numerous. Hence an additional restraint was set
which only presented 3-4 pages including the highest amount of relevant sentences for each
focus topic. Cöster et al. (2020) and the SRMG state the importance of reporting the right
thing. This was converted in the Prototype to focus on the pages with the highest number of
relevant sentences. Due to this fact, the Prototype presents, for each focus topic, the pages in
decreasing order of most relevance. Pages with the highest number of sentences are therefore
placed first and not in chronological order.

4.5 Evaluation
Evaluating alternative models is a crucial element of a study since it allows researchers to
proceed with the model that produces the most promising results. This section describes the
process of evaluating the ML models and the Prototype user evaluation.

4.5.1 Classifier Evaluation

Confusion Matrix

For evaluating the performance of classification by different ML models it is common to
come across the confusion matrix. The matrix presents the results in a, most often, 2 × 2 table
illustrating the predicted classes in contrast to their actual classes. This evaluation method is
thus performed on supervised ML models. By using different measures, the distribution of
predictions in the table can be further analyzed to give more understanding of the results. To
understand the calculations behind the measures that will be presented, the confusion matrix
is illustrated in Figure 15. When referring to the different cases represented in the matrix
there are the True Positives (TP) that is the number of data points predicted to be positive and
was correctly classified. The True Negatives (TN) represents the number of predictions that
were correctly classified as negative. False Negative (FN) and False Positive (FP) can be
explained as the predictions that were incorrectly classified (Powers, 2008).
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Figure 15: A 2 × 2 confusion matrix, presenting predicted class against actual class.

For evaluation of different models, the relationship of these four cases can be used to
calculate recall, precision, F1-score, and accuracy.

(3)𝑅𝑒𝑐𝑎𝑙𝑙 = 𝑇𝑃
𝑇𝑃+𝐹𝑁

(4)𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃+𝐹𝑃  

(5)𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 = 𝑇𝑃+𝑇𝑁
𝑇𝑃+𝑇𝑁+𝐹𝑃+𝐹𝑁

(6)𝐹1 − 𝑠𝑐𝑜𝑟𝑒 = 2*𝑅𝑒𝑐𝑎𝑙𝑙*𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛
𝑅𝑒𝑐𝑎𝑙𝑙+𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛

The recall measures how well the model is at predicting the positive cases out of all the actual
positives. Precision is on the other hand a measure of how many of the cases predicted as
positives are actual positives (Powers, 2008). Powers (2008) emphasizes how both precision
and recall lack in providing information about how well the model performs on negative
cases and proposes the use of inverse measures depending on the purpose of the model. In
ML tasks, recall is often ignored and more focus is on precision since it gives information on
how confident a classifier is (Powers, 2008). The measurement of accuracy is commonly
used to evaluate a model. The measurement is an indicator of how many predictions were
correctly classified, and thus gives a good measure of how well the classifier performs. The
last measurement constructed from the confusion matrix is the F1-score, which is a harmonic
mean of precision and recall (Hand, Christen and Kirielle, 2021). Accuracy is a commonly
used measurement for classification problems, but the F1-score is increasingly used for
classification problems with the imbalanced distribution of classes in the dataset (Hand,
Christen and Kirielle, 2021).

There is some criticism against the method of evaluating a model with the measures of the
confusion matrix, meaning that it does not capture all aspects (Powers, 2008). For this thesis,
these measures have been considered to provide enough foundation to evaluate which one of
the three tested models to proceed with for further analysis.
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False-positive or False-negative

When evaluating the performance of a model using the confusion matrix it is relevant to
decide in what way the model should perform better. Is it most important for the model to
predict and correctly classify positive cases, or is the ability to cull negative cases what is
more important? In other words, is the model more sensitive towards incorrectly classifying
positive or negative cases. When evaluating the three different models used in this thesis, the
model will be considered tolerant towards false positives rather than false negatives. The
model will in other words be considered more tolerant towards incorrectly classifying
negative cases as positives (FP) rather than incorrectly classifying positive cases as negatives
(FN).

4.5.2 Time and Grading Evaluation
Previous studies for evaluating the SRMG have been carried out by grading various reports
and analyzing the results. The evaluation process of this thesis has been inspired by the
evaluation process used by Cöster et al. (2020) in their studies on the maturity grid (SRMG).

The evaluation was carried out on 5 individuals, 2 teacher assistants from the course
“Sustainable development and CSR”, and 3 collaboration assistants in the Department of
Civil and Industrial Engineering, Quality Science, both groups affiliated with Uppsala
University, Campus Gotland. These individuals will be referred to as the assessors. Cöster et
al. argue in their article Are They Reporting the Right Thing and Are They Doing It Right?
(2020) that master students studying Managing Sustainability at Uppsala University are
considered to possess enough knowledge on the subject of sustainability to make an
assessment using the SRMG. The individuals performing the evaluation are considered to
possess a similar level of knowledge and, therefore, considered credible for the evaluation.
Before starting to assess the reports all assessors had to read the article; Are They Reporting
the Right Thing and Are They Doing It Right?—A Measurement Maturity Grid for Evaluation
of Sustainability Reports by Cöster et al. (2020). The thesis is based on this article and was
considered to provide the assessors with the essentials for a reliable assessment.

For the evaluation, 30 sustainability reports have been selected. Out of these, 20 came from a
previous research article where the SRMG has been evaluated by (Isaksson and Rosvall,
2020) and one additional research paper, conducted in collaboration with Brazilian
researchers, which has not yet been published. Beside these 20 reports, there are ten
additional sustainability reports. The additional reports were selected with the same method
as Isaksson and Rosvall’s (2020) article presents. The choice of companies is based on the top
list of Nordic countries within construction, which are presented on the website Largest
Companies6. Of the 30 selected sustainability reports, 15 are integrated with the annual report
and 15 are independent sustainability reports.

6 The list is found at https://www.largestcompanies.se
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The number of reports chosen for the user evaluation was based on statistical
recommendations. The central limit theorem in statistics implies that, given a sample size big
enough, the sampling distribution of a variable's mean will approximate a normal distribution
(Frost, 2018). What is considered a big enough sample size may differ depending on the
dataset, but 30 is usually known as the established minimum when handling statistics (Kar
and Ramalingam, 2013; Frost, 2018). With limited access to assessors, 30 sustainability
reports were considered statistically sufficient for the user evaluation.

All 30 sustainability reports were assessed four times, two times with the conventional
version and two with the compressed version. The assessors rated between 10-15 reports
conventionally and 10-15 reports compressed. None of the assessors assessed the same report
more than one time.

For comparison, data were collected from each assessor and report. The assessors reported
the time it took for each assessment and the grading for each column in the SRMG for each
assessment. The assessors also gave feedback on the compressed version and what it was like
to assess with it. Each assessor had to answer a query with a set of questions concerning the
model.

The t-test

To compare and analyze the assessment with the conventional method and the Prototype a
t-test was performed. The t-test is a type of inferential statistic used to determine if there's a
significant difference between two groups' means. This type of test is commonly used for
Hypothesis testing. (Hayes, 2020)

In this thesis, a paired t-test was performed to evaluate whether a difference could be seen
between the two assessment methods, both time and grading variation. The t-test was
calculated in Google sheets.

Modified Coefficient of Variation

To analyze the grading variation, the Coefficient of Variation (CV) was observed. The CV is
commonly used in analytical chemistry and is a standardized statistical measure of the
dispersion of data points around the mean in a data series (Hayes, 2021). In the assessment
where the variation is observed, the value is not relevant as the assessment is according to a
scale, therefore the CV has been modified. The CV explaining the relation between the
Standard Deviation ( ) and the mean ( ) of the measurement.σ µ

(7)𝐶𝑉 = σ
µ × 100

What is being sought in this thesis is a relative value to the rating scale and not to the average
grade. Hence, this study will use the CV where the standard deviation will be divided by the
average of the scale, equation 8. The 6-degree scale gives an average of 2.5.
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(8)𝐶𝑉 = σ
2.5 × 100

The CV gives the relative value, presented in percent, and gives a more comparable
measurement than only observing the Standard Deviation (Hayes, 2021).

Ethical Considerations

For the user evaluation, the four requirements presented by Swedish Research Council (2002)
on the protection of personal information were followed. The four requirements are;
requirement of information, the requirement of consent, the requirement of confidentiality,
and requirement of utilization .

The requirement of information, which intends to inform participants of the aim of the study
and the purpose of their contribution, was fulfilled by providing all participants an
informational document. The document also informed of the voluntariness of participating,
that is one additional rule for the first requirement. Since the participation was stated as
voluntary, the requirement of consent was considered fulfilled as the participant could decide
to participate or not, and whether to fill out the provided form or not. Receiving a filled-out
form was therefore interpreted as a participant's given consent. The requirement of
confidentiality is meant to protect personal data. The evaluation study has been anonymous,
thus no personal data has been collected. The fourth requirement, the requirement of
utilization, is saying that no collected information should be used for other purposes than for
science. Swedish Research Council (2017) discusses the sharing of information in science.
With science being expensive it is encouraged to share information, and the Swedish
Research Council thus means that it is not always possible to promise participants of a study
that the collected information will not be used for other purposes. This has been taken into
account and participants were informed that the answers will be used for scientific purposes,
with the main purpose of providing an analytic foundation for this thesis.
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5. Results
Three different classifiers' ability of categorizing sentences within the area of sustainability
reports has been tested. The new assessing method, the Prototype, has also been tested with
users to evaluate the grading and time required to assess sustainability reporting. The
evaluation compares the Prototype with the conventional method. This section will firstly
present the results from the evaluation of the tree models, which lay the foundation for the
development of the Prototype. Secondly, results from the user evaluation of the Prototype are
presented.

5.1 Comparison of Models
The first section of the results is presenting the performances of the different machine
learning models. The performance has been evaluated with regards to the models’ accuracy
and their misclassification rate.

5.1.1 Confusion Matrix Observation
The first step towards implementing a new method for assessing sustainability reporting was
to decide which model to proceed with. This decision was based on the performance of three
different models. An analysis was made where values from the confusion matrix were
compared. The three different models were all trained on the same datasets and were
therefore estimated to have the same datum during the comparison. Figure 16 and Figure 17
below present the accuracy for each model and topic area of the SRMG to get an overview of
the performance of each of the three models. Table 3 presents accuracy, recall, precision, and
F1-score for each topic and each model for a more detailed comparison of the results. Table 4
gives an overview of the three models’ misclassifications.
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Figure 16: Bar chart comparing the three models’ (Naïve Bayes (NB), Support vector
machines (SVM) and BERT) accuracy for each area Value chain (VC), Scope (S), Stakeholder

(SH), Stakeholder needs (M), Indicator and Targets (IoT).

Figure 17: Bar chart comparing the two best models’ (SVM and BERT). accuracy for each
area Value chain (VC), Scope (S), Stakeholder(SH), Stakeholder needs(M), Indicator and

Targets (IoT)
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Table 3: Compilation of respective model’s performance for each focus topic with regards to
accuracy, recall, precision, and f1-score.

Focus topic / Classifier NB SVM BERT

Value Chain

Accuracy 0,6861 0,9498 0,9635

Recall 0,8933 0,9067 0,9429

Precision 0,6569 1 0,9851

f1-score 0,7571 0,951 0,9635

Scope

Accuracy 0,8255 0,9527 0,9716

Recall 0,8806 0,9679 0,9428

Precision 0,7841 0,9362 0,9467

f1-score 0,8296 0,9518 0,9726

Stakeholder

Accuracy 0,7655 0,9569 0,9642

Recall 0,8893 0,9625 0,9926

Precision 0,7012 0,9482 0,9397

f1-score 0,7841 0,9553 0,9654

Stakeholder Needs /
Materiality

Accuracy 0,9 0,9647 0,9882

Recall 0,9884 0,9651 1

Precision 0,8416 0,9651 0,977

f1-score 0,9091 0,9651 0,9884

Targets & Indicators

Accuracy 0,7592 0,9507 0,9737

Recall 0,8915 0,9584 1

Precision 0,7031 0,9432 0,9503

f1-score 0,7862 0,9507 0,9745
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Table 4: Table over misclassifications, false positives (FP) and false negatives (FN), for each
model for each focus topic.

The results in Figure 16, supported by the results in Table 3, indicates that NB performed the
worst out of the three models. Figure 17 is a zoomed-in version of the two best models, SVM
and BERT, for a more comparable picture. Another aspect of evaluating the models is in
terms of their sensitivity towards misclassified cases. Table 4 indicates that BERT is fulfilling
the predetermined tolerance at misclassifying negatives as positives rather than the opposite.
It is also noticeable that the number of misclassified cases are smaller for BERT compared
with NB and SVM. From these results, strengthened by previous promising results by
Luccioni et al. (2020), it was decided to proceed with BERT for constructing the Prototype.

5.2 The Prototype
To evaluate the Prototype, a user evaluation was performed. The results from the user
evaluation are accounted for in the following section.

5.2.1 User Evaluation
The purpose of the user evaluation was to enable a comparison between the Prototype and the
conventional method. The evaluation also contributed to gain insight on how the assessment
is carried out, both with the conventional method and with the Prototype. The focus of the
user evaluation was to observe and compare the two methods with regards to the two
measures; time, and assessment grading.

Time

Evaluating sustainability reports using the SRMG could potentially be used as an analytical
tool to compare how well the reporting for a specific company is done in contrast to other
companies within the same industry. As of today, the process to gather enough data for such
comparisons is time consuming. It was therefore considered of interest to see if, and how, the
Prototype could reduce the assessment time.

Comparing the average time for assessing reports for the two methods indicated that the time
was almost halved using the Prototype. The average time for assessing a sustainability report
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with the conventional method was ≈ 40 minutes and the average time for assessing with the
Prototype was ≈ 21 minutes. To compare the methods’ time differences and to see if the
results were significant a hypothesis test, in the form of a paired t-test was performed. The
calculated means and t-test results can be seen in Table 5. The null hypothesis for the test was
that there was no difference between the two models in terms of time. The t-test gave a low
p-value, which indicated that the null hypothesis could be rejected. The p-value is shown in
the last row of Table 5. This result indicates a statistical significance to the test and that there
is a time difference between the two methods.

Table 5. Average data of time observations
Method / Average Time STD CV

Conv. 39,80 16,75 42,08

Prot. 20,68 8,52 41,21

t-test 0,0000000000083

The time it takes to assess sustainability reports is considered to be individual, depending on
how fast you read and how efficiently you analyze. Results from the user evaluation show
that if each assessor’s average time is observed individually, the time is shortened for
everyone, see Figure 18. Calculating the average time-difference between the two methods
for all five test users indicates that the time is reduced around 45% when using the Prototype.
The bar chart in Figure 18 further validates that both the time taken to assess the reports, and
the time-difference between the two different methods is individual.
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Figure 18. Average time per assessor, conventional method (Conv.) vs. the Prototype (Prot.)

Assessment Grading

Each report was assessed four times, two times using the conventional method and two times
using the Prototype. When observing the variation, the average of the two assessments was
observed. The Average Grade, -Standard Deviation (STD) as well as the -Coefficient of
variation (CV), has been calculated for both the conventional model and the Prototype. The
results can be seen in Table 6. The t-test gave a p-value that represents a 99% statistical
significance. This indicates that a difference in grading can be seen between the two models.

Table 6. Average results (Grade, STD, CV) presented for both the conventional (Conv.) and
the Prototype (Prot.). The t-test explaining the significance of the mean differences.

To observe differences between the criteria of the SRMG the Average Grade, -Standard
Deviation (STD), and -Coefficient of variation (CV) have been calculated for the
conventional method (Table 7) and the Prototype (Table 8). These calculations are interesting
to observe since they give an overview of each criterion of the SRMG. This allows
comparing the two assessing methods on a more detailed level.
Table 7. Conventional method. Average; Grading, Standard Deviation(STD), and Coefficient

of variation (CV) for each SRMG criterion.

Table 8. The Prototype. Average; Grading, Standard Deviation(STD), and Coefficient of
variation (CV) for each SRMG criterion.
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Same calculations have also been made for each assessing method but individually for the
integrated and independent reports. These can be seen in Table 9-12.

The Conventional Method

Table 9. Conventional method, Independent reports. Average; Grading, Standard
Deviation(STD), and Coefficient of variation (CV) for each SRMG criterion.

Table 10. Conventional method, Integrated reports. Average;Grading, Standard
Deviation(STD), and Coefficient of variation (CV) for each SRMG criterion.

The Prototype

Table 11. The Prototype, Independent reports. Average; Grading, Standard Deviation(STD),
and Coefficient of variation (CV) for each SRMG criterion.
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Table 12. The Prototype, Independent reports. Average; Grading, Standard Deviation(STD),
and Coefficient of variation (CV) for each SRMG criterion.

In Figure 19 an overview of each reported average grading can be observed, to compare the
conventional and the Prototype grading for each report.

Figure 19. The graph represents the average grading for each report using the conventional
method vs. the prototype. The conventional method is represented in dark green, whereas the

Prototype in bright green.

Despite guidelines for assessment, individual trends can be seen. In Figure 20, these trends
can be observed. They show that individual interpretation seems to influence the assessments.
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Figure 20. Graphical representation of each assessor’s average grading using the
conventional method (Conv.) vs. the prototype (Prot.).

Figure 21.a Figure 21.b

Figure 21.c Figure 21.d
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Figure 21.e
Figure 21a-21e. Scatter plots representing each assessor's assessment over time and their

corresponding trendline.

With the assessors being handed 20-25 reports each to evaluate it was considered relevant to
analyze whether the assessors seemed to become tougher in their assessment. Figure
21.a-21.e shows a scatter plot of the assessment over time, including a trendline to get an
estimate of the trend. Four out of five scatter plots show a negative trend, implying that
grades get lower over time.
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6. Discussion
This chapter analyses and discusses the results from chapter five. The chapter is divided to
firstly analyse and discuss the results from the user evaluation. This is followed by some
discussion regarding drawbacks with the Prototype. The second and third sections of this
chapter is discussing findings regarding the data and the chosen classifier for the Prototype.
Lastly, some areas for future research are presented.

6.1 The Prototype

This section is discussing results from the user evaluation. The section is divided into three
subsections discussing time, assessment grading, and some drawbacks with the Prototype.

6.1.1 Time
One of the main focuses of this thesis was to examine the possibility of making the
assessment of sustainability reports more time-efficient with NLP. The results show a distinct
time difference between the conventional method and the Prototype. It can also be seen that,
despite individual differences between the assessors in how long it takes to assess a report,
assessment using the Prototype reduces each assessors assessment time by about 45%. With
the assessor being handed a shorter document it might be expected that the time would be
reduced. But the results could indicate the relevance of sorting out irrelevant passages, even
though the assessor can use a similar approach in the conventional method by searching for
relevant words. These results are positive, however, the assessment data shows that the
assessors gave lower grades with the Prototype. It can also be seen that the assessment
variation is greater for assessment with the Prototype than with the conventional method.
These findings will be discussed further.

6.1.2 Grading
To gather greater understanding of the Prototype's functionality, the assessment grading has
to be observed. Observing the average grading of the conventional method and the Prototype,
it is seen that the assessors gave a higher grade when assessing with the conventional method.
This difference can have several underlying causes. A relevant reason to address is the fact
that the assessor, when assessing with the Prototype, is limited to the given pages. With the
Prototype, the assessment is based on only picked out information, and can therefore lead to
loss of relevant information followed by lower grading. It is also possible that the level of
knowledge can influence how critical the assessor is towards the content. A similar tendency
can be seen in Cöster et al. (2020) where the “experts” tended to be tougher in their
assessment compared with the students. This can be further discussed by analysing the
trendlines in Figure 21.a-21.e which implies a negative trend in the assessment over time.
This result can be interpreted in different ways and is initially indicating that the assessors are
getting tougher in their assessment over time. Nevertheless, it is important to keep in mind
that the assessors were asked to commence with the conventional method when performing
the test. The results in Figure 20 are indicating that the average assessment is lower when
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using the Prototype than for the conventional method. It is therefore difficult to know if the
negative trend in Figure 21.a-21.e depends on the assessor’s capability to be tougher in their
decision, or if the trend is rather a result of the later assessments being carried out on the
Prototype. The impact of the level of expertise is something that could be further explored in
future research.

The fact that assessment with the SRMG gives high variation is also shown in this thesis,
with a coefficient of variation (CV) between 30-36%. By observing the CV, it gives an insight
into the extent to which assessors' self-interpretation is involved. The CV provides an
interesting overview of how the conventional method and the Prototype differ in terms of
assessment. For the total grading, a difference between the two method’s CV can be seen.
The conventional method had a CV of ≈30 % whereas the Prototype had a CV of ≈36%. The
authors hypothesized that the variation would be smaller for the Prototype since the assessor
received a less extensive document only containing relevant information; as this gives less
room for own interpretations and focus in a specific area. However, the results show that the
conventional method resulted in less spread and that this hypothesis could not be
substantiated. These differences between the two methods may be based on individual
differences in judgement by the assessors. If Figure 20 is observed, it is seen that the
assessors' average grading differs. Since each report is assessed only two times with each
method the variation could depend on the assessors. If for example assessor 1 and 3 assess
the same report, the variation will most probably be greater than if the report is assessed by
assessor 3 and 4. To further investigate how variation and assessor correlates, each report
could have been assessed more than twice. This is not something that was further investigated
since the limited number of assessors were considered too narrow for such analysis. That
variation, as well as individual differences that are seen during assessment indicates that the
SRMG probably has a wide scope for interpretation. In this thesis, the focus has not been on
changing the SRMG. However, these results indicate that more concreteness of the
assessment template could possibly reduce individual interpretation. This could be done, for
example, by formulating clearer questions for the different levels of each area of the matrix.
This would also facilitate more automatic data management.

The average grading and CV has also been calculated for each criterion of the SRMG. This
gives an overview of the different criteria of the SRMG. The differences here can both be
explained by how clear the assessment criteria are, the degree of self-interpretation, and the
prototype's different focus areas. A trend shows that target seems unclear to assess; for both
the conventional method and the Prototype, the CV for target is high. This indicates that the
criterias for target are more influenced by individual interpretation, and as mentioned in the
previous section, clearer criterias could reduce the level of self-interpretation.

Sustainability reports can either be independent or integrated in the financial report. When
comparing the assessment of independent and integrated reports, the Prototype showed
similar values for the two types of reports while the conventional method implied that the
integrated reports were more varied in its assessment. This was surprising since the BERT
model was mainly trained on independent reports. This result indicates that the Prototype has
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the ability of extracting similar information regardless of whether it is an independent or an
integrated report. From these findings it is possible to argue that the Prototype is more
tolerant for different types of reporting. A possible reason behind a more varied assessment
using the conventional method could be that the assessor has difficulties finding accurate
information in the integrated reports, which tend to be more extensive.

6.1.3 Drawbacks

When building the Prototype, focus was on presenting what is most important. This led to the
fact that for each focus topic, the pages were arranged in order of relevance; thus not in
chronological order. This choice was made since the SRMG clearly highlights the importance
of including the most relevant information. Feedback from the assessors indicated, however,
that not having them in chronological order was confusing and that the flow of the report was
disrupted. It could be interesting to evaluate further if a chronological order of the pages
would have simplified the assessment. However, it should be taken into account that the
pages would still be selected by relevance and therefore most often, despite being placed in
chronological order, not include pages that follow each other. There is a probability that
changing the order of pages would still receive the same feedback, since the flow of the
report could still be partially broken.

During the development of the Prototype, difficulties with the model and delimitations were
noted. To set a page limit for each focus topic and also removing pages with less than two
relevant sentences may in some cases have been too bold moves. Something that was
observed at a late stage was that these constraints, in some cases, sorted out pages of
relevance. For example, pages consisting of tables or graphs with relevant data, but not
containing enough relevant sentences. Another problem with these constraints were noted
when only one or two pages for a specific focus topic were found but they both were sorted
away because of not fulfilling the 2-sentence limit. As the focus of this thesis was mainly
time efficiency, it was considered that those clear and partly bold boundaries and sorting were
required to get results. This may, however, have affected the grading results negatively.

Another drawback with the final version of the Prototype which should be discussed is the
layout. As a way to guide the assessor to where the relevant passages could be found on a
page, a design choice was made to present sentences classified as relevant by highlighting
them. It is possible that this feature is affecting the assessor to subconsciously neglect the
surrounding content. The way of presenting the positively classified sentences could be
further developed to avoid the risk of influencing the assessor's focus too much. Initially the
highlighting was designed to represent the different important words with different colors,
since the choice of words are considered to have an impact on how well the reporting is done.
This design was after discussions rejected since it became complicated for the assessor to
follow the distribution of colors for the different focus areas. Instead the frequency of
important words were presented in a graph and the sentences were highlighted in one color.
One way to further develop the highlighting could be to shift the shade of the highlight
relative to how strong the classification is. This could guide the assessor to how strongly a
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passage or sentence is considered to be relevant and possibly decrease the drawing towards
reading only the highlighted sentences.

Training of the model was carried out on mainly independent sustainability reports as a way
to avoid the dataset containing too much irrelevant information. Once the model was ready to
be tested it was decided to use reports used in previous studies of the SRMG. This testing set
included both independent sustainability reports, as well as sustainability reports integrated
with the annual report. Integrated reports include financial statements, which was proven
difficult for some parts of the model to distinguish. This problem is rooted in the fact that the
same words are used with different meanings. With BERT being designed to capture the
context of a word, it is possible to think that the model would have performed better if it had
been pre-trained on a dataset that had captured these different contexts. However, when
comparing the tables containing data from independent and integrated report assessments
(Table 9-12), interestings findings can be seen. The Prototype’s two tables are very similar,
which shows that assessment is not affected by the type of reporting. This shows that the
Prototype is able to capture similar data, regardless of whether the report is independent or
integrated. If the conventional method’s tables are observed (Table 9-10), differences between
the tables can be seen. For the integrated reports the CV has increased, which indicates a
trend that information in the integrated reports may be more difficult to find or the content
being interpreted differently depending on what the assessor finds.

6.2 The Classifier
The decision of what model to proceed with for the Prototype was based on the results in
Figure 16 and 17. These results implied that BERT was best suited for handling this data.
Nevertheless, this decision can be questioned. Even if BERT is pre-trained and thus relatively
time efficient with regards to its more advanced structure, it is relevant to emphasize the
potential of SVM. The results showed positive performance by SVM, and it is not
unthought-of that the model could make a well, and more time-efficient, prototype. On the
other hand, BERT is more advanced in its way of interpreting textual data. With a more
nuanced dataset that captures a more representative distribution of sentences for each focus
topic, it is possible that SVM would encounter problems which BERT would be better at
handling.

6.3 The Data
One drawback with the model is due to the fact that the datasets for each topic are
constructed using a word-search-based summarization method. This has resulted in sentences
containing specific words, which seems to have made the models biased towards these words.
The predictions are thus to a large extent affected by this and the models have difficulties
detecting other patterns in the data. By using a more manual method, e.g. hand labeling of
sentences, it is possible that the model could be improved. Although, this will be left for
future studies to investigate.
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Another drawback of the model was that the training of the model was carried out with
sustainability reports from different industries. The evaluation of the model on the other hand
was executed on reports within a specific area, within the construction industries, ranging
through the whole value chain from forestry to recycling. What is important to report is
similar for all industries according to the SRMG, but languages and focus areas can vary
greatly. For example, the clothing industry focuses usually on recycling and organic farming,
while the focus in forestry is usually on biodiversity and occupational injuries. This leads to
that the models to some extent are trained on irrelevant data. Since the language differs
between industries, the Prototype could have performed better if limited to a specific industry
from the start.

Since the current framework of reporting on sustainability, GRI-Standards, does not clearly
state what the report should include, there have been some difficulties in producing a general
solution for text analysis on these documents. During the process of going through
sustainability reports it has become clear that different companies use different ways of
reporting, both in terms of what content to present, how to present the content, and in terms
of vocabulary choices for presenting different topics. For example “target” can be used by
some as indicating targets for their business, while others use this term to refer to
sustainability targets, e.g. reduced emissions. This has contributed to difficulties in building a
model that can perform well in all aspects.

6.4 Future Research

As a final step, some thoughts on further improvements of the model and future areas of
research that have evolved along the way will be presented. These thoughts could be of value
for the further development of a sustainability assessment method.

6.4.1 Further Improvements
For further improvements towards a standardized assessment, it could be beneficial to have
an assessment template with clearer requirements for each grading level. This would also
simplify automatic data collection and make it more accurate. Having a dataset created
manually would also provide value since a dataset created from a word-search-based
summarization model turned out to be partially biased. Further, it could be beneficial to
create more specific models, each covering only one focus area, to ensure that everything
important is included.

In sustainability reports, important values and indicators are often presented in tables and
graphs. During this thesis, it was problematic for the models to find and read these types of
data, a disadvantage of the Prototype that could not be solved during this project.  Therefore,
pages with tables and key figures for e.g. scopes tend to be missing in the compressed
version, which unfortunately can contribute to lower scores. It would be interesting to
investigate this further in order to find a solution to this problem. As a lot of important
information is contained in graphs and tables, one idea would be to focus only on these for
assessment.
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6.4.2 Intelligent Scoring System
As the results of the thesis have shown, it is still difficult to reduce the variance of the
grading. This is an area that should be further explored to get an evaluation method that is
easy to use. By further refining the model, an interesting area for future research would be to
create a dataset consisting of reports and their grade. The model could then be further
developed by being able to predict a grading on the report. Getting to the point of an
intelligent scoring system will require a large dataset of manually graded reports. The work
of this thesis can be seen as a first step into creating the dataset, by being able to assess
reports quicker than before. Having more distinct criterias for assessment would also be
helpful to succeed with this kind of system.

6.4.3 Sustainability Context Model
During this project, Isaksson7 has emphasized the importance of the company understanding
the concept of sustainability; that they define what sustainability is for them and how they
work with this. This is something that lays the foundation for the entire SRMG. An attempt to
summarize this information from the reports was made as an extra feature. This feature was
not used in the test. The feature’s output was 5 sentences that aim to explain a corporation's
focus on sustainability. For example:

Stora enso 2020:
“During the year, stora enso developed a new ambitious forest sustainability strategy
focusing on four areas: carbon, biodiversity, land use, and communities. Sustainable forest
management ensures that new generations of trees replace those that are harvested. Stora
enso’s current activities focus mainly on improving sustainable forest management practices
to enhance positive impacts on biodiversity. Stora enso’s sustainable finance strategy is an
integrated part of our overall strategy. At stora enso, we believe that long-term financial
success results from truly sustainable business.”

RSG nordic 2018:
From this starting point, we work with sustainability in terms of both the environment and our
business. Therefore, I am delighted that rgs nordic has put sustainability on the agenda.”
business developer, Johan holm, rgs nordic. In this way, we fulfil our mission to help our
customers to turn a circular economy and sustainability into good business. We discuss with
our customers the importance of key issues in relation to the sustainability of their business.
We consider whether climate impacts, environmental impacts, resource impacts, compliance
and business values are es- sential for the coupling of sustainability with their business.

Note that this is not a tested feature, but it may be worth looking into further. As an associate
professor within business administration at Lund University, Arvidsson (2017) states that
companies are rather diffuse when it comes to specifying the purpose of their sustainability
work. To be able to pick this out from a sustainability report could therefore be relevant. If
this model were to be further developed opportunities are seen to carry out similar methods
on all focus topics to create an even shorter version for assessment.

7 Isaksson, Raine; Supervisor of the thesis, Senior lecturer/Associate Professor at Department of Civil and
Industrial Engineering, Quality Science at Uppsala University.
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7. Conclusion

Through this thesis, it can be seen that there are several opportunities to extract important
data from sustainability reports with different techniques of NLP and ML. The accuracy for
the three different ML models showed that BERT performed the best with a slight advantage
over SVM. The NB did not perform as well as the others but did perform well despite its
simplicity. Based on their classification performance, measured in accuracy, the BERT model
was chosen for developing the Prototype.

From the result from the user evaluation of the Prototype, several intriguing outcomes were
discovered. The results of the assessment time indicated that the time for assessing a report
can be cut in half using the Prototype, with an initial average of 40 minutes decreased to 20
minutes. These results show a promising ability to reduce assessment time using NLP and
ML methods. However, the results further showed that when assessing reports using the
Prototype a lower grade was given than with the Conventional method. This can be
considered as an indication that important information in the initial document is lost with the
Prototype, a problem that potentially could be corrected with a more representative dataset to
improve the detection of important pages.

A slight increase in variation in grading could be detected in the results when assessing
reports using the Prototype. This shows that the Prototype for the moment is not adequate to
reduce the variation in grading of sustainability reporting. This validates previous
observations of the SRMG leaving room for individual interpretation, which the Prototype
was not able to solve. When comparing the assessment of independent and integrated reports,
the Prototype showed similar grading while the conventional method showed that the
integrated reports were more varied in their assessment. This indicates that the idea of
removing pages containing irrelevant information is a move in the right direction towards
making the assessment more focused.

Overall, the results indicate that applying NLP could be successful. With some adjustments,
the Prototype could replace the conventional method for assessing reports. But above all, the
Prototype can be seen as the first step towards an automatic sustainability report assessment.
With clearer assessment criterias and more data, a future is seen where the quality of
sustainability reporting can be checked completely automatically.
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Appendix

Stopwords

Stopwords have been removed using the NLTK library. The words included in the stopword
list are presented in the array below.

['i', 'me', 'my', 'myself', 'we', 'our', 'ours', 'ourselves', 'you', "you're", "you've", "you'll", "you'd", 'your', 'yours',
'yourself', 'yourselves', 'he', 'him', 'his', 'himself', 'she', "she's", 'her', 'hers', 'herself', 'it', "it's", 'its', 'itself',
'they', 'them', 'their', 'theirs', 'themselves', 'what', 'which', 'who', 'whom', 'this', 'that', "that'll", 'these', 'those',
'am', 'is', 'are', 'was', 'were', 'be', 'been', 'being', 'have', 'has', 'had', 'having', 'do', 'does', 'did', 'doing', 'a', 'an',
'the', 'and', 'but', 'if', 'or', 'because', 'as', 'until', 'while', 'of', 'at', 'by', 'for', 'with', 'about', 'against', 'between',
'into', 'through', 'during', 'before', 'after', 'above', 'below', 'to', 'from', 'up', 'down', 'in', 'out', 'on', 'off', 'over',
'under', 'again', 'further', 'then', 'once', 'here', 'there', 'when', 'where', 'why', 'how', 'all', 'any', 'both', 'each',
'few', 'more', 'most', 'other', 'some', 'such', 'no', 'nor', 'not', 'only', 'own', 'same', 'so', 'than', 'too', 'very', 's', 't',
'can', 'will', 'just', 'don', "don't", 'should', "should've", 'now', 'd', 'll', 'm', 'o', 're', 've', 'y', 'ain', 'aren', "aren't",
'couldn', "couldn't", 'didn', "didn't", 'doesn', "doesn't", 'hadn', "hadn't", 'hasn', "hasn't", 'haven', "haven't", 'isn',
"isn't", 'ma', 'mightn', "mightn't", 'mustn', "mustn't", 'needn', "needn't", 'shan', "shan't", 'shouldn', "shouldn't",
'wasn', "wasn't", 'weren', "weren't", 'won', "won't", 'wouldn', "wouldn't"]

Sustainability reports used for data collection

3M
AAK
Accenture

Agro Fair
Alfa Laval
Amazon

Assa Abloy
Avanza
Avebe
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Axfood
Björn Borg
Blue Star
BMW
Cybercom
Electrolux
Ericsson
Forbo Flooring
Systems 2019
Filippa K
Fingerprints 2018
Fortum 2016
Fortum 2019
Gina Tricot 2016
Gina Tricot 2018
Heineken 2019

Highland Gold 2019
H&M 2016
H&M 2019
HP
Hugo Boss 2019
Ikea 2016
Kingston Tech
Lego
Nomad 2019
Nordea 2017
OKQ8 2019
Rangold 2017
Royal mail 2018
Rusta 2019
Sandvik
SBAB

Scandic
SEB
Swedish Space
Corporation
Swedbank
Systembolaget
Tele2
Trelleborg
TUI 2018
Vagabond
Vodaphone 2017
Volvo
Wesco
WSP

Sustainability reports used for evaluation tests

Independent
Akelius Residential Property
AB
Bergkvist Insjön ab
CTCI
Fabege
Gränges
Hyundai
Höganäs Holding
Ikano Bostad
Pandox
Ragnsell 2018
RSG nordic
Samsung engineering
Stenametall 19/20
Storaenso
Thomas Betong

Integrated
Akademiska hus
Arcadis
Boliden
Cimic Group
Ferrovial
Geoserve
GS engineering
Hochtief
Holmen
PEAB
Sandvik
Serneke
SSAB
Svea Skog
Veidekke
Vinci
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