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Abstract

In historical cryptology, cleartext represents text written in a known language in
a cipher (a hand-written manuscript aiming at hiding the content of a message).
Cleartext can give us an historical interpretation and contextualisation of the
manuscript and could help researchers in cryptanalysis, but to these days there
is still no research on how to automatically detect cleartext and identifying its
language. In this paper, we investigate to what extent we can automatically
distinguish cleartext from ciphertext in transcribed historical ciphers and to
what extent we are able to identify its language. We took a rule-based approach
and run 7 different models using historical language models on ciphertexts
provided by the DECRYPT-Project. Our results show that using unigrams and
bigrams on a word-level combined with 3-grams, 4-grams and 5-grams on a
character-level is the best approach to tackle cleartext detection.
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1 Introduction

Since humankind created a written language there has been a need to send messages
to each other in a safe way, without the interference of a third party. The first
recorded use of secret codes was by the Spartans (400 BC), who used a cipher device
called scytale for secret communication between military commanders. We can also
find the use of secret codes in relatively recent times, such as during the First World
War where it was used for diplomatic and tactical communications. One of the most
famous uses of cryptography of contemporary history, however, is the cipher-machine
Enigma, used by the German military to encode strategic messages (Encyclopedia
Britannica, 2008).

1.1 Cryptology and Historical Cryptology

Cryptology is the science concerned with communication and storage of information in
secure and usually secret form and it includes both cryptography and cryptanalysis, the
former being the study of the principles and techniques used to conceal information
in ciphers and later revealed by the use of a secret key and the latter being the science
concerned with recovering or creating cryptographically secured information without
knowledge of the key. Historical cryptology is the study of encrypted messages from
our history. The goal of this field is to decrypt these documents and contextualize
them thanks to mathematical and linguistic analysis (Megyesi et al., 2020). Historical
ciphers are encoded, hand-written manuscripts aiming at hiding the content of the
message. Ciphers usually contain encoded sequences of various symbols, but also
cleartext (text written in a known language). The ability to distinguish cleartext
from ciphertext is very important. Cleartext can give us historical interpretation and
contextualisation of the manuscript and could also help researchers in cryptanalysis,
so that they can make educated guesses about the topic of the document and it can
also be used to crack encoded named entities, such as place or personal names and
give clues to the underlying language of the cipher. (Megyesi et al., 2019).

1.2 Purpose

The purpose of this thesis is to automatically distinguish between ciphertext (text
that has been enciphered and brings the hidden message) and cleartext (text that
has not been enciphered and left in its original form) in transcribed ciphers and
identify the language of the cleartext. For this thesis, the ciphers we focus on were
provided by the DECODE database and they are enciphered with different symbol
sets and therefore present different challenges in the detection of cleartext and its
language. This thesis is carried out within the DECRYPT project.

The following questions are addressed:

1. To what extent can we distinguish cleartext from cipher in transcribed, historical
ciphers in an automatic way?
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2. To what extent can we identify the language of the cleartext that we were able
to detect?

To the best of our knowledge, this study represents the first work in cleartext
detection and the identification of its language within the field of historical cryptology.
In the long run, our model could also contribute to the improvement of transcribing
historical manuscripts and improving automatic transcription methods.

1.3 Outline

The outline of the thesis is as follows:

Chapter 2 provides an overview of the field of historical cryptology and the work
done in language identification in both historical cryptology and other fields.

Chapter 3 provides information about the data set, how the preprocessing was
performed and how the data was partitioned into training and test set.

Chapter 4 describes the algorithm created to perform cleartext detection and
language identification.

Chapter 5 describes the different evaluations methods used to assess our results.

Chapter 6 provides a summary of our results and a discussion about them.

Chapter 7 gives a summary of our work and some ideas for future work.
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2 Background

2.1 Historical cryptology

2.1.1 Terminology

Every field of study has its own vocabulary and historical cryptology is no different.
The terminology used in this discipline follows the definitions given in Kahn (1996),
where plaintext is a text written in a known language that is then turned into a
ciphertext with the use of a cipher, an algorithm that encrypts the original message.
All text present in a ciphertext that has not been encrypted and left in its original
form is called cleartext. In order to encrypt it effectively both parties of the exchange
need to have a key, which provides information on how the ciphertext should be
encrypted and therefore giving information on how to reverse the process. There
are two main encryption methods used for historical ciphers: transposition and
substitution. Transposition consists in changing the position of the letters of a word,
without changing the letters. An example for this method can be rctniyepno for the
word encryption, where the words are the same but their position is different. On
the other hand, substitution consists in changing the letters of a word with other
elements (e.g. digits, Latin letters or graphic signs) and can be divided into three
sub-categories: simple, homophonic and polyphonic. Simple substitution has been
the method most widely used in the past and it consists in assigning an element
for each letter of a word. An example of this method can be 84624013579 for the
word encryption, where each letter of the word is represented by a number (e.g.
e is represented by 8, n is represented by 4 and so on). This method is divided
into monoalphabetic, where the same type of substitution is used during the whole
encryption process, and polyalphabetic, where the substitution can change during
the process. Homophonic substitution consist in assigning more than one element to
every letter of a word which makes the code-breaking process more difficult because
when performing a frequency analysis, their distribution would appear uniform.
An example of this method can be 31285790 for the word database, where the
letter a is represented by different numbers (in this case by number 1, 8 and 7).
Polyphonic substitution is the opposite of homophonic substitution and it consists in
assigning one element to different letters in a word. An example for this method can
be 84684014570 for the word encryption, where the number 8 represents different
letters (in this case letter e and r). This method, however, is less used because of the
difficulty to reverse the encryption process. You can find some examples of ciphers
in Figure 2.1, Figure 2.2, Figure 2.3.

Figure 2.1: Excerpt of ciphertext encrypted using graphic signs (zodiac signs in this case)
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Figure 2.2: Excerpt of ciphertext encrypted using digits

Figure 2.3: Excerpt of ciphertext encrypted using a mix of digits and Latin letters and decrypted
plaintext on the left margin

2.1.2 An overview of research in Historical Cryptology

Historical cryptology is the study of encrypted messages from our history. The
goal of this field is to decrypt these documents and contextualize them thanks to
mathematical and linguistic analysis (Megyesi et al., 2020). This field is not yet
recognized as a discipline, but some broad outlines were given by David Kahn in
The Codebreakers (Kahn, 1996). A very big obstacle to this field is the lack of data.
A lot of documents are hidden in libraries and archives all around the world, without
researchers knowing about their existence. This is because these documents are
rarely categorized as ciphers by librarians and archivists, therefore making it diffi-
cult for researchers to find them. To make the problem even more difficult, the few
manuscripts that we have are rarely turned into a digitized version, which would make
research in this field much easier. A solution to this problem was given by Megyesi
et al. (2019) with the DECODE database, with the aim of systematically collecting,
transcribing and analysing ciphers and keys. The transcriptions in the database have
the same format which follows the guidelines presented by the DECRYPT Project
(Megyesi et al., 2020). This approach tackles the lack of guidelines for transcribing
ciphers, which is a very serious problem because having documents transcribed in dif-
ferent ways hinders the development of tools for automatic processing of such sources.

The project aims to bring tools and resources to researchers interested in historical
cryptology thanks to the expertise of different disciplines for a faster transcription,
decryption and contextualization of historical encrypted documents. The goal is
to develop tools which will enable automatic decoding of enciphered documents.
First they collect data, which is first digitized and later enriched with information
about current location, provenance, content and format of the manuscript to enable
search and research. Then the analysis of the text can be performed, using different
approaches for different scenarios: if we only have a ciphertext, the key and plaintext
will be recreated through cryptanalysis, if we have ciphertext and plaintext, the
key is found by segmenting the ciphertext in sequences and map them to the
plaintext characters and n-grams, if we have ciphertext and key, the plaintext is
decrypted thanks to a decoder and finally if we have plaintext and key, a ciphertext
is created with an encoder. The last part of the process is the decryption which
can be performed using different algorithms, such as hill-climbing and simulated
annealing. They currently have 12 different parsers for different substitution ciphers
from the Vatican in CrypTool 2 (Kopal et al., 2014), making it possible to tokenize
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almost all Vatican ciphers stored in the DECODE database, decrypt them and make
some statistical analyses.

Being a rather new field, there is still a lack of research in different topics, but so
far much progress has been made. Researchers are mainly focused on creating systems
that can decrypt specific ciphers from the past. As an example, in Bean (2020), they
suggest order frequency tables to solve unsolved ciphers. In their paper, they solved
a cipher from the estate of Moss Twomey, a former chief of staff of the IRA (Irish
Republican Army) by using texts from Project Gutenberg and hexagram (or 6-grams)
frequency tables. This cipher is the only one in a collection of 1,000 ciphertexts that
could not be deciphered, although using different approaches (Mahon et al., 2008).
The encryption method used for this ciphertext is columnar transposition, which
consists in writing the message in rows of fixed length and read it out column by
column. The length and the order with which we read the columns are given by a
keyword. For example, if we want to encrypt the sentence This is an example, we
first choose HOUSE as our keyword and we write our message row by row under our
keyword. After doing so, we read the columns alphabetically, so we will read first the
column under the letter E, then the one under the letter H and so on. As a result
we have nm ti p hsel saa i xe as our code (see Figure 2.4 for a visual representation
of the encryption method).

H O U S E
T h i s _
i s _ a n
_ e x a m
p l e _ _

Figure 2.4: Visual representation of columnar transposition for This is an example

The ciphertexts in the collection had a column width of between 6 and 15, with
the most common period being 12. The unsolved ciphertext has been marked as
containing 52 letters, although just 51 were present (you can find the ciphertext in
Figure 2.5). The authors tried hill-climbing starting with a random allocation of
complete and incomplete columns. The algorithm goes through all possible column
pair swaps and evaluates the score of each result. If a column pair swap increases
the score of the result, it is carried out and the process is repeated, whereas if not,
a different random allocation of columns is chosen and the process restarts. The
authors were inspired by the work of Lasry (2018) focusing on hexagram frequency
statistics and gave them the idea of creating frequency tables based on the Project
Gutenberg English language books. The scoring function returned a solution with
a “local minimum” at period 11 and when they focused their attention on that
period, all best solutions seemed to contain the hexagram LIGNIT, which could be
contained in the word “gelignite” (an explosive material that was transported by
Royal Irish Constabulary officers to Soloheadbeg), coherent with the context of
the Irish Republican Army in the 1920s. They forced the word “gelignit” to be in
the plaintext and the solution was “Re Gelignite Scotland states they raided and
obtained some of this” and searching through Project Gutenberg they discovered
that the most common key that could lead to the ciphertext column ordering
(BCAFIEHGKDLJ) was the 12 letter phrase “CHAMPIONTHUS” from Thomas
Mallory’s Morte d’Arthur.
Another field of research within historical cryptology is automatic transcription

with the help of OCR (Optical Character Recognition). In Chen et al. (2020), the
author tries to overcome the problem of transcription by creating a new tool to
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transcribe encrypted documents (the architecture of the tool can be found in Figure
2.6). The three main steps are: 1) segmentation, where horizontal projections are
applied to detect the text lines, and connected components are applied to segment
the symbols, and grouping is applied to obtain the final bounding boxes of each
symbol, 2) clustering by using the hierarchical K-Means algorithm, which assumes
that all the symbols are belonging to a single cluster and then it splits it recursively
until the clusters are no more divisible or when it reaches the minimum amount
of images per cluster and 3) transcription, where each symbol is assigned a label
according to the cluster it belongs to. The author suggests to use this tool in a
semi-automatic way since each step depends on the other, so by manually checking
the result at each step, the user makes sure to achieve the best result.

GTHOO RCSNM EOTDE TAEDI NRAHE
EBFNS INSGD AILLA YTTSE AOITD
E

Figure 2.5: IRA unsolved cipher

Figure 2.6: The architecture of the Interactive Transcription Tool by Chen et al. (2020)

When it comes to research in retrieving cleartext from a ciphertext and identify
its language, this task presents a noticeable lack of literature. The only attempt in
language identification in this field has been carried out in Pettersson and Megyesi
(2019), where the authors present an approach to automatically mapping ciphertext
sequences to keys in order to return the plaintext from the ciphertext by using
homophonic substitution and they use historical language models to guess the
language used to write the decrypted plaintext. They use three ciphertexts from
the DECODE database for training and one for evaluation. The first step for the
cipher-key mapping algorithm, consists in storing code-value pairs and the length
of the longest code processed from the key file. In the second step, the transcribed
text is matched against the code-value pairs. The searching method is a non-greedy
search-and-replace mechanism, which consists in checking the length of each word
with the longest code in the cipher and different approaches of matching are applied
according to the length of the given word: 1) if it is shorter than or equal to the
longest word, we check if the word can be matched with a code and if so we replace
the word with the value attached to that code; 2) if the word cannot be matched
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with a code or its length is longer than the longest word, than we iterate over the
word character by character and try to match them with a code: if the approach is
successful, we merge the current character with the succeeding character and try to
match the longer sequence with a code until its length is equal to the longest word’s
length and if we reach a point where there is no match when the word reaches the
longest word’s length, the sequence is replaced by a question mark. The third step is
to identify the language of the decrypted text that we generated in the previous step,
which is done based on language models for historical text. They use the word-based
language models from the HistCorp webpage1 and compare the plaintext words to
the words in the language model for each language. The model outputs a ranked
list of these languages showing the percentage of words in the plaintext file that are
found in the model for each language.

2.2 Language Identification

Language identification is the task of recognizing the language a text is written
in. According to T. Jauhiainen et al. (2019), in the past fifty years, researchers
have tried to create algorithms and systems to make machines perform this task
automatically. The aim of this field is to create systems that are able to recognize
any human language, being it in the form of speech, sign language or handwritten
text. The methods used are many, ranging from Decision Rules to Neural Networks
and the task can be applied to many areas. The authors mention that in the field of
translation, the use of language identification can be dated back to the 80s when
Beesley (1988) created a prototype system for language identification for online texts.
It was used to make educated guesses on what translation method to be used, but
it is still commonly used now in web browsers, such as Google Chrome or Firefox,
where the user is offered a translation of the website they are visiting in case it is
not in their mother language. Language identification can be used in some Natural
Language Processing components as well, such as Part-Of-Speech tagging, especially
when the text shows words from a different language than the language of the main
text. Another use of language identification is multilingual document storage and
retrieval. In this task, one of the most common problems is to disambiguate the
so called “false friends”, a word that holds two different meanings in two different
languages, but it is written in the same way in the two languages (e.g. gift which
means present in English, but married in Swedish). It seems that applying language
identification to this problem yields the best results. Language identification has
also been used in different text-based research, such as “The Finno-Ugric Languages
and the Internet” Project (H. Jauhiainen et al., 2015) which uses this task to collect
linguistic resources for low resource languages in the Uralic languages.

Within the task of collecting linguistic resources, researchers have been faced with
the problem of multilingual documents. These documents present code-switching,
which is the act of alternating two or more languages in the same conversation.
For the EMNLP 2016 Second Workshop on Computational Approaches to Code
Switching (Diab et al., 2016), the approach that was used mostly by the participants
was machine learning algorithms. In Shirvani et al. (2016), they performed token-
level identification using a Logistic Regression model with L2-regularization to
generate language labels on the tokens. The results achieved outperformed the other
participants, ranking the system at first place for the language pair Spanish-English.
It is worth mentioning, however, that there have been attempts in using deep
learning algorithms to perform this task as well, which reached really good results

1https://cl.lingfil.uu.se/histcorp/langmodels.html
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as well. In Samih et al. (2016), the authors present an LSTM system relying on
word and character representations, where the output is fine-tuned using a CRF
classifier to capture contextual meaning. They did not use any linguistic resource,
such as Part-Of-Speech tagging, making the model language independent. The results
achieved in the EMNLP 2016 Second Workshop on Computational Approaches to
Code Switching outperformed the other participants ranking the system at first
place for the language pair Modern Standard Arabic-Dialectal Arabic and second for
the language pair Spanish-English. Despite the use of machine learning algorithms
and the rising interest in the use of deep learning ones, there are still researchers
interested in using rule-based methods. In Chanda et al. (2016), the authors tag their
data set of Spanish-English tweets at a word level and use three different dictionaries
to recognize the language of each word. If the word is tagged as both languages, it is
given to a Predictor-Corrector algorithm, which checks the tag given to the previous
and next word and if they are the same it will give the same tag to the mixed word,
otherwise it will tag it as ambiguous. Although the results achieved in the EMNLP
2016 Second Workshop on Computational Approaches to Code Switching do not
outperform the other participants’ systems, they still outperformed the baseline.
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3 Data

3.1 Database

The data set used in this thesis was provided by the DECRYPT Project (Megyesi
et al., 2020) and selected from the DECODE database,1 an online database consisting
of encrypted historical manuscripts and keys. The database was developed between
2015 and 2018 and it consists of a large range of different ciphers and keys written
in different languages and users can upload and download ciphertexts and keys
with metadata information. Ciphertexts in the database can contain digits, Latin
letters, graphic signs (e.g. zodiac signs) or different combinations of the three, but
the majority of documents are short, one-page images and encrypted with digits.
The known cipher types in the database are mostly based on simple substitution or
homophonic substitution, with or without nomenclatures (a separate cipher alphabet
with homophones and a codelike list of names, words, and syllables (Kahn, 1996)).
The database has a graphical user interface that allows simple and advanced search
in the collection for all users, and the option of uploading new ciphertexts and keys
by users with an account. Some tools for the automatic transcription and decryption
of ciphers are also available (Megyesi et al., 2019).

3.2 Transcription of a ciphertext in the Decode database

To this day, there is still no standard convention on how to transcribe ciphertexts into
machine readable texts. In Megyesi (2020), the author presents new transcription
guidelines with the aim of creating a transcription standard. Each transcription
has metadata with information about the file (e.g. name of the file, date of the
transcription, etc.), where each line starts with “#”. Following the metadata, we
have the content of the document, which is transcribed from the manuscript into
the text file, symbol by symbol and line by line. All numbers, Latin letters and
punctuation marks are transcribed using ASCII, in all other cases the Unicode name
is used. In the event that transcribers are not sure on how to transcribe a word,
they transcribe what they think the word is, followed by a question mark (e.g. 8?
or fatto? ) and in the event that they are unsure between two words they provide
both interpretations separated by a slash and followed by a question mark (e.g. 8/6?
or fatto/patto? ). To be able to distinguish the cleartext from the ciphertext, the
text is written between angle brackets and the tag <CLEARTEXT LANG ... > is
used at the beginning of the cleartext. When there is cleartext on two consecutive
lines, we have a “closing” angle bracket at the end of the first line and a new tag in
the beginning of the next line. To be able to distinguish decrypted plaintext from a
ciphertext, the same guidelines explained above for cleartext are followed, but the
tag is <PLAINTEXT LANG ... > instead. In both cases, LANG is the language
used to write the cleartext or the plaintext and marked as defined by ISO 639-1.2

An example of a transcription file for a document in the DECODE database can
be found in Figure 3.1 and Figure 3.2.

1https://cl.lingfil.uu.se/decode/database/login
2https://en.wikipedia.org/wiki/List_of_ISO_639-1_codes
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#CATALOG NAME: Segr. di Stato/Portogallo 117/5
#IMAGE NAME: 104r.jpg
#TRANSCRIBER NAME: Midas
#DATE OF TRANSCRIPTION: May 5, 2017
#TRANSCRIPTION TIME: 20 min.

#IMAGE NAME: 104r.jpg
<CLEARTEXT IT Dice nelle lettere in piano ciò, che ci dicono i Ministri, e>
<CLEARTEXT IT Genti Secomim? della Camera?: ma si guole?, che il Ré non>
<CLEARTEXT IT abbia auuto risipola?, ma ua sacco di matùia?, che ha’>
<CLEARTEXT IT fatto la diaga?, che tiene? molto in pènsiuo?, e la febba?>
<CLEARTEXT IT è venuta in conseguenza: il Re sia? in molto app??sicole?>
<CLEARTEXT IT et ???? che lo ? ?dono? si sono conosceua? ???’umoe?>
<CLEARTEXT IT il cuduo? il? male maggiore che quella che si di confèssa?>
<CLEARTEXT IT e unico? usole?: ma di sicura? non ho di???. 31 8bre>
4 9 4 8 8 1 1 1 7 3 2 5 1 0 5 5 4 1 8 5 0 8 5 5 1 3 4 8 0 8 8 1 6 3 9 4 8 0 8 4 9 4 8 8 1 1 3 4 4 =
= 2 5 3 8 6 8 4 9 5 8 4 3 7 3 1 3 4 5 9 8 1 7 9 3 7 0 8 7 1 7 3 2 3 5 4 6? 6 7 6 8 0 1 7 5 9 =
= 9 3 8 1 3 4 5 3 6 3 9 4 3 2 7 5 9 1 4 5 5 3 3 9 4 0 8 5 5 2 1 3 8 5 5 5 8 0 8 1 7 8 5 8 1 7 3 =
- 6 1 6 8 0 8 8 5 5 4 8 4 8 8 1 4 9 2 5 3 3 6 3 9 4 5 5 5 2 1 5 3 5 5 7 3 8 5 0 8 5 5 9 5 5 5 -
= 6 3 6 3 9 3 1 8 4 1 0 2 1 7 1 4 1 8 5 8 4 3 7 1 7 8 4 5 8 8 4 6 8 4 7 3 5 4 8 4 3 3 9 4 5 8 =

Figure 3.1: Example of transcription file from DECODE database with numeric encryption

#CIPHERTEXT
#CATALOG NAME: NA_1.04.02_VOC_inv.nr.1292_anonymous_to_HeerenXVII_without date
#IMAGE NAME: 6989.png
#TRANSCRIBER NAME: MEG
#DATE OF TRANSCRIPTION: November 24th, 2020
#TRANSCRIPTION TIME: 210 min
#TRANSCRiPTION METHOD: Manual

#IMAGE NAME: 6989.png
Verdigris Taurus Male Mercury <SPACE> Gamma Semisextile Semisextile Taurus <SPACE> Semisextile
[...]

Figure 3.2: Example of transcription file from DECODE database with graphic signs encryption

3.3 Data Pre-processing

The data set provided consisted of 214 documents in 8 different languages. Two
transcriptions of two famous manuscripts are also present: Copiale and Borg, dated
around 17th-18th century which researchers were able to decipher. Some texts did
not present any cleartext, but they were kept in the data set to test if the sys-
tems present overgeneration tendencies. Almost all texts were following the latest
guidelines of the DECRYPT Project and the ones which followed earlier guidelines
were manually updated following the latest ones. When pre-processing the data,
we chose an automatic approach and wrote a Python script that would remove all
question marks which represented uncertainty (e.g. 8? is returned as simply 8) and
in case of multiple interpretations, the script removes the second code after a slash
including the question mark (e.g. 6/8? is returned as simply 6). We then convert
all Unicode names into symbols (by using the lookup function in the unicodedata
module), convert the double space into a single space and remove the single spaces
between two codes and finally remove all cleartext and plaintext tags. The motivation
behind these choices is the fact that we wanted our texts to represent the original
manuscripts. Because the aim of this study is to improve the existing automatic
transcription methods, we reversed all the annotation rules that transcribers need
to follow when transcribing the texts for the DECODE database. The result is a
collection of texts which look exactly as their original historical manuscripts.
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After performing these steps, some noise was still left in the data. For example,
not all Unicode names were converted into their symbols because their name was
not transcribed exactly as the actual Unicode name (e.g. c was transcribed as Small
Pi, but the Unicode name is Greek Small Letter Pi), so the program was not able to
detect the name as a Unicode name and therefore convert it. Some cleartext tags
were not removed because they were incorrectly transcribed (e.g. <CLEARTEXT ES
Señor mio> transcribed as <CLEARTEXT ESSeñor mio>) and some closing brack-
ets were missing in the original file, so they have been added at the end of the sentence.

The data was later partitioned into 60% for training set and 40% for test set, with
no development set. The motivation behind this choice is that we are not planning
to use machine learning algorithms, so the training set does not necessarily need to
have a lot more data compared to the test set and the same applies for the absence
of a development set. The transcriptions of Copiale and Borg were divided into 50%
for training and 50% for testing. The motivation behind this choice is the fact that
graphic signs are consistently used as enciphering method making it the only two
files with this symbol set. Because of this lack of texts with such symbol set and the
fact that both texts are quite long we were able to partion them and have them in
both our training and test set.

3.4 Data Description

As we can see in Table 3.1, the language with the most documents is Hungarian,
followed by French, Italian, Spanish, Latin, documents with a combination of Latin
and French, German and lastly Portuguese and Dutch with only one document. In
Table 3.2, we can see that the symbol set most used are digits, representing around
78% of our data set. The second most used method is a combination of digits and
Latin letters (around 15% of the data set), followed by a combination of digits, Latin
letters and graphic signs (around 6% of the data set). The least used symbol set is
the combination of graphic signs and Latin letters representing around 1% of the
data set. In Table 3.3, we can see how the different symbol sets are distributed for
training set and test set for each language.

Language
Num of doc
for training set

Num of doc
for test set

Hungarian 32 22
French 29 20
Italian 29 20
Spanish 25 17
Latin 5 3
Latin/French 4 2
German 1 1
Portuguese 0 1
Dutch 0 1
Unknown 0 1
No cleartext 0 1

Table 3.1: Language distribution in the data set
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Set Digits
Graphic Signs +

Latin letters
Digits +

Latin letters

Digits +
Latin letters +
Graphic Signs

Training 96 2 20 7
Test 70 2 8 9

Table 3.2: Symbol set distribution in the data set

Symbol set

Language Set Digits
Graphic Signs +

Latin letters
Digits +

Latin letters

Digits +
Latin letters +
Graphic Signs

Hungarian Train 31 0 1 0
Test 22 0 0 0

French Train 26 0 3 0
Test 20 0 0 0

Italian Train 29 0 0 0
Test 20 0 0 0

Spanish Train 2 0 16 7
Test 1 0 7 9

Latin Train 4 1 0 0
Test 2 1 0 0

Latin/French Train 4 0 0 0
Test 2 0 0 0

German Train 0 1 0 0
Test 0 1 0 0

Portuguese Train 0 0 0 0
Test 1 0 0 0

Dutch Train 0 0 0 0
Test 1 0 0 0

Unknown Train 0 0 0 0
Test 0 0 1 0

No cleartext Train 0 0 0 0
Test 1 0 0 0

Table 3.3: Symbol set distribution for training set and test set for each language
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4 Cleartext detection and Language
Identification

As we mentioned in Section 2.1, cleartext detection and language identification
are new tasks within historical cryptology, but the approaches taken in language
identification in code switching can bring some insights to how we can perform these
tasks. The cipher can be seen as a document written in two different codes: the
cleartext and the ciphertext which alternate throughout the document. By combining
research already done in historical cryptology, such as in the work of Pettersson
and Megyesi (2019) and some techniques used in code-switching, such as the work
of Chanda et al. (2016) we can try to tackle this problem in the field of historical
cryptology.

4.1 Language Models

Inspired by the work of Pettersson and Megyesi (2019), we decided to use the 16
language models available on the HistCorp webpage (Czech, Dutch, English, French,
German, Greek, Hungarian, Icelandic, Italian, Latin, Polish, Portuguese, Russian,
Slovene, Spanish and Swedish). The languages available are Indo-European languages
and the models are based on the wide range of historical corpora available on their
website and they are built using IRSTLM open source toolkit (Federico et al., 2008).
Every language model has word-based models which include up to trigrams and
character-based models which include up to 5-grams. The models are text files with
the token in the first column and their absolute frequency in the second column. In
order to use these models for both language identification and cleartext detection, we
created two dictionaries: one collecting all items in the word-based language models
and one collecting all items in the character-based language models. The motivation
behind using historical language models rather than larger modern models is related
to the nature of the texts analyzed. Because ciphertexts present historical language
and different spelling and vocabulary was used at the time, using language models
built on historical texts seemed the best solution. Small excerpts of both word-based
and the character-based models can be found in Figure 4.1 and Figure 4.2.

pensamiento 594
pareciendo 31
forma 2067
júpiter 59

Figure 4.1: Excerpt of Spanish unigram word-based model

4.1.1 Building word-based and character-based dictionaries

In order to use the language models, we decided to build two dictionaries: one
collecting word-based language models and one collecting character-based language
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o r t i r 5
o r t i n 74
o r t i t 71
o r t i j 96

Figure 4.2: Excerpt of Spanish 5-gram character-based model

models. The motivation behind choosing a dictionary as our data structure is because
of the relative speed with which items can be retrieved. Being a hash table, when
we search for an item we look directly at the “slot” that holds the name of the item
we are looking for and retrieve its value. This search is equal to O(1), meaning that
the size of the dictionary has no effect on the search, since it is constant (Miller
and Ranum, 2006). For the word-based dictionary only unigrams and bigrams were
used. Extracting trigrams showed to be computationally heavy, therefore we did
not use them for this thesis. For the character-based dictionary, 3-grams, 4-grams
and 5-grams were used. The motivation behind not using unigrams and bigrams
is that these are more likely to be part of different language models. For example,
ia can be a common suffix in both Spanish and Italian, but for longer n-grams
we can get more unique combinations for certain languages. The dictionaries have
words or characters as keys and a list of tuples in the form (language, frequency)
ranked by the second item with the first one being the one with the highest relative
frequency as values (see Figure 4.3).

words = {‘carta’: [(‘portuguese’, 0.0005585698172056699),
(‘spanish’, 6.387238405015324e-05),
(‘italian’, 2.6726401732020352e-05), ...],
...}

chars = {‘abile’: [(‘italian’, 8.223315005573177e-05),
(‘latin’, 5.4269139896811575e-05),
(‘french’, 1.0681153597453614e-05), ...]
...}

Figure 4.3: Snippet of the dictionaries structure for clarity

4.2 Models for cleartext detection

As we read in Section 2.2, in the work of Chanda et al. (2016), the author analyzed
their data on a word level. We were interested to see how this approach could perform
on historical texts rather than tweets. For this reason, for our baseline model we
considered only unigrams on a word-based level. In addition to the baseline model,
we try six different combinations:

For the first model, we considered only unigrams, but not the least frequent ones.
In order to achieve this goal, we set a threshold of 1 on the absolute frequency of all
unigrams when creating the word-based dictionary from the language models. The
motivation behind this threshold is to see how removing least frequent words could
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affect the results of cleartext detection.

For the second model, we also considered only unigrams, but only those which
presented letters. In order to achieve this goal, we set a threshold where unigrams
which presented digits were not considered (e.g. ‘23gf’ or ‘65.’ are not considered).
The motivation behind this threshold is the fact that words that contain numbers
seem to be less likely to be text than code and therefore should be ignored.

For the third model, we considered a combination of bigrams and unigrams with
the same threshold as in the second model. The model will first check if the bigram
is present in the dictionary and in the event this does not occur, it will split the
bigram in unigrams and check if each one is the dictionary. The motivation behind
this combination is the fact that some words can be difficult to identify if taken
individually, but when we consider their neighbouring word the process could be
easier. For example, in the case of dates, such as August 1697, it could be easier to
identify 1697 as part of a date if it is considered together with August than if it
would be considered alone.

For the fourth model, we considered a combination of bigrams and unigrams from
the third model and added 3-grams, 4-grams and 5-grams on a character level. The
model will first check if the bigram is present in the dictionary and in the event
this does not occur, it will split the bigram in unigrams and check if each one is in
the dictionary and in the event the unigram is not in the dictionary it will check
the combination of characters in the character-based dictionary. The motivation
behind adding characters to the model is the fact that in the past words could be
spelled in different ways and using character-based language models could help us
capture these words. As we said in Section 4.1.1, the motivation behind choosing
only 3-grams, 4-grams and 5-grams is the fact that with longer n-grams we can get
more unique combinations for certain languages.

For the fifth model, we considered a combination of bigrams, unigrams and char-
acters as in the fourth model, but we added the same threshold that we have on
the unigrams to the characters, that is n-grams which presented digits were not
considered (e.g. ‘23gf’ or ‘65.’ are not considered). The model will first check if the
bigram is present in the dictionary and in the event this does not occur, it will split
the bigram in unigrams and check if each one is in the dictionary and in the event
the unigram is not in the dictionary it will check the combination of characters in
the character-based dictionary. The motivation behind adding the threshold on the
characters is the fact that it will avoid considering unigrams that we ignored thanks
to the threshold. For example, if the unigram ‘23gf’ was successfully ignored thanks
to the threshold, when we look for its character combination in the character-based
dictionary without using the same threshold as the one we use for the unigrams, we
run into the risk of capturing the unigram as text. Adding the same threshold to the
characters as for the unigrams will help us avoiding this problem.

For the sixth model, we considered the combination of bigrams, unigrams and
characters in the fifth model, but we added a threshold to the bigrams, where bigrams
which presented only digits were ignored (e.g. ‘23 45’ is not considered, but ‘23
Agoust’ is considered). The model will first check if the bigram is present in the
dictionary and in the event this does not occur, it will split the bigram in unigrams
and check if each one is in the dictionary and in the event the unigram is not in
the dictionary it will check the combination of characters in the character-based
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dictionary. The motivation behind having such a threshold for the bigrams is to
increase our chances to capture text. Our intuition is that a combination of two
numbers is more likely to be code than a combination of a number and a word and
should therefore be ignored.

You can find a summary of all the models mentioned above in Table 4.1, where
characters stands for 3-grams, 4-grams and 5-grams on a character-based level,
whereas unigrams and bigrams stand for the sequence of n items on a word level.

Model n-gram
baseline unigrams
model 1 unigrams (threshold frequency)
model 2 unigrams (threshold digits)

model 3
bigrams

unigrams (threshold digits)

model 4
bigrams

unigrams (threshold digits)
characters

model 5
bigrams

unigrams (threshold digits)
characters (threshold digits)

model 6
bigrams (threshold digits)
unigrams (threshold digits)
characters (threshold digits)

Table 4.1: Summary of all models analyzed

4.2.1 The algorithm

Our algorithm analyzes each file in our data set line by line, since the files are
transcribed line by line. For the baseline model and model 1 and model 2, it splits
each line in unigrams and we give each of them to a function that would assign a
‘text’ tag if the word is found in the word-based dictionary or a ‘code’ tag in the event
that the n-gram is not found. For model 3 to model 6, it splits each line in bigrams
and we search for these n-grams in a slightly different manner compared to the
models using unigrams: we first search for the bigram in the word-based dictionary,
in the event that the bigram is not found we split it into its unigrams and we search
for each of them in the word-based dictionary again. If the unigram is not found, we
search for the combination of characters: if the unigram is shorter than or equal to
five we search for the entire unigram in the character-based dictionary and because
the dictionary contains only 3-grams, 4-grams and 5-grams, combinations that are
shorter than three will be automatically identified as ‘code’. If the unigram is longer
than five we first search for the first five characters and if those are not found we
search for the last five. In the event no match is found the tag ‘code’ is given to
the unigram. The motivation behind checking the first and last five characters is to
try and check certain parts of the word with the character-based language models.
The first five characters could be checked as the stem of a word, and the last five as
common inflectional suffixes.

As a result, every n-gram in the line has a tag and we can give this line to another
function which performs cleartext detection, by checking if the n-grams assigned
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with the ‘text’ tag is preceeded or followed by the ‘code’ tag or another ‘text’ tag: if
the n-gram is preceded by a n-gram with the tag ‘code’, that means that the current
n-gram is the beginning of the cleartext, therefore we attach the opening cleartext
tag to that word (‘<CLEARTEXT’), if it is followed by a n-gram with the tag ‘code’
or if we reach the end of the line, that means that the current n-gram is the end of
the cleartext, therefore we attach the closing cleartext tag to that word (‘>’).

In order to perform Language identification, we chose the best performing model
for cleartext detection and changed the tag assignment function slightly: instead
of just giving a generic ‘text’ tag, the function would look for the word in the
dictionaries and if it is found it will retrieve the language with the highest relative
frequency and assign it to the n-gram. After this process, the tagged line is given to
another function which would decide the language for the whole line, by counting
the occurrences for each language in the line. Because bigrams are more relevant
than unigrams, once the counting is over we multiply each bigram score by 1 and
each unigram score by 0.5. After this step we output a ranked list with the one with
the highest frequency being the first. An example of each step output can be found
in Figure 4.4.

Given line
Au Camp devant Anclam le 3__1__

Cleartext detection
[[‘Au’, ‘text’], [‘Camp’, ‘text’], [‘devant’, ‘text’], [‘Anclam’,
‘text’], [‘le’, ‘text’], [‘3__1__’, ‘code’]]

Detection of cleartext boundaries
[[‘<CLEARTEXT Au’, ‘text’], [‘Camp’, ‘text’], [‘devant’, ‘text’],
[‘Anclam’, ‘text’], [‘le >’, ‘text’], [‘3__1__’, ‘code’]]

Language identification in the best performing model
[[‘<CLEARTEXT Au’, ‘french’], [‘Camp’, ‘french’], [‘devant’,
‘french’], [‘Anclam’, ‘latin’], [‘le >’, ‘italian’], [‘3__1__’,
‘code’]]

Result
<CLEARTEXT FR Au Camp devant Anclam le > 3__1__

Figure 4.4: Example of how the algorithm works with models using unigrams
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5 Evaluation Methods

In order to evaluate our models, we decided to use different measurements. The first
measure is to calculate the total line match, where we check for each text output
by our models how many of its lines are totally matched with the respective gold
standard text. This measure gives us an idea about how well the model is performing
overall, without considering specifically the language identification and cleartext
detection part and it also gives us an idea about how well the model performs
automatic annotation in general. The second measure is to calculate partial line
match, where we check if some parts of the cleartext were detected in the line. This
measure gives us an idea about how well the model is performing cleartext detection,
although partially and it can be taken into account if we want to use the model as an
implement to make the annotation task quicker, because although the cleartext line
has not been completely detected, parts of it have been and this can help annotators
to detect cleartext quicker when manually annotating the text. The third measure is
to calculate accuracy, precision, recall and F1-score. These measures gives us an idea
of how well the model performs cleartext detection and if the models overgeneralize
or undergeneralize the detection. The fourth measure calculates the accuracy in the
language identification task, by comparing the tags in each text output by our model
with the tags in the gold standard text. This measure can give us an idea of how
well our models perform in the language identification task.

5.1 Total line match

In order to perform the total line match, we iterate through the gold standard text
and for each line we check if it is identical to the output that we got from our model.
If this is the case we add 1 to the total count, if not we simply continue. When the
program has finished to iterate through all the lines, we divide the final count by
the number of lines of the gold standard text and multiply by 100 to get back the
percentage of total match for the file. The pseudocode for the total line match can
be found in Figure ??

5.2 Partial line match

In order to calculate partial line match, both the gold standard file and the output
from our model need to go through a tag assignment function. This is done line by
line and word by word. All the words that are in between the cleartext boundaries
are assigned the tag ‘_text’ at the end of the word, everything that it is outside is
not given any tag and finally the cleartext tags are removed. The pseudocode for the
tag assignment function can be found in Figure ?? and an example can be found in
Figure 5.1.
After tagging each line we iterate through the gold standard text line by line

and compare it to the same line in the output from our model, if the lines are the
same we add 1 to the count of partial line matched, if the lines are not the same we
check if there is at least one element that is identical in the two lines and has the
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Given line
5 20 5+3+ 5+6+ 59 79 11 4 13, <CLEARTEXT FR depuis que les >

Result
5 20 5+3+ 5+6+ 59 79 11 4 13, depuis_text que_text les_text

Figure 5.1: Example of output of tag assignment function

‘_text’ tag and if that is the case we add 1 to the count of partial line matched. The
pseudocode for the partial line match can be found in Figure ??

5.3 Accuracy, Precision, Recall and F1-Score

In order to calculate accuracy, precision and recall, both the gold standard file and
the output from our model need to go through the tag assignment function that
we explained in Section 5.2. The tagging task described above is fundamental to
calculate the following items that are part of the measurement formulas (see Table
5.1):

1. true positives (TP): these are items that our model predicted as text and they
are in fact text, therefore the model was correct

2. false positives (FP): these are items that our model predicted as text, but the
item was in fact NOT text, therefore the model was wrong

3. false negatives (FN): these are items that our model predicted as NOT being
text, but the item was in fact text, so the model was wrong

4. true negatives (TN): these are items that our model predicted as NOT being
text and they are in fact NOT text, therefore the model was correct

Predicted tag
_text ‘ ’

Actual tag _text TP FN
‘ ’ FP TN

Table 5.1: Table for items used in the measurements formulas

In order to calculate these items, we iterate through the gold standard file line
by line and retrieve the same line in the output file. We then continue to iterate
through the line word by word. We then compare each word in the gold standard
text with the same word in the output text: if the words are identical and they both
contain the tag ‘_text’ we add 1 to the the count of the true positives, if the words
are identical and they both do not contain the tag ‘_text’ we add 1 to the the count
of the true negatives, if the words are different: if the word in the output line has the
tag ‘_text’ but the word in the gold standard text does not have it, we add 1 to the
the count of the false positives, if the word in the output line does not have the tag
‘_text’ but the word in the gold standard text has it, we add 1 to the the count of
the false negatives. The pseudocode for these calculations can be found in Figure ??
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5.3.1 Accuracy

Accuracy is the most intuitive measure and it is simply a ratio of correctly predicted
observations to the total observations.

�22DA02~ =
TP+TN

TP+TN+FP+FN
(5.1)

5.3.2 Precision

Precision is the ratio of correctly predicted positive observations, or true positives,
to the total predicted positive observations, or the sum of true positives and false
negatives. The question that this metric answers is of all words that were labeled as
text, how many were actually text?

%A428B8>= =
TP

TP+FP
(5.2)

High precision results mean that we have a low false positive rate, meaning that
the amount of words that were predicted as text which are in fact not is low.

5.3.3 Recall

Recall is the ratio of correctly predicted positive observations, or true positives, to
the total observations for the ‘_text’ tag, or the sum of true positives and false
negatives. The question this metric answers is of all the words that were truly text,
how many did we label?

'420;; =
TP

TP+FN
(5.3)

High recall results mean that we have a low false negative rate, meaning that the
amount of words that were predicted as not being text which are in fact text is low.

5.3.4 F1-Score

The F1 score is the harmonic mean of Precision and Recall. Compared to Accuracy,
this measure penalizes extreme values and gives us a better understanding of how
the model is performing.

�1 = 2 × Precision × Recall
Precision + Recalls

(5.4)

5.4 Language Identification Accuracy

In order to perform language identification accuracy we iterate through the gold
standard file line by line and retrieve the same line in the output file. We first count
all the language tags in the gold standard file and then we retrieve all the lines where
a language was identified in both the gold standard and our model output files: if
the tag in the gold standard text is the same as the one in the output text, we add
1 to the count of the matched tags. We then divide the matched tags by the total
number of language tags and multiply by 100 to get the percentage. The pseudocode
for this task can be found in Figure ??
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6 Results and Discussion

6.1 Evaluation for cleartext detection

As we can see in Table 6.1, the best performing model is model 6 with F1-Score of
92.13% and this is confirmed during testing as well, with model 6 reaching F1-Score
of 92.46% as we can see in Table 6.2. This confirms our initial hypothesis that
combining bigrams and unigrams with characters can help improve the performance
of cleartext detection. It also confirms our hypothesis that having some kind of
threshold is necessary to avoid overgeneralization. Because of the similarity of the
texts in the training and test set the results are very similar to each other with the
test set reaching a slightly higher result. This could also be due to the absence of
traditional training, where parameters are usually set based on the training data.

Model Total line Partial line Accuracy Precision Recall F1
baseline 41.00 79.96 68.58 71.68 83.15 76.99
model 1 39.59 79.79 68.22 71.88 81.63 76.45
model 2 51.17 92.16 87.89 92.28 81.70 86.67
model 3 47.04 87.49 85.76 87.75 82.35 84.97
model 4 40.39 66.98 75.18 70.09 92.97 79.92
model 5 59.67 88.34 91.55 88.47 92.42 90.40
model 6 64.09 93.01 93.42 92.00 92.27 92.13

Table 6.1: Results expressed in percentage for each model during training

Model Total line Partial line Accuracy Precision Recall F1
baseline 44.34 80.83 72.12 74.29 84.11 78.90
model 1 42.72 80.76 71.52 74.32 82.90 78.38
model 2 56.05 93.76 89.75 92.92 82.63 87.47
model 3 51.74 88.99 88.42 90.20 83.33 86.63
model 4 41.75 67.88 77.36 70.74 93.00 80.36
model 5 63.16 89.09 93.64 90.48 92.49 91.47
model 6 67.98 93.85 94.77 92.64 92.28 92.46

Table 6.2: Results expressed in percentage for each model during testing

6.1.1 Evaluation for different text length

As we can see in Table 6.3, the best performing model is still model 6 with a F1-score
of 93.29% for texts that are longer than the average text length during testing. The
same can be said for texts that are shorter than the average text length where we
reach a F1-score of 92.06% during testing, as we can see in Table 6.4. Judging from
the results, it seems that the performance of the model is not affected by the length
of the text since there is no significant gap between the two F1-scores.
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Model Total line Partial line Accuracy Precision Recall F1
baseline 44.56 75.31 65.81 65.64 88.19 75.26
model 1 43.07 74.14 65.44 65.59 87.32 74.91
model 2 63.62 94.92 93.04 93.80 86.38 89.94
model 3 54.15 85.19 90.85 89.14 87.32 88.22
model 4 45.26 70.27 74.17 66.40 93.59 77.69
model 5 64.04 85.92 94.04 89.54 93.16 91.32
model 6 74.40 95.63 96.96 93.49 93.08 93.29

Table 6.3: Results expressed in percentage for each model during testing for texts that are
longer than average text length (165 lines)

Model Total line Partial line Accuracy Precision Recall F1
baseline 44.24 83.50 75.16 78.48 82.13 80.26
model 1 42.55 83.48 74.46 78.54 80.76 79.64
model 2 52.39 93.20 88.16 92.50 80.81 86.26
model 3 50.58 90.84 87.25 90.72 81.40 85.81
model 4 40.05 66.73 78.90 72.84 92.72 81.59
model 5 62.74 90.62 93.45 90.93 92.17 91.55
model 6 64.87 92.99 94.19 92.22 91.89 92.06

Table 6.4: Results expressed in percentage for each model during testing for texts that are
shorter than average text length (165 lines)

6.1.2 Evaluation for different symbol sets

As we can see from Table 6.5 to Table 6.7, the best performing model is model 6,
scoring 96.03% for ciphertexts using digits, 88.87% for ciphertexts using a combination
of digits and letters and 82.17% for ciphertexts using a combination of digits, letters
and graphic signs. The only symbol set not benefiting from model 6 is the one
using only graphic signs, where all models not using characters seem to be the best
performing models with a score of 99.29% (see Table 6.8). The reason why models
not using characters seem to work better for ciphertexts using graphic signs could
be the fact that not all Unicode names could be converted into symbols during
preprocessing, making the use of characters less effective. Ciphertexts using a symbol
set made of digits were the one which performed best with model 6. This could be
due to the fact that it is easier to detect text in a ciphertext where only numerals
are used for code and only letters are used for text. Ciphertexts using a symbol set
made of digits and letters and ciphertexts using a symbol set made of digits, letters
and graphic signs benefits from model 6 as well, but because it is more difficult to
decide if letters are text or code the model performs slightly worse, but reaching a
high score nevertheless.
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Model Total line Partial line Accuracy Precision Recall F1
baseline 43.57 79.85 72.47 75.67 87.52 81.17
model 1 41.67 79.84 71.85 75.75 86.26 80.66
model 2 58.49 96.61 92.04 98.11 85.64 91.45
model 3 52.86 90.46 91.25 95.30 86.49 90.68
model 4 38.21 65.56 76.51 71.29 95.23 81.54
model 5 63.96 91.19 96.26 95.41 94.62 95.01
model 6 70.16 97.33 97.11 97.79 94.34 96.03

Table 6.5: Results expressed in percentage for each model during testing for ciphertexts using
only digits

Model Total line Partial line Accuracy Precision Recall F1
baseline 43.92 83.44 68.77 78.61 80.18 79.39
model 1 41.95 83.32 67.71 78.51 78.50 78.51
model 2 43.33 83.33 79.84 83.89 79.59 81.68
model 3 43.61 83.33 76.61 81.61 79.86 80.72
model 4 55.83 78.48 82.67 77.55 94.75 85.29
model 5 60.59 84.10 85.21 82.47 94.57 88.11
model 6 60.59 84.10 87.37 83.82 94.57 88.87

Table 6.6: Results expressed in percentage for each model during testing for ciphertexts using a
combination of digits and letters

Model Total line Partial line Accuracy Precision Recall F1
baseline 19.84 71.94 51.39 54.35 83.86 65.96
model 1 18.25 71.94 51.19 54.30 82.57 65.51
model 2 19.84 71.94 74.40 74.11 83.63 78.58
model 3 19.84 71.94 65.67 65.11 83.75 73.26
model 4 43.25 69.90 69.97 66.15 95.29 78.09
model 5 43.25 69.90 71.63 67.53 95.29 79.04
model 6 43.25 69.90 76.79 72.23 95.29 82.17

Table 6.7: Results expressed in percentage for each model during testing for ciphertexts using a
combination of digits, letters and graphic signs

Model Total line Partial line Accuracy Precision Recall F1
baseline 86.97 97.11 98.59 98.59 100.0 99.29
model 1 86.97 97.11 98.59 98.59 100.0 99.29
model 2 86.97 97.11 98.59 98.59 100.0 99.29
model 3 86.97 97.11 98.59 98.59 100.0 99.29
model 4 45.52 50.91 68.43 68.43 100.0 81.25
model 5 61.94 69.39 85.43 85.43 100.0 92.14
model 6 61.94 69.39 85.43 85.43 100.0 92.14

Table 6.8: Results expressed in percentage for each model during testing for ciphertexts using
only graphic signs
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6.2 Evaluation for Language Identification

As we can see in Table 6.9, the accuracy for language identification on a line level
for the best performing model is 45.89% during training and 44.68% during testing.
The language with the highest score in language identification accuracy on a line
level is Dutch with a score of 88.89% followed by Portuguese with a score of 85.29%
(see Table 6.10). If we look at the languages with the most data, we can see that
Spanish is the best performing language reaching a score of 63.82% during training
and 64.69% during testing.

LI Accuracy
Training 45.89
Testing 44.68

Table 6.9: Results expressed in percentage for model 6 for LI on a line level

Language Set
Training Test

Num of
texts Score

Num of
Texts Score

Hungarian 32 20.14 22 16.24
French 29 50.68 20 57.32
Italian 29 56.52 20 49.38
Spanish 25 63.82 17 64.69
Latin 5 29.13 3 18.45

Latin/French 4 64.68 2 55.38
Portuguese 0 N/A 1 85.29

Dutch 0 N/A 1 88.89

Table 6.10: Results expressed in percentage for LI for each language on a line level

Because these scores were quite low, and that it is hard to automatically guess a
language based on such a small context as a few words, we decided to run this task
on a document level. The reason why we chose this approach is the fact that most
ciphertexts in our data set conatin one cleartext language only. Therefore, we chose
the most frequent langauge tag for all cleartext segments in that document and
assigned it to the given file. In Table 6.11, we can see that the accuracy for language
identification on a document level for the best performing model is 70.40% during
training and 68.18% during testing. From these results we can say that language
identification on a document level seems to reach better scores than on a line level
with a gap of 24.51% during training and 23.50% during testing. The language with
the highest score in language identification accuracy on a document level is Dutch
and Portuguese with a score of 100.0% (see Table 6.12). If we look at the languages
with the most data, we can see that Spanish is the best performing language during
training reaching 100.0% and French is the best performing language during testing
reaching a score of 100.0%.

LI Accuracy
Training 70.40
Testing 68.18

Table 6.11: Results expressed in percentage for model 6 for LI on a document level
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Language Set
Training Test

Num of
texts Score

Num of
Texts Score

Hungarian 32 32.14 22 18.18
French 29 89.66 20 100.0
Italian 29 75.86 20 75.00
Spanish 25 100.0 17 94.12
Latin 5 40.0 3 33.33

Latin/French 4 75.00 2 50.00
Portuguese 0 N/A 1 100.0

Dutch 0 N/A 1 100.0

Table 6.12: Results expressed in percentage for LI for each language on a document level

When it comes to languages we need to keep in mind certain factors: although
Dutch and Portuguese have the best performing results, it is worth mentioning that
we had available only one ciphertext for each language. The same goes for Latin
and a combination of Latin and French where we had 8 and 6 ciphertexts available
respectively. If we consider the languages that had a bigger amount of data, Spanish
is the best performing language. This could be thanks to the fact that the language
model was fairly big, counting around 2.4 million n-grams, and there were fewer
annotation doubts in the transcriptions, making it easier to detect words. It can be
argued that Latin has a bigger language model, counting 20.3 million n-grams, and
therefore more n-grams useful for the detection of cleartext. Although this is true,
we need to remember that Latin texts presented more annotation doubts compared
to other languages, making it more difficult to detect words and at the same time
we can find Latin words in other language models as well, since at the time Latin
was widely used by other languages too. Hungarian presented similar issues as Latin,
with more annotation doubts in its transcriptions than other languages, but at the
same time it also had a smaller language model, counting 1.6 million n-grams. French
and Italian follow Spanish and this can be due to the size of data and low amount of
annotation doubts.
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7 Conclusion

In this thesis, we addressed the problem of detecting cleartext in a ciphertext and
identifying its language. In order to perform this task we used the language models
available on the HistCorp and created two dictionaries: one containing unigrams
and bigrams on a word level and one containing 3-grams, 4-grams and 5-grams on a
character level. We then built our baseline model using unigrams only and compared
it against 6 models which used only unigrams, or a combination of unigrams and
bigrams or a combination of unigrams and bigrams on a word-level and 3-grams,
4-grams and 5-grams on a character-level. We experimented with different thresholds
for all order n-grams both on a word level and on a character level. Our intuition
was that by combining unigrams, bigrams and characters while having a threshold
on each of them, the model would perform better. Our idea was that the threshold
could filter out items which could have been misunderstood as cleartext when they
were code, or vice versa. In order to perform the cleartext detection task we checked
the text line by line and if the n-grams analyzed were present in the dictionaries and
depending on the model, we gave a ‘text’ tag or a ‘code’ tag. In order to evaluate the
models, we used different measurements such as total line match, partial line match,
accuracy, precision, recall and F1 to have a complete overview and understanding
of how the models were performing. Our results confirmed our hypothesis with
the model using a combination of unigrams, bigrams on a word level and 3-grams,
4-grams and 5-grams on a character level reaching the highest F1-score (93.29%
during training and 92.06% during testing). All n-grams presented thresholds as
well: unigrams on a word level and the n-grams on a character level had a threshold
on items that presented at least one digit, whereas bigrams had a threshold on items
that presented only digits. When looking at the language identification task, the
results for each language were quite diverse and this could be due to the differences
in the size of the language models. We noticed that on a line level Spanish reached
good results among the languages which had a more balanced training and test set
with 63.82% during training and 64.69% during testing, whereas on a document level
Spanish reached high results during training and French during testing, with both
scoring 100%.

Future research should consider using a combination of the best performing model
in this paper with trigrams on a word level and see if a threshold could further
improve the performance of the model. We believe that including higher order n-
grams can help the model to detect more difficult combinations of words such as
27th August 1679, where with a lower order n-gram 27 and 1679 could be detected
as code. It would be important that future research investigates how to deal with
doubts in the transcriptions in a deeper way. A suggestion could be to take the
words that the annotators were unsure about and try to find the most similar one
in the language models. This approach could improve both cleartext detection and
language identification since it will reduce the chances of these words being tagged
as code. Another aspect of this thesis that future research could explore is how to
preprocess ciphertexts which are encrypted using graphic signs in a way that all
the Unicode names could be changed into their corresponding symbols, so to ensure
a better performance of the cleartext detection and language identification task.
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Future research might also apply machine learning algorithms to this task, but only
in the event that more data would be available. Regarding the language identification
task, a research suggestion could be to create equally sized language models for all
languages, so that words have a lower chance to be assigned to the wrong language
because of lower frequencies due to lack of data.
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