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Abstract

Relations that hold between causes and their effects are fundamental for a wide
range of different sectors. Automatically finding sentences that express such
relations may for example be of great interest for the economy or political
institutions. However, for many languages other than English, a lack of training
resources for this task needs to be dealt with. In recent years, large, pretrained
transformer-based model architectures have proven to be very effective for tasks
involving cross-lingual transfer such as cross-lingual language inference, as well
as multilingual named entity recognition, POS-tagging and dependency parsing,
which may hint at similar potentials for causality detection.

In this thesis, we define causality detection as a binary labelling problem and
use cross-lingual transfer to alleviate data scarcity for German and Swedish by
using three different classifiers that make either use of multilingual sentence em-
beddings obtained from a pretrained encoder or pretrained multilingual language
models. The source languages in most of our experiments will be English, for
Swedish we however also use a small German training set and a combination of
English and German training data.

We try out zero-shot transfer as well as making use of limited amounts of
target language data either as a development set or as additional training data
in a few-shot setting. In the latter scenario, we explore the impact of varying
sizes of training data. Moreover, the problem of data scarcity in our situation also
makes it necessary to work with data from different annotation projects. We also
explore how much this would impact our result.

For German as a target language, our results in a zero-shot scenario expectedly
fall short in comparison with monolingual experiments, but F1-macro scores
between 60 and 65 in cases where annotation did not differ drastically still
signal that it was possible to transfer at least some knowledge. When introducing
only small amounts of target language data, already notable improvements were
observed and with the full German training data of about 3,000 sentences
combined with the most suitable English data set, the performance for German
in some scenarios even almost matches the state of the art for monolingual
experiments on English. The best zero-shot performance on the Swedish data
was even outperforming the scores achieved for German. However, due to
problems with the additional Swedish training data, we were not able to improve
upon the zero-shot performance in a few-shot setting in a similar manner as it
was the case for German.
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1 Introduction

Causal relations, that means, in a very broad sense, relations in which a certain
cause leads to some effect, represent a particularly fundamental category of semantic
relations. A first known exploration of causation dates back to as early as the Ancient
Greek times with the theories of Aristotle who distinguished different types of
causes that may all eventually explain an object, entity or event. The 18th century
philosopher David Hume even referred to causation as the “cement of the universe”
(Hume, 1740, p. 31).

In our day and age, with a world growing ever more connected and with large
amounts of textual data available, there appears to be a great interest in finding
such causal relations in data and it has indeed been a topic of interest for research
in computational linguistics since the late 1990s, which was often tackled through
supervised machine learning approaches and, more recently, especially through neural
networks. Causal relations, for example related to economic, medical or environmental
issues are of particular interest for governmental agencies.
One example would be the Datalab for Results in the Public Sector of the Swedish

National Financial Management Authority, where data from the Swedish government
agencies is collected and used to track down, analyse and predict developments within
the public sector and, consequently, within society. The automatic detection of causal
relations in official reports of the Swedish government agencies is one subpart of this
project. One challenge here lies within a lack of labeled data for Swedish. Most studies
on causality detection, and consequently also possible resources for training models
in a supervised manner, were concentrating on English, with only a few exceptions,
such as Rehbein and Ruppenhofer (2020), who focused on causality in German. As a
consequence, for languages like Swedish, approaching the issue of causality detection
through supervised learning may be difficult or even impossible.
One possible solution here would be cross-lingual transfer, especially in the light

of the recent success of pretrained language models such as BERT by Devlin et al.
(2019). This development brought also multilingual versions of these models with it,
which provide new perspectives for cross-lingual transfer. The multilingual version of
BERT has proven to be surprisingly effective in zero-shot learning for several NLP
tasks (Karthikeyan et al., 2020; Pires et al., 2019; Wu and Dredze, 2019). However,
to the extent of our knowledge, this has not been explored for causality detection.
The general lack of research on multilingual causality detection in combination with
the lack of labeled data for many languages shows that there is a necessity to explore
if multilingual pretrained models may help here as well.

In this thesis project we will interpret causality detection as a task in which sentences
are classified in a binary manner whether they express causal relations or not. We,
among other related experiments that are explained more in detail in Chapter 4,
attempt to train or finetune neural classifiers that make use of different types of
pretrained multilingual embeddings with no or only little Swedish or German data
and then evaluate their performance on a test set in the respective target language.
Monolingual experiments with English and German will be conducted for comparison
purposes. One more part of this thesis project is annotation work on the Swedish
test set that was eventually used to evaluate the zero- and few-shot performance for
Swedish. This meant that the test data was only available in the final stages of the
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project, and thus, the larger portion of the analysis here will focus on German instead
of Swedish.

1.1 Purpose

Overall, this study aims to answer the question what strategies may optimize cross-
lingual transfer between English, German and Swedish for multilingual causality
detection with the help of multilingual pretrained sentence embeddings and language
models. More precisely, its goals can be further subdivided into:

• Find out which type of multilingual pretrained embeddings may be the most
beneficial

• Find out to what extent cross-lingual transfer for causality detection from English
to German and Swedish may benefit from additional target language data in
training

• Explore the impact of annotation schemes from different annotation projects,
since data is still relatively scarce for the present task

• Explore the effects of the choice of development set for model selection on the
present task

• Provide a resource for further research on causality detection in Swedish with
our annotated test set.

1.2 Outline

Chapter 2 gives an overview over the theoretical background and previous work. We
start in by presenting how the term causal relation was previously defined in literature.
We then show ways of how causal relations can be expressed in English, German
and Swedish and the similarities and differences between these three languages. In
the following, previous work aimed at automatically detecting causal language is
presented. The transformer architecture and two pretrained language models that
are based on it and which were successful for monolingual causality detection will
be introduced afterwards, followed by descriptions of multilingual versions of these
language models. Additionally, we provide studies where these multilingual, pretrained
models performed with relative success.

Chapter 3 gives an overview over the data used for the experiments, including the
different sources, the annotation schemes which were applied and the data preparation
that was necessary for conducting our experiments. We explain our methodology and
the models we used in Chapter 4, followed by a presentation and discussion of our
results in Chapter 5. Chapter 6 sums up the findings and presents an outlook for
future research.
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2 Background

2.1 Causal Relations

Several works on annotating causal language such as Mirza et al. (2014) and Dunietz
et al. (2015) base their notion of causality on the force dynamics model of causation
proposed in Talmy (1988) and further elaborated upon in Wolff et al. (2005) and
Wolff (2007). Wolff (2007) explains that in causation, according to the force dynamics
model, two entities are involved: an affector and a patient that is consequently affected
by the affector. This concept of causation can then be further subdivided into four
categories, namely CAUSE, ENABLE, PREVENT and DESPITE, dependent on
whether the patient has a tendency towards a certain end state, whether there is
accordance between affector and patient and whether an end state is approached.
A causal relation based on this model is, according to Dunietz et al. (2015), a

relation between a cause, which can be represented through an event, state action or
entity, and an effect which was brought up in one of the four previously outlined ways.
They moreover state that, in their annotation scheme, they only consider relations
in which the causality was made explicit through the use of a causal connective,
a linguistic pattern that expresses causation. Thus, they exclude relations that are
expressed without a discourse connective that expresses causation. Additionally, they
exclude so-called lexical causatives that imply the effect of the causation, like to kill,
where death as a cause is encoded in the connective. Relations, expressed through
relatively unspecified connectives like is linked to and ambiguous relations expressed
through temporal language, even if they may be interpreted in a causal manner, are
not considered to be causal according to the scheme of Dunietz et al. (2015) either.

2.2 Expressing Causal Relations

In the following, we present how causal relations are expressed in the three languages
this study concentrates on. We will start with a description on English, then try to find
similar ways for the Swedish language and finally draw a comparison with German.

2.2.1 English

Xuelan and Kennedy (1992) provide an overview over the ways causal relations are
expressed in written English and how frequent the respective linguistic devices to do
so are. The most frequent devices for expressing causality in their data were causal
conjunctions like because, for and since, closely followed by causative adverbs like why,
so, therefore and thus and noun phrases like cause and reason. Other ways of explicitly
expressing causal relations according to them are more complex conjunctions like
because of and verbs such as to cause and to result. Prepositions and adjectives were
only in a few rare examples used to express causality in their study.
Wolff et al. (2005) further subdivide the verbs expressing causation into affect

verbs, such as affect, influence and determine, link verbs like to link to, which would
not be specific enough according to Dunietz et al. (2015), but also to lead to and
to depend on, periphrastic causatives that make use of a matrix verb that carries the
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causal meaning and an embedded verb or clause that represents the result like to cause
something/someone to do something, resultative verbs where the result is expressed
through an adjective or a prepositional phrase like to hammer something flat and the
previously excluded lexical causatives. Wolff et al. (2005) also mention the importance
of simple and complex causal conjunctions and adverbs.

2.2.2 Swedish

Verbs that express causality also play a role in Swedish. The Grammar of the Swedish
Academy (SAG) describes a category called causative verbs where the subject repre-
sents a cause. They are grouped into three different categories, depending on how the
expression of the effect in the causal relation is realised. It can be realised through an
infinitive phrase like in the constructions att komma någon att göra något and att få
någon att göra något (“to make someone do something”), subordinate phrases or nouns
such as in att orsaka något/att något händer (“to cause something/that something
happens”) and through verbs that put the affected in a certain state or induce a certain
characteristic into the affected like in att göra någon ledsen (“to make someone feel
sorry”), which is, in the examples provided in the grammar, mostly expressed through
an adjective or a participle (Teleman et al., 1999, p. 814).

Altenberg (2002) conducted a comparative analysis of causative verb constructions
in an English-Swedish parallel corpus, with a particular focus on the previously
mentioned constructions with the verbs att komma (“to come”) and att göra (“to do”)
plus an infinitive verb. He concludes that overall, the two languages are similar in
the way how they express causality and that there are even similarities when ranking
them according to their frequencies. However, according to Altenberg (2002), there
are differences when it comes to the proportions since, for example, constructions
that are expressed in English with to make and an infinitive form, have often Swedish
equivalents with att göra plus an adjective if a verb related to perception like to feel
can be left out.
Additionally, the SAG mentions transitive verbs that describe processes or actions

that lead to a result, which is similar to the previously mentioned lexical causatives
and resultative verbs in English. Such verbs are often derived from a similar in-
transitive verb with a related meaning. Examples for this would be sätta (“to place
someone/something somewhere”) and sitta (“to sit”) (Teleman et al., 1999, p. 806).
Of course, expressing causality in Swedish is not only limited to verbs. The SAG

also lists causal subjunctions that express a cause, such as eftersom and därför att as
a separate category of conjunctions with a special meaning (Teleman et al., 1999,
p. 1036). Moreover, causality in Swedish can be expressed through adverbial phrases
(Teleman et al., 1999, p. 1623) and prepositions like av (“from”) and för (“for”)
(Teleman et al., 1999, p. 1013).

It can be concluded that a lot of linguistic resources for expressing causality in
English have direct equivalents in Swedish. Not many studies have compared the
two languages so far when it comes to the frequencies of causative constructions
but the study of Altenberg (2002) hints at similarities, even though also differences
were observed. Nevertheless, the observed parallels hint at the fact that cross-lingual
transfer between the language may be promising.

2.2.3 German

Regarding German, unfortunately, there seems to be an even stronger lack of studies
directly comparing German and Swedish with regard to expressing causality. Wolff
et al. (2005) however do a brief comparison of English and, among other languages,
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German on that issue through having sentences that express causality translated
by bilinguals. All the verb categories from Wolff et al. (2005) that were previously
outlined were used in that experiment. They eventually found that German provides
affect and link verbs, as well as resultatives. The majority of the English verbs in the
latter category here even had a direct German translation.

Moreover, German also provides a range of lexical causatives. Often, these causatives
are even formed in a manner similar to Swedish verbs such as the previously men-
tioned verbs sitta and sätta by deriving a transitive verb like setzen (“to place some-
thing/someone”) from an intransitive verb like sitzen (“to sit”) (Eisenberg et al., 2016,
p. 421).
Adverbs also play a huge role in expressing causality in German, especially con-

junctional adverbs such as deswegen or deshalb (which both may be translated with
“therefore” or “because of that”). They often consist of an element for reference and
an element that indicates the type of relationship. Conjunctional adverbs function as a
causal conjuction when they are at the beginning of a clause but, unlike conjunctions,
they may as well occur in the middle of a sentence and have the value of a constituent.
Moreover, causality in German can be expressed through interrogative adverbs such
as warum (“why”), which is especially used in indirect speech (Schmidhauser, 2012,
pp. 132–139).

Regarding conjunctions, causal relations may be expressed through the subordinat-
ing conjunctions weil, which can be considered equivalent to the English because and
the Swedish eftersom, and da, which is equivalent to the previous examples and which
is used in syntactically similar contexts, but normally only when the reason is already
known. (Schmidhauser, 2012, pp. 151–153). However, another German conjunction
that is semantically roughly equivalent to because, may be used as well to express
causal relations. In constructions with two main clauses connected by denn, the effect
needs to be mentioned before the cause (Schmidhauser, 2012, p. 141).
Finally, the German language provides a range of adpositions to express causal

relations. Prepositions that express causality are for example aus (“out”, “of”) and vor
(“for”) (Schmidhauser, 2012, p. 173). Some causal prepositions however require to
be followed by a specific case which cannot be directly expressed in English such as
dank, which translates to “thanks to” and which is regularly followed by a noun in the
dative case or mangels, which translates to out of a lack of and is combined with nouns
in the genitive case (Schmidhauser, 2012, p. 185). However, besides prepositions,
German, as opposed to English and Swedish, also provides a range of postpositions
that follow after the noun and even circumpositions like um...willen (“for the sake of”),
where the noun is placed in the middle, to express causality (Schmidhauser, 2012,
pp. 186–189).

Postpositions and circumpositions are two devices that were not mentioned in the
literature for English and Swedish and there may be difficulties with translating a few
prepositions from German to English. However, for the other categories a wide range
of similarities can also be observed for German. Thus, it may also be plausible to hope
for possible linguistic knowledge to be transferred when using German as a language
in the following experiments.

2.3 Automatic Detection of Causal Relations

2.3.1 Rule-Based Approaches

Instead of supervised learning and text classification, early approaches to causality
detection relied on linguistic patterns. One early example here would be the work of
Garcia (1997), which focused on a subset of French verbs that may express causal
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relations. They built a system that makes a decision on whether a sentence expresses
causality based on morphologic and morphosyntactic clues. They report that only
15% of the examples that they return are wrong, however, they can not make any
judgement on how many causal examples it actually missed.
Similar but with more grammatical information included is the contribution of

Khoo et al. (1998), which focused on finding explicit causal relations in newspaper
texts taken from the Wall Street Journal. The patterns on which they focused were
sentences connected through causal links such as the previously adverbs, prepositions,
subordinating conjunctions and fixed expressions like that’s why, as well as sentences
involving causative and resultative verbs, conditional sentences and sentences con-
taining causative adverbs. For evaluation purposes, two human judges classified the
sentences from the Wall Street Journal either as causal or not. Out of the sentences
that were annotated as causal by both judges, 68% were selected by the program.
Out of all the sentences returned by the program, only 25% were considered not to
contain causal relations by both judges.

2.3.2 Traditional Machine Learning Approaches

The approach of Girju (2003) is to some extent based on linguistic patterns but
makes also use of supervised machine learning techniques. Essentially, they propose
an algorithm that consists of two parts. Firstly, patterns that express causal relations
are discovered by extracting noun pairs between which a causal relation holds from
WordNet and identifying lexico-syntactic patterns in sentences from a collection of
texts that connect the two nouns. Subsequently a decision tree classifier will be trained
on a set of human-annotated data to learn rules based on 19 different features that are
of either lexical or syntactical nature. Testing this procedure resulted in a precision of
73.91 and a recall of 88.69.

Not entirely limited to the detection of causal relations, but related to it, is Task 8
of SemEval-2010 (Hendrickx et al., 2010). The shared task focused on the automatic
classification of semantic relations and one of the nine selected relations were causal
or cause-effect relations, which were defined as relations where “an event or object
leads to an effect” (Hendrickx et al., 2010). Support vector machines (SVMs) were
overall relatively popular here and also the most successful contribution by Rink and
Harabagiu (2010) made use of an SVM, based on lexical features such as POS-tags, as
well as dependency parses and semantic parses. Their best system reached an overall
F1-score of 82.19 for all types of relation and, for cause-effect relations specifically, a
precision and recall of 89.63, respectively.

2.3.3 Neural Approaches

Dasgupta et al. (2018) attempt to find and classify causal relations with the help of
neural networks. Instead of just deciding if a sentence contains a causal relation or
not, they are aiming for extracting the causes, the effects and the causal connectives
in five different datasets, namely the data of SemEval-2010 Task 8, as well as data
from analyst reports, BBC news reports, drug effects and news of products that were
recalled. Their classifier is based on a bidirectional LSTM that takes a combination of
pretrained GloVe word vectors and specific linguistic feature vectors that consider
POS-tags, dependency relations and the noun hierarchies from WordNet as its input.
They compared their system with a rule-based approach, a conditional random field
and a normal LSTM without linguistic feature embeddings and found that their
approach outperforms the other approaches when it comes to extracting causal
connectives and, with the exception of the drug effect dataset, where the conditional
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random field was the best option, it also performed better when extracting causes and
effects.
Up to this point, most approaches to causality detection have concentrated on

explicit causal relations. Liang et al. (2019) on the other hand developed a system that
was trained to detect implicitly expressed causality on data from the AltLex (alterna-
tive lexicalization) section of the Penn Discourse Treebank, which contains implicit
discourse connectives. Their system takes a concatenation of two different representa-
tions as its input, namely a word representation obtained through a Transformer-based
encoder and a segment representation, where a sentence is split into three segments
and passed to a CNN that constructs several segment pairs, which are subsequently
fed to a GRU. The concatenated word and segment representation is afterwards fed
to a feed-forward network that outputs a label (either causal or non-causal). When
augmenting data through a bootstrapping approach, their system achieves an F1-score
of 82.50 and outperforms other neural architectures on implicit causality detection.

The most recent approaches to the topic of causality detection were the FinCausal
2020 shared task (Mariko et al., 2020) and the SemEval-2020 Task 5 (Yang et al.,
2020). Mariko et al. (2020) was further subdivided into two subtasks, one where
sentences simply needed to be classified whether they contained a causal relation
or not and one subtask for identifying cause and effect. The data for both subtasks
was extracted from financial news websites and consisted of text sections that were
between one and three sentences long. In both tasks, pretrained language models
based on transformer architectures such as BERT (Bidirectional Encoder Representa-
tions from Transformers) were dominating. Mariko et al. (2020) themselves already
provided a strong baseline by using BERT with a logistic regression layer on top of it,
which reached an F1-score of 95.23. Several ensemble models such as Gordeev et al.
(2020), who made use of an ensemble of five different BERT and RoBERTA models,
and Szántó and Berend (2020), who were using multiple classification heads, managed
to further outperform the baseline with F1-scores of 97.75 and 97.23, respectively.

In the second subtask of Mariko et al. (2020) however, the contributions of Gordeev
et al. (2020) and Szántó and Berend (2020) were outperformed by the contributions
of Kao et al. (2020) and Becquin (2020), which were specifically focusing on the
extraction of cause and effect. The former attempted this through considering an
additonal Viterbi Decoder, which led to an F1-score of 94.72. In the latter, the BERT
model was additionally pretrained on a question answering task on the Stanford
Question Answering Dataset and which achieved an F1-score of 94.66.
A similar pattern was seen in SemEval 2020 Task 5, which was concentrating on

a specific type of causal relations: counterfactuals. According to Yang et al. (2020).
counterfactutals express consequences of something that actually did not happen. The
data used here was taken from either the finance, healthcare or politics sector and,
like Mariko et al. (2020), Yang et al. (2020) provided two subtasks, one for the mere
identification of causality and one on extraction of relations. Yang et al. (2020) also
state that the best performing models in the first subtask are all based on pretrained
language models, mostly BERT.

2.4 Pretrained Language Models

Due to the relative dominance of pretrained language models, especially BERT, in
recent work on the subject of causality detection, a closer look needs to be taken at
pretrained language models. This will be done in the following subchapter. Firstly,
we provide a brief, general overview over pretrained language models. Secondly, we
present two pretrained model architectures and, finally, their multilingual abilities.
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2.4.1 General Overview

Xipeng et al. (2020) provide an extensive survey over pretrained language models.
They distinguish between two generations of pretrained models: a first generation,
which essentially refers to pretrained word vectors such as word2vec and GloVe, and
a second generation that aims for more contextualised word representations. In this
paper, the term pretrained language model will only refer to the second generation
described in Xipeng et al. (2020).

Xipeng et al. (2020) consider the work of Dai and Le (2015), which use an LSTM
with a sequence autoencoder that is supposed to learn to reconstruct the input
sequence, to be the first actual pretrained language model according to the previously
mentioned definition. Related here are the Contextualized Word Vectors (CoVe) of
McCann et al. (2017), which are essentially the outputs of the encoder of a machine
translation system for translation from English to German to which GloVe vectors
were fed and which then are used for other tasks like sentiment analysis and question
answering.
However, Xipeng et al. (2020) stress that these early approaches still differ from

current pretrained language models since they make use of comparably small corpora
and relatively shallow neural architectures because they only consider the outputs
of the very last layer of a neural network. The approach of Peters et al. (2018),
called ELMo (Embeddings from Language Models) on the other hand generates
word vectors that are a combination of the word representations in each layer of a
bidirectional neural language model, where the different layers are then weighted
according to the task that needs to be fulfilled. Devlin et al. (2019) further differentiate
between feature-based and finetuning-based approaches. They state that feature-based
pretrained language models merely provide additional features that can be used in
different, task-specific architectures whereas in finetuning-based approaches such as
their model, BERT, only a small number of parameters is task-specific and instead all
pretrained parameters are finetuned. BERT and one of its modifications, as well as the
underlying architecture, will be explained more in detail in the next subsection.

2.4.2 BERT and RoBERTa

Transformer Architecture

Devlin et al. (2019) as well as its modifications are based on the Transformer archi-
tecture proposed by Vaswani et al. (2017). The main point that sets the Transformer
apart from other neural network architectures is, according to Vaswani et al. (2017),
that it relies entirely on a self-attention mechanism, which attempts to represent a
sequence through relating between its elements, in order to reduce the computational
complexity, to increase the possibilities for parallelisation and to better learn long-
distance dependencies. The purpose of the attention function according to Vaswani
et al. (2017) is to map a query vector and pairs of key vectors and value vectors to an
output. The particular function used by them is scaled dot-product attention, where
the dot products of the key vectors and query vectors are computed, which are then
divided by the square root of the dimensions of the key vector and afterwards fed
through a softmax function in order to obtain the weights.

Moreover, Vaswani et al. (2017) use multi-head attention, where the queries, keys
and values are projected multiple times according to a given number of attention
heads and given as inputs to the attention function. Concatenating and projecting the
output of the attention function yields then the final values. Overall, their architecture
is based on an encoder-decoder architecture where both the encoder and the decoder
consist of six layers. In the encoder, each layer further consists of a self-attention
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mechanism and a feed-forward network, which are included in the decoder as well,
plus an additional multi-head attention sublayer for the encoder output.

BERT

Devlin et al. (2019) state that BERT in particular may either take a sentence or
a pair of sentences as an input sequence. However, they clarify, that sentence in
this context does not refer to the linguistic unit but to an arbitrarily long amount
of text. The respective words are represented through summing up three different
embeddings: a token embedding, generated from a WordPiece vocabulary that consists
of 30,000 different tokens, a segment embedding that indicates to which sentence of
the sequence an embedding belongs and a position embedding indicating the position
of the token in a sentence. Each sequence receives a special token at the beginning.

The pretraining process is conducted through two tasks, one on word-level, where
words from the training data were replaced with a special mask token. The original
word is then predicted through the output of a softmax function over the vocabulary to
which the last hidden state of the mask token got fed. This results in a language model
where context from both directions is incorporated, as opposed to traditional language
models based on conditional probabilities, where only context from one side could be
considered. Additionally, in order to learn relations on the sentence-level, a second
task was added, where the following sentence needed to be predicted. This was done
through the selection of sentence pairs, where, for half of the pretraining examples,
the sentence directly following sentence A was picked as sentence B, whereas in the
other half of the examples a randomly chosen sentence was selected. The sentences
were accordingly labeled based on whether it was the adjacent sentence or not and
the model was trained with the objective of recognizing the following sentence.
Finetuning represents the second step in the framework presented by Devlin et

al. (2019). They describe finetuning as a straightforward procedure, where the in-
and outputs for a wide range of different tasks can simply be fed to the model. In
tasks involving sentence pairs such as question answering, the question-answer pair
equals sentence pairs in pretraining, whereas in tasks involving one sentence like
text classification, they equal to sentence-∅-pairs. The outputs are obtained through,
depending on the task, feeding either the token or sentence representation to the
output layer. On this basis, the model parameters are tuned further in an end-to-end
fashion.

RoBERTa

Liu et al. (2019) replicate BERT with a few modifications that aim at making it more
robust. Their pretrained language model is called RoBERTa (Robustly optimized
BERT approach). For pretraining RoBERTa, static masking is applied, where a masking
pattern is generated everytime the model receives an input sequence, instead of
randomly masking tokens. Moreover, Liu et al. (2019) found that considering the loss
from the next sentence prediction task did not lead to notable improvements and thus,
they did not include the next sentence prediction loss. In addition, they increased the
batch size to 2,000 sentences, increased the vocabulary of subword units to 50,000,
pretrained it longer and used a larger amount of data in pretraining.
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2.4.3 Multilingual Pretrained Sentence Embeddings and Language Models

Overview

The framework LASER (Language Agnostic Sentence Representations) by Artetxe
and Schwenk (2019) presents a similar approach to McCann et al. (2017), where
an encoder pretrained on machine translation tasks is used. More precisely, in the
work of Artetxe and Schwenk (2019), 1024-dimensional sentence representaions are
obtained through a BiLSTM-encoder, which was trained on translating sentences from
93 different languages into English and Spanish, for which parallel bitext was provided.
The encoder makes use of a BPE vocabulary that is learned from a combination of
all different corpora in training. Using the embeddings in zero-shot-scenarios with
a classifier trained on English for cross-lingual natural language inference (XNLI)
and document classification led to F1-scores between 60 and 70 for a broad range of
languages.
Besides the monolingual version, Devlin et al. (2019) also provided a multilingual

version of BERT (mBERT), which was pretrained on entire Wikipedia dumps of the
104 languages that have the largest number of Wikipedia articles. Apart from the
extended amount of pretraining data, the architecture of mBERT is the same as the
one explained in the previous subsection. In experiments involving the four Indo-
European languages English, German, Dutch and Spanish and the tasks named entity
recognition (NER) and part-of-speech (POS) tagging, it mostly achieved accuracies
between 65% and 75% for NER when tested on a different language than it was
pretrained on and for POS-tagging, the accuracies were even ranging from 80% to
90% in the same scenarios.
Lample and Conneau (2019) propose another pretrained multilingual language

model called XLM (X-Lingual Model) that, similar to BERT, makes use of a masked
language model. However, XLM also makes use of a translation language model. Here,
sentence pairs consisting of a sentence in a source and a target language, where words
are masked in both sentences, are fed to the model. The model then has to predict
the masked tokens by making use of information in both sentences. Through this,
the model can profit from parallel data, if it is available. When tested in a zero-shot
fashion on 15 languages from various families, XLM outperforms mBERT on natural
language understanding,
In Conneau et al. (2020), XLM was further improved in a similar fashion to how

RoBERTa presented a modification to BERT. Their model, XLM-R (XLM-RoBERTa)
makes use of a Sentencepiece vocabulary that consists of 250k token, whereas XLM
uses a BPE vocabulary with 100k subwords. Moreover, regarding training data, they
build a CommonCrawl corpus for 100 languages, which is notably larger than the
Wikipedia corpus used for mBERT. For pretraining XLM-R, they chose a model with
a high number of hidden states (1152) to ensure a good performance with a broad
range of languages and they chose to have more low- than high-resource examples in
the data for pretraining. When evaluated on tasks involving language inference, NER
and question answering, XLM-R outperformed mBERT on all tasks.

Studies

Pires et al. (2019) explore the question to what extent mBERT needs similar sub-word
units in the vocabulary of two languages in order to generalize. They found that the
accuracy range for language pairs without any lexical overlap is slightly lower than for
languages with higher lexical overlaps. However, it would still be possible to reach
accuracies of 70% for NER tasks. Moreover, mBERT may be perfectly able to handle
scripts it has not seen in pretraining. When pretrained on Urdu and tested on Hindi,
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it performed very well despite the different scripts that the languages use (Arabic
and Devangari). However, similar results could not be achieved when replicating
the experiment with English and Japanese, which is linked by Pires et al. (2019) to
typological differences, especially on the syntactical level. They observe a general
correlation between the number of shared language features and the accuracy on the
tasks. Moreover, cross-lingual transfer with mBERT seems to be more successful if the
languages share a similar word order.
Besides NER and POS-tagging, Wu and Dredze (2019) also attempt document

classification and XNLI in zero-shot scenarios where the model is finetuned on English
and tested on 38 other languages. For document classification, mBERT performed
better than mulitlingual word embeddings in a zero-shot scenario and at least matched
the performance of sentence embeddings that make use of bitext. Similar results were
yielded for POS-tagging, where mBERT in a zero-shot scenario outperformed em-
beddings where weak supervision was provided in five language, and reached mostly
competitive performances on the other languages. For XNLI, mBERT underperformed
several multilingual embeddings trained with bitext by a more notable margin, how-
ever, it clearly outperfomed other multilingual approaches when it comes to NER and
also dependency parsing, especially when gold POS-tags were provided in the latter
one.

To explore the architecture of mBERT, Wu and Dredze (2019) tested each separate
layer on sentences of 99 different languages, with the goal of recognizing the respective
language. An accuracy of 96% on average demonstrate that it is very likely that each
layer contains to some extent language-specific information. Moreover, they observed
positive correlation between number of shared subword units and general performance
of the model in a zero-shot setting.
Karthikeyan et al. (2020) however conclude that similarities in vocabulary may

have smaller impact than what the findings of Pires et al. (2019) and especially Wu
and Dredze (2019) suggest. In their experiments involving NER and XNLI, the
English data on which the model was finetuned was replaced with a second version
of the English dataset in which the unicodes were scrambled so that the surface
representations had nothing in common with the original data. This only led to small
drops in performance, or to no notable drops at all for both tasks. They instead
emphasize that structural similarities between languages have a considerable impact
on cross-lingual transfer with mBERT since reordering a percentage of the words in
each sentence during pretraining led to drops in accuracy.

Lauscher et al. (2020) conduct further experiments involving mBERT and XLM-R
and cross-lingual dependency parsing, POS-tagging, NER, and XNLI in zero-shot
settings, when finetuned on English and tested on 21 different languages. Through
comparing the performance drops for the different languages with respect to a model
finetuned and tested on English with cosine similarites of vectors that encode different
linguistic features, such as syntax and phonology, they found a logical correlation
between higher scores for dependency parsing and accuracies for POS-tagging and
greater syntactic similarities. Moreover, to their surprise, a correlation between similar
phonology and the performance of XLM-R was observed for three out of the four tasks.
Moreover, they found that the size of the pretraining corpus is another influential
factor for tasks that require a high-level understanding of language such as question
answering and language inference.
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The most effective way of improving the performance on the aforementioned task
according to Lauscher et al. (2020) was however to add a small amount of target
language data. Improved performance here is even achieved with as little as ten
added sentence from the target language. This improvement was more pronounced
for languages that were not related to English. Finetuning only on the target language
data, on the other hand, did not lead to desirable results.
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3 Data

This chapter will be about the data used in the project. For the three different
languages, it will be explained how large the datasets are, from which sources they
came and how they were annotated. Table 3.1 and Table 3.2 provide a general overview
over the data used in our study, the size, the splits into training, development and test
set and the distribution of causal annotations.

English

SE+FC % FinC % SemEv % SE+FC-c %

Train 21,478 9.37 13,478 7.49 7,200 12.06 8,210 22.87
Dev 8,629 6.62 8,629 6.62 800 16.88 1,369 51.42
Test 7,386 7.68 7,386 7.68 2,717 12.07 no test set -

Total 37,493 8.40 29,493 7.28 10,717 12.41 9,579 26.95

Table 3.1: Distribution of the English data including the percentage of causal examples

German % Swedish %

Train 3,104 50.48 210 80.95
Dev 375 51.73 no dev set -
Test 905 50.60 330 48.49

Total 4,384 50.61 540 61.11

Table 3.2: Distribution of the German and Swedish data, including the percentage of causal examples

3.1 English

The English data represents the largest section of data involved in the present study.
It is composed of the datasets of two previous shared tasks that were both mentioned
in Chapter 2, the SemEval-2010 Task 8 (Hendrickx et al., 2010) and the FinCausal
2020 shared task (Mariko et al., 2020). The original annotations of the SemEval-2010
dataset (SemEv in Table 3.1) comprise nine different semantic relations, which were
replaced with a binary labelling, where all sentences expressing a cause-effect relation
were considered as causal and all other sentences received the label non-causal.

The FinCausal dataset (FinC in Table 3.1), on the other hand, already contained a
binary labelling. Here, no changes were carried out. Mariko et al. (2020) took the data
for it from a corpus of financial news from the year 2019, which was collected from
14.000 websites about economics and finances. Their data consisted of text sections
that comprise between one and three sentences and were annotated through one
annotator that suggested initial annotations that were then revised by two additional
annotators until an agreement was reached.
Even though their underlying definition of causality technically does not differ

much from the previously explained way of doing so since it builds on two actors or
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events where one triggers the other, in Mariko et al. (2020) a modification to the effect
role is proposed that is not mentioned in other works. In their work, only a quantified
fact, a fact that is directly connected to a measure and that expresses a number or
quantity, can be an effect. This is another reason for the relative imbalance, as seen in
Table 3.1. It may also potentially lead to clashes with the other annotations here, since
the stricter definition of an effect could result in instances considered non-causal, even
if they were potentially considered to be causal in the other datasets. Nevertheless,
because of the general data scarcity, the size of the corpus and the specific domain,
the FinCausal dataset represents an interesting option for the present study.

Hendrickx et al. (2010) did not provide an extra development set. Thus, simply 10%
of the provided SemEval training data were taken as a development set in experiments
where only the SemEval data was involved. The two English datasets are unified in
a simple manner by taking the 8,000 training and development sentences from the
SemEval data and adding them to the FinCausal training data. In experiments where
the joint dataset (SE+FC in Table 3.1) is involved, only the FinCausal development
and test set are used.
As the labelling of the FinCausal data is stricter, it can safely be assumed that if

an example is causal according to the scheme of Mariko et al. (2020), it will most
probably also express causality when applying the annotation scheme of Hendrickx
et al. (2010). Thus, to increase the number of positive training examples in the
SemEval data, we created a fourth English dataset (SE+FC-c in Table 3.1) by adding
the positive examples of the FinCausal data to the SemEval data.

3.2 German

All German data used in the present study is taken from the dataset of causal language
presented in Rehbein and Ruppenhofer (2020). For their dataset, they used data
from the TIGER corpus (Dipper et al., 2001), which contains German newspaper
texts, and the Europarl corpus (Koehn, 2005), that consists of proceedings from
the European parliament. Contrary to Hendrickx et al. (2010) and Mariko et al.
(2020), they annotated the data on the token level with two different types of tags,
one indicating the role of a participant in a causal relation (cause, effect, affected
and actor) and one tag that indicates the specific type of causation (consequence,
motivation, purpose). We transformed their annotations to binary sentence labels in
order to bring them into accordance with the other datasets. Essentially, we considered
all examples that contain both a cause and an effect as causal relations. Consequently,
sentences in which one of these tags or both were missing were considered to be
non-causal. Table 3.3 shows the way the data is annotated before transforming it
on the example of the sentence Das Präparat war wegen Hautrötungen vom Markt
genommen worden (“The preparation was withdrawn from the market because of skin
rashes”).
Moreover, Rehbein and Ruppenhofer (2020) sampled their data by searching the

respective corpora for a variety of lexical triggers. The distribution of causal and
non-causal examples varied greatly between different types of triggers. Thus, when
splitting the data into subsets for training, validation and testing, we made sure that
the proportion of lexical triggers in each subsets reflected the proportion of lexical
triggers in the whole dataset.

19



Text Label
Das The Effect
Präparat preparation Effect
war was.AUX.PAST Effect
wegen because Trigger - Motivation
Hautrötungen skin-rashes Cause
vom from-the Effect
Markt market Effect
genommen taken.PASS Effect
worden was.AUX.PRF Effect
. -

Table 3.3: Example of one sentence from the German dataset before data preparation

3.3 Swedish

As an additional training set for the few-shot-experiments, 210 Swedish sentences
that were annotated within the course of a different project depending on whether
they express causality or not, are used. The sentences were collected by searching
the text from the Datalab for results in the public sector of the Swedish National
Financial Management Authority for various lexical items that potentially express
causality, including for example verbs like att orsaka (“to cause”), nouns like följd
(“consequence”) and conjunctions like eftersom (“because”). The query results were
then annotated by three different annotators. Each annotator decided for each sentence
if it expresses causality, if it is an unclear case or if it does not contain causality.

Eventually, the annotations were not consolidated. Thus, for the final labelling, nu-
merical scores were assigned to each annotation, where a positive annotation received
a score of 0.2, an unclear annotation a score of 0.1 and a non-causal annotation a score
of zero. We considered the causal label for examples that reach a score of 0.3 or more.
Considering only examples where all annotators agree on the degree of causality or
a simple majority vote may lead to a labelling that may be too strict. If for example
one annotator decides on a sentence to be causal and another one decides that this
sentence represents an unclear case, then it can be argued that there is at least some
notable notion of causality conveyed and, consequently, that the non-causal label
would be more inappropriate than the causal label.

The annotation of the Swedish test set, on the other hand, was carried out as a part
of this thesis project, with the author of the thesis directly involved as one of three
annotators. The sentences to be annotated were again taken from the same source as
the training data. This time, however, instead of searching for words that potentially
express causality, we searched the datalab for specific term pairs that potentially
express a causal relation. The term pairs are presented in Table 3.4. The queries were
formulated in a way that took the morphology of some of these terms into account,
so that for example bostäder, the plural of bostad with a different stem, is matched as
well.

We also approached the annotation in a slightly different manner. Firstly, we
conducted an initial pilot annotation round where only three of the term pairs
presented in Table 3.4 (droger and missbruk, föroreningar and sjukdom and radon
and cancer) were involved, without specific guidelines and in which each annotator
annotated all sentences. Agreement between annotators in the first round was however

20



Cause Translation Effect Translation
skog forest växthuseffekt/klimat greenhouse effect/climate
klimat climate investering investment
befolkning population bostad housing
befolkning population konsumtion consumption
åsk(a) thunder brand fires
ränt(a) interest rate bolån mortgage
arbetslöshet unemployment brott crime
utbildningsnivå level of education inkomst income
rökning smoking blodtryck/hälsa blood pressure/health
trafik traffic förorening pollution
droger drugs missbruk abuse
radon radon cancer cancer
luftförorening air pollution sjukdom illnesses

Table 3.4: Term pairs for which the datalab was searched

not satisfactory. This is exemplified when calculating Fleiss’ kappa, a measure for
inter-annotator agreement between more than two annotators, introduced in Fleiss
(1971). The inter-annotator agreement ^ for the first pilot annotation round was 0.36,
which is for example in Landis and Koch (1977) only described as fair agreement. On
the basis of the experiences from the first pilot round, we draw specific guidelines,
based on the problems we encountered and the guidelines of Dunietz et al. (2015).
More specifically, with reference to Dunietz et al. (2015), we decide that a sentence
is causal if

• it contains a causal connective, which can be any unit at word level or above
that signals a causal relationship, and which only expresses causality

• if it contains a cause and an effect, which are normally states of affairs or events,
even though an actor of a certain event can be considered a cause too, by
metonymy.

The requirement of an explicit causal connective thus excludes lexical causality where
the effect is encoded in the verb, as well as purely temporal relations, even though
they may express causality implicitly, similar to Dunietz et al. (2015). Modal causality
(i.e. if a sentence expresses that a cause maybe leads to some effect) and negative
causality (i.e. if a certain potential cause does not lead to some effect), however, fulfils
our criteria and is annotated as well. It is also enough if the causes and effects are only
mentioned explicitly in the context and in the respective sentence itself only referred
to with for example a pronoun. Moreover, the cause-effect pair in the sentence to be
annotated does not have to be the exact cause-effect pair from the query.
After establishing these guidelines, we conducted a second round on the data

involving the same keyword pairs and 30 different sentences. This time, the inter-
annotator agreement was notably better with ^ = 0.56, which represents moderate
agreement according to Landis and Koch (1977). In the final annotation round, the
datalab was searched for all term pairs presented in Table 3.4 and 300 sentences were
annotated, of which each annotator annotated 200, so that eventually, each sentence
was annotated by two different people. The inter-annotator agreement here was again
moderate, with ^ = 0.50. Cases where two annotators disagreed were discussed until
agreement was reached.
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4 Experimental Setup

4.1 Methodology

Eventually, we want to find ways to achieve a good performance in multilingual
scenarios. For this, we consider strategies that involve the type of multilingual em-
beddings, the impact of target language data, either in training and finetuning or as a
development set for model selection and the influence of annotation schemes. The
following subsections will explain the experiments that are carried out with regard to
these points.

4.1.1 Comparison Across Different Models and Embedding Types

One goal of our study is the comparison of different types of multilingual embeddings
for the task of causality detection. Thus, we will finetune two finetuning-based
pretrained multilingual language models and train one classifier using pretrained
multilingual sentence embeddings on various combinations of the datasets outlined in
Chapter 3. For experiments in the zero-shot scenario, we will finetune the respective
models on English data, German data or a combination of both and test them on
Swedish data. In the few-shot experiments, the small Swedish training set will be
added to the respective training data in the other two languages.
Tuning hyperparameters for all experiments, if not stated otherwise, will be con-

ducted through training or finetuning the respective models on English and testing
them on the German development set. With regards to the task and the research goals
it seems to be intuitive to choose hyperparameters by evaluating them on a setting
where some cross-lingual transfer is involved, rather than in a monolingual setting.
German is chosen over Swedish here due to availabilty reasons.

The previous results on NLP tasks in few- and zero-shot scenarios strongly suggest
that the performance in these experiments will be lower than when being finetuned
and tested on the same data. Thus, additional monolingual experiments involving
only English or German data will be carried out so that, on the basis of how close the
zero-/few-shot performance came to the monolingual settings, further conclusions
can be drawn on whether the cross-lingual transfer here was successful.

4.1.2 Impact of Target Language Data

We will further conduct experiments in few-shot scenarios with a varying amount
of additional data in the target language, in order to measure how great the impact
of target language data is for this particular task. As previously mentioned, Lauscher
et al. (2020) have achieved considerable improvements for their tasks by adding only
little target language data when finetuning mBERT and XLM-R. It would thus be
interesting to see if this also holds for causality detection in comparable scenarios. The
low number of Swedish text sections for training however limits the possibilities of
exploration for Swedish. Thus, the main line of experiments here will be conducted
with the German data by adding additional, different shares (12.5%, 25%, 50%,
75%) of it, which will be sampled from the original training set. Similarly to when
preparing and splitting the data, we aim for a relatively even distribution of the
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different causal connectives here, in order to make sure that any improvement or
decrease in performance here may be attributed to the mere amount of data and not
to presence or absence of connectives in datasets with reduced or increased data in the
target language. These experiments in simulated low-resource scenarios will enable
us to get a better picture on how much larger sections of additional target language
training data help here.

4.1.3 Effect of the Development set

In finetuning, the performance of the model on the development set is often used
in selecting the final model. Wu and Dredze (2019) and Pires et al. (2019) do this
for example through using a development in English. However, several authors such
as Keung et al. (2020) and Chen and Ritter (2020) criticize this practice. Chen and
Ritter (2020) notice that over an entire finetuning run of mBERT, the accuracy on the
English development set and the accuracy on the development of the target language
do not develop in a similar manner and that through selecting models based on the
performance on the English development set, models where cross-lingual aspects
might have been forgotten in finetuning may be preferred. However, they also note
that this observation was stronger for cross-lingual transfer between two unrelated
languages. Our experiments focus on languages from the same family. Nevertheless it
would be interesting to see to what degree the observations of Chen and Ritter (2020)
hold true for multilingual causality detection.

4.1.4 Annotations in the Data

Especially the annotation of the FinCausal data diverges slightly. In order to draw
conclusions on the success of the multilingual models, it needs to be made clear
that this is not grounded in the labelling differences. To take the different natures
of the datasets into account, additional experiments need to be conducted. We will
thus repeat the experiments involving the English data with a reduced amount of
the FinCausal data or without any data from it, to see how much the differences in
annotations for the FinCausal data impact the performance. In these cases, we will
then use 10% of the SemEval training data as a development set.

4.1.5 Evaluation

The F1-macro score, calculated through the sklearn.metrics library will be used
as a metric to evaluate the overall performance of a model. In the corresponding
documents, it is defined as the mean of the F1 measures for each label. However,
sometimes a model may for example be very precise in its detection of causal relations,
where then many instances classified as causal are actually causal but catch not many
of the actual causal instances in the text, or the other way around, may catch many
of the possible causal instances but not in a very precise manner. In order to better
find and discuss such cases, additionally to the F1-macro as a general judgement, also
precision and recall for the causal class will be taken into account.
A second issue regarding evaluation will be the instability of pretrained models,

which needs to be taken into account. Devlin et al. (2019) for example observe that
the results for finetuning on small datasets can be unstable and vary from run to run.
In situations, where the performance of two models does only differ by a small margin,
these differences may have only happened because of the natural variation. Thus, if
necessary, we choose to run certain experiments five times and give the average for all
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the evaluation metrics, a practice that was for example also carried out by Lauscher
et al. (2020).

4.2 Multilingual Sentence Embeddings

In order to include a non-finetuning based approach and given a general, solid perfor-
mance in past experiments, the LASER sentence embeddings of Artetxe and Schwenk
(2019) are used. We follow the preprocessing procedure recommended by Artetxe
and Schwenk (2019) by first tokenizing our data, and then transforming them to
BPE subword units. We finally feed them to the encoder to obtain the respective
embeddings. For classification tasks, Artetxe and Schwenk (2019) additionally provide
a simple multi-layer perceptron (MLP) classifier, with two hidden layers. This classifier
will be used in our experiments as well. The set of hyperparameters that Artetxe
and Schwenk (2019) use for document classification will serve as a starting point for
finding the right hyperparameter setting here. They propose training their classifier
for 500 epochs with a learning rate of 0.001, 10 nodes in the first and 8 nodes in
the second hidden layer, a batch size of 12 and dropout of 0.2. However, in initial
experiments, we discovered that the best performing model was found at a relatively
early stage and thus we reduced the number of epochs to 100. Moreover, when
varying the dropout, a value of 0.1 mostly led to an improved performance. Changing
other hyperparameters on the other hand did not lead to improvements. Thus in the
final experiments they were kept as they are. We also tried out multiple random seeds
here.

4.3 Multilingual BERT

As seen in Chapter 2, the multilingual abilities of mBERT have been studied in a
particularly extensive manner lately (Karthikeyan et al., 2020; Pires et al., 2019; Wu
and Dredze, 2019). This, in combination with the results that cross-lingual transfer
with mBERT worked particularly well with related languages, which is the case in
our language combination of English, German and Swedish, makes it thus interesting
to experiment with mBERT. In our experiments we will use the mBERT version
provided by the HuggingFace Transformer library (Wolf et al., 2020). In particular,
the BertForSequenceClassification architecture will be used, in which dropout and
an additional linear layer for classification are added on top of the regular BERT
architecture. No preprocessing is carried out before encoding the text through the
BERT tokenizer.

Regarding the hyperparameter for finetuning, Devlin et al. (2019) suggest that the
number of epochs for finetuning BERT should lie between 2 and 4, the batch size
between 16 and 32, and learning rates between 5𝑒 − 5 and 2𝑒 − 5 with Adam as an
optimizer. The baseline system provided by Mariko et al. (2020) for example, which
is relatively similar to our BERT classifier and built with a similar objective, albeit
in a monolingual setting, uses a learning rate of 2𝑒 − 5 and is finetuned for 3 epochs,
which is in line with the reccomendations. However, the batch size is reduced to 8
and, additionally, the text sequences are truncated or padded to a maximum length of
128. For experiments with multilingual BERT, Pires et al. (2019) stick closer to the
reccomendations of Devlin et al. (2019) by using a batch size of 32, a learning rate of
3𝑒 − 5, 3 epochs and a maximum length of 128.
In initial experiments, the batch size used in Mariko et al. (2020) led to a very

high variance in the performance of the resulting model and rarely to a satisfactory
performance and was abandoned at an early stage. For hyperparameter tuning we
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eventually used a possible number of epochs of {2, 3}, possible learning rates of {2𝑒 −5,
3𝑒 − 5}, possible batch sizes of {16, 32} and maximum lengths of {128, 256}. We
conducted a grid search over possible combinations of these hyperparameters five
times, in order to account for the variance in the models that are obtained after
finetuning and the best-performing combination of hyperparameters on average was
chosen, which was three epochs, a learning rate of 2𝑒 − 5 a batch size of 32 and a
maximum length of 256.

4.4 XLM-RoBERTa

Given its impressive cross-lingual performances in previous studies, where it often
even outperfomed mBERT,it seems to be a logical choice to include XLM-R in our
experiments. Here again, the implementation from the HuggingFace Transformer
library for sequence classification with an addtional linear layer will be chosen.

In their paper Conneau et al. (2020) actually do not make any mentions about the
hyperparameter choices. However, Lauscher et al. (2020) use the same hyperparam-
eter grids for XLM-R in their experiments. Here, the same grid as in the previous
subsection will be used as well. For XLM-R as well a batch size of 32 a learning
rate of 2𝑒 − 5 and a maximum length of 256 have proven to reach the most stable
performance. However in hyperparameter tuning, models that were finetuned for
three epochs already performed worse on the development set. Consequently, we will
only use two epochs here.
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5 Results and Discussion

5.1 Monolingual Experiments

Model En (FC+SE) En (FinCausal) En (SemEval) De

LASER 94.24 94.80 88.18 73.47
mBERT 85.83 95.44 93.54 81.55
XLM-R 95.74 95.73 91.70 82.26

Table 5.1: F1-macro scores for all monolingual experiments

Table 5.1 presents the results for the monolingual experiments in English and
German. One observation here is that in experiments with the entire English data
involved, the performance of the LASER embeddings and XLM-R almost matched the
state-of-the-art performances from models that participated in the FinCausal shared
task such as Gordeev et al. (2020) and Szántó and Berend (2020). The performance of
mBERT on the other hand was notably worse than for example the baseline of Mariko
et al. (2020) even though it is based on the same architecture. Devlin et al. (2019)
state in the readme file for mBERT that monolingual BERT models are indeed likely to
achieve better performance than its multilingual counterpart when trained and tested
on the same language. However, when looking at the scores for experiments where
only the FinCausal data was used, it seems to be more likely that this performance
drop can be attributed to the labelling differences as an improvement of the F1-macro
of almost 10 points can be observed when comparing it to the experiments involving
the joint English data. This seems however to be a problem exclusive to mBERT
since, for the other two architectures, only minor differences could be observed. On
the other hand, the minor differences for XLM-R and LASER between training or
finetuning on the FinCausal training data and the FinCausal plus SemEval training
data also suggest that the additional training data, with a different annotation scheme,
did not have huge effects.
A second issue that can be seen here in the monolingual experiments is that the

finetuning-based approaches seem to handle settings with fewer training data available
better than the classifier using LASER embeddings. The SemEval training data contains
a bit more than half of the sentences of the FinCausal training data. Already here,
the differences in performance are a bit more pronounced, as mBERT and XLM-R
outperform the LASER embeddings by about 5, respectively 3 points with respect to
the F1-macro score. This difference is even more strongly visible for the German data,
which represents only about one seventh of the English training data and for which
the differences in performance are stronger. In monolingual experiments with only
the SemEval data or only the German data, we have eliminated potential domain
mismatches or problems with different labellings as all data involved comes from
the same source and the same annotation projects, which suggests that size may be a
factor here and that mBERT and XLM-R may be a better choice in a setting where
training data of the target language is available but scarce.
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5.2 Zero-Shot Experiments

Data Model German Swedish

F1 P R F1 P R

Joint Training Set LASER 41.85 75.03 9.05 52.21 96.35 19.38
mBERT 42.89 74.92 10.55 46.07 78.32 13.50
XLM-R 42.63 75.33 10.24 48.92 87.82 16.25

FinCausal LASER 34.58 49.37 1.37 34.96 58.33 1.00
mBERT 35.97 41.24 2.71 36.26 61.09 2.50
XLM-R 35.06 25.10 2.08 35.91 60.91 2.12

SemEval LASER 53.38 79.70 24.13 65.16 74.55 47.50
mBERT 49.50 76.51 19.20 62.19 72.23 51.13
XLM-R 52.64 79.81 23.28 63.11 69.01 50.38

FinCausal (causal)
+SemEval

LASER 63.79 65.90 57.25 67.59 63.04 85.62
mBERT 57.29 62.43 42.84 57.17 69.54 44.38
XLM-R 56.76 64.33 41.73 62.03 67.17 60.25

Table 5.2: F1-macro scores and precision / recall values for the causal class on average in zero-shot
experiments when the respective model is trained or finetuned on English data

Data Model F1 P R

German LASER 66.65 62.40 82.90
mBERT 72.51 73.09 72.75
XLM-R 76.93 75,78 79.37

German + LASER 66.59 61.78 87.12
SemEv+FC-c mBERT 71.44 73.59 65.5

XLM-R 71.56 70.53 75,13

Table 5.3: F1-macro scores and precision / recall values for the causal class on average in zero-shot-
experiments involving finetuning on German and testing on Swedish

Zero-shot experiments represent the most simple setting in which cross-lingual
transfer is involved. Moreover, based on previous resesarch, it may be expected that,
when target language data is involved, either as a development set for model selection
or as additional training data, the performance will increase. Given this, it would be
particularly helpful to have a stable baseline against which the few-shot experiments
can be compared. Thus, we will carry out five finetuning runs and report on the
average F1-macro score, and on precision and recall for the causal label. We also pick
the results for one of these runs for a brief qualitative evaluation in order to better
understand the results. The tables 5.2 and 5.3 present the quantitative results here.

5.2.1 German

For all zero-shot experiments where the models were trained on English data and
tested on German data, there is a notable gap in performance compared to the
monolingual experiments. The differences between classifiers on the other hand were
relatively small. It appears that, for the two English datasets, where the negative
FinCausal examples were excluded, the MLP classifier using LASER embeddings
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outperformed the finetuning based approaches. However, the latter seemed to have
dealt slightly better with a potential confusion regarding the differences in annotations.
When looking at the performance of the models where the joint English dataset,

the English dataset that is comprised of the largest amount of data, was used, we
can see that the models in the end failed to recognize a wide range of examples in
the test data that actually expressed causality. The recall scores for the causal class in
this setting, provided in Table 5.2, undermine this. One possible explanation for this
may be that in the English training data, far more non-causal than causal examples
occur, which would make it obviously harder to learn the correct labelling of causal
examples. However, even more likely is that the aforementioned problem of a stricter
annotation for the FinCausal data, compared to the rest, caused problems here.
When using only the SemEval training data, an notable improvement of the F1-

macro of almost ten points can be observed, even though the amount of training
data was then much lower. This improvement goes hand in hand with improved
recall. Using only the FinCausal training data on the other hand has led recall for the
causal class in particular to drop, which also underlines that the stricter labelling of
the FinCausal may lead to unrecognized causal instances. The performance improves
further when adding the positive examples from the FinCausal data to the SemEval
data, which results in a dataset without the strict negative annotations from the
FinCausal. The following examples may also illustrate this.

(5.1) Stock market investing can sometimes cause investor’s heads to spin.

(5.2) The scheme is now under investigation by the Serious Fraud Office and, as a
result of mis-selling, the scheme’s boss is set to stand trial for three counts of
fraud in 2019.

It can clearly be argued that Examples 5.1 and Example 5.2 contain causality as
they contain an activity or event that has caused something (Stock market investing in
Example 5.1 and mis-selling in Example 5.2) and an effect of these causes (investors
heads to spin in Example 5.1 and the scheme’s boss is set to stand trial[...] in Example 5.2).
Moreover in both sentences, the relation is made explicit through a causal connective
such as the verb to cause and the construction as a result. However, both examples are
not causal according to the annotation scheme of Mariko et al. (2020). In 5.1 it is a
hypothetical effect, that can possibly happen in the future and expressed through a
metaphor and in example 5.2, the effect is an event. Both are not measurable, which
means that they are not expressed through a precise quantity or number.

(5.3) Die
The

schwierige
difficult

Situation
situation

im
in-the

vergangenen
previous

Jahr
year

hatte
have.PST

einige
several

Sparanstrengungen
save-efforts

zur
as

Folge
consequence

.

’The difficult situation in the previous year had several saving efforts as a
consequence.’

(5.4) Ferner
Also

würden
would.AUX

durch
through

den
the

Fortfall
loss

von
of

Tätigkeiten
tasks

Tausende
thousands

von
of

Arbeitsplätzen
jobs

vernichtet
destroy.PASS

.

’Moreover, through the loss of tasks, thousands of jobs would be destroyed.’

Possible consequences of the labelling scheme can indeed be observed in the results
of zero-shot experiments. Example 5.3 and Example 5.4 express causality according
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to the scheme that we transformed from the gold labels of Rehbein and Ruppenhofer
(2020). They would however not represent causal examples according to Mariko
et al. (2020) since both examples only use a vague quantity to express the effect and
Example 5.4 even only expresses a hypothetical effect. All models that were trained
or finetuned on either only the FinCausal data or the concatenated English training
set did not recognize the examples as causal. However, examples that were trained on
only the SemEval training data did so.
Adding the positive examples from the FinCausal data to the SemEval data led to

a further, notable improvement of the performance overall and to greatly improved
recall in particular. The models also recognized the previous two examples as causal.
The only slightly negative effect that can be observed here is related to precision. One
point that may have led to deteriorated precision here may be the fact that we now
introduced many positive examples that contain specific language from the financial
sector and expressions of quantity. The models trained on this dataset indeed have
a tendency to misclassify such instances as causal, most of which were correctly not
considered causal by their counterparts only finetuned or trained on the SemEval data,
such as Example 5.5 and Example 5.6.

(5.5) Bei
At

einem
a

Grundkapital
base-capital

von
of

750
750

000
000

Mark
Mark

ergibt
results

dies
this

einen
a

phantastischen
fantastic

Preis
price

von
of

1000
1000

Dollar
Dollar

für
for

die
the

Fünf-Mark-Aktie
five-Mark-share

.

’With a basic capital of 750 000 Mark, this results in a fantastic price of 1000
Dollar for the five mark share.’

(5.6) Allein
Alone

bei
at

Harpen
Harpen

entstand
cause.PST

ein
a

Schaden
damage

von
of

rund
about

370
370

Millionen
million

Mark
Mark

.

’At Harpen alone, a damage of about 370 million Mark was caused’

Another potential issue, more directly related to cross-lingual transfer, which may
have had a negative influence on the performance here, are some of the ways causality
is expressed in the German test data that may not be included in the English training
data or that are not used in the English language in general. In Chapter 2 we already
hinted at possible problems with some prepositions. Indeed, both mBERT and XLM-R
for example struggled heavily with examples where the preposition mangels (“out
of lack of”) was used as a causal connective, which is demonstrated by Example 5.7
below.

(5.7) In
In

diesem
this

Fall
case

wäre
would

unsere
our

Arbeit
work

umsonst
useless

gewesen
be.PAST.SBJV

,
,

da
because

es
it

mangels
out of lack of

Einstimmigkeit
unanimity

im
in-the

Rat
council

bei
at

den
the

736
736

Sitzen
seats

des
of-the

Vertrags
contract

von
of

Nizza
Nizza

bleiben
remain

würde
would.

.

’In this case would our work be useless because the number of 736 according to
the contract of Nizza would remain out of a lack of unanimity in the council.’

Mangels as a causal connective was used in 15 causal instances. mBERT finetuned
on the joint English data classified two examples correctly as causal, and when being
finetuned on the FinCausal training set, it classified one example correctly. It actually
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did not consider any examples as causal when being finetuned on only the SemEval
training set. XLM-R on the other hand did not consider any examples as causal
when being finetuned on the full English training set or the FinCausal data but
classified two examples correctly when finetuned on the SemEval data. XLM-R and
mBERT finetuned on the Semeval data plus the causal examples of the FinCausal data
performed better here, with seven causal examples recognized by mBERT and eight
instances recognized by XLM-R. It can thus not be finally concluded if the difficulties
here can be attributed to linguistic differences between German and English. However,
the number of misclassified examples may suggest that the problem here can not be
entirely explained through a lack of training examples.
Postpositions were also among the few differences between German and English,

that were pointed out in Chapter 2. They also made cross-lingual transfer apparently
more difficult in the present experiment, given that all models struggled with the
postposition halber, which may be translated with a prepositional construction like
for the sake of. However, contrary to English, halber would follow the noun whereas
for the sake of precedes the noun, as example 5.8 demonstrates. The German test
data contained four causal examples with halber. Besides XLM-R finetuned on the
combined data of the positive FinCausal examples and the SemEval training set,
who got one out of four right, no model here recognized these examples as causal.
This suggests even more strongly that postpositions as causal connectives represent a
problem for cross-lingual transfer here.

(5.8) Der
The

Zweckmäßigkeit
practicality

halber
for the sake of

wollten
want.PAST

wir
we

die
the

bereits
already

von
from

der
the

Kommission
commission

geprüften
reviewed

Wege
ways

fortsetzen
continue.INF

.

’We already wanted to continue the ways reviewed by the commission out of
practicality.’

5.2.2 Swedish

Similar to the few-shot experiments with English as a source and German as a target
language, the performance here is far from the current state of the art. Compared
with the performance of the English-German zero-shot experiments however, some
differences can be observed. Apart from the results where only the FinCausal training
data was used, the recall seems to be higher, which consequently led to a better
performance overall, with the exception of the classifiers trained or finetuned on only
the FinCausal training data. A plausible explanation for the higher recall may simply
lie in the class distribution of the Swedish test data. There are fewer positive causal
examples in the Swedish test data and consequently fewer examples to potentially
miss, for example due to wrong learning from the stricter labelling of the FinCausal
data.
Moreover, for the joint English training set and the FinCausal training data, again

similar effects as for German could be observed. The models that were trained or
finetuned on data including the negative FinCausal examples had difficulties to find
causal examples that do not express a quantifiable fact according to the definition of
Mariko et al. (2020) but otherwise perfectly suit our annotation guidelines for a causal
relation. One case to illustrate this would be Example 5.9, which contains a cause,
namely åsknedslag, an effect, bränder, and till följd av as a connective and which was
misclassifed as non-causal by all models trained or finetuned on only the FinCausal
data. For the joint English data, only XLM-R considered it to be causal.
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(5.9) Efter
After

bränder
fires

till
as

följd
consequence

av
of

åsknedslag
thunder

och
and

övriga
other

kända
known

brandorsaker
fire-causes

fanns
exist.PAST

soteld
chimney-fire

och
and

övriga
other

eldstadsrelaterade
fireplace-related

bränder
fires

som
as

nästa
next

kategori.
category.

’After fires as a consequence of thunderstorms and other known causes of fire,
were there chimney fires and other fires related to fireplaces as a next category.’

Another observation, similar to the findings based on the German test set was
a tendency to wrongly classify sentences from the financial domain if we add the
positive examples from the FinCausal data. The Examples 5.10 and 5.11 do not
contain any causal relation. However, the former is considered by all models that are
trained or finetuned on the combination of SemEval data and the positive FinCausal
examples to be causal, the latter is only considered non-causal by mBERT.

(5.10) Realkreditinstitutionerna
The real-estate-loan-institutions

(som
(who

ger
give

ut
out

drygt
about

80
80

procent
percent

av
of

de
the

danska
danish

bolånen)
mortgages)

anses
consider.PASS

ha
have.AUX

fått
recieve.PAST

en
a

alltför
all-too

riskabel
risky

verksamhet
operation

med
with

allt
all

fler
more

amorteringsfria
amortization-free

lån
loans

och
and

fler
more

lån
loans

med
with

rörliga
volatile

räntor.
interest.

’The institutions for real estate loans (who give out about 80 percent of danish
mortgages) are considered to have received an all too risky operation with more
and more amortization-free loans and more loans with volatile interest.’

(5.11) ,I
In

diagram
diagram

10.3
10.3

illustreras
illustrate.PASS

ränteskillnaden
the interest-difference

mellan
between

Stadshypotek
Stadshypotek

AB
AB

(helägt
(entirely-owned

dotterbolag
daughter-company

till
to

Svenska
Svenska

Handelsbanken)
Handelsbanken)

och
and

SEB
SEB

bolån
mortgages

och
and

deras
their

utveckling
development

över
over

tiden.
the time.
’In the diagram 10.3 is the interest difference between Stadshypotek AB
(entirely owned subsidiary of Svenska Handelsbanken) and SEB mortgages
illustrated, as well as their development over time.’

Another interesting aspect about the zero-shot experiments for Swedish is the
relatively impressive performance when being trained on only the German training
data, especially considering that the German training set is in size much smaller
than all the English training sets we used. It outperforms the performance in all
experiments when we used the English data and, for XLM-R, it even almost matches
the performance when being trained and tested both on German. Especially XLM-R
almost matched the precision of its counterpart only trained on the SemEval data
while reaching a recall comparable to the model where we also included the causal
FinCausal instances in the training data. Adding English training data on the other
hand again led to a drop in performance.

Taking a closer look at the output of the classifiers makes it clear that the classifiers
trained on the German data neither struggled with aforementioned problem of
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overgeneralizing examples from the economic domain nor did they exclude examples
with potential effects that are not quantifiable facts. Rehbein and Ruppenhofer (2020)
mostly built their annotation scheme on the work of Dunietz et al. (2015), similarly
to what we did in our annotation project. Given the previously observed negative
effects that labelling differences had, it may be plausible to assume the opposite if
similar guidelines were applied in the labelling process.
Thus, it cannot be safely said that German overall represents a better source

language for cross-lingual transfer. The lexical devices described in the SAG, which
were presented in Chapter 2, do not hint at particular lexcial items in the Swedish
language that may make cross-lingual transfer from either English or German more
difficult. Comparing the wrongly classified instances of the models trained on English
data with the models trained on German data further exemplifies this since no
systematic problems with one particular lexical connective can be found here.

5.3 Impact of the Development Set

So far, we selected the best model for all model- and embedding types according to
the performance on the development set in the source language. Given the availability
of development data in the target language for German and the previously mentioned
results of Keung et al. (2020), it is interesting to see if similar effects can be observed
for the present task. For this, we again use the concatenation of SemEval training
data and the causal examples from the FinCausal training set as training data since it
was the English training set leading to the best performances, but this time use the
German development data for model selection.

Dev Set LASER mBERT XLM-R

German 64.04 63.24 65.00
English 63.74 61.74 62.82

Table 5.4: F1-macro scores when using the joint training data of causal FinCausal examples and the
SemEval training set for training and either the German or English development set

Dev Set LASER mBERT XLM-R

Swedish 26.02 58.13 52.74
German 55.34 67.03 69.44

Table 5.5: F1-macro scores when training on the German data and testing on Swedish when using
either the German or Swedish development set

Table 5.4 shows the results of this experiment. A slight improvement can be
seen for the classifier based on LASER embeddings. For XLM-R and mBERT, minor
improvements were observed, where however it cannot be precisely stated if they
are because of the different development set in model selection or through the
variation when finetuning these models. Moreover, no improvement regarding the
two previously mentioned issues regarding prepositions and postpositions could be
observed.
The Swedish results, presented in Table 5.5 on the other hand paint a different

picture. Here, for all the experiments, the models that were finetuned when using
the Swedish development set performed worse in the end, with the performance of
the model using LASER embeddings being particularly low. This may be explained
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through taking a look at the number of positive examples in the Swedish training
data, compared to the Swedish test data. More than 80 % of the examples there
were considered causal. When looking at the performance across different epochs, the
model considers a particularly large portion of examples to be causal, which results in
a particularly good performance on the development set. In later epochs, the model
learns to classify non-causal examples more often but makes mistakes when trying to
generalize on the development set, which consequently leads to a worse performance.
Thus, one of the early models that made heavily use of the causal class is selected,
which then is not able to generalize when being evaluated on the test data.

The class imbalance in the Swedish development data could also be a reason for the
results of mBERT and XLM-R. In both experiments with the Swedish development
data, the model after one full finetuning epoch was selected, where as in most other
experiments in this thesis, the best performance on the development set was reached
after two or three finetuning epochs. This suggests that similar effects as for the
LASER-based classifier, albeit not as drastically pronounced, may have played a role
here.

5.4 Few-Shot Experiments

5.4.1 German

In previous work on few-shot cross-lingual transfer through the use of conventional
neural networks, such as in Plank (2019), who tried cross-lingual transfer for Danish
NER in zero- and few-shots scenarios with English as a source language and a BiLSTM
with a CRF, it was considered the better choice to simply add the available target
language training data to the source language training data. However, Lauscher et al.
(2020) approach this for pretrained, transformer-based neural models in a different
way. In their work and in other studies related to few-shot cross-lingual transfer that
involved finetuning-based approaches such as Hedderich et al. (2020) and Zhao
et al. (2020), it was focused on taking an already finetuned model and conducting an
additional finetuning run on target language examples. In the few-shot experiments
for our experiments, we try out both methods. Regarding the MLP classfier with
multilingual embeddings, we simply conduct another round of training on the target
data on a model that has already been trained on English data. Table 5.6 shows the
results when including the whole German dataset in few-shot training.

Method Source Data LASER mBERT XLM-R
F1 P R F1 P R F1 P R

Monolingual None 73.47 70.62 80.49 81.55 81.42 81.60 82.26 76.94 92.46
SE+FC 67.62 74.33 55.21 90.14 86.49 95.12 88.61 90.28 86.47

Adding Data
SE+FC-c 70.84 68.58 76.94 93.48 91.88 95.34 89.61 90.11 88.91
SE+FC 74.28 71.68 80.27 80.88 78.00 93.57 83.49 78.00 93.57Add. Finetuning/

Training SE+FC-c 75.21 73.21 79.38 84.20 82.91 86.03 84.60 83.19 86.70

Table 5.6: F1-macro scores for different few-shot scenarios involving training on the English datasets
and testing on German, including the monolingual German performance for comparison

For mBERT and XLM-R, we observe substantial improvements in performance
when adding the German data, which even come close to the performance on English
in monolingual settings. For LASER on the other hand, the performance when
training on the combined English and German data is even worse than when training
on German data alone. Training an MLP classifier with LASER embeddings which
has already been trained on English for one more round on the German data leads
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to a performance that is at least on par or even slightly better than the monolingual
experiment, albeit it still was not able to come close to the performance of the
finetuning-based approaches. The findings of Choenni and Shutova (2020) suggest that
mBERT and XLM-R are better at capturing language-specific information compared to
LASER, which consequently may explain why the classifier with LASER embeddings
could not make use of target language data in these experiments.

Moreover, for mBERT and XLM-R, adding the target language data directly has led
to a bigger improvement, However, this includes repetition of the entire finetuning
process on the entire data, which makes it more time-consuming. On the other hand,
an additonal finetuning round seems to present an approach that needs less time and
resources and still results in a notable improvement.
Adding the target language data to the English training data also appeared to have

helped substantially in smoothing over the linguistic differences between English and
German. In the scenario when using the concatenated datasets, both mBERT and
XLM-R, independent of the choice of the English data set, classified all examples with
the the preposition mangels and the postposition halber correctly. With the additional
finetuning round, XLM-R got all examples right for both halber and mangels and
regardless of which English training data was picked. Multilingual BERT however still
struggled a little bit with halber, since the model originally finetuned on the English
data with the full FinCausal training data misclassified three instances with halber,
the one previously finetuned on the data with only the positive FinCausal examples
misclassified one instance. Both models however got all instances containing mangels
right.
The German training set, while being substantially lower in size compared to the

English data, still comprises about 3,000 sentences. In actual low-resource scenarios,
often much less training data would be available. To illustrate, for Swedish, we only
have up to 210 sentences for training available. Consequently, it is important to see
how much difference it would make if we would use only fractions of the available
German training data. Moreover, we run experiments in both scenarios, additonal
finetuning and adding target language of different portions. Table 5.7 shows the
F1-macro scores when using only 210 sentences as well, like in the Swedish scenario.

Method LASER mBERT XLM-R

Adding Data 65.97 72.50 66.79
Add. Finetuning/Training 67.07 73.04 65.94

Table 5.7: F1-macro scores for all models and both few-shot approaches when training or finetuning
on the combination of the SemEval training data and the positive examples from the
FinCausal training data plus 210 German sentences

For all experiments, the results from the zero-shot scenario were at least outper-
formed. The finetuning-based approaches however did so by a much smaller margin
than when using the full data. Especially XLM-R did only marginally improve through
the introduction of the 210 target language sentences. The LASER-based classifier
on the other hand did only do slightly worse when using only this small fraction of
German data, suggesting that it may even be a slightly better option than XLM-R
in this scenario. mBERT however outperformed both and overall the F1-macro im-
proved by more than 10 points compared to the zero-shot scenario, which hints at
the possibility that mBERT may be the best choice when only little target language
data is available. Moreover, the results overall suggests that additional finetuning does
not perform worse than adding the data and may be preferred with respect to it being
less computationally expensive.
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Figure 5.1: F1-macro scores when including target language data of different sizes through concate-
nating target and source language training data

Observations with regard to the previously mentioned connectives halber and
mangels show that also some adjustment to these phenomena happened here, however,
as it may be expected not as notable as in the scenario involving the whole German
data. Both mBERT and XLM-R got eleven causal examples with mangels right,
compared to seven, respectively eight when excluding the 210 German sentences.
Unfortunately, with halber, mBERT only got one out of the four causal examples right,
XLM-R none. Given the fact that XLM-R correctly recognized one example as causal
here when using only the English data, it can thus said that the additional data did
not really help for the postpositon halber.
The Figure 5.1 shows how the F1-macro scores develop when choosing German

portions of varying sizes and performing an additional finetuning round on a model
that is already finetuned on the concatenated dataset of the SemEval data and the
positive examples from the FinCausal data.
For the finetuning- and transformer-based models, a constant improvement in

performance can be observed, although, after using roughly half of the available
German data, this improvement becomes slightly less notable. Additionally, with
the exception of the result for the full German training data, both models seem to
behave very similar when adding target language data. The classifier using LASER
embeddings on the other hand behaves quite differently, as already hinted at by the
results when using the entire German data. But even here, an initial improvement can
be seen when compared to the zero-shot scenario. However, the increase is never as
strong as for the other two approaches. It also never reaches the performance of the
multilingual scenario and drops even after using half of the German data.
We can see in the Figure 5.2 that for mBERT and XLM-R, the performance

improved when increasing the number of sentences for the additional finetuning
round until we reached a size of 75% of the original training data. Here, for the
smaller amounts of additional German data, notable increases in performance can
be observed as well, especially for mBERT even more strongly than when adding
the data directly to the training data. For sizes of 50% or less, XLM-R seems to
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Figure 5.2: F1-macro scores when including target language data of different sizes through perform-
ing an additional finetuning run on target language data

struggle a bit more than mBERT overall. However, also here, it appears that the
impact of target language data seems to decrease when adding more than half of the
German data. And for all embeddings and models, even a decrease can be observed
when using the full German training set, compared to 75% of the German data.
Lauscher et al. (2020) only used up to 1,000 target language examples in their few-
shot settings. In their results, the increase from using 500 to 1,000 was smaller for all
tasks they experimented with. Thus, at least the slower increase is in line with their
study. For LASER, introducing little target language data has a low impact, however,
for up to half of the German dataset, there seems to be at least some beneficial
effect with introduced target language data. Although even here, the monolingual
performance can never be matched, the performance of the monolingual experiments
is outperformed when using data of 50% and 75% of the German training data.

5.4.2 Swedish

Method Source Lang. LASER mBERT XLM-R
F1 P R F1 P R F1 P R

Zero-Shot EN (SE+FC-c) 67.59 63.04 85.62 57.17 69.54 44.38 62.03 67.17 60.25
DE 66.65 62.40 82.90 72.51 73.09 72.75 76.93 75,78 79.37
EN+DE 66.59 61.78 87.12 71.44 73.59 65.50 71.56 70.53 75,13

Adding Data EN (SE+FC-c) 67.06 62.16 86.25 54.72 54.71 94.37 35.22 49.08 100
DE 67.07 62.56 82.50 39.48 50.16 100 52.49 54.27 99.38
EN+DE 67.20 62.11 88.12 75.07 80.82 65.00 69.49 63.84 89.38

Add. Finetuning/
Training

EN (SE+FC-c) 65.54 60.66 92.50 62.01 58.40 91.25 45.95 51.03 93.13
DE 56.16 55.67 98.12 54.58 54.93 97.50 74.35 66.52 94.37
EN+DE 62.27 58.57 91.87 50.12 53.22 98.12 73.21 68.75 82.50

Table 5.8: F1-macro scores and precision and recall for the causal class for few-shot experiments
involving Swedish as a target language, including the zero-shot-performance for compari-
son
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Table 5.8 presents the results when introducing the 210 Swedish sentences in the
finetuning process. Surprisingly, most of them are not by any means comparable with
the results we got when we used 210 additional German sentences in finetuning.
Particularly poor are the results for XLM-R when using the English training data
in both of our approaches to few-shot cross-lingual transfer and for mBERT when
directly adding the Swedish data to the German data. In both scenarios, the classifiers
considered almost all test data instances as causal. Even for the other finetuning
scenarios of XLM-R and mBERT, an increased preference for the causal class can be
seen. With the exception of mBERT and adding the data, the results were better when
using the German data as source language data but a substantial improvement over
the zero-shot performance was never achieved for the transformer-based architectures.

One possible hypothesis may be that, again, the strong imbalance of the causal class
in the training data has had a negative influence here. As already stated in Chapter 2,
Wu and Dredze (2019) found that the layers in mBERT contain information that make
it possible to recognize the language. In the training data here, we have an English
dataset with a relatively strong tendency for the non-causal class and a Swedish dataset
where more than 80% of the sentences are causal. This seems especially pronounced
for finetuning on a concatenated set of source and training data, as such disastrous
runs did not happen when further finetuning an already finetuned model.
Eventually, it could be that the model in some settings may learn to automatically

assume that Swedish examples are most likely causal in any case. This hypothesis is
further supported by the fact that the models, when tested on English test data, reach
F1-macro scores of around 90.0, which indicates that something was learnt wrong for
the Swedish data exclusively. Also the fact, that the performance, when introducing
the German data, is better supports this hypothesis, given that the German data
is more balanced, which may, at least to a small extent counteract that the model
automatically assumes all Swedish examples to be causal.
For the MLP using LASER embeddings on the other hand, the perormance drops

were never as drastic when introducing the Swedish training data. This further suggests
that the previous problem may be related to language-specific information in the
encodings of mBERT and XLM-R that make the model strongly overgeneralize when
it comes to the Swedish data. However, even here, the classifier in the few-shot
experiments mostly performed worse than in the zero-shot experiments.
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6 Conclusion and Future Work

In conclusion, it can be said that both the multilingual LASER sentence embeddings as
well as the pretrained, transformer-based models mBERT and XLM-R make it to some
extent possible to detect causal relations in a cross-lingual setting with none to little
annotated training data in the target language. While it was obviously not possible to
match the impressive monolingual performance when being both tested and trained
on large English datasets, we were at least able to see reasonable performances with
F1-macro scores ranging from 60 to 75 without any involvement of target language
training data, if we minimized other issues such as different annotation schemes. In
our most successful few-shot scenario, we even came close to matching the state of
the art, proving that cross-lingual transfer may be a valid possiblity to work around
data scarcity.
More specifically, in zero-shot settings, using a classifier with multilingual LASER

sentence embeddings often led to a performance that at least matched or sometimes
even outperformed the pretrained multilingual transformer-based models, at least
when a larger amount of target language data was available. The only experiment, in
which the LASER embeddings were clearly outperformed by mBERT and XLM-R
was when the German training data, which is much smaller than all the English
datasets used, was used as the only source language data. The two transformer-
based architectures on the other hand were never diverging greatly in their zero-shot
performance and thus, no preference can be given for one or the other when looking
at the results presented here.
The picture looks slightly different for few-shot experiments. In general, for Ger-

man, introducing little amounts of target language data always led to at least some
improvement compared to the zero-shot performance. However, the LASER embed-
dings seemed to have profited much less from additonal target language data than
the transformer-based models and introducing larger portions of target language data
seemed even harmful. For mBERT, conducting an additonal round of finetuning on
target language data seems to present a particularly strong method to get a visible
improvement with only little amount of target data with only in a short amount of
time, which also confirms the observations of Lauscher et al. (2020). XLM-R on the
other hand profited less from the additonal finetuning round and in general, when
there are more than 1,000 target language sentences available, concatenating source
and target language data for another round may be a better idea.
Introducing target language data however may also have negative impacts. The

results of the Swedish few-shot experiments show that if the class distribution of the
target and the source language training data differs greatly, the model may overgen-
eralize assumptions for one language which eventually leads to a poor performance.
Thus, we can conclude for the impact of target language data, that it overall represents
a powerful way to improve the performance here but caution needs to be given to the
quality of the target language dataset, especially with respect to the class distribution.

Using a development set in the target language has had small but mostly beneficial
effects. However given the improvements that were achieved when introducing small
amounts of target langugage data in the training or finetuning process it can be said
that if only very small amounts of data in one language are available and a decision
needs to be made if the data shall either be used as a development set or as additional
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training data, then, judging from our results, it would be reccomended to use it as
additonal training data. However, also here, the Swedish results show that language is
not the only important factor, and that if the class distribution of the development set
is massively different, then a development set in the target language may have worse
effects than a development set in the source language.

The underlying annotation schemes of the different data sets also had strong effects.
Training exclusively on the FinCausal data, which differed the most strongly when it
comes to the annotation scheme led consequently to the poorest performance for all
classifier and languages. On the other hand, the best zero-shot performance was for
example achieved when finetuning mBERT and XLM-R on the German dataset and
testing it on Swedish, the two datasets where the most similar annotation schemes
were used, even though the amount of source language data was relatively low in that
scenario. Thus, in order to achieve a good performance in a multilingual setting, the
annotation scheme definitely needs to be considered

One obvious point for future reserach, given our results here, would be to annotate
an additonal set of Swedish training data on the basis of guidelines similar to the ones
we used for our test set and with a more balanced class distribution. Due to flaws
in our Swedish training data, we could not verify if similar observations as we have
observed for German would have been possibile in a similar setting for Swedish. We
already provide a test set here, but still proper exploration of few-shot cross-lingual
transfer for Swedish causality detection requires the annotation of further training
data.
Moreover, given the observed impact that differences in the annotation schemes

of different datasets had, it would be beneficial to have a wider corpus of test data
with causal annotations, annotated within the course of the same annotation project
and with a similar label distribution, which also covers a range of different languages,
for example similar to the MLDoc corpus for document classification consisting of
news texts in eight languages labeled according to the topic group they belong to by
Schwenk and Li (2018). This would eliminate the problem of different annotation
schemes and class imbalance and thus would make it easier to draw conclusions on
the cross-lingual ability of mulitlingual pretrained embeddings and models. Moreover,
we only experimented with three different languages here that all came from the
same language family. For future work on multilingual detection of causal relations, it
would be interesting to widen the scope by adding experiments in other languages
and maybe also including more distantly related languages.

One final potential line for future research would be to attempt to identify different
components of a causal relation in multilingual setting. In this thesis, we interpreted
the task of causality detection only as a binary classification task. However, as previ-
ously shown, neural architectures and also BERT-based models were in monolingual
settings on English also able to identify cause, effect and sometimes also the causal
connective that connects the two parts of a causal relation. Given that at least in
certain scenarios involving few-shot-transfer, a more than satisfactory performance
could be achieved for the binary classification, it would be interesting to see how well
the models, with some modifications related to the different tasks, would be able to
transfer knowledge form one language to another for the identification of components
of a causal relation.
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