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Abstract

Recommendation system for job coaches

Nils Söderkvist

For any unemployed person in Sweden that is looking for a job, the most common
place they can turn to is the Swedish Public Employment Service, also known as
Arbetsförmedlingen, where they can register to get help with the job search process.
Occasionally, in order to land an employment, the person might require extra
guidance and education, Arbetsförmedlingen outsource this education to external
companies called providers where each person gets assigned a coach that can assist
them in achieving an employment quicker. Given the current labour market data, can
the data be used to help optimize and speed up the job search process?

To try and help optimize the process, the labour market data was inserted into a
graph database, using the database, a recommendation system was built which uses
different methods to perform each recommendation. The recommendations can be
used by a provider to assist them in assigning coaches to newly registered participants
as well as recommending activities.

The performance of each recommendation method was evaluated using a statistic
measure. While the user-created methods had acceptable performance, the overall
best performing recommendation method was collaborative filtering. However, there
are definitely some potential for the user-created method, and given some additional
testing and tuning, the methods can surely outperform the collaborative filtering
method. In addition, expanding the database by adding more data would positively
affect the recommendations as well.
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Sammanfattning

För en arbetslös person i Sverige som söker jobb är nog det mest vanliga att de vänder
sig till Arbetsförmedlingen, där de kan registrera sig för att få extra hjälp med att söka
jobb. För att kunna hitta ett jobb så behövre personen ibland lite extra coachning eller
utbildning. Då använder sig Arbetsförmedlingen av externa leverantörer som sköter
denna utbildning, där varje deltagare får en egen coach tilldelad till sig som hjälper dem
med denna utbildning.

Om man ser på den nuvarande arbetsmarknadsdatan, kan denna data användas för att
optimera samt göra jobbsökandet snabbare?

För optimera jobbsökandet så lades all arbetsmarknadsdata in i en grafdatabas, och med
hjälp av den databasen byggdes ett rekommendationsystem som använder olika metoder
för att utföra varje rekommendation. Rekommendationerna kan användas av en lever-
antör för att hjälpa dem att tilldela coacher till nyregistrerade deltagare samt rekom-
mendera aktiviteter. Prestandan av rekommendationssytemet evaluerades av en statistik
metod.

Medan de egenskapade rekommendationsmetoderna hade accepterbar prestanda var det
den populära metoden kollaborativ filtering som hade överlägset bäst prestanda. Det
finns utan tvekan potential när det kommer till de egenskapade metoderna, om lite mer
tid hade lagts ner på testning utav metoderna så skulle de till slut troligtvis prestera bättre
än metoden kollaborativ filtering. Utöver detta så skulle en expandering av databasen
med att lägga till mer data positivt påverka rekommendationerna och troligtvis öka pre-
standan.
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1 Introduction

1 Introduction

There are currently over half a million people registered at the Swedish Public Employ-
ment Service, also known as Arbetsförmedlingen, whereas 40% of these registrants have
been unemployed for approximately 0-6 months [3]. In its current form, the process for
an unemployed individual from being registered at Arbetsförmedlingen to actually get-
ting an employment could be seen as both monotonous and primitive.

If Arbetsförmedlingen deems that a registrant needs to sharpen up on certain practical
skills, require extra coaching or guidance during their job search process, they outsource
this education and coaching to external companies, also known as providers in the form
of different tailored programs. The goal of these tailored programs is to create an op-
portunity for the registrant to be better prepared for the working life, and at the same
time assist them in landing an employment faster [6].

Assedon is a small recently formed company located in Uppsala. Assedon is currently
working on a digital tool in collaboration with one of the providers called AlphaCE,
that both job seekers and job coaches can use that effectively digitizes the coaching
and education process [7][2]. They believe that digitizing this process is the future,
they also believe that by using this tool it could increase both the possibility and the
accessibility of job coaching remotely which could then lead to increased effectiveness
and efficiency, both for the coach and the registrant.

Furthermore, Assedon is also interested in investigating if it is possible to optimize and
speed up the job search process given the current labour market data that they receive
from the provider, AlphaCE. In order to try and speed up the process, the main goal
for this thesis will be to build a functioning recommendation system. Then, in order to
determine the performance of the recommendation system, use an appropriate statistic
measurement that can be applied to the system. By creating a recommendation system,
it could serve as a complement to the coach’s current tools in helping the participant
achieve an employment. The first real use case of this system could potentially be
when the participant is initially registered at the provider, more specifically, it could be
used when assigning a coach to a participant. In order to maintain a high quality of
the education, and since every participant is different, it is important each participant
receive a coach that can understand them correctly and tend to their individual needs.
By using the recommendation system, it could be possible to find a coach which has
had success with a specific type of participant in the past and therefore could be a great
coach for similar future participants.

The tool could also play a huge role to the coach when making the decision to what
specific activities the participant should practice during their time at the provider. By
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1 Introduction

having the participant’s characteristics and by using the tool, the coach also have instant
access to similar participants who share the same characteristics. There, the coach could
search among the similar participants and see common occurring activities for them, and
whether they were effective or not.
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2 Background

2.1 The participant registration process

In order to be able to create a properly functioning recommendation system, necessary
data regarding the participants is needed, the more the better.

The following section will go through the whole registration process, starting from
when a registrant is registered to receive extra education and coaching from one of
the providers, which in this case is AlphaCE, to actually receiving an employment. The
process is independent which means that it is the same, regardless of which provider the
registrant chooses.

The following documents mentioned in this section are also where the majority of the
data used during this project originates from. To further help clarify as to what is a
document and not, for each occurring document in the following section, the name will
be written in italics.

Each participant that is enrolled in coaching is assigned their own unique participant
document. This document serves as a base for the participant, since it points to the other
various documents that the participant has. The document also contains more general
information about the participant, such as age and which track they have been assigned
to. Track is a rough determination to how far away a participant is from obtaining an
employment. There are 4 different tracks, where track 1 represents that they are close to
getting a job but might need some minor assistance to get there, while track 4 is that they
are far from a job, for instance, they might need to be more proficient in the Swedish
language before they are completely ready for a job.

The third information that the participant document includes is the specific program
the participant is following. At the time of writing, AlphaCE has two programs that a
participant can pursue, Support and matching (Stöd och matchning) and Introduction
to work (Introduktion till arbete) [5][4]. Support and matching is more aimed at those
who need intensive and individually adapted support when they are searching for a job.
Whereas the program Introduction to work is aimed more towards those who have been
absent from the labour market for quite some time, and are not quite sure of their prac-
tical capabilities and what type of work may be suitable for them [5][4]. The program
which they pursue is determined and assigned by Arbetsförmedlingen.

With the help of the participant’s assigned coach, they form a strategy in how to proceed
with their education and training which also contains the various activities they will
be practicing. The document describing the strategy is called joint planning and this
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2 Background

is only done once for each participant. Once the joint planning document has been
created, a document called purchase order, also called order for short, is then created.
The order document contains the total time in days that the participant will be enrolled
at the provider, which is approximately three months. The enrollment time will be the
total amount of days that AlphaCE can possibly invoice Arbetsförmedlingen. The order
also functions as a base to each of the other economic documents, since each of these
documents contain a reference to the order.

The documents previously mentioned above will only be generated once at the start of
a participant’s time at the provider. A graph that explains the first steps of the cycle can
be seen below in Figure 1.

Figure 1 Diagram of the first steps in being registered at an external company

At the end of each month, the coach summarizes the previous month and creates a docu-
ment called periodic report for the participant that includes the various activities which
were practiced that month, and whether or not they participated. With each periodic re-
port, a delivery is automatically generated which is an estimate for how much AlphaCE
will need to be reimbursed by Arbetsförmedlingen for that specific month of work. This
document will then need to be approved by the coach. When the delivery is approved
an invoice is created that contains activities, articles and various payment info, that is
then sent to Arbetsförmedlingen to be paid. If, for some reason, the participant is absent
at a meeting, activity or a meeting does not go as planned i.e., a meeting deviates from
the original structure or plan, the coach writes an absence report, which as the name
describes, confirms that something during their enrollment did not go as planned.

If the participant receives an employment or enrolls in education a document called re-
sult 1 is created, which contains further details about their future situation. Later, when
four months have passed since the first result, the coach registers a second result, namely
result 2, which contains information whether the participant is still employed or in ed-
ucation. If the participant is still unemployed or not in education, the participant must
decide whether they want to continue and extend the coaching or to terminate and there-
fore end the coaching completely. An example of a participant and their corresponding
documents can be seen in Figure 2 below.
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2 Background

Figure 2 Example diagram of a participant and their corresponding documents.

While observing the figure above, it can be assumed that the participant has spent a total
of two months at the provider, due to the occurrence of two periodic reports. Further-
more, the participant has also recently achieved an employment or enrolled in education
because of the existence of a result 1.

2.2 Graph databases

According to graph theory, a graph consists of vertices, also called nodes, which are
then connected by edges. A graph database (GDB), is a type of NoSQL database,
NoSQL databases are created to address the various limitations and issues of relational
databases. Unlike a traditional relational database, where the data is stored using tables,
columns and rows it is instead stored using either a node or an edge. The nodes rep-
resent the entity of the data while the edges symbolize relationships, these nodes and
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relationships can then be retrieved by an user using various queries. In GDBs there is
an heavy emphasis placed on the connections between nodes. Instead of using another
table to look up specific connections between data the connection is stored directly in
the node.

The Resource Description Framework (RDF) is a graph database model which had its
first specification published by the World Wide Web Consortium, also known as W3C,
all the way back in February 1999 [24]. The data structure in RDF can be summarized
as a collection of triples, each consisting of a subject, a predicate and an object. With
this set of triples a RDF graph can be conceived [25]. In the graph, the set of triples
represents a statement, a directed relationship and a property, an example graph can
be seen below in Figure 3. This also works great, but as the properties for an entity
increases, so will the total amount of nodes in the graph.

Figure 3 Representation of the RDF graph model.

Placing an example customer with an attribute and an invoice into a simplified RDF
graph would roughly look like something in Figure 4.

Figure 4 An example RDF database with customer “Joe M” and their invoice.

In the RDF model, properties of entities are also nodes with their own distinct connec-
tion. To make it much clearer of what is an entity and what is a property, the properties
of an entity is represented as rectangles instead of circles. In a real use case, the nodes
and edges of a RDF graph only consist of their own individual Uniform Resource Iden-
tifier (URI), which acts as a unique identifier. This is the only label that the nodes and
edges have, apart from the literal values from node properties [8].

The labeled property graph (LPG) is a graph database model that is very similar to the
RDF model. The main difference is that in an LPG, both the nodes and edges have an
internal structure. More specifically, the node and edges both have a unique identifier
and a set of key-value pairs. This means that it is possible to store properties directly
within both the node and the relationship [11]. This also makes a LPG graph more
compact than a RDF graph.
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Now, lets place the same data used previously into a graph database using the LPG
model. The following graph would look something like in Figure 5 below.

Figure 5 LPG graph of the customer and their invoice with an added article.

In this new graph, we can see that we have the customer from before, Joe M, as a node
with the unique label Customer. This node also has additional properties, such as the
name of the customer, a unique identifier and the customers birthday. It is also possible
to see the customer has a directed relationship towards an Invoice node. Likewise, this
node also has additional properties such as a total and a unique identifier. Furthermore,
it can be seen that the invoice node has an article attached to it. More precisely, it also
has a directed relationship, HAS ARTICLE towards an Article node with the additional
property amount. Instead of storing the amount of an article as a property within the
node, it is clearer and less convoluted to store it in the relationship itself.

Generally, by storing related properties within either the node or the relationship makes
for an overall more clean and compact graph.

2.2.1 Neo4j

Neo4j is a LPG graph database management system developed by Neo4j, Inc that had
its initial launch in February 2010 [20]. Neo4j is the most popular graph database
according to DB-Engines and the 19th most popular database overall [12][13].

Neo4j utilizes its own graph query language called Cypher. While designing Cypher
they wanted to make it easy to learn, understand and use for everyone while still main-
taining the same functionality of other query languages. At first glance when looking
at Cypher queries, the syntax of Cypher visually resembles ASCII art in some way. It
is designed with this in mind so that Cypher naturally follows the way we draw and
visualize graphs on a whiteboard [10].

Consider the following queries to retrieve all of the employees who work in the IT
Department in Figure 6 below. The former is the SQL query required to retrieve data
while the latter is the Cypher query.
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Figure 6 The SQL and Cypher query required to retrieve all of the employees who work
in the IT Department.

By observing these two queries it is quite apparent and easy to see that the most compact
and self-explanatory query is the one made in Cypher. This also makes it relatively easy
for a beginner to understand these queries without having any or minor prior knowledge.
Instead of just listing the employee names in a table, modifying the Cypher query to
return both the department and the people working there could look like something in
Figure 7.

Figure 7 How the Cypher query in Figure 6 could be visualized in a Neo4j graph.

To further pin the two databases against each other, an experiment was conducted where
the goal were to find the friends-of-friends in a social network. The data amassed to
a total of 1,000,000 people, where each person had approximately 50 friends. The
following results strongly suggest that graph databases are one of, if not, the best choice
when it comes to highly connected data, which can be seen in Figure 8 [14].
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Figure 8 Comparison of finding friends-of-friends with increasing depths in a relational
database versus Neo4j [14].

At a low depth of two, it is possible to see that the run times are practically the same.
However, when the depth is increased just by one, the relational database is already
falling behind, and not by a little. Going all the way down to a depth of five, the re-
lational database is still running its query. Meanwhile, comparing the Neo4j runtimes,
there is an increase of approximately two seconds from depth two to depth five. The
reason for this speed is due to Neo4j utilizing something called index-free adjacency.
Which means exactly that, relational databases needs to go through separate tables to
find the links between data. While in Neo4j, each node has their own physical RAM
address in memory and a pointer to all of their neighbour nodes. Furthermore, similar
or related nodes are sometimes stored closely together in memory, this is to further in-
crease the chance that they will be in the CPU cache together, which makes the retrieves
even faster [17].

2.3 Recommendation systems

A recommendation system is a type of information filtering system that filters and tune
data based on various parameters [21]. It is widely used over all parts of the internet,
ranging all the way from e-commerce websites to social media websites. Currently,
it is very rare to not get exposed to recommendation systems online. When shopping
for a specific item online, it is regularly used to recommend similar items based on
that specific item or the user’s previously purchased items. Likewise, in social media
it is frequently used to recommend contacts the user may know based on their current
contacts, their current contacts’ contacts, and so on.

A fundamental part of any recommendation system is the method, the main algorithm
behind the system. While there exists many different types of methods, there are two
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types that has seen more wide use than any of the others: collaborative filtering and
content-based filtering.

2.3.1 Collaborative filtering

Collaborative filtering places an emphasis on both user interaction and their similarities.
It filters content based on previous user interactions, which could be ratings given to
items [16]. Next, building on the user’s set of items and their ratings, the algorithm
matches these ratings with a different user who gave the items a similar rating, these
two matching users are then deemed to be similar. Now, if the second user gives a
different set of items a good rating which the first user has not yet rated, there is a high
chance that the first user is also interested in the set of items and will therefore also give
these items a good rating, since they have both share the same taste, so the algorithm
recommends the items to the first user.

Collaborative filtering is based on the simple assumption that the people who have
agreed in the past, will continue to agree in the future, and they also will continue
to prefer similar type of items in the future that they have preferred in the past [9]. Refer
to Figure 9 below for an illustration of this specific filtering method.

Figure 9 Visual example of collaborative filtering in action. In this method the focus is
placed on the users similarities.
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While collaborative filtering works great when there exist a plethora of information
about the user, their items and their ratings, it falls relatively short when the user data
is severely lacking. For instance, it can not give an accurate recommendation for newly
registered users, since it has no data on what to base the recommendation on, this is
more widely known as the cold start problem. Scalability is also a tricky obstacle to
overcome, while the total amount of users and items increase, so too will the necessary
computing resources required to perform the recommendations.

2.3.2 Content-based filtering

Unlike collaborative filtering, which places an emphasis on the user interactions and
similarities, content-based filtering instead shifts the focus to the items themselves, the
features associated with them and their similarities [21]. A visualization to how this
algorithm works in practice can be seen in Figure 10 below.

An example of this could be when a user gives an item a good rating, the algorithm
will then collect all of the items associated characteristics and features, i.e., the category
that the item belongs to, and retrieve other items which share the same characteristics,
which in this case is items from the same category and recommend these items to the
user simply as similar items you may like.

Figure 10 Visual example of content-based filtering, here the focus is placed on the
items similarities.

One of the key advantages that content-based filtering has compared to collaborative
filtering is that it does not actually need to know a lot about the user themselves, since
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the key data that the algorithm uses is located within the items. This could, however,
also be seen as a major disadvantage, because in order for the recommendation system
to work properly, rich and full descriptions of items are needed.

2.3.3 Hybrid recommendation systems

If a website employs a recommendation system which neither uses the collaborative
filtering, content-based filtering method or any other method, there is a high possibility
that they instead are utilizing a hybrid recommendation system. By combining the two
previous methods a hybrid system can be formed, which enables the usage of techniques
from both of the methods. It is generally used to overcome the limitations that each of
the individual methods suffer from [16].

Several different strategies to combine collaborative filtering and content-based filtering
into a hybrid system could be:

1. to have regular individual implementations of the methods and combining both of
their results,

2. implementing some of the characteristics from a content-based method into a col-
laborative filtering method,

3. implementing some of the characteristics from a collaborative filtering method
into a content-based method, and

4. developing a new, more general, unifying model that features implementations of
characteristics from both methods.

All of the various strategies mentioned above are actual real-life examples of different
implementations of a hybrid system, used by recommendation systems researchers [1].

The popular online streaming service Netflix put a lot of effort in developing and per-
fecting their own hybrid recommendation system. According to them, about 80% of all
the hours spent watching movies and tv-series are influenced by their recommendation
system alone. To further improve upon their recommendation system, in 2006 they or-
ganized an open competition with a prize pool of $1,000,000, where the objective was
to develop a recommendation system that were more accurate than their own [15].
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2.4 Similarity methods

In order to properly give recommendations to a specific user, it is first required to find
similar users which the recommendations can be based upon. To determine whether
certain users are similar or not, a form of computational comparison between the pair
of users needs to be done. The need to measure similarity is a fundamental concept that
is regularly used in statistics, but it also sees use in related fields. By using a similarity
measurement function, it is possible to find the similarity between a pair of objects.

2.4.1 Jaccard similarity

The Jaccard similarity coefficient, also known as the Jaccard index, is a term that was
formulated by French professor Paul Jaccard and published in 1901. The term signifies
a method that is used to measure both diversity and similarity between two item sets.

Given two item sets, in order to obtain the similarity between them, the intersection of
both sets is divided by the union of the sets. The formula to calculate the similarity can
be written into Equation 1 below.

J(A,B) =
|A ∩B|
|A ∪B|

=
|A ∩B|

|A|+ |B| − |A ∩B|
(1)

The formula yields a value, 0 ≤ J(A,B) ≤ 1, where the closer a value is to one, the
higher the similarity is, and a value of exactly one means either both two sets are empty,
or the sets are completely identical, while a value of zero implies no correlation between
the sets at all.

Consider the following two example sets, A and B, given that A = {0, 5, 2, 3, 6} and
B = {0, 4, 5, 6, 3}, the Jaccard index between these two sets can be calculated, which
in turn, will yield the sets pairs similarity scores as well. The Jaccard equation featuring
the two sets as input and the accompanying solution can be seen below in Equation 2.

J(A,B) =
|A ∩B|
|A ∪B|

=
|A ∩B|

|A|+ |B| − |A ∩B|

=
|{0, 5, 3, 6}|

|{0, 5, 2, 3, 6}|+ |{0, 4, 5, 6, 3}| − |{0, 5, 3, 6}|

=
|{0, 5, 3, 6}|
|{0, 5, 2, 3, 6, 4}|

=
2

3
≈ 0.67 (2)
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The Jaccard index for the calculated two sets above is 0.67, this means that the sets share
more than half of the items in each set. This can further be confirmed by comparing the
two sets manually, it is possible to see out of a total of five items in each set, the sets
share four of these items.

2.5 Mean reciprocal rank

In order to properly evaluate and rank the list of recommendations the system produces,
a metric for rankings must be utilized.

The mean reciprocal rank is a statistic measurement used to evaluate a system that re-
turns a list of items in response to a query, with an emphasis placed on the order of items.
Given a single query, the reciprocal rank is 1

rank
, where rank corresponds to the correct

items position in the returned list, for example, 1 if the item was first, 1
2
, if the item was

second, to 1
N

where N is the length of the list. If the correct answer is not present in
the returned list, the reciprocal rank is 0. The mean reciprocal rank for multiple queries
Q, is given by calculating the average of the reciprocal ranks for Q, the formula can be
seen below in Equation 3.

MRR =
1

|Q|

|Q|∑
i=1

1

ranki
(3)

Consider a participant that has been recommended potential coaches by a recommenda-
tion system using the same method three times, the coaches are stored in three separate
lists, A, B and C, where A = {Mary Sue, John Doe, Jan Eriksson}, B = {Anna Ander-
sson, Mary Sue, Jane Doe} and C = {John Doe, Jane Doe, Jan Eriksson}. Given that
the participant’s assigned coach is John Doe, by calculating the mean reciprocal rank of
the recommendations, the accuracy can be measured. The reciprocal ranks of each list
is A = 1

2
, B = 0 and C = 1. The mean reciprocal rank can be measured by calculating

the average of all the results, seen below in Equation 4.

MRR =
1

|Q|

|Q|∑
i=1

1

ranki
=

1

3
(
1

2
+ 1) =

1

2
(4)

The mean reciprocal rank for the three lists of recommended coaches are 0.5, which
means that the recommendation method predicts the participant’s actual coach most of
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the time. In terms of most desirable value, a rank of 1 is the most ideal, since it means
that in the list of predicted coaches, the actual coach is the first coach in the list every
single time.

2.6 Related Work

In 2017, researchers from universities in the United States developed, in collaboration
with popular employment website CareerBuilder, a Graph-based recommendation sys-
tem (GBR) for online job recommendations. In their designed model, jobs are repre-
sented as nodes and the edges connecting the nodes represent the different similarity
scores between each pair of jobs. The specific similarity scores are computed using
numerous different data sources that seeks to capture user behaviour, resumes and job
descriptions. To determine the similarity between each pair of jobs, they first extract
relevant information from the job using its description, which is then embedded into
vectors. After the embedded vectors for two individual jobs has been generated, the
similarity score between them are computed using the cosine similarity on the two vec-
tors. For the users, they built a user preference vector, based on information in the user’s
resume and their interaction history. For their recommendation method, they utilize a
hybrid one, this was done by first implementing a collaborative method as a base and
then incorporating some content-based characteristics into it. The results from their sys-
tem and model proved to be both interesting and practical since it managed to achieve,
on average, an accuracy of 90%, which essentially means that 90% of the recommenda-
tions that the system yielded, proved to be relevant and satisfactory to the users [22].

While their project is similar to this project to a large extent, since the primary focus of
both recommendation systems is to increase the likelihood of getting an employment,
there are some key differences. Their system is more direct, since it seeks out to rec-
ommend actual, existing, jobs to apply for, while this projects system is more oriented
towards recommending activities and coaches, which in the end, indirectly will lead
to a job. Also for their project, when it comes to determine the similarity scores be-
tween each pair of nodes, they do this by computing the cosine similarity. This project
opts to instead use the Jaccard similarity while calculating the similarity scores between
different nodes.

A mutual trait that both recommendation systems share, is that both are built using a
graph database, albeit utilizing different software. Their model is built using Apache
Spark’s GraphX framework and their data is stored in Hive databases, which is pro-
cessed using SparkSQL. In comparison, this project seeks to use Neo4j for both mod-
elling the database and storing the data. To summarize, both recommendation systems
share the same motivation, albeit the two systems take two relatively different paths to
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reach their shared end goal.
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3 Method

The project incorporates three different main parts. Since the data was already scraped
and gathered from AlphaCE, the first part was to properly pre-process the data. The
second was to model and design the database. The third and last part was to build the
recommendation engine.

This was the general road map, during the project a more iterative development pro-
cess was adopted, which means that some parts needed to be revisited and modified
numerous times in order to adapt to the fluid changes made throughout the project.

3.1 Gathering and pre-processing the data

The majority of the data is gathered from Arbetsförmedlingens website that a provider,
such as AlphaCE has access to. The main purpose of this website is to store all of the
enrolled participants, both past and present, as well as all of the documents associated
with them, that is, all of the aforementioned documents that are explained in the registra-
tion process in Section 2.1. The website is primarily used by the coach of a participant
to submit various documents such as a periodic report, so that Arbetsförmedlingen are
always updated on the participant’s progress during their enrollment at AlphaCE.

The data was gathered from the website using web scraping tools. Web scraping is used
to automatically access a website, often using a bot or similar automated software to
gather relevant information instead of manually copy and pasting over everything. This
was all done by Assedon themselves before the project started. By already having the
data gathered and available meant that more focus was laid on pre-processing the data.
While gathering the data, all of a participant’s sensitive data was omitted, such as full
name, home address and other general contact information, this was done to maintain
user privacy and anonymity. To further increase the anonymity, instead of including a
participant’s genuine age, a total of six age-spans were created, 18-25, 26-35, 36-45,
46-55, 56-65 and 66+, which could then be assigned to each participant instead of using
their real age.

The data was stored in text files using the JSON representation. To begin, the files were
categorized based on the type of document. Then, they were divided based on different
kinds of parameters, e.g., the files containing the participants were sorted based on the
location of the AlphaCE office. The majority of the other documents, such as the deliv-
eries and invoices, were divided based on a time span of approximately a year. There
were only one file which contained all of the orders for each participant. So, in total,
there were four different folders, each containing the different types of documents: par-
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ticipants, deliveries, invoices and orders. With all of the different documents gathered
and neatly stored, the pre-processing could begin.

In order to keep it simple, that is, to not have an overabundance of files for each docu-
ment type, all of the files for each type were merged together to form one individual file
for said type. Merging multiple JSON files in Python was very straightforward, mainly
due to the vast number of libraries that exists for Python. The files for each type of
document contain a lot of data, however, only a small portion of the data were actually
used, therefore, we will only focus on the relevant parts of the data for each file. The
structure for a participant with example data and the irrelevant data omitted can be seen
in Appendix A.1, this is how each participant entry is represented as a JSON object in
the file.

The majority of the keys in the entry should be self-explanatory and nothing completely
new, however, there are still some keys which will need to be clarified. Starting with
the key delivery_adress, this key corresponds to the location of the AlphaCE
office, this is usually where the participants’ coach is located. The keys nested inside of
af_supervisor corresponds to the participants’ supervisor at Arbetsförmedlingen,
along with their general information, such as email, phone number and office. Finally,
the keys which are nested inside of documents_list store the more interesting parts
of a participant, namely almost all of the documents associated with the participant. The
majority of the documents here are essentially the same documents which are mentioned
in Section 2.1.

The first key, type, corresponds to the specific type of document it applies to, the sec-
ond key, registration_date, is the date when the document was uploaded, if the
value is empty next to some other keys, the document does not exist for that specific par-
ticipant. The ka_number can be seen as an identification number for the office. Each
of a provider’s delivery areas are assigned a unique ka-number from Arbetsförmedlin-
gen, each delivery area can also span multiple municipalities, offices located in different
municipalities that are placed in the same delivery area share ka-number. Finally, the
last two keys, coach and pronoun is the participants’ coach and the participants’
preferred pronouns respectively.

Along with these general keys, there are also some document type-specific keys which
only exist for that specific document. These keys can be seen for both of the result
documents, namely result 1 and result 2. Starting with the key R1_reason, the value
for this key contains information whether the participant enrolled in education or got
employed, whereas R1_start is the date when their employment/training is set to
begin. For result 2, there are some keys which are the same as in result 1, with only
the name changed, however, their definition stays the same. There is a new key called
R2_client, which contains information about the company if the participant was
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employed, or information about the school if the participant pursued education. The last
and final key, R2_info stores further information about their employment/education,
the number represents either the study pace, the amount of work hours per week or, if
the participant got a part-time employment, the work pace.

The structure for an invoice with example data can be seen in Appendix A.2. It is much
slimmer than a participant entry, while still storing relevant data.

In order to determine which invoice correlate to what participant and order, there is an
identifier to both, as well as a unique identifier to the invoice itself. The invoice can be
seen as a summarization of the entire month for a participant, it contains the amount
of active workdays as well as the various activities that they practiced over those days.
Inside of articles is first the identifier of the article, then the actual name of the
article, which is the same as the participants’ track, followed by the amount of days,
AlphaCE’s price for one unit (day) and lastly, the total price. Inside of activities
is the name of the activity they practiced, there can either be one or multiple activities.

Moving on to the third document, the order. An order with example data inserted can
be seen in Appendix A.3.

The order is almost indistinguishable from the invoice, apart from not containing any
activities, the only difference is the amount of the article, it stores the total amount of
days the participant is enrolled at the provider.

The last and final document to exemplify is the delivery. The entries inside are nothing
new, it is basically the same as the invoice, right down to the number. This is perfectly
reasonable because of how the monthly cycle, explained in Section 2.1, works. The
structure for a delivery entry with sample data can be found in Appendix A.4.

During the pre-processing of the data, Python was primarily used. For the file con-
taining the merged participants, instead of having the pronoun key nested deep in-
side each of the document’s documents_list, it was also added as a key next to
participant_number and the other root keys. The pronoun could also appear in
two different forms, as seen in Listing A.1, namely, henne, which is Swedish for her
and hon, Swedish for she, with the latter as the preferred pronoun. In order to get the
correct form of the pronoun, when an occurrence of henne were found, hon was instead
added as the value for the root key, pronoun. Occasionally, the pronouns nested inside
of documents_list were empty and missing a value, in these cases, the added value
to the pronoun key would instead be None, to indicate that the participant did not have
an applicable pronoun.

Some participants included in the gathered data did not appear to have any documents
associated with them, these participants were skipped completely during the merging of
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participants since they were determined that they lacked any relevant or beneficial data.
Another inconsistency that were present in the gathered data was that the participant did
not have an assigned Arbetsförmedlingen supervisor, all of the values for the keys nested
inside af_supervisor were empty. To solve this, a placeholder supervisor were
added to these participants instead that they all share. Another rare occurrence regarding
the supervisor, sometimes the values for certain keys would be swapped around, i.e., the
supervisor’s office were stored in the phone number, in addition to this, the phone key
were also always missing during this occurrence, since it held the value for the office
instead of the actual phone number. This was a pretty undemanding and easy fix, by
using Python, the values of the keys were simply swapped to their actual value and the
phone number value was set to an empty string.

Certain participants that had achieved a result 2, in other words, they had an entry in
their documents_list for the document type result 2, were at times missing the
R2_info key completely. Instead, the numbers that specified the work/study pace
were placed inside of R2_client, often in the middle of the client name. Refer to
Listing 1 below for an example.

{
"type": "Resultat 2",
"registration_date": "2020-05-05",
"ka_number": "99999",
"R2_client": "2021-02-10 2451 Hac1ker0Aca0demy",
"R2_reason": "Ersättningsgrund: Utbildning"

}

Listing 1 Example how it would appear when a result 2 is missing the key R2 info in a
participant.

By observing the last part of the value for R2_info in the example above, it can be
seen that inside of the fictional school name, HackerAcademy, there are digits present.
More specifically, the number 100 is hidden inside of the name, which in this case
corresponds to the participant’s study pace at 100%. To get the value of the study/work
pace into the actual key, R2_info, an algorithm was written in Python, which first
checks if the key is missing, then, it extracts the digits from R2_client and places
them into R2_info.

The participants were also complemented by additional data from Arbetsförmedlingen
in the form of the participants language. While gathering the data, a supplemental file
was created which consisted of additional data for each of the participants, one of these
additions was the native language of each participant. Again, by using Python, the
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participants could be mapped with their native language and form a new root key inside
the file of the merged participants called language. In the supplemental file, there
were some entries which lacked a language, the value for the language was None, the
participants which contained this value were then assumed that their native language
was Swedish.

Some other various data cleaning was done on certain keys values, one of these were
on a key in the articles. The key which holds the amount of days for each article.
It essentially says the amount of days which were working days during that specific
time interval. To better prepare it for the database and to be able to manipulate and
use it as a real number, the suffix, dag(ar), Swedish for day(s), needed to be removed.
Once again, with the assistance of an algorithm written in Python, the documents which
stored articles, i.e., the invoices, deliveries and orders, had their amount trimmed so only
the numbers remained. Similar to this, the prices were also trimmed to only contain
numbers as well, effectively removing the decimals and currency at the end of the price.

3.2 Designing the database

When modeling a graph database, it is important to determine what part of the data
should be represented as a node and what should be represented as a relationship to
another node. In addition to this, it is equally important to establish what to model as
a property on a node, and what to store as a property on the relationship itself. Finally,
while designing the database, it is also necessary to consider the specific type of queries
that one intends to run against the database. In Neo4j, when it comes to naming nodes
and relationships, the most common convention to use is UpperCamelCase for nodes
and CAPITALIZED WITH UNDERSCORE for relationships.

The original design of the database consisted of a participant node as the center of the
model, since it functions as a root for each of the other documents associated. The
participant had directed relationships towards their characteristics and properties, also
represented in the model as individual nodes, such as the pronoun, coach, age span,
track and program.

A visualization of the design of this model can be seen below in Figure 11.
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Figure 11 The first iteration of the model, containing only the general properties of a
participant.

While naming the nodes, brief and self-explanatory names were chosen, e.g., the label
Language were given to each of the languages and the label AgeSpan were given to all
of the different age spans. The same guideline was used while naming the relationships,
for example, the participant node had a directed relationship named SPEAKS towards a
language node.

Connecting each participant with their unique characteristic, such as their language and
pronoun, opens up the possibility to see the total amount of participants in the database
with the same attribute, including all of the participants who share this attribute, this
can of course be applied to all of the other characteristics the participant possess as
well. More generally, it enables a quick way to get statistics in the database, as well as
finding similar nodes using any given characteristic or attribute.

With each of a participant’s general characteristics added, other various economic data
could now be inserted into the model, such as the invoice, along with their most in-
teresting component: activities. The first approach to how these documents should be
modeled in the database was simple, design them the same way as they are modeled
in Figure 2 in Section 2.1. While it is often clearer and more intuitive to have a sin-
gle shared unified model both theoretically and practically since it helps make it easier
to understand certain concepts that would otherwise be difficult to grasp, however, this
proved not to always be the case. Expanding the model, adding new nodes and edges for
the additional documents using the aforementioned figure as a reference, resulted in a
graph with numerous amounts of unnecessary extra nodes and edges required to cross in
order to access the activities and article. With this graph, the total distance between the
participant and activity node became exactly four edges, which is an excessive amount
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of edges that needs to be visited just to retrieve the monthly activities for a participant.
Since the periodic report, delivery and invoice practically contain the same information
(as seen in the previous subsection 3.1), with only the exception of the invoice, which
includes the activities, the other economic documents become redundant when it comes
to modelling purposes.

By omitting the redundant documents, the graph became much cleaner and compact,
with the participant instead having a direct relationship with the invoice, without the
need to visit other nodes in order to be able to reach it. This minor change to the graph
also halved the distance between the participant and the activity.

Similar to the invoice, the other documents associated with the participant, such as
the absence report, result 1 and result 2 could be represented as nodes in the same
manner. Incorporating all of the previously mentioned alterations and additions, the
second iteration of the model can be seen in Figure 12.

Figure 12 The second iteration of the database model, this iteration includes the addi-
tional documents.

By observing the figure above, it can be confirmed that with the new iteration, two edges
are required to cross in order to access the activities connected to each invoice.

Similar to the first iteration, the new documents were added using the same straightfor-
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ward naming convention for both nodes and relationships. All of a participant’s doc-
uments were connected using the HAS DOCUMENT relationship, except for the rela-
tionship to the invoice, which was given its own unique name, HAS INVOICE. However,
in order to maintain a general form of consistency within the database, when it comes
to naming the relationships towards a document, there were only two mutually exclu-
sive options. The first option is to let the relationships towards the different documents
have separate unique names based on the document type, e.g., HAS INVOICE for each
of the invoices and HAS RESULT1 if the participant has a result 1. The second option
that could be used would be to have a single unified name, such as HAS DOCUMENT
for all of the relationships to the different types of documents, similar to what result 1,
result 2 and the absence report have in the previous figure.

To better understand the differences between the two options and their impact on the
queries, consider the two queries in Listing 2 and 3 below. The two queries represent
two different ways to retrieve a participant’s result 1, with the first query using a shared
name for the relationships, while the second query uses separate unique names.

MATCH (p:Participant)-[:HAS_DOCUMENT]->(rs1:Result1)
RETURN rs1

Listing 2 The Cypher query for retrieving a participant’s result 1 using a shared rela-
tionship name for all of the documents.

Since the query above is using a common name for the relationship, there is an addi-
tional requirement needed to be specified in the pattern, namely, a label for the node to
be retrieved, which in this case is result 1. Otherwise, if this is not explicitly stated, all
of a participant’s documents will instead be retrieved while executing this query.

MATCH (p:Participant)-[:HAS_RESULT1]->(rs1)
RETURN rs1

Listing 3 The second Cypher query used for retrieving a participant’s result 1, now
using a unique name for the relationship.

By using a unique name for the relationship, there is no need to specify the label for the
node with the variable rs1 name at the end of the pattern, since by matching a pattern
using the unique relationship name only given to nodes with the label result 1, will
return only result 1 nodes.
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While having different names for the relationships could help increase the readability
and make some queries easier to comprehend rather than using the same name for all,
ultimately, due to how a query can be formulated in Cypher, it does not have any major
impact on the intelligibility of the query itself. In fact, it could even be clearer and more
organized by having all of the documents under the same relationship name, further-
more, by having a fixed name for all types of documents avoids the need of having to
remember multiple and unnecessary long names such as HAS ABSENCE REPORT.

Modifying the relationship name of the invoice to the unified name and inserting the
data that has not yet been added into the model yields the third iteration of the model
which can be seen below in Figure 13.

Figure 13 Third iteration of the database model, including all of a participant’s charac-
teristics along with their documents and both their coach and supervisor.

With the third iteration of the model as can be seen above, the data became significantly
more connected compared to the previous versions. Having highly connected data in the
database is optimal and preferred considering the database’s specific use case, making a
recommendation system. Primarily since it gives a complete picture of a participant with
all of their individual interactions and attributes, which in turn increases the probability
of making better and more accurate recommendations.

Among the new nodes inserted into the graph was the office, which was taken from the
delivery address of the participant, the coach for the participant is also connected to this
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office, since they was deemed to be located at the office with the same delivery address
specified in the participant’s documents. Another node added is the node representing
the ka-number of the office, which can be seen in the model as the node with the label
KA. This node also has a multitude of incoming connections with the name HAS KA
from various documents, the reason for this is to enable the possibility to see additional
statistics solely based on the ka-number, for instance, the total amount of result 1’s
generated by a ka. There is also a node with the label AFSupervisor, this node represents
the participant’s supervisor at Arbetsförmedlingen, similar to the coach, the supervisor
is also connected to their corresponding office. The last economic document, the order,
was also added in this iteration, this node has a connection towards an article node, due
to the order containing the total amount of days that a participant will be registered at
the provider, which in this case is indicated by the amount of an article correlating to
the participant’s track, previously seen in the structure for an order entry in Appendix
A.3.

Lastly, by observing the figure above, it can be seen that the invoice has a connection
towards the order, the reason for this is due to each invoice entry containing a direct
reference to the participant’s order, furthermore, this relationship also assists in keeping
the data in the database connected.

Using the final design of the database, an arbitrary participant could, for example, be
represented in the database as in Figure 14 below.

Figure 14 Example participant Bob with his corresponding characteristics and docu-
ments.
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3.2.1 Python integration

Initially, the Cypher queries were written and executed in Neo4j’s own browser, this was
done in order to properly learn the Cypher syntax and how a query should be formulated,
the browser was also used when there was a need to visualize the nodes and relationships
in the graph.

Using Neo4j’s official Python driver, a connection from Python to the Neo4j database
could be established [18]. This connection made it possible to formulate and execute
any Cypher query from Python code. The motivation for utilizing Python as the database
query manager, was primarily due to the simple work flow it enables, for both writing the
queries and handling the queries returned data. In the Python code, each unique query
was represented as their own defined function, this was required in order to properly
manipulate and aggregate the results, and, if needed, to utilize them as inputs for other
queries, such as auxiliary functions. In the end, the Neo4j browser was rarely used, due
to all of the queries being executed using Python, even the queries used to populate the
database, however, in rare occasions the browser was used to confirm that a query was
formulated correctly and working as intended.

3.3 Populating the database

With a solid foundation laid out for the database model, the database could now be
populated using the data given by AlphaCE.

As mentioned previously, when inserting data into the database, an important step is to
decide which value should be a property on the node and what value should be a property
on the relationship. While creating the nodes, properties were added using straightfor-
ward and self-explanatory names, for instance, a Participant node has a property called
number which contains the participant’s unique number. Likewise, the Track and Pro-
gram nodes, has a property called name, which, as the name suggests, is the name of
the track or program.

Similar measures were used when naming properties on other nodes, the only instance
where a relationship has a property is the relationship HAS ARTICLE from both the
Invoice and the Order node to an Article node. The relationship contains the property
amount, that represents the specific amount of an article the invoice has, which corre-
lates to the participant’s workdays that month, and the order contains the overall total
amount of workdays.
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3.4 Building the recommendation algorithm

In order to be able to give specialized recommendations to the different types of partic-
ipants, it is important to have an individual similarity score calculated for each pair of
participants before a recommendation can be made. Initially, the algorithm was based
simply on the collaborative filtering method due to using similar participants to recom-
mend activities and coaches, however, it later evolved into a hybrid recommendation
system, especially when it came to recommending coaches.

3.4.1 Node similarity

In Neo4j there exists a wide range of additional plugins that can easily be imported into
a specific database. The Graph Data Science Library (GDSL) is a library which adds
additional functionalities in the form of algorithms that can be utilized in the database,
these algorithms are centered around providing extensive graph database analytical in-
formation, such as community detection, node similarity, path finding, etc. [19]. In the
scope of this project, the node similarity algorithm was very beneficial, since it could be
used to find and determine the various similarities between a pair of participant nodes.
Given a set of nodes, the algorithm can compare the set and measure the similarity of a
pair from that set based on the nodes they are connected to, the pair of nodes are deemed
similar depending on the total amount of mutual nodes. In order to determine a pair’s
similarity score, the Jaccard similarity coefficient is calculated.

To be able to find participants with matching characteristics using the algorithm, a pro-
jected graph had to be generated. A projected graph can be derived from any existing
graph in Neo4j, it is usually more compact and flexible than the original graph. A
requirement while creating a projected graph is that the projected graph’s nodes and
relationships must be specified by name, this allows the creation of a graph with only
the relevant nodes and relationships that is necessary for the algorithm.

Creating a projected graph including only the participants, their office and their unique
characteristics such as the age span, language, pronoun and track yielded a projected
graph which could be used as input for the node similarity algorithm. Next, after running
the algorithm, in order to save each pair of participants’ similarity score, the algorithm
could also be used to write the score as a property to the original database. Thus, all of
the participants now had a new outgoing relationship called SIMILAR, with the property
score, to another participant, where the score holds the Jaccard similarity coefficient
as a value for the specific pair of participants.

Now that all of the participants’ similarity scores were established in the database, given
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any participant, it was now possible to retrieve their identical participants and the corre-
sponding similarity score to this specific participant using the short and simple Cypher
query in Listing 4 below.

MATCH (participant)-[rel:SIMILAR]->(sim)
WHERE rel.score > 0.6 and participant.number = $number
RETURN DISTINCT sim.number, rel.score

Listing 4 The Cypher query for retrieving all of a specific participant’s similar partici-
pants.

In the listing above, the parameter $number, represents the unique identifier of an ar-
bitrary participant. Furthermore, the score constraint was set to only retrieve the similar
participants with a score higher than 0.6, which means that participants with almost the
same correlating characteristics (such as age span, language, pronoun and track) will
be retrieved, whereas a score of exactly 1.0 corresponds to a similar participant where
all of the characteristics are matching. Modifying the query so it also returns the mu-
tual characteristics as nodes could for example, result in the graph in Figure 15. In this
example, the orange nodes correlates to the participants with the nodes in the middle
representing their mutual characteristics.
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Figure 15 Graph visualization of how the similarity score is calculated. The two bot-
tom participants, Alice and Peter, share every single characteristic, which amounts to a
Jaccard similarity score of 1.0, while the top participant, David, only shares 4 out of the
5 characteristics, resulting in an overall lower score.

For the above example, it is possible to see that participants Alice and Peter are a perfect
match to each other, since they both have a score of 1.0, while participant David at the
top only has a score of 0.8 to each of these participants. The reason for this is that David
is missing a valid pronoun altogether and as mentioned previously in Section 3.1, occa-
sionally, the value for a participant’s pronoun in the dataset was missing a valid value,
therefore, the string None was added as the value instead. In the database, each partici-
pant that had missing as their pronoun did not get a relationship to a node with the label
Pronoun, this was done to help improve the overall accuracy of the recommendations.

If David would instead have had a different valid pronoun entry, which would lead
to a relationship with a pronoun different than Alice and Peter, the similarity scores
would suffer a decrease from 0.8 to 0.66. When the participant’s pronoun information
is missing, there is a slight possibility that the pronoun could be the same as the bottom
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participants’ pronoun, however, if the top participant would have had a different pronoun
altogether, then it is exactly known that the pronouns are not shared, hence why the score
is higher for the former.

When all of the similar participants had been gathered, their corresponding relevant in-
formation, such as their practiced activities along with their assigned coached were re-
trieved using another identical query. The activities and coaches were then aggregated,
assembled and stored in separate tables in descending order. Thus far, a basic recom-
mendation system that utilizes the collaborative filtering algorithm has been designed,
which gives average recommendations.

3.4.2 Recommending coaches

While using the collaborative filtering method exclusively is probably sufficient enough
to give a somewhat accurate recommendation when it comes to the coach, there are
other interesting strategies to recommend coaches using Cypher queries. Including the
previous method that only used similar participants to recommend coaches, a total of
three different methods for recommending coaches were made.

3.4.2.1 Naive approach

The second, naive approach was to retrieve a participant’s characteristics and gather only
the coaches which have had participants with exact matching characteristics, counting
each occurrence of the matching participants and then aggregating the results to form a
table that contains the name of the top 3 coaches accompanied by the count, the higher
the count, the better the coach. While this is a relatively quick and cheap solution with-
out much effort put into it, it does yield some favourable recommendations, however,
there are instances when this method could fail to give satisfying results. For instance,
consider a coach that have had many participants that matches the chosen participant’s
characteristics, but not a participant with the exact same characteristics, therefore, ac-
cording to the algorithm, the coach will not be considered, even though the coach’s
characteristic distribution makes them a suitable coach for the participant.

3.4.2.2 Penalty system

The third approach, which was a little more researched, was to gather every single
coach and check their participant distribution based on the characteristics from the se-
lected participant. For instance, consider an arbitrary participant P , that possess unique
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characteristics, where Pt represents their assigned track, Pl is their spoken language, Pp

is their preferred pronoun and Pa is the age span to which they belong. To find a suit-
able coach for this participant, let C be a possible coach, where Ctot correlates to their
total amount of participants, both past and present, while Ct, Cl, Cp and Ca corresponds
to the amount of participants based on a given characteristic from P , in this case Ct

is the amount of participants from Ctot which use the track Pt, the same applies to Cl,
which states how many of the coach’s participants (Ctot) speak the language given by
the chosen participant, Pl, etc. With each value known, the coach’s score is calculated
by taking each characteristic and dividing it by the total, which results in the formula
that can be seen in Equation 5 below.

Cscore =
Ct

Ctot

+
Cl

Ctot

+
Cp

Ctot

+
Ca

Ctot

(5)

Using the above formula yielded a value such that 0 ≤ Cscore ≤ 4, while this formula
would be a decent scoring system for coaches, it was plagued by a few significant flaws.
For starters, depending on the participant’s characteristics and the coach’s participant
characteristics distribution, it always heavily favours coaches that have a low amount of
total participants. For example, given a participant with a specific set of characteristics,
if the coach has only had a single participant with the exact same characteristics previ-
ously, according to the formula, the coach will be seen as the perfect match, since the
coach’s participant’s characteristics distribution of those exact characteristics is 100%.
Another flaw that the scoring system suffered from was that, similar to the naive ap-
proach, it did not consider the office locations of both the coach and participant.

In order to account for these flaws and biases, the first solution was to implement a bonus
system. After calculating the score using the formula above, if the coach’s number
of total participants amounted to greater than or equal to a parameter β, the coach’s
score was increased by a small amount, likewise, if the coach was stationed at the same
office as the participant, the score was increased further by a small amount. While
experimenting with this bonus system using a multitude of different values for β, the
scores continued to give coaches with few participants higher scores, meaning that the
bonus system did not work as intended.

The second solution was to try and further improve on the bonus system, the first change
was to modify and invert the bonus system completely, which turned it into a penalty
system instead. Meaning that, after the coach’s scores had been calculated using the for-
mula, if the coach had total participants less than the parameter β, a specified amount
were subtracted from the score, the same applied for the coach’s office location. This
solution helped contribute in minimizing the effects of both the flaws and biases intro-
duced with the scoring system. Testing and trying different parameter values for both
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β and the penalties made it possible for coaches with a few total participants to still get
a fair chance at getting recommended. In the end, the values that gave the best results
were 0.25 for both types of penalties, followed by a β value of 10, meaning that if a
coach has less than 10 total participants, a penalty of 0.25 is subtracted from the score.

The final tweak made to the formula was to scale it down, in order to get a score using
the formula with a matching interval that is similar to the Jaccard similarity score, the
entire formula was divided by 4. Omitting the penalty values, the new formula for
calculating a coach’s score can be seen in Equation 6 below.

Cscore =
Ct

Ctot
+ Cl

Ctot
+ Cp

Ctot
+ Ca

Ctot

4
(6)

Using the new, revised formula, yields a value, 0 ≤ Cscore ≤ 1.

Consider participant Bob in Figure 14 that possess characteristics, where Pt = Track 3,
Pl = Svenska, Pp = han and Pa = 36-45. A possible coach for this participant could, for
instance, be Coach Simon, who has had a total of 16 participants (Ctot = 16), where all
of the 16 participants belonged to Track 3, resulting in Ct = 16, the majority of them
spoke Swedish, Cl = 12, but only half of the participants went by the pronoun han, Cp

= 8, and were of ages 36-45, Ca = 8. Furthermore, Coach Simon is also located at the
same office as Bob. With this known, the score score for Simon can be calculated using
the formula seen in Equation 7 below.

Cscore =
Ct

Ctot
+ Cl

Ctot
+ Cp

Ctot
+ Ca

Ctot

4

=
16
16

+ 12
16

+ 8
16

+ 8
16

4
= 0.6875 ≈ 0.69 (7)

Due to Coach Simon having a total of 16 participants the first penalty is not applied,
since Ctot > β, in addition to this, since they are located at the same office, the second
penalty is not deducted from the score as well. Since the penalties were not applied, the
final score for Coach Simon is approximately 0.69 making Simon a suitable coach for
Bob.

3.4.3 Front end

In order to properly display recommendations for any given participant, a simple user
interface which the coach could use was needed. To build this basic user interface,
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the micro web framework Flask was used. Flask is a library that can be imported into
Python which can then be used to create and host a website, the micro in the description
emphasizes that Flask is meant to be simple to use while also being scalable [23].

Using Flask, a basic but informative user interface was built, the interface enabled a clear
and quick view of any given participant along with a summary of their characteristics
and activities. The index page of this website can be seen in Figure 16 below.

Figure 16 The home page of the user interface, where the coach can type in any partic-
ipant. It is also possible to lookup any coach.

When first accessing the website, the coach is greeted by an index page containing two
input fields, the first can be used to type in any participant number to get a clear view
over the participant, entering any coach name in second field makes it also possible to
get a clear view of the given coach.

After the coach has put a valid participant number into the leftmost field, the coach
is then redirected to the participant view page, which is displayed in Figure 17 below.
To increase the comprehensibility, the page in the figure is divided into different parts
which is explained in more detail.
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(a) A summary of the participant including all of their characteristics and currently practiced
activities. The value for the key r1 is referring to if the participant has achieved a result 1.

(b) Popular activities and coaches among all of the participant’s similar participants.

(c) Coach recommendations for the participant, the leftmost recommendation uses the naive
approach while the rightmost utilizes the penalty system.
Figure 17 The participant view page, which gives a clear view of a given participant,
containing their characteristics, assigned coach and practiced activities along with their
recommendations.

In the above page, the top part aims to give a quick and clear summary of the given
participant, while the bottom part is more centered towards displaying the personalized
recommendations, in this example, the summary for the participant with the unique
identifier 123 can be seen, along with their activities and recommendations.

The first recommendations are essentially activities and coaches extracted from the par-
ticipant’s similar participants, which are then combined to form two clear tables, hence
the titles mentioning popular. For instance, the given participant has been assigned the
coach Mary Sue, meanwhile, among similar participants, the most assigned coach is
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John Doe with a total of 6 similar participants having this coach. The bottom left rec-
ommendation is the coach recommendation featuring the first naive approach, while the
bottom right is the second approach using the bonus system and weights. By observ-
ing the coach recommended by the weights, it is possible to see that the recommended
coach is the actual coach that was assigned to the participant, making the recommenda-
tion very accurate.

Scrolling further down on the page reveals all of the participant’s similar participants,
along with their characteristics and practiced activities, this can be seen below in Figure
18.

Figure 18 How it looks when scrolling down to inspect each similar participant, in this
example only one similar participant is included.

Among the similar participant’s characteristics and activities is the similarity score in
relation to the given participant, in the above example the score is 1.0, which indi-
cates a perfect match, where all of the characteristics are matching, this can be further
confirmed by comparing the characteristics between the two. These are the same partic-
ipants that were used when producing the popular activities and coaches tables. Further-
more, as seen by the hyperlink, it is possible to click on the number of each participant
to get redirected to their specific page, this is essentially the same as typing their number
into the home page.

Likewise, by either clicking on the hyperlink that is attached to each coach name or by
typing the coach name in the home page, it is possible to get to the page which displays
the coach’s information, along with their participant characteristic distribution. Clicking
on the participant’s coach, Mary Sue, leads to the page seen below in Figure 19
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Figure 19 Summary page for each coach, featuring their information as well as their
participant characteristic distribution.

In the above page, to the left side, it is first possible to see general information about
the coach and the total amount of participants that the coach has. The Total Result1
indicates how many of the coach’s participants that have achieved a Result1, in other
words, the amount of participants that have managed to land an employment.

The other side of the coach view reveals the participant characteristic distribution of the
coach, which aims to give a clear and simple view of the various types of participants
the coach has. In the above figure, it can be seen that his coach has only had participants
who speaks Swedish as their native language, furthermore, observing the pronoun dis-
tribution, it can be seen that this coach has an almost equal amount of experience with
either pronoun. Likewise, the Result1 at the side of each table, indicates the amount of
participants with the given characteristic that have achieved a Result 1. For instance,
while this coach has almost had an equal amount of participants with each pronoun, the
participants with the pronoun hon have a higher amount of Result1 than participants
with the pronoun han.

3.5 Evaluation

In order to determine if the recommendation system gave accurate and favourable rec-
ommendations, each individual recommendation had to be properly assessed, especially
the various methods for the coach recommendation. When a participant is first regis-
tered to be enrolled at a provider, the provider spends some time to properly find and
determine the most suitable coach possible for the given participant.

Since the coach is manually selected for the participant, the proposed evaluation method
was to pick a reasonable amount of participants, then compare each of these partici-
pants’ assigned coach to all of the coaches recommended, if the assigned coach was
included in the recommendations, then the recommendation was considered favourable,
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where the higher the coach is on the list of recommended coaches, the more accurate the
recommendation. This could properly be measured by calculating the mean reciprocal
rank of each recommendation methods’ produced list of coaches. Since this statistic
measurement focuses on the position of the assigned coach in the list, it makes it an
appropriate evaluation method for this project, since the lists produced by the recom-
mendation methods are small and there is only one relevant/correct item in the list which
is sought after.
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A fully functional recommendation system which can be accessed using any browser
was built. Given any participant, inserting their unique identifier into the system’s front
end, Activity/Coach Recommender, will display a quick overview of the participant such
as the participant’s track, language spoken and age span, including their current prac-
ticed activities as well as their coach and office location. The system will also retrieve
all of a participant’s similar participants and aggregate their activities and coaches to
form two tables, which will give a clear overview of the most popular activities and
coaches among all of the similar participants.

Among the popular activities and coaches of similar participants, the recommendation
system will try to find and retrieve the top 3 best coaches overall, specifically based on
all of the participants individual characteristics, except for the office. Since this recom-
mendation is focused solely on retrieving the most appropriate coaches without regard
to the participant’s, nor the coach’s office, it cannot guarantee that the coaches are lo-
cated in the same office where the participant is based in, therefore the recommendation
could appear as less precise than the other recommendations. Fortunately, as a response
to the COVID-19 pandemic, all of the current coaching done at a provider is handled re-
motely, this means that a participant can choose a provider with an office independently
of their current location.

The last recommendation that the system yields is the top 3 coaches based on a penalty
system. Unlike the last coach recommendation, which did not take the office of both the
participant and coach into account, this recommendation does. The recommendation
gathers all of the coaches, and uses the participant’s characteristics to find the coach
with the most participants that share these specific characteristics, and gives each coach
their own unique score based on the percentage of participants. Then, in order for the
system to not be biased and recommend a coach that has had, for example, a total of
one or two participants with only these characteristics, penalties are applied. More
specifically, if the coach has had less than a specific amount of total participants, or if
the coach is not located at the same office as the participant, a small amount is subtracted
from the coach’s score.

4.1 Experiments

To give a clear picture of how the recommendation system worked in practice, multiple
experiments were conducted, where each recommendation method was tested and mea-
sured using the reciprocal rank on an average of 100 participants out of a total of 2164

39



4 Results and Discussion

participants in the database. In order to get as a precise measurement as possible, the
mean reciprocal rank was calculated after trying a various different number of iterations.

While running the following experiments, the selection and retrieval of each set of par-
ticipants were all entirely random and automated using Python. Although the majority
of the collected participants was unique and random for each iteration, occasionally,
due to how the retrievals happen, the same participant could sometime occur in mul-
tiple different chunks. While measuring the amount of duplicate participants, on av-
erage, around 5 participants in 100 were duplicates, which leaves an error margin of
around 5%. It is also worth to note that due to certain participants missing a valid native
language entry in the data, their native language was defaulted to Swedish, this may
introduce a potential source of errors.

The first experiment was conducted on completely arbitrary selected participants, mean-
ing no particular characteristic was specified while retrieving these participants. The
calculated mean reciprocal ranks of each recommendation method from the experiment,
including the number of iterations followed by the standard deviations can be seen in
Table 1.

When it comes to determining whether the calculated mean ranks of the methods can
be classified as good or bad, since each list of recommended coaches contains three
potential coaches, it could be argued that an acceptable rank would be 1

3
. With this rank,

the actual coach is present in every single list, albeit not placed first.

# of iterations Mean reciprocal rank Std. deviation
Similar participants 1 0.46 0.42
Naive approach 1 0.15 0.29
Penalty system 1 0.34 0.38
Similar participants 5 0.49 0.42
Naive approach 5 0.23 0.46
Penalty system 5 0.35 0.39
Similar participants 10 0.48 0.42
Naive approach 10 0.22 0.36
Penalty system 10 0.34 0.39

Table 1 Results from the first experiment, featuring 100 randomly selected participants,
their respective mean reciprocal ranks, their standard deviations and the amount of iter-
ations.

In the above table, the first row, similar participants, represents the recommendation
method which gathered all of the participant’s similar participants and then summarized
all of their assigned coaches to a list in descending order. The second row, naive ap-
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proach, is the naive recommendation method which only checks for coaches that has had
participants with the exact same characteristics. Lastly, the third row, penalty system,
represents the recommendation method which utilizes the penalty system.

Observing the above table, it can be seen that among all of the different methods, the
similar participants was the one that performed the best by a large margin, growing in
rank as the amount of iterations increase. This simple, yet effective recommendation
method managed to predict the participant’s assigned coach and place it at the top of
the list, nearly half of the times. This is not surprising, considering the possibility that
if two participants are similar, meaning they share every characteristic, including being
located at the same office, chances are that there is a high probability that they share the
same coach as well. The standard deviation is quite large for this method, indicating
that the data is widely spread. In the case of this method, a mean rank of almost 0.5
with a consistent standard deviation of 0.42 means that while the rank is good, it is very
inconsistent with values scattered. However, this is not necessarily undesirable, due to
the utilization of the mean reciprocal rank, the possible values for the ranks can either
be 1, 1

2
, 1
3

or 0, which explains the high overall standard deviations for all methods.

Moving on the to the second recommendation method, the naive approach which had
on average rank of 0.2. It is not a surprise that the rank is low, since in order for it to be
accurate for a specific participant with certain characteristics, there have to be coaches
that has had a history of participants with the exact same characteristics. When it comes
to the standard deviation, with an average standard deviation of 0.33, means that it
is more consistent than the previous method, similar participants. While conducting
the tests, occasionally, the list of coaches retrieved by the recommendation method was
empty, meaning that no applicable coaches were given by the method, which could have
impacted the score significantly. Perhaps having access to more data, and therefore more
participants, could have helped in minimizing the amount of empty lists and lowering
the standard deviation as well.

The last recommendation method featuring the penalty system, performed slightly better
than the naive approach, but much worse than the similar participants method. With an
average rank of 0.35, means that the method performed better than the pre-determined
good rank of 1

3
. The method also had a lower average standard deviation of 0.27, which

is worse than the naive approach but better than similar participants.

In the next experiment conducted, instead of retrieving random participants, participants
from specific tracks were retrieved, featuring participants from all tracks 1 to 4. The
following test for each track had iterations of 5, the results can be seen in Table 3 below.

It is worth to note that out of all 2164 participants, tracks are not distributed evenly,
as a result of this, due to how the retrievals of the participant sets happens, it was not
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possible to retrieve a consistent set of 100 participants for each iteration during this test,
therefore, for each test made, the size of the used participant set is displayed in its own
column. The full track distribution among the participants can be seen in Table 2.

Track 1 Track 2 Track 3 Track 4 Total
678 123 1029 334 2164

Table 2 The track distribution of the participants, displaying how many participants are
using each track.

Track Mean reciprocal Rank Std. deviation Set size
Similar participants 1 0.43 0.41 59
Naive approach 1 0.16 0.32 59
Penalty system 1 0.31 0.39 59
Similar participants 2 0.49 0.40 31
Naive approach 2 0.56 0.44 31
Penalty system 2 0.54 0.44 31
Similar participants 3 0.47 0.42 100
Naive approach 3 0.15 0.31 100
Penalty system 3 0.31 0.37 100
Similar participants 4 0.50 0.44 42
Naive approach 4 0.47 0.45 42
Penalty system 4 0.38 0.39 42

Table 3 Experiment two, using only participants from every single track. The new
column, set size, contains the amount of participants used while conducting the test.
Each test was made using 5 iterations.

Inspecting the table above, like the previous experiment, the similar participants method
still remains very consistent, having only a decrease in rank for track 1. The data is a
little bit more inconsistent and scattered than the last experiment, as can be observed by
the small increase in the standard deviation.

The naive method performed inconsistent, having only an increase in ranks during the
test which featured participant sets of small size, such as the tests featuring participants
of track 2 and track 4. The standard deviation is significantly increased for the naive
approach in track 2 and track 4 as well, which could be due to the smaller participant
set containing a higher set of outliers. The sudden increase in rank could be due to the
small set of participants not including participants who have been recommended empty
lists of coaches, which leads to an overall increase in rank. Similar to this, due to the
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small set, outliers within the data could ultimately have a higher effect on the rank.
Another explanation for the sudden increase could be that due to the small set, duplicate
participants could have a higher chance of appearing and, depending on the rank of their
individual recommendation, could have a large impact on the final rank.

Like the similar participants method, the penalty system managed to also maintain con-
sistency, having only a minor decrease in the overall rank. Due to the consistency in the
overall rank, the same consistency can be seen in the standard deviation. It can be said
that when it comes to the penalty system, it performs consistent, regardless of the type
of participant, which is surprisingly good.

The last experiment featured only participants whose native language was Swedish. The
results from this test are very similar to the results from the first experiment, meaning
that specifying the language did not have have any significant impact on the ranks of the
recommendation methods.

43



5 Conclusion

5 Conclusion

In this thesis, a recommendation system utilizing three different recommendation meth-
ods was created, thus achieving the goal this project set out to accomplish. Out of all
the different methods, the best performing method was the similar participants method.
While the other two methods did often have decent mean reciprocal ranks, it can be
interpreted from the results of this project, that in order to develop a good performing
recommendation method, advanced and complicated formulas are not necessarily al-
ways required. Although the penalty system only had acceptable performance, it was
the overall most consistent method managing to have the lowest standard deviation.
With that said, the penalty system definitely has potential, there just needs to be some
further testing of the parameters and the values they deduct. Once the sweet spot for
both the parameters and the values has been found, then the method will truly shine, and
possibly outperform the similar participants method.

The other main goal for this thesis was to utilize an appropriate statistic measurement,
that could be used to evaluate all of the recommendation methods, calculating the mean
reciprocal rank proved to be a suitable heuristic. Since it only considers the single
highest-ranked relevant item, it is appropriate for each list of recommended coaches,
due to there being only one relevant item located in each list, which is the participant’s
assigned coach. Furthermore, another way to properly test this system is to use it in
practice, which means it would need to be deployed and used by the coaches of a
provider, in addition to this, it would also be interesting to have had some real input
from a provider and their opinion regarding the list of recommended coaches that each
method produces.

Opting to use a graph database, such as Neo4j during this project proved to be both
helpful and beneficial. The highly connected data within the database helped improve
the accuracy of actually retrieving similar participants, which in the end led to better
recommendations for the similar participants method. The use of the graph algorithms
that could be added in the Neo4j database, such as the node similarity algorithm, meant
that more time during the project could be spent on improving the various recommen-
dation methods. If needed, expanding the database by adding more participants should
not be a problem due to the scalability and flexibility of Neo4j.
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6 Future work

Due to time constraints imposed by the project, a few improvements and additions have
been left to the future work section.

As it is now, in order to determine the similarity between a pair of participants (nodes
in the database), the included graph algorithm in Neo4j, node similarity, is used. This
algorithm is based on the Jaccard metric to determine the similarity between a pair
of nodes. In the graph algorithm library of Neo4j, there are a wide range of other
algorithms which can be used to determine similarity between the nodes, albeit, with the
exception of the node similarity algorithm, the majority of them are still experimental
and in alpha, however, they can still be used. An interesting alternative that was not
tested during the project was to try other similarity functions and then compare all of
their different performances and their effects on the recommendations, to see if it could
have possibly improved them.

An important aspect of any recommendation system is having access to large amounts
of data that can serve as a foundation for the database. During this project, a dataset con-
sisting of 2164 unique participants was used to populate the database and assisted in pro-
ducing the recommendations. While a dataset of this size is probably sufficient enough
in order to make well-performing recommendations, still, improving the database by
adding more participants would most likely lead to the recommendation system produc-
ing even better recommendations. Furthermore, there are some potential improvements
that could be made to the recommendation system’s methods, such as the naive ap-
proach and the penalty system, especially for the penalty system. As it is now, there
are only two penalties, each depending on a different set parameter, which deducts a
specified value from a coach’s score. For starters, these parameters as well as the values
they deduct from the score can most likely be tinkered with further in order to possibly
increase the overall performance of the method. Another addition would be to add more
parameters with values that either deduct, or, depending on the performance, add to the
coach’s score, transforming the penalty system to a hybrid system.

Currently, Arbetsförmedlingen is planning to phase out their most primarily used pro-
gram, Stöd och matchning (STOM), aiming to replace it with a new, similar program
called Rusta och matcha (KROM). In KROM, the everyday work will essentially func-
tion the exact same way as it did with STOM, as a result of this, the recommendation
system could be adapted to work with KROM with only some minor modifications. One
of the different changes that KROM brings, are the removal of tracks and the addition
of levels instead, namely, A, B and C, which functions like STOM’s tracks, where C
represents that the participant is far away from a job and A that they are very close to
getting a job.
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[6] ——. Våra tjänster - Arbetsförmedlingen. [Online]. Available: https://
arbetsformedlingen.se/om-oss/for-leverantorer/vara-tjanster

[7] Assedon AB. Assedon - IT-lösning för kompletterande aktörer. [Online].
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A Document structures

A Document structures

A.1 Participant

{
"participant_number": "123",
"track": "Spår 1: Grundläggande stöd och matchning",
"age_span": "56-65",
"period": "2021-01-01 - 2021-04-01",
"order_number": "12345",
"delivery_address": "Hittepågatan 5 59054 Jobbvik",
"af_supervisor":{

"name": "John Doe",
"email": "john@workplace.com",
"phone": "123456",
"office": "Workplace AB"

},
"documents_list":{

"0": {
"type": "Avvikelserapport",
"registration_date":,
"coach":,
"pronoun":
},
"1": {
"type": "Periodisk rapport",
"registration_date": "2021-02-05",
"ka_number": "99999",
"coach": "Mary Sue",
"pronoun": "hon"
},
"2": {
"type": "Resultat 1",
"registration_date": "2021-02-10",
"ka_number": "99999",
"R1_start": "2021-02-10",
"R1_reason": "Ersättningsgrund: Utbildning",
"coach": "Mary Sue",
"pronoun": "henne"
},
"3": {
"type": "Resultat 2",
"registration_date": "2021-06-10",
"ka_number": "99999",
"R2_client": "2021-02-10 23345 Secret Academy",
"R2_info": "2021-02-10 40",
"R2_reason": "Ersättningsgrund: Utbildning",
"coach": "Mary Sue",
"pronoun": "henne"
}

}
}
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A Document structures

A.2 Invoice

{
"invoice_id": "123456",
"period": "2021-01-01 - 2021-01-31",
"participant_number": "123",
"ka_number": "99999",
"order_number": "12345",
"articles":{

"0":{
"0": "5",
"1": "Förstärkt stöd och matchning",
"2": "19 dag(ar)",
"3": "10,00 kr",
"4": "190,00 kr",

}
},
"activities":{

"0": "Motiverande samtal",
"1": "Gruppaktiviteter",

}

}
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A Document structures

A.3 Order

{
"order_number": "12345",
"period": "2021-01-01 - 2021-04-01",
"participant_number": "123",
"ka_number": "99999",
"articles":{

"0":{
"0": "5",
"1": "Förstärkt stöd och matchning",
"2": "63 dag(ar)",
"3": "10,00 kr",
"4": "630,00 kr",

}
}

}

A.4 Delivery

{
"order_number": "12345",
"invoice_number": "123456",
"period": "2021-01-01 - 2021-01-31",
"participant_number": "123",
"ka_number": "99999",
"articles":{

"0":{
"0": "5",
"1": "Förstärkt stöd och matchning",
"2": "19 dag(ar)",
"3": "10,00 kr",
"4": "190,00 kr",

}
}

}
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