
U.U.D.M. Project Report 2021:15

Examensarbete i matematik, 15 hp
Handledare: Silvelyn Zwanzig
Examinator: Örjan Stenflo
Juni 2021

Department of Mathematics
Uppsala University

On the Implementation of Computer
Intensive Methods in Linear Normal Models

Håkan Karlsson Faronius





Contents

1 Introduction 3

2 An introduction to Bayesian statistics 5
2.1 Bayes’ theorem . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.2 Bayesian statistics . . . . . . . . . . . . . . . . . . . . . . . . 7
2.3 About the choice of a prior distribution . . . . . . . . . . . . . 8

2.3.1 Conjugate priors . . . . . . . . . . . . . . . . . . . . . 8
2.3.2 Noninformative priors . . . . . . . . . . . . . . . . . . 11

2.4 Sequential analysis . . . . . . . . . . . . . . . . . . . . . . . . 12
2.5 Hierarchical structure of Bayesian modeling . . . . . . . . . . 12
2.6 Normal-inverse-gamma distribution . . . . . . . . . . . . . . . 13

3 Bayesian linear regression 15
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
3.2 Conjugate priors for the normal linear model . . . . . . . . . . 17
3.3 Jeffreys prior . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

4 Computer intensive methods in statistics 21
4.1 The Markov Chain Monte Carlo method . . . . . . . . . . . . 21

4.1.1 Markov chains . . . . . . . . . . . . . . . . . . . . . . . 21
4.1.2 Markov Chain Monte Carlo: The Metropolis algorithm 22
4.1.3 Burn-in time . . . . . . . . . . . . . . . . . . . . . . . 23
4.1.4 Simulated annealing . . . . . . . . . . . . . . . . . . . 25
4.1.5 Thinning . . . . . . . . . . . . . . . . . . . . . . . . . . 29

4.2 Approximate Bayesian Computation . . . . . . . . . . . . . . 33

5 Implementing the algorithms in R 36
5.1 Generating the data . . . . . . . . . . . . . . . . . . . . . . . 36
5.2 The MCMC method . . . . . . . . . . . . . . . . . . . . . . . 37
5.3 Calculating the logarithm of the probabilities of the posterior

distribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
5.4 The priors . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
5.5 Implementing burn-in time, simulated annealing and thinning 41
5.6 Implementing the ABC algorithm . . . . . . . . . . . . . . . . 43

5.6.1 ABC sample of the posterior distribution using a Laplace’s
prior . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

1



5.6.2 ABC sample of the posterior distribution using a normal-
inverse-gamma prior . . . . . . . . . . . . . . . . . . . 45

6 Using the R-implementations to sample from the posterior
distribution 47
6.1 Sampling with Markov Chain Monte Carlo methods . . . . . . 48

6.1.1 MCMC sampling with Laplace’s prior . . . . . . . . . . 48
6.1.2 MCMC-sampling with a normal-inverse-gamma prior . 52
6.1.3 MCMC-sampling with Jeffreys Prior . . . . . . . . . . 56

6.2 Sampling with Approximate Bayesian Computations . . . . . 58
6.2.1 ABC-sampling with Laplace’s prior . . . . . . . . . . . 58
6.2.2 ABC-sampling with Normal-Inverse-Gamma Priors . . 61

6.3 Closing Remarks . . . . . . . . . . . . . . . . . . . . . . . . . 64

7 Bibliography 65

8 Appendix 67
8.1 R-codes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

8.1.1 MCMC sample of the posterior distribution using a
Laplace’s prior: . . . . . . . . . . . . . . . . . . . . . . 67

8.1.2 MCMC sample of the posterior distribution using a
normal-inverse-gamma prior: . . . . . . . . . . . . . . . 72

8.1.3 ABC sample of the posterior distribution using a Laplace’s
Prior . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

8.1.4 ABC sample of the posterior distribution using a Normal-
Inverse-Gamma Prior . . . . . . . . . . . . . . . . . . . 80

2



1 Introduction

A common problem in science is that we are given a data set consisting of
n observations of p number of independent variables {xi1, ..., xip}ni=1 and a
dependent variable y, and we want to find a linear relationship that best fits
the data.

If the error in the measurements is represented as the vector ε, where the error
is normally distributed with mean 0 and variance σ2, the linear relationship
in matrix form can be expressed as:

Y = Xβ + ε (1)

where X and Y represents the vectors of the dependent and independent
variables respectively and β is the vector of coefficients.

In the classical, what is sometimes called the ”frequentist” approach, find-
ing the coefficient vector β is done by minimizing the squared distance from
the points to the regression line. There are several ways of finding the pa-
rameter β for which this squared distance is minimal, but some common
approaches are the least squares method or by using a maximum likelihood
approach.

Even though this method often performs well it relies on one important as-
sumption; that the given data contains enough information so that a mean-
ingful parameter inference is possible. The Bayesian approach supplements
the data by using a prior, which can be based on our expectations of the
distribution of the parameter or if we had some prior knowledge of the un-
derlying processes that generated the data, to give a better description of
the parameter through its posterior distribution.

Bayesian statistics in its essence is based on a special form of conditional
probabilities, which will be derived in Section 2, and can be written in the
form:

π(θ|x) =
f(x|θ)π(θ)∫
f(x|θ)π(θ)dθ

(2)

where π(·) is a probability density function, f(·) is a likelihood function, θ is
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the parameter, or parameters, to be determined and the data is represented
as x.

In Bayesian statistics our main goal is to determine what is known as the
posterior distribution, denoted as π(θ|x), which is the distribution of the
parameters given that we have observed the given data x. To do this we use
the prior distribution of the parameters, which is the probability distribution
that we believe that the parameter has before the data is considered, as well
as the likelihood function.

Sometimes however, the posterior distribution may be difficult or even im-
possible to analytically determine and this is where the so-called computer
intensive methods for statistics may be useful. Even though precisely speci-
fying the posterior distribution may be difficult or impossible, sampling from
it can be a lot easier. By using methods like the Markov Chain Monte
Carlo(MCMC) algorithm or Approximate Bayesian Computations(ABC) we
can often sample from the posterior distribution, even when it may be ana-
lytically infeasible to determine its exact form, and then analyze the sample
to determine its properties. That is what the ultimate aim of this paper is
to do for what is known as Normal Linear Models.

In this paper we start by introducing the basics of Bayesian statistics, ex-
plore when Bayesian theory is applied to the aforementioned linear regression
problem, introduce some computer intensive methods in statistics and then
explore as these methods are applied to the problem. A basic knowledge of
probability theory, statistics and inference theory is required.
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2 An introduction to Bayesian statistics

In this section we will introduce the basic concepts of Bayesian Statistics.
We start by introducing Bayes’ theorem, and then continue on by defining
the posterior distribution. We then introduce what is known as sequential
analysis, the hierarchical structure of the posterior distribution and finally
we discuss some common choices for the prior distribution; conjugate priors
and some noninformative priors. The Bayesian statistics is mostly based on
Christian P. Robert’s book ”The Bayesian Choice”[2007].

2.1 Bayes’ theorem

To understand where the field of Bayesian statistics come from, we will begin
by introducing what is known as Bayes’ theorem, which in its essence is just
a different way of expressing the conditional probability. First, recall the
definition of conditional probability.

Definition 2.1. Define two events A and B. The Conditional probability
P (B|A) is defined as the probability that an event B occurs given that the
event A has already been observed. If P (A) > 0 then this can be defined as:

P (B|A) =
P (A ∩B)

P (A)
(3)

We can further use that P (A∩B) = P (A|B)P (B) and rewrite the conditional
probability as:

P (B|A) =
P (A|B)P (B)

P (A)
(4)

The above expression is equivalent to what is often known as Bayes’ the-
orem, even though it is often further rewritten by using the law of total
probability.

Theorem 2.1. (Law of total probability) The probability of an event
A in a sample space Ω and for a countable partition of pairwise disjoint
sets Bi : i = 1, ..., n of Ω can be given in terms of the sum of conditional
probabilities as:
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P (A) =
n∑
i=1

P (Bi)P (A|Bi) (5)

Proof. For the simple case when Ω = B ∪BC , then the event A = (A∩B)∪
(A ∩BC). Taking the probability of these events yields the equation:

P (A) = P (A ∩B) + P (A ∩BC) (6)

It is evident that as long as the union of all pairwise disjoint sets Bi is equal
to the entire sample space, this can be written as:

P (A) =
n∑
i=1

P (A ∩Bi) (7)

Which can be rewritten by using the definition of conditional probabilities
as:

P (A) =
n∑
i=1

P (Bi)P (A|Bi) (8)

We can then rewrite the denominator by using the law of total probability
as:

P (B|A) =
P (A|B)P (B)∑n
i=1 P (A|Bi)P (Bi)

(9)

What Thomas Bayes realized was that the formula which now bears his name
can be used to determine the distribution of an unknown parameter given
that some data has been observed. If the parameter is denoted as θ and the
data is denoted as X, this can be written as:

P (θ|X) =
P (X|θ)P (θ)

P (X)
(10)
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2.2 Bayesian statistics

Bayesian statistics, as the name suggests, is based on Bayes’ theorem from
section 2.1. Rather than writing probabilities however it is stated in terms of
the probability density functions and the sum in the denominator is replaced
by an integral for continuous distributions.

π(θ|x) =
f(x|θ)π(θ)∫
f(x|θ)π(θ)dθ

(11)

Here the distribution π(θ|x) is called the posterior distribution and expresses
the probability of the parameter θ given the observed data x. π(θ) is called
the prior distribution and expresses the initial guess of the distribution of
the parameter θ, and the conditional likelihood f(x|θ) is known as the like-
lihood. The denominator

∫
f(x|θ)π(θ)dθ is called the normalizing constant

and expresses the probability that the data x is observed.

Since the normalizing constant qualitatively does not alter the posterior dis-
tribution we are often only interested in the proportionality relation:

π(θ|x) ∝ f(x|θ)π(θ) (12)

where ∝ means that the expression is equivalent to another, up to some mul-
tiplicative constant, ie if the following holds for functions f,g and a constant
c:

f = c · g (13)

then we can state that:

f ∝ g (14)

since they are equivalent up to some multiplicative constant c.

The advantage of using the Bayesian approach to statistics is that it en-
ables us to use and incorporate information about parameters based on the
data and information about the parameters that was available prior to the
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experiment in order to get a more accurate description of the underlying
problem.

2.3 About the choice of a prior distribution

One of the most crucial, and also most criticized parts of Bayesian statistics
is the seemingly arbitrary choice of the prior distribution. A good choice of
prior should not be so strong that it completely dominates the data, since
that would render the experiment itself useless, nor should it be too weak,
since then that renders the Bayesian approach meaningless.

Unless we have some intrinsic knowledge of the underlying mechanisms that
produce the data, the prior distribution as well as its underlying parameters
must be chosen by the statistician. This choice is crucial for the analysis and
there is no unique way of making this choice either, which makes it in some
ways more of an art than a science. This is one of the main reason why the
Bayesian approach is often criticized by certain statisticians who call them-
selves ”frequentists”, and reject the Bayesian approach categorically.

To remedy the problem of having to make some parametric assumptions
about the underlying distribution, Bayesian statisticians as early on as Laplace
used what is known as noninformative priors. There are many different types
of noninformative priors that have been developed, but here we will only
study Laplace’s prior and Jeffreys prior.

Another common problem is that the posterior distribution can be very dif-
ficult to express in terms of a known distribution. For this reason something
known as conjugate priors is sometimes used, and is described below.

2.3.1 Conjugate priors

We start by making the following definition.

Definition 2.2. Let F denote a family of probability distributions on Θ.
A prior distribution π ∈ F is said to be conjugate for a likelihood function
f(x|θ) if the corresponding posterior distribution, π(θ|x), also belongs to this
family of distributions, ie π(θ|x) ∈ F .

The main reason for using conjugate priors is that they can greatly simplify
the analysis by making the posterior distribution belong to a known family

8



of distributions. If both the likelihood function and the prior distribution
belong to exponential families finding these conjugate priors is often not too
difficult, which will be shown later. First however, we recall the definition of
a exponential family.

Definition 2.3. An exponential family is a class of probability measures
P ∈ {Pθ : θ ∈ Θ} if there exists a number k ∈ N for which there are
real-valued functions ζ1, ..., ζk, real-valued statistics T1, ..., Tk and real-valued
functions A(θ), and h(x) with probability function:

p(x; θ) = A(θ)h(x)exp

(
k∑
j=1

ζj(θ)Tj(x)

)
(15)

If the likelihood function belongs to an exponential family, then we can prove
the following important theorem.

Theorem 2.2. If the likelihood function, f(x|θ), belongs to an exponential
family of distributions then there exists a prior distribution that is conjugate
to the likelihood function.

Proof. The likelihood function of an exponential family can be written as:

l(x|θ) ∝ C(θ)nexp

(
k∑
j=1

ζj(θ)Tj(x)

)
(16)

And choosing a prior distribution of the form:

π(θ) ∝ C(θ)aexp

(
k∑
j=1

ζj(θ)bj

)
(17)

Gives us an elegant way of formulating the posterior distribution, when we
multiply these together:

π(θ|x) ∝ C(θ)a+nexp

(
k∑
j=1

ζj(θ)(Tj(x) + bj)

)
(18)

and using the substitutions a′ = a+ n and b′j = Tj(x) + bj gives us:
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Table 1: Table of a few conjugate priors for some exponential families. The
table is taken from [Robert, 2007:p.121].

f(x|θ) π(θ) π(θ|x)
Normal Normal N(%(σ2µ+ τ 2x), %σ2τ 2)
N(θ, σ2) N(µ, τ 2) %−1 = σ2 + τ 2

Poisson Gamma
P (θ) Γ(α, β) Γ(α + x, β + 1)
Gamma Gamma
Γ(ν, θ) Γ(α, β) Γ(α + ν, β + x)
Binomial Beta
Bin(n, θ) Beta(α, β) Beta(α + x, β + n− x)
Negative Binomial Beta
Neg(m, θ) Beta(α, β) Beta(α +m,β + x)
Multinomial Dirichlet
Mk(θ1, ..., θk) D(α1, ..., αk) D(α1 + x1, ..., αk + xk)
Normal Gamma
N(µ, 1/θ) Γ(α, β) Γ(α + 0.5, β + (µ− x)2/2

π(θ|x) ∝ C(θ)a
′
exp

(
k∑
j=1

ζj(θ)(b
′
j)

)
(19)

Which belongs to the same family of distributions as the prior distribution.

Theorem 2.1 shows that if the likelihood function belongs to an exponential
family of distributions, then it is possible to find a conjugate prior, even if
this may have to be of the same family of distributions as the likelihood
function. But from the elegant way that the likelihood function and the
conjugate prior are combined in the proof it shows us that if the likelihood
function is from an exponential family then a good place to look for other
conjugate priors are from other exponential families. Some such families of
distributions are shown in Table 1 from [Robert; 2007:p.121].
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2.3.2 Noninformative priors

When there is no prior information available about the underlying distri-
bution of the parameters, and choosing a conjugate prior distribution seems
inappropriate we can use what is known as a noninformative prior. There are
many different kinds of noninformative priors, but here we will only discuss
two of them; Laplace’s prior and Jeffreys prior.

Laplace’s prior assumes an equiprobable distribution for the prior distribu-
tion over some interval. It essentially means that if there is no prior knowl-
edge about the probability of each event these are assumed to be equally
likely to occur. Laplace’s prior can be useful when there is no information
available at all, but care must be taken such that the true value of the pa-
rameter belongs to the specified interval.

Jeffreys prior uses the Fisher information to define a prior distribution.

Definition 2.4. The Fisher information Iθ is defined as:

Iθ = V arθ

(
∂lnL(θ;x)

∂θ

)
(20)

for a likelihood function L(θ;x) and if the following regularity conditions are
satisfied:

(i) The set A = {x : p(x; θ) > 0} is independent of θ.

(ii) The parameter space Θ must be an open subset of the real numbers R.

(iii) The derivative of ∂p(x;θ)
∂θ

exists for all x ∈ A and all parameter values
Θ.

The Jeffreys prior is then defined as:

π(θ) ∝ det(Iθ)
1/2 (21)

defined up to some normalization coefficient.
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2.4 Sequential analysis

One of the most useful properties of Bayesian statistics is how it approaches
sequential data. Assume that we are given a sequence of n independent and
identically distributed data sets X1, ..., Xn and are interested in the posterior
distribution π(θ|Xj), from each of these sets, where j = 1, ..., n. If we choose
a prior distribution π(θ) then the posterior distribution of the first sample
can be calculated as:

π(θ|X1) ∝ f(X1|θ)π(θ) (22)

This posterior distribution however in turn can serve as the prior distribu-
tion for the next sample in the given sequence of data sets and is similarly
calculated as:

π(θ|X2, X1) ∝ f(X2|θ;X1)π(θ;X1) = f(X2|θ;X1)f(X1|θ)π(θ) (23)

and so on up to the nth sample:

π(θ|X1, ..., Xn) ∝ π(θ)
n∏
i=1

f(X1, ..., Xj|θ) (24)

In this sequential analysis of the independent data sets each iteration should
improve our posterior distribution of the parameter. This can be especially
useful in situations where we might specify a weak initial, possibly a nonin-
formative, prior and then let the sequential analysis iteratively improve this
estimate.

2.5 Hierarchical structure of Bayesian modeling

Bayesian statistics allow for what is known as a hierarchical structure in
terms of its priors and its parameters. This can easily be seen from the
posterior distribution.

π(θ|x) ∝ f(x|θ)π(θ) (25)
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can be written with in terms of the parameter α by using Bayes’ theo-
rem.

π(α, θ|x) ∝ f(x|θ, α)π(θ|α)π(α) (26)

where α is known as a hyperparameter and π(α) is known as a hyperprior.
The hierarchical structure is given by how the parameter θ depends on the
parameter α and that if we can express a prior as a conditional probability
in terms of another parameter, then we can express the posterior by finding
a prior for this parameter.

2.6 Normal-inverse-gamma distribution

When dealing with linear regression models with parameter θ = (β, σ2),
with normally distributed errors with mean 0 and an unknown variance σ2,
the normal-inverse-gamma distribution will be very useful. A p-dimensional
vector X and a positive real number λ are normal-inverse-gamma distributed
and depends on 4 parameters:

(X,λ) ∼ NIG(µ,Σ, α, β) (27)

The normal-inverse-gamma distribution is constructed as a p-dimensional
normal distribution Np(µ, λΣ),

X|λ ∼ Np(µ, λΣ) (28)

where λ is inverse-gamma distributed with positive parameters α and β.

λ ∼ InvGamma(α, β) (29)

From this the probability density function of the normal-inverse-gamma dis-
tribution can be constructed, which is here given up to a multiplicative con-
stant:
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p(X,λ|µ,Σ, α, β) ∝ λ−( p
2

+α+1)exp

(
− 1

2λ

(
2β + (X − µ)TΣ−1(X − µ)

))
(30)

Here µ ∈ Rp, Σ is positive definite and α and β are positive real num-
bers.

The normal-inverse-gamma distribution has one very important property,
in that it is a conjugate prior for the normal linear model. It also has a
hierarchical structure in the sense that if the prior distribution is denoted as
π(β, σ2) then:

π(β, σ2) = π(β|σ2)π(σ2) (31)

The expectations E(X) and covariance matrix Cov(X) of the normal-inverse-
gamma distribution are in terms of the parameters defined above:

E(X) = µ (32)

Cov(X) =
β

α− 1
λ (33)

and for the parameter σ2, its expectation E(σ2) and variance V ar(σ2) are
given as:

E(σ2) =
β

α− 1
(34)

V ar(σ2) =
β2

(α− 1)2(α− 2)
(35)

for α > 2.
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3 Bayesian linear regression

This section is largely based on an unpublished draft for a chapter in the
upcoming book ”Applications of Linear and Nonlinear Models” by Silvelyn
Zwanzig and others. Other sources include [Clyde, et al; 2020],[Elster et
al; 2015], [Ali, Inglis, Prado, Wundervald;2021-01-01] and some lecture slides
that were available online from the University of Toronto[Grosse, Farahmand,
Carrasquilla; 2020]. In this section we will only study the univariate linear
model, but extensions to multivariate linear models are possible.

3.1 Introduction

The linear model can be expressed as:

Y = Xβ + ε (36)

where Y is a (n× 1) vector representing the n number of observations, X is
a (n × p) matrix of full rank, representing the dependent variables and β is
a (p × 1) vector called a regression parameter. Finally ε is a (n × 1) vector
representing the independent and identically distributed normal errors with
expectation 0, and covariance matrix σ2I.

Note that in this model Y and X are observable, while the errors ε are not.
The problem therefore becomes to determine the regression parameter β and
the variance σ2 for the linear model. In terms of the parameters β and σ2

the distribution of Y can be expressed as:

Y ∼ N(Xβ, σ2I) (37)

By writing the parameters as θ = (β, σ2) the likelihood function of the inde-
pendent and identically distributed can be expressed as:

l(θ,Y) =

(
1

σ22π

)n/2
exp

(
− 1

2σ2
(Y −Xβ)T (Y −Xβ)

)
(38)

This equation can be further rewritten in terms of its sufficient statistics; the
regression parameter β and the variance σ2. First, we define it in terms of
the projection matrix P:
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Ŷ = PY = Xβ̂ (39)

Note that the projection matrix P is given here from the definition of the
least squares estimator:

β̂ =
(
XTX

)−1
XTY (40)

Therefore the projection operator P is:

P = X
(
XTX

)−1
XT (41)

Note that since P is a projection operator it is idempotent, ie P2 = P. Using
this we can reformulate (Y −Xβ)T (Y −Xβ) = ‖Y −Xβ‖2 into:

‖Y −Xβ‖2 = ‖Y −PY‖2 + ‖PY −Xβ‖2 (42)

Furthermore, introducing the sample variance s2 in the following form gives:

s2 =
1

n− p

n∑
i=1

(yi − ŷi)2 =
1

n− p
‖Y −PY‖2 (43)

Substituting ‖Y −PY‖ = s2(n− p) into Equation 2 gives:

‖Y −Xβ‖2 = (n− p)s2 + ‖PY −Xβ‖2

= (n− p)s2 + ‖Xβ̂ −Xβ‖2
(44)

and this finally gives us that the likelihood function can be reformulated in
terms of its sufficient statistics:

l(θ,Y) =

(
1

σ22π

)n/2
exp

(
− 1

2σ2
((n− p)s2 + (β − β̂)TXTX(β − β̂))

)
(45)
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3.2 Conjugate priors for the normal linear model

The most common choice of conjugate priors for normal linear models[Elster
et al, 2015:p.15] is to assume that the variance is distributed according to a
normal-inverse-gamma distribution, which was introduced earlier.

Denoting θ = (β, σ2) we can express that θ is distributed according to the
normal-inverse-gamma distribution as follows:

θ ∼ NIG(β0,Σ0, a0, b0) (46)

Here β0 is the initial guess for the regression parameter β. Σ0 is the initial
guess for the covariance matrix which has the form σ2

0I if the errors are
independent and identically distributed, and σ2

0 is the initial guess for the
covariance matrix. a0 and b0 are the initial guesses of the shape parameters
for a gamma distribution. As was introduced in section 2.6, the density
function of the normal-inverse-gamma distribution can be written as:

p(β, σ2) ∝
(

1

σ2

)a0+p/2+1

exp

(
− 1

2σ2
(2b0 + (β − β0)TΣ−1

0 (β − β0)

)
(47)

Furthermore, recall what the likelihood function for the data looks like:

l(θ,Y) ∝
(

1

σ2

)n/2
exp

(
− 1

2σ2
(Y −Xβ)T (Y −Xβ)

)
(48)

To determine the posterior the likelihood function and the prior, which is
here chosen to be a normal-inverse-gamma distribution must be multiplied
together, which simply becomes addition of the respective powers. The ex-
ponential powers can be rewritten as:

(Y −Xβ)T (Y −Xβ) + 2b0 + (β − β0)TΣ−1
0 (β − β0) (49)

= YTY −YTXβ − βTXTY + βTXTXβ + βTΣ−1
0 β − βTΣ−1

0 β0

− βT0 Σ−1
0 β + βT0 Σ−1

0 β0 + 2b0 (50)
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Rearranging the order of these terms and factoring out βT and β gives
us:

= βT (XTX + Σ−1
0 )β − βT (XTY + Σ−1

0 β0) + (βT0 Σ−1
0 β0 + YTY + 2b0)

− (YTX + βT0 Σ−1
0 )β (51)

If we introduce the new variables:

β1 = (XTX + Σ−1
0 )−1(XTY + Σ−1

0 β0) (52)

and

Σ1 = (XTX + Σ−1
0 )−1 (53)

The powers of the exponential from Equation 45 can then be further rewritten
with the help of these new variables as:

βTΣ−1
1 β − βTΣ−1

1 β1 − βT1 Σ−1
1 β + βT0 Σ−1

0 β0 + YTY + 2b0 (54)

= (β − β1)TΣ−1
1 (β − β1)− βT1 Σ−1

1 β1 + βT0 Σ−1
0 β0 + YTY + 2b0 (55)

We further define two more variables which will be useful in showing that
the normal-inverse-gamma distribution is in fact a conjugate prior.

2b1 = 2b0 − βT1 Σ−1
1 β1 + βT0 Σ−1

0 β0 + YTY (56)

a1 = a0 +
n

2
(57)

We then have that the posterior is proportional to the product of the likeli-
hood and the normal-inverse-gamma prior, and is expressed as:
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π(θ|Y) ∝
(

1

σ2

)n+p
2

+a0+1

exp

(
− 1

2σ2
(2b1 + (β − β1)TΣ−1

1 (β − β1)

)
(58)

This shows that this is in fact a normal-inverse-gamma distribution with the
defined parameters NIG(β1,Σ1, a1, b1), hence it is a conjugate prior.

An estimate for the regression parameter β̂Bayes based on the conjugate prior
can be calculated by applying the formulas for the expectations of the normal-
inverse gamma distribution (equations 32 and 34) for each of the correspond-
ing parameters in equation 58 compared to equation 30:

β̂Bayes =
(
XTX + Σ−1

0

)−1
(
XTXβ̂ + Σ−1

0 β0

)
(59)

And an estimate of the variance σ̂2
Bayes is:

σ̂2
Bayes =

1

n+ 2a0 − 2
(2b0 + (Y −Xβ̂Bayes)

T (Y −Xβ̂Bayes)

+ (β0 − β̂Bayes)TΣ−1
0 (β0 − β̂Bayes)) (60)

3.3 Jeffreys prior

Jeffreys prior is a noninformative prior which was briefly introduced in section
2.3.4. It is based on the Fisher Information, and relies here on the assumption
that the prior distributions of the parameters are independent, ie π(θ) =
π(β)π(σ2).

The Fisher information of the linear regression model, where the distribution
of Y is:

Y ∼ N(Xβ, σ2I) (61)

The Fisher information of the linear model, for the parameter θ = (β, σ2) of
this model is:
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Iθ =
1

σ2

[
XTX 0

0 2
σ2

]
(62)

More precisely:

Iβ = 1
σ2 X

TX and Iσ = 2
σ4

which implies that the prior distribution must be proportional to

π(θ) ∝ 1

σ2
(63)

and applying this together with the likelihood function of the model gives us
the posterior distribution:

π(θ|Y) ∝
(

1

σ2

)n/2+1

exp

(
− 1

2σ2
((n− p)s2 + (β − β̂)TXTX((β − β̂)

)
(64)

where β̂ is the least squares estimate and s2 is the sample mean which
were introduced earlier. From this it is apparent that the posterior dis-
tribution is a normal-inverse-gamma distribution, NIG(µ,Σ, a1, b1) with pa-
rameters:

µ = β̂, Σ = (XTX)−1, a1 = n−p
2

and b1 = (n−p)
2
s2.

In the same way as for the conjugate priors, equations 32 and 34 of the
expectations of the normal-inverse- gamma distribution gives us the estimates
β̂Bayes and σ̂2 for the regression parameter and the variance respectively, by
identifying the corresponding parameters of equations 30 and 64:

β̂Bayes = β̂ (65)

σ̂2 =
n− p

n− p− 2
s2 (66)
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4 Computer intensive methods in statistics

This section introduces two methods that can be used to approximate the
posterior distribution; namely the Markov Chain Monte Carlo and the Ap-
proximate Bayesian Computation method. The information of this chapter
is largely based on [Zwanzig, Mahjani; 2020] as well as an online paper writ-
ten by Duong-Ba, Thinh Nguyen and Bella Bose at the School of Electrical
Engineering and Computer Science at Oregon State University.

In the next section, implementations of the algorithms and methods that are
presented here can be found.

4.1 The Markov Chain Monte Carlo method

In this section we will introduce what is known as Markov Chain Monte
Carlo methods, also known as MCMC, and how to use them for sampling.
The MCMC algorithm that will be presented here is known as the random
walk Metropolis algorithm.

4.1.1 Markov chains

Definition 4.1. A sequence of discrete random variables X1, X2, ... that
can take values in a set E, together with a set indexing time I, is called
a Markov chain if it also satisfies what is known as the Markov property
[Lawler, 2006:p.9]:

P (Xn = xn|X1 = x1, X2 = x2, ..., Xn−1 = xn−1) = P (Xn = xn|Xn−1 = xn−1)
(67)

Intuitively, the Markov property means that the probability of transitioning
to the next state is only dependent on the current state and not on the states
before.

Definition 4.2. A Markov chain is called irreducible if any state j can be
reached in a countable number of steps starting from any other state i in the
Markov chain.

Definition 4.3. A state of a Markov chain is called periodic if starting from
the state implies that it will return in a fixed number of time steps greater
than one. A Markov chain is called aperiodic if it has no periodic states.
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Definition 4.4. The stationary distribution π of a Markov Chain is defined
as the probability distribution of the states of the Markov chain, for which
it satisfies:

πP = π (68)

Where P is a matrix of transition probabilities, with entries pij = P (Xj =
j|Xi = i), corresponding to the i’th row and j’th column.

The stationary distribution will be crucial for the MCMC method, but first
we will need to answer whether a stationary distribution exists for a Markov
chain.

Theorem 4.1. If a Markov Chain is irreducible and aperiodic then it has a
stationary distribution.

Proof. This theorem is often referred to as the ergodicity theorem and a
proof of this can be found in [Stirzaker; 2005:p.141], but it uses some slightly
different notations.

4.1.2 Markov Chain Monte Carlo: The Metropolis algorithm

After defining what a Markov chain is, we will now continue to the second
part of Markov Chain Monte Carlo methods, namely Monte Carlo methods.
There really isn’t a precise definition of what a Monte Carlo method is, only
the specific methods. In a broad sense however we can describe a Monte Carlo
method as a method which involves sampling from a probability distribution,
defined on some domain that the problem is defined over. Some sort of
calculation is then done on each of these samples and the results are then
combined to give the output.

One of the most basic Monte Carlo methods is independence Monte Carlo,
which can be used to calculate the value of an integral

∫
Ω
f(x)dx, assuming

the integral exists and is defined over some domain Ω. Then the algorithm
takes the following form:

Independence Monte Carlo Algorithm

(i) Express the function f(x) as a product of a density function p(x) and
another function h(x), ie f(x) = p(x)h(x).
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(ii) Draw n independent samples from the probability distribution p(x).

(iii) The integral can then be approximated as:∫
Ω

f(x) =
1

n
(h(x1) + ...+ h(xn)) (69)

where the samples are denoted as x1, ..., xn

The Markov Chain Monte Carlo method uses the steps of a Markov chain to
generate points, like in a Monte Carlo method, whose distribution represents
the stationary distribution of a Markov chain. To implement this there are
several approaches, but here we will focus on the random walk Metropolis
algorithm, which can be found in [Zwanzig, Mahjani;2020:p.41].

Random Walk Metropolis Algorithm Given a state x(t)

(i) Draw ε from a symmetric uniform distribution with scaling parameter
a, ie ε ∼ U(−a, a).

(ii) Set y = x(t) + ε

(iii) Draw u ∼ U(0, 1). Update the state x(t+1) to y if u ≤ min(1, π(y)

π(x(t))
),

and set x(t+1) = x(t) otherwise.

(iv) Repeat from the beginning if the sample size is less than the desired
amount.

4.1.3 Burn-in time

Since it will take some time before the Markov Chain Monte Carlo converges
towards its stationary distribution, the samples before the Markov chain
converges should be excluded in the sample. The time before it approaches
the true distribution is known as the burn-in time. To determine this time
we can use several different start values and determine when the iterations
starting from each value has approached each other.

The following code demonstrates an implementation of burn-in time.

#Demonstrate burn-in times

#Create samples
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Figure 1: The standard normal represented by the red line and the sample
distribution, the black line, where the sample is generated by a MCMC-
implementation from the standard normal distribution. As can be clearly
seen, the sample distribution closely resambles that of the standard normal
distribution.

sample1<-MCMC1(5, 0.25, 1000)

sample2<-MCMC1(0, 0.25, 1000)

sample3<-MCMC1(-5,0.25, 1000)

#List the number of iterations

iteration<-1:1000

plot(iteration,sample1, type="l", col="red",

main="Plot to demonstrate Burn-in time", ylab = "Value")

lines(iteration, sample2, col="blue")

lines(iteration,sample3, col="green")
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MCMC1<-function(initialSeed, a, N )

{

#The purpose of this function is to demonstrate the burn-in time

#Create a vector for the sample

sample<-rep(NA,N)

#Set the first value equal to the initial seed

sample[1]<-initialSeed

#Set x as the current value for x^t

x<-sample[1]

#Start the Markov Chain run

for (i in 2:N)

{

#Set the new, possible value for y

sample[i]<- x+a*runif(1,min = -1, max=1)

#Calcuate the probabilty of acceptance

acceptanceRate<-min(1, exp(0.5*(x^2-sample[i]^2)))

#If a random number drawn from the uniform distr. is less than acceptanceRate

if(runif(n=1, min=0,max = 1)<acceptanceRate)

{

#Then accept the new state

x<-sample[i]

} else {

#Otherwise reject the new state

sample[i]<-x

}

}

#Return the MCMC run

return(sample)

}

4.1.4 Simulated annealing

Simulated annealing is a general method in optimization theory whose pur-
pose is to avoid an algorithm getting stuck at a local optimum and be able
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Figure 2: A plot showing how to visually determine the burn-in time. Note
that after about 300 iterations the curves have approached each other re-
gardless of where they started at.

to explore more of the solution space before it settles. The name ”simulated
annealing” comes from the process of annealing in the field of metallurgy.
Annealing works by initially heating the metal to a high temperature and
then slowly decreasing it in order to increase the crystallization in the metal.
The word ”simulated” stems from that we are seeking to mimic this process.
In the random walk Metropolis-Hastings algorithm this can be implemented
as a variable scaling parameter, which gradually decreases over time. At the
start of the run it will accept larger jumps but over time it should reject
a higher proportion of the large runs and tend to only accept values that
are closer to the true value. The advantage of using simulated annealing is
that it can quickly find the approximate distribution like choosing a large
scaling parameter, but is able to get a better estimate over time as the size
of the jumps decrease, like choosing a smaller scaling parameter, but without
the drawback of taking a large number of steps before it has approached its
limiting distribution. In short, it combines the best of two worlds in terms
of the scaling parameter.
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In this implementation it is implemented in terms of the scaling parameter a.
At the start a is initially very large, so large jumps are likely to occur. In each
turn this is decreased by a very little however, which means that the possible
jumps will become smaller for each iteration until it reaches some minimum
value, that we choose for the algorithm. In most cases however there is no
optimal way of deciding the scaling parameter’s initial or final value and
must be chosen with some experimentation. In the same manner there is
no optimal rate at which to decrease the parameter. Some implementations
decrease it in every iteration by the same amount, others decrease it initially
by a lot and then slightly less each time, while some only decrease it every
100th or every 1000th iteration.

For the implementation that is used in this implementation the scaling pa-
rameter

Theorem 4.2. A Markov Chain Monte Carlo method with simulated an-
nealing, implemented in such a way that simulated annealing is only active
for an initial period is still a Markov chain.

Proof. Since a Markov Chain Monte Carlo(denoted as MCMC) implementa-
tion presupposes that there are no absorbing states, and that the resulting
distribution is the same as that of the stationary distribution, if the simu-
lated annealing is only active for a set amount of time, the state of the system
after this time can be taken as an initial condition for the Markov chain, and
must approach the same stationary distribution after this initial state as a
Markov Chain that started from another state.

The scaling parameter is decreased from an initial value amax until it reaches
a minimum value amin. When amax ≤ a ≤ amax the values are updated by
the recursive relation:

ai+1 := ai − c

for an annealing parameter c, which is set to a suitable value, such as calcu-
lating it from the desired number of annealing steps n:

c =
amax − amin

n
(70)
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An implementation of simulated annealing in R is given below.

#####################################################################

MCMC2<-function(initialSeed, aMin, aMax, N )

{

#The purpose of this function is to demonstrate simulated annealing

#aMax is the initial value for the scaling parameter

#aMin is the final value for the scaling parameter

#Create a step size that is 0.5% of the distance between aMin and aMax

stepSize<-abs(aMax-aMin)*0.005

#Create a vector for the sample

sample<-rep(NA,N)

#Set the first value equal to the initial seed

sample[1]<-initialSeed

#Set x as the current value for x^t

x<-sample[1]

#Start the Markov Chain run

for (i in 2:N)

{

#Set the new, possible value for y

sample[i]<- x+aMax*runif(1,min = -1, max=1)

#Calcuate the probabilty of acceptance

acceptanceRate<-min(1, exp(0.5*(x^2-sample[i]^2)))

#If a random number drawn from the uniform distr. is less than acceptanceRate

if(runif(n=1, min=0,max = 1)<acceptanceRate)

{

#Then accept the new state

x<-sample[i]

} else {

#Otherwise reject the new state

sample[i]<-x

}
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#Lower the scaling parameter a by 0.5%

#if it is greater than the lower limit

if(aMax>aMin)

{

aMax<-aMax-stepSize

}

}

#Return the MCMC run

return(sample)

}

#Demonstrate simulated annealing after burn-in time

#Create samples

sample1<-MCMC2(10, 0.1, 10, 1000)

sample2<-MCMC2(10, 10, 10, 1000)

sample3<-MCMC2(10, 0.1,0.1, 1000)

#List the number of iterations

iteration<-1:1000

#Plot the results

plot(iteration,sample1, type="l", col="red",

main="Plot to demonstrate the effect of simulated annealing",

ylab = "Value")

lines(iteration, sample2, col="blue")

lines(iteration, sample3, col="green")

4.1.5 Thinning

Since the iterates of a Markov Chain Monte Carlo run will be highly corre-
lated to the previous value and values, this dependence should be decreased
as much as possible. To remedy this we can use a method known as thinning,
where we randomly remove iterates to lessen the dependence structure of the
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Figure 3: A plot of the MCMC-generated sample that shows the advantages
of simulated annealing. Even though all of the lines started at the same
value, the green one which has a very low step size is very slow to converge,
while the blue one is incredibly fast to approach the true value but will have
trouble converging over the long term. The red line uses simulated annealing
to quickly search the solution space, but over time it stabilizes greatly.

sample.

To study the dependence structure of the sample we can study the autocor-
relation graphs below, before and after thinning.

Below is an implementation of thinning, after using burn-in time as well as
simulated annealing:

#####################################################################

#Demonstrates thinning with burn-in time and simulated annealing

MCMC3<-function()

{

#Set the parameter values
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numberIterates<-20000

initialSeed<-10

aMin<-0.5

aMax<-10

#The burn-in values

burn<-200

#How many values we need with the burn in

neededNumber<-numberIterates+burn

#Thinning parameter

thinning<-0.6 #What part of all values we wish to remove

#Calculate how many iterates we need to have in order to still have as many

#values as we needed, then we mutiply this by 2

neededNumber<-2*neededNumber/(1-thinning)

#Create samples

sample1<-MCMC(initialSeed, aMin, aMax, neededNumber)

#List the number of iterations

iteration<-1:numberIterates

#Apply thinning with replacement from the other chains

thinnedSample<-rep(NA, numberIterates)

thinnedCount<-1 #Counter variable

for (i in 1:neededNumber)

{

if(runif(1,0,1)>thinning){

#if the value should be kept then add it to the thinned sample

thinnedSample[thinnedCount]<-sample1[burn+i]

#add 1 to the current index of thinned count

thinnedCount<-thinnedCount+1

}

}

#Plot the thinned with replacement line

plot(iteration,thinnedSample[1:numberIterates], type="l", col="blue",
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main="Plot to demonstrate the effect of thinning",

ylab = "Value")

lines(iteration, sample1[(burn+1):(burn+length(iteration))], col="red")

#Plot the autocorrelation

acf(sample1,lag.max = 50, main="Autocorrelation of sample")

acf(thinnedSample[1:numberIterates],lag.max = 50,

main="Autocorrelation of thinned sample")

#Create a plot of the MCMC approximation of a standard normal

hist(thinnedSample[1:numberIterates],breaks = 100, freq = F,

main="Histogram of MCMC approximation of Normal density",xlab = "Value")

curve(dnorm(x, mean=0, sd=1), col="darkblue", lwd=2, add=TRUE, yaxt="n")

return(thinnedSample[1:numberIterates])

}

MCMC<-function(initialSeed, aMin, aMax, N )

{

#The purpose of this function is to demonstrate simulated annealing

#Create a step size that is 0.5% of the distance between aMin and aMax

stepSize<-abs(aMax-aMin)*0.005

#Create a vector for the sample

sample<-rep(NA,N)

#Set the first value equal to the initial seed

sample[1]<-initialSeed

#Set x as the current value for x^t

x<-sample[1]

#Start the Markov Chain run

for (i in 2:N)

{
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#Set the new, possible value for y

sample[i]<- x+aMax*runif(1,min = -1, max=1)

#Calculate the probabilty of acceptance

acceptanceRate<-min(1, exp(0.5*(x^2-sample[i]^2)))

#If a random number drawn from the uniform distr. is less than acceptanceRate

if(runif(n=1, min=0,max = 1)<acceptanceRate)

{

#Then accept the new state

x<-sample[i]

} else {

#Otherwise reject the new state

sample[i]<-x

}

#Lower the scaling parameter a by 0.5%

#if it is greater than the lower limit

if(aMax>aMin)

{

aMax<-aMax-stepSize

}

}

#Return the MCMC run

return(sample)

}

4.2 Approximate Bayesian Computation

The Approximate Bayesian Computation or ABC-method is intricately linked
with Bayesian statistics through the formula:

P (θ|X) =
f(X|θ)π(θ)

P (X)
(71)

The main idea is to generate a parameter θ from the prior distribution and
then use this to generate new data X ′. If this data is approximately similar
to the given data, then this value of θ is accepted and otherwise it is rejected.
This is repeated until some condition is fulfilled. Here we will present two
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Figure 4: This autocorrelation graph shows that each sample is highly de-
pendent on the ones before.

Figure 5: An autocorrelation graph of the same sample as before but after
thinning. As can be seen its dependece is greatly lowered.
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algorithms for the ABC-method, which can be found in [Zwanzig, Mahjani;
2020:p.54]. We start with the basic ABC method:

The Basic ABC Method First, we are given a data X, which is from a
model M with the unknown parameter θ that we which to approximate.

(i) Generate a new parameter θ′ from the prior distribution π(·).

(ii) Generate new data X ′ from the model M, with the parameter θ′ and
determine whether the models are approximately the same.

(iii) If the new data is similar enough to the original data, then θ′ is saved,
otherwise we do nothing in this step.

(iv) Repeat the entire process from step i) until it meets some condition.

To determine whether the data X ′ is similar to the original data X we need
to introduce some sort of metric, for instance one popular choice is the sum
square distance between each pair of points. And also a way of determining
whether the generated data is similar to the original data. One choice for
doing this is to use sufficient statistics to compare the samples. The ABC
method with sufficient statistics is presented below.

The ABC Method with Sufficient Statistics Assume that we are given
a set of sufficient statistics S = (S1, ..., Sn) for a given model M and data X,
generated from a parameter θ.

(i) Generate a new parameter θ′ from the prior distribution π(·).

(ii) Generate new data X ′ from the model M, with the parameter θ′ and
compute the sufficient statistics S ′ of the new sample.

(iii) Calculate the metric distance d(·, ·) between S and S’ and if it is less
than some threshold ε, θ′ is accepted.

(iv) Repeat the entire process from step i) until it meets some condition.

In the ABC method that was implemented and presented in this paper the
ABC method with sufficient statistics was the method chosen. Note that
the sufficicent statistics T (Y ) for the Normal Linear Model are T (Y ) =
(YTY,XTY) [Liero, Zwanzig; 2012:p.207].
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5 Implementing the algorithms in R

In this section we will implement some of the methods that were introduced
earlier in the R programming language. Only select parts of the algorithms
will be presented in this chapter. The full R-code can be found in the Ap-
pendix.

5.1 Generating the data

The data that is used here is generated from the equation:

yi = β0 + xiβ1 + εi (72)

We set the parameter β0 to be known to be exactly 0 and choose the value for
β1 = 2. Furthermore, since we know that εi ∼ N(0, σ2), for values i = 1, ..., N
where N is the sample size. In this case the data for xi are sampled uniformly
over an interval, and εi are sampled from the specified normal distribution
where the variance σ2 is chosen to be equal to 10. Such a large value of the
variance was chosen to make the simulations slightly more interesting, since
choosing a smaller one results in slightly too good distributions.

From knowing the true values of the parameters β1 and σ, we can then
calculate the corresponding value of the values of yi. Note that we assume
that there are no errors in variables in this model, so that the value of the
xi’s can be known exactly.

To make the numerical simulations reproducible the initial seed for the pseu-
dorandom number generator was explicitly set to 0.

#A Markov Chain Monte Carlo approximation to the parameters

#beta and sigma^2 of a Normal Linear Model

#Start by simulating some data

#Set the true beta,

beta=2

#sigma(variance, not the sd!)

sigma=10

#Number of data points, we here test N=20, N=100, N=1000 in different runs
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N=20

#Randomly draw number between 0 and 10

X<-runif(n=N, min=0, max=100)

#Calculate the y-values, note that the true beta was 2

Y<-beta*X+rnorm(N, mean=0, sd=sqrt(sigma)) #Y=beta*X+epsilon

5.2 The MCMC method

This part of the code is simply a function which implements the random walk
Metropolis algorithm that was given in section 4.1.2. As input the Markov
Chain Monte Carlo algorithm takes the current estimate of β and σ2, vectors
which contain the generated values of X and the corresponding values in Y .
Since simulated annealing is used, the algorithm also uses the current value
of the scaling parameter a.

The probability in this implementation is calculated by using a function called
”Posterior”, which calculates the logarithm of the posterior probabilities of
the suggested new values of β and σ2 as well as the earlier values of these
parameters. Because of the fact that these values of the probabilities are
the logarithms of the probabilities, the quotient that is introduced in section
4.1.2 is replaced by the difference between these terms. The reason for this
is computational; since these probabilities can be very small and multiplying
two very small numbers can be affected by the computer’s ability to represent
such small values. Therefore it can be more reliable to calculate the difference
of the logarithms and then finally raising this sum by the corresponding
exponent.

#The Markov Chain Monte Carlo Method

MCMC<-function(betaOld,sigmaOld, X, Y, a)

{

#The purpose of this function is to demonstrate

#simulated annealing

#The new possible value

#beta_new = beta + a*epsilon,

#where epsilon is sampled from uniform distr

betaNew<-betaOld+a*runif(n=1,min = -1, max=1)
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#sigma_new = sigma_new + a*epsilon,

#where epsilon is sampled from uniform distr

sigmaNew<-sigmaOld+a*runif(n=1,min = -1, max=1)

#Probability = exp(log(Posterior_prob(new values))

-log(Posterior prob(old values)))

probability=exp(Posterior(c(betaNew,sigmaNew),X,Y)

-Posterior(c(betaOld,sigmaOld),X,Y))

###########################################

#Calculate the probability of acceptance

#from likelihood with old and new

acceptanceRate<-min(1, probability, na.rm = TRUE)

#If a random number drawn from the uniform distr.

#is less than acceptanceRate

if(runif(n=1, min=0,max = 1)<acceptanceRate)

{

#Then accept the new state

return(c(betaNew,sigmaNew))

} else {

#Otherwise reject the new state

return(c(betaOld,sigmaOld))

}

}

5.3 Calculating the logarithm of the probabilities of
the posterior distribution

Now we introduce the function that was called by the MCMC-implementation
that returns the logarithm of the probabilities of the posterior distribution.
The posterior distribution is here divided into several different functions to
make it easier when using different prior distributions and to make it slightly
easier to understand.

The posterior distribution in turn depends on two other functions repre-
senting the loglikelihood of the observations as well as the logarithm of the
prior distribution. Note that since both the likelihood function and the prior
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function returns the logarithms of their respective probabilities so the mul-
tiplications become summations.

#The log-likelihood function that we wish to optimize

Likelihood<-function(parameters,X,Y){

#The parameter input:

beta<-parameters[1]

sigma<-parameters[2]

loglikelihoods<-dnorm(Y, mean = beta*X, sd=sigma,log = TRUE)

sumlogL=sum(loglikelihoods)

return(sumlogL)

}

#Calculate the log-posterior function

Posterior<-function(parameters,X,Y){

return(Likelihood(parameters,X,Y)+Prior(parameters))

}

5.4 The priors

Depending on the type of prior probability that is used, different prior func-
tions must be used. Here Laplace’s prior, a conjugate prior and Jeffreys prior
will be used and the derivation of the conjugate priors and Jeffreys prior can
be found in section 3.

Note that calculating the prior probabilities from the normal-inverse-gamma
distribution is implemented as a separate function as R does not contain an
implementation of it in its standard library. Each function also contains a
guess of the model parameters that are to be estimated.

##############################################################

#Laplace's prior

#Calculate the priors of the given parameters, log-function

Prior<-function(parameters){

#The input parameters

beta=parameters[1]
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sigma=parameters[2]

#The log probability functions

betaPrior=dunif(beta, min = 0, max=3, log=TRUE)

sigmaPrior=dunif(sigma, 5, 15,log=TRUE)

return(betaPrior+sigmaPrior)

}

##############################################################

#Calculate the priors of the Normal-Inverse-Gamma distribution

#(the conugate prior)

Prior<-function(parameters, X,Y){

#The input parameters

beta=parameters[1]

sigma=parameters[2]

#The log probability functions

betaPrior=dunif(beta, min = 0, max=3, log=TRUE)

sigmaPrior=dunif(sigma, 5, 15,log=TRUE)

#Note that the normal-inverse-gamma is a 2d prob. density function

a0=1

b0=10

mu0=30

sigmaGuess=100

return(log(pnorminvgamma(beta, sigma, mu0,sigmaGuess, a0, b0)))

}

#Calculate the probability of a normal-inv-gamma distribution

#for a point beta, sigma^2

pnorminvgamma<-function(beta, sigma2, mu, V, a, b)

{

prob<-b^a/((2*pi)^(1/2)*sqrt(V)*gamma(a))*

(1/sigma2)^(a+1/2+1)*exp(-(1/sigma2)

*(b+(1/2)*(beta-mu)*(1/V)*(beta-mu)))

return(prob)

}

40



Prior<-function(parameters, X,Y){

#The input parameters

beta=parameters[1]

sigma=parameters[2]

#The Jeffreys prior

return(log(1/(sigma^2)))

}

5.5 Implementing burn-in time, simulated annealing
and thinning

To determine the burn-in time of this model it is run twice with different
initial values and their respective plots of β and variance σ2 are compared to
determine when they approach the same values. The burn-in time was then
chosen based on this with some margin to be 5000.

The initial value of the scaling parameter, aMax was chosen to be 10, and is
then decreased by 0.001 until it reaches its minimum value, aMin, 0.5. This
is then used as a way of varying the acceptance rate to implement simulated
annealing.

In this implementation we use a while-loop to implement the burn-in time,
and the values for this are kept separate in this loop from the values that
we will be using for the actual sampling. After the burn-in period, the last
values from this is used as the initial values for the actual sample. After that
we will use another while-loop to determine whether the sample has achieved
its desired size, here given as ”numberIterates¡-10000”.

The need to use a while loop here is given by the way that thinning is
implemented. A sample from the MCMC algorithm is only kept if a random
number generated from a uniform distribution between 0 and 1 is less than
the probability of thinning. If a value is not to be kept for the sample, it is
still temporarily used as a current position of the MCMC algorithm and the
loop continues on until the sample has the desired size.

initialSeed<-10
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aMin<-0.5 #The lowest annealing value

aMax<-10 #The highest(start) annealing value

burn<-5000 #The number of burn-in values

#Thinning parameter

thinning<-0.5 #What part of all values we wish to remove

#Setup the start annealing value a

a<-aMax

#The burn-in period

while(current<=burn){

temp<-MCMC(sampleBeta[current-1],sampleSigma[current-1],X,Y,a)

sampleBeta[current]<-temp[1]

sampleSigma[current]<-temp[2]

#Decrease a by 0.001 until it reaches its minimum value

#for annealing

if(a>aMin){

a<-(a-0.001)

}

}

#Initialize the first value to be the last from

#the burn-in period

sample1Beta[1]<-sampleBeta[burn]

sample1Sigma[1]<-sampleSigma[burn]

#The MCMC-run

while(counter<=numberIterates){

temp<-MCMC(currentBeta,currentSigma,X,Y,a)

#Decrease a by 0.001, for the last simulated annealing

if(a>aMin){

a<-(a-0.001)

}

#Apply thinning

if(runif(n=1, min = 0, max=1)<thinning){
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#Save value, or rather don't remove it

sample1Beta[counter]<-currentBeta

sample1Sigma[counter]<-currentSigma

}

}

#Return sample

return(data.frame(Beta=sample1Beta, Sigma=sample1Sigma))

}

5.6 Implementing the ABC algorithm

5.6.1 ABC sample of the posterior distribution using a Laplace’s
prior

This program implements an ABC-method with a Laplace’s prior. It starts
by generating data in the same way as was done in section 5.1.

The sufficient statistics s1 =
∑
Y · Y and s2 =

∑
X · Y of the sample are

then calculated and used to determine whether the generated sample is close
to the model with respect to the sufficient statistics that were chosen. These
sufficient statistics were chosen since they are very fast to calculate as vector
multiplications and sums,

The Laplace’s prior is used in the sense that the new sample is generated
from a uniform distribution of each variable.

Note that for this implementation the threshold ε was chosen at random, but
can be adjusted for specific implementations. Apart from this it should also
be mentioned that using the sum of the squared differences is one metric to
compare the suggested values against the threshold parameter, but there was
no real motivation of using it rather than another here.

#ABC method for linear regression

ABC_uniform<-function()

{

#Start by simulating some data

#Set the true beta, sigma(variance)

beta=2
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sigma=10

#Number of data points

N=20

#Randomly draw number between 0 and 10

X<-runif(n=N, min=0, max=100)

#Calculate the y-values, note that the true beta was 2

#############y=x*beta+epsilon

Y<-beta*X+rnorm(N, mean=0, sd=sqrt(sigma)

#Estimate the mean and variance of the original sample

s1=sum(Y*Y)

s2=sum(X*Y)

#Create the samples

while(currentIndex<=sampleSize)

{

#sample from the prior distributions

betaTest<-runif(n=1,min = -1, max=1)

sigmaTest<-runif(n=1,min=15, max=25)

#Generate new data

#y_new= beta_new*x+epsilon_new

Ynew<-betaTest*X+rnorm(N, mean=0, sd=sigmaTest)

#Calculate the new statistics

newS1<-sum(Ynew*Ynew)

newS2<-sum(X*Ynew)

#Define an error tolerance as 10% of the sum of the squares

epsilon<-0.1*sqrt(s1^2+s2^2)

#If the new statistics are close enough to the old ones,

#then accept the new beta and sigma

###sqrt((sum(Y*Y)-sum(Y_new*Y_new))^2

###+(sum(X*Y)-sum(X*Y_new))^2)<error tolerance
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if(sqrt((s1-newS1)^2+(s2-newS2)^2)<epsilon)

{

betaSample[currentIndex]<-betaTest

sigmaSample[currentIndex]<-sigmaTest

#Increase the current index by 1

currentIndex<-currentIndex+1

}

}

return(data.frame(Beta=betaSample, Sigma=sigmaSample))

}

5.6.2 ABC sample of the posterior distribution using a normal-
inverse-gamma prior

Here an ABC-algorithm is implemented with a normal-inverse-gamma prior.
The only difference however from before is that the new sample is generated
from a normal-inverse-gamma distribution.

These differences are shown below. The full code can be found in the Ap-
pendix.

#ABC method for linear regression

ABC_nig<-function()

{

# (...)

#Create the samples

while(currentIndex<=sampleSize)

{

#sample from the prior distributions

theta<-rnorminvgamma(2,10,1,100)

betaTest<-theta[1]

sigmaTest<-theta[2]

# (...)

}
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}

#Sample from Normal-Inverse-Gamma

rnorminvgamma<-function(mu,lambda,alpha,beta){

#Sample variance from inv-gamma

sigma<-rinvgamma(1, alpha, beta)

#Use the sampled variance as the var to sample beta

beta<-rnorm(1, mu, sqrt(sigma/lambda))

return(c(beta,sigma))

}
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6 Using the R-implementations to sample from

the posterior distribution

In this section we will present the distributions of the samples from some
posterior distributions by using the implementations that were presented in
section 5 with several different other parameters. The general linear normal
model is given as:

Y = α + Xβ + ε (73)

With ε ∼ N(0, σ2). The parameters that were studied in this section are
denoted as β and σ2, where β can be thought of as the slope coefficient in
the case of a low dimensional line and σ2 is the variance of the errors. In the
implementations used here however, α is assumed to be known to be 0, and
is not a parameter. The reason for not treating α as a parameter is to reduce
the number of plotted parameters. It can however be treated as another
parameter in the generalized cased by creating a vector an m-dimensional
vector β = (β0, β1, ..., βn and the values of x are an (m+ 1)× n-dimensional
matrix, with 1’s in the first row. This model then becomes:

Y = Xβ + ε (74)

Here we will not be making an algorithmic analysis of the estimated time
to run the algorithms or their complexities even if that may be beneficial
to determine how the intrinsic parameters of the computational methods
themselves affect the outcomes as well as the time complexities.

The density plots presented in this section are generated by R’s density
function with a Gaussian Kernel Density Estimator and the bandwidth is
automatically set by using Scott’s rule.

The R-codes for the algorithms can be found in the Appendix.
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6.1 Sampling with Markov Chain Monte Carlo meth-
ods

6.1.1 MCMC sampling with Laplace’s prior

First we will implement MCMC sampling with Laplace’s prior as the prior
distribution. We will investigate three different uniform prior distributions
for β and σ2:

(i) β1 ∼ Uniform(0, 3), σ2
1 ∼ Uniform(5, 15)

(ii) β2 ∼ Uniform(0, 50), σ2
2 ∼ Uniform(1, 51)

(iii) β3 ∼ Uniform(−1, 1), σ2
3 ∼ Uniform(15, 25)

The first prior distributions are placed somewhat close to the true value of
βtrue and σ2

true. Sampling from this distribution is shown in Figure 6 and 7.
From these graphs it can be seen that as the number of observations increase
the posteriors get more and more centered around the true values of each
variable. This occurs because as the number of observations increase, the
likelihood becomes increasingly important.

The second prior investigates the effect of what happens when the length
of the uniform interval increases but it still contains the true values of the
parameters. The results of this can be seen in Figures 8 and 9, which are
very similar to the plots in Figures 6 and 7. As it turns out, increasing the
size of the interval has very little effect on the sample distributions, after
the burn-in period has been removed. Therefore if we are using a Laplace’s
prior for an MCMC method we can use a quite big interval of possible values,
especially if we are also using simulated annealing since it can enable us to
more quickly search the domain for the optimal parameters.

Finally, the third prior investigates a situation when the true values of the
parameters are not contained by the respective intervals. As can be seen from
Figure 10 and 11, this results in posterior distributions that do not contain
the true values in question and increasing the number of observations has a
very small effect on improving the distributions. It is not strange that they
give some very bad densities since the uniform distribution is 0 everywhere
outside the interval, so the posterior distribution must be 0 at these values as
well. Whenever a MCMC implementation gives the kind of graph as in Figure
10, the algorithm should probably be rerun with a bigger interval.
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Figure 6: A histogram of the MCMC-generated sample of size 10, 000 for the
coefficient β.

Figure 7: A histogram of the MCMC-generated sample of size 10, 000 for the
variance σ2.
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Figure 8: A histogram of the MCMC-generated sample of size 10, 000 for the
coefficient β.

Figure 9: A histogram of the MCMC-generated sample of size 10, 000 for the
variance σ2.
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Figure 10: A histogram of the MCMC-generated sample of size 10, 000 for
the coefficient β.

Figure 11: A histogram of the MCMC-generated sample of size 10, 000 for
the variance σ2.
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6.1.2 MCMC-sampling with a normal-inverse-gamma prior

In this subsection we will instead study the posterior distributions of the
parameters β and σ2, when the priors belong to a family of normal-inverse-
gamma distributions. These prior distributions are:

(i) (β1, σ
2
1) ∼ NIG(2, 10, 1, 100)

(ii) (β2, σ
2
2) ∼ NIG(5, 25, 1, 100)

(iii) (β3, σ
2
3) ∼ NIG(30, 100, 1, 10)

The posterior distribution resulting from i is chosen to be close to the true
parameters. ii is chosen to be further from the true values and finally iii is
supposed to have a very low probability near the true values.

The posterior distributions resulting from these priors are plotted in Figures
12 to 17. From these figures it can be seen that regardless of the parameters
for the normal-inverse-gamma, the distributions are in general very close to
the true values βtrue = 2 and σ2

true = 10. What is also important to note is
that unlike for Laplace’s prior, increasing the number of observations does
not give a much more centered posterior distribution around the true value
of the parameters. This is likely due to the fact that choosing a normal-
inverse-gamma distribution for the prior is more dense around certain values
than others, unlike the uniform distribution which is equiprobable over all
values in the interval over which it is defined.
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Figure 12: A histogram of the MCMC-generated sample of size 10, 000 for
the coefficient β.

Figure 13: A histogram of the MCMC-generated sample of size 10, 000 for
the variance σ2.
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Figure 14: A histogram of the MCMC-generated sample of size 10, 000 for
the coefficient β.

Figure 15: A histogram of the MCMC-generated sample of size 10, 000 for
the variance σ2.
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Figure 16: A histogram of the MCMC-generated sample of size 10, 000 for
the coefficient β.

Figure 17: A histogram of the MCMC-generated sample of size 10, 000 for
the variance σ2.
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6.1.3 MCMC-sampling with Jeffreys Prior

In this section the MCMC-sampling will be done by implementing a Jeffreys
prior as the prior distribution. Recall from section 3.3 that Jeffreys prior for
the normal linear regression Model is given as:

π(θ) =
1

σ2
(75)

where θ = (β, σ2). Implementing this as the prior distribution gives us the
prior distributions in Figure 18 and 19.

The plots of β and σ2 resembles that of the normal-inverse-gamma distribu-
tion that was chosen with the worst of the parameters, and its resemblance
to a normal-inverse-gamma may reflect that its theoretical posterior distri-
bution is also a normal-inverse-gamma distribution.
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Figure 18: A histogram of the MCMC-generated sample of size 10, 000 for
the coefficient β.

Figure 19: A histogram of the MCMC-generated sample of size 10, 000 for
the variance σ2.
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6.2 Sampling with Approximate Bayesian Computa-
tions

In this section we will do some sampling by using the approximate Bayesian
computation method with sufficient statistics. Some of the parameters from
earlier were not possible to use however since the execution time of the
algorithm increases as the number of possible values to sample from in-
crease.

6.2.1 ABC-sampling with Laplace’s prior

Like for the MCMC algorithm we will first investigate what happens when the
prior is a Laplace’s prior. The priors that were investigated here were:

(i) β1 ∼ Uniform(0, 3), σ2
1 ∼ Uniform(5, 15)

(ii) β2 ∼ Uniform(0, 50), σ2
2 ∼ Uniform(1, 51)

(iii) β3 ∼ Uniform(−1, 1), σ2
3 ∼ Uniform(15, 25)

Only posterior distributions i and ii were possible to sample from, since
sampling from values that do not contain the true value may take a very
long time or the sampled values may not be acceptable depending on the
error tolerance of the sufficient statistics. It should also be mentioned that
using larger intervals for β and σ2 to sample from, as in ii compared to i,
takes a lot more time, assuming that the error tolerance for the sufficient
statistics is kept constant. The sample posterior distributions of β and σ2

are shown in Figures 20 to 23.

In a similar manner as for the MCMC method, increasing the number of
observations centers the posterior distribution for β more closely around the
true value, indicating consistency. Unlike for the MCMC-algorithm however,
the σ2 here does not necessarily follow the same pattern as β, and does
not become significantly better when the number of observations increase or
when the interval is smaller.

The distributions of the parameters β and variance σ2 seem almost uniform
over either the interval for which they are defined or a smaller subset of this
interval.
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Figure 20: A histogram of the ABC-generated sample of size 1,000 for the
coefficient β.

Figure 21: A histogram of the ABC-generated sample of size 1,000 for the
variance σ2.
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Figure 22: A histogram of the ABC-generated sample of size 1,000 for the
coefficient β.

Figure 23: A histogram of the ABC-generated sample of size 1,000 for the
variance σ2.
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6.2.2 ABC-sampling with Normal-Inverse-Gamma Priors

Here we will attempt to sample from the posterior distribution of the follow-
ing Normal-Inverse-Gamma Priors:

(i) (β1, σ
2
1) ∼ NIG(2, 10, 1, 100)

(ii) (β2, σ
2
2) ∼ NIG(5, 25, 1, 100)

(iii) (β3, σ
2
3) ∼ NIG(30, 100, 1, 10)

Samples could be generated from prior i and prior ii but not from prior iii.
This supports the fact that the true value of the parameter must be somewhat
close to the true value. The results of the sampling with priors i and ii can
be found in the plots below.

For β the posterior distribution becomes more centered and less spread out
as the number of observations increase, which indicates that the method
is consistent. For the variance σ2 the variance seems to be somewhat more
centered toward its true value 10, but it is still quite spread out. One possible
explanation for this is that the choice of the parameters for the inverse-gamma
distribution were very far from the true values.
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Figure 24: A histogram of the ABC-generated sample for the slope coefficient
β.

Figure 25: A histogram of the ABC-generated sample of size 1,000 for the
variance σ2.
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Figure 26: A histogram of the ABC-generated sample for the slope coefficient
β.

Figure 27: A histogram of the ABC-generated sample of size 1,000 for the
variance σ2.
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6.3 Closing Remarks

As can be seen from these simulations, both the ABC-method and Markov
Chain Monte Carlo-methods can be used for sampling from the posterior
distributions of β and σ2 with a variety of prior distributions.

From the figures in this section however it can be seen that for a small
number of observations it is beneficial to use a non-Laplacian prior since it
may give a posterior distribution which is more dense near the true value.
In our implementation Jeffreys prior worked almost as well as the normal-
inverse-gamma distributions with well-chosen parameters, so that makes a
good argument for using Jeffreys prior over general normal-inverse-gamma
distributions.

The MCMC implementations also tend to get more jagged, with isolated
peaks, as the density function gets more dense near the true value and this
is likely due to the size of the final value of the scaling parameter. As the
density function gets more dense, it will get more likely to reject a larger
proportion of the new values, thus resulting in the isolated peaks.

The big difference in using the MCMC method and the ABC method, is that
since the ABC method uses sampling to determine the parameters β and
σ2, making a poor choice for the prior distribution can make the algorithm
unable to yield any result. Sampling can also be a highly time-consuming
process and can make the ABC-method unfeasible for implementation. The
advantage however is that the algorithm is easy to run on parallel processors
where each core only handles a part of the total number of samples, and this
may make the time to run the algorithm only 1

k
of the original time, where

k is the total number of CPU cores.

Some Statisticians have very strong, devout beliefs about whether to use
Bayesian Statistics at all, but no matter the opinion when applied correctly,
Bayesian statistics can be extremely useful and with the aid of modern com-
puters, the models that they generate can easily be explored.
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8 Appendix

8.1 R-codes

8.1.1 MCMC sample of the posterior distribution using a Laplace’s
prior:

This implementation of a Markov Chain Monte Carlo algorithm generates a
sample from the posterior distribution by using a Laplace’s prior:

#####################################################################

#Demonstrates thinning with burn-in time and simulated annealing

MCMC_Uniform<-function()

{

#A Markov Chain Monte Carlo approximation to the parameters beta and sigma^2

#of a Normal Linear Model

library(invgamma)

library(ggplot2)

#Set seed value explicitly to make simulations repeatable

set.seed(0)

#Start by simulating some data

#Set the true beta, sigma(std)

beta=2

sigma=10

#Number of data points

N=1000

#Randomly draw number between 0 and 10

X<-runif(n=N, min=0, max=100)

#Calculate the y-values, note that the true beta was 2
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Y<-beta*X+rnorm(N, mean=0, sd=sigma)

plot(X,Y)

#########################################################################

#Set the parameter values

numberIterates<-10000

initialSeed<-10

aMin<-0.5

aMax<-10

#The burn-in values

burn<-5000

#Thinning parameter

thinning<-0.5 #What part of all values we wish to remove

#Start the chain with burn values

sampleBeta<-rep(NA,burn)

sampleSigma<-rep(NA,burn)

#Setup the start

sampleBeta[1]<-initialSeed

sampleSigma[1]<-initialSeed

a<-aMax

#Current burn-in value

current<-2

#The burn-in

while(current<=burn){

temp<-MCMC(sampleBeta[current-1],sampleSigma[current-1],X,Y,a)

sampleBeta[current]<-temp[1]

sampleSigma[current]<-temp[2]
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#Increase current by 1

current<-current+1

#Decrease a by 0.001

if(a>aMin){

a<-(a-0.001)

}

}

#The counter for the index

counter<-2

#Create a new sample

sample1Beta<-rep(NA,numberIterates)

sample1Sigma<-rep(NA,numberIterates)

#Initialize the first value to be the last from the burn-in period

sample1Beta[1]<-sampleBeta[burn]

sample1Sigma[1]<-sampleSigma[burn]

#Create a variable with a temporary x value

currentBeta<-sampleBeta[burn]

currentSigma<-sampleSigma[burn]

#The MCMC-run

while(counter<=numberIterates){

temp<-MCMC(currentBeta,currentSigma,X,Y,a)

currentBeta<-temp[1]

currentSigma<-temp[2]

#Decrease a by 0.001

if(a>aMin){

a<-(a-0.001)

}

#Apply thinning

if(runif(n=1, min = 0, max=1)<thinning){

#Save value, or rather don't thin it
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sample1Beta[counter]<-currentBeta

sample1Sigma[counter]<-currentSigma

#Increase counter

counter<-counter+1

}

}

return(data.frame(Beta=sample1Beta, Sigma=sample1Sigma))

}

#The Markov Chain Monte Carlo Method

MCMC<-function(betaOld,sigmaOld, X, Y, a)

{

#The purpose of this function is to demonstrate simulated annealing

#The new possible value

betaNew<-betaOld+a*runif(n=1,min = -1, max=1)

sigmaNew<-sigmaOld+a*runif(n=1,min = -1, max=1)

#Make sure that sigma is greater than 0

while(sigmaNew<0){

sigmaNew<-sigmaOld+a*runif(n=1,min = -1, max=1)

}

probability=exp(Posterior(c(betaNew,sigmaNew),X,Y)-Posterior(c(betaOld,sigmaOld),X,Y))

############################################################################

#Calculate the probability of acceptance from likelihood with old and new

acceptanceRate<-min(1, probability, na.rm = TRUE)

#If a random number drawn from the uniform distr. is less than acceptanceRate

if(runif(n=1, min=0,max = 1)<acceptanceRate)

{
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#Then accept the new state

return(c(betaNew,sigmaNew))

} else {

#Otherwise reject the new state

return(c(betaOld,sigmaOld))

}

}

#The log-likelihood function that wwe wwish to optimize

Likelihood<-function(parameters,X,Y){

#The parameter input:

beta<-parameters[1]

sigma<-parameters[2]

loglikelihoods<-dnorm(Y, mean = beta*X, sd=sigma,log = TRUE)

sumlogL=sum(loglikelihoods)

return(sumlogL)

}

#Calculate the priors of the given parameters, log-function

Prior<-function(parameters){

#The input parameters

beta=parameters[1]

sigma=parameters[2]

#The log probability functions

betaPrior=dunif(beta, min = 0, max=3, log=TRUE)

sigmaPrior=dunif(sigma, 5, 15,log=TRUE)

return(betaPrior+sigmaPrior)

}

#Calculate the log-posterior function

Posterior<-function(parameters,X,Y){

return(Likelihood(parameters,X,Y)+Prior(parameters))

}

#Sample from normal-inverse-gamma
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rnorminvgamma<-function(n,mu,lambda,alpha,beta){

sigma<-rinvgamma(n, alpha, beta)

return(rnorm(n, mu, sqrt(sigma/lambda)))

}

#Calculate the probability of a normal-inv-gamma distribution for a point beta, sigma^2

pnorminvgamma<-function(beta, sigma2, mu, V, a, b)

{

prob<-b^a/((2*pi)^(1/2)*sqrt(V)*gamma(a))*

(1/sigma2)^(a+1/2+1)*exp(-(1/sigma2)*(b+(1/2)*(beta-mu)*(1/V)*(beta-mu)))

return(prob)

}

8.1.2 MCMC sample of the posterior distribution using a normal-
inverse-gamma prior:

This implementation of a Markov Chain Monte Carlo algorithm generates
a sample from the posterior distribution by using a normal-inverse-gamma
prior:

#####################################################################

#Demonstrates thinning with burn-in time and simulated annealing

MCMC_NIG<-function()

{

#A Markov Chain Monte Carlo approximation to the parameters beta and sigma^2

#of a Normal Linear Model

library(invgamma)

library(ggplot2)

#Set seed value explicitly to make simulations repeatable

set.seed(0)
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#Start by simulating some data

#Set the true beta, sigma(std)

beta=2

sigma=10

#Number of data points

N=1000

#Randomly draw number between 0 and 10

X<-runif(n=N, min=0, max=100)

#Calculate the y-values, note that the true beta was 2

Y<-beta*X+rnorm(N, mean=0, sd=sigma)

plot(X,Y)

#########################################################################

#Set the parameter values

numberIterates<-10000

initialSeed<-10

aMin<-0.5

aMax<-10

#The burn-in values

burn<-5000

#Thinning parameter

thinning<-0.5 #What part of all values we wish to remove

#Start the chain with burn values

sampleBeta<-rep(NA,burn)

sampleSigma<-rep(NA,burn)

#Setup the start
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sampleBeta[1]<-initialSeed

sampleSigma[1]<-initialSeed

a<-aMax

#Current burn-in value

current<-2

#The burn-in

while(current<=burn){

temp<-MCMC(sampleBeta[current-1],sampleSigma[current-1],X,Y,a)

sampleBeta[current]<-temp[1]

sampleSigma[current]<-temp[2]

#Increase current by 1

current<-current+1

#Decrease a by 0.001

if(a>aMin){

a<-(a-0.001)

}

}

#The counter for the index

counter<-2

#Create a new sample

sample1Beta<-rep(NA,numberIterates)

sample1Sigma<-rep(NA,numberIterates)

#Initialize the first value to be the last from the burn-in period

sample1Beta[1]<-sampleBeta[burn]

sample1Sigma[1]<-sampleSigma[burn]

#Create a variable with a temporary x value

currentBeta<-sampleBeta[burn]

currentSigma<-sampleSigma[burn]
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#The MCMC-run

while(counter<=numberIterates){

temp<-MCMC(currentBeta,currentSigma,X,Y,a)

currentBeta<-temp[1]

currentSigma<-temp[2]

#Decrease a by 0.001

if(a>aMin){

a<-(a-0.001)

}

#Apply thinning

if(runif(n=1, min = 0, max=1)<thinning){

#Save value, or rather don't thin it

sample1Beta[counter]<-currentBeta

sample1Sigma[counter]<-currentSigma

#Increase counter

counter<-counter+1

}

}

return(data.frame(Beta=sample1Beta, Sigma=sample1Sigma))

}

#The Markov Chain Monte Carlo Method

MCMC<-function(betaOld,sigmaOld, X, Y, a)

{

#The purpose of this function is to demonstrate simulated annealing

#The new possible value

betaNew<-betaOld+a*runif(n=1,min = -1, max=1)

sigmaNew<-sigmaOld+a*runif(n=1,min = -1, max=1)

#Make sure that sigma is greater than 0
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while(sigmaNew<0){

sigmaNew<-sigmaOld+a*runif(n=1,min = -1, max=1)

}

probability=exp(Posterior(c(betaNew,sigmaNew),X,Y)-Posterior(c(betaOld,sigmaOld),X,Y))

############################################################################

#Calculate the probability of acceptance from likelihood with old and new

acceptanceRate<-min(1, probability, na.rm = TRUE)

#If a random number drawn from the uniform distr. is less than acceptanceRate

if(runif(n=1, min=0,max = 1)<acceptanceRate)

{

#Then accept the new state

return(c(betaNew,sigmaNew))

} else {

#Otherwise reject the new state

return(c(betaOld,sigmaOld))

}

}

#The log-likelihood function that wwe wwish to optimize

Likelihood<-function(parameters,X,Y){

#The parameter input:

beta<-parameters[1]

sigma<-parameters[2]

loglikelihoods<-dnorm(Y, mean = beta*X, sd=sigma,log = TRUE)

sumlogL=sum(loglikelihoods)

return(sumlogL)

}

#Calculate the priors of the given parameters, log-function

Prior<-function(parameters, X,Y){

#The input parameters

beta=parameters[1]

sigma=parameters[2]
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#The log probability functions

betaPrior=dunif(beta, min = 0, max=3, log=TRUE)

sigmaPrior=dunif(sigma, 5, 15,log=TRUE)

#Note that the normal-inverse-gamma is a 2d prob. density function

a0=1

b0=10

mu0=30

sigmaGuess=100

#return(log(pnorminvgamma(beta, sigma, mu0,sigmaGuess, a0, b0)))

#The Jeffreys prior

return(log(1/(sigma^2)))

}

#Calculate the log-posterior function

Posterior<-function(parameters,X,Y){

return(Likelihood(parameters,X,Y)+Prior(parameters,X,Y))

}

###############################################################################

#Sample from Normal-Inverse-Gamma

rnorminvgamma<-function(n,mu,lambda,alpha,beta){

sigma<-rinvgamma(n, alpha, beta)

return(rnorm(n, mu, sqrt(sigma/lambda)))

}

#Calculate the probability of a normal-inv-gamma distribution for a point beta, sigma^2

pnorminvgamma<-function(beta, sigma2, mu, V, a, b)

{

prob<-b^a/((2*pi)^(1/2)*sqrt(V)*gamma(a))*

(1/sigma2)^(a+1/2+1)*exp(-(1/sigma2)*(b+(1/2)*(beta-mu)*(1/V)*(beta-mu)))

return(prob)

}
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8.1.3 ABC sample of the posterior distribution using a Laplace’s
Prior

This program implements an ABC-method with a Laplace’s prior.

#ABC method for linear regression

ABC_uniform<-function()

{

#Libraries

library(invgamma)

#Implementing the ABC-method

#Set seed value explicitly to make simulations repeatable

set.seed(0)

#Start by simulating some data

#Set the true beta, sigma(std)

beta=2

sigma=10

#Number of data points

N=20

#Randomly draw number between 0 and 10

X<-runif(n=N, min=0, max=100)

#Calculate the y-values, note that the true beta was 1

Y<-beta*X+rnorm(N, mean=0, sd=sigma)

plot(X,Y)

#Estimate the mean and variance of the original sample

s1=sum(Y*Y)

s2=sum(X*Y)

#Create two arrays of beta and sigma

sampleSize<-1000
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betaSample<-rep(NA,sampleSize)

sigmaSample<-rep(NA,sampleSize)

currentIndex<-1

#Create the samples

while(currentIndex<=sampleSize)

{

#sample from the prior distributions

betaTest<-runif(n=1,min = -1, max=1)

sigmaTest<-runif(n=1,min=15, max=25)

#Generate new data

Xnew<-runif(n=N, min=0, max=100)

Ynew<-betaTest*X+rnorm(N, mean=0, sd=sigmaTest)

#Calculate the new statistics

newS1<-sum(Ynew*Ynew)

newS2<-sum(Xnew*Ynew)

#Define an error tolerance as 10% of the sum of the squares

epsilon<-0.1*sqrt(s1^2+s2^2)

#If the new statistics are close enough to the old ones, then accept

#the new beta and sigma

if(sqrt((s1-newS1)^2+(s2-newS2)^2)<epsilon)

{

betaSample[currentIndex]<-betaTest

sigmaSample[currentIndex]<-sigmaTest

#Increase the current index by 1

currentIndex<-currentIndex+1

}

}

return(data.frame(Beta=betaSample, Sigma=sigmaSample))

}
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8.1.4 ABC sample of the posterior distribution using a Normal-
Inverse-Gamma Prior

This program implements an ABC-method with a Normal-Inverse-Gamma
Prior.

#ABC method for linear regression

ABC_nig<-function()

{

#Libraries

library(invgamma)

#Implementing the ABC-method

#Set seed value explicitly to make simulations repeatable

set.seed(0)

#Start by simulating some data

#Set the true beta, sigma(std)

beta=2

sigma=10

#Number of data points

N=100

#Randomly draw number between 0 and 10

X<-runif(n=N, min=0, max=100)

#Calculate the y-values, note that the true beta was 1

Y<-beta*X+rnorm(N, mean=0, sd=sigma)

plot(X,Y)

#Estimate the mean and variance of the original sample

s1=sum(Y*Y)

s2=sum(X*Y)

#Create two arrays of beta and sigma
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sampleSize<-1000

betaSample<-rep(NA,sampleSize)

sigmaSample<-rep(NA,sampleSize)

currentIndex<-1

#Create the samples

while(currentIndex<=sampleSize)

{

#sample from the prior distributions

#betaTest<-runif(n=1,min = -1, max=1)

#sigmaTest<-runif(n=1,min=15, max=25)

theta<-rnorminvgamma(2,10,1,100)

betaTest<-theta[1]

sigmaTest<-theta[2]

#Generate new data

Xnew<-runif(n=N, min=0, max=100)

Ynew<-betaTest*X+rnorm(N, mean=0, sd=sigmaTest)

#Calculate the new statistics

newS1<-sum(Ynew*Ynew)

newS2<-sum(Xnew*Ynew)

#Define an error tolerance as 10% of the sum of the squares

epsilon<-0.1*sqrt(s1^2+s2^2)

#If the new statistics are close enough to the old ones, then accept

#the new beta and sigma

if(sqrt((s1-newS1)^2+(s2-newS2)^2)<epsilon)

{

betaSample[currentIndex]<-betaTest

sigmaSample[currentIndex]<-sigmaTest

#Increase the current index by 1

currentIndex<-currentIndex+1

}
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}

return(data.frame(Beta=betaSample, Sigma=sigmaSample))

}

#Sample from Normal-Inverse-Gamma

rnorminvgamma<-function(mu,lambda,alpha,beta){

sigma<-rinvgamma(1, alpha, beta)

beta<-rnorm(1, mu, sqrt(sigma/lambda))

return(c(beta,sigma))

}
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