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Abstract 

Monitoring wildlife is of great interest to ecologists and is arguably even more important in the 

Arctic, the region in focus for the research network INTERACT, where the effects of climate 

change are greater than on the rest of the planet. This master thesis studies how artificial 

intelligence (AI) and computer vision can be used together with camera traps to achieve an 

effective way to monitor populations. The study uses an image data set, containing both 

humans and animals. The images were taken by camera traps from ECN Cairngorms, a station 

in the INTERACT network. The goal of the project is to classify these images into one of three 

categories: "Empty", "Animal" and "Human". Three different methods are compared, a 

DenseNet201 classifier, a YOLOv3 object detector, and the pre-trained MegaDetector, 

developed by Microsoft. No sufficient results were achieved with the classifier, but YOLOv3 

performed well on human detection, with an average precision (AP) of 0.8 on both training and 

validation data. The animal detections for YOLOv3 did not reach an as high AP and this was 

likely because of the smaller amount of training examples. The best results were achieved by 

MegaDetector in combination with an added method to determine if the detected animals were 

dogs, reaching an average precision of 0.85 for animals and 0.99 for humans. This is the 

method that is recommended for future use, but there is potential to improve all the models and 

reach even more impressive results. 
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Populärvetenskaplig sammanfattning
Under människans tid på jorden har vi snabbt förändrat planeten vi bor på och det påverkar
så klart även djur som delar planeten med oss. Av bland annat den anledningen vill
biologer gärna hålla koll på hur djurpopulationer och djurs beteende förändras. Ett sätt
att göra det är genom att sätta upp automatiska kameror i naturen, så kallde kamerafällor,
som med hjälp av rörelsedetektorer tar bilder när djur eller människor passerar framför
kameran. Tyvärr triggas kamerafällorna också när de inte ska det, vilket ger upphov
till många tomma bilder. Innan bildmaterialet blir användbar information för forskarna
måste de därför sorteras. Det här projektet har undersökt artificiell intelligens (AI) och
datorseende som verktyg för att göra den sorteringen automatiskt.

För just det här projektet har bilder från kamerafällor uppsatta i nationalparken
Cairngorms i Skottland använts. Forskningstationen (ECN Cairngorms) som sköter
kamerafällorna är en del av forskningsnätverket INTERACT.

På bilderna från Cairngorms tränades två olika modeller för datorseende, en klassificerare
som enbart placerar bilden i en av kategorierna ”Tom”, ”Djur” eller ”Människa” och en
detektor, som också hittar var i bilden djuret eller människan är. De jämfördes också
med en förtränad detektor, som Microsoft tränat på stora mängder bilder från andra
kamerafällor. Detektorerna visade sig överlag ha lättare för att lyckas sortera bilderna
rätt och den förtränade detektorn presterade bäst av alla modeller. Genom att jämföra hur
nära i tid ett djur detekterats från en människa kunde modellen också avgöra om det var
ett vilt djur eller en hund.

Projektet har visat att AI och datorseende kan användas för att effektivisera
bildsorteringen i projekt med kamerafällor och har gett ett verktyg som underlättar
forskning för ECN:s biologer. Eftersom projektet är en del av INTERACT:s AI-
satsning, som leds av företaget AFRY, är förhoppningen att metoden med kamerafällor
i kombination med datorseende kan börja användas även på andra stationer i
forskningsnätverket.
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1 Introduction
As we humans change the Earth’s climate, the effects on wildlife are massive and there is
a great need for good tools to monitor populations and understand how they are affected.
The link between humans, climate change and biodiversity loss has been established and
is discussed between governments [1], as well as around dinner tables; where you might
have watched one of the recent David Attenborough movies on the subject [2], [3], or
read about it in Sweden’s biggest newspaper, Dagens Nyheter [4].

These effects on the biosphere are of high interest to the research network INTERACT
(International Network for Research and Monitoring in the Arctic) [5], which this thesis
project is a part of. More specifically, my focus is on analysing camera trap (CT)
images from the Environmental Change Network (ECN:s) research station in Cairngorms
National Park1, one of 89 stations in the network. The goal of this thesis is to investigate
and evaluate different computer vision (CV) methods for sorting and classifying these
images.

Camera traps are an effective way to monitor wildlife, where the data is used to study
how populations vary over time or how human presence affects the animals. ECN’s
pictures feature multiple animal species and humans, but there are also many empty
pictures. Examples are shown in Fig. 1. Sorting and recording information for all the
produced images is tedious and time-consuming, Sharp [6] estimates that at ECN, one
person processes about one image per minute. This is time that researchers could spend
on more complex problems. That is where computer vision and artificial intelligence (AI),
comes in, as a way to quickly process all images, allowing researchers to spend more time
on advanced research.

(a) Human (b) Empty image (c) Animal (pine marten)

(d) Animal (reindeer) (e) Animal (squirrel) (f) Empty image

Figure 1: Examples of the pictures making up the data set from the Cairngorms camera traps.

1http://www.ecn.ac.uk/sites/site/terr/cairngorms (Accessed 2021-06-03)
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There are many stations involved in INTERACT that do similar monitoring as the
Cairngorms station. Since none currently use camera traps combined with computer
vision, there is potential to further develop this project within the network. The
INTERACT partner Afry2 has also identified different sorts of automatic image
recognition and detection as the AI-techniques that were of most interest to station
managers. This was concluded in the pre-study [7], that Afry conducted within
INTERACT work package. The pre-study also led to the start of this project, which is
conducted as a part of Afry’s work package. From a broader INTERACT perspective, it
is clear that the best case result for this project is a well performing, easy-to-use model
that can be used not just at the ECN station, but at many stations in the network in need
of similar automation.

1.1 Problem description
Developing a model that is useful to the ECN and INTERACT can be divided into two
main parts:

1. The model should be general and easy to apply in new settings and on new data
sets, in order to maximise its usefulness to the INTERACT researchers, whom will
have different data sets and limited previous experience with machine learning.

2. The choice of method should be technically motivated, for its classification results
to be as good as possible and so that researchers using it will know what
performance to expect.

To ensure that a model that fits these criteria is found, three different methods are
compared: one classification method (DenseNet201 [8]) and one detection method
(YOLOv3 [9]), both trained on the ECN data set, and one pre-trained detector named
MegaDetector [10]. The latter is developed by Microsoft and is trained on millions of
camera trap images from different locations, but none from the Cairngorms. The choice
of which model to use to automate CT image analysis is not obvious and this study aims
to arrive at a recommendation to INTERACT.

1.2 Limitations
Even though there is a lot of hype around AI and machine learning, it is not a silver
bullet. Even though it is called artificial intelligence, AI models do not reason themselves.
They simply repeat what patterns they have seen in the training data, rather than rely on
”deduction from a set of carefully written rules”, as Lindholm et al. [11] (ch. 10.5)
put it. This results in a bias in AI models, which can be a problem when a model
tries to generalise the patterns it has seen in training data onto new settings. In severe
cases, models can cause systematic discrimination of minorities, an example of this is
covered in an article from the science magazine Nature [12]. For camera trap images the
consequences of a biased model are not that dire, but it can still cause problems, especially

2https://afry.com (Accessed 2021-05-30)
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since the cameras are almost static, resulting in little background change for all images
from the same camera. This can result in models that are only able to recognise objects
against certain background, which would limit them from use in new settings.

Tackling these generalisation problems implicitly leads to another limitation. The most
common way to make ML models generalise better is to use more training data, so the
performance of a newly trained model will always be restricted by the amount of data
accessible. This poses a challenge for for automatic recognition of animals in this project,
since there are fewer animal images than empty images or images with humans. To
build a model that is even more specific and not only recognises that there is an animal
in the image, but also what species, the problem becomes even bigger. In an earlier
(not AI related) ECN-project [6], not even a single species is seen on 1000 different
observations between May 2010 and August 2016. For many species, the observations
are also concentrated to a single camera, making generalisation even tougher.

One last limitation is the fact that ECN’s recorded information for the images are per
”event” and not per picture. Events are loosely defined as a sequence of pictures where
the same individuals are seen on multiple pictures taken at around the same time. Hence,
it is hard to know if all the recorded metadata applies to all images in the event. This
makes generating ground truth data to train and test on more time-consuming and risks
leading to more inaccuracies in the data.

1.3 Research goal and hypothesis
Beyond developing a useful model, the thesis also aims to research how well-suited
classifiers and object detectors are, compared to each other, when they are used to for
image recognition on camera trap data. It is also of interest to determine if object detectors
can be made less prone to make mistakes on data from a new site, where images will
have another background than the training data. Worse performance on new training sites
has been highlighted as a problem in previous CT/CV-studies, e.g. [13] and [14]. The
hypothesis is that since object detectors also find where the object is located in the image,
the background, which is irrelevant for the classification, will disturb less. Hence, better
performance on new locations will be possible.

Much like in the study by Schneider et al. [13], this project is conducted using data
from a smaller data set, compared to millions of labeled images used for model training
in large projects like [14]–[16]. Therefore, another research goal is to determine how
well a model trained on your own data compares to using the pre-trained, general model,
MegaDetector.

1.4 Outline and disposition
The report is divided into seven main sections and depending on interest and previous
knowledge on the subject, the reader can choose which to focus on.

After this introduction, the background in Section 2 will focus on putting this project into
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a wider context, covering the INTERACT project, camera trap usage in ecology and give
an overview of the current usage and research on computer vision for camera trap footage.

The background is followed by the theory section (3), which goes into the ML concepts
needed to understand the technical parts, however, it is in no way a complete course.
If you are familiar with neural networks (NNs) and computer vision you can proceed
to the data description in Section 4, where the camera trap pictures and the charts with
observations recorded by ECN are described.

Section 5 covers the specific methods and models used in this study. This section should
be of extra importance to anyone wanting to reproduce the experiments or for using this
report for derivative works.

In Section 6, the results are presented and evaluated both quantitatively and qualitatively
for each of the employed ML models. Most results are presented graphically as well as
in text and together it should provide a basis for deciding if this method performs well
enough for you to try it out (or maybe bad enough for you to improve it in a new thesis
project.)

Finally, I draw conclusions and summarise the project in the conclusions, Section 7, where
I also provide my own thoughts on when to use the model and what the next steps should
be for computer vision projects in INTERACT as well as in ecology in general. In some
of these cases, where I want to highlight that the thoughts and interpretations of the result
are mine, I have used first person.

The IEEE reference system has been used throughout this report. For some tools, where
another tool could have been used and for trivia where the information is not crucial to
the project, it is included in footnotes instead of references.

4



2 Background
This project stems from the need for a more efficient way to extract information from
camera trap data at ECN and from a general AI curiosity within INTERACT. It is therefore
of interest to know the background of both the INTERACT project as well as of the fields
of camera trap ecology, computer vision and both of them in combination. Each of these
will be described in its own subsection.

2.1 INTERACT and the ECN Cairngorms station
The INTERACT project consists of a network of 89 research stations (a steadily
increasing number) in the Arctic regions, boreal forests and cold mountainous regions
in the Northern Hemisphere. All the stations currently included are shown in Fig. 2. The
network aims to strengthen research and monitoring in these regions, which are struck
hard by climate change, as well as suffer from biodiversity loss and increased human
exploitation [17]–[19]. To respond to these challenges, understanding how the ecosystems
are affected is crucial. The aim of INTERACT is to enable this important research by
building an infrastructure for research in the regions, encouraging cooperation between
stations and programmes, and by sharing knowledge and insights. INTERACT also have
a ”Minimum Monitoring Programme” [19], consisting of different things every station in
the network should strive to record and share with the scientific community. One of the
things to be monitored is the local fauna, which can be hard and time-consuming to record
manually, presenting a great opportunity for camera trap usage (more on that in Section
2.2), as employed by the ECN Cairngorms station. The camera trap footage from ECN is
currently used to study the relationship between human activity and wildlife in the area,
as well as allowing to monitor ecological trends over time [6].

Figure 2: Map of all stations currently included in the INTERACT network. ECN Cairngorms is
the red dot in Scotland. Edited image from https://eu-interact.org/.
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2.2 Camera traps
When studying nature and especially the animals inhabit it, it is of interest to ecologists
to assess populations with reliable methods. Improved camera technology, including
remotely triggered cameras and better image quality, naturally led to that so-called
”camera traps” became a tool widely used to sample populations [20], [21]. The CTs
are also cost-effective, non-disturbing for wildlife, and can reduce researchers’ workload,
explaining the rapid increase in CT usage in recent year studies. Reviews of camera trap
usage in research can be found in e.g. [21], [22]. However, the method is not without
issues. Of course, analysis is required before making conclusions on the connections
between CT data, which can be seen as samples, and wildlife behaviour. Depending on
the camera trap setup, results can vary and factors including camera placement, habitat
characteristics, and what species are being studied are important to consider. For a
thorough analysis and recommendations on how to conduct wildlife surveys with camera
traps, see the review by Burton et al. [21].

Another challenge beyond how to set up a camera trap survey is the vast amount of images
that the CTs generate. In many cases, the cameras can be falsely triggered without an
animal or human being present, resulting in a large share of blank shots.

Camera traps have a lot of potential for ecologists and the rapid deployment of new camera
trap projects has led to an explosion of available data. To analyse this data, without also
ending up with an explosion in time spent going through pictures, scientists can utilise
tools from another emerging field - computer vision.

2.3 Machine learning & computer vision
Computer vision (CV) is one possible application of ML, which in turn is a subset of the
very broad and hyped up term artificial intelligence. As the name suggests, AI aims to
make machines mimic human intelligence, but to know exactly what intelligence means
can be difficult. For AI to succeed, intelligence itself needed to be broken down into
smaller parts. Teaching computers to ”see”, by interpreting images was viewed as a good
way to start and hence, computer vision saw the light of day in the early 1970s. However,
the challenge proved more difficult than the computer vision pioneers had anticipated.
Maybe that should not come as such a surprise, considering that biological vision has
developed over billions of years, and even though the more mechanical parts of seeing
are well understood and described in textbooks like Campbell Biology [23] (ch. 50.3),
how the brain can combine and interpret concepts like ”colour, motion, depth, shape and
detail” is still just an exciting research field. Hence, CV researchers do not really know
what they are aiming for.

In the introduction of his book Computer Vision: Algorithms and Applications [24],
Szeliski gives an overview of how the field has progressed since the 70s3. Various

3There is not always a clear boundary between computer vision, and image processing and analysis.
This is discussed by Gonzales and Woods in [25] (ch. 1) and many of the techniques developed for e.g.
edge detection could be considered part of both fields.
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approaches have been tested since then, but in recent years, the ML approach has
completely taken over the computer vision field. The big breakthrough came with the
introduction of AlexNet [26], the first convolutional neural network (CNN) to win the
ImageNet Large Scale Visual Recognition Challenge4. Combined with the access to more
computational power and big labeled data sets, the development of more advanced CNNs
has defined the continued development of computer vision.

2.4 Previous work
Previous research, e.g. the studies by Norouzzadeh et al. and Tabak et al. [15], [16], have
found that computer vision algorithms can achieve impressive results on camera trap data
when they are trained on very big data sets (> 3 million images). Schneider et al. [13]
have shown that algorithms trained on a smaller data set ( 45 000 images) still can achieve
high accuracy (> 95%). However, the imbalanced data set they use results in the model
having a rather low recall on some species with less than 500 images.

A common problem for all these models is that they tend to perform badly when tested
on images from new CT locations. This is in no way unique for computer vision models
trained on camera trap data, but rather a problem for all ML models where the test data
differs from the training data. ML builds on the assumption that the training data and the
testing data are different but still taken from the same distribution. When this can not be
assumed, it is called domain shift for visual applications [27]. As Schneider et al. [13]
point out, camera trap models might be extra susceptible to this, since all pictures from the
same camera trap will have (almost) the same background. A model trained on data from
that location can most likely make good predictions on new data from the same location,
but if the ecologist team decides on setting up a new camera trap, the model may perform
terribly on that new data.

In their paper ”Efficient Pipeline for Camera Trap Image Review” [14], a team of
Microsoft developers from the AI for Earth project present their pre-trained detection
model MegaDetector (MD), as a way to achieve better performance on new locations.
They are part of the CameraTraps project [10], which includes tools to train and run
both classifiers and detectors on CT data, and is, in turn, part of Microsoft’s big AI
concentration AI for Earth5. MegaDetector is trained on millions of images from multiple
locations and parts of the data is available to the public6.

MegaDetector is made to be general and initially only had one detection class: Animal.
Since its introduction, a Human class and a preliminary Vehicle class have been added.
The large amount of training data from a wide variety of locations combined with the
broad detection classes, allow MD to perform well on new settings. In the MD paper,
[14], Beery et al. therefore propose MegaDetector as a possible part in a camera trap-
computer vision pipeline.

4https://image-net.org/challenges/LSVRC/ (Accessed 2021-06-04)
5https://www.microsoft.com/en-us/ai/ai-for-earth (Accessed 2021-05-22)
6http://lila.science/datasets Accessed (2021-05-22)
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3 Theory
This section covers the theory needed to understand the method and starts by introducing
machine learning in general before focusing on the specific concepts and tools used in the
neural networks of this project. It also includes explanations of performance metrics used
to evaluate model results.

3.1 What is machine learning?
Machine learning is, at its core, really just applied statistics. Goodfellow et al. [28]
exemplify this by presenting linear regression as a learning algorithm; it learns the best
way to connect the x inputs to the y outputs by minimising the mean squared error. This
is called supervised learning, which means that a model trains on paired input and output
data and tries to make output predictions that fit as well as possible with the real outputs.
If the model is trained without knowing the outputs, we call it unsupervised learning,
where the target instead is to find features in the data or the underlying distribution [24],
[28]. This study uses labeled data and the tasks of performing classification and detection
are both handled with supervised algorithms.

3.1.1 Classification

In the book Deep Learning [28] (ch. 5), the classification task is described as creating a
model that uses a function to predict which of k different categories the input belongs to,
mathematically put f : Rn → {1, ...,k}. In the computer vision scenario, this translates
to asking ”what is depicted here?”, where there is a set of given possible answer. Maybe
the classifier can separate cats and dogs, but if it is not designed to do anything other than
that, it will not give any sensible output for a picture of a duck.

3.1.2 Detection

Compared to classification, object detection refines the computer vision task by not only
describing what is depicted - classification - but also localising the object and enclosing
it with a bounding box. This allows multiple objects of different classes to be detected
in one image, as seen in Fig. 3. Of course, there are drawbacks, e.g that models often
are more resource-demanding and that labeling training data requires more work than for
classification [27], [29].

9



Figure 3: Illustrating the difference between classification and object detection. Altered images
from https://unsplash.com/ (Accessed 2021-06-19)

3.2 Deep learning
The underlying assumption for computer vision tasks, such as classification and detection,
is that there exist features that can be represented numerically; some kind of quantifiable
characteristics of an image. In some ML applications, finding features in the data is easy,
maybe the direct inputs themselves are the features, e.g. health data like age, weight
and height as inputs used to predict risk for some health condition. For computer vision
problems it gets trickier though; the direct inputs are just pixel values. Humans can easily
tell that a cat is still a cat if it is seen from the side, has a different colour or is seen in
a different light than the last cat we saw, but describing that in numbers that a computer
can use has proved quite difficult during the history of the computer vision field[24].
A very successful solution to this problem has been to hand over the feature selection
to computers using convolutional neural networks (CNNs) which are trained on lots of
labeled data. In recent years, the trend to utilise deep neural networks (DNNs) with many
layers has proven to be successful. Deep architectures allow DNNs to find complicated
features in images (and other types of data). This has resulted in the deep learning field,
described visually in Fig. 4. For more definitions and applications, see e.g. [11], [24],
[28]–[30].

10
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(a) (b)

Figure 4: Two different illustrations of deep learning characteristics. It is a subset of the ML
methods, which in turn goes under the broad term AI, as shown in (a). What this actually means
is that it not only optimises what output to give based on some features chosen by the user, it also
optimises what features to use for this, as shown in (b). Both figures are inspired by illustrations
and concepts presented in [24] and [28].

3.3 Neural networks
To build neural networks7, basic building blocks called neurons (or nodes), shown in
Fig. 5a, are used. The neurons can have any number of different outputs and inputs and
can be connected to each other to form a network. The network in Fig. 7b has three
layers of neurons and all the neurons in one layer are connected to all the neurons in the
next, making them fully connected layers. However, nothing is requiring all layers to be
fully connected, the output of one node can even skip a layer and become the input of a
neuron deeper in the network. This gives neural networks a lot of different configuration
possibilities.

(a) A single neuron with three inputs
and one output. Figure created with
diagrams.net.

(b) A simple neural network with five inputs, one
output and a hidden layer in between. Figure created
with http://alexlenail.me/NN-SVG/.

Figure 5

7Neural networks can seem a bit daunting, but the main principles are quite simple. If you prefer learning
about them in video format I really recommend the video series on the topic by 3Blue1Brown (link).
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The actual features extracted by the neural networks are contained in the hidden layers8

in between the input and output. What features these layers actually find can vary but in
computer vision, it is commonly basic features, like edges, that are detected in the early
layers. These can then be combined in the next layers into contours and shapes. Finally,
concatenation of these features results in complex concepts representing different objects
or classes, thus allowing the output to make predictions [28].

3.3.1 Activation functions

For the neural networks to achieve these impressive feature extractions, the output of all
neurons must be able to change is someway, depending on the input. The input-output
relation of a neuron is described by an activation function,

out put = f (w>x+b), (3.1)

containing the inputs in vector x, weights for each input x in the vector w and a bias, b [30].
The activation function itself, f , can be many different functions. In the most simple case,
the activation function does not transform the linear input at all. A network of neurons
like these becomes a generalised linear regression model. The problem with this choice
is that a linear activation for the neuron by extension leads to that a network built by these
neurons only can model linear input-output relations. For this reason, networks with the
goal of extracting advanced features must use different, nonlinear activation functions
[11], [28]. Three of the most common activation functions, are shown below in Fig. 6.

Figure 6: Three common activation functions for neural networks with their corresponding
derivatives. Plots created with the python library matplotlib.

The three different activation functions in Fig. 6 have the function definitions

Sigmoid : f (z) =
1

1+ e−z ReLU : f (z) = max(0,z) Leaky ReLU : f (z) = max(a,z),

(3.2)

where z is the sum of the weighted inputs and the bias from Eq. 3.1. For leaky ReLU, the
parameter a is chosen by the user, in Fig. 6 it is set to 0.05.

8”Hidden” might sound cryptic and in his book Neural Networks and Deep Learning, [30], Nielsen
describes how he was puzzled when he first heard the term. However, it only means that it is not seen
directly, as opposed to the input and output.
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The sigmoid function can be interpreted as a probability, since it transforms all numbers
to values between 0 and 1. For classification problems with multiple possible outputs, it
can be replaced by the similar softmax function,

so f tmax(z) =
1

∑
M
j=1 ez j


ez1

ez2

...
ezM

 , (3.3)

which takes an input vector z of length M and outputs M probabilities, one for each class,
which all sum to 1.

Traditionally, the sigmoid function has been the default choice of activation function,
but the rectified linear unit (ReLU) function has taken over that position in recent years.
Still, all activation functions have different strengths and weaknesses, and there is no
definite answer (yet, the subject is heavily researched) to which choice will lead to the
best performance [11], [28]. One issue with ReLU to be aware of, is that it is constant
for all z ≤ 0, (see Fig. 6) which becomes a problem when we try to optimise the
network weights. Since optimisation is gradient-based and constant values have gradient
0, activation functions with constant, or near constant values can lead to the ”vanishing
gradient” problem. This means that the model will not learn, or learn very slowly, since
the partial derivative is zero for many of the weights. The leaky ReLU activation function
tackles this, by still having a small positive gradient, the parameter a in Eq. 3.2, for
values below zero. For this activation function, the challenge instead becomes ”What
value should a have?” Of course a can also be a learnable parameter in the network,
which corresponds to using parametric ReLU [24], [28].

3.3.2 Optimising neural networks

Most neural networks used for real applications are much bigger structures than the one
in Fig. 5, and naturally, that leads to more parameters to optimise, which can pose quite a
computational challenge. The basic idea, however, is very simple. We define a function,
which we want to minimise, that represents the error our model makes when making
predictions on our training data. That function is usually called the loss function or cost
function and it is often denoted J(θ), where θ stands for the parameters we are trying
to optimise. Often the loss is seen as the function value of the loss function for a single
data point and the cost is the mean loss for the whole data set. In the case of the opening
linear regression example in Section 3.1, the mean squared error serves as cost function.
We then calculate the gradient (or at least part of the gradient) and take a step (meaning
slightly changing the weights of the neural network) that decreases the size of the loss
function[11], [28].

However, calculating the loss gradient for all parameters is a hefty task for a network with
millions or even billions of weights (large dim(θ) is large) especially if the gradient is
calculated based on a giant data set. In [11], these two challenges are identified as the big
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data problem and the number of parameters problem. The optimisation solutions to these
two problems are:

1. Approximate the gradient by making calculations on a subset of the data, called a
mini-batch, instead of the whole data set. This is reasonable since all the data points
should come from the same underlying distribution (e.g. making a linear regression
with only half the data points should still result in roughly the same line.) This
method is called stochastic gradient descent (SGD).

2. Instead of directly calculating the partial derivatives for every single parameter in
θ , backpropagation is used. Backpropagation uses the chain rule and the structure
of the network to compute the partial derivative of the loss with respect to every
single one of our n parameters, ∇θnJ. First, it calculates the derivatives for all of
the parameters in the last layer L; should they be increased or decreased for us to
get the output we want? The output of layer L, and its partial derivatives, in turn
depend on the output and partial derivatives from the previous layer, L−1, via the
chain rule. Depending on desired change in layer L adjustments are made to the
parameters in layer L− 1, and so forth all the way back through the network. For
an in-depth description of the important backpropagation concept, see e.g. [31] (ch.
5.3).

These two solutions are the backbone of neural network optimisation, but they do not
solve all problems. Finding the actual minimum of the loss function also depends on how
the chosen optimiser decides to make the step. The size of the step, a hyperparameter
called the learning rate, can greatly influence how successful the optimiser is, illustrated
in Fig. 7.

(a)

(b)

Figure 7: A good learning rate ((a), left) where the loss converges towards the minimum versus a
too high learning rate ((a), right) causing the loss to diverge. In (b), it is also illustrated how steps
going directly in the gradient direction can cause a very slow progress. (Here the loss is visualised
as only depending on one/two variables for simplicity. In reality the loss has a high dimensionality,
depending on all trainable parameters.) Figures generated with the python library matplotlib (a)
and academo:s 3D surface plotter, together with diagrams.net
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A too high learning rate is obviously a problem, but decreasing the learning rate too
much is not good either, since the network will be learning very slowly. As Fig. 7b
illustrates, going in the steepest gradient direction can also result in very slow learning if
the minimum we are searching for depends more on a parameter that does not have an as
steep gradient in the current position but will continue to improve for a longer time.

The Adam optimiser (name derived from adaptive movement estimation) introduced in
2014 by Kingma and Ba, [32], tackles theses challenges and is, according to multiple
sources [11], [24], [28], currently one of the most popular optimisers used to train neural
networks. Adam combines ideas from other optimisers. It has different learning rates
for each parameter, which are based on momentum. The momentum is calculated as the
sum of both derivatives and second derivatives from earlier steps, where the contribution
of each step gradually decays so that the steps closest in time have the most influence.
Concisely, this means that if the gradient has pointed in the same direction for multiple
steps in a row for a parameter, the next step for that parameter will be bigger than if the
derivative has flipped back and forth.

3.4 Convolutional neural networks
Convolutional neural networks (CNNs) are a powerful tool for processing data organised
in some given grid structure, for example an image, which is consists of a pixel grid. For
an RGB image, this grid results in three matrices with pixel values, one for each colour
channel. Each layer in a CNN, with matrices ordered into multiple channels, is referred
to as a tensor.

What distinguishes CNN:s from other neural networks is simply the convolution
operation, a kind of weighted average. Instead of having fully connected layers (as
previously shown in Fig. 5), the output neurons in convolutional layers are only connected
to a few of the input neurons. Which input neurons to use and how much weight should
be put on each of them is decided by a kernel, which is smaller than the input. The kernel
is then moved across the whole input map, resulting in the output, consisting of a feature
map. An example of a 2×2 kernel making a convolution of a 3×3 input to a 2×2 output
is shown illustrated in Fig. 8a.

The three main ideas of CNNs that Goodfellow, [28] (ch. 9) and Lindholm et al. [11], (ch.
6) emphasise are sparse interactions, parameter sharing and equivariant representations.
Sparse interactions refers to the fact that each output neuron in a new layer depends on
fewer inputs, hence decreasing the runtime needed to make the matrix operations between
each layer. A fully connected layer with m inputs and n outputs will need a runtime
of O(m× n) to compute each output, while using the sparse approach with a kernel
containing k neurons in the kernel results in a runtime of O(k× n). Since the kernel
tends to be substantially smaller than the input, k < m (see Fig. 8 for a rough estimation),
the speedup is significant.

The second idea, parameter sharing, means that the same parameters are used to compute
multiple outputs, contrary to the ordinary neural network approach where each weight
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(a)
Simple illustration of a convolution.
The darker green squares represent
the kernel and the darker blue square
represents the output. Here a stride of
one and zero padding is used.

(b) Multiple convolutional layers in a CNN. Starting with
an input layer with the three RGB channels. The x and
y dimensions are compressed in two convolutional layers,
but more feature map channels are also added, resulting in
24 channels in the third layer. The convolution operation
is illustrated with the squares and lines connecting
the layers. Made with NNSVG http://alexlenail.me/NN-
SVG/AlexNet.html.

Figure 8

is used exactly once. Instead, CNN:s use one kernel for each input/output channel pair.
To compute the next output the kernel is moved. This results in the total number of
parameters to train for a convolutional layer being Cin× k×Cout , where Cin/out are the
number of input/output channels. This gives a much more lightweight model than using
only dense layers.

Parameter sharing also results in the last point mentioned, equivariant representations.
This simply means that the same feature will be detected, no matter where it is in
the picture, since the same kernel is used everywhere. However, other transformations
than translation, for example rotations or brightness changes, will not result in the same
features.

Beyond these three ideas, there is an abundance of different ways to customise CNNs and
for the curious reader, Goodfellow (ch. 9), [28], Lindholm et al. (ch. 6) and Szeliski
[24] (ch. 5.4) are recommended reading. However, there are a few additional concepts
common in CNNs, that are used in this project, which will be reviewed briefly below:

• Stride: As shown in Fig. 8b, CNNs often downsize the input, condensing the
information in the feature channels. The amount of downsizing can be controlled
with the stride, defining how many steps are taken before applying the kernel again
and calculating the next output. A stride of 2 means that the kernel will be applied
on every other pixel/neuron in both x and y direction, resulting in the x and y
dimensions being halved for the output. Likewise, a stride of 3 will result in the
side lengths of the output to be a third of the input, while a stride of 1 will keep the
input size.

• Pooling: Even though a downsizing stride > 1 can be used on kernels in
convolutional layers, it is very common to reduce the spatial dimensions is with
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pooling layers. These layers have fixed weights. In an average pooling layer, the
kernel will output the mean of the input neuron values, while a max pooling layer
will only return the maximum value.

• Batch-normalisation: Bach normalisation, [33], was introduced in 2015 and is
performed in between convolutional layers as a way to accelerate training and to
some extent regularise the model. It works by normalising the inputs to layers
using the mean and variance of each mini-batch.

• Upsampling: Just as the spatial dimensions can be decreased, they can also be
increased, using upsampling. Upsampling takes a feature map and interpolates
between neurons, resulting in an upscaled feature map.

• Skip connections: Skip connections are simply connections that skip past one or
more layers, thus allowing a layer further down the network to use both simple and
complex features as inputs.

3.5 Performance metrics
To evaluate the performance of a machine learning model we need some kind of metric.
The goals of these metrics are to provide insight on how a model will perform, before
using it in the intended real-life application. Metrics can be used to understand what the
model is good at and where it struggles.

3.5.1 Train and test error

The whole concept of machine learning is based on optimising a model to make as good
predictions as possible on the training data, by minimising the errors using a loss function
(described in Section 3.3.2.) However, there is no guarantee that a low error on the
model’s training data Etrain, implicitly results in a low error on new, unseen data, Enew.
Understanding this is of utmost importance, which is why a whole chapter (ch. 4) in [11]
is devoted to discussing the expected new data error, Enew and model performance.

There are two big problems that can result in a high Enew. The first is that the training
data might not accurately represent the real data the model will be used on. For example,
a model trained to detect cats can be trained with training data where the only positive
examples are stock photos of cats on lawns. When it then is used to detect cats in
different environments it might be better at finding lawns than actual cats. This is called
the generalisation error and describes to what extent the model learns to identify the
training examples by noise in the data rather than by finding the true underlying features
we intend for it to recognise. Even though the model might make good predictions on
the training data, giving a low Etrain, it does not make those good predictions based on
features that generalise to other scenarios. It has fitted its parameters to the noise in the
data and hence, this behaviour is called overfitting.
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Complex models are usually more prone to be overfitted, and to make up for this they
tend to need more training data or some form of regularisation (see e.g [28] (ch. 7) for
details on deep learning regularisation) to generalise well.

The second problem arises if the model itself can not describe the underlying distribution,
has not trained enough or arrives at a bad local minimum for the cost function, instead
of the global minimum (or at least a better local one). All of these scenarios result in
a high Etrain, which in turn results in a high Enew as well. Large neural networks are
generally very flexible models, so their inability to describe the true relationship between
input and output is usually not the main cause of a high training error. In fact, in 1991,
Hornik [34], showed that neural networks can be used to approximate any function with
arbitrary precision. This proof is visualised nicely by Nielsen [30](ch. 4). However, in
the following chapters, Nielsen also points out why deep neural networks can struggle to
learn anyway, leading to high training errors.

3.5.2 Metrics for imbalanced data sets

In some cases, a low absolute error (equivalent to a high accuracy) is not necessarily
a good indicator of a well-performing model. Goodfellow [28] exemplifies this with a
model trying to detect a rare disease, where the positive samples are one in a million. One
could easily get a high accuracy by always giving a negative test answer, but that does not
line up with what we are trying to achieve. The same goes for camera trap data, where
the pictures of animals often are least common but of most interest [14], [15]. Therefore,
other metrics are needed to properly assess the models. To construct these metrics, it is
useful to start from the so-called confusion matrix, shown in Fig. 9.
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Figure 9: A confusion matrix. The matrix is used to sort a classification model’s predictions
into one out of four categories: True Positive (TP), False Positive (FP), False Negative (FN) and
True Negative (TN). True predictions mean that the classifier’s prediction is the same as the actual
value, i.e if the classifier predicts that a data point belongs to the class (predicted positive) and it
actually does so, the prediction is a true positive. Conversely, negative predictions are the opposite.
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Using the four categories presented in the confusion matrix (Fig. 9), several new metrics
can be constructed. Perhaps the most common metrics for imbalanced problems are the
precision and recall, defined as

precision =
T P

T P+FP
, recall =

T P
T P+FN

. (3.4)

In two different ways, they describe how good a model is at picking out the positive
samples and they both take values between 0 and 1. Recall measures how many of the
actual positive samples are also classified as positive. If we are using it to find pictures
containing animals and the model does not miss a single animal the recall is one. However,
one way to achieve that is to predict that all pictures contain animals. To counter that, the
precision-metric measures how good the model is at picking out true positives without
also predicting a high share of false positives i.e. predicting empty images to contain
animals. In other words, a conservative approach where high confidence is required to
make a positive prediction favours precision while a liberal approach favours recall and
in this way, they balance each other. A common metric to weigh theses metrics together
is the F− or F1-score given by

F1 = 2
P ·R

P+R
, (3.5)

where P is the precision and R is the recall. Further description of these metrics and other
alternatives can be found in e.g. [11] or [28].

Another common way to show the relationship between the two metrics is with a
precision-recall curve, like the one seen in 10. The pair of values for precision and recall
used to draw the curve are obtained by computing their values for different confidence
thresholds, i.e. how sure we require the model to be to make a positive prediction. Each of
these thresholds, with its corresponding precision and recall values, is called an operating
point.

Figure 10: Precision-recall example curves. Plot created with the python library matplotlib.
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As seen in the plot, the perfect classifier touches the top right corner, meaning it classifies
all samples correctly. The baseline, on the other hand, is a model simply predicting all
samples as positive. That will give a constant precision equal to the share of positive
samples in the data set (which is 50% in the Fig. 10 example.) Most models fall
somewhere in between and their overall performance for all confidence thresholds can be
summed up in the average precision (AP) metric, which roughly corresponds to the area
under the precision-recall curve. For multi-class problems, the AP-metrics for all classes
can be combined together into mean average precision (mAP), which is a common metric
for bench-marking computer vision models. Another alternative is using micro-averaged
precision, which produces the mean precision and recall averaged over all samples for
all operating points. The difference between mAP and micro-averaged is that mAP will
value AP equally for all classes while micro-averaging will weigh the results to the class
size. More details on the precision-recall curve metrics can be found in the documentation
of the ML library scikit-learn [35] or in [24] (ch. 6).

3.5.3 Intersection over union

For object detecting models, there exists a separate metric describing how well a predicted
bounding box captures an object. To do this, intersection over union (IoU) is used. It is
defined in Eq. 3.6, with the concept illustrated in Fig. 11

IoU =
Intersecton

Union
.

(3.6)

Figure 11: Illustration of the IoU-metric.

Often, some sort of threshold for the IoU value is set for whether a prediction should be
seen as a true or false positive.

3.6 GPUs for neural networks
As described in Sections 3.2 and 3.3, deep neural networks include lots of layers and
neurons, resulting in that a very large amount of computations are needed in order to train
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and use them. Traditionally, most complicated computations on a computer are run on
the CPU, but for NNs, GPUs have proven to be better suited. This is because rendering
graphics (GPUs original purpose) is similar in computational structure to training and
performing inference with a neural network. Goodfellow [28] (ch. 12.1) goes into detail
about the similarities, but the key points are that NNs, just as graphics, require a lot of
simple matrix operations, which can be run in parallel since all neurons are independent
of other neurons in the same layer. During the computations, there are also no if/else
statements where the computations can branch off (which GPUs are bad at handling).
There are also aspects in memory handling (which will not be covered in this thesis) that
makes GPUs better suited.

3.7 Data augmentation
Another effective way to improve the performance of deep learning models is data
augmentation, which both Goodfellow [28] (ch. 12.2) and Szeliski [24] (ch. 5.3)
point out is extra effective for image recognition applications. Data augmentation
means making changes to the training data in some way that does not fundamentally
change how the image should be classified. Common examples include flipping and
cropping images, adding noise or switching places of nearby pixels with elastic distortion.
Using augmentations is an easy way to increase the amount of training data, compared
to obtaining new images and labeling them, and can reduce the generalisation error
substantially.
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4 Data
The data set used in this master thesis consists of images from camera traps hosted by the
UK Centre for Ecology and Hydrology (UKCEH) as part of the ECN project. The images
come from nine different CT locations, although all cameras are not active every year.
A table of all camera locations with corresponding abbreviations, as well as an example
image from each location can be found in the Appendix. The pictures are taken with
two different kinds of IR-detection-triggered cameras (Bushnell 8 Megapixel IR Trophy
Cameras and Spypoint 7 Megapixel IR-B infrared digital surveillance cameras). To start
a CT-project similar to the one ECN is running, with Bushnell9 or Spypoint10 cameras,
should not be an unbearable cost for most research stations; the basic trail cameras cost
around 100$ and have a higher resolution than the ones used by the ECN (since camera
technology has improved). For more information on details on the setup of ECN’s camera
traps, Sharp’s thesis paper [6] is recommended.

Initially, experiments were made on a subset of 15 345 images from the years 2010-
2012. The subset consists of 5,7% wildlife pictures, 44,6% human pictures and 49,7%
empty pictures and comes from six different camera locations. The imbalance between
the different categories makes training models for classification and detection of animals
challenging. Additionally, among the animal pictures that exist, the ones as clear as
the picture of the roe deer in Fig. 12 are scarce. As mentioned in Section 3.7, data
augmentation can be used as a means to expand the data set and somewhat make up for
this problem. This has been done in the training of both custom models.

Figure 12: Example picture from the data set, featuring a cute roe deer. The picture is taken with
a Spypoint camera.

9https://www.bushnell.com/ (Accessed 2021-05-26)
10https://www.spypoint.com (Accessed 2021-05-26)
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However, augmentation cannot generate completely different examples of an image, if
there are no images where e.g. a badger is seen straight from the front, the data set will
not contain any such examples data even if we apply augmentations. Hence, models are
still limited by what types of images that are available in the data set.

Until now, the images have been reviewed and classified by part-time employed students,
or by the ECN researchers themselves. Information about each ”event” has been
recorded in two excel spreadsheets. Sharp [6], estimates that processing images and
recording non-empty images as events in the spreadsheets, has been performed at a rate
of about one image per minute. The events are considered to be in one of the two
categories ”wildlife” and ”people” and there is no overlap where pictures appear in both
spreadsheets. However, on many occasions, (pet) dogs are seen together with people,
which poses a challenge since dogs clearly are animals and a computer vision model
might have trouble if it is supposed to classify them in the human class.

The Excel spreadsheets contain multiple columns of metadata for each picture and not all
of it has been utilised in this project. Initially, the important information was that which
could be used to sort the data, presented in Table 1.

Table 1: Structure of the columns used for image sorting with two example recordings for each
sheet. Datetime is recorded with minute precision and should be the start time for an event, even
though that is not always the case.

(a) People sheet

Date/Time (GMT) Camera
2011-04-02 01:59 Bridge
2010-08-05 10:40 Treeline

(b) Wildlife sheet

DateTime (GMT) Camera # images
2010-07-02 01:59 Bridge 1
2010-08-26 09:24 Treeline 4

Other information that could be of interest for further development of a model is the
species for all animals, which is recorded in the wildlife spreadsheet. ”Weather”,
”Number” (of individuals) and ”Direction” (in or out of the catchment) for both
spreadsheets and ”Activity” for the people spreadsheet could also be useful. This
information was not included in this project because of time constraints.

4.1 Sorting data
To use the data set for training and testing of a supervised model, ground truth data
is required. For classification, this was done by simply sorting data into one of three
categories: ”Empty”, ”Animal” or ”Human”. The image sorting was performed semi-
automatically, with some challenges preventing full automation.

The pictures are named after the convention XX YYYYMMDD HHMMSS (e.g. BR
20210208 122815), where XX is the abbreviation of the camera locations. (For one
abbreviation, TSS, all images were renamed to start with just TS. All camera locations
with abbreviations are specified in Table 2 in the appendix.) This makes it possible to tie

24



the events recorded in the spreadsheet (see Table 1.) By reading the spreadsheets into a
pandas DatataFrame in a Jupyter Notebook, date, time and camera could be determined
for each recorded event. The time is recorded with minute precision, compared to the
exact seconds in the image names. The names of the images in the data set were then
checked against the recorded events. If the camera matches the abbreviation and the date
and time is within 90 seconds of the time in the image name11 the image is considered
to match the event and is moved to a folder for its corresponding category. For animal
pictures, where the number of images in the sequence is recorded sheets, all following
images are moved as well. In the human data case, the number of images is not recorded
consequently (or at all) before 2015, and hence a different approach is needed. Here
images are moved to the same category as long as they are on the same camera and there
is no gap bigger than five minutes between two pictures. The choice of five minutes as
time interval was made in dialogue with the ECN researchers, as it strikes a good balance
between risking to include empty pictures taken after a human has passed and risking to
miss images of humans where a long sequence is recorded as one event (e.g. a school
class staying in the catchment a long time but not appearing on every picture).

Images in all three categories were then reviewed manually to find pictures where the
automatic sorting yielded incorrect results. The spreadsheets were also updated to enable
automatic sorting for someone only having access to the unsorted data set. After this
sorting process, the data was ready to be used for classification training and validation.

4.2 Training and testing sets
Both the DenseNet201 classifier and the YOLOv3 detector were trained on the images
from 2010-2012 and tested on 7774 unseen images from 2013. The choice of 2010-2012
as the training set was purely based on that they were the first images I got access to, so
I used them when developing and ensuring correct behaviour for the models. Testing on
data from a new year was also considered to be representative of how the models will be
used. Another reason that makes the 2013 set well suited for testing on is that it includes
three new camera locations, which are not included in the training data. By examining test
results on images from the new locations (the Carpark, the Stream and the SNH-camera),
we can evaluate how well the models would be suited to an expansion of the CT project
where more cameras and locations are added. As stated in Section 3.5.1, good results
from ML models require the training data to be representative of the data the model will
be used on. Therefore, examining and understanding the error on new locations is vital
before using the model in an unseen setting and expecting good performance.

Apart from the new cameras added in 2013, the distribution for each category is a bit
different between the training set and the test set, as seen in Fig. 13.

11Some margin to make up for manual, incorrect, minute rounding, which occasionally happens in the
spreadsheets.
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Figure 13: Image distributions for the training set and the validation set.

Most notable is the high proportion of empty images in 2013, which is mainly caused by
an unknown malfunction for the Treeline camera in November, where it took a constant
stream of pictures. There are also many animal images in 2013 (537) compared to the
accumulated number of animal images in the years 2010-2012 (877).
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5 Method
The method for this study has mainly been divided into three parts, one for each of
MegaDetector, the DenseNet201 classifier and the YOLOv3 object detector, which all
make predictions on the same data. However, MegaDetector and the YOLOv3 model are
more intertwined, since MegaDetector is used to generate bounding boxes used as training
(and validation) data for YOLOv3. The whole pipeline for the method is illustrated in the
flowchart in Fig. 14.

Figure 14: Overview of the main stages in the project pipeline summed up in a flowchart.

Unless anything else is stated, all experiments are run on an HP laptop with an Intel Core
i7-9850H processor, 32 GB RAM and a NVIDIA Quadro P2000 graphics card with 4GB
of GPU memory.

5.1 MegaDetector
MegaDetector [10] is an object detector based on the Faster-RCNN [36] structure and
uses an InceptionResNetv2 [37], base implemented with the TensorFlow Object Detection
API. The model is built in TensorFlow version 1.13.1. This project uses MegaDetector
v4.1, released 2020-04-27.

MD processes all images in a specified directory and outputs a .json-file where each image
gets a set of detections where each detection is associated with bounding box coordinates,
a predicted class (animal, human or vehicle) and confidence in the prediction (0-1). An
example of the .json-format can be seen in the Appendix 7.2.

5.1.1 Evaluating MegaDetector as a classifier

Even though the custom models trained on the ECN data set perform well, they should
also be compared to the alternative, using the pre-trained MegaDetecor directly. To
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evaluate MegaDetector purely as a classifier, the prediction with the highest confidence
are used as the predicted classification for every image and precision-recall curves are
generated for the classes ”Animal”, ”Human” and ”Empty”. MegaDetectors ”Vehicle”-
class is ignored since it often made false positive predictions for one of the cameras.

5.1.2 Generating object detector training data

Since making ground truth bounding boxes with class labels for an object detector is a
time-consuming task, MegaDetector was used to speed up the process. MegaDetector
outputs bounding boxes that can be converted to training data. To do this, an adaption of
the Github repository convert2Yolo12 was used to convert the output to the YOLO-format
(described in Appendix). However, this was not the optimal choice, since the YOLO-
implementation used in this project actually takes the VOC label format as input. Hence,
the annotations had to be converted again. To convert from YOLO to VOC, an adaption
of code from the Github user goodhamgupta13 was used. To inspect and evaluate the
bounding boxes, it is possible to use either visualisation tools that exist in Microsoft’s
CameraTraps-repository, which works directly with the MD-output, or use the imageset-
viewer tool14, which works with the VOC format.

By inspecting the images and the MD output,it was clear that there were some cases
where MegaDetector did not manage to make any detection, or made a detection but with
the wrong classification. To obtain the correct ground truth bounding boxes for detector
training and validation, these needed to be updated. To solve this, the evaluation method
described in Section 5.1.1, was used to sort out the images that were misclassified, so that
they could be manually relabeled. Relabeling is the term used in this project for manually
creating new bounding boxes to use as ground truth labels, instead of the ones created by
MegaDetector. Regarding the check for misclassified images, it is worth noticing that as
long the MD detection with the highest confidence matched the category that the image
had been sorted into, it was considered correct. Hence, predictions that get the wrong
number of boxes or boxes that do not perfectly fit the object they are detecting, are not
sorted out for relabeling.

To do the relabeling, the online tool makesense.ai15 was used. It has a simple UI and
gives outputs in either YOLO- or VOC format. After relabeling, the ground truth boxes
are completed. The labeling pipeline is not perfect, but still rather efficient and much
quicker than labeling the complete data set by hand.

12https://github.com/ssaru/convert2Yolo
13https://gist.github.com/goodhamgupta/7ca514458d24af980669b8b1c8bcdafd
14https://github.com/zchrissirhcz/imageset-viewer
15https://www.makesense.ai/
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5.2 Augmentations
As described in Section 3.7, dataset augmentation is a powerful tool to improve
performance of computer vision models. In this project, the imgaug-library16 has been
used to increase the amount of training data. Some of the individual augmentations, all
applied to the same image, are illustrated in Fig. 15.

(a) Original (b) Flip (c) Clouds

(d) Partial grayscale (e) Translation (f) Random HSV increase

Figure 15: Some of the most visually striking imgaug augmentations utilised to generate training
data.

When training images are generated, a random combination of augmentations is applied
to an image from the original set in random order.

The choice of augmenters is based on the augmentations used by Schneider et al. in
[13]. The key requirement is that all augmentations should keep the ground truth class
recognisable for a human. Some augmentations are chosen to mimic specific conditions
common for camera traps e.g. wet camera lenses, motion blurry images and black and
cloudy or misty weather.

5.3 Classification with DenseNet201
For the classification task, the model DenseNet201 was chosen, based on the conclusions
of Schneider et al. [13], who found it the best performing classification network on their
data set, which is similar to the Cairngorms pictures. The code used in [13] (available on
Github17) was also used as the basis for the classifier part of this project.

16https://github.com/aleju/imgaug
17https://github.com/Schnei1811/Camera Trap Species Classifier
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Figure 16: The DenseNet concept of dense connections, where all previous layers are used as
inputs to new layers and only one or a few new feautre maps are introduced in each layer.

The original concept of DenseNets was presented in the paper Densely Connected
Convolutional Networks, [8], in 2016 and the main idea is a CNN where each layer takes
the output feature maps of all previous layers concatenated as input, instead of just the
output from the previous layer. Each new layer only adds a few new feature maps to the
accumulated ”collective knowledge”. An illustration of this is shown in Fig. 16. Passing
on all layers to the next also reduces the total number of parameters needed in the network
(since only a few new layers are added each time) and makes it easier to train the network.
This is because even the first layers directly affect the last layer and hence we the training
avoids problems with vanishing gradients for the early parameters.

The rest of the structure is very similar to the CNN-ideas presented in the theory in
Section 3.4; DenseNet201 uses ReLU activation functions and batch normalisation. Like
most CNNs, DenseNets also downsample the input size as we go deeper in the network.
However, after downsampling, the new feature maps can not be concatenated with the
previous ones. To handle this, the authors [8] use what they call transition layers, between
densely connected dense blocks. The transition layers use convolution and pooling to
downsample the previous feature maps so that they can be used in the new dense block.

Following the DenseNet201-base, three densely connected layers are added before the
final softmax output layer. To train the network, the standard multi-class cross-entropy
loss:

J(θ) =
1
n

n

∑
i=1

(
−θ
>
yi

xi + ln
M

∑
j=1

eθ>j xi

)
, (5.1)

is used. The loss function is derived from the softmax function (Eq. 3.3) resulting in the
output elements being non-negative and summing to one. The values should be interpreted
as the probability that the image belongs in a class for each of the classes.
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5.3.1 Handling class imbalance

As seen in Section 4.2, there are class imbalances in both the training and testing data, and
a model only predicting every image to be empty would get a quite small loss. However,
that does not align with the goal of the model, animals images need to be detected. To
make up for the class imbalance, more examples from the smaller classes were generated
using image augmentations. As seen in Section 4.2, there are almost nine times more
empty images in the data set than there are animal images. Each animal image is therefore
counted nine times as much, by occurring in the training data in nine different variations.
By doing this, the model will get just as high loss values if it tends to make wrong
predictions on animals as if it tends to make wrong predictions on empty images. Hence,
we force the model to find an optimum that better aligns with the model’s objective.

5.3.2 Hyperparameters and setup

Depending on computer resources and data set, the model can be customised. For this
project, an image size of 128× 128, a batch size of 16 (limited by GPU memory) and a
custom (hardcoded) learning rate strategy with three warm-up epochs and then a learning
rate decay of 0.8 were used. The maximum learning rate had to be lowered from the
default to avoid loss divergence.

5.4 Object detection with YOLOv3
YOLOv3 is an object detection model introduced in 2018 [9] and was considered a state-
of-the-art algorithm. Since the computer vision field evolves rapidly it is not as cutting
edge anymore, but it is still a highly useful detector that sees widespread use. The choice
of YOLOv3 as the employed object detection network is mainly motivated by three things:

• It is built to be a real-time detector, which according to the YOLO-authors [38],
means that it can make predictions at least 30 fps (on the right hardware). Hence it
is fast and (relatively) lightweight

• Good performance in other object detection applications

• Existing implementation in Keras

The Keras implementation is desirable since the original is implemented in the Darknet18

framework, which is written in C and CUDA. That makes it a little trickier to implement
on Windows computer, resulting in Keras/TensorFlow being more convenient. Therefore
the whole YOLO-part of the project has been based on an excellent Github repository19

for YOLOv3 in Keras.
18https://github.com/pjreddie/darknet
19https://github.com/experiencor/keras-yolo3
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5.4.1 The YOLO detection approach

What separated the first YOLO algorithm, [38], from other object contemporary detection
approaches was that it reframed the detection task to a regression problem. Instead of
proposing multiple regions in the image and passing each of them through a classification
network, YOLO passes the whole image through one CNN a single time, which explains
the name YOLO, you only look once. It then tries to fit bounding boxes as well as possible
to the ground truth based on the extracted features (a regression problem). The regression
is performed with the image being split into multiple cells in an S×S grid (S = 1 is used
in the original paper). Each cell is responsible for predicting a set number of bounding
boxes B (set to 2 in the original paper). Each box has the bx and by coordinates for its
center, its width bw and its height bh, a confidence score, called objectness, reflecting how
certain the model is that it contains an object and lastly, class probabilities.

The third YOLO-incarnation YOLOv3, [9], which is used in this project, builds on and
extends these ideas. Like its predecessor, YOLO9000 [39], the box coordinates are not
predicted directly. Instead, two inputs to a sigmoid function, tx and ty, are predicted and
the function value is added to the cell’s offset (cx,cy), as seen in Eq. 5.2

bx = σ(tx)+ cx

by = σ(ty)+ cy

bw = pwetw

bh = pheth .

(5.2)

This ensures that the center of the bounding box is located somewhere inside the
responsible cell. The two lower expressions in Eq. 5.2 also show that the model only
can predict positive values for the width and height of the box, since pw and ph are preset
positive prior values for bounding box shapes (and since ex is always positive for real
values of x.) The bounding box priors are called anchor boxes and for both [39] and [9],
they are computed using k-means. More on that in Section 5.4.4.

5.4.2 YOLOv3 loss function

All the model’s predicted values are combined in a loss function, which is needed to
train the model (as described in Section 3.3.2.) The YOLO-network itself is rather sleek
compared to other object detection approaches, which comes with the trade-off that the
loss function needs to be somewhat complicated to describe how well the boxes fit the
ground truth, namely:
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loss = λcoord
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(5.3)

for each YOLO layer. All parameters with a -̂hat represent the ground truth. The five lines
in the loss function in Eq. 5.3 in turn penalise:

1. Bounding box center coordinates error

2. Bounding box dimensions error

3. Objectness error. ( Ci should be 1 if there is an object in the box and it is the box
responsible for predicting it.)

4. Error for predicting boxes containing no objects.

5. Classification error calculated with binary cross-entropy loss. (Choosing this
instead of categorical cross-entropy loss is justified in [9] by many data sets
containing classes that are not mutually exclusive, e.g. animal and deer.)

The character 1ob j
i j in the loss function takes the values 0 or 1 and denotes if an object

is present in cell i and if bounding box j is responsible for it. 1
noob j
i j takes the opposite

value and 1
ob j
i also looks for objects in the cell, but it does not check bounding box

responsibility. 20 Their values are used so that bounding box coordinate, dimension and
objectness errors are only penalised when a box is responsible for making the prediction,
but the classification error remains as long as there is an object in the cell. The individual
importance of these error terms is determined by the λ -hyperparameters. The default
choice in the YOLOv3 Keras implementation is λcoord = 5 and 1 for all the other values,
a choice based on that predicting a box at all when there is an object in the cell is the most
important thing for the detector, i.e. rather too many boxes that do not precisely fit the
object they should detect than predicting no box at all when there should have been one.

20This means that even if another box will ultimately be the one to make the prediction, other boxes will
also improve their ability to predict the correct class.
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Figure 17: The structure of the YOLOv3 network with a total of 106 layers. The three main parts
of the network are residual blocks (consisting of convolutional layers, batch normalisation and
skip connections), the YOLO detecion layers and the upsampling layers. Image created by Ayoosh
Kathuria and published on towardsdatascience.com. (Accessed 2021-04-21)

5.4.3 YOLOv3 architecture

One of the most significant changes to YOLOv3 compared to its predecessors is that
detection is made on three scales. A diagram of the architecture is shown in Fig. 17.

The main part of the network shown in Fig. 17 consists of convolutional layers with leaky
ReLU activations, batch normalisation layers, and skip connections, which together make
up the residual blocks. In total the first feature extractor, or the base of the model, uses 53
convolutional layers and is called Darknet-53 [9]. Following the feature extractor, there
are three different detection layers, or YOLO-layers, using the loss function (described in
Section 5.4.2) to predict bounding boxes. The first detection layer, layer 79, detects the
biggest objects using the most compressed features. These features are then upsampled
and combined with less processed features via the skip connections to make predictions
at the two other scales, using both the complex features and the fine-grained features from
early on in the network, enabling the model to ”reason globally”, as the authors put it in
[38].

The whole model is trained by adding the loss of all these three detection layers into one
cost function and then minimising it with respect to the model parameters. Just as in the
loss function itself 5.3, it is possible to put a different weight to each layer.
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5.4.4 Anchors (YOLO)

As seen in the loss function in Eq. 5.2, the width and height are predicted as an offset from
an anchor box with width pw and height ph, a concept introduced in the second version
of YOLO [39]. There is a set number of these prior anchor boxes and for YOLOv3,
the default is nine, three for each detection level. In the first YOLO-layer, where the
biggest objects are detected, the three biggest anchor boxes are used. The anchor boxes are
produced using an unsupervised learning algorithm called k-means clustering. It works
by dividing all ground truth boxes from our training data into k clusters, where in this case
k = 9. The mean width and height of the boxes in one cluster becomes the centroid of that
cluster. The algorithm then iterates to find the clusters that result in the highest mean IoU
(see the explanation of the metric in Section 3.5.3) between the boxes in each cluster and
the cluster centroid. When convergence is reached, the nine resulting centroids are used
as the prior values for the anchor boxes.

For details on k-means clustering in general, see e.g. [28] (ch. 5.8) or [11] (ch. 11.3), for
the specific YOLO-implementation, see [39].

5.4.5 Non-max suppression

To avoid having multiple bounding boxes detecting the same object when making
predictions, YOLO (and object detectors in general) use a method called non-max
suppression (nms). It looks for boxes that detect the same class and checks their IoU
against each other. If two boxes have an IoU greater than some threshold (often 0.5), they
are deemed likely to detect the same object and the nms-algorithm removes the box with
the lowest objectness score. Hence, for all bounding boxes detecting the same object, the
ones with non-maximal objectness values are suppressed.

5.4.6 Handling class imbalance

Just as for the classifier, the detector should also handle the class imbalance described in
Section 4. However, the object detection is not as susceptible, since it trains on bounding
boxes and thus ignore all empty images. In the loss function (Eq. 5.3) we can also see
that there is also only one term that is affected by the detected object’s class. Hence
the imbalance could result in animals being classified as the bigger class, humans, if the
model is unsure of the classification.

The YOLOv3 tackles the problem somewhat by also using augmentation to expose the
model to different versions of every image in each epoch, but due to how the image
generator is constructed in this implementation, it is does not make up for the imbalance
between the classes, leaving a potential weakness.

5.4.7 Hyperparameters and setup

Most of the hyperparameters in this YOLOv3-implementation are controlled in a file
called config.json. Apart from generating anchor boxes based on the ECN data set, default
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settings were mostly used. However, the learning rate had to be lowered from 1e-4 to
1e-5 to avoid early divergence. A learning rate strategy with three warm-up epochs and a
decreased learning rate on learning plateaus is used. Since the model seemed to have more
problems with detecting smaller objects, the hyperparameters controlling each YOLO
layer’s contribution to the total cost were set to 1, 2 and 3 for each corresponding layer21.

YOLOv3 also varies the input size of images to train the model to make good predictions
for different sizes and add some regularisation. The min- and max-values for these sizes
are set by the user and for this project, sizes from 128× 128 to 256× 256 were used.
Larger image sizes mean that more GPU memory is required to handle the images and
this resulted in a batch size of 1 being the only possible option to avoid memory errors.

Moreover, a small ε-value was added in the code for calculating the loss, since I had issues
with Tensorflow’s tf.sqrt() having exploding gradient issues for very small values,
resulting in a non-real loss.

21Yolo-layer 3 detects the smallest objects.
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6 Results and evaluation
The results are presented and evaluated for three models with a section for each. For
explanations of the used metrics, see Section 3.5.2.

6.1 Evaluating MegaDetector
To assess the usefulness of MegaDetector, it was tested on the subset of pictures taken
between 2010 and 2012. For this experiment, it was used as a classifier rather than a
detector. This was done by making the class of the detection with the highest confidence
be the output classification for the whole image. (Remember that there can be multiple
detections in one picture, which could be of different classes.) However, if the confidence
of the highest detection was below a set threshold or if there were no detections at all, the
output classification was instead considered to be ”empty”. For this test, MD:s beta-class,
”vehicle”, was excluded, since cars rarely figure on the pictures and the model tended to
incorrectly classify the background as vehicles for many of the camera locations.

6.1.1 Quantitative MegaDetector-results

Even though MegaDetector is not trained on images from the Cairngorms, it managed
to achieve impressive results, illustrated in the precision-recall curves seen in Fig. 18.
The left curve (a) shows good results for all classes, but the performance is significantly
less good for images containing animals, which is also the most interesting category for
researchers. The fact that there are much fewer animal examples is the reason that the
animal curve is choppier than the others.

(a) Original predictions (b) Dog-adjusted predictions

Figure 18: Precision-recall curves for the MegaDetector predictions for the images from 2010-
2012. The classes are: 0 - Empty, 1 - Animal and 2 - Human. For the right curve (b), animal
predictions that are close enough in time to a human prediction on the same camera, have been
considered dogs, which are part of the human class.
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After examining the MD-predictions with a tool provided in the Microsoft CameraTrap
repository [10] and discussing with the ECN researchers, much of the loss in precision
for the animal class could be attributed to the presence of dogs in many of the images.
MegaDetector rightfully classifies dogs as animals, but since they are in the national park
together with people, they are recorded in ECN:s people spreadsheet. To adjust to this a
post-processing step was added, where all animal detections were automatically examined
again. If there were other detections, close enough in time (5 minutes) and made with the
same camera, where a human had been detected with a prediction confidence of at least
0.8, the animal was probably a dog. Hence, the classification was changed to ”human”,
resulting in the much better performance for the animal class seen in Fig. 18b. The choice
of five minutes as the timespan was made based on estimates from the ECN-researchers
- wildlife tends to be scared away by people and the researchers could not recall any
wildlife recordings as close as 5 minutes to a recording of people. In the same way,
even though a dog might be alone in a single picture, their humans are never far away.
Dogs are never in the park alone, so there tended to be images with humans as the main
detection within a five-minute window from the dog detection. The threshold choice of
0.8 in needed confidence for a human detection to change the animal prediction was based
on that 0.8 is the default value in the MegaDetector repository [10].

Looking at Fig. 18b, it is clear that the dog adjustment improved the precision
significantly, but the recall remains rather unchanged - there is still a steep decrease in
precision for operating points achieving a recall higher than 0.8. This can be explained
by looking back at the definitions of precision and recall, explained in Section 3.5.2. The
dog-adjustment reduces the number of false positives among the animal classifications
(dogs that ”should” be classified as humans”), thus increasing precision. However, it does
not help to detect the animals that MegaDetector has missed, and therefore no increase in
recall is seen.

Regarding the speed of the model, making predictions takes about 5.10 s per image on
my computer (specifications in Section 5) and slightly above 1 s per image if the model
is run on Google Colab22 (speeds depend on what resources you are assigned, which can
vary).

6.1.2 Qualitative MegaDetector-results

Even though the results are good, we can see that there are approximately 20 % of the
animal images that were tough for MegaDetector. Examining the images with undetected
animals provided some insights on what the reason for this can be. Examples of missed
detection are seen in Fig. 19.

22https://colab.research.google.com/github/microsoft/CameraTraps/blob/master/detection/megadetector colab.ipynb
(Accessed 2021-06-04)
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(a) Motion blurry deer
image

(b) Badger behind
vegetation

(c) Fox in strong
backlight

(d) Small squirrel
(5x zoom)

Figure 19: Examples of animal images that MegaDetector did not manage to detect.

For almost all missed detections, there was some element that clearly made the detection
harder, some problems which are discussed by Norouzzadeh et al. [15], in their big
camera trap-computer vision study. Common challenges in this dataset include:

• Animals moving quickly past the camera, resulting in blurry pictures, as seen in
Fig. 19a.

• The animal being obstructed from view, as in Fig. 19b.

• Low contrast between the animal and its surroundings. Can be caused by poor
lighting conditions such as backlight (as in Fig. 19c) or dark night images, or the
animal being naturally camouflaged against the background.

• The perspective. Both the scenario where an animal takes up a very small part of
the image, as in Fig. 19d and the scenario when it comes so close to the camera
that it occupies the full field of view makes it hard to differentiate animal from
background.

The most common identified combination of these that leads to MegaDetector missing
to detect animals seems to be small animals that are partially obscured by the beams of
the bridge (on the Bridge location). This problem is probably intertwined with the fact
that MegaDetector’s Vehicle class tended to detect the bridge itself as a vehicle, leading to
the class being excluded in this project. The bridge is a man-made structure with straight
edges, which might not be very common in MegaDetector’s training data, hence resulting
in false positive vehicle detections and missed animal detections. This is the main quality
that could be improved for MegaDetector for better performance on the ECN data set.

The challenges for animal detection can of course be present on pictures of humans as
well, but it is not as big of a problem. Humans tend to keep to the road, which the camera
is pointed towards on most locations, and hence are not hidden behind vegetation. They
rarely dash past the camera, they are mostly in the national park during the daytime and
they are rather big compared to many of the animals that we are trying to detect. All these
things together make them generally easier to detect and hence having a higher recall.

Apart from the aforementioned problems with regards to animal detection, MegaDetector
also has a slight tendency of making false positive animal predictions, especially in less
clear images, e.g. if the camera lens is blurred by water or it is a grainy and dark
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(a) ECN:s station
manager

(b) Two detected
reindeer. (One un-
detected far back.)

(c) Close up of human
hand

(d) Ears of a deer

Figure 20: Examples of correct MD-detections with blue bounding boxes for humans and red for
animals.

night image, resulting in a small precision decrease. It especially becomes a problem
on locations with boulders, tree trunks or other static objects that resemble animals (at
least to MegaDetector). A solution to this problem could be to use a transfer learning
approach and continue training the MD model with some examples from the dataset it
will be used on. Training on pictures where the said tree trunk/boulder continuously is
not labeled as an animal should decrease the risk for the problem. Another possibility
could be to sort out identical, or very similar detections, i.e multiple detections from the
same camera with almost the same bounding box, and look at them separately.

Even though MegaDetector is not perfect, its strengths should definitely be highlighted
as well. For the majority of the pictures, the bounding boxes fit very well and the
classification is correct. The model also manages to make detections on many images
that seem difficult, see e.g. the latter two images in Fig. 20.

Beyond just classifying and sorting images MegaDetector is also capable of giving
estimates of how many humans or animals are present in each image but since the
metadata recorded in the spreadsheets (described in 4) is presented per event and not
per image, evaluating its performance for this task is a bit problematic. For example, a
sequence of images with three humans pass by the camera, but they are never seen all
three at the same time will be recorded as a three individual event. Since adding this
information for each picture was deemed too time-consuming there are no such results.
However, by making a review of the animal detections in the 2013 data set, it could be
established that if MegaDetector has made a correct detection, the number of detected
animals in the image was correct around 95% of the time. However, in almost all pictures
of animals, there is only one animal visible, so the evidence is not that strong. My general
impression from looking at the output detections is that any detection of another animal
is about as likely as the detection of the first, 0.8, and that if the other animal is hidden or
far away, the chance of a detection decreases, just as for the first one.

For humans, the counting seems to be more promblematic. MD can often accurately
detect if there are more than one human, but getting the exact amount of detections correct
is tougher. Humans are seen in groups much more often than animals and when people
are covering each other, carrying equipment, or bring an extra jacket, the model has a hard

40



time separating individuals.

6.2 Results for the DenseNet201 classifier
The DenseNet classifier seemed to converge when trained on the 2010-2012 data with a
subset of that data excluded and used for testing. As seen in Fig 21, both the training and
testing loss decrease and accuracy increased, even though there were large fluctuations,
especially for the test set. These fluctuations indicated that small changes to the weights
gave very different prediction results, which could explain why such a low learning rate
was needed to keep the model from diverging.

Figure 21: Progress of accuracy and loss train- and test-results for the DenseNet201-classifier
trained on 2010-2012 data with a subset of images excluded and used for testing.

Even though the accuracy of about 80% could be considered acceptable at first glance, we
should recall the theory section on imbalanced data (Section 3.5.2). After investigating
the classifier predictions, it is clear that the classifier fails to make correct predictions for
the small classes, which is bad since animals are arguably the most important category
to make correct predictions for. Instead, the model almost only predicted images to be
empty, and sometimes human. The suspected reason for this was that most of the training
examples for the smaller classes were created using augmentations, while the examples
from bigger categories were unaltered. This could have resulted in the model learning to
recognise the augmentations rather than animals and humans.

To combat this, the method was changed to have a chance of augmenting all images,
regardless of how common the class was. However, multiple copies of one image,
augmented or not, was only added to the training set for the smaller classes. Using this
approach did not prove successful either, as the test loss did not decrease together with
the training loss, indicating overfitting.

Sadly, no final version with acceptable performance was achieved for DenseNet201,
which is odd, considering the good results Schneider et al. [13] had using the same
method. A suspected reason is the better data set balance, with relatively low presence

41



of empty images in their data set, ”only” 19%. The somewhat underwhelming classifier
results in this study leaves a lot of room for exploring classifiers further, but also illustrate
some of their weaknesses to imbalanced data and static camera trap backgrounds.

One argument for trying to improve the model further is that it makes predictions quickly.
On my computer (specifications in Section 5) it makes predictions for about 8 images per
second, and that is likely held back by image format warnings outputted to the log (details
on format issues in the appendix). On images with no format issues, it reaches a speed of
15 images per second.

6.3 Results for YOLOv3 object detection
The YOLOv3 model was trained on the 15340 images from the 2010-2012 set and
evaluated on the 7771 images from the 2013 set (see the previously shown class
distributions in Fig. 13.) However, during training, the YOLOv3 model only trains on
annotated images, i.e not the empty ones. The reason that this does not become a problem
is that even though the images contain one or multiple detections, there will be a lot of
background on most images, where no detection should be made. Recall the cell structure
in YOLO, described in Section 5.4, where each cell is responsible for predicting three
boxes. For an image with one detection, that results in one box being responsible for
detecting an object and all others being responsible for making empty predictions. In
other words, excluding the empty images from the training set is not a problem.

That results in the training set consisting of all the images that have corresponding
annotations. The 2010-2012 set contains 10974 human bounding boxes and 1347 animal
bounding boxes as ground truths for the model to train on and the 2013 set contains 2421
human boxes and 836 animal boxes to evaluate on.

Since the model not only classifies images but also predicts where in the image there is an
object, the evaluation should reflect this as well. This is done applying nms (see Section
5.4.5) and requiring an IoU-value of at least 0.5 between a predicted box and the ground
truth box, an objectness score above 0.5, as well as a correct classification. If the detection
satisfies all these criteria, it is counted as a true positive.

6.3.1 Quantitative results

To see how the model progresses through training, it was evaluated for two different stages
in the training. One stage after just a few epochs of training, where the loss had reached
3.80 and one where the loss had converged at 2.77. The results are illustrated in the bar
plot in Figure 22.
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Figure 22: Average precision results for the YOLOv3 model at two different loss values (3.8 and
2.77) evaluated on both the train and test sets.

We see that the model’s training results improve steadily between the two training stages
and the average precision for human predictions generalises well to the training set.
However, the average precision for animal predictions barely increases between the two
stages, indicating that the model has not managed to learn features that generalise well.
The reason for this is probably the much lower number of training examples; as discussed
in 3.5.1, complex neural networks generally need thousands or even millions of training
examples to achieve good results and a low Enew. Goodfellow [28] presents a rule of
thumb (as of 2016,) where roughly 5000 examples per class are required to achieve
acceptable results for supervised learning algorithms. This is also in line with the more
specific camera trap and computer vision results from Tabak et al. [16] where a few
thousand training images were required to correctly classify a species or group with a
recall of at least 0.9 and from Schneider et al.[13], where a relatively reliable recall is
achieved for models trained on at least 1000 images. Beyond that, there is the fact that
the animal class is highly varied, compared to the human class, since various species
of animals are lumped together in one class, and that many of the animals are tough to
find in the images (as seen in the MegaDetector results in Section 6.1.2). Additionally,
the generator implementation used for YOLOv3 does not make up for the class imbalance
between humans and animals by adding more augmented animal images than human ones.
As discussed in Section 5.4.6, this could lead to the model tending to predict the class to
be ”human” when it is unsure. All of this combined explains the poorer performance on
animals.

Another factor influencing the validation results is that there are three new camera
locations beyond the six locations included in the 2010-2012 set. Decomposing the

43



validation result for the best model into results for new locations and results for locations
seen during training shows a clear difference. For detecting humans the model reaches an
impressive 0.827 average precision for predictions on the seen locations, on par with the
results on the training set.

On the new locations, AP is significantly reduced to 0.631. For animals, the result goes
down from 0.36 AP on seen locations to 0.26 on new locations. However, by breaking
it down even further, we can see that a new location does not automatically imply worse
performance. Images from the Stream camera (one of the new locations), is, from what I
perceive, quite similar to images from some of the cameras on the seen location (e.g. the
Treeline and Track cameras) and both animals and humans are seen quite clearly and tend
to be neither too far nor to close to the camera. For these images, the validation results
are very promising, with 0.56 AP for animals and 0.92(!) for humans, even better than
the mean for the training set. On the other hand, predictions on pictures from the Carpark
camera yield considerably worse results, with 0.2 AP for animals and 0.61 for humans.
Since the majority of the images from new locations come from the Carpark camera, they
lower the average result a lot. My analysis of these images is that the bushy vegetation
makes the pictured humans and animals partly obscured to a much larger extent than in
the training set. Especially humans also tend to be further away from the camera than they
generally are in the training images. Both of these factors should make detection harder.

Nevertheless, the results for human detection show that even a relatively small camera
trap project can train a new object detection model specialised on their own data, while
avoiding most of the manual labeling work, as long as there are a few thousand samples.
By adding bounding boxes that MegaDetector misses and the model gradually improving
as it gets more data to train on each year that the cameras are up, the custom model can
hopefully get better at detecting the tricky images specific to their set, than MegaDetector.

6.3.2 Batch size and normalisation

As the name ”batch normalisation” [33] hints, the method is meant to normalise across
a batch. However, since the GPU memory was limited to using a batch size of 1, the
normalisation was not done properly. It has been shown that performance can decrease
drastically when batch normalisation is performed in combination with small mini-
batches and therefore alternatives have been proposed. For example, the author behind
batch normalisation published an updated version two years later, batch renormalisation
[40]. Here, moving averages for the mean and standard deviation to normalise against are
used and hence, small batch sizes are not as much of a problem. This would probably be
a better choice for this model, but since it is newer, it only exists in Tensorflow 2, while
this project uses Tensorflow 1.

As an alternative, experiments were made with layer normalisation [41], which normalises
across layers instead of batches. It has a pip-package for Keras23 and was easy
to implement. However, it did not improve the model, instead, convergence was

23https://pypi.org/project/keras-layer-normalization/ (Accessed 2021-05-12)
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considerably slower and it could not reach a satisfactory low loss. Since no better
alternative solution was implemented, there is definitely room for improvement here.

6.4 Other observations
There are some factors in the training data as well as in the choice of method that could
affect future performance for both of the newly trained models. Some of these limitations
are discussed in general in Section 1.2, but a few more specific examples are discussed
here.

6.4.1 Bias in the training data

Beyond having static backgrounds and quite few camera locations, the actual humans and
animals the models are trying to detect do not come in that many variations and that can
also lead to biased models. The ECN personnel are, for obvious reasons, very commonly
seen, so the model might be better at detecting them than other people. In general, the
pictured people also tend to be white (most likely reflecting the Scottish population) and
wear ”outdoorsy” clothing. Hence the model could have worse performance for detecting
minorities, just as mentioned in Section 1.2, but also have trouble for people in clothing
like fancy dresses and suits, Halloween costumes24 or anything else generally not worn
when going to a national park.

The same problems goes for animals as well. Even though the trained models are
supposed to be general animal detectors, there are not that many species in total, so for
a completely different location with other species, using something like MegaDetector is
preferable, since it is trained on many more species than a custom model trained on a
small data set.

6.4.2 Inconsistent data labeling

There are some images where the choice of categorising as ”human” or ”empty” is not
obvious, which has mainly been a problem for different types of equipment. Should
the laptop that the ECN personnel bring when they make maintenance visits to the CT
locations be classified as ”human”? How should we classify an image where someone
has left a backpack in front of the camera, but there are no humans in sight? My approach
was to classify equipment as ”human” but I might have been a bit inconsistent. I also
struggled to make a good decision for vehicles. Since the MD vehicle class turned out to
make lots of false positive predictions, combined with that cars are quite rare in ECN’s
data set, the class was excluded. However, in the cases where they actually appear, the
choice of labeling was therefore not obvious.

This will affect the performance of the models to some extent, but hopefully, it will not
lead to any considerable impact. Since both equipment and vehicles tend to be in a series

24Example of tough to detect clothing (link) (Accessed 2021-06-02)
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of images where humans are seen in at least some of the pictures, the whole event will
likely not be missed.

6.4.3 Choice of model and Tensorflow issues

The choice of classifier is made based on previous good results on camera trap data, but
YOLOv3 has no such track record. In fact, its creators [9] present it as a very good real-
time detector, but acknowledge that there are other more accurate, but slower, models.
Real-time detection might not be the highest priority for camera trap projects, at least that
is not the case for ECN. Hence, a different detection model could be a better choice.

Another fact that limited the study was that there were issues with using Tensorflow 1. The
problems seemed to be connected to GPU training on Windows and the Keras Sequence
class, used for generating batches that the CPU feeds to the GPU. The generation of new
batches was slow, resulting in the GPU having large share of idle time (observed in Task
manager). In some cases, the training process would freeze, without the cause being
identified. This slowed down the training and testing of new configurations significantly.

6.5 Final product
For the final product, my recommendation for INTERACT stations is to use
MegaDetector for sorting images and if they also have animals in images together with
humans, using a similar approach as the dog-sorting conducted for the ECN-data.

Specific for ECN, a program was developed that sorts the images into categories and
records the observations in Excel spreadsheets. The choice to use Excel is based on that
the scientists who will use it are ecologists and not data scientists and hence accustomed
to using Excel. The data recorded are the category (animal/human/dog), time for the
detection, camera and an estimate of the total number of individuals. Since camera and
timestamp are taken from the image name, this method is specific for the ECN, but if a
similar naming convention is used it can easily be changed to fit other networks.

The other delivered product is the pipeline for creating training data in YOLO or VOC
format, which can be used in projects that want to further develop object detection models
for CT data.

The code used for this can be found on: https://github.com/fredrikorn/CameraTraps.
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7 Conclusions
This project shows that applying CV techniques on CT data is a feasible and effective
way to run wildlife monitoring projects and INTERACT (and ecologists in general)
should consider the implementing the method. It is of interest for stations that want to
start monitoring or improve the current monitoring of populations, and as a tool to get a
better view of ho human activity around stations affect wildlife (although there are privacy
measures needed to be taken when humans are pictured). I estimate that a basic approach
with MegaDetector going through CT-images will require less money, occupy less of
the researchers’ time and be easier to do systematically than the approaches presented
in INTERACTs current minimum monitoring programme for fauna [19], where fauna
monitoring is said to be ”generally very time-consuming and dependent of many hours of
field work.” Even though the output detections of animals and humans will still need to be
reviewed by researchers for advanced analysis, no time will have to be spent on selecting
the images of interest.

The YOLOv3 results also show great promise for projects wanting to take the computer
vision project a step further, with a custom object detector with potential of outperforming
MegaDetector on their specific data set. In the case of ECN, the most important
improvements to aim for would be to achieve better performance on small animals,
especially at the Bridge location where the beams of the bridge combined with small
animals seems to throw MegaDetector off. To do this, it is important to remember that the
model will never be better than its training data. Using the pipeline for making automatic
training bounding boxes with MegaDetector saves time, but the new model will repeat all
mistakes MegaDetector makes if the faulty bounding boxes MegaDetector outputs are not
corrected. In this project, the only images that are relabeled manually are images where
there are no MD-detections or where it misclassifies. This could help the new model
make better detections in the bridge case, but it will not solve the counting mistakes that
MegaDetector makes (discussed in Section 6.1.2).

The non-satisfactory results achieved with the DenseNet classifier leaves a weakness in
the investigation of whether using a classifier or an object detector is the best choice
when applying a model on a new location. However, we can clearly see that the object
detector was less susceptible to making background errors and therefore easier to train.
Additionaly, we can conclude that the detection method used in MegaDetecor manages to
generalise well to this data set, which is completely new to the model.

It can also be established that the YOLOv3 model generalised well to the new location
that was deemed similar to parts of the training data, whereas performance dropped
significantly when applying it in a dissimilar location. Still, the result for the similar
location is impressive, the previous backgrounds the model has trained on have been
almost static so any difference from these is quite stark. To summarise, researchers should
evaluate the new location before applying the model and should evaluate the model’s first
predictions before starting to use them in their research.
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7.1 Future work
To further investigate and develop CV-enabled CT projects, I would recommend trying
out the following experiments and improvements:

1. Introduce more granular classifications or subcategories. For example animal
species or human activities, which are both recorded in ECN’s spreadsheets.

2. Use custom labels to continue the training of MegaDetector in a transfer learning
fashion. This could hopefully train it to avoid repeating mistakes in a custom data
set (like the vehicle-detections on the bridge) and might prove more worthwhile
than training a completely new model.

3. Investigate if/how images can be grouped into events. This could be done without
an ML approach, similarly to how the sorting is done (see Section 4.1), but
measuring similarity between images and utilising change detection could perhaps
be used to enhance the grouping.

4. Train a better performing custom model, for example by trying the newer YOLOv4
algorithm [42], which has achieved better benchmarking results than YOLOv3.
Another approach could be to train on a GPU with larger memory, allowing larger
batch sizes and higher image resolutions, which should improve the performance.
Simply switching to batch renormalisation [40], should also work better for a model
that keeps using the small batch size.

5. Further evaluate DenseNet and search for the cause of its poor performance.

7.2 Closing remarks
Camera traps in combination with existing computer vision tools have been shown as
an effective way to improve wildlife monitoring, with potential to develop the method
further for really impressive results. Hopefully, INTERACT can utilise this technique to
better understand the impacts of climate change and the effect we humans have on the
environment.
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konsekvenser för livet på jorden när planeten blir varmare. DN.SE. Section:
Världen. Dec. 6, 2020. URL: https : / / www . dn . se / varlden / fyra -

dramatiska-konsekvenser-for-livet-pa-jorden-nar-planeten-blir-

varmare/ (visited on 05/30/2021).
[5] International Network for Terrestrial Research and Monitoring in the Arctic.

INTERACT. URL: https://eu-interact.org/ (visited on 05/30/2021).
[6] Stephen Sharp. Evidence from Camera Trap Data on the Relationship between

Human and Animal Presence in the Allt a’ Mharcaidh ECN Site. Master Thesis.
University of the Highlands and Islands, 2019.
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Appendix

Camera locations

Table 2: Camera abbreviations

Camera location Abbreviation
Bridge BR
Carpark CP

Riverside path PA
Scotland Natural Heritage/SNH SN

Stream ST
Treeline TL

Weather station TSS/TS
Track TR

Zigzag path ZZ

(a) BR (b) CP (c) PA

(d) SN (e) ST (f) TL

(g) TR (h) TS (i) ZZ

Figure 23: Background examples from all the camera locations to get a feeling for how the
environments look.
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MegaDetector output format

1 {
2 "images": [
3 {
4 "file": "/location/filename.JPG",
5 "max detection conf": float,
6 "detections":
7 [
8 {
9 "category": [category],

10 "conf": float,
11 "bbox": [
12 xmin,
13 ymin,
14 width,
15 height
16 ]
17 }
18 ]
19 },
20 ],
21 "detection categories": {
22 "1": "animal",
23 "2": "person",
24 "3": "vehicle"
25 },
26 "info": {
27 "detection completion time": "YYYY−MM−DD hh:mm:ss",
28 "format version": "1.0"
29 }
30 }

YOLO label format
The YOLO annotation system has one .txt annotation file for every image, e.g. an image
called filename.jpg will have an annotation .txt-file called filename.txt, which specifies
bounding boxes. The file will have one line for each bounding box where the first number
corresponds to the class of the detection followed by the center x- and y-coordinates and
then the width and the height of the box. All the bounding box numbers are in relation to
the image width and height and are hence between zero and one.

1 1 0.618902 0.557650 0.034922 0.101996
2 0 0.094928 0.860310 0.189856 0.279379

The format label files are often supplemented with a names.txt or labels.txt file with the
same number of lines as there are detection classes, with the first line corresponding to
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class 0, second, class 1, etc.

1 Animal
2 Human

VOC YOLO input format
The VOC format works similarly to the YOLO-format, with one label-file per image,
but here, the labels are in .xml. VOC also lists all detections as boxes and have box
coordinates in absolute values rather than in relation to image width/height.

1 <annotations>
2 <filename>image.jpg</filename>
3 <folder>location</folder>
4 <size>
5 <width>int</width>
6 <height>int</height>
7 <depth>3</depth></size>
8 <object>
9 <name>human</name>

10 <pose>Unspecified</pose>
11 <truncated>0</truncated>
12 <difficult>0</difficult>
13 <bndbox>
14 <xmin>float</xmin>
15 <ymin>float</ymin>
16 <xmax>float</xmax>
17 <ymax>float</ymax>
18 </bndbox>
19 </object>
20

21 <object>
22 ...
23 </object>
24 </annotations>

Converting corrupted JPGs
Some issues were encountered where a warning message stated ”Corrupt JPEG data: x
extraneous bytes before marker 0xd9 ‘image.JPG’ ”. Thinking this would be a training
issue I decided to convert the images to .png-format, and for this, ImageMagick25 was
used. Using the .png-format got rid of the warning messages, but increased the file size of
the images almost ten times. Why the file size increased so drastically was not determined.
Later, it was also established that training and inference could be done with the original

25https://imagemagick.org/

55

https://imagemagick.org/


format despite the warning messages. The exact reason that caused the file corruption
could not be found. Not all of the .JPG-images were corrupted and no difference could
be found by looking at the pictures which were flagged as corrupted, i.e. they looked just
like the non-corrupted images in image viewers and nothing looked different in the file
properties. No further investigation was conducted on this, but since the issue could come
up again for a new user, these findings are included here in the appendix.
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