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Chapter 1

Introduction

Over the recent years, an increasing amount of companies and organizations
are resorting to cloud technologies rather than on-premise data centers. Cloud
computing enables businesses to access software on the Internet as a service.
Cloud computing is also a safe way of storing and sharing data.

Elasticsearch is a distributed, open source search and analytics engine for
all types of data, including textual, numerical, geospatial, structured, and
unstructured. When the amount of stored documents is growing or the queries
by the users, more nodes need to be added to the Elasticsearch cluster. The
more experienced the user with search engines, the more querying terms will
the user use in order to make a very specific search that will return the most
accurate results. The questions that this project addresses are the following:

• Are the more complicated queries causing more performance stress on
the system?

• How many simultaneous queries can the system serve?

• By adding more servers in the cluster, will it affect the performance of
the system?

• Is the Kubernetes cluster protected by malicious internet behaviour?

The approach followed to answer those questions is to create a containerized
Elasticsearch cluster and expose it on the Cloud. Later to, send simultaneously
single-term and then complicated queries in order to simulate user traffic.
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Finally, study and compare the performance of the system based on the two
different query categories.

The study indicated that there is a big difference in the way the Elastic-
search cluster handles single-term and many-terms queries, since the latter
increase the load stress of the system.



Chapter 2

Background

2.1 Cloud Computing

The most-used definition of cloud computing belongs to the US National
Institute of Standards and Technology (NIST): Cloud computing is a model
for enabling ubiquitous, convenient, on-demand network access to a shared
pool of configurable computing re-sources (e.g., networks, servers, storage,
applications, and services) that can be rapidly provisioned and released with
minimal management effort or service provider interaction [3].

Modern day cloud solutions give many benefits such as low cost, easy
flexibility and scalability of applications. Moreover, cloud services offer high
availability to the users and ease of deployment to the developers [2].

Figure 2.1: History of cloud computing [25]

2.2 Deployment on the Cloud

Cloud computing is a modern way of hosting and accessing software appli-
cations, data storage and compute power over the Internet. The power of
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the Cloud allows engineers to focus on business needs and less focus on tasks
such as procurement of servers, capacity planning and other related topics.
Cloud Computing can be deployed in three ways to deliver services towards
the assets, operations and teams.

• Private Cloud model, is similar to the traditional on-premises deploy-
ment model where resources use virtualisation and resource management
capabilities. This model does not bring the associated cost savings or
flexibility associated with the public cloud model. It does, however,
allow the end user/organisation to control and customise the cloud to
meet their specifications. As a result, this restricts the scalability and
flexibility of the offering yet ensures comfortable levels of security (data,
user information etc.) provided in-house security practices are set in
place.

• Public Cloud model, is a multi-tenant model, typically offered by
a vendor such as Google Cloud, Microsoft Azure, Oracle Cloud or
Amazon Web Services. This model deploys and runs an application
fully in a public, off-premises Cloud. The main benefits associated
with this approach are lower software Total Cost of Ownership (TCO)
and substantial agility — access to pay-as-you-go, on-demand storage
and compute power. Where data security is not a top-level concern,
applications are suited to this model type.

• Hybrid Cloud model, is a mixture of the two previous models described
— they remain separate but are linked together giving some flexibility
when demand cannot be served solely in private Cloud. Applications can
be deployed in the private cloud and associated data stored on-premises.
This is due to concerns about data security and ownership. When traffic
increases, access can be given to a Public Cloud to obtain more flexible
compute power and storage access. The main concerns with the Cloud
are security and control. The level of sensitivity relating to the data
you are managing can mean that the benefits of lower TCO (associated
with public cloud) is sacrificed.
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Figure 2.2: Different computing methods [25]

2.3 Cloud Services

When it comes to available cloud platforms, there has been a major increase
in companies offering their services as standalone applications (all renting
server/computing capabilities). The major services in cloud computing that
the companies are offering are Software as a Service (SaaS), Platform as a
Service (PaaS) and Infrastructure as a Service (IaaS) [21].

• SaaS, is a cloud-based service where instead of downloading software
to your desktop PC or business network to run and update, you instead
access an application via an Internet browser. The software application
could be anything from office software to unified communications among
a wide range of other business apps that are available [22].

• PaaS, is a cloud computing model in which a third-party provider deliv-
ers hardware and software tools – usually those needed for application
development – to users over the Internet. A PaaS provider hosts the
hardware and software on its own infrastructure. As a result, PaaS
frees developers from having to install in-house hardware and software
to develop or run a new application [23].
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• IaaS, is a form of cloud computing that delivers fundamental compute,
network, and storage resources to consumers on-demand, over the
internet, and on a pay-as-you-go basis. IaaS enables end users to scale
and shrink resources on an as-needed basis, reducing the need for high,
up-front capital expenditures or unnecessary “owned” infrastructure,
especially in the case of “spiky” workloads. In contrast to PaaS and
SaaS (even newer computing models like containers and serverless), IaaS
provides the lowest-level control of resources in the cloud [24].

Figure 2.3: Pyramid of different cloud services [25]

Cloud Computing refers to both the applications delivered as services over
the Internet and the hardware and systems software in the datacenters that
provide those services. The services themselves have long been referred to as
Software as a Service (SaaS). The datacenter hardware and software is what
we will call a Cloud. When a Cloud is made available in a pay-as-you-go
manner to the general public, we call it a Public Cloud; the service being
sold is Utility Computing. We use the term Private Cloud to refer to internal
datacenters of a business or other organization that are not made available to
the public. Thus, Cloud Computing is the sum of SaaS and Utility Computing,
but does not normally include Private Clouds [2].
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Figure 2.4: Users and Providers of Cloud Computing

2.4 Search Engines

A Search engines by definition is a program which searches the database,
gathers and reports the information which contains the specified or related
terms [34]. Search engines have become an integral part of our information
environment. Increasingly they are replacing the role of libraries in facilitating
information discovery and access. Googling has become synonymous with
research [32]. Recent statistics indicate that Google has become the search
interface of choice for many faculty and students to address their information
needs, far exceeding their use of library catalogs or other online citation
databases [33].

Information Retrieval is the process of finding and fetching material of
unstructured nature from a collection of data based upon a search request.
A single piece of data in this collection is called a document. A collection of
data is called an index which is a data structure based on the original data
[35]. A database index is a physical access structure for a database table that
tells the database of where records are physically stored on the disk. Adding
appropriate indexes to large database tables is the most important aspect of
database optimization. A database index is a data structure that improves
the speed of data retrieval operations on a database table at the cost of slower
writes and increased storage space [36].

The user specifies the context of the search by using one or more terms.
The system converts the terms into a query [35]. Then the query is matched
with an index and if successful, any suitable documents are returned to the
user.

There are different kinds of search engines under different categories [37]:

• Web search engine have the ability to crawl large parts of the web
in less than a second

• Desktop search engines enable fast incorporation of new documents,
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emails or even web pages.

• Enterprise search engines, often used for the purpose of data mining,
process a large amount of information from different sources inside the
enterprise.

Figure 2.5: Indexing process [37]

2.5 Security

”Security is the right not to have one’s activities adversely affected via
tampering with one’s objects” [19]. A classic definition of security - in terms
of characteristics - specifies in the terms of the CIA triad, which stands
for Confidentiality, Integrity and Availability [10]. Similarly, we can define
privacy as, ”Privacy is the right to have information about oneself left alone”
[19]. Threat modeling is an important part of the process of developing secure
software as it provides a structured approach that can be used to identify
attacks and to propose countermeasures to prevent vulnerabilities in a system
from being exploited [20].

2.6 Containerization software

Containerization involves encapsulating or packaging up software code and
all its dependencies so that it can run uniformly and consistently on any
infrastructure. This technology allows developers to create and deploy ap-
plications faster and more securely. Containers are often referred to as
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“lightweight,” meaning they share the machine’s operating system kernel
and do not require the overhead of associating an operating system within
each application [29]. Containers are inherently smaller in capacity than a
Virtual Machine(emulation of a complete computer system, including OS
making use of the hypervisor to utilize the hardware resources it runs on) and
require less start-up time, allowing far more containers to run on the same
compute capacity as a single VM. This drives higher server efficiencies and,
in turn, reduces server and licensing costs. To put it simple, containerization
allows applications to be “written once and run anywhere.” This portability
is important in terms of the development process and vendor compatibility.
It also offers other notable benefits, like fault isolation, ease of management
and security, to name a few.

On the other hand, Virtual Machines (VMs) uses hypervisors and have
a guest OS on top of the host infrastructure, which often allocates more
resources than the application actually needs, and because the OS images are
large the start up is slow, from one to ten minutes. Containers do not need
to start the entire OS when they initiate as VMs do, but are light weight and
flexible, enabling the application to scale up or down, in a few second [26].

The ability to separate the application into smaller parts that are called
microservices.[27]. This characteristic enables the application to scale up
or down according to the traffic of the users. One big advantage of using
microservices is that each one of them is only responsible for one specific
thing, allowing better maintainability and code comprehension [28].

2.7 Orchestration software

As the organizations keep increasing the amount of deployed containers in
their infrastructures, a certain need for orchestrating those containers is born.
To assist this need, container orchestration frameworks are introduced in
order to manage the scalability, networking and availability of the containers
as system [30].

In order to achieve this, Kubernetes (see 3.4) was developed to handle the
containers. It is an open-source platform which scales, deploys and manages
containerized applications. Kubernetes can run in both local and cloud servers
making it a great fit for the deployment and management of cloud applications
[31].
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2.8 Model of User Behaviour

In order to model user behaviour, a variety of methodologies have been
introduced over the years. The most common approach is to model the
behaviour based on personas and scenarios. Personas and scenarios are
methods that attempt to facilitate serious consideration of user needs and
desires throughout the whole system development process [45]. Personas are
fictitious characters that represent the needs of larger groups of users in terms
of their goals and personal characteristics [46][47].

A scenario is a brief story that describes how and why the persona would
use the product to complete a specific task in a specific context. Different
scenarios could be written for different tasks or different contexts.A persona is
typically combined with one or more scenarios [46]. The purpose of a scenario
is to help the design team visualize how a target user would interact with
the product in real-life. This can help with determining the functions and
features of the product for design requirements, as well as with developing
tasks for usability testing.



Chapter 3

Theory

In this section a deeper dive into the previously mentioned technologies is
made in order to describe them and justify their selection among the large
variety available technologies.

3.1 Elasticsearch Architecture

Elasticsearch is a distributed, open source search and analytics engine for
all types of data, including textual, numerical, geospatial, structured, and
unstructured. Elasticsearch is built on Apache Lucene and was first released
in 2010 by Elasticsearch N.V. (now known as Elastic). Known for its simple
REST APIs, distributed nature, speed, and scalability, Elasticsearch is the
central component of the Elastic Stack, a set of open source tools for data
ingestion, enrichment, storage, analysis, and visualization.

The speed and scalability of Elasticsearch and its ability to index many
types of content mean that it can be used for a number of use cases, such as,
application search, website search, application performance, etc [1].

Elasticsearch(ES) is based on the Lucene project, therefore all documents
are referred to by different document IDs. The index is divided into segments
and each segment consists of a number of smaller files [38]. Both Elasticsearch
and Lucene use an inverted index to store the documents [39]. This type of
index keeps a record of the document’s IDs that the selected term exists. The
mapping of an inverted index is term-centric, which means that it starts from
a term and ends to list of documents that contain that specific term. Thus,
during a search process an inverted index would look up the term and return
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the list of documents containing that term.

Figure 3.1: Architecture of inverted index [40]

The documents in ES are inserted in a JSON format and are also stored
in a JSON format. Moreover, a comparison from 2015 showed that ES is
faster than the rest open-source search engines [41].

By starting up an instance of Elasticsearch, it generates a node or joins
an existing cluster of nodes or creates a new cluster, in case no other cluster
is found. When an index is created in that node it will be spread across a
number of shards [39]. A shard is a separate Lucene index that is a part of
an index. Shards come in two different categories, primary which contain
the main information of the index and replicas which contain a copy of the
primary shard. The replica of a shard is never kept in the same node as it’s
according primary shard, so that if a node fails, the data stored in it, will
remain available from another node [41]. The way that shards are distributed
across the cluster nodes is handled by Elasticsearch and cannot be interfered
by the user.

Since Elasticsearch is a distributed search engine, it splits the processing
of queries over several nodes within a cluster. This allows a parallel search
processing which enables horizontal scalability by adding or removing nodes,
based on the user traffic [14]. In Fig 3.2 the difference between vertical and
horizontal scaling is described. Vertical scaling is the process of increasing the
amount of memory and computational power of an existing server(e.g. from
10 GBs to 20 GBs of hard-frive or from 4 GBs to 8 GBs of RAM), whereas
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horizontal scaling is the process of deploying multiple identical servers in in a
distributed(e.g from 2 identical servers to 8 identical servers). E.g. if the used
server is not sufficient any more, increasing the hard drive or the shifting to a
more powerful cpu, that process is called vertical scaling. Whereas, if the used
server not sufficient any more, another server with very similar capabilities is
used in order to divide the amount of work into the servers.

Figure 3.2: Vertical vs horizontal scaling[14]

A cluster in Elasticsearch consists of multiple master and slave nodes.
A master node is also eligible to contain data. Search requests are initially
gathered at master nodes and later are distributed to the all shards across
the cluster. In Figure 3.7 an Elasticsearch cluster consisting of 3 nodes and
3 primary shards is depicted. For every primary shard, there exists another
replica shard on the other nodes. As mentioned before, a node must never
contain a primary shard and its according replica shard [39].

Figure 3.3: Elasticsearch cluster with 3 nodes and distributed shards [15]
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Caching is one of the most major tools for a search optimization. Elastic-
search supports three kinds of caches [42]:

• Node query cache is LRU cache shared by all shards within a node.
It caches the results of queries being used in a filter context, which
simply answers the question: ”Does this document match this query
clause?”, the node cache will only include filters that have been used
multiple times in the last 256 queries

• Shard request cache also uses LRU eviction, caches query results
independently for each shard.

• Field data cache The field data cache is used mainly when sorting
on or computing aggregations(scaling up or down) on a field. It loads
all the field values to memory in order to provide fast document based
access to those values. The field data cache can be expensive to build
for a field, so its recommended to have enough memory to allocate it,
and to keep it loaded.

3.2 Kibana

Kibana is an open source frontend application that sits on top of the Elastic
Stack, providing search and data visualization capabilities for data indexed
in Elasticsearch. Commonly known as the charting tool for the Elastic Stack
(previously referred to as the ELK Stack after Elasticsearch, Logstash, and
Kibana), Kibana also acts as the user interface for monitoring, managing, and
securing an Elastic Stack cluster — as well as the centralized hub for built-in
solutions developed on the Elastic Stack. Developed in 2013 from within the
Elasticsearch community, Kibana has grown to become the window into the
Elastic Stack itself, offering a portal for users and companies [8].

3.3 Docker

Containerization allows the developer to divide the the application into smaller
individual parts called microservices and run it on the same host while isolated.
The most common containerization software at the moment is Docker [4]. It
uses shared operating systems. This means that containers are much more
efficient than hypervisors in system resource terms. Instead of virtualizing
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hardware, containers rest on top of a single Linux instance. Docker makes use
of the Linux kernel and each characteristics such kernel namespaces, cgroups
and union-capable systems.

Docker is an open source project providing a systematic way to automate
the faster deployment of Linux applications inside portable containers. Ba-
sically, Docker extends LXC with a kernel-and application-level API that
together run processes in isolation: CPU, memory, I/O, network, and so on.
Docker also uses namespaces to completely isolate an application’s view of
the underlying operating environment, including process trees, network, user
IDs, and file systems.Docker containers are created using base images. A
Docker image can include just the OS fundamentals, or it can consist of a
sophisticated prebuilt application stack ready for launch. When building im-
ages with Docker, each action taken forms a new layer on top of the previous
one [16]. Compared to usual Virtual Machines, Docker architecture leverages
the need of a hypervisor as it directly enables the developer to snapshot the
OS into a shared image, and makes it easy to deploy on other Docker hosts.
The use of a full OS image along with its binaries and libraries makes it big
enough in size (typically some GBs) and thus it takes time to boot. On the
other hand, Docker images share the same kernel as the host OS and thus are
smaller in size (typically some MBs), plus they boot almost instantly [17].

Figure 3.4: Comparison of virtualization and containers architecture [6]



3.4. KUBERNETES 21

3.4 Kubernetes

The name Kubernetes originates from Greek, meaning helmsman or pilot.
Kubernetes is an open source platform for automatic deployment, scaling
and operation of application containers in a cluster [5]. The main goal of
Kubernetes is to manage the ecosystem of components in a custom public
or private cloud. A Kubernetes cluster comprises one or more Kubernetes
master nodes, and the Kubernetes worker nodes, known as minions shown in
the fig 3.5. Each Minion runs a container engine like Docker to instantiate
the containers of a pod [18]. The kubelet is the primary node agent that runs
on each node. The kubelet works in terms of a PodSpec which is a YAML or
JSON object that describes a pod. The kubelet takes a set of PodSpecs that
are provided through various mechanisms (primarily through the api server)
and ensures that the containers described in those PodSpecs are running and
are healthy. The emphasis is on high availability with scaling as an essential
element. Scaling needs to be taken into account during the development of
any kind of high availability application. Thanks to containers, applications
can be separated to small pieces and used as micro-services. Kubernetes is
not a PaaS (Platform as a Service) solution because it does not limit the type
of applications and does not dictate what application frame-works, languages
or run-time libraries have to be used.

Kubernetes comes with some entities that are going to be explained in
the following paragraphs.

• Pods host the containers that are being deployed on the Kubernetes
cluster. It is often a common approach to have a single container
running on a single pod. However, sometimes multiple containers are
deployed within a single pod in case of latency sensitivity. Deployed
containers in the same pod, share the file-system and localhost. All the
running pods inside a Kubernetes cluster acquire a unique IP, in order
to be reachable by any pod in the same cluster. When Kubernetes pods
die, are not revived but rather a new pod in regenerated[16].

• Node host the pods that the containers run on. Nodes contain the
necessary services to run Pods (which are Kubernetes’s units of con-
tainers), communicate with master components, configure networking
and run assigned workloads. A Node can host one or multiple Pods.
Each Kubernetes Node has services to create the runtime environment
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and support Pods. These components include Docker, kube-proxy and
kubelet.

• Service can be defined as a logical set of pods. It can be defined as an
abstraction on the top of the pod which provides a single IP address
and DNS name by which pods can be accessed. With Service, it is very
easy to manage load balancing configuration. It helps pods to scale
very easily. A service is a REST object in Kubernetes whose definition
can be posted to Kubernetes apiServer on the Kubernetes master to
create a new instance.

• Volumes solve the problem of containers not being able to regain the
data of a crashed container. A volume is a directory that contains data
accessible to a container in a given pod. Kubernetes volumes persist
until the pod is deleted. When a pod with a unique identification is
deleted, the volume associated with it get also destroyed. If a Pod is
deleted but replaced with an identical Pod, a new and identical volume
is also created. No matter what Node the Pod runs on, Kubernetes
will mount the Pod’s volumes to it, allowing containers to move across
infrastructure without losing access to the externally hosted data that
they require for the workload [7].

• State is divided into Stateless and Statefull Application. In Stateless
application, different pods in the cluster, can handle multiple different
requests independently at the same time. In case of failure, the applica-
tion will be restarted and return to initial state. On the other hand,
in Stateful Application the type of state is stored, meaning that a pod
needs at least on storage volume [11].

• Deployment represents a set of multiple, identical pods with no unique
identities. A Deployment runs multiple replicas of your application and
automatically replaces any instances that fail or become unresponsive.
In this way, Deployments help ensure that one or more instances of
your application are available to serve user requests. Deployments are
managed by the Kubernetes Deployment controller [12].



3.4. KUBERNETES 23

Figure 3.5: Comparison of traditional virtualization and Kubernetes Deployment
[7]

3.4.1 Kubernetes Security

Access to the Kubernetes API is restricted in three steps Authentication,
Authorization and Admission Control which are executed in the stated order
[11].

• Authentication verifies, after the TLS handshake, that the request
originates fora legitimate user. This is achieved by certificates, tokens
or proxies.

• Authorization ensures that a given user is permitted to perform the
requested action. Kubernetes supports multiple authorization modules
such as Role-Based Access Control.

• Admission Control is composed by a set of modules which are ex-
ecuted in order to transform or reject requests that have passed the
authorization step. As an example, the Node Restriction controller
enables limiting the access of kubelets such that each kubelet can only
modify the Pod and Node API objects related to the kubelet



Chapter 4

Experimental Setup

The work for developing the most suitable cloud platform for the database
was divided into iterations to incrementally build better understanding and
allowing step by step development of the method, discovering and focusing
on new things each iteration and by doing research in that area. The study
started from scratch and in order to develop and test the application, multiple
resources and methods were used. In order to test the application, the Locust
API framework was used, with allows load performance tests by simulating
multiple users in a distributed platform [9].

4.1 Kubernetes Cloud

The first step was to find a suitable cloud provider that could host the
Kubernetes v1.18.2 cluster of the tested platform. After a research, the
Google Cloud Platform(GCP) was selected [48]. Two of the biggest reasons
behind the selection of GCP are i) the ease of deployment of a Kubernetes
cluster on the cloud with just a few clicks ii) the security mechanisms that
Google Cloud provides to the users which are compliant to the internet
security standards of ISO/IEC 27001, 27017 and 27018. Moreover, GCP is
built of scale which allows the users to manage thousands of images if needed
with less effort and minimum scaling up or down time.

The initial Kubernetes cluster consists of 3 Kubernetes nodes that have
the ability to scale up to 5 nodes. The amount of nodes has to be an odd
number when working with clusters that include less than 10 nodes in total.
Each node has the maximum capacity of 8GBs RAM and the whole cluster

24
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consists of 100 GBs of SSD hard-drive. This setup was used a value for money
approach in order to achieve a powerful and stable setup at a resonable,
as possible, price. In each of these nodes exists a Kubernetes Pod which
will host all the running containers of the application. The communication
between the Cloud cluster and the local machine is achieved through the
gcloud Kubernetes API provided by Google Cloud Platform [49].

4.2 Elastic Cloud on Kubernetes

The Elastic Inc. has recently developed a Kubernetes template in beta
version in order to provide guidance on how to deploy a cluster running
Docker containers which include the Elasticsearch software. That template
was used as an initial guidance which is later modified according to the
needs of this research project [50]. The base of the Dockerfile is a Centos
7 64-bit Linux machine which comes pre-installed with the Elasticsearch
software and its connectivity modifications. The Kubernetes service provides
an encapsulation capability in order to communicate with all the generated
containers without having to access each container separately.

The initial experimental setup contained 3 Elasticsearch nodes(servers)
and 1 Kibana services in form of a Docker containers. Initially the Kubernetes
service of http connection between those containers is allowed only for internal
communication. This means that no connection from outside the Kubernetes
Cluster is allowed. To change that and allow universal connectivity, the
service has to be changed to Load Balancer by modifying the YAML file
which describes the services. The same modification has to be also made
for the Kibana visualization service, in order to allow anyone access with
the right credentials (username, password) by visiting the external IP of the
service.

By default, the port that Elasticsearch is using for connection is 9200.
The according port for Kibana is 5601. The connection of the containers
which act as Elasticsearch servers in the cluster, is handled by Lucene’s source
code and cannot be affected by the user. One big advantage of Kubernetes is
that it forces every deployed container to be running constantly. If ,for any
reason, a container can not run, it will automatically be in restarting mode
until it manages to run successfully. This is crucial for cloud databases that
need to be always available for the developers and system engineers.
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The list of running services in a Kubernetes cluster with their ports is
shown in 4.1 and the list of deployed Docker containers is shown in 4.2:

Kubernetes Services
NAME TYPE CLUSTER-

IP
EXTERNAL-
IP

PORT(s)

kubernetes ClusterIP 10.48.0.1 none 443/TCP
nonorank-es-
default

ClusterIP None none none

nonorank-es-
http

LoadBalancer 10.48.10.166 external-IP 9200:31625/TCP

nonorank-es-
transport

ClusterIP None none 9300/TCP

nonorank-
kb-http

LoadBalancer 10.48.12.76 external-IP 5601:30168/TCP

Table 4.1: List of running Kubernetes services

In 4.2 the list of the created Docker containers is shown. When a container
is successfully created the READY state becomes 1/1. The STATUS phase
shows in which state the container is. In our case, the STATUS is Running,
which means that the container is properly created and functioning. Other
STATUS phases are,

• Pending, the Pod has been accepted by the Kubernetes cluster, but one
or more of the containers has not been set up and made ready to run.
This includes time a Pod spends waiting to be scheduled as well as the
time spent downloading container images over the network

• Running, the Pod has been bound to a node, and all of the containers
have been created. At least one container is still running, or is in the
process of starting or restarting

• Succeeded, all containers in the Pod have terminated in success, and
will not be restarted

• Failed, all containers in the Pod have terminated, and at least one
container has terminated in failure. That is, the container either exited
with non-zero status or was terminated by the system.
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• Unknown, for some reason the state of the Pod could not be obtained.
This phase typically occurs due to an error in communicating with the
node where the Pod should be running.

The RESTARTS counter shows the times that a pod has restarted. As
explained above, the philosophy of a created pod is to keep running upon
completion. If the pod is not properly created it will keep on restarting until
it is successfully created.

Docker containers
NAME READY STATUS RESTARTS
nonorank-
es-server-0

1/1 Running 0

nonorank-
es-server-1

1/1 Running 0

nonorank-
es-server-2

1/1 Running 0

nonorank-
kb-
655d9b679c-
lsdx4

1/1 Running 0

Table 4.2: List of deployed containers

4.3 Indexing documents in Elasticsearch

As mentioned in the description of Elasticsearch, documents need to be in
JSON format in order to be indexed. The content of the documents are pub-
lished scientific papers in the field of computer science parsed with a scraper
developed by nonoRank’s engineers from the arXiv database[13]. The index-
ing file had a size of 7GBs which translates to 1 million documents(academic
papers). The document does not contain the whole paper but rather the title,
the authors, the keywords and the abstract. Each one of them is a separate
field in the JSON document. According to the Elasticsearch suggestions each
shard containing the documents should have the maximum capacity of 20GBs.
If more documents need to be indexed, a new shard should created in the
same index as the previous shard. The indexing of each document is a time
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consuming process (approximately 1 hour) because it is done separately for
each document even though they are in the same JSON file. To overcome that,
a bulk API which allows multiple create, index, update, delete requests
in a single step, is suggested for faster results during the indexing process. All
the communication between the local machine and the Elasticsearch database
was done through scripts written in python3 making use of the official Python
Elasticsearch API[51].

4.4 Searching in Elasticsearch

In order to do a multiple search querying in Elasticsearch, a python script
was created to utilize its high-level REST API. Through that a connection is
opened between the local machine and the Elasticsearch cluster in order to
send some queries and study the system’s behaviour.

That python script simulates a user query on all the document’s fields(title,
authors, abstract, etc.). On the first stage of experiments, the script contin-
uously queries only a specific term in Elasticsearch, whereas on the second
phase it does a more advanced search query using keywords based on the com-
puter science field. When the application is started it creates a REST-client
which connect to Elasticsearch and then the query is sent.

The behaviour of the systems is monitored by the Kibana visualisation
software. the two parameters that are more interesting for this study is the
number of concurrent simulated users and Search latency (ms), which shows
the average latency for searching, that is time it takes to execute searches
divided by number of searches submitted.

4.5 Searching behaviour - Baseline

The two personas that describe the behavioural model for query formulation
can be described as the following. As a baseline experiment, there is one
user who consecutively types a standard one-term query at the search engine.
That specific word for the purpose of testing is the term ”algorithm”. This is
in order to investigate the caching behaviour of Elasticsearch with regards
to the concurrent searching queries. The second and more experienced
persona is a user who has experience in search engines and is searches terms
related to computer science. The more experienced the user and familiar
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with search engines, the more terms are going to be used in a single query
[52]. The multiple term query is formulated by splitting each sentence in the
document of the JSON file. E.g. the abstract of a document could be ”The
recently announced Super Wi-Fi Network proposal in United States is aiming
to enable Internet access in a nation-wide area. As traditional cable-connected
power supply system becomes impractical or costly for a wide range wireless
network, new infrastructure deployment for Super Wi-Fi is required. The
fast developing Energy Harvesting (EH) techniques receive global attentions
for their potential of solving the above power supply problem. It is a critical
issue, from the user’s perspective, how to make efficient network selection
and access strategies. Unlike traditional wireless networks, the battery charge
state and tendency in EH based networks have to be taken into account when
making network selection and access, which has not been well investigated.
In this paper, we propose a practical and efficient framework for multiple
base stations access strategy in an EH powered Super Wi-Fi network. We
consider the access strategy from the user’s perspective, who exploits downlink
transmission opportunities from one base station. To formulate the problem,
we used Partially Observable Markov Decision Process (POMDP) to model
users’ observations on the base stations’ battery situation and decisions on the
base station selection and access. Simulation results show that our methods
are efficacious and significantly outperform the traditional widely used CSMA
method.

The python script dissects each sentence of the paragraph and queries it
in Elasticsearch. For example,

• The recently announced Super Wi-Fi Network proposal in United States
is aiming to enable Internet access in a nation-wide area.

• As traditional cable-connected power supply system becomes imprac-
tical or costly for a wide range wireless network, new infrastructure
deployment for Super Wi-Fi is required.

• The fast developing Energy Harvesting (EH) techniques receive global
attentions for their potential of solving the above power supply problem.

• etc...



Chapter 5

Evaluation and Discussion

In every experiment, we are focused on the cluster’s latency before the caching
system has taken effect. That happens approximately in the first 10 minutes of
the latency graph. The amount of time depends on the amount of documents
that are indexed together with the amount of shards that are split in the
Elasticsearch cluster. As seen in Table 5.1, for a single-term query when there
are 3 Elasticsearch nodes the search latency remains at a very small amount
of about 4 ms, even though the framework simulates 100 simultaneous users.
When the amount of simulated user is increased to 350 users, the latency is
increased to 8 ms. By increasing the amount of nodes to 5 and simulating
again the same amount of users 100 and 350, the latency is very similar to
previous tests, 8 ms and 10 ms accordingly. This is due to the fact that the
querying term ”algorithm” is cached by Elasticsearch, thus it is immediately
available.

Single Term
ES Nodes Users Latency
3 Nodes 100 4 ms

350 8 ms
5 Nodes 100 4 ms

350 10 ms

Table 5.1: Table of results simulating single term queries

In Table 5.2 is depicted the system’s behaviour while extracting multiple
term queries. With 3 Elasticsearch nodes and 100 simulated user the search
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Multiple Term
ES Nodes Users Latency
3 Nodes 100 160 ms

350 crashes
5 Nodes 100 66 ms

350 100 ms

Table 5.2: Table of results simulating multiple term queries

latency is increased at around 160 ms. When the amount of the simulated
users increases to 350 users, the cluster is crashing.

In figure 5.1 is shown the behaviour of the system simulating 350 users
querying multiple-term searches. As seen in the plot, the search rate is not
a consecutive line but rather an interrupted one. This indicates that there
is no communication between the simulated users and the Elasticsearch. By
default, the Kubernetes cluster will try to restart the containers inside the
pods, therefore Elasticsearch is constantly trying to reconnect but it fails.

Figure 5.1: Simulation of 350 users searching multiple-term queries

When inspecting the pods-containers that run in the Kubernetes cluster
appears that some of the pods have crashed. This happens because the pods
cannot handle the high amount of requests that they receive. Similar to a
web server that crashes because of the high traffic. By default, the pods run
in restart mode which means that every time a pod crashes, it automatically
tries to restart. However, the containers can not restart since the big amount
of users querying complicated search terms, puts the Elasticsearch cluster
under great load test that can not be served.

In order to overcome this problem, the amount of Elasticsearch servers
(containers) is increased in order to handle the bigger traffic of the system.
The cluster is increased by 2 more servers as seen in Table 5.4.

By running the same test case but with 5 nodes, the system’s behaviour
is shown in Figure 5.2 . This time the communication is not interrupted
between the simulated users and the Elasticsearch cluster, as it happened
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Docker containers
NAME READY STATUS RESTARTS
nonorank-
es-server-0

0/1 CrashLoopBackOff 5

nonorank-
es-server-1

0/1 CrashLoopBackOff 5

nonorank-
es-server-2

0/1 CrashLoopBackOff 5

nonorank-
kb-
655d9b679c-
lsdx4

1/1 Running 0

Table 5.3: List of deployed containers

Docker containers
NAME READY STATUS RESTARTS
nonorank-
es-server-0

1/1 Running 5

nonorank-
es-server-1

1/1 Running 5

nonorank-
es-server-2

1/1 Running 5

nonorank-
es-server-3

1/1 Running 0

nonorank-
es-server-4

1/1 Running 0

nonorank-
kb-
655d9b679c-
lsdx4

1/1 Running 0

Table 5.4: List of deployed containers

previously. The Search Rate is stable around 70 queries per second. Because
of the fact that the number of simulated users is that big, the complex query
repeats itself and thus, the search latency decreases over time because the
queries have already been cached,
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Figure 5.2: Simulation of 350 users searching multiple-term queries

Security Test

When it comes to security and penetration testing, the general approach was
to use the scanning tools available in order to search for known vulnerabilities
and open ports in the cluster. The first and most common tool is nmap [53].

By running the command nmap -sV -Pn ”container IP” –script= vulner-
s/vulners.nse -p1-65535 for each IP of the Elasticsearch nodes (containers).
The result showed that all the ports are closed and port 22 and port 443 are
filtered.

Then next testing framework was Nikto2 [54]. Nikto2 is an Open Source
(GPL) web server scanner which performs comprehensive tests against web
servers for multiple items. This time Nikto2 was used in order to test the
http service of Elasticsearch. After running tests for vulnerabilities such as
XSS, SQL injection, File upload, Authentication bypass. Once again, the
testing framework responded with no known vulnerabilities.
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Conclusion

The work above is a research in order to test if the difference in the size
of query terms and the number of simultaneous users changes the system
behaviour of Elasticsearch on cloud. The implementation of the experimental
setup was successful and the results were satisfactory.

The whole implementation was deployed as a cloud service in a technology
also called ”serverless”, since all Elasticsearch servers are not actual servers
but rather containers behaving as servers. The index contained 1 million
documents in a form of a JSON containing title and abstract of published
papers in the field of computer science.

The experiments showed that a single-term query does not stress the
Elasticsearch cluster since it is cached in order to be highly available for next
queries. Using multiple-term queries the system is stressed more and the
search latency is increased. After a certain number of simultaneous users, the
Elasticsearch cluster fails to communicate with the users and the nodes go
into restarting mode. By increasing the number of nodes, the cluster becomes
again functional and serves the user requests.

Lastly, the security of the system is tested by using vulnerability scanners,
Nmap and Nikto2. In both cases the cluster was secure since no open and
unfiltered ports were found or any known vulnerabilities.

This can lead to a logical conclusion that in case of high traffic in the
search engine, the system administration can schedule some extra containers
to spawn in the system in order to increase the capacity and capabilities of
the cluster. Moreover, the service seemed to not have immediate threats from
malicious behaviour.
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Future Work

The main objective of the report is to research the systematic behaviour of
the Elasticsearch cluster on the cloud based on the query length and number
of simultaneous users. Also the security of the system is put to test.

There are naturally more aspects that can be further developed and tested.
One of them is the scoring of the documents. That means that there could
be some modification in the filters in order to increase the relevance of the
result based on the query. For example, if a document matches the query,
then it gains a point.In some fields may contain more information than other
fields, so those could be boosted in order to gain a higher ranking for the
document.Thus, triggering various filter such as Term frequency (tf), Inverse
document frequency (idf)and Coordination (coord) could result in getting
more accurate results in the user queries higher in the result’s list. Another
implementation is to boost the most recent documents or the alphabetical
order of the event types.

Another experimental setup is the to compare the created cluster with a
cluster that is not on the cloud. As described in Chapter 2, cloud technology
allows high availability to the developers but the connection speed depends
on a lot of factors. This experiment would test if the Response Latency would
have a different behaviour in the speed.

Last but not least, an interesting experiment would be to compare the
”serverless” technology with actual servers. Instead of making use of the
Kubernetes and Docker frameworks, actual physical servers could be used as
Elasticsearch nodes and test how they could handle increased traffic, what
their search latency would be and how secure they would be.
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Before starting the thesis, nonoRank’s development team was using the
traditional implementation of Elasticsearch using a server in order to store
the indexed documents. If the number of documents was increased, another
server would have to be rented to store the new documents. The same would
happen if the traffic was increased due to an increasing amount of users. After
this thesis research, all the documents were transferred to the Kubernetes
cluster with 5 nodes in order to achieve high availability and easy scaling
advantages using the serverless architecture.
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[26] V. Medel, O. Rana, J. a. Bañares, and U. Arronategui, Modelling perfor-
mance and resource management in kubernetes, 9th International Confer-
ence on Utility and Cloud Computing, New York 2016, pp. 257–262.

[27] Antonopoulos, Nick and Gillam, Lee and SpringerLink, Cloud Com-
puting: Principles, Systems and Applications, 2nd ed. Cham: Springer
International Publishing, 2017.

[28] S. Kleinschmager and I. ebrary, Aspect-oriented programming evaluated:
a study on the impact that aspect- oriented programming can have on
software development productivity,, Hamburg: Anchor Academic Pub,
2012;2013

[29] Karl Matthias and Sean P. Kane, Docker Up and Running,ISBN 978-1-
491-91757-2 , O’ Reilly, 2018

[30] 8 container orchestration tools to know, Last ac-
cessed 29 May 2020, https://www.linux.com/NEWS/

8-OPEN-SOURCE-CONTAINER-ORCHESTRATION-TOOLS-KNOW/

[31] Vohra, Deepak and SpringerLink, Kubernetes Microservices with Docker,
Berkeley, CA: Apress, 2016

https://arxiv.org/abs/1606.05991
https://arxiv.org/abs/1804.10811
https://www.linux.com/NEWS/8-OPEN-SOURCE-CONTAINER-ORCHESTRATION-TOOLS-KNOW/
https://www.linux.com/NEWS/8-OPEN-SOURCE-CONTAINER-ORCHESTRATION-TOOLS-KNOW/


40 BIBLIOGRAPHY

[32] J. Mostafa, Seeking better web searches, Scientific American 292 (2),
February 2005, pp. 67-73

[33] J. Griffiths, P. Brophy, Student Searching Behavior and the Web: Use
of Academic Resources and Google, Library Trends 53 (4), John Hopkins
University Press, March 2005

[34] Mr.K. Tarakeswar, Ms. D. Kavitha Search Engines:A Study Journal of
Computer Applications (JCA), Volume IV, Issue 1, 2011

[35] Ayse Goker, John Davies, and Damon D. Ridley Information Retrieval:
Searching in the 21st Century John Wiley and Sons, Incorporated, Hobo-
ken New Jersey, USA, 2009

[36] Manoj Kumar Gupta , Dharmendra Badal Comparative study of index-
ing techniques in DBMS Conference: Business Intelligence and Data
Warehousing, At USMS, GGSIPU, Delhi, India

[37] W Bruce Croft, Donald Metzler, and Trevor Strohman, Information
retrieval in practice , ISBN 9780136072249, Addison-Wesley, 2009

[38] Mamatha Balipa and Balasubramani Ramasamy, Search Engine using
Apache Lucene, International Journal of Computer Applications 127(9):27-
30, October 2015

[39] Marek Rogozinski and Rafal Kuc,ElasticSearch Server, Packt Publishing,
Birmingham B3 2PB, UK, 2014.

[40] Sampada K. S., Lalit Adithya, N. P. Kavya, Performance Analysis of Mul-
tidimensional Indexing in Keyword Search, Proceedings of International
Conference on Recent Advancement on Computer and Communication,
Publisher: Springer Singapore, pp.171-184

[41] Aleksei Voit, Aleksei Stankus, Shamil Magomedov, and Irina Ivanova,
Big data processing for full-text search and visualization with elasticsearch.,
International Journal of Advanced Computer Science and Applications,
Vol. 8, No. 12, 2017

[42] Clinton Gormley and Zachary Tong, Elasticsearch The Definitive Guide,
O’Reilly Publishing, ISBN: 978-1-449-35854-9



BIBLIOGRAPHY 41

[43] S.A. Knight and A. Spink Toward a Web Search InformationBehavior
Model, A. Spink and M. Zimmer (Eds.) Web Search: Multidisciplinary
Perspectives, Berlin, Springer, 209-234, 2008

[44] Anne Aula, Query Formulation in Web Information Search, Proceedings
of the IADIS International Conference WWW/Internet 2003, Portugal,
November 5-8, 2003
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