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Abstract

Survey of the application of machine learning to
automated greenhouses

Alex Henningsson

This survey examines previous reports and experiments to look at the 
possibilities of creating an automated greenhouse, as well as the 
possibilities an automated greenhouse could provide: such as a much more 
efficient water consumption, utilizing space more efficiently and 
providing food to a bigger population without the downsides of more 
transportation.

This report also researches what methods have been tested and used 
previously: A lot of the previous methods have been to solve problems 
within the topic of plant phenotyping rather than pursuing an actual 
automated greenhouse, by object detection and by that counting leaves. 
These methods have been a big inspiration for the report, but had little 
relevance to the conclusion.
    
It is a report where I have tried to create a plan on how to start, how 
to think during the start and how to proceed a project in this context.
The conclusion I have reached is that the tech previous to this report 
was not ready to complete this task, but it has advanced so that it is 
now possible and some have been successful in this context during the 
time this report was written. I also came to the conclusion that cameras 
and object detection might not be essential to complete an automated 
greenhouse, but rather an optional accessory.
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Introduction Future Greenhouses

Chapter 1

Introduction

1.1 Project Description

Automated greenhouses are the future of urban agriculture and they connects agri-
culture and machine learning (ML) in new exciting ways. Agriculture has not been
revolutionized in centuries and I think it is about time that changed, so in this report
I survey existing research and projects using artificial intelligence (AI) and ML in
automated greenhouses. The goal of this report is therefore to create a survey over
the opportunities afforded by automated greenhouses and why they should exist as
a new way of producing food, by surveying previous work.

The world population is growing and cities are growing with them, and this
makes it less convenient for the agriculture to reach everyone. Produced food needs
to be transported longer distances and to more destinations, at the same time as
many politicians are trying to have less cars driving in the cities as a way to slow
down climate change and getting a less polluted air in the cities. Many politicians
are working towards to reach different environmental goals, and a survey of the
potential benefits of automated greenhouses could help in reaching these goals, since
the produced food could become hyper local. Imagine having a greenhouse in every
apartment complex or sky scraper in every city, a big part of the produced herbs
and vegetables would not have to be transported across the world anymore.

The main objective of this report is to gather data from previous tests and
research papers to create a type of guide to use when starting a project of this kind.
I focus particularly on two areas: how others have attempted projects that are
relevant or similar to automated greenhouses and how others have utilized machine
learning algorithms in the creation of AI software designed in the scope of this report
and what accuracy these AIs have achieved.

The long term goal which this report could assist in is to end up with a fully
automated greenhouse, which would open up multiple different applications. For
example, residents in apartment complexes could be self-sufficient with different
herbs and vegetables, and people could also start eating more vegetables because
they would be more easily accessible. These are all reasons to why a functioning fully
automated greenhouse makes sense in a world that is growing, with cities pushing
away traditional agriculture.

2 Alex Henningsson Chapter 1



Future Greenhouses Introduction

1.2 Background

The Earth’s population is increasing on a daily basis, and the population recently
passed the 7.5 billion mark. The United Nations (UN) expects the world’s popu-
lation to rise continuously to a steady point of approximately 11 billion people in
2100 [9]. The population is also undergoing urbanization, which means that more
and more people are moving to cities [21], and that cities are growing in both a
geographical sense and in population. This points to the idea that the cities will
continuously grow for an foreseeable future, which is relevant because of the points
mentioned in section 1.1.

The climate is changing all over the world and is resulting in higher frequencies of
fires and floods which affects farmers everywhere [12]. Many farmers are suffering
greatly due to extreme drought, and their crops are being destroyed and less food
is being produced.

Another growing global problem is the fact that producing food today is already a
difficult task, partly because the population is growing and partly because much food
is thrown away in wealthier countries, among many factors. If the food production
were to become even lower than it is today, it could lead to more people suffering
from starvation, especially in countries where poverty is high.

One possible solution to these problems is urban agriculture, which is the concept
of moving agriculture indoors. Moving the agriculture into buildings and using
artificial intelligence as a smart tool to grow and optimize the crops to achieve
the highest possible yield for the least amount of sunlight and water possible, and
making agriculture less vulnerable to natural disasters, for example.

There have been several promising achievements in the scope of urban agricul-
ture, which is presented in chapter 4. Multiple competitions and challenges have
been organized, where the use of machine learning methods is competing against
traditional farmers to produce the most food during a specific period of time. The
idea is no longer if automated greenhouse is possible, but rather on when and how
they will be durable enough to install in as many empty indoor spaces as possible.

It will not be sufficient to only having agriculture in enormous areas of land
in the future. To accommodate for these progressions in population and climate,
urban agriculture could be a step forward. Using AI, which is a simulation of the
human intelligence, in automated greenhouses is possibly one solution to mentioned
problems. The world is in need of a smart, local and space efficient agriculture,
which is the main reason of this paper.

1.3 Advances in Urban Agriculture

Multiple companies and organisations are trying to solve agricultural problems re-
garding space efficiency and water consumption as well as producing food hyper
locally.

An example of such a project is vertical farms. A company called Urban Crop
Solutions is working with these kinds of farms. Their chief executive Maarten Vande-
cruys states that the system is partially automated. Artificial sunlight can reach all
the plants and a water-mix consisting of nutrients is pumped to all plants, without
the need for human involvement [3].

Chapter 1 Alex Henningsson 3
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Maarten Vandecruys also states that vertical farming yields more crops per
square metre than traditional farming or regular greenhouses do, with less usage
of water, and that the plants grow faster. This statement is also backed up by an-
other company which also works with vertical farms, called Aerofarms. Aerofarms
states that their farm yields 390 times higher per square foot annually, with 95%
less water consumption compared to traditional field farmed food [1].

The companies previously mentioned both state that their farms are automated
with different growing recipes for each kind of plant. This means that the system
is delivering the exact right amount of sunlight, nutrition and water to each plant.
It is imperative to automated greenhouses that the exact amount of resources is
delivered, to lower resource consumption.

There are organizations that have tried different approaches when attempting to
reach some of the many goals within plant phenotyping1. These goals is useful to
reach if cameras are involved in an automate greenhouse, since phenotyping is the
concept regarding identification of features in plants. One of these organizations is
the International Plant Phenotyping (IPPN), which has created and built datasets
consisting images of rosette-shaped plants for anyone to use and to develop state
of the art algorithms for plant phenotyping [18]. They have created the workshop
Computer Vision Problems in Plant Phenotyping (CVPPP), which arrange annual
competitions which are focused on plant phenotyping in different aspects.

An example of a competition they created was the challenge of 2017 where the
objective was to build systems and algorithms that could segment and count leaves
in images of plants [23]. This could be relevant since the amount of leaves is a key
trait of measuring how healthy a plant is.

Figure 1.1: An image of a cucumber plant in a autonomous greenhouse project from
Wageningen University & Research [2].

1Plant phenotyping is the general identification of plants as well as the identification of effects
on plant structure and function, depending on different genes and environmental differences.
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Outline

Chapter 2 will introduce a background to biotech and botany, discussing the hard-
ware of the greenhouse and partly the different growing mediums. Chapter 3 intro-
duces a background to the automated greenhouses, discussing the software of the
greenhouse. It also introduces what machine learning is and key concepts within ma-
chine learning and AI. Chapter 4 is the main chapter which summarizes 4 articles
and 1 competition: 2 articles about datasets, 2 articles about phenotyping soft-
ware and the competition summary is about the Automated Greenhouse Challenge
of 2018. Chapter 5 is discussing different approaches to automated greenhouses.
Chapter 6 is a summary of the report and discusses future work; how to proceed?

Chapter 2

Background in Botany and
BioTech

This chapter will discuss the topics regarding botany and biotech that will provide a
necessary background to this report, because automated greenhouses differentiates
from traditional agriculture and it is necessary to understand how and why they are
different.

Due to the fact that greenhouses, botany and machine learning are all central to
this project, all of these topics must be addressed when developing an automated
greenhouse.

2.1 Botanic & Biotech

Plants share some properties but they are also very different from each other. They
all have different growing recipes1. This means that it might not be appropriate
for one plant to share the same trough with the same water mix as another plant,
depending on how different their recipes are.

However, it has been shown that some plants get even healthier when planted
in close proximity to another plant. A famous example of this is planting basil
and tomatoes close to each other, for which the basil is then supposed to be an
effective natural deterrent to certain insects that could damage the tomato plant.
This example is however only anecdotal, purely an example of what biotech in
nature could mean. Biotech is defined as “the use of living things, especially cells
and bacteria, in industrial processes” according to the Cambridge Dictionary [8].

1A growing recipe is a unique combination of amount of nutrition, water and sunlight.
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Biotech is though applied in more ways than that, for example in urban agri-
culture. Applying biotech to agriculture is the basis of this project, automating
processes and leaving the responsibility to the roots of the plants. The idea is to
utilize millions of years of evolution in plants, and optimizing their needs to achieve
the highest possible yield at the lowest possible cost.

Biology and botany are also key fields of science for this project to be successful,
since biologists and botanists can possibly tell what a plant’s growing recipe is and
how to start optimizing it. Since optimizing plant growth is such a new field, no one
can really tell what resources will be used to optimize speed, profit or yield. However,
biologists and botanists can tell what different kinds of parameters to analyze when
growing plants. What parameters to look at and what value these parameters needs
to have is not yet confirmed nor proven optimal, since an ”optimized” plant does not
exist yet. The dry weight of the plant is an example of a measurable parameter, but
the question is if it is the best parameter to look at when trying to find the highest
possible yield for the lowest possible cost. Biologist regularly find new parameters,
that sometimes are invisible for the human eye. Such a parameter is the plant’s
fluorescence emission spectra, which can be measured by infrared cameras. There
have been research about fluorescence in the field of biophysics, but details about
that topic is out of the scope of this report.

2.2 Avoiding Soil

For modern greenhouses, both automated and manual, the use of soil is redundant.
There are multiple diseases with direct connections to the soil which can be avoided2

[7], and it is practically impossible to identify some diseases that are not visible until
it is too late, for example black root rot, in which the plant is most certainly dead
when it is visible on the leaves. Soil is also another factor that consumes resources,
both financially and time wise, since soil is a fresh product it needs to be replaced
eventually. Some plants are more demanding than others, they are sometimes called
“heavy feeders”, and usually do best with new soil on a yearly basis and such example
is peppers or tomatoes [11].

The soil is however useful for the plant, since it is acting both growing medium
as well as holding water for the plant, which both are essential for growing all plants.
Removing the soil does not imply removing the plants needs, it is however pointing
towards the direction that a new watering system and a new growing medium needs
to take over the soil’s previous responsibilities.

2.3 Watering Systems & Growing Mediums

Current watering systems that are used in urban agriculture are different from clas-
sic agriculture. There are different types of watering systems that could be used in
an automated greenhouse without the use of soil, and these are for example: hydro-
ponic, aeroponic and aquaponic systems. The watering systems have a few common

2There are diseases that doesn’t have anything to do with soil as well, but the goal is to keep
the possible diseases at a bare minimum, and many fungal diseases come from bacteria that was
brought with the soil.
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attributes, such as that the plants grow in different growing mediums and they do
not use soil.

A growing medium is a material in which the plants can grow. All growing mediums
come with different benefits and downsides, and many are made from environment
friendly materials and many are also reusable. Examples of growing mediums are:
Coco Coir, Clay Pellets, Sure To Grow®and Starter Plugs.

• Hydroponic: The plants are placed in a growing medium at top with a water-
mix reservoir beneath. The roots will then touch the water and absorbing the
amount of water and nutrients that they need. See figure 2.1 for an example.

• Aquaponic: This system is very similar to the hydroponic system, but in-
stead of using water-mix as the nutrient and water solution, an aquaponic
system uses water and fish waste. It is a combination between hydroponics
and aquaculture farming.

• Aeroponic: The plants are placed in a growing medium, and the growing
mediums are then mounted in an environment where the roots and the lower
part of the stem is sprayed with the water-mix instead. In comparison to the
hydroponic system, the roots are not placed in water at all times, but they are
sprayed regularly.

Figure 2.1: A simple illustration of how a hydroponic might look from the side. A
water pump pumps the water up through the trough the plants are placed in and
then it flows down into the reservoir again. Own illustration.

A practical example When this project started at Ericsson, Gothenburg,
basil plants were planted. The seeds were placed in Starter Plugs which then were
mounted in to a hydroponic watering system. The Starter Plugs are completely
made of organic compost, and they work as a sponge. In Ericsson’s approach on a
hydroponic system was that the Starter Plugs were at the top layer and the water-
mix reservoir were placed beneath. The Starter Plugs would reach the water-mix
and absorb it and this process would give the seeds enough water and nutrition, so
that they can grow roots and eventually move to another growing medium.

Chapter 2 Alex Henningsson 7
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2.4 Greenhouses

Examples of greenhouse setups

• Vertical greenhouse utilizing shelves

• Vertical greenhouse utilizing pipes

The different kinds of setups share some common properties and common prob-
lems, but there are certain properties that will divide one setup from another.

Vertical Greenhouse - In pipes A vertical farm is what many people con-
sider being the future in agriculture, which is a conclusion drawn from small-talk
during a tech event in Gothenburg (Gothenburg Tech Week 2019). It utilizes the
idea that the vertical space on earth is not used properly. This concept of a green-
house could be build in a high tower where pipes stretches from the ground and
up. Problems that appear, when the building is high enough, is the same problem
as with sewers and water access in big skyscrapers: How to get the water up to
top in an efficient way. Utilizing the same water and water pumps that are already
installed is possibly, seeing that the amount of water that each plant needs is far
less than how much is used on traditional fields. The water will then flow through
the pipes down to the ground again, which is a task that is completely free from
using any resources.
During a pitch at Ericsson Gothenburg, a company had developed a new pipe that
had the properties that could control the flow of water through the entire pipe,
giving each plant enough nutrition’s and water so they could grow. According to
their calculations, they could grow 58000 plants in 100 square meters, in a regular
storage facility that with an ceiling height of approximately 10 meters. Using those
pipes then means that it is possible to grow 58 plants/m3.

Vertical Greenhouse - On shelves Another approach is using shelves in-
stead of pipes, which is not very different. The difference would be on how the
plants are placed, and how the water would flow. If the plants are placed on shelves,
they are placed in troughs instead.

Depending on which of these methods will be developed, certain things needs to
be considered: Assuming that the water system is decided, lighting is an issue that
differs these setups. For pipes, the lighting needs to be placed along each pipe so
that each plant gets their need fulfilled. For shelves the lighting would at the roof
of each level.

If an image based approach is being developed, camera placement needs to be con-
sidered. Fixed cameras in combination with the lights or fixed camera placement
regardless of where the light source is placed might work, as long as the plants are
visible for the cameras at all times. These are questions that needs to be considered
and they are dependent on budget as well as what the setup looks like. The camera
angle is another consideration, because different angles grants different results.

Considering where the camera should be placed, regarding what plant is being looked
at, plants are very different from each other. Some plants are rosette-shaped, which
means that the leaves grow from the center and out (e.g tobacco plants). Basil is

8 Alex Henningsson Chapter 2
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not rosette-shaped since it grows on the height as well as to the side, which means
that an image that is taken from top-view might not be appropriate since all leaves
are not visible. There are algorithms that have shown promised possibilities that
can keep track of the leaves, even though they are no longer visible, as long as the
camera get to follow the basil plant from early stages of it’s growth. This points
in the direction that different plants needs agents, which is something that acts
and perceiving it’s environment through sensors and acting upon that environment
through actuators, that consider different parameters to be able to give an accurate
prediction regarding leaf count or whether a plant is healthy or not.

Chapter 2 Alex Henningsson 9
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Chapter 3

Background to Automated
Greenhouses

The ultimate goal of this project is to contribute to achieve a fully automated
greenhouse, with no human involvement at all. This is such an important goal to
achieve because that would mean that an automated greenhouse could possibly be
implemented in every indoor space that is not being used for anything else at a given
time. Old basements and warehouses that are empty could be possible locations,
since there are many of them already in cities.

For a greenhouse to become fully automated, methods from machine learning and
AI are essential. The are plenty of different processes that need to be handled, from
planting new seeds and harvesting the plants at the appropriate time to identifying
and handling the situation if a plant gets a disease.

3.1 Automated Greenhouses

To reach the goal of having a fully automated greenhouse, there are many goals
that has to be reached first. Goals that lies within the topic of counting leaves and
identifying diseases on plants are many and they differ from segmenting out leaves
from each other, which is a difficult task itself when working with for example bushy
plants, such as basil, due to bushy plants have leaves growing over each other. The
problem that makes it difficult to count leaves is that all the leaves are not visible
at a given time, see figure 3.1.

Identify what kinds of diseases a plant might suffer from could be visible on the
leaves or on the stem, both are equally important. These however, are all tasks
that could be done by an AI with the use of machine learning (ML). Since previous
work, using images, have been done with prominent accuracy in counting leaves
on rosette-shaped plants, software with an AI backbone might already exist and
work on bushy plants. The founder of Phenotiki, Sotirios Tsaftaris, mentioned that
using Phenotikis counting algorithm would work better than training a new AI from
scratch [25].

Previous projects that takes an parametric approach instead of image based
have also been successful, including being victorious against traditional farmers in
automated greenhouse competitions, which will be discussed in more detail later in
this report (See Section 4.5).

10 Alex Henningsson Chapter 3
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Figure 3.1: An image of what a basil looks like, from the top. Image is from the
San Diego Zoo’s website [16].

This points to the question: ”Are cameras even necessary for an automated green-
house?”.

3.2 Machine Learning

A computer’s ability to learn without being explicitly programmed.

f(x) = y

A definition of the term machine learning which often has been the definition
thought at Uppsala University is the one just stated, which begins this section. These
upcoming sections introduces the two main concepts within machine learning and
how they work, and what applications they could have. There is also an introduction
to neural networks and black boxes.

Different machine learning techniques have different strengths and weaknesses, and
which to choose is often dependent on the type of data that is used. The goal of any
machine learning algorithm is to make predictions on new data, to find structure
and relationships in data that was not visible previously.

3.3 Supervised Machine Learning

Uses a given sets of a labels as input, as well as outputs and the supervised machine
learning model then tries to find the best approximation between these sets.

It answers, with approximations, what the relationship is between the input x
and the output y, and it does this for every data point in the data set [24]. When
the algorithm is finished it is tested on previously not seen data, and it applies
this approximation on the new set of inputs and it tries to predict the answers.
Measuring the performance of the machine learning model is then done by the
developer, using different methods depending on what the problem was to begin
with. If a classification algorithm is used, then a confusion matrix could be used by
the developer to measure the model’s performance.

Algorithms that are often used in supervised machine learning are regression,
classification or neural networks, it depends on what the data is and how much data

Chapter 3 Alex Henningsson 11
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that exist. If the data is discrete or categorical then classification is used and if
the data is continuous or numerical, regression (See figure 3.2) is used [13]. Neural
networks is explained in section 3.5 (Neural Networks & Blackboxes).

Example Regression algorithms are used where it is desired to predict a nu-
merical value (or multiple values). For example, predicting house prices based on
size and location. Classification algorithms are used where the goal is to predict
which class (or category) the data belongs to. For example, to predict if an e-mail
is spam or ham or possibly, if something is a leaf or not.

Figure 3.2: A graph of how regression works. The blue dots are data points and the
red line is the regression. The line has minimized the distance from the line to all
the blue dots. Image is taken from Wikipedia [29].

Figure 3.3: A graph of how classification works. The crosses is one category and the
blue dots is another. Image is taken from Wikipedia [27].

12 Alex Henningsson Chapter 3
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3.4 Unsupervised Machine Learning

Unsupervised Machine Learning algorithms are used when the output labels are
not specified. In comparison to supervised machine learning, these algorithms can
identify structure or patterns in the data that was difficult to find. These algorithms
are often used when analyzing data, rather than predicting data as the supervised
machine learning algorithms are good for [24]. Predicting data does not mean that
the developers knows what value the data will have in the prediction, but rather
just knowing what type of data that the algorithm will predict.

The developer does not know exactly what the output will be when using un-
supervised algorithms, since the goal for it is to locate the structure and patterns
on it’s own. One example of a concept within unsupervised algorithms is called
clustering, which means that the algorithm is loaded with a lot of data and then
tries to divide the data into k amounts of clusters of data points that belong to each
other in some way. The figure 3.4 shows the result after a k-means algorithms has
been executed on a set of data points.

Example In the case of finding customer patterns in a store, the developer
might want to target 3 different income classes and chooses the let the algorithm
find k = 3 clusters. The data points within each cluster will have something in
common, or by any means be similar to each other. It is unknown on how these
cluster will be made, or on what factors, but it will be able to find similarities within
the data set and then build clusters. This is possible because people tend to act
similarly in specific situations, possibly based on income.

Figure 3.4: A graph showing 3 clusters that the algorithm has decided. Image is
taken from RPubs website [22].

Chapter 3 Alex Henningsson 13
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3.5 Neural Networks & Blackboxes

The opposite of a blackbox is an explainable AI, where an explainable AI is an AI
which decisions and predictions easier can be explained to anyone. A blackbox is
an AI which decisions is impossible or close to impossible to explain.

Explainable AIs are often less accurate, demand less data and are much quicker
to develop than non-explainable AIs. The problem is however the accuracy, since
the accuracy often is far from as good. Explainable AIs are built using algorithms
such as linear regression or clustering, while blackbox-systems are built using neural
networks.

Figure 3.5: A graph showing a small neural network with 2 input neurons, 3 neurons
in the hidden layer and 1 output neuron. Image is taken from Wikipedia [28].

A neural network is a simulation of the human brain, where each neuron (or
artificial neuron), is a model of a biological neuron in the human brain. They work
by each synapse, or the artificial connections, between the neurons having a weight
that is decided by the neural network. They add up to different values inside each
neuron, these values will then be used in an activation function which is supposed to
determine the output of the neural network. An example of an activation function is
the sigmoid function (See figure 3.6), which outputs any value to between 0−1. Non-
linear activation functions, such as the sigmoid function, enables backpropagation
which is key to an neural network to learn. The network backpropagates the inputs
multiple times, changing it’s own weights within each synapse, which is exactly what
it means when a neural network is ”learning”.

Each activation function has advantages and disadvantages, which are something
to figure out when developing the neural network for the automated greenhouse.

Neural networks are the preferred choice of method for an automated greenhouse

14 Alex Henningsson Chapter 3
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Figure 3.6: A graph showing the sigmoid function. Image is taken from MissingLinks
[20].

because their high accuracy, and it is also not necessarily essential to have the AI
explain their predictions or decisions in a greenhouse, since the goal for a civilian
with an automated greenhouse often only will be interested in having fresh vegetables
and not knowing why they are fresh or why that specific amount of nutrient resulted
in a healthy plant.

3.6 Application

This section introduces the idea that some approaches to automated greenhouses
end up in different greenhouse setups, and it should also introduce difficulties around
creating a proper dataset for the neural network to learn from. It should show that
some setups are easier for some approaches.

3.6.1 Different Approaches

For simplicity I will break the approaches down to two main approaches, but they
can be combined during the actual creation for the project. This part is here to
introduce the thought process that different approaches ultimately form different
greenhouse setups, and that these thoughts needs to be considered and planned
ahead for.

Using cameras and images inside the greenhouse, for different reasons1, could mean
that the cameras might need to have perfect vision on the plants from a very early
stage in the plants life. In later chapters there will be explanations on how others
have built their datasets for object detection within plants, and that these examples
have taken images of the plants from a stage where only a couple of leaves have
grown.

This is dependent on what kind of automated greenhouse the creator is aiming
to achieve. The other approach is to not use cameras, or possibly use cameras only

1Either for taking images of the plants and processing these images to withdraw different data
and features from them, or by simply having eyes in a normally closed environment to confirm
that the plants are healthy.
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Figure 3.7: Illustration of an example setup using shelves and cameras. Own illus-
tration.

for confirmation that the plants are being prosperous. A later chapter will show
examples of this as well, where the automated part of the greenhouse is done by a
machine learning model that has learned from parameters only, and cameras have
been installed only for confirmation.

3.6.2 Creating dataset

Creating a dataset for training agents are different from a normal database, since
the datasets are not made to be incomprehensible for humans to read, especially
after the data have been processed. Objects in the images needs to be annotated in
some way. The goal of the dataset is that it should give the agent the best possible
learning conditions, where the best learning condition can refer to either the fastest
learning rate, the most precise or both. In this specific work the goal of the agent is
to learn how to identify objects in images of plants. These objects could be flowers,
fruits or leaves. What kind of object the agent should identify in an image of a plant
are highly dependent on which plant it is.

In this example basil will be used as an example plant which is a bushy plant where
the leaves are essential. As with many plants the amount of leaves is a key trait in
basil, for two main reasons: one is that the amount of leaves refers on how well the
basil is doing. The other reason is that the more leaves the basil are producing, the
more pesto can be made and enjoyed.

It is essential that the user is aware of that the dataset is as important as the agent.
Without a proper dataset, an agent might not be able to learn what it is the user is
aiming for.

The data set must be divided into, at least, two parts:

• Training Set - The part of the data that is used to find the best parameters of
the model.

• Test Set - Validate and test the model. Measurement on performance is made
from the results given when the model tries to predict based on this data set.
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3.6.3 Training Agents

When training agents and aiming for a certain goal, a dataset is necessary. To give
an agent the best conditions of learning, two factors needs to be considered:

One: The dataset See Creating dataset (Section 3.6.2).

Two: The models The models consist of different layers and functions: Con-
volutional layers, dense layers, pooling layers and activation functions. The combi-
nation of these is what creates and defines the model. When creating a new model
with the ability to classify a dog from a cat, it will train on images of dogs and cats,
by using a combination of the different layers. What learning parameters that will
work the best is a testing phase, since it does not exist a general formula for any
agent or for any goal.

When the agent is as precise as intended, which is controlled by testing the
model against a validation-part of the dataset, the model is saved and used in the
application that it was designed to be in.

Basil is the example plant this work is built around. To train an agent to work
with basil, which key trait are the leaves. An agent then needs to learn how to
identify the leaves and in that specific case, also count them. But the counting is
not a task for the agent to classify, since the counting is more an addition after all
the leaves are identified.

The agent must be taught how a leaf looks and a problem that have been iden-
tified when trying to teach agents to count leaves, is that it is difficult to see the
difference between a leaf and a stem. It might sound strange that an agent can not
identify the difference, since the leaf is round-shaped and the stem is a line. When
an agent identifies an object it is actually using edge detection algorithms to be able
to segment objects from each other. Since the algorithms do not work on an entire
picture, but rather on pixel level parts of the image, the edges for the stem and the
edges for the leaves is sometimes similar.
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Chapter 4

Survey

This chapter presents 4 different scientific articles and 1 automated greenhouse com-
petition. Sections 4.1 & 4.2 is regarding datasets and how they are created. Sections
4.3 & 4.4 is regarding machine learning models and how they are created. The sec-
tion 4.5 discusses the competition, which consists of both the machine learning model
as well as a sample of the dataset they used to train the models.

4.1 Aberystwyth Leaf Evaluation Dataset

The full name of the report is Aberystwyth Leaf Evaluation Dataset: A plant
growth visible light image dataset of Arabidopsis thaliana and is written
by Jonathan Bell and Hannah Dee in November 22, 2016.

This dataset consist of top-down images, which are taken in visible light, of Ara-
bidopsis thaliana. The Arabidopsis is a rosette-shaped plant [4].

The setup for this dataset creation:

• Type: Arabidopsis Thaliana (Col-0)

• Images: Taken at a 2560 ∗ 1920 resolution. Saved as .PNG-files (lossless
compression).

• Amount: 80 plants divided on 4 trays.

• Start for taking images: 21 days after sowing

• Image interval: Every 15 minutes for 35 days, during the daylight period
(10h).

• Labeling: Labeled each image with the belonging tray’s identification number
with the date and time of when the image was taken.

• Other: 2 plants were removed from each tray at 5 different times due to
lower the possibility for neighbouring plants to overlap each other. The plants
have grown, photographed and analyzed at the Photon Systems Instrument
PlantScreen platform in the UK, using a built in camera.
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Image Acquisition

As stated in the list above, the authors started to acquire images of each tray of
plants 21 days after sowing. They do not mention the reason to waiting 3 weeks
before taking starting to photograph the plants, but I assume it is because the plants
need to grow to an acceptable size. The interval of 1 image of each tray every 15
minutes should have resulted in approximately 1400 images (10 ∗ 4 ∗ 35 = 1400) for
this 35 day long process. The actual result in this case was 1676 images of each tray
because they often started to take images before the plants daylight period started.
Each tray consists of between 10 and 20 plants. The tray’s consists of different
amount of plants due to some plants were harvested/removed during the period to
prevent the plants from overlapping each other.

If and when the images of the trays are processed and each plant is separated to
be in it’s own image, the dataset should result in approximately 15 ∗ 1676 = 25140
images from each tray, where 15 is used for approximation only since 10+20

2
= 15.

Annotations

A selection of images in the dataset are provided with hand-annotated ground truth.
These images have an additional suffix ’-gt’ after the original name, so it corresponds
to the original image. They are also moved to another directory to easier find the
ground truth of the images when they are needed. The suffix is written out so that
if the images were to be moved to the same directory, they would not overwrite each
other.

In this dataset the selection have resulted in a total of 916 annotated images of
plants. The annotations are made with a specific sequence of RGB-colours, which
adds up to a total of 72 different colours. The background is completely black and
each leaf get a specific colour, based on the sequence the authors made up, which
increments each RGB-value by 20 per leaf. This sequence can both be used for
counting the leaves as well as knowing in which order the leaves grew. By using
this sequence 72 unique leaves can be annotated and colours are never reused in the
same image. This is demonstrated in figure 4.1 below.
This annotation is made manually by the authors and because the plants started to
be photographed after 21 days, the plants first image already had multiple leaves.
The author solved this problem by incrementing the colour values by 5 instead of
20, to show that the order of which leaf came first is uncertain.

Image Processing

Other than the compression of saving images as .PNG-files, no processing is done
on this set of images.

Harvested Plant Data

Besides annotating the images from 2 out of 4 trays, they obtained data from the
harvested plants. The data they obtained from the plants were dry weight as well
as rosette area, which simply is the area of the rosette. The area was measured
with a Windias Delta T Leaf Area Scanner. The leaves were also separated from
the rosette and their image was taken.
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Figure 4.1: Images of the same plant taken, together with their respective ground
truth image. Image taken from the report Aberystwyth Leaf Evaluation Dataset
[4].

Software

To this dataset there are software available for correcting the distortion and for
cropping the image into smaller images, where each image would then consist of 1
plant. The report states that one limitation of doing so is that the software only
divides the image in a grid system, where each part of the grid will have the same
size. The limitation is that even though a plant is removed from the tray, the image
cropped out will consist of an empty pot.

The evaluation software that is supplied together with the report scans the im-
ages, and lists all the colours that are being used, which makes it possible for the
user to easily count the amount of flowers.

4.2 Finely-Grained Annotated Dataset

The full name of the report is Finely-Grained Annotated Dataset: Finely-
grained annotated datasets for image-based plant phenotyping and it is
written by Massimo Minervini, Andreas Fischbach, Hanno Scharr and Sotirios
A. Tsaftaris in November 2015.

This dataset consists of a collection of two different datasets, which consists of top-
view images of different kinds of plants. This paper aims to help in the development
of computer vision and machine learning algorithms in the context of plant pheno-
typing [19].

The collection is built from datasets that were acquired from two different labs,
with very setups, where one is called affordable and the other one is more expensive.
These setups are considered being from two different financial aspects because the
affordable setup is homemade and uses relatively cheap cameras where the expensive
setup consists of an automated robot arm which controls irrigation as well as it
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acquires images. The expensive setup is used in the context of the GARNICS
project [14].

The setup for the first collection of images (Affordable):

• Type: Arabidopsis Thaliana (Col-0)

• Images: Taken at a 2592∗1944 and a 3108∗2324 resolution. Saved as lossless
.PNG-files.

• Amount: Trays with 19 respectively 24 plants. A total of approximately 6000
images is acquired.

• Image interval: Between a couple of times a week to 3 times a day.

• Other: Different cameras were used for the Arabidopsis plants. The first
version uses a Canon PowerShot SD1000 (7 Mpixel) and the second version
uses both the Canon but together with a Raspberry Pi (5 Mpixel).

The setup for the second collection of images (Expensive):

• Type: Tobacco (Samsun)

• Images: Taken with two stereo camera systems with a resolution of 2448∗2048
pixels each.

• Amount: Trays with 20 plants. A total of approximately 170.000 images is
acquired.

• Image Interval: Once every hour for up to 30 days.

• Other: Acquired in the context of the European project ’Gardening with a
cognitive system’ (GARNICS). The robot head consisted of two stereo camera
systems of 2448 ∗ 2048 pixels.

Image Acquisition (Affordable)

The dataset collection acquired by the affordable setup consists of 2 datasets con-
taining images of the Arabidopsis Thaliana, acquired in June 2012 and in September
2013, and they are named Ara2012 respectively Ara2013. There are two versions
of the images acquired of the Aradidopsis plant, one is using only the Canon as a
camera where the other version uses both the Canon and a Raspberry Pi. The de-
velopers tried the second version to be able to evaluate and compare the algorithms
on images from the exact same scene but with images of different quality, due to
the cameras having different resolutions.

For these sets of images the camera were placed approximately 1 meter straight
above the plants, between a set of lights.

The first version of the dataset uses a 7 megapixel camera and the tray consists
of 19 plants, which means that when the plants are isolated and segmented from
each other, each plant will have a resolution of 0.25 megapixels. The second version,
which takes images of a tray with 24 plants, will result in the same resolution per
plant when the Canon is used but when the Raspberry Pi is used, each plant will
have a resolution of 0.06 megapixels.
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Image Acquisition (Expensive)

The images of the tobacco plants have been acquired to help in the development of
the project: Gardening with a cognitive system, also known as GARNICS. This
setup were using their robot gardener, which is a robot arm with a robot head
consisting of a camera system and a watering system. This arm was also placed in
a workspace where sensors were measuring humidity and air temperature, as well
as controlling the lights. The cameras that were mounted were two cameras, each
with a resolution of 2448 ∗ 2048. For this report, the authors added Near Infra-Red
LED light and lightweight white. Using this setup, the authors had the possibility
to take images from different poses, but they have only released top-view images of
the plants because they state that top-view images are used in many applications.

Annotations

Annotations are made on both tray images as well as on plant images. All images are
not annotated, since this is an continuous process. For this dataset, a part of the
images have been annotated with bounding boxes, leaf centers and segmentation
masks. Both computationally and manually by expert. The annotation for this
dataset is consisting of three steps.

• First: A binary segmentation of the plant objects was obtained, using im-
age processing techniques with a computer. The result of the segmentation
was then improved and controlled manually, using graphics editing software.
Experts had to make sure that all visible plant objects was included in the
segmentation and that the background is excluded from the mask.

• Second: From the finished mask, each leaf and petiole were delineated man-
ually. Each leaf also receives a specific color, which is unique in the image.

• Third: Across the time-lapsed sequences of images, the leafs keeps its unique
color. There is also always two experts working with the annotation. One is
annotating the dataset and one is inspecting the other one, to minimize the
errors.

Software

After the segmentation mask is done where the background is labeled 0 and the leafs
are labeled 1 to create the mask, raster graphics software is used to refine the mask.
This software is used manually, by comparing the original image with the mask, to
ensure that the background and the leafs each have its correct label.

4.3 Deep Leaf Counting

The full name of the report is Leveraging Multiple Datasets for Deep Leaf
Counting and is written by Andrei Dobrescu, Mario Valerio Giuffrida and
Sotirios A. Tsaftaris.
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The problem that this report is trying to find a solution to is the ability to count
leaves without doing the time consuming work of manually segment each leaf in an
image [10].

In this attempt, the authors, have made a deep learning model with an backbone
based on a modified ResNet50 deep residual network. ResNet50 is another version
of the ResNet model, where the ResNet50 has 48 convolution layers, 1 Max pool and
1 Average pool layer. It is pre-trained on the ImageNet dataset and further trained
on more datasets and it provides a leaf count as output. The modifications made on
this model is done with small datasets and to boost it’s learning ability the authors
found out that using multiple different data sources and different species improved
the accuracy of the leaf counter.

The use of ResNet50 is mainly because of this networks ability to generalize, as
well for it’s quick learning capability. It has a large numbers of layers, in a specific
architecture, which gives the network 3.8 ∗ 109 operations.

The dataset

The dataset used for training and evaluating this model is the same dataset that
was used in the CVPPP Leaf Counting Challenge. They used datasets named A1,
A2, A3 and A4, which all consists of RGB top-view images taken of different plant
species. The sizes of each dataset varies, where the biggest dataset consists of 624
images, where 50% of these are used for training purposes. The resolution of the
images varies as well, between 500 ∗ 530 pixels to 2448 ∗ 2048 pixels.

The training method

The training begun with applying pre-processing techniques, where the authors re-
sized each image to 320∗320∗3 and a histogram stretch was applied to improve the
contrast, since some images were darker. This resolution was chosen because the
goal was to have an optimized training time as well as keeping as much information
as possible about the features in the images, such as smaller leaves.

The results

Results from this agent were that when the model only trained on the one dataset, in
this example the A3 dataset, it got an 14% accuracy in the leaf counting prediction.
When it trained on all datasets mentioned combined, it got an accuracy of 57%.

For a more detailed description of the results, read the original paper Leveraging
multiple datasets for deep leaf counting by Andrei Dobrescu, Mario Valerio Giuffrida
and Sotirios A. Tsaftaris.

4.4 Pheno-Deep Counter

The full name of the report is Pheno-Deep Counter: A unified and versa-
tile deep learning architecture for leaf counting and it is written by Mario
Valerio Giuffrida, Peter Doerner and Sotirios A. Tsaftaris in August 2018
[15].
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The problem this report is trying to solve is a similar, but more elaborate than
what the authors of the report written about in section 4.3 was trying to solve, is
to make it make it easier for users to count the leaves of their plants using only
one tool. Previous attempts have either been very time consuming, due to that
the user manually has to segment the leaves in the images or they have been very
complicated in the sense that through deep learning techniques be able to count the
leaves. These previous deep learning techniques have been sensitive to the shape
of the leaves which makes it almost useless if the user wants to count the leaves of
different species or other cultivars.

The software

Pheno-Deep Counter have showed results that the use of multiple imaging sources
contributes to a better learning for the model. Pheno-Deep Counter take use of
RGB-images, near-infra red (NIR) images and flouresence images (FMP). The use
of this technique have also shown that it is easily adaptable to other scenarios
with different species, even though the Pheno-Deep Counter from the beginning is
designed to work for rosette-shaped plants, with the assumption that the images
still are top-view.

The model have been trained on each version of each top-view image, which
means that it trains on the RGB-image, NIR-image and the FMP-image using a
fully connected layer and ReLU as an activation layer. After this is done it has a
fusion layer which gathers all the results. This output is sent in to another fully
connected layer, which has 512 nodes instead of the first fully connected layer which
has 1024 nodes. This is then passing through another activation layer using ReLU,
right before the user is given the resulting output.

The creators have tested the Pheno-Deep Counter by splitting the data up in two
sets: Training set and Testing set, where the training set is used to train the model
and the testing set is used for testing the model on it’s accuracy.

Detailed results

For detailed results on the Pheno-Deep Counter, read the original report Pheno-
Deep Counter: A unified and versitile deep learning architecture for leaf counting
by Mario Valerio Giuffrida, Peter Doerner and Sotirios A. Tsaftaris.

4.5 Automated Greenhouse Challenge

The Automated Greenhouse Challenge1, founded by Wagening University & Re-
search (WUR), is an annual challenge with the goal of keeping the development of
automated greenhouses going forward.

In the challenge of 2018 where several different teams competed against one
team of professional growers in harvesting cucumbers autonomously, Microsoft’s
representatives Team Sonoma won [2].

1It is unknown how each team’s AI are made, and what parameters from the dataset they used.
This is due to such information being their property and thusly not available.
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Dataset

The dataset that was used for this challenge contains purely values in different
categories, i.e. the teams competing are forced to use a parametric approach.

The setup for this dataset creation:

• Type: Cucumber

• Data: No images were used, only numerical values in the categories: Weather
forecast, outside climate, inside climate, actuators, irrigation and nutrition
levels.

• Amount: 40 different data points, and thousands of values. The amount of
values of each data point depends on the type of data point.

• Data collection interval: Between 5 minutes and 1 week. Depending on
what kind of data point.

Set points - Greenhouse

The set points that were available for the teams to control over were: Light, CO2,
humidity deficit, ventilation, heating, screens and irrigation.

Data acquisition

Each team were given two datasets previously to their arrival at WURs facility,
for them to be able to build, develop and test their different AI strategies. The
datasets consisted of data from two cropping cycles, one during autumn and one
during spring. These datasets have been partly created artificially and partly from
real data.

The teams then gathered data points from each category they found relevant con-
tinuously during the challenge. These data points were then used by the teams AIs,
for it to be able to take decisions on how to proceed the growing of the cucumbers.

Some points, such as humidity level and temperature both outside and inside
were points that were gathered each 5 minutes because of these are points that are
more important to take actions on. Other points, such as the amount of fruits that
has been produced or the stem elongation is gathered daily or weekly because these
factors are not as important to keep track of more frequently, since these values do
not change as often as the humidity or the temperature does.

CropManagement Dataset 4.1 explained

• FruitGrw: Fruit development time, measured in days/fruit. (Unit: Amount
of days for a fruit to grow).

• LeafFormRate: Leaf formation rate, measured in n leaves/stem week. (Unit:
Amount of new leaves/stem, each week).

• N leaves: Cumulative number of leaves, measured in n leaves/stem. (Unit:
Amount of leaves/stem).
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• Pruning: Not explained, it is Team Sonoma’s own data point.

• Stem elong: Stem-elongation, the length of the stems in cm/week. (Unit:
Amount of centimeters/week).

• weeks: Timestamp, which week it is.

Production Dataset (Production.csv)
FruitGrw LeafFormRate N leaves Pruning Stem elong weeks
NaN 10.7 10.7 50 85.5 34
NaN 6.5 17.2 50 159.4 35
11.4 9.1 26.3 50 241.1 36
12.74 7.9 34.2 50 298.4 37
14.82 8 42.2 50 347.7 38
15.75 7.5 49.7 50 401.5 39
17.1 7.2 56.9 50 452.3 40
16.65 8.2 65.1 50 512.3 41
18.47 8.1 73.2 50 567 42
19.52 7.6 80.8 50 624.2 43
18.54 7.3 88.1 50 679.1 44
21.06 7.4 95.5 50 735.5 45
21.82 6.3 101.8 50 790.4 46
21.57 7.4 109.2 50 842.1 47
21.15 0.5 109.7 50 862.5 48
19.56 NaN 109.7 NaN 862.5 49

Table 4.1: This is a sample of a dataset from Autonomous Greenhouse Challenge of
2018. This table shows the values from team Sonoma’s crop management [5].

Team Sonoma

This team is the recognized winner in this years challenge when they won in the
categories: sustainability and net profit. [26].

Team Sonoma stated, as two assumptions before they started building their agent,
that:

“Light is limiting and never enough”
“More light → More yield → More profit” [2]

Based on these assumptions Team Sonoma built their agent. Since the temperature
is important in the greenhouse, the plants might not survive or grow if the temper-
ature is too high or too low, Team Sonoma used a temperature-based light control.
Their goal was to maximize the amount of light by controlling the temperature at
all times. For them to be able to use this idea, they used a machine learning model
built for temperature prediction.

For Team Sonoma’s agent, it used a couple of more sensors than provided by
WUR, which is the founder of the challenge. They took use of 8 cameras, but
they were not used to gather and save information in images. The cameras were
only there because Team Sonoma had botanical experts included in the team, so
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by having cameras these experts could visually see if the plants were doing well or
not. This method makes the agent more expensive than iGrow’s agent, but it won
in both sustainability as well as in net profit.

Team iGrow

This team won in the category AI strategy.

iGrow built their agent cheaper than the rest of the team’s, since they did not
use any additional sensors for their agent, other than the sensors and measurement
devices that were given by WUR.

They had expert growers in their team which helped the agent take the right de-
cision for two different cases. The agent used a simulation of the greenhouse parallel
to the real greenhouse. For each decision that was made for the real greenhouse,
they had run n different scenarios in their simulated greenhouse first.

4.6 Analysis

The articles discussed in this chapter in this report are presented individually, but
some of them are built on each other due to the fact that one of the researchers
(Sotirios Tsaftaris) is involved in three of the projects. Each and everyone of the
articles discussed is groundbreaking in it’s own way, because the topic is very young.
State of the art technology is constantly changing which is noticeable even in this
report and all of the reports had promising results, but there are very few studies
to compare them with. This is the reason that the competition (Section 4.5) is
included, relevant and had a good timing for this report. It is not scientific research
like the rest, it is rather a concrete realisation that automated greenhouses is not
something that exclusively works in theory but also works very well in practice.

The competition that is presented in this report is the 1st edition of the compe-
tition. Even though it was the first time, the professional human farmers did not
beat the automated greenhouses in any category that was judged. The competition
has continued for a 2nd edition, the results on this can be found on their website2.

2https://www.wur.nl/en/Research-Results/Research-Institutes/plant-research/greenhouse-
horticulture/show-greenhouse/autonomous-greenhouses-2nd-edition.htm
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Chapter 5

Discussion

Based on the survey on the reports presented in chapter 4, there seem to primarily
be two approaches to create and develop automated greenhouses. A developer or
a user could either use an image-based approach or a parametric approach, or a
combination. All approaches come with different advantages and disadvantages,
and which approach to take is dependent on a user’s current circumstances and
prerequisites.

There are a number of factors to be considered in the choice of approach, since
each approach affect both the creation of the dataset as well as training the agents
differently.

5.1 Creating an automated greenhouse

5.1.1 The image-based approach

During the process of creating an dataset with images certain questions need to
answered. A developer will need to determine the role of the agents, what resolution
the images should have and what types of images are necessary for the specific task,
for example.

The agent can never be better than the data it learns from, which makes the
dataset essential. The agent can always be taught differently with new parameters
and the learning parameters is therefore not essential in the same sense, even though
it is highly time consuming to learn an agent using a large dataset. Considering that
the work of taking thousands of images is even more time consuming, it would be
beneficial if the images were as correct as they possibly can be from the beginning.

A goal for the agent might be that it is supposed to identify all diseases a plant has.
In this case images are necessary of each plant with and without the disease for the
agent to be able to notice the difference in colors and details on the leaves or stem.
Since some diseases are only identified by very small bugs crawling on the plants
leaf, the images taken needs to have a high resolution. This brings the developer
to the next problem, which is memory space and computational power. An agent
learns of images by looking at the image at a pixel level. If an image of a high
resolution is 1080 ∗ 2500 pixels, for example, there will be 2.700.000 (2.7 million)
pixels to look at and learn from. 1 image will not suffice either, an agent will need
thousands of images to learn from. Looking at chapter 4, there have been examples
of agents that have learnt how to count leaves using approximately 15.000 images.
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An agent will have trouble learning what you want from an image, if the developer
does not specify what it is the agent is supposed to learn. Identifying leafs and plants
is a first step. This could be done by segmenting out the background from the leaf,
which means that the plant is in its usual color but the redundant background is
all black. This is good for multiple reasons, one being that the agent does not have
to look at each pixel in the image anymore, but just look at the pixels that are not
all black, which lowers the computational cost. These steps are made in the pre-
processing of the images, before an agent starts to use the information in the images
to learn from. To pre-process images refers to removing or reducing noise in images
for example. Background correction is a pre-processing technique, an example of
this is mentioned above. Depending on what the agent is supposed to do and what
details needs to preserved, some pre-processing techniques are used more. To lower
the computational cost and memory space the images use it is possible to remove
details in the images, but if the images needs to be highly detailed this probably
is not a great idea. Memory space is absolutely a consideration that needs to be
addressed.

Some advantages with using images is that it is fairly easy for a person to confirm
if the agent is doing well or not. It is also easy for a person to help the agent take
the right decisions when doing the segmentation and pre-processing work on the
images. There are multiple tools that has been trained to segment out a plant
from the background, but manual assistance could be necessary. The agent will be
very powerful when it is working, it could be able to open up many user-friendly
applications and it could also be utilized at traditional farms.

The memory space is a disadvantage as well as computational power when train-
ing the agent. It demands much time and power to learn from images, since there
are billions of data points to compute. It is time consuming working with images due
to the pre-processing work and because of the training time. A developer will most
likely need to iterate multiple different agents until the developer finds an agent that
is doing well enough to replace a human.

Example Case

In this case, the developer wants an agent that can identify some major diseases so
that the user can remove the plants that are sick. The agent should also be able to
notify the user when it is the perfect time for harvesting the plants.

In this case, the agent does not need to be taught how plants look at a detailed
level, where it learns from 1 plant at the time. It should be sufficient enough to have
images of trays of multiple plants, where each plant is then marked with a bounding
box. Each bounding box will pass through the agent for it to identify if any major
color changes have happened and it also makes sure that the plant is healthy. A
major disease for a plant could be that it does not get enough water and then dries
out, which make the leaves turn yellow, which is a disease that the agent should
identify. The developer does not need high resolution images of each plant, but a
fairly high resolution when taking images of the trays. In this case 1 image will be
enough for 20 plants.

As mentioned previously, Near Infra-Red lights and cameras that can take images
in this light have been tested and they have got faster results when combining these
with regular RGB-images. In this case, the developer would add Near Infra-Red
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images as well, taken from the same angle as the RGB-images. The agent will then
learn from both images.

The dataset should consist of images from a plants early age up to when they
are ready for harvest. It will also contain plenty of images of those plants that are
sick, from early in the disease until the plant has deceased and been removed.

5.1.2 The parametric approach

When choosing the parametric approach to train an agent it is not as essential
to build the dataset correctly and in a specific way. It is not as vulnerable to
which data that is gathered, because parametric data does not take nearly as much
memory space as images do. Training an agent with an parametric approach for
tasks that usually would demand eyes is useful and it has been proven in many
different fields, but in this context this was especially proven in the Autonomous
Greenhouse Challenge [2]. Many people were consulted about this project at tech the
Gothenburg Tech Convention, but very few even mentioned that such projects can
be done parametrically, i.e. without images. Most said that object detection using
AI is the best solution to completing an automated greenhouse1. It is absolutely
not necessary, depending on how you want to proceed. It is entirely possible to
ignore the cameras, it is purely another approach with different advantages and
disadvantages.

As working with images, the first question to answer when pursuing a parametric
approach is what the goal is with the autonomous greenhouse. The answer to this
question will affect the agent and will teach it in which direction to go. If the goal
is to get as high yield as possible, one example of the agent’s key point could be
the weight of the produced fruit. Regardless of the goal, the data points that are
collected will not change. The only thing that will change is which features that the
agent should take into consideration the most.

There are different types of goal for an agent in an autonomous greenhouse. The
focus could be to get as high yield as possible, but in a greenhouse that could mean
that the lights are on more hours each day. This consumes more electricity, which
is also a resource that could be minimised. It also leads to a higher electrical bill,
which lowers the profit and that is usually a key point to maximize for any successful
company. If the goal is to have as low environmental impact as possible it could
mean that it will keep the lights off as much as possible and water the plants exactly
the amount for the plants to stay alive. Another, possibly unique, goal is to get the
most flavor out of a fruit. MIT have done experiments in this topic on basil, where
they state that they have figured out how to grow the most delicious basil [6]. Since
2 fruits that looks the same can taste very differently, there could (or should) be
measurable values in fruits that are hidden at the moment, which measures taste.

Which data points to collect is another consideration. There are multiple data
points that can be useful, and some are dependent on how the autonomous green-
house looks like and what possibilities it has. If it is an classic greenhouse with
access to sunlight and natural ventilation with windows, data points regarding the

1The GBG Tech Convention was during the beginning of the creation of this paper, so I had not
heard of the Autonomous Greenhouse Challenge at this stage, so I agreed to that object detection
with images was the best solution.
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current weather outside could be useful. If the agent is supposed to work completely
indoors without any access to outside, those data points are not as useful.

Examples of data points that are useful:

• Yield, given in weight or amount depending on the plant.

• Humidity, measure the humidity in the room.

• Stem size of the plant. If a plant is healthy and is growing, the stem will be
bigger.

• Temperature in the room. Different plants grow better in different temper-
atures.

• Water consumption

• Profit, a possible measurement on: yield ∗ saleprice.

• Electricity consumption, measure how much electricity is used by the
lamps.

• Cost/yield, a measurement which can be calculated by dividing cost with
yield.

It is advantageous because it is an slightly easier, and possibly cheaper, starting
setup than using cameras. It is also an advantage that the gathering of data will
go faster in the beginning without having to worry about memory space. The
developer will decide on how often data points should be gathered. An image takes
approximately 2 - 5 MB in space, which is dependent on resolution, while a variable
with an arbitrary value takes approximately 8 Bytes, which means that the developer
can store hundreds of thousands of variables before taking up as much space as an
image.

A disadvantage is that this approach is not as tested, in this context, as the
image based approach. This means that trying this approach will consist of more
improvisation. This project does not exist as an commercial product yet and many
companies and universities are doing research in the topic, this might not be such
a downside. It is an advantage in the sense that a developer can have the same
greenhouse as before and by adding sensors, the developer would have started the
project towards an automated greenhouse. Training an agent on pure data though
is more tested than object detection and object recognition, which is an upside.

Example Case

In this case, the developer wants an agent that can control the entire greenhouse,
assuming a starting dataset exist on the specific plant that is growing in this green-
house and also assuming that the greenhouse is a standard greenhouse with access
to the outdoor climate. The developer needs to add necessary sensors to read pa-
rameters such as humidity, outdoor climate, amount of nutrition’s in the water-mix
and temperature. The aim for this greenhouse is to keep the environmental impact
low and the yield as high as possible.

The agent will need control over the greenhouses systems, so that it can open
the windows when it is necessary to control the humidity. If the sunlight from the
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sun is sufficient enough lamps are not necessary, but if not these lamps should start
when the sun is to weak or if it does not reach each plant.

By continuously gathering data points and using some parameter, perhaps using
the weight of the harvest as a maximizing goal and the agent will eventually by able
to know exactly what each plant needs at any point of time for it to be able to give
the biggest possible harvest each time.

5.2 Conclusion

Several conversations with different people working in different fields, where a major-
ity were with people working with either greenhouses or AI, and by reading multiple
articles and reports regarding automated greenhouses, has led up to my conclu-
sion that a primarily parametric approach is the approach I would prefer. I would
however want to have access to the greenhouse, to confirm that it is working as
intended. My ultimate automated greenhouse would be a closed greenhouse, with
a camera for supervision but not used for object detection/recognition. I refer to
the approach how it is applied to a greenhouse, automated to such degree that the
only two things left would be to plant new seeds and to harvest the plants. Those
two operations would demand new systems or extensions of the original system. It
already exists robots that are able to automatically harvest that are able to work in
different environments, but I am unable to find a robot that would work in such a
tight space as my fully automated greenhouse, since it would be very space efficient.

In a closed environment a parametric approach is best because it is unnecessary
to visually see the plants growing, other than to sooth the curiosity. During the
development of the automated greenhouse data is being collected regularly, while the
system is in a open facility. It is during the development the system is accessible and
visible for the developer and to other staff involved, possibly professional farmers,
to supervise the plants and confirm that they are growing as they should.
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Chapter 6

Summary

Often, when talking about AI, we refer to applications, tech and products that will
exist in the future. This is also the case when talking about automated greenhouses,
especially since it does not exist a commercial version yet. But they are certainly
under development in multiple countries and universities.

The tech created when trying to build an automated greenhouse can be used in
other applications and fields as well, since the basis for the work is object detection
and automated decision making.

For this paper, the future work that is left, is to take it in a practical testing
environment. Taking a theoretical survey and work with it in a practical manner.
Applying the different methods described in this report and testing out which works
the best under different circumstances.

6.1 Personal Greenhouse

One big trend that is very current is the question about the environment, on how to
lower all of mankind’s negative impact on Earth, might go hand in hand with this
project. That is one of the reasons to why an AI should be applied to a personal
greenhouse, when it is able to the task of growing the plants. An AI will always
strive to be as optimized as possible, for it’s specific task with a set of specific
learning parameters. Many people find it pleasant to grow food themselves, but the
excuses on why they are not doing it are in abundance. Some do now know how
to begin, some feel that they do not have the time and some feels that it is useless
since they do not have a garden1.

If growing food were effortless it could lead to more people doing it. By growing
cucumbers, tomatoes and basil at home you can be self-sufficient in all of those after
a few months. With an working AI your homegrown fruits and vegetables might
even taste better than those you can buy in the store, since it will be optimized and
notify the user when it is time to harvest the second it is ready. In a greenhouse at
MIT it was discovered that the flavor molecules for basil increased massively when
the AI decided that the best way to grow basil was to keep the lights on 24/7 [6],
which could not have been discovered anywhere except in an artificial environment
due to the fact that the sun sets during nighttime almost everywhere on the globe.

1These excuses and statements are based on open conversations with friends, family, colleagues
and fellow students.
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6.2 Traditional Fields

Root vegetables and similar produce will stay outdoors in traditional fields for quite
some time, possibly forever, but that does not mean that they will not be developed
similarly to the plants that are allowed indoors. They are not allowed indoors at
this stage since they can not grow using the watering systems mentioned in chapter
2, and they are not as profitable per weight as tomatoes or herbs, for example.

The redundant use of resources is pointless, but is at the moment necessary, and
it is also something that can be changed by an AI that controls the watering system
for the plants instead of the current water system that often is being controlled by
a timer. According to the United States Department of Agriculture, agriculture
is accounting for 80 − 90% of the water consumption in the nation, depending on
the location of the state [17]. Comparing this to that AeroFarm states that they
reduce water consumption with up to 95% compared to field farms [1], I draw the
conclusion that the problems some states have with freshwater would not longer be
as a big of an issue if AI-based technology would replace all the traditional fields
over night. A system that is only affected by the time factor will not water the
plants when they need water and will water the plants when they do not need it.
Millions of litres of water used is redundant. The world is in need of more resource
and space efficient agriculture. Thousands of years without any major development
in agriculture has led to it being mature enough to evolve. The world is in need of
urban agriculture, controlled by state-of-the-art AI.

34 Alex Henningsson Chapter 6



Bibliography

[1] Aerofarms. 2019. url: https://aerofarms.com/story/. (accessed: May
2019).

[2] Autonomous Greenhouse Challenge. 2018. url: http://www.autonomousgreenhouses.
com/.

[3] Chris Baraniuk. How vertical farming reinvents agriculture. 2017. url: http:
/ / www . bbc . com / future / story / 20170405 - how - vertical - farming -

reinvents-agriculture.

[4] Jonathan Bell and Hannah Dee. “The Aberystwyth Leaf Evaluation Dataset:
A plant growth visible light image dataset of Arabidopsis thaliana”. In: Dy-
namic modelling of plant growth with computer vision (Nov. 2016). doi: 10.
5281/zenodo.168158. url: https://zenodo.org/record/168158#.XOZ4_
cgzaUk.

[5] Autonomous Greenhouse Challenge. doi: https://doi.org/10.4121/uuid:
e4987a7b-04dd-4c89-9b18-883aad30ba9a. (accessed: 14.01.2021).

[6] Devin Coldewey. MIT’s ’cyber-agriculture’ optimizes basil flavors. 2019. url:
https : / / techcrunch . com / 2019 / 04 / 03 / mits - cyber - agriculture -

optimizes-basil-flavors/. (accessed: 14.01.2021).

[7] Erica Daniels. 14 Common Plant Diseases and How to treat them. 2017. url:
https://www.proflowers.com/blog/plant-diseases. (accessed: 07.12.2020).

[8] Cambridge Dictionary. url: https://dictionary.cambridge.org/dictionary/
english/biotechnology. (accessed: 07.12.2020).

[9] UN Population Division. World Population Prospects 2017. 2017. url: https:
//population.un.org/wpp/Graphs/Probabilistic/POP/TOT/.

[10] Andrei Dobrescu, Mario Valerio Giuffrida, and Sotirios A Tsaftaris. “Leverag-
ing multiple datasets for deep leaf counting”. In: Proceedings of the IEEE In-
ternational Conference on Computer Vision. 2017, pp. 2072–2079. url: http:
//openaccess.thecvf.com/content_ICCV_2017_workshops/w29/html/

Dobrescu_Leveraging_Multiple_Datasets_ICCV_2017_paper.html.

[11] Mary H. Dyer. How To Refresh Potted Plants – Is Changing Potting Soil
Necessary. 2020. url: https://www.gardeningknowhow.com/houseplants/
hpgen/how-to-refresh-potted-plants.htm. (accessed: 07.12.2020).

35

https://aerofarms.com/story/
http://www.autonomousgreenhouses.com/
http://www.autonomousgreenhouses.com/
http://www.bbc.com/future/story/20170405-how-vertical-farming-reinvents-agriculture
http://www.bbc.com/future/story/20170405-how-vertical-farming-reinvents-agriculture
http://www.bbc.com/future/story/20170405-how-vertical-farming-reinvents-agriculture
https://doi.org/10.5281/zenodo.168158
https://doi.org/10.5281/zenodo.168158
https://zenodo.org/record/168158#.XOZ4_cgzaUk
https://zenodo.org/record/168158#.XOZ4_cgzaUk
https://doi.org/https://doi.org/10.4121/uuid:e4987a7b-04dd-4c89-9b18-883aad30ba9a
https://doi.org/https://doi.org/10.4121/uuid:e4987a7b-04dd-4c89-9b18-883aad30ba9a
https://techcrunch.com/2019/04/03/mits-cyber-agriculture-optimizes-basil-flavors/
https://techcrunch.com/2019/04/03/mits-cyber-agriculture-optimizes-basil-flavors/
https://www.proflowers.com/blog/plant-diseases
https://dictionary.cambridge.org/dictionary/english/biotechnology
https://dictionary.cambridge.org/dictionary/english/biotechnology
https://population.un.org/wpp/Graphs/Probabilistic/POP/TOT/
https://population.un.org/wpp/Graphs/Probabilistic/POP/TOT/
http://openaccess.thecvf.com/content_ICCV_2017_workshops/w29/html/Dobrescu_Leveraging_Multiple_Datasets_ICCV_2017_paper.html
http://openaccess.thecvf.com/content_ICCV_2017_workshops/w29/html/Dobrescu_Leveraging_Multiple_Datasets_ICCV_2017_paper.html
http://openaccess.thecvf.com/content_ICCV_2017_workshops/w29/html/Dobrescu_Leveraging_Multiple_Datasets_ICCV_2017_paper.html
https://www.gardeningknowhow.com/houseplants/hpgen/how-to-refresh-potted-plants.htm
https://www.gardeningknowhow.com/houseplants/hpgen/how-to-refresh-potted-plants.htm


Bibliography Future Greenhouses

[12] Jia G, E Shevliakova, P Artaxo, N De Noblet-Ducoudré, R Houghton, J House,
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