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Abstract

Gaussian processes for modeling time-series supplier
distribution costs

Phalguni Chopra

The work in this master thesis has examined the distribution costs of 
supplier invoices using Gaussian Processes. The dataset is provided by 
SoftRobot AB and involves time-series data for various suppliers.

Most real-world data is dynamic, noisy, and time-sensitive. Gaussian 
processes aim at making predictions given the uncertainty due to 
limitations in the quantity and the quality of the data. We begin with a 
theoretical introduction of Bayesian models for time-series data and 
then dive into Gaussian processes, different types of covariance 
functions, and the effect of its hyperparameters.

The study shows that the Gaussian process model was able to achieve a 
decent prediction given the small size of the dataset. Several 
hyperparameters were altered, and multiple co-variance functions were 
evaluated for the best possible predictions.
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Introduction 1

1 Introduction

Time series data consists of several observations taken over sometime. They tend to
exhibit high correlations due to the temporal structure present in the data[1]. Most
real-life time series data is the result of unknown or incompletely understood systems[2].
Creating useful models when the available data consists of uncertainties and is often
limited in quantity is of great practical importance. In this thesis, we present Gaussian
processes that are well suited to model time series data[3].

Gaussian processes are a class of stochastic models that are used to define a prior distri-
bution over functions. They interpolate the given observations and provide probabilistic
predictions with confidence intervals. It is feasible to apply Gaussian processes to small
datasets with hundreds, thousands, or more cases. They are characterized by a variety
of covariance functions, whose hyperparameters can be modified to achieve functions
with different degrees of smoothness. Predictions can be then made by averaging over
the posterior distributions of the hyperparameters[4].

Gaussian process models also demonstrate better predictive performance as compared to
other nonparametric regression methods. The conceptual simplicity, flexibility, and good
performance of these models make them a great choice for a wide variety of problems.
Although they have some limitations; when the output is non-Gaussian (binary), there
might be a problem of underfitting or overfitting. Also, when used in high-dimensional
spaces; when the number of features exceeds several dozens, these models can be hard
to train accurately[5].

This thesis presents an idea of how Gaussian processes can be used to model time-series
data. We will focus in detail on the theoretical aspects of Gaussian processes, the role of
different types of covariance functions, and its hyperparameters.
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2 Theoretical Background

This chapter describes the theoretical background of Gaussian processes related to this
thesis. It first covers a brief introduction to time series Bayesian analysis, followed by
covariance functions and its hyperparameters.

2.1 Parametric and Non-parametric models

Models can be thought of as an information channel from past data to future predictions.
For a given case, there can be many mathematical functions that can explain the observed
data. The problem lies in picking the best function for our data. This becomes rather
simple when we have a strong prior knowledge of the system and we can narrow down
the infinite-dimensional function space to a single-family. Such models are known as
parametric models, in the sense that a finite number of unknown parameters can be
inferred as part of the data modeling process[3].

These models seem convenient but they have their drawbacks. There can be many
scenarios in which we might have little or no prior knowledge of the domain. We may
know that our observations are examples from an underlying process in which variations
in the function take place over time scales and have typical amplitude. Surprisingly,
we may work mathematically with the infinite function space and may even examine
probability distributions over this function space. We can explain, model and forecast
the data by refining these distributions and focusing on regions of the function space
that are excellent contenders to model our data. As these functions are not reduced to
a finite set of parameters to be inferred, this approach is referred to as non-parametric
modeling[3].

Non-parametric models are memory-based since they need to remember the full dataset
to make predictions. Hence, they allow representing more complexity as the number of
parameters grows with the size of the dataset, unlike the parametric models in which
predictions are based only on the learned parameters[1].

As working with non-parametric models is dominantly that of probability theory, they
are often referred to as Bayesian non-parametric models.

© Uppsala University Phalguni Chopra
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2.2 Bayesian Time Series Analysis

When learning a model from a time series, we have to deal with finite noisy datasets
which often leads to uncertainty about selecting the most appropriate model for the
available dataset. In Bayesian inference, probabilities are used to describe the subjective
uncertainty of performing inference. Given the data, this uncertainty is represented as a
probability distribution over the model

p(M|D) (2.1)

where the model can be understood in the functional form and might have the value of
any parameter. This is in contrast with the common approaches of time series analysis
where a single model is used by optimizing the cost function such as the likelihood.
After optimization, the resulting model is viewed as the best available representation of
the system and is used for future applications[1].

However, in the Bayesian approach, it is accepted that several models can be compatible
with the data. In the case of a parametric model, rather than estimating the single
best value of the parameters θ∗, Bayesian inference produces a posterior probability
distribution over the parameter p(θ|D). This distribution gives the fact that multiple
values of the parameter might be possible for the given observed data D. The posterior
distribution p(θ|D) can then be interpreted as our degree of belief about the value of
parameter θ. Predictions based on the posterior can then be thought of as being an
average of the different values of the parameters weighted by the parameter consistency
with the data.

Let us take an example of a parametric model of discrete points in time with a stochastic
system with a continuous state defined by xt. The state transition density is

p(xt + 1|xt,θ) (2.2)

Bayesian learning provides a posterior over the unknown parameter θ given the data
p(θ|D). Now to make predictions, we can integrate over the posterior to average over
all possible values of the parameter after seeing the data

p(xt + 1|xt, D) =
∫

p(xt + 1|xt,θ)p(θ|D)dθ (2.3)

Here, predictions are made by taking into account all possible values of θ and not just
the best guess[1].

We also need a prior for the above example. The prior is a probability distribution that
represents the uncertainty about the object that is to be inferred before actually seeing
the data. The prior is an opportunity to formalize many assumptions before inference.

© Uppsala University Phalguni Chopra
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We will now focus on a particular member of Bayesian models, known as the Gaussian
process (GP).

2.3 Gaussian Processes

Gaussian processes (GPs) are a class of stochastic processes that are used to perform
inference directly over a space of functions. This contrasts with those models which are
defined by a parameterized class of functions with a prior over the parameters.
In the following section, we provide a brief description of Gaussian processes and their
application to statistical regression problems.

A Gaussian process can be defined as a collection of random variables, any finite number
of which have a joint Gaussian distribution

p( fi, f j, fk...) = N



m(xi)

m(xj)

m(xk)
...

m(xn)


,


k(xi, xi) k(xi, xj) k(xi, xk)

k(xj, xi) k(xj, xj) k(xj, xk)

k(xk, xi) k(xk, xj) k(xk, xk)
. . .

 (2.4)

The value of a function f (xi) for a particular input is denoted by the random variable
fi[1].

A Gaussian Process can be fully specified by its mean function m(x) and co-variance
function k(x, x

′
).

f (x) ∼ GP(m(x),k(x, x
′
)) (2.5)

meaning the function f (x) is distributed as a Gaussian process with mean function m
and covariance function k [6].

2.3.1 Gaussian Process for regression

The simplest problem for which we can appreciate the use of Gaussian processes is the
regression problem. The task consists of learning from a dataset with input-output pairs
(xi,yi), where the outputs are real-valued. After learning, we predict the value of the
output y∗ for any new test input x∗. Regression, thus consists of learning to map a
function from inputs to outputs of the form: y∗ = f (x∗) [1].
In the following, we now explain how Bayesian inference can be performed on a space
of functions with the help of Gaussian processes.

Bayesian models are usually formulated as a prior distribution for a set of unknown
parameters from which a posterior distribution for the parameters can be obtained.

© Uppsala University Phalguni Chopra
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Gaussian processes are quite flexible to represent a wide variety of regression problems.
A simple linear regression model can be written as

t(i) = α +
p

∑
u=1

x(i)u βu + ε(i) (2.6)

where ε(i) is the independent Gaussian noise for case i, assuming mean as zero and
variance σ2

ε . Also, we assume that variance σ2
ε is known but α and βu are unknown[5].

Let α and βu be independent Gaussian priors with means of zero and variances σ2
α and σ2

u .
For a set of cases with fixed inputs, x1, x2, ... the prior distribution for parameters implies
a prior distribution for the associated target values, t1, t2, ... which will be multivariate
Gaussian, with mean zero and covariances given by

Cov[t(i), t(j)] = E
[(

α +
p

∑
u=1

x(i)u βu + ε(i)
) (

α +
p

∑
u=1

x(j)
u βu + ε(j)

)]
(2.7)

= σ2
α +

p

∑
u=1

x(i)u x(j)
u σ2

u + δi jσ2
ε (2.8)

This mean and covariance function can be used to define a Gaussian process giving a
distribution over possible relationships between the inputs and the target values. This
relationship is not functional and may differ due to noise and identical inputs.
Figure 2.1 illustrates the interpolating property of the Gaussian Process model as well
as its probabilistic nature in the form of a pointwise 95% confidence interval. For
sample function x sin(x), the red dots show the observations and the blue line shows

© Uppsala University Phalguni Chopra
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the prediction for the input values.

Figure 2.1: One-dimensional Gaussian process regression with confidence intervals [7].

Now that we know the inputs, x1, x2, ..., xn for n observed cases and xn+1 be the input
for which we want to predict the target value. We can use equation (2.8) to compute the
(n + 1) by (n + 1) covariance matrix of the associated targets, t1, t2, ..., tn+1. Assuming
the mean as zero, these covariances define a Gaussian joint distribution for the target
values in both observed and unobserved cases. To obtain a predictive distribution, we
can condition on known target values to obtain the predictive distribution for tn+1 given
t1, ..., tn+1. This predictive distribution is Gaussian with mean and covariance given by

E[t(n+1)|t1, ..., tn+1] = ktC−1t (2.9)

Var[t(n+1)|t1, ..., tn+1] = v− ktC−1t (2.10)

where C is the n by n covariance matrix for the targets in the observed cases(equation
2.8), t = [t1, ..., tn]T is the vector of known target values, k is the vector of covariances
between t(n+1) and the n known targets and v is the prior variance of t(n+1)[5].

2.3.2 Covariance functions

The covariance function, also known as a kernel, specifies the correlation between any
pair of outputs in a Gaussian process. It can be used to generate a covariance matrix a
set of observations and predictions. There exists a wide variety of functions that can be

© Uppsala University Phalguni Chopra
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used for this purpose and can be further combined with other functions and modified to
make a new kernel function.

The covariance functions are available to model periodicity, noise, delay, and many other
properties. Here, we briefly describe some of the commonly used kernels.

The Squared Exponential kernel

The Squared Exponential kernel, also known as Radial Basis Function (RBF) is a station-
ary kernel. It is isotropic and is invariant to all rigid motions.
The kernel is given by

kSE = h2 exp
[
−
(

xi − xj

l

)2]
(2.11)

where h is an output-scale amplitude, l is the length scale parameter. This kernel is
infinitely differentiable, which means that GPs with this covariance function are very
smooth[8].

Figure 2.2 shows an example of the prior and posterior of a GP from the RBF kernel. The
plots show the mean, standard deviation and confidence interval for 10 samples. In the
second plot, the red dots show the observations and the black line shows the posterior

© Uppsala University Phalguni Chopra
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prediction for the observed values.

Figure 2.2: Prior and Posterior of a GP from RBF kernel [7].

The Exponential Sine Squared kernel

The Exp-Sine-Squared kernel, also known as Periodic kernel is used to model functions
which repeat themselves periodically.

The kernel is given by

k(xi, xj) = exp
(−2sin2(πd(xi, xj)/p)

l2

)
(2.12)

where l is the length scale of the kernel, p is the periodicity of the kernel and d(xi, xj) is
the Euclidean distance[7].

© Uppsala University Phalguni Chopra
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Figure 2.3 shows an example of the prior and posterior of a GP using the Exp-Sine-
Squared kernel. The first plot shows the mean, standard deviation and confidence
interval for 10 samples. In the second plot, the red dots show the observations and the
black line shows the posterior prediction for the observed values.

Figure 2.3: Prior and Posterior of a GP using Exp-Sine-Squared kernel [7].

White Noise

This kernel is used to account for uncertainty in the observed data and is typically used
as a sum-kernel to the other kernels. It is represented as

kWN(xi, xj) = σ2 I (2.13)

where I is the identity matrix[8].

© Uppsala University Phalguni Chopra
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The Rational Quadratic kernel

The Rational Quadratic kernel can be seen as as a scaled mixture(infinite sum) of squared
exponential kernel with different length scale parameters [8].
The kernel is given as

kRQ(xi, xj) = h2
(

1 +
(xi − xj)

2

αl2

)−α

(2.14)

where α is known as the index. When α tends to infinity, the RQ kernel reduces to SE
kernel with length-scale l.

Figure 2.4 shows an example of the prior and posterior of a GP from the Rational
Quadratic kernel. The plots show the mean, standard deviation and confidence interval
for 10 samples. In the second plot, the red dots show the observations and the black line
shows the posterior prediction for the observed values.

Figure 2.4: Prior and Posterior of a GP from Rational Quadratic kernel [7].

© Uppsala University Phalguni Chopra
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Matern kernel

The Matern kernel is the stationary kernel and a generalization of the RBF kernel
[7]. It has an additional parameter v which controls the degree of differentiability, i.e.
smoothness of the function.
The kernel is given by

kM(xi, xj) = h2 1
γ(v)2v−1

(
2
√

v
|xi − xj|

l

)
Bv

(
2
√

v
|xi − xj|

l

)
(2.15)

where h is the output scale, l is the length scale parameter.

Figure 2.5 shows an example of the prior and posterior of a GP from the Matern kernel.
The plots show the mean, standard deviation and confidence interval for 10 samples.
In the second plot, the red dots show the observations and the black line shows the
posterior prediction for the observed values.

Figure 2.5: Prior and Posterior of a GP from Matern kernel [7].

© Uppsala University Phalguni Chopra
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2.3.3 Model selection and the choice of Hyperparameters

For a model to be of practical use in an application, we need to make decisions about
the details of the specification. For this, we use the term model selection which means
choosing the covariance function and its hyperparameters. Model selection usually
helps to improve model predictions and gives a valuable interpretation of the data to
the user.

As we discussed above, there is a multitude of possible covariance functions. Each
of these functions has many free parameters known as hyperparameters which offer
flexible customization of the GPs about a particular problem at hand. The process of
selection of a covariance function and its hyperparameters is known as training of a
Gaussian process[9].

The squared exponential covariance function can be parametrized in terms of hyperpa-
rameters as

k(xp − xq) = σ2
p exp

(
− 1

2
(xp − xq)

T M(xp − xq) + σ2
nδpq

)
(2.16)

where θ = ({M},σ2
f ,σ2

n) is a vector containing all the hyperparameters, and {M} denotes
the parameters in the symmetric matrix M.

Possible choices for the matrix M include

M1 = l−2 I, M2 = diag(l)−2, M3 = ΛΛT + diag(l)−2 (2.17)

where l is a vector of positive values, and Λ is a D ∗ k matrix, k < D. The properties of
functions with these covariance functions depend on the values of the hyperparameters.
It is possible to obtain the probability of the data given the hyperparameters p(y|X,θ)

by marginalization over the function values f . The log marginal likelihood is defined as

log p(y|X,θ) = −1
2

yTK−1
y y− 1

2
log |Ky| −

n
2

log2π (2.18)

where Ky = K(X, X) + σ2
n I is the covariance function for the target y.

The first term corresponds to a data-fit term, the second term as a complexity penalty,
and the last term as a normalizing constant. The marginal likelihood of a GP can be
maximized by using a gradient-based optimization algorithm to obtain the hyperparam-
eters[10].

© Uppsala University Phalguni Chopra



Methodology/Implementation 13

3 Methodology/Implementation

This chapter describes the dataset used, preprocessing of the data, and implementation
of the Gaussian process model. The code is written in Python 3.6. The packages used
in preprocessing were mainly Pandas and NumPy, while the Gaussian model was
implemented with Scikit-learn.

3.1 The Dataset

This study is carried out on a dataset provided by the company SoftRobot. The data
consists of all information related to a supplier invoice such as Invoice ID, Invoice Date,
Bank Giro Number, Total amount, and currency. As the scope of this thesis aims to study
the Gaussian process on the distribution of costs, the features used were Invoice Date,
Bank Giro number, and Total amount.

3.2 Data Preprocessing

Data preprocessing is the first step when it comes to the implementation of a model.
The preprocessing of data plays an important role in determining the performance
of a Machine learning model. Data preprocessing includes cleaning of data, feature
extraction, and feature selection.[11]

The Invoices dataset was originally provided in the JSON format. The first step was
to extract the complete data through several json files and combine them into a single
dataset. The original dataset had many features such as Invoice Date, Bank Giro number,
Supplier Name, Total cost, Invoice Number, Order Number, Organisation Number,
Recipient Email, Total, VAT, Currency, and some other features as well. This thesis aims
to study the total cost of a supplier invoice, so we selected the relevant features such as
Invoice Date, Total amount, and Bank Giro number that could define our data and other
features were dropped.
As each Bank Giro number is associated with a unique bank account of an organization,
and Invoices are paid using them, each BG number represents a series of Invoices paid
overtime. Each Invoice was then used as a data point to analyze using the Gaussian
process model.

© Uppsala University Phalguni Chopra
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The data provided was a source of multiple supplier invoices with different Bank Giro
numbers as shown in Table 3.1.

Table 3.1: Number of Invoices received for different Bank Giro numbers

Bank Giro number Number of Invoices

7116155 2133
2559334 1035
52747896 534
2525038 374
8014896 322
5819933 155
50713320 33
2724474 26
1979756 19
2936607 14

Next, the data types of the features were changed to compatible data types. The Invoice
date was changed from originally an ISO date format to a UTC format using Pandas.
The total cost was changed from object to float data type.
As this thesis focuses to study the total cost of one supplier invoice at a time, we se-
lected the Bank Giro of the supplier with the maximum number of invoices. The data
covered the period between January 2019 through December 2019 and consisted of
multiple data points for the same day in this dataset. As the dataset did not have daily
data for the entire time, we summarized the entries into weekly data by summing the
total cost of the invoices involved in the entire week. This gave us the final dataset
comprising of 53 data points with the features as week numbers and the total cost values.

The next step in the preprocessing was to divide the dataset into training and test sets.
The split was done in an arranged way such that the training set consisted of eighty
percent of the samples and twenty percent for the test set.

3.3 Training and Tuning

A variety of experiments were conducted by tuning the hyperparameter settings. The
week numbers were used as input data when training the model, while the target output
was the total cost of supplier invoices corresponding to the week numbers.

The model is implemented using Scikit-learn, which is a Python library for machine
learning. The Exponential Sine Squared kernel, also known as the Periodic kernel
seemed to be the best choice for our data as this kernel allows us to model functions
that repeat themselves periodically. A length-scale of the kernel was taken to the default
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value of one, the periodicity of the kernel as four, and the lower and upper bounds of
the periodicity was taken as 3.5 and 5.0 respectively.

Next, the GaussianProcessRegressor from scikit-learn was used to instantiate the model.
The prior mean is assumed to be the training data’s mean. The hyperparameters of the
kernel are optimized during the fitting of GaussianProcessRegressor by maximizing
the log-marginal-likelihood (LML) based on the passed optimizer. There were ten
subsequent runs from the optimizer. A small noise level was specified in fitting as it
effectively implements a regularization technique. The predictions were then generated
on the entire dataset and standard deviations were recorded. The R-squared value on
the test set was used as performance metrics in the evaluation of the model.

© Uppsala University Phalguni Chopra
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4 Results

This chapter presents the results obtained from the Gaussian process model on the
distribution of Invoice costs presented in this thesis.

We started with the dataset consisting of multiple features as explained in the Method-
ology section of this thesis. After pre-processing the data, week numbers and sum of
the invoiced cost corresponding to a particular week was derived as shown in table 4.1.
This dataset was used for implementation of the model.

Table 4.1: Dataset after pre-processing

Year Week Number Invoice Date Sum

2019 1 2019-01-01 0
2019 2 2019-01-03 0
2019 3 2019-01-10 0
2019 4 2019-01-17 0
2019 5 2019-01-24 25344
2019 6 2019-01-31 0
2019 7 2019-02-07 0
2019 8 2019-02-14 0
2019 9 2019-02-21 2936903
2019 10 2019-02-28 32156

© Uppsala University Phalguni Chopra
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Figure 4.1 shows the plot of our dataset with the sum of the invoiced costs corresponding
to their respective week numbers on x-axis.

Figure 4.1: Week number vs Sum of Invoiced costs plot

After tuning of various hyperparameters of the covariance function, a final model was
achieved by choosing the length scale parameter as one and periodicity of the Exponen-
tial Sine Squared kernel as four.

© Uppsala University Phalguni Chopra



Results 18

Figure 4.2 and Figure 4.3 show the original Invoice cost values with respect to the week
numbers and the predictions generated by the Gaussian process model when taking
into account the length scale parameter as one and modifying the periodic element. The
model was fit on the training samples and the predictions were generated on the entire
data.

Figure 4.2: The plot showing Original vs Predicted Invoiced cost using Exponential Sine
Squared kernel where length-scale parameter is taken as one and periodicity

of the kernel is one

Figure 4.3: The plot showing Original vs Predicted Invoiced cost using Exponential Sine
Squared kernel where length-scale parameter is taken as one and periodicity

of the kernel is four
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Figure 4.4 and Figure 4.5 show the predictions made by the model when taking into
account the length scale parameter as ten and tweaking the periodicity.

Figure 4.4: The plot showing Original vs Predicted Invoiced cost using Exponential Sine
Squared kernel where length-scale parameter is taken as ten and periodicity

of the kernel is one

Figure 4.5: The plot showing Original vs Predicted Invoiced cost using Exponential Sine
Squared kernel where length-scale parameter is taken as ten and periodicity

of the kernel is four.
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Table 4.2: R2 score

Length-scale(l) Periodicity(p) Test score

1 1 0.32
1 4 0.63
10 1 -0.07
10 1 0.63

Table 4.2 presents the R2 score on the test data when modifying the length-scale parame-
ter and periodicties.
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5 Discussion & Analysis

This chapter discusses the results of this thesis in comparison with the theory.

Several settings were tried in the implementation of the model as presented in the results
of this thesis. The R2 score was used as the main metric when evaluating the best model.

The coefficient R2 is defined as
(

1 − u
v

)
, where u is the residual sum of squares

(ytrue − ypred)
2.sum() and v is the total sum of squares (ytrue − ytrue.mean())2.sum(). The

best possible score is 1.0 and it can be negative when the model does not perform well.[7].

The best R2 score on the test set was 0.632 when the length scale parameter was one
and the periodicity of the Exponential Sine Squared kernel was four. The model which
achieved this score performed a good prediction on the overall dataset.

The other settings for the model show poor predictions; as when the length scale is one
and periodicity is four, the model goes to predicting the mean value after the train test
split. The same can also be observed with the length scale as ten and periodicity as one.
The explanation for this behavior of the model can be the seasonal periodic component.
As the invoice usually gets billed in the last week of the month, the results are better
when this periodic component value is four.

As our dataset is small, the problem of over-fitting is encountered. Over-fitting occurs
when we try to find the greatest fit to the training data and so run the danger of noise
being absorbed in the data as a result of the model memorizing specific aspects of the
training data rather than identifying a general predictive rule[12].

Overall, Gaussian processes are well suited to time series modeling as they offer proba-
bilistic inference to the field of time series analysis[6]. To accommodate the uncertain
nature of time-series data, Gaussian process models allow robust modeling and compu-
tationally practical approaches even in highly uncertain environments. However, GPs
could achieve better results if there was more knowledge provided by our data during
the initial weeks where the data is missing.
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6 Conclusion and Future Work

In this thesis, it was concluded that the data did not have many useful patterns in it. This
was due to the fact that the customer data is collected at irregular intervals and there
is too much noise/variation in the order patterns. We tried to get a fairly reasonable
prediction by using Gaussian processes on the dataset. As the invoices are usually
received in the last week of the month, there were a few missing values.

One major focus of future work is to investigate other combinations of covariance func-
tions for more accurate Gaussian process distribution. Some other features could also
have been considered to study the invoice cost distribution.

We could have determined Mean squared error (MSE) and negative log marginal like-
lihood (nLZ) of different kernels as a performance evaluation criterion to see if the
problem of over-fitting during model selection occurs with Gaussian processes regres-
sion. Following that, the Friedman test could be used to see if there are statistically
significant variations in MSE or nLZ for various covariance functions[12].

We could also explore Grid search for hyperparameter optimization of length-scale and
periodicity due to its ease of implementation. The optimal periodicity of the model
could be found in an automated setting in addition to the hand-tuning of parameters
achieved in the thesis.
Also, other machine learning algorithms such as EM algorithms could be explored in
the future.
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Appendices

A [Appendix]

Figure A.1 and Figure A.2 show the predictions made by the model when taking into
account the length scale parameter as one and tweaking the periodicity.

Figure A.1: The plot showing Original vs Predicted Invoiced cost using Exponential
Sine Squared kernel where length-scale parameter is taken as one and

periodicity of the kernel is two
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Figure A.2: The plot showing Original vs Predicted Invoiced cost using Exponential
Sine Squared kernel where length-scale parameter is taken as one and

periodicity of the kernel is three

Figure A.3: The plot showing Original vs Predicted Invoiced cost using Exponential
Sine Squared kernel where length-scale parameter is taken as ten and

periodicity of the kernel is two

© Uppsala University Phalguni Chopra



Appendices 27

Figure A.4: The plot showing Original vs Predicted Invoiced cost using Exponential
Sine Squared kernel where length-scale parameter is taken as ten and

periodicity of the kernel is three

Figure A.3 and Figure A.4 show the predictions made by the model when taking into
account the length scale parameter as ten and tweaking the periodicity.

Table A.1: R2 score

Length-scale(l) Periodicity(p) Test score

1 2 0.32
1 3 0.30
10 2 0.10
10 3 -0.07

Table A.1 presents the R2 score on the test data when modifying the length-scale param-
eter and periodicties.
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