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Abstract

Researchers writing scientific articles summarize their work in the abstracts
mentioning the final outcome of their study. Argumentation mining can be used
to extract the claim of the researchers as well as the evidence that could support
their claim. The rapid growth of scientific articles demands automated tools
that could help in the detection and evaluation of the scientific claims’ veracity.
However, there are neither a lot of studies focusing on claim identification and
verification neither a lot of annotated corpora available to effectively train deep
learning models. For this reason, we annotated two argument mining corpora
and perform several experiments with state-of-the-art BERT-based models
aiming to identify and verify scientific claims. We find that using SciBERT
provides optimal results regardless of the dataset. Furthermore, increasing the
amount of training data can improve the performance of every model we used.
These findings highlight the need for large-scale argument mining corpora, as
well as domain-specific pre-trained models.
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1 Introduction

Argumentation, in its simplest form, is a reasoning process using evidence that
supports or contradicts a given claim. Although argumentation has been extensively
studied in disciplines such as rhetoric, philosophy, or linguistics, the automatic
extraction, and analysis of arguments from natural language, known as argument or
argumentation mining, is a relatively new popular topic. Advances in this direction
are of vital importance for natural language understanding and processing, especially
due to their direct applications and relations with other domains, such as fake news
detection or information trustworthiness estimation.

The rapid growth of scientific articles demands automated tools that could help in
the detection and evaluation of scientific claims. There exist many scientific facts or
rumors circulating around people, such as “Wearing a double mask is more effective at
preventing the spread of COVID-19”, which are often controversial and hard to verify
by searching for scientific literature. Even domain experts may find it challenging
to detect the appropriate literature that supports or refutes a given scientific claim.
The situation became worse during the COVID-19 pandemic since misinformation
and conspiracy theories increased substantially.
This pandemic has resulted in an “infodemic”, meaning an augmentation in the

volume of information, whose expansion can occur exponentially in a short period of
time due to a specific incident. During infodemics, misinformation and rumors are
frequent, manipulating and affecting negatively all aspects of peoples’ life. To deal
with this problem, automatic identification and fact-verification systems become
more and more useful. Argument mining can help both in identifying a claim and
its evidence and in verifying claims found in the literature tackling the spread of
misinformation.

Even though the scientific publications constantly increase, there are neither a lot
of studies focusing on scientific publications per se, nor a lot of corpora available
to effectively train deep learning models. Therefore, after creating two argument
mining corpora, there will be a comparative analysis of the performance of previous
state-of-the-art models used for two argument mining tasks: claim identification and
verification. Based on those tasks various experiments will be performed testing the
models’ sensitivity and generalization in different datasets.

1.1 Purpose

The purpose of this thesis is to investigate scientific claims in the context of argument
mining focusing on the annotation, identification, and verification of scientific claims.
Having mentioned the necessity to create corpora for argument mining in scientific
publications, this thesis creates two datasets that can be used for scientific claim
identification and verification. The former task aims at detecting the claims and
evidence of an argument, while the latter task was recently introduced by Wadden
et al. (2020) and seeks to verify the veracity of the claims in a given corpus. Taking
into consideration the state-of-the-art works in this fields, this study will attempt to
address the following research challenges answering the following questions:
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• Collect and annotate arguments from scientific abstracts. Describe a replicable
and methodological approach to corpora creation for argument mining using
publicly available data. Are non-domain experts able to produce a reliable
argument corpus?

• Investigate the sensitivity of transformer models in datasets from different
scientific domains. Does increasing the amount of training data benefit the
results? How do these models perform in multi-domain data and specific domain
data?

• Examine how general domain pre-trained language models (such as BERT,
RoBERTa) differ from specialized language models (SciBERT, BioBERT) in
identifying and verifying scientific claims. Does using domain-specific pre-
trained models improve the results?

• Investigate the generalization of SciBERT on unseen and out-of-domain data.
How does SciBERT perform in a zero-shot experiment? Does the model gener-
alize better when trained on domain-specific corpora or multi-domain corpora?

1.2 Outline

The rest of the thesis is structured as follows:

• Chapter 2 provides an overview of argumentation and argument mining. We
examine important terminology, theories concerning argumentation, and explore
various argument mining tasks and applications.

• Chapter 3 provides some information concerning the implementation of an
argument mining system by describing possible data and tools that can be used
for argument mining. In particular, it provides some background information
in corpora creation for argument mining, and already available corpora. Lastly,
it indicates some state-of-the-art models that are used for argument mining
applications.

• Chapter 4 describes in more detail the corpora we created for the experiments
of this thesis, and the argument annotation process. It also mentions how we
evaluated our annotation to ensure we have a reliable corpus.

• Chapter 5 describes our experiments on identification and verification using
the two annotated corpora we created and two corpora from the literature. In
this section, we also describe how we trained our models and what metrics we
used for evaluation.

• Chapter 6 presents the experimental results from the different models used for
claim identification and verification. In the end, a brief discussion is added to
sum up the overall results.

• Chapter 7 concludes the thesis summarizing the main findings, and provides
some suggestions on how this work could be expanded for future work.

1.3 Collaboration

This thesis project was carried out during an internship period in the Institute for
Language and Speech Processing at ATHENA Research Center (ATHENA RC)
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in Greece. During the internship, I collaborated with the research director Haris
Papageorgiou, and the NLP team members, Aris Fergadis, Dimitris Pappas, and
Petros Stavropoulos. We managed to create an argument mining corpus, SciArgs,
which includes scientific abstracts focusing on data from papers published in the
context of Sustainable Development Goals (SDGs). My contribution to this project
was to help with the annotation guidelines, the training of the annotators, and
the curation of the annotation results. Even though I was not involved in the
data extraction process, I also helped with pre-processing some abstracts by fixing
segmentation problems and removing Html tags. Moreover, I tried to enhance the
SciArgs corpus by adding citations from the papers, re-phrasing them as claims,
and using them for a claim verification task. Among other responsibilities, I also
replicated various state-of-the-art works and performed experiments using various
neural network architectures and data from different types of scientific domains. It
should be noted that the collaboration during my internship was limited to work
on the SciArgs corpus. All the other work presented in the thesis, including the
development of SciArgs2 and the experimental investigations, is entirely my own
work.
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2 Argumentation and Argument Mining

2.1 Argumentation

Argumentation as a language activity of human beings aims to sort out contradicting
opinions by producing articulated statements/justifications, and it has been of
interest from ancient philosophers, such as Aristotle. Since argumentation aims
to convince, and it has been linked to rhetoric, the art of effective or persuasive
speaking and writing. Contemporary studies on argumentation are mostly based on
language philosophy works, especially the ones by Austin (1962) and Searle (1995)
which mention argumentation in their models of speech acts, and byGrice (1991)
who also describes discourse models, such as arguments, together with principles of
cooperation.

Today, argumentation is also considered as a distinct research field in which debates
and reasoning processes are studied, and diverse areas such as logic, philosophy,
linguistics, rhetoric, law, psychology, computer science are being involved. Since
argumentation is a multi-disciplinary research field there exist different definitions
and different theories for analyzing its structure. In the following, we first explain
some popular definitions for argumentation according to the literature and then
describe the argument components and structure according to various theories.
Needless to say that there is not a single approach or theory since this depends on
the domain and task argumentation is used.

2.1.1 Definitions

In argumentation theory, argumentation is the whole process of thinking, arguing,
or reasoning to get to a logical conclusion; and an argument is just a component
of this process comprised of a claim and propositions supporting or refuting it. In
the English language, the word argument is ambiguous, meaning either a dispute or
a justification (i.e. the evidence for or against a point of view) (O’Keefe, 1977). A
more technical definition is given by Walton (2009) who defines an argument as “a
set of statements consisting of three parts: a set of premises, a conclusion, and an
inference from the premises to the conclusion”.
Argumentation is also hard to define since it is an “ancient” and multi-domain

concept. According to Aristotle, argumentation is “the ability to consider, for a given
question, the elements that are useful to persuade someone” (Janier and Saint-Dizier,
2019). During those ancient times, argumentation was related to rhetoric, the art to
persuade an audience. Both argumentation and rhetoric in ancient Greek were mainly
applied in politics, and especially for judiciary purposes. Over time, both of these
disciplines were considered as the art of trickery and were not studied further until
the middle of the 20 century. Perelman et al. (1969) proposed that argumentation
is a persuasive act and “relative to the audience to be influenced”, renewing the
rhetorical approach to argumentation.
A definition of argumentation proposed in various recent works and by Stede

and Schneider (2019) was written by two scholars in Eemeren and Grootendorst
(2003). In their work, they define argumentation as “a verbal, social, and rational
activity aimed at convincing a reasonable critic of the acceptability of a standpoint by
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putting forward a constellation of propositions justifying or refuting the proposition
expressed in the standpoint”. This definition combines a variety of argumentation
aspects. It brings the aspect of argumentation as a linguistic activity (verbal), an
interactive activity (social), using reasoning (rational) to convince a point of view
(standpoint). Moreover, according to this definition, arguments can consist of one or
more sentences (constellation of prepositions) and they combine the rational and
social perspective (reasonable critic).

According to Janier and Saint-Dizier (2019) to define argumentation one can oppose
it to explanation. In the process of explaining the goal is to create new knowledge or
to help someone change his beliefs. “This knowledge is hypothesized to be true and
non-controversial, unless otherwise stated”. On the contrary, in argumentation, the
aim is not to produce new knowledge, but to persuade someone of the validity of a
certain claim. Nonetheless, during an argumentative discussion, there is a possibility
to combine arguments with explanations.
Using more technical terminology, argumentation is a process that generates

articulated statements that justify a given claim. Each argument has at least two
components: a claim and a statement that justifies the claim (Janier and Saint-Dizier,
2019). This definition is similar to the definition of the term “argument” given by
Walton (2009). This technical approach is embraced in this thesis since it will enable a
better understanding and interpretation of argument mining in section 2.2. It should
be also noted that throughout this thesis the terms argument and argumentation
will be used according to this technical definition that was given in this paragraph.

2.1.2 Modeling Arguments

There exist various argumentative models that represent the components of an
argument as well as the possible relation between the argument components. Even
though one can find different argumentative structures in the literature, there is
one common trait in all of them: the presence of a claim and a justification. Claims
are also called conclusions or standpoints and they are rational statements. They
can be a fact, an opinion, a prediction, a judgment, a warning, a thesis, an event, a
piece of advice, or an evaluation. Justifications can also be found in the literature as
statements, premises, propositions, reasons, grounds, stances, or evidence.

Moreover, the structure of an argument has different levels of granularity, it may
be simple or more complex such as recursive or zipped (i.e. when the claim of one
argument is the justification of the next argument). Representing the structure of
an argument has been performed using diagrams and geometric shapes. Different
approaches that try to model the structure of arguments will be briefly analyzed
below.

The argument-conclusion pair

According to Janier and Saint-Dizier (2019) the basic structure of an argument is
described as an argument-conclusion pair. This pair is composed of at least two
elements: a conclusion and a justification/argument.1

The justifications can either support the conclusion or disprove it, and they are often
called supports or attacks respectively. This approach is linked to Freeman’s theory
(Freeman, 2011) which supports that these two elements constitute an argument, and
a different combination of these components provides different argument patterns.

In particular, according to this pair taking two utterances E1 and E2, the relation:

1The term “argument” in the argument-conclusion pair is used as a justification.
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Premise (E1) – Conclusion (E2)

is the basic unit of an argument. In this configuration, the premise can justify,
support, doubt or negate the conclusion. Both a conclusion and its justification are
necessary components to recognize an argument. Without a justification, a claim
can be viewed as a simple belief.

Toulmin’s argumentative model

The most influential argumentation schema was proposed by Toulmin (2003). Ac-
cording to Toulmin’s model, an argument consists of a Premise, a Conclusion, and a
Warrant which if necessary can be further supported by a Backing. Warrants bridge
the premises to the claim serving as a justification, and they are generally accepted
as truths applying in many circumstances. They can also be further supported
and explained by Backings who contribute to the warrants’ reliability. Backings
are usually general rules, such as a physical law for instance. Additionally, there
might be some exceptions to the claim, called Rebuttals. Those exceptions can create
situations in which a claim may be disapproved and they are often considered as
counterarguments. To illustrate this model we generated the following diagram
Figure 2.1.

Figure 2.1: An example of a Toulmin diagram based on Toulmin’s argumentative model (Toul-
min, 2003)

Janier and Saint-Dizier (2019) mention that Toulmin’s model is often considered
to be close to a logical reasoning schema. It has influenced, however, many works in
computational linguistics such as the automatic generation of arguments (Reisert
et al., 2015), argument identification and argument mining in general (Habernal and
Gurevych, 2017) (Lippi and Torroni, 2016b).

Diagramming arguments/Argument schemas

Once the components of argumentation have been found, the following step is to
investigate the relations that hold between them. Even though these links can be
simply labeled pairs, there are different ways in which the elements of an argument
can be combined. These combinations are usually depicted as diagrams in the
literature and they are illustrated in Figure 2.2 (Lawrence and Reed, 2019). The
terms used in this figure are analyzed below:

• Single Arguments: One justification is used to support/attack a single claim.

• Linked Arguments: Multiple justifications work together to support/attack a
claim;
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Figure 2.2: Common basic argument structures based on the Beardsley-Freeman (B-F) method
of argument diagramming as reported by Rahwan et al. (2007)

• Convergent Arguments: Multiple justifications are used independently to sup-
port/attack a single claim;

• Serial or Sequential Arguments: Multiple justifications can support/attack a
claim in a sequential argument.

• Divergent Arguments: The same justification supports/attacks multiple claims.

2.2 Argument Mining

Argumentation is a multi-discipline phenomenon, and argument (or argumentation)
mining is only “an approximation or a simplification of some aspects of it” dealing
with arguments from texts or dialogues (Janier and Saint-Dizier, 2019). As a natural
language processing (NLP) task it emerged almost a decade ago and has recently
gained considerable popularity, with series of international workshops and an in-
creasing number of publications at major conferences and journals. In particular,
The first approaches that started to mine arguments from corpora trace back to
the work of Mochales and Ieven (2009) Palau and Moens (2009). The researchers
defined argumentation mining as a task aiming to automatically identify arguments,
relations, and their internal structure, and they proposed a way to identify arguments
from legal documents (Cabrio and Villata, 2018).
Today argument mining (AM) can be defined as the process of automatically

identifying claims and relevant justifications that support or disapprove these claims
(Stede and Schneider, 2019). In many AM systems, the structure and orientation
of these justifications are identified as well as the relations that hold between the
argument components. Since each argument can be represented with a graph and
there exist various theories concerning argumentation, each researcher can decide
which model/theory to follow to design the AM framework.

A challenging part of AM systems is to choose or annotate and create a sound
and reliable dataset. Linguistic cues that are typical of arguments could help in their
identification but there may be arguments using a more pragmatic argumentative
character, which can be hard to identify not only by AM models but even by humans
(Janier and Saint-Dizier, 2019). Furthermore, an AM system can be used to simply
describe arguments, argument components, or the links between them, while another
application evaluates the arguments in terms of reliability and impact.
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2.2.1 Argument Mining Tasks

Since the aim of an argument mining system is to identify the argument components
and the relation/connection that holds between those elements, one could divide an
AM system into two tasks:

1. Argument component detection

2. Argument structure prediction

Argument component detection

This task aims to identify arguments, and thus, the components of an argument.
In most of the existing systems, this problem is addressed by splitting it into two
different sub-tasks: the detection of argumentative sentences and the detection of
component boundaries.

• Argumentative sentence detection: To detect the components of an argument,
a model needs to extract the sentences from a corpus that contain an argument,
and that can therefore be classified as argumentative. This problem can be
addressed as a classification problem, which could be solved by a machine
learning classifier.

• Argument component boundary detection: It is often needed to define the
exact boundaries of each argument component, which are called Argumentative
Discourse Units (ADUs) (Peldszus, 2014). An argumentative sentence may
correspond to two arguments or may contain a part of an argument (Habernal
et al., 2014). Thus, in this segmentation problem, for each argumentative
sentence, the beginning and the end of the argument can be be detected (Lippi
and Torroni, 2016b).

Argument structure prediction

This task aims to predict the relations between the argument components. This
stage is considered the most challenging and complex one since it requires high-level
knowledge argument representation and annotation, raising often several reasoning
problems (Lippi and Torroni, 2016b). It is mentioned as “prediction” rather than
“detection” since the aim is not to identify a specific portion, but a relation/connection
among portions in the intended corpus. The output could be a graph or edges
connecting the argument nodes indicating different relations, such as entailment,
support, or attack.

Today argument mining refers also to other sub-tasks apart from identifying argu-
ments and their structure. It could also include identifying fallacies, argumentation
strategies, patterns of reasoning, detecting or verifying only claims, or detecting only
evidence that supports/attacks a claim.

2.2.2 Claim Identification

Claim identification, also called claim detection, is an information extraction/classifi-
cation task, aiming to identify the sentences that include the conclusive part of an
argument (the claim). It can be considered as belonging to the general argument
identification task, where the aim is to detect argument components such as claims
or evidence. Most of the methods to identify a claim include building a classifier
trained on labeled corpora. The training data are usually split into sentences where
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each sentence is labeled as claim, evidence, or neither(non-argumentative). There
exist other methods which determine the exact boundaries of an argument as de-
scribed in subsection 2.2.1, but in this thesis we focus on argumentative sentence
detection. Thus, the input for a claim identification model is documents split into
sentences, and the output is the prediction of the sentence labels. In the context of
argument identification, there exist also systems that aim to classify the relation
between claims and evidence. In such cases, the training input, apart from labeled
sentences, is a supporting or refuting relation label. Then the classifier should both
label the sentence as claim/evidence and classify their relation between the argument
components as supporting or refuting.

A better illustration of an argument identification system is provided in Figure 2.3.
Given that the aim is to identify arguments in an abstract, we would train a classifier
with abstracts annotated with claims/evidence as indicated in the figure. Then, we
can evaluate the classifier according to the correct prediction of claims and evidence.
For argument identification, the model is evaluated for detecting both the evidence
and claim, but for claim identification the system is evaluated only for its capability
of classifying correctly a sentence as a claim. Using a classification model it is also
possible to predict the relation between the argument components. In this case, we
would need to provide examples of abstracts, annotated with claims/evidence, and
add a label determining whether a sentence supports or refutes another sentence.
The output of a relation prediction model is to classify the relation between the
argument components as supporting or refuting.2

Lower bounds to future sea-level rise

The present results support the need for prompt and
substantial emission cuts in order to slow down future

sea-level rise and implement adaptation measures.

We find that, in spite of fossil-fuel depletion, sea level
is predicted to rise by at least ~80cm at the end of this
century and is expected to continue rising for at least

the next two hundred years.

Title

Evidence

Claim

Figure 2.3: An example of an abstract annotated with evidence and claim. The authors claim
that a substantial emission cut is needed to slow down sea-level rise. The evidence
they provide is the result of their method that predicts a continued rising for at
least the next two hundred years. The title is mentioned in this figure only for
clarification purposes. This example is taken from our experiments and the whole
abstract can be found in section A.3.

Identifying arguments is not trivial, even for people, since a claim cannot be
defined by settled rules. Sometimes claims are represented as opinions supported by
several evidence facts, while other times they are expressed as statements describing
relevant concepts (Levy et al., 2014). This is why creating a big annotated dataset
for claim identification can be a challenging and time-consuming process (Lippi and
Torroni, 2016b). The IBM Haifa Research Group was the first to define the task of
automatic claim identification and introduce a new manually labeled benchmark
dataset for this task. Levy et al. (2014) implemented a cascade of logistic regression
classifiers using contextual information capable of classifying sentences as claims.

2Since, in this thesis we do not focus on label prediction we did not include it in our figure, more
details can be found in Lawrence and Reed (2019).
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Lippi and Torroni (2016b) propose a support vector machine-based method, which
is not based on the context of a claim, but rather exploits the rhetorical structure of
argumentative sentences using this parsing information to identify claims.

Laha and Raykar (2016) were the first to use neural networks for claim identification
establishing deep learning baselines with recurrent and convolutional neural networks
for argument mining without any feature engineering. Since then there has been a
growing number of argument mining experiments using neural networks combining
sequence-to-sequence model with attention (Potash et al., 2017) or solely attention
mechanisms such as Transformers (Mayer et al., 2020b). In our experiments, we
combine the argumentation schema of Laha and Raykar (2016) and compare the
performance of various Transformer models. Laha and Raykar (2016) state that
argument mining has two prominent tasks: claim identification (Levy et al., 2014)
and evidence identification, suggesting that there is a claim-to-evidence matching
(Rinott et al., 2015).

2.2.3 Claim Verification

Claim verification is known in the literature as “fact-checking”, which is a task seeking
to verify factual claims to promoting their veracity and avoiding the expansion of
misinformation in political news, social networks, and on the internet. Vlachos
and Riedel (2014) first introduced an automated process for fact-checking as a
binary classification task and created a corresponding dataset from fact-checking
websites concerning political debates. Political claims can be easily verified since
they are available on fact-checking websites. Scientific claims, however, may require
expert annotators with extensive domain knowledge to be verified suggesting that
their automatic verification is more challenging and requires a more rationalized
NLP model (DeYoung et al., 2020). This indicates that NLP systems for scientific
claim verification should demonstrate supplementary competencies beyond those
needed to verify factoid claims, such as access to scientific background knowledge,
understanding of specialized statistical language, quantities, or measurements.

Wadden et al. (2020) were the first to attempt building such a system. They call
it VERISCI (VERIfying SCIentific claims) and they also create the first dataset for
scientific claim verification. The researchers do not name this task “fact-checking”,
since the goal is to enable researchers to make sense of the scientific findings, instead
of dealing with disinformation. In this task, the researchers use citation sentences3

from a given set of abstracts as a source of claims assigning supporting or refuting
relations to each claim-abstract pair. Their pipeline consists of three components: an
abstract retrieval system extracting the abstracts with the highest TF-IDF similarity
to the claim, a rationale selection system that retrieves the sentences of each abstract
that verify the claim, and a label prediction system which predicts if a given claim
is supported or refuted.
The relations between the claim and the abstract are justified by at least one

rationale as shown in Figure 2.4. A rationale is the minimum number of sentences
that, taken together as premises regarding the abstract, can imply the claim (Wadden
et al., 2020). Rationales promote the usage of explainable models capable of both
predicting labels and identifying the sentences that lead to their decisions. The
authors refer to rationales as evidence since it could be considered as the evidence
that verifies that the scientific claim corresponding to an abstract. Even though
rationales could be evidence regarding the scientific claim, it is actually a claim

3Wadden et al. (2020) state that the implementation of citation sentences as a source of claims
enables a faster annotation process and guarantees that the topics discussed in SciFact are
representative of the research literature
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in respect of the abstract. This means that the aim is to match scientific claims
found in sentences from citations (citances) with rationales-claims found in abstracts
(claim-to-claim matching).

Figure 2.4: Example of Wadden et al. (2020) indicating the sentences identified by VERISCI as
supporting and refuting a claim concerning COVID-19.

Given the work of Wadden et al. (2020) mentioned above, a scientific claim
verification system is an information retrieval task using as input a general claim4

and a corpus to retrieve/verify this claim. For instance, to verify the claim shown
in Figure 2.5 the system searches a given corpus of scientific abstracts to retrieve
the correct abstract that verifies the claim. After retrieving the abstract, the system
selects the exact sentence that verifies the claim. To build such a model the training
includes pairs of claims and their corresponding abstracts. The evaluation of this
system is based on whether the model retrieves both the correct abstracts and the
sentences of the abstracts that verify the claim. In this example, we did not include
the label prediction model which classifies whether the claim is supported or refuted
because we do not use this component.

Note
Note

How similar are the smoking and
drinking habits of men and women in
non-manual jobs?

Gender differences are relatively small for tobacco
use, but quite high for heavily alcohol use .

Men and women occupying similar
social roles are equally likely to smoke
but men are significantly more likely to
drink heavily.

Claim

Abstract - Title

Claim from Citances

Figure 2.5: An example of a scientific claim created by citation sentences (citances) and an
abstract annotated with the claim that verifies this scientific claim. In this example,
the claim is that gender differences are small for tobacco use but high for alcohol
use. The system managed to retrieve both the abstract and the sentence that verify
this claim. This example is taken from our experiments and the full abstract can be
found in section A.3

4This claim can be created from citations of scientific articles
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2.3 Application Areas

Arguments have been studied from a variety of domains’ corpora. The most popular
domains/genres that are being examined include legal documents, student essays,
scientific writing, newspaper or Wikipedia articles, and political discourse and debates.
All these data can be used for a variety of applications in a variety of domains. Some
indicative previous work on various argument mining systems can be found in the
following domains:

• Business Intelligence: Opinion mining aims to identify whether someone sup-
ports or disapproves of something. Argument mining can be applied as a deeper
analysis in opinion mining to discover the reasons behind someone’s opinion. It
could be used for instance in product reviews to offer a company’s marketing
department the possibility to know the reasons behind a customer’s opinion
about a product or service (Schneider and Wyner, 2012).

• Education: In persuasive essays the author arguments an opinion and tries to
argue against or in favor of a stance aiming to convince its readers. Those types
of texts have been used to test various AM tasks. Stab and Gurevych (2014b,
2017) tried to build a model to identify argument components in student essays
consisting of a major claim –which expresses the author’s stance concerning the
topic, and which is usually found in the first paragraph–, and then arguments
connected to the major claim (consisting of claims and premises).

• Dialogues: In conversations people may exchange arguments to convince their
interlocutors. Whether they take place online (such as e-debates, online com-
ments, or Tweets) or in-person (such as debates or discussions), dialogues have
been used to perform various AM tasks Budzynska et al. (2014). For instance,
Swanson et al. (2015) investigate the semantic aspects of arguments that inter-
locutors make upon a topic focusing on extracting arguments from dialogues
and detecting argument facet similarity (how to recognize semantically similar
arguments)

• Legal field: As mentioned in section 2.2 the development of argument mining
systems was mainly initiated in the legal domain (Janier and Saint-Dizier, 2019).
Relative works include Ashley and Walker (2013) who tried to automatically
extract arguments from a dataset of legal decision documents and generate
new arguments using that information. Grabmair et al. (2015) used a set of
Court of Federal Claims cases to determine whether compensation claims align
with a federal statute establishing the National Vaccine Injury Compensation
Program.

• Medicine: Argument mining in the medical field could be used to help both
health practitioners and patients. Noor et al. (2017) identify arguments from
drug reviews given by patients in medical forums on the web and indicate
a correlation between the arguments and the ratings. Wadden et al. (2020)
propose an AM system capable of verifying and detecting claims related to
COVID-19 by identifying evidence from the CORD-19 corpus (Wang et al.,
2020).

• News articles: Argument mining can be used in news and it can also be combined
with fake-news detection. Delobelle et al. (2020) empower a fake news detection
system with an AM model, to assist the analysis of the arguments that support
or oppose a given target topic in news articles containing the fake information.
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• Politics: Argument mining has also been used in political documents. Lippi
and Torroni (2016a) propose a claim detection system over a corpus of political
speech debates aiming to study the impact of the vocal features on the claim
detection task. Gencheva et al. (2017) build a dataset with political debates,
containing claims that have been fact-checked by nine reputable sources, and
train models to predict which claims should be prioritized for fact-checking.

• Scientific articles: Argument mining in scientific publications has been a rela-
tively recent application area. Accuosto and Saggion (2020) build an argument
identification system by investigating transfer learning approaches and using
existing discourse-level annotations to detect argument components and their
relations in scientific texts. Wadden et al. (2020) introduce a claim verification
task for scientific publications selecting abstracts from the research literature
containing evidence that can support or disapprove a scientific claim.

• Summarization: When a text is summarized it is reduced to its main argument
components. Thus, AM systems can be used to summarize documents in
legal or medical fields or debates. For example, Barker and Gaizauskas (2016)
suggest an argumentation scheme for analyzing and graphically representing
an argument and indicate how this scheme facilitates summarizing texts.

• User-generated content: Habernal and Gurevych (2017) suggest a sequence
labeling approach for detecting argument components in Web data. Dusmanu
et al. (2017) implement a supervised classification model to identify arguments
on Twitter and introduce two new tasks for argument mining: fact recognition
and source identification. In particular, they classify argument tweets that
include factual or opinion-based information and they detect the information
source disseminating the information reported in a tweet.
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3 Resources for Argument Mining

To build an argument mining system that can automatically detect arguments in
texts, machine learning tools can be used to train models on manually annotated
corpora (Janier and Saint-Dizier, 2019). In this chapter we describe how to manually
create a new corpus, we provide an overview of AM corpora, and some state-of-the-art
deep learning models that could be used to effectively implement an argument mining
system.

3.1 New Corpus Creation

Before building models to automate argument mining, there is a need to manually
annotate data that can be used to train and evaluate these models. Overall, as
argued by many researchers (Habernal and Gurevych, 2017) (Lawrence and Reed,
2019), there is a lack of large quantities of appropriately annotated data able to
train and evaluate argument mining algorithms. Researchers usually build their own
corpus, which may be difficult, especially in domains dealing with sensitive data or
ethical issues. The first step before creating an argument mining corpus is to take
into account the domain(s) and usage of this corpus. Argumentation can be found
in almost every linguistic genre, and nowadays data can be easily extracted from
Wikipedia articles, news, publications, or from user-generated content respecting all
the data protection and privacy rules. After collecting the necessary raw data from
the corresponding reliable sources, the next step would be to decide the annotation
process, which can be the most challenging part of a corpus creation(Janier and
Saint-Dizier, 2019). For this reason, we will describe some general instructions and
annotation guidelines that could be followed to create argument mining corpora.

3.1.1 Argument Annotation

Argument mining is often characterized as a partial process since only some partial
aspects of an argument are examined and annotated (Janier and Saint-Dizier, 2019).
Annotating arguments can be challenging and it usually requires well-trained anno-
tators, who, apart from linguistic capacity, should have an adequate understanding
of the argument domain (i.e. medicine, politics, business, etc.). Before starting the
annotation process it is important to determine the argument mining system that is
going to be used, and consequently, the parameters that are going to be annotated
(such as the type of claims, the relations between the arguments, etc.). Accuracy,
stability, and reliability can easily be checked by providing the same text to several
annotators and calculating the inter-annotator agreement. Since identifying argu-
ments could be a subjective task, it is important to have guidelines with clear scope
and minimal ambiguity to avoid variability between annotators. Apart from that,
the reproducibility of the dataset and the comparison with a similar corpus should
be also checked (Janier and Saint-Dizier, 2019).

Once the initial investigation has been undertaken, the first version of annotation
guidelines can be produced, which often explains what to do and what to avoid.
Including typical examples for each step in the guidelines would be useful to provide
annotators with exact instantiations and overall instructions. Argument components
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can be expressed with various linguistic forms, and due to their pragmatic nature,
linguistic cues associated with arguments are diverse, ambiguous, or even implicit.
This is why it is necessary to provide annotation examples and useful guidelines, or
even organise a training and discussion session on a demo corpus together with the
annotators. (Janier and Saint-Dizier, 2019) present various annotation schemes and
annotation tools1 that one could use, but they might differ depending on the task
that is aimed to be performed.

3.1.2 Annotation Guidelines

According to Janier and Saint-Dizier (2019) a general protocol for annotating argu-
ments mainly consists of the following six steps:

1. Read and understand the text as a whole, to properly assess its communicative
aims, to understand the context of each argument component;

2. Identify the main claims of the argumentation;

3. Identify claims, premises, attacks;

4. Identify missing components (e.g. implicit claims, warrants, etc). This step can
be skipped if the annotation aim is to analyze explicit argument components
only;

5. Label argument components according to the inventory for the annotation
effort at stake

6. Identify relations between argument components or identify bigger argumenta-
tive structures integrating argument components.

3.1.3 Annotation Agreement

Given that annotating arguments is based on human annotators’ decisions, there
is not a direct objective way to check the validity of an annotation. There is,
however, a method that could indicate the level of agreement among the different
annotations; this is known as Inter-Annotator Agreement (IAA). This method can
provide insights concerning the reliability, stability, reproducibility, and difficulty
of an annotation task. Some useful metrics used to calculate IAA are provided by
Janier and Saint-Dizier (2019) and they are summarized below:

1. Cohen’s kappa (κ): This measure calculates the agreement between two anno-
tators who classify N items into C mutually exclusive categories considering
also how often annotators are expected to agree if they make random choices
(J. Cohen, 1960).

^ =
%A> − %A4
1 − %A4

. (3.1)

P(o) is the observed agreement among annotators, i.e. the percentage of
agreements in a given sample, and P(e) is the expected probability of chance
agreement, using the observed data to calculate the probabilities of each
observer randomly assigning each category. If there is a complete agreement

1http://brat.nlplab.org/, https://agora-info.spp.gatech.edu/, http://wagsoft.com/RSTTool/
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among the annotators, then κ = 1; while if there is no agreement apart from
what would be expected by chance (as defined by P(e)), then κ = 0 (Janier
and Saint-Dizier, 2019).

2. Fleiss’s kappa (κ). This metric can be used between a fixed number of annotators
(not only two) who are assigned a fixed number of tasks.

^ =
%̄ − %̄4
1 − %̄4

. (3.2)

The factor denominator corresponds to the degree of agreement that is at-
tainable above chance, while the numerator provides the degree of agreement
actually achieved above chance. In case the annotators agree completely, κ = 1
and vice versa (Fleiss, 1971).

3.2 Existing Argument Corpora

Lawrence and Reed (2019), Janier and Saint-Dizier (2019), Stede and Schneider
(2019), Lippi and Torroni (2016b) mention various large-scale corpora used for
argument mining that are freely available such as AIFdb (Lawrence et al., 2012), a
Wikipedia articles corpus (Aharoni et al., 2014), an annotated essays corpus (Stab
and Gurevych, 2014a), a web discourse corpus (Habernal and Gurevych, 2017),
etc. All of these argument corpora have more dissimilarities than similarities since
they have been created to serve different purposes and tasks for different domains.
In the domain of scientific publications, however, there is a lack of a large-scale
argument mining corpora. Some smaller in size datasets from scientific publications
focus mostly on biomedical works. These corpora are described below since they are
similar to our new annotated datasets and their main characteristics are outlined in
section A.1. For each corpus, the argumentation schema, and, the inter-annotator
agreement –whenever available– will be reported.

Blake (2010) introduced the Claim Framework, a corpus of scientific claims from
full-text biomedical articles. This Framework distinguishes between five types of
claims: a) explicit, b) implicit, c) observation, d) correlation, and e) comparison.
Each type of claim captures a different aspect of how scientists communicate their
findings, but the researchers found that the majority of the claims in a corpus
of scientific publications were explicit claims. The corpus has 29 articles and a
total of 3228 claim annotations. The inter-annotator agreement is calculated on 144
sentences for the lexico-semantic features annotated. The kappa values are 0.71 for
the agent role, 0.77 for the object role, and 0.57 for the change term. Alamri and
Stevenson (2016) annotated 259 abstracts and 24 systematic reviews to create a
corpus containing claims from the biomedical literature. The claims are categorised
as casual or evaluative. The annotation was performed by two annotators who after
resolving disagreements, achieved 92%2 agreement for the claim identification task.

Lauscher et al. (2018) presented the first argument-annotated corpus of scientific
publications related to a computer science domain. The researchers use an annotation
schema with Own Claim, Background Claim, and Data that serves as evidence. The
argumentative components are of arbitrary span length ranging from a single token to
multiple sentences. They also annotate the relations holding between the argument
components as Supports, Contradicts, and Semantically Same. With the above-
mentioned schema, they enrich the Dr. Inventory corpus (Fisas et al., 2016, 2015)
2The study does not mention how this score was calculated. Probably is joint probability.
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that had 40 full papers in the computer graphics domain. The inter-annotator
agreement is calculated on one paper after five annotation iterations. They use f1-
score for the calculation and the reported value is approximately 0.74. Achakulvisut
et al. (2019) created a corpus of 1500 abstracts in the biomedical domain. They
annotate only the Claim of the abstract and the annotation span is a full sentence.
The dataset was annotated by three annotators with biomedical domain expertise
achieving a 0.629 Fleiss’ ^ score.
Mayer et al. (2020b) created AbstRCT, a corpus consisting of Randomized Con-

trolled Trials (RCT) retrieved from the MEDLINE database via PubMed search3.
The researchers use 159 abstracts from Trenta et al. (2015) and based on this work
they employ a similar methodology to extract another 500 abstracts from PubMed.
The 159 abstracts comprise four different diseases: glaucoma, hypertension, hepatitis
b, diabetes. The 500 abstracts were extracted using Neoplasm6 as a keyword and
specifying that it has to be an RCT. The abstracts are annotated regarding argument
components and argumentative relations. Three different argument components are
used: major claims, claims, and evidence, and two relations: attack and support.
Since major claims had a negligible occurrence, the researchers merge them with the
normal claims before training their models. The number of annotators was different
for the two annotation tasks (argument component and relation annotation), but
the inter-annotator agreement (IAA) was measured using 3 annotators according
to a common subset of 30 abstracts. The IAA resulted in a Fleiss’ ^ of 0.72 for
argumentative components and 0.68 for the distinction between claims and evidence
(suggesting a substantial agreement for both tasks). The dataset is available at
https://gitlab.com/tomaye/abstrct/.
Wadden et al. (2020) created SciFact, a dataset of scientific claims paired with

evidence-containing abstracts from scientific publications, and they introduced a
scientific claim verification task. This dataset consists of 1,409 scientific claims and
abstracts annotated with claims-rationales4 (sentences that imply the claim) that sup-
port or refute each claim. According to this project, claims can be defined as verifiable
statements about scientific findings, and the verification of these claims is called ratio-
nale. A rationale can support or refute a given claim. The annotation was performed
by human annotators re-formulating citation sentences extracted from publications
found in the Semantic Scholar Open Research Corpus (S2ORC) (Lo et al., 2020),
as atomic scientific claims. The S2ORC corpus contains publications from different
covering many different scientific disciplines such as bio-medicine, computer science,
physics, psychology, and humanities in general. The agreement for 232 claim-abstract
pairs was 0.75 Cohen’s κ, and for the rationale selection, the sentence-level agreement
was 0.71 Cohen’s κ. The corpus is available at https://github.com/allenai/scifact.

3.3 Transformer Models

To automate the tasks of argument mining deep learning approaches can be used
since they manage to achieve state-of-the-art results (Janier and Saint-Dizier, 2019).
A widely used structure in deep learning is the encoder-decoder architecture, also
known as sequence-to-sequence architecture. The encoder is a network receiving
input and creating feature vectors, while the decoder is a network receiving the
feature vectors from the encoder and generating the output. A core innovation in
these models was the use of an attention mechanism in the decoder proposed by

3https://pubmed.ncbi.nlm.nih.gov/
4A rationale is a minimal collection of sentences which, taken together as premises in the context
of the abstract, can reasonably be judged by a domain expert as implying the claim.
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Bahdanau et al. (2015). This mechanism allows the decoder to selectively learn
attentive-weighted information from the encoder instead of the fixed-sized vector
output.
Vaswani et al. (2017) further extended this approach introducing transformer-

based encoder-decoder models, which are based only on attention mechanisms. The
researchers replaced all the recurrent and convolutional components of the previous
neural network architectures with multiple layers of self-attention. This novel ap-
proach transforms one sequence into another using an Encoder and a Decoder, which
are both composed of stacks of residual attention blocks containing both feed-forward
layers and Multi-Head Self-Attention mechanisms. In particular, the transformer-
based encoder maps the input sequence to a contextualized encoding sequence, while
the transformer-based decoder produces the output given the conditional probability
distribution of a target sequence from the contextualized encoding sequence.
In particular, the inputs and outputs are embedded. Then the embeddings pass

through modules (Nx) that can be stacked on top of each other. Both the encoder and
the decoder are composed of stacks of 6 identical layers containing 2 sub-layers: one
with a Feed Forward network and one with a Multi-Head Attention mechanism. The
decoder uses also a third sub-layer with a Masked Multi-Head Attention mechanism
over the output of the encoder stack ensuring that the predictions made at a given
position in the sequence can only depend on the known outputs. Then a linear
transformation and a softmax operation are used to transform the decoder output
to conditional probabilities.

3.3.1 BERT

A state-of-the-art transformer model is BERT, which stands for Bidirectional Encoder
Representations from Transformers, introduced by Devlin et al. (2019). A BERT
framework requires only two steps: pre-training and fine-tuning. The researchers
pre-trained their models on the BooksCorpus (800 million words) Zhu et al. (2015)
and text passages from the English Wikipedia (2500 million words). They used
WordPiece embeddings having a 30K token vocabulary. The input representation can
represent both a single sentence and a pair of sentences in a single token sequence,
making BERT handle various downstream tasks. Thus, these pre-trained models can
be either used as they are to extract the desirable language features from a corpus,
or they can be fine-tuned on a specific task using another corpus by adding an extra
output layer.5

The base BERT model is composed of a stack of 12 Transformer modules with 12
self-attention heads using only unmasked multi-head attention layers. This allows
BERT to be bidirectional since attention is calculated by taking into account the
relationship between each specific word and all the other words in a sequence. For
each word, there is an input representation consisting of the sum of the corresponding
word embedding, the segmentation embeddings, and the position embeddings.

1. During pre-training two unsupervised tasks are performed: a masked language
model (MLM) for bidirectional pre-training and a next-sentence prediction
task that jointly pre-trains text-pair representations. More precisely, Devlin
et al. (2019) introduce MLM, a procedure which randomly masks parts of
the input so that the model learns how to predict the masked elements using
cross-entropy loss and incorporating context from both directions. Additionally,
with the usage of a next-sentence prediction task (NSP), pairs of random and

5https://github.com/google-research/bert
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actual next sentences are fed into the model learning how to predict the next
sentence.

2. During fine-tuning, the BERT model is initialized with the pre-trained param-
eters, and all of the parameters are fine-tuned using labeled data from the
selected downstream tasks. In this figure three different tasks are presented,
Multi-Genre Natural Language Inference (MNLI), Named entity recognition
(NER), and the Stanford Question Answering Dataset (SQuAD) task. Overall,
using a pre-trained BERT model, adding an untrained layer on the end, and
training the new model in the desired NLP task provides many advantages.
It allows a quicker development, it requires fewer data and it provides better
results since the pre-trained model weights already include a lot of linguistic
information.

3.3.2 SciBERT and BioBERT

Over the past year, pre-trained models (PTM), such as BERT, have led to many
advancements in many Natural Language Processing downstream tasks. These models
contain universal language representations, and by adding a task specific layer and
fine-tuning on labeled target data, one can easily avoid training a new language
model from scratch Qiu et al. (2020). Fine-tuning to a task in a new domain, however,
seems to be less effective, especially when the text domain is not similar in content
and terminology with the pre-training corpora from general domains (Beltagy et al.,
2019).

Especially the rise in scientific publications over the last decades has increased the
demand for automated tools that could help in large-scale information extraction
and machine reading. The deficiency in large-scale annotated corpora from scientific
domains makes it hard to train new models, and the pre-trained models lack important
scientific terminology since they were trained in general domain data. To address this
issue, Beltagy et al. (2019) and Lee et al. (2019) adapted the pre-trained language
model of BERT by leveraging the training on a corpus of scientific texts in the case
of Beltagy et al. (2019) and biomedical corpora in Lee et al. (2019).

SciBERT

Beltagy et al. (2019) introduce a language model based on BERT, called SciBERT,
pre-trained on a random sample of 1.14M publications from Semantic Scholar. The
scientific publications are considered multi-domain, but the majority is from the
broad biomedical and computer science domains. SciBERT uses the original BERT-
base model with the same configurations. It is trained in 4 different ways: using
cased or uncased vocabularies, BASEVOCAB or SCIVOCAB. The world overlap
between BASEVOCAB and SCIVOCAB reaches 42%, indicating a crucial difference
between the vocabulary used in scientific and general domain corpora.

Since pre-training BERT for big sentences can be slow, the researchers determine
the maximum sentence length of 128 words and train the model until the training
loss stops falling off. Then, the training is continued allowing sentence lengths up to
512 words. The training for the SCIVOCAB models lasts approximately one week
using a single TPU v3 with 8 cores, while the BASEVOCAB lasts two days less.
Lastly, the researchers implement SciBERT in PyTorch using the AllenNLP platform,
used for building deep-learning models Gardner et al. (2018), and they have released
both the tensorflow and the pytorch version of their models. 6

6https://github.com/allenai/scibert
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BioBERT

Lee et al. (2019) release a domain-specific language model, called BioBERT (Bidi-
rectional Encoder Representations from Transformers for Biomedical Text Mining),
pre-trained on large-scale PubMed abstracts and PubMed Central full-text articles.
BioBERT shares the same hyper-parameters with BERT-base, due to the computa-
tional complexity of BERT-large. Moreover, to deal with unseen or rare words, the
researchers use WordPiece tokenization, which represents any new words as frequent
sub-words, and they keep the original vocabulary of BERT-base.

BioBERT is pre-trained with the Naver Smart Machine Learning platform (NSML)
(Sung et al., n.d.), which can be used for large-scale experiments running on several
GPUs. The whole pre-training procedure of BioBERT lasted 23 days on eight NVIDIA
V100 (32GB) GPUs. The maximum sequence length was fixed to 512 and the mini-
batch size was set to 192, resulting in 98,304 words per iteration. This model manages
to outperform BERT and previous state-of-the-art models in various biomedical text
mining tasks. Finally, the authors make available both the pre-trained weights of
BioBERT and the source code for fine-tuning. 7

3.3.3 RoBERTa

Liu et al. (2019) tried to modify BERT and proposed a pre-training procedure
improving the model’s performance. The new model was named RoBERTa (Robustly
optimized BERT approach) and it was pre-trained in over 160GB of text using also a
new corpus, CCNEWS. RoBERTa was trained only with full-length sequences using
dynamic masking, large mini-batches, and a larger byte-level Byte-Pair Encoding
vocabulary comparing to BERT’s. After using RoBERTa in several downstream
tasks, the researchers highlight the importance of using more data for pre-training,
and the efficiency of using masked language models, under the right design choices.
These design choices include training on longer sentences and bigger batches over
bigger amounts of data; eliminating the next-sentence prediction task, and modifying
dynamically the masking pattern used for the training data. The code8 for pre-
training and fine-tuning RoBERTa is available and it can be implemented using
PyTorch. There is also an option to chose between RoBERTa using the BERT-base
architecture (RoBERTa-base) and RoBERTa using the BERT-large architecture
(RoBERTa-large).

7https://github.com/dmis-lab/biobert
8https://github.com/pytorch/fairseq
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4 Argument Annotation

4.1 Data

To perform our experiments we used two datasets for claim identification and two
datasets for claim verification. For the former task, we used the AbstRCT corpus
by Mayer et al. (2020b) and a yet unpublished dataset called SciArgs created in
collaboration with the Athena Research Center (ATHENA RC). For the latter task,
we used the SciFact corpus created by Wadden et al. (2020) and a smaller extension of
the SciArgs corpus which I created under the supervision of the NLP team members
of the ATHENA RC. In this chapter, we briefly present the datasets we created,
then we describe the annotation process and annotation agreement results.

4.1.1 Data for Claim Identification

For claim identification the following corpora was used:

• SciArgs: This corpus consists of 1000 abstracts of scientific publications from
Sustainable Development goals as defined by the United Nations. 1 The ab-
stracts were extracted using keywords from the definition of the SDG targets
and their indicators to formulate a list of queries for searching. In particu-
lar, the keywords used are from the SDGs 3 (good health and well-being), 5
(gender equality), 7 (affordable and clean energy), 10 (reduce inequalities), 12
(responsible consumption and production), and 13 (climate action). Examples
of such queries are: (Neonatal OR Maternal) Mortality, Female Genital Mutila-
tion, Clean (Fuels OR Fossil-Fuel Technology), (Climate OR Natural Disaster)
Resilience, etc. The annotation schema is simple: the abstracts are annotated
only for their Argument, i.e., for sentences where authors state their Claim
and the Evidence that supports them. The IAA was calculated among all the
annotators and to avoid fixed pairs of annotators in each SDG set, all the
annotators were combined with each other. The results indicated a task-average
^ of 0.62 and a micro-average Fleiss’ ^ of 0.69 which are statistically significant
results given that the number of annotators is more than 20. The corpus is
currently increasing in size and it will be publicly available before September
2021.

4.1.2 Data for Claim Verification

For claim verification experiments we created the following dataset:

• SciArgs2: This corpus was created in an attempt to replicate SciFact (Wadden
et al., 2020). It consists of 500 abstracts and their annotated claims taken
from the SciArgs corpus. These claim annotations were used as rationales
following the terminology of SciFact. Then, we used Research Gate2 to extract
the citation sentences (citances) from the publications of the abstracts. In
particular, we manually searched the publications of the abstracts in Research

1https://sdgs.un.org/goals
2https://www.researchgate.net/
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Gate and selected a citation that mentions the findings of the publication. These
citances were then re-written as scientific claims, but there was no further
annotation of a supporting or refuting relation. This corpus, like SciArgs,
focuses only on the argument components and uses only citances that support
the findings of each abstract. This decision was based on the fact that negative
citations disapproving the claim of a paper are relatively rare compared to
positive and supporting citations (Wadden et al., 2020).

4.2 Annotation

Both in the claim identification and verification tasks, we annotated a dataset which
was generated in collaboration with the ATHENA Research Center. The annotation
schema that was used in this dataset was as simple as possible focusing only on
the argument component extraction, and not the relation that holds between the
components.

For the claim identification task, we focused on the kernel of an argument which is
the Evidence and the Claim, implying a support relation between those components.
In other words, all the relations that hold between the argument components are
supporting. This decision was based on the reported low numbers of “attacking”
relations found in related works (Lauscher et al., 2018; Mayer et al., 2020b) and
on the assumption that in an abstract the authors choose to provide evidence that
supports their claims.
For this annotation we define argument, claim, and evidence as follows:

Argument is a set of statements with two different categories: Claim and Evidence.

Claim is an argumentative statement that reports the study findings and derives
from the author’s original work.

Evidence is the data (observational or measurements) and facts offered to support
the Claim.

The annotation was performed by several graduate students with a background
in engineering, economics, or applied science. This option was chosen instead of
crowd-sourcing since it is very hard to find experts in such a variety of domains. All
the annotators were trained on a demo corpus and a couple of discussion rounds and
examples. They all received the same training and annotation guidelines. The annota-
tion guidelines were based on the definitions of claims/evidence mentioned above. The
annotators should choose, if possible, only one sentence as a claim, the most represen-
tative for the study. Similarly, to annotate a sentence as evidence it should support
the specific claim. The annotation tool used was Label Studio (https://labelstud.io/),
an open-source data labeling tool, which was modified accordingly to fit this task.3

Each abstract was annotated by three annotators. To ensure a reliable corpus, and
avoid fixed pairs of annotators in each SDG set, all the annotators were combined
with each other (apart from SDGs 7; 10; 12), and they were assigned roughly the
same number of abstracts. In Table 4.1, we present the number of abstracts collected
per SDG as well as the number of their annotators. SDGs 7; 10; 12 are currently
under-sampled in this corpus, but it is aimed to increase their number of publications
before releasing the new dataset.
The dataset used for the claim verification task uses abstracts from the SciArgs

corpus described in subsection 4.1.2, but keeping only the claim annotations. These
3The annotation tool can be found in https://github.com/heartexlabs/label-studio, and an example
of how it was used is provided in section A.2
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SDG Annotators Abstracts

3 6 300
5 5 255
7 3 61
10 3 70
12 3 52
13 6 262

Total 20 1000

Table 4.1: Number of annotators and annotated abstracts grouped by SDG.

claims will be verified by citation sentences (citances) extracted from Research Gate.
There exist some manual schemes for classifying citations, and automatic ways have
been also proposed (Lawrence and Reed, 2019). However, these methods result in
getting a variety of citations regarding the publication, while we focus only on the
citations related to the claim of the paper. Hence, we chose to select the citations
for each abstract manually based on the claim of each abstract. These citances were
re-written as claims by me, given my linguistics background, and under the guidance
and supervision of researchers for the ATHENA Research Center.
To ensure a reliable and similar to SciFact corpus, we advised the general in-

structions and examples given by Wadden et al. (2020) to convert the citances into
claims. The instructions include the expansion of unknown acronyms, the removal
of irrelevant information, and the re-formulation of the claim as an atomic factual
statement. Some examples of this conversion by SciFact project and SciArgs project
are given in Figure 4.2.

Figure 4.1: An example of a re-written citance to form a general claim in SciFact corpus
(Wadden et al., 2020). Material unrelated to the citation is removed.

Figure 4.2: An example of a re-written citance to form a general claim in SciArgs corpus
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4.3 Evaluation

To assess the reliability of the annotations in the SciArgs corpus, the level of agreement
is calculated using the Fleiss ^ coefficient and the results are reported both for the
whole corpus and per SDG goal. Since different parts of the corpus are annotated by
different annotators, there is a violation in Fleiss’s assumption of a consistent set of
annotators. To overcome this constraint we calculate Fleiss’ ^ as micro (^ (<)

�
) and

macro (^ (")
�

) average of the agreement for all annotator combinations.
To calculate (^ (<)

�
) we use a virtualization approach, proposed and implemented

by Aris Fergadis, who contributed the most in the annotation agreement calculation.
The virtualization method uses three “virtual” annotators, and for each abstract,
the annotations of the first annotator are assigned to the virtual annotator 1,
annotations of the second annotator to the virtual annotator 2, and similarly for
the third annotator. Then, the agreement coefficient is estimated as if the virtual
annotators annotated all the corpus. To calculate (^ (")

�
), we compute the average of

the Fleiss’ ^ of all annotator triplets.
To interpret the magnitude of agreement, there exist many benchmark scales

(Cicchetti and Sparrow, 1981; Landis and Koch, 1977; Regier et al., 2013) using
the inter-annotator agreement coefficients. This is performed by simply matching
the calculated coefficient value within a benchmark range and reporting the corre-
sponding interpretation. However, a ^ value is always based on a specific number of
subjects(annotators) and categories, suggesting that it can change under different
circumstances.
Since the ^ value is exposed to statistical variation Gwet (2014) suggested a

“Cumulative Probability” approach for the characterization of the agreement. This
method is a probabilistic process that takes into account the likelihood that a
coefficient falls into the benchmark range of values using the corresponding standard
error values. Thus instead of interpreting the agreement as good or bad, a degree
of certainty is added that shows how likely is this agreement good or bad. In other
words, it shows the probability that the ^ value falls within a specific interval along
a specified benchmark scale. We report our inter-annotator agreement estimation in
section 4.4, and we interpret the result with an agreement scale proposed by Landis
and Koch (1977), and with the Cumulative Probability approach according to Gwet
(2014).

4.4 Annotation Agreement Results

When evaluating the inter-annotator agreement as described in section 4.3 the results
indicate a substantial and reliable annotation. The estimated agreement coefficient
^
(<)
�

is equal 0.669 (95% CI [0.658, 0.681], SE 0.006, ? < 10−4), which is a statistical
significant result. The standard error (SE) is small and thus the confidence interval
(CI) range is also small (0.023). Using ^ (")

�
the estimated agreement is equal to 0.619

(95.0% CI [0.586, 0.652], SE 0.016, ? < 10−4), which is also a statistical significant
result. This method gives a lower value for the coefficient and also a larger value for
the SE. All these results are statistically significant and indicate that the agreement
was not due to chance.

The inter-annotator agreement was also calculated based on each SDG goal
separately as shown in Table 4.2. Overall, the higher annotation agreement is around
0.69 and the lower is approximately close to 0.60. Taking into consideration the
Table 4.1 in section 4.2, it is observed that SDGs sharing a combination of different
annotators and a bigger amount of abstracts have a high inter-annotator agreement.
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SDG 3 5 7 10 12 13

^
(<)
�

0.6586 0.6968 0.6001 0.6334 0.5936 0.6901
^
(")
�

0.6554 0.6808 0.6001 0.6334 0.5936 0.5542

Table 4.2: Inter-annotator agreement per SDG, calculated using Fleiss’ ^.

On the contrary, SDGs 7, 10, and 12, which have the same 3 annotators per SDG
and a smaller amount of abstracts, result in a lower agreement. This problem can
probably be fixed by increasing the amount of data in these 3 SDG goals, which is
a future task that is aimed to be achieved before the official release of the SciArgs
dataset.

After calculating the inter-annotator agreement, the next step would be to interpret
the agreement magnitude as described in section 4.3. Using the Landis-Koch scale
(Landis and Koch, 1977) that is depicted in ??, all of our calculated kappa values
are interpreted as “substantial”. However, due to the subjective nature of annotation
this agreement is not guaranteed when using different annotators. This is why we
calculate the probability of reaching a substantial agreement as proposed by Gwet
(2014).

Based on the cumulative probability approach proposed by Gwet (2014) the
cumulative probabilities are obtained using the standard error to calculate the
likelihood that a coefficient falls into the benchmark range of values. The results
are presented in Table 4.3. Since our ^ (<)

�
is 0.669 it is characterised as “substantial”

with 100% probability that there is a “substantial” agreement. For the ^ (")
�

, a value
f 0.619 indicates that there is 88% probability that the agreement is “substantial”
and 100% probability that it is “moderate”.4

Kappa Statistic Strength of Agreement ^
(<)
�

^
(")
�

0.8 to 1.0 Almost Perfect 0 0
0.6 to 0.8 Substantial 1 0.88
0.4 to 0.6 Moderate 1 1
0.2 to 0.4 Fair 1 1
0.0 to 0.2 Slight 1 1

< 00 Poor 1 1

Table 4.3: Strength of agreement associated with the corresponding ranges of ^ statistics
according to Landis and Koch (1977). Based on this scale, the estimated agreement
coefficient interpretation is added using the cumulative probability approach by Gwet
(2014).

4One can easily confirm these results by using the library found in Gwet (2014), and the coefficient
values with their corresponding standard error (SE) values reported in this section.
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5 Experimental Set-up

Our experiments focus on two argument mining tasks: claim identification and claim
verification. For both tasks, we use two different corpora, including one recently
released corpus (Mayer et al., 2020b; Wadden et al., 2020), and one unreleased corpus
created in collaboration with the ATHENA Research Center. The models used for
these tasks are all BERT variants. A sum-up of the datasets and models used for
these two tasks can be found in Table 5.1. In all of our experiments, we focus on
identifying/verifying claims at a sentence level. The training input for the claim
identification task is abstracts split into sentences and for each sentence there is
a label Claim, Evidence, or Null. The model should predict those labels, but it is
evaluated only for the correct claim sentences it identified. For claim verification, the
training input is pairs of scientific claims and abstracts annotated with the sentences
that verify the scientific claim. The model should retrieve both the correct abstract
and the sentence that verify the claim.
More specifically, in claim identification, we use one corpus from healthcare

domain publications (AbstRCT) and one from publications of several Sustainable
Development Goals (SciArgs). We also investigate the performance of general domain
pre-trained language models, such as BERT, with specific domain pre-trained BERT
variants, such as BioBERT and SciBERT. To check how the model generalizes on
unseen out-of-domain data, we performed a zero-shot experiment using SciBERT
trained on SciArgs and evaluated in AbstRCT and vice versa. We also divided the
SciArgs corpus in a way that each SDG successively becomes an unseen test set, and
then, we trained SciBERT both on the remaining five SDGs, and on the AbstRCT
corpus. In this way, we compare whether the model generalizes better when trained
on a domain-specific corpus (AbstRCT) and on a multi-domain corpus (SciArgs). In
all of the experiments the models were first tuned on a validation set, which was
10% of the whole corpus, re-trained on the training set (80%), and evaluated on the
testing set (10%). To generate dev and test sets for the SciArgs corpus, we shuffled
the data and removed the appropriate amount of sentences. The same sets are used
in all of our experiments that use the whole SciArgs corpus.
In the claim verification task, which was recently introduced by Wadden et al.

(2020), we replicate the researchers’ results by training SciBERT, RoBERTa-base,
and RoBERTa-large models from scratch1, and we reproduce this project by creating
a smaller and comparable to SciFact dataset (SciArgs2). We also train these models
after merging the datasets resulting in a bigger amount of training data. In a
second experiment, we train SciBERT on our new corpus and evaluate the model’s
zero-shot performance on SciFact dataset and vice versa (training on SciFact and
evaluating on SciArgs2). All the evaluation results for SciFact are reported based on
the development set according to Wadden et al. (2020). For the SciArgs2 corpus,
we use 10% for test and validation sets, and the rest for training. All the reported
results are from the test set. For the SciFact corpus, the results are reported on the
development set2 as indicated in Wadden et al. (2020).

1We did not use the pre-trained models available in https://github.com/allenai/scifactdownload-
pre-trained-models

2The test set of SciFact was not public at the moment of writing this Thesis. For further
clarifications please visit https://github.com/allenai/scifact
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Claim Identification Claim Verification
Data AbstrRCT, SciArgs, AbstrRCT+SciArgs SciFact, SciArgs2, SciFact+SciArgs2
Models BERT, SciBERT, BioBERT SciBERT, RoBERTa-base, RoBERTa-large

Table 5.1: Datasets and Corpora used in the experiments

5.1 Claim Identification and Verification

In the claim identification experiment, we focus on finding only the claims of an
abstract and the evidence that supports these claims. For this reason, we use 2
different datasets with claim-evidence annotations (AbstRCT corpus and SciArgs
corpus) to train 3 different transformer models: BERT, SciBERT, and BioBERT.
We chose these datasets to compare a specific domain corpus (AbstRCT) with a
multi-domain corpus (SciArgs). The models’ choice was not only based on the models’
availability, but also on an attempt to identify the sensitivity of these pre-trained
language models on different domains. The initial assumption is that the domain-
specific language models will outperform BERT. It is also expected that BioBERT
will perform better using biomedical corpora (AbstRCT corpus), while SciBERT will
indicate better results with scientific corpora (SciArgs corpus).
Additionally, we concatenate the two datasets and almost double the amount of

training data expecting an increase in the models’ performance. Lastly, we perform
zero-shot experiments evaluating SciBERT on the unseen test sets of SciArgs and Ab-
stRCT, and the model is trained on AbstRCT and SciArgs training sets respectively.
To simulate more unseen domains, apart from SciArgs as a whole, we leverage the
SDG partitions of the dataset. Each SDG goal is used as an evaluation set and the
training is performed in the rest of the SDGs. In this way abstracts from good health
and well-being, gender equality, affordable and clean energy, reduce inequalities,
responsible consumption and production, climate action and randomized controlled
trials publications will be examined as unseen test sets. We assume that training
the model in a multi-domain corpus (SciArgs) will enable a better generalization on
unseen data compared to training in a domain-specific corpus (AbstRCT).

In claim verification, we tried to reproduce the work of Wadden et al. (2020) and
replicate it using a different dataset. Particularly, we used the SciFact dataset and a
new corpus similar to SciFact, the SciArgs2 corpus, with 500 scientific claims and
abstracts based on SciArgs described in subsection 4.1.2. The models used for this
task are SciBERT, RoBERTa-base and RoBERTa-large, since these models were
used by Wadden et al. (2020). After training SciBERT on the SciArgs2 corpus we
evaluated the model on the SciFact dataset and vice versa. These zero-shot settings
can indicate the generalization performance of a model trained on our new corpus
(Wadden et al., 2020). Moreover, replicating and reproducing the SciFact project with
a new dataset can verify the applicability of this dataset, and possible over-fitting or
data sensitivity of the models used in SciFact corpus.

The aim of this second task is to verify scientific claims in a given set of abstracts,
there is a claim-to-claim matching. The data include scientific claims extracted from
citation sentences (citances) and abstracts that have annotated claims. Wadden et al.
(2020) name the abstract claims as “rationales” since they imply and justify the
scientific claims extracted from the citances. Since in this paper, the best-performing
pipeline reported uses SciBERT trained on the SciFact dataset, we expected that
this model will outperform in our experiment as well. Moreover, when increasing
the amount of data by adding our 500 annotations to SciFact, we expect a smaller
increase in the models’ performance compared to the claim identification task.
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5.2 Models

In all of our experiments, we use BERT and some of its variants that are considered
state-of-the-art. The model decision was based on the model choice of previous
works, such as Wadden et al. (2020) and Mayer et al. (2020b), and on the research
questions explained in chapter 1. For all of the models, we use their pre-trained
versions from HuggingFace, an open-source provider of NLP technologies.3 We used
these pre-trained models with the default settings and performed fine-tuning on our
tasks using the datasets described in subsection 4.1.2 for training.
To pre-process our corpora we used the BERT and RoBERTa tokenizers in the

related models. The BERT models use a WordPiece tokenizer which reduces the
number of out-of-vocabulary words by splitting them into sub-words greedily using #.
Instead of WordPiece RoBERTa’s tokenizer uses Byte Pair Encoding (Sennrich et al.,
2016) which is a data compression technique combining character- and word-level
representations and handling easily large vocabularies. This approach marks the
start of the new token with a specific unicode character. For example, while the word
’tensorflow’ is split into ’tensor’ and ’flow’ by BERT tokenizer, RoBERTa tokenizer
will split it as: ’ĠT’, ’ensor’, ’flow’.

All the models are implemented using UPPMAX (Uppsala Multidisciplinary
Center for Advanced Computational Science) which is Uppsala University’s resource
of high-performance computers.4 The set of differences between the models and the
hyper-parameters used for these two tasks are summed up in Table 5.2:

Layers Hidden Heads Vocab Size
BERT 12 768 12 30K
SciBERT 12 768 12 31K
BioBERT 12 768 12 28K
RoBERTa-base 12 768 12 32K
RoBERTa-large 24 1024 16 50K

Table 5.2: Differences in the details of the models

For fine-tuning the models, we used the uncased model variants, and all of them
have the same number of layers, hidden sizes, and attention heads, apart from
RoBERTa-large (since it is based on BERT-large, and not BERT-base like the other
models). The basic difference between the pre-trained models lies in their vocabulary
size. For claim identification, we followed Mayer et al. (2020b) and fine-tuned the
models for 3 epochs, while for claim verification we followed Wadden et al. (2020)
and fine-tuned all the models for 20 epochs.

5.3 Evaluation

For all of the experiments, the models are evaluated for identifying and verifying
claims. In the first task, we can calculate both the evidence and claim prediction
sentences, but we focus on the claim predictions. In claim verification, a claim
sentence is considered as correctly predicted if the model finds both the abstract it
belongs to and the gold claim annotation.
The evaluation is performed using tools from the scikit-learn python library.5

While some researchers indicate only the F1 scores of their models (Mayer et al.,

3https://huggingface.co/
4https://www.uppmax.uu.se/
5https://scikit-learn.org/stable/
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2020b), we followed Wadden et al. (2020) evaluation metrics using precision, recall,
and F1 scores.
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Precision can be explained as the ratio of correctly predicted positive observations
(TP) to the total predicted positive observations (TP+FP). Recall is the ratio
of correctly predicted positive observations(TP) over the total number of actual
observations (TP+FN). Lastly, F1 is the weighted average of precision and recall
taking into account both false positives and false negatives.
Then, based on the F1-scores, we assess the models’ performance by reporting

which differences are statistically significant. We check for statistical significance
using a permutation approach as described in Dror et al. (2018) and we implement
it according to their scripts provided in GitHub6 choosing a significance level of 0.05.
Since this method is computationally expensive requiring the generation of a big
number of data permutations, we use an approximate randomization approach by
shuffling our data and generating 9 randomized test sets as described in Yeh (2000).

6https://github.com/rtmdrr/testSignificanceNLP
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6 Results

We have conducted several experiments according to the settings described in
chapter 5 to investigate scientific claims in the context of argument mining focusing
on the annotation, identification, and verification of scientific claims and answering
the research questions raised in Chapter chapter 1. For this reason, we created and
annotated two argument mining corpora that can be used for claim identification
and verification and we compare their performance with similar recently released
datasets. Based on these corpora we compare the difference in performance between
various state-of-the-art BERT-based models. We are interested in examining their
sensitivity in different domains and their generalization on out-of-domain data, such
as scientific publications (SciFact), biomedical publications (AbstRCT), and SDG
publications (SciArgs).

6.1 Claim Identification

For claim identification several experiments were performed using BERT, SciBERT,
and BioBERT trained on AbstRCT, SciArgs, and a merging of these datasets. The
models are evaluated based on the correct claim sentences they identified, and the
results are indicated in Tables 6.1 and 6.2.

AbstRCT SciArgs
P R F1 P R F1

BERT 73.1 67.7 69.9 70.1 65.3 67.6
SciBERT 79.1 73.1 74.7 72.7 69.2 71.1
BioBERT 74.3 64.9 71.1 69.4 62.1 65.6

Table 6.1: Comparison of different models trained and evaluated on SciArgs and AbstRCT. The
models are trained on 800 sentences from SciArgs and 526 sentences from AbstRCT.

AbstRCT SciArgs
P R F1 P R F1

BERT 72.3 70.1 71.3 68.6 69.1 68.9
SciBERT 75.2 76.5 75.9 73.5 70.1 72.3
BioBERT 72.7 68.8 71.4 68.5 67.4 67.7

Table 6.2: Comparison of different models trained on a merge of the SciArgs+AbstRCT training
sets and evaluated on the SciArgs and the AbstRCT test sets. The total number of
training sentences is 1326.

In terms of model performance, it seems that SciBERT outperforms BERT and
BioBERT in all of the datasets, and especially in the merged datasets. BERT is
slightly better when using the SciArgs comparing to BioBERT, but it is not as
effective in AbstRCT and AbstRCT+SciArgs. This can be explained by the fact
that the SciArgs corpus contains more trivial terminology, in comparison with data
from clinical trials which include a great number of domain-specific terms and
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different word distributions (Lee et al., 2019). Thus, models pre-trained on general
domain texts, such as Wikipedia articles, find it more challenging to estimate their
performance on corpora with scientific terminology.

Using a permutation test (Dror et al., 2018) based on the F1-Scores of the models
we found that the differences between the performance of SciBERT compared to
both BERT and BioBERT are statistically significant. Using a significance level of
0.05, the p-values are lower than 0.0020 when comparing SciBERT with the other
two models, and this applies in all of the datasets. When comparing BioBERT with
BERT, however, the difference between the models’ performance is not significant
since the p-values are greater than 0.40 in all of the cases.

Furthermore, even though we expected that BioBERT would provide the optimal
results in the AbstRCT corpus, it seems that SciBERT outperforms the former model
by approximately 3 F1 score points. A possible explanation for this finding would be
the fact that SciBERT is also trained with a great amount of biomedical (Devlin
et al., 2019) which may eliminate as well the number of out-of-vocabulary words
and recognize specific biomedical terms. Moreover, this result confirms Beltagy et al.
(2019) who observed that SciBERT outperforms BERT-base on biomedical tasks,
but it also outperforms BioBERT results on some biomedical datasets (Mayer et al.,
2020b).

An example of a correct and an erroneous prediction is illustrated in Table 6.3.
These examples are based on the prediction of SciBERT using the SciArgs corpus.
In the first abstract snippet, we can see that the model managed to find both the
evidence and claim sentences correctly. However, in the second example the model
predicts more sentences as evidence and claims, even though the gold annotation had
only one sentence as evidence and one as claim. After manually checking our data,
it seems that evidence sentences usually start with phrases such as: "The findings
indicate", "The results show", "The research shows", "We find that".1 Therefore,
this is a possible explanation that led the model to classify one additional sentence as
evidence. Moreover, in many abstracts, the second-to-last sentence is usually a claim.
This would be a possible explanation that led the model to classify this additional
sentence as claim. Our explanations need to be further investigated to check whether
the model has identified some specific phrases that introduce claims/evidence, and
whether the structure of an abstract and the position of claims/evidence affect indeed
the predictions.
Moreover, it should be noted that performing a more detailed error analysis is a

challenging task due to the variety of experiments, models, and data used. Before
drawing any conclusions, we should also take into account the limits posed by the
annotation guidelines. Reading the sentences and the content of each abstract makes
it hard to say that all the wrong predictions of a model are errors if we do not take
into account our specific definitions for the argument components. According to our
definitions for evidence and claim which are given in section 4.2, the instructions
to the annotators were to mark as evidence only the sentences that support a
specific claim mentioned in the abstract. Similarly, to mark a sentence as claim, the
annotators should identify the evidence that supports this claim. Thus, sentences
that contain a claim, but are not supported by evidence in the abstract were not
annotated. Comparably, evidence sentences that report the findings of a study were
not marked as evidence if they were not supporting a specific claim in the abstract.

1These examples are avalaible in section A.3
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Annotators Prediction Sentence
Girl-Child Marriage in the Nigerian Society, Causes, Impacts and Mitigating Strategies

Null Evidence The findings from the study indicate that continuous practice of early girl-child marriage ...
Evidence Evidence While social insecurity, strain on the health sector, high level of illiteracy, increased mortality ...
Null Claim The study established that some of the mitigation strategies include empowering the girl child...
Claim Claim Education empowers and improves the lifestyle and decision making of participants ...

Sustainable food consumption in rural and urban areas in Poland.
Null Null Some data about food waste were also used.
Evidence Evidence The research shows that the food consumption pattern in rural households is less sustainable...
Evidence Evidence Households living in rural areas consume more meat and less fruit and vegetables than urban...
Claim Claim There is some evidence the food consumption pattern in Poland is shifting towards a less sustainable...

Table 6.3: Snippets from two abstracts with information about the annotation and prediction
for each sentence. The model should identify claim and evidence sentences. When a
sentence is neither claim nor evidence it is marked as Null. For the full abstracts,
please see Figure A.3.2 and Figure A.3.3 in the appendix

Regarding the corpora we used, AbstRCT seems to provide generally better results
in comparison to SciArgs corpus in all of the models used. This could indicate that
when the models are trained on one domain, such as the randomized controlled trials
publications, they outperform models trained on a variety of sustainable development
goals. According to Table 6.2 it seems that increasing the amount of training data
provides slightly better results both on the SciArgs and AbstRCT test sets. Using the
F1-scores to perform the permutation test suggested by (Dror et al., 2018) we found
that these results are significant when the significance level is 0.05. This conclusion is
reached by many experiments using deep-learning models both in argument mining
(Lawrence and Reed, 2019), and other NLP tasks (Khosla and Saini, 2020).

Lastly, we present the results from the zero-shot experiment where, apart from
using the same test sets with the experiments above, we also divided the SciArgs
corpus using each SDG as an unseen test set. The division of the SciArgs corpus was
performed in a way that each SDG successively becomes a test set, and then, SciBERT
is trained on the remaining five SDGs. We also perform a zero-shot experiment with
SciBERT trained on the training set of the whole SciArgs corpus and tested on the
AbstRCT test set. Similarly, we also train a model on the AbstRCT training set and
evaluate it on the whole SciArgs test set. The results are reported in Figure 6.1.
This experiment seems to live up to our expectations since SciBERT trained

on SciArgs performs better to new unseen domains compared to when trained on
a restricted domain corpus (AbstRCT). The only case where SciBERT trained
on AbstRCT performs better is when AbstRCT is used as a test set. The results
show that in every unseen SDG test set, the model trained on SciArgs has better
performance. Most of the results are comparable to Table 6.1, but the SDGs 7, 10,
and 12 have the lowest scores compared to the rest of the SDGs. The low scores
highlight the limits posed by the size of the test set which seems to affect the
performance of the model in this zero-shot experiment.
Moreover, if we only compared models trained on AbstRCT and SciArgs as a

whole, it seems that we get a low score (40.1) on the model trained on AbstRCT and
evaluated on SciArgs test set. The difference between the scores when training and
testing on AbstRCT (74.4) and the zero-shot experiment (40.1) is over 34 points. On
the contrary, the difference between the scores in the models trained and evaluated
on SciArgs (68.2) and the zero-shot experiment using SciArgs (60.5) is less than 8
F1-score points. We also observe that the model trained and evaluated on AbstRCT
reaches a higher score (74.7) compared to the model of SciArgs (68.2). These results
could confirm our observations that a model trained on a domain-specific corpus
leads to better results when tested on the same corpus, but a model trained on a
multi-domain corpus performs better on unseen data in a zero-shot experiment.
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Figure 6.1: F1-score of the zero-shot experiments in claim identification using as test set the
SDGs 3, 5, 7, 10, 12, 13 successively, the whole SciArgs, and the AbstRCT corpus.
The results are from the SciBERT model once trained on the remaining data of
SciArgs corpus and once trained on the SciArgs and AbstRCT corpora.

6.2 Claim Verification

For claim verification we firstly reproduced the work of Wadden et al. (2020) confirm-
ing their results. Then, we compared the performance of SciBERT, RoBERTa-base,
and RoBERTa-large models fine-tuned on SciFact, SciArgs2, and their merging. The
models are evaluated based on their ability to verify a claim from the correct abstract.
The results of these experiments are indicated in Tables 6.4 and 6.5.

SciFact SciArgs2
P R F1 P R F1

SciBERT 74.5 74.3 74.4 60.7 72.2 66.2
RoBERTa-base 76.1 66.1 70.8 69.7 60.2 65.1
RoBERTa-large 73.7 70.5 72.1 69.4 63.1 65.9

Table 6.4: Comparison of different models trained and evaluated on SciFact and SciArgs2
accordingly.

SciFact SciArgs2
P R F1 P R F1

SciBERT 74.1 74.8 74.5 61.9 73.2 68.6.2
RoBERTa-base 72.1 68.3 71.1 69.5 61.3 65.4
RoBERTa-large 72.4 71.9 72.1 68.6 65.5 66.9

Table 6.5: Comparison of different models trained on a concatenation of the SciFact and
SciArgs2 training sets. The evaluation is performed on the dev set of SciFact and
the test set of SciArgs2 as mentioned in chapter 5
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From the table we can see that RoBERTa models tend to have lower recall scores
in comparison to SciBERT. When a model has high precision but low recall it means
that it returns few results, but most of its predictions are correct according to the
gold labels. Indeed after checking manually the predictions in the RoBERTa models,
it seems that the system leaves empty many sentences without predicting any claims,
even though in some cases it has identified that the correct abstract where the claim
could be verified from. Moreover, in SciBERT precision, recall, and F1-scores in
SciFact are around 74%. However, when using SciArgs2 and the merged datasets,
it seems that recall is higher than precision. This suggests that SciBERT tends to
over-predict sentences as claims and include more sentences as rationales than the
ones in the gold data.
This was also manually checked, and it was confirmed that the model would for

example label sentences 4 and 8 as claims, while only sentence 4 is the correct one.
This example is illustrated in Table 6.6. In this example we compare SciBERT’s
predictions in two abstracts from SciArgs2. In the first abstract the prediction is
correct and the model managed to retrieve both the correct abstract and the correct
sentence that verify the claim that “Women are less likely to study for further
qualifications, such as a Ph.D.”. In the second abstract, however, the model seems to
retrieve one additional sentence as a verification for the claim “Local learning has a
significant impact on the reducing costs of renewable energy technology development”.
A possible explanation to this mistake would be some words such as "significant",
"local learning" etc. which are both in the scientific claim and the wrong claim
sentence. This would suggest that a sentence including similar words to the scientific
claim will be retrieved as a potential claim verification sentence. This is why it would
be important to take into account the context of each word.

Claim: Women are less likely to study for further qualifications, such as a Ph.D.
Annotation Prediction Sentence

’I Just Couldn’t Fit It In’: Gender and Unequal Outcomes in Academic Careers
Null Null The case study research confirmed the earlier national survey research which...
Claim Claim ...the significant gender differences in some kinds of human capital (particularly possession of a Ph.D.).
Null Null But it also pointed to a quite particular explanation for the failure of women...

Claim: Local learning has a significant impact on the reducing costs of renewable energy technology development.
Annotation Prediction Sentence

The Effect of Local and Global Learning on the Cost of Renewable Energy in Developing Countries.
Null Null For six renewable electricity technologies, we derive estimates for the share of locally and globally...
Claim Claim Our results suggest that, in aggregate, the largest potential for cost reduction lies in local learning.
Null Claim However, our results also show that the relative importance of local and global learning differs significantly...

Table 6.6: Snippets from two abstracts with information about the annotation and prediction
for each sentence. The model should verify the claim from the citance to the claim
from the abstract. When a sentence does not verify the citance-claim it is marked as
Null. For the full abstracts, please see Figure A.3.5 and Figure A.3.6 in the appendix

Comparing the models’ performance in terms of F1 Scores, it is indicated that
SciBERT outperforms the models, while RoBERTa models manage to achieve high
precision scores in all three datasets. In particular, RoBERTa-base seems to achieve
better precision scores than RoBERTa-large, but since RoBERTa-large has slightly
higher recall, the F1 scores increase. Therefore, if we wanted to compare our models
only in respect of F1-scores like Mayer et al. (2020b) we could say that RoBERTa-large
is succeeding SciBERT as the second-best model. The fact that SciBERT is better
in identifying rationales-claims was also observed by Wadden et al. (2020). After
calculating the statistical significance of the differences in the models’ performance
using the permutation test approach based on Dror et al. (2018), we found that
SciBERT is significantly the superior algorithm. To perform this test we compared
the F1-scores of the models trained on SciFact, SciArgs and the merging training
sets, and evaluated on randomized test sets generated from those datasets. All the
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p-values between the models’ performance in all three data sets were under 0.03
leading to statistically significant results with a significance level of 0.05.

Increasing the number of data seems to slightly improve the models’ performance,
and the best results are achieved when training the models with the datasets
merged. However, the increase in the scores is sometimes less than 1 point and when
we performed the permutation significance test, the results were not statistically
significant. To perform this test we followed the permutation approach as described in
section 5.3 and compared Scibert’s F1-scores when trained on each dataset separately
and when trained on SciFact+SciArgs2. Since this increase in the models’ performance
is not significant, we cannot draw any conclusions concerning the benefits of this
data augmentation. We could, however, assume that increasing the sentences of
SciArgs2 could lead to different results.

Lastly, in order to examine how well the model generalizes using unseen data, and
check if it over-fits the training data we performed a zero-shot experiment. In this
experiment, we used SciBERT trained on SciArgs2 and evaluated its performance
on SciArgs2, SciFact, and the merging of these test sets. The reason we decided to
evaluate in the merging of the test sets was to check if the results would improve
with a few-shot experiment. The results are indicated in Table 6.7.

Trained on SciFact Trained on SciArgs2

P R F1 P R F1

SciFact Test 74.5 74.3 74.4 55.1 61.3 58.2
SciArgs2 Test 40 70.5 51.6 60.7 72.2 66.2
SciFact+SciArgs2 Test 50.6 76.9 61.1 58.1 67.4 63.2

Table 6.7: Results of the zero-shot experiments where SciBERT is trained on SciFact and
SciArgs2 and evaluated in three different test datasets: SciArgs2, SciFact, Sci-
Fact+SciArgs2. The only case where there is no zero-shot performance is in the
first row of the first column with SciFact as train and test sets, and in the second
row of the second column with SciArgs2 as train and test sets. The evaluation in
the SciFact+SciArgs2 indicates a few-shot performance, since half of the test set
belongs in the same corpus with the training set.

The best results on this table are reported when using the same dataset for training
and testing. The second-best results are reported when we evaluate in the merging of
the datasets (few-shot experiment). The zero-shot experiments show how the models’
performance drops when a model is evaluated on a completely unseen corpus. The
drop in the models’ F1-score, when trained-evaluated on the same and on a different
corpus, is approximately 15 points (from 74.4 to 58.2, and from 66.2 to 51.6). We can
also observe that models trained on SciArgs have generally lower results compared to
when trained on SciFact which could indicate that the model can generalize better
with SciFact. Nonetheless, the low scores when using SciArgs2 can be also explained
by the small amount of data that this dataset has.
Moreover, in the zero-shot experiments there seem to be high recall scores, and

low precision scores resulting in low F1-scores. Especially in the zero-shot experiment
with SciArgs2 the difference between precision and recall is 30 points (from 40
to 70.5), while when using SciArgs2 training corpus it is approximately 12 points
(from 60.7 to 72.2). In SciFact, there is almost no difference between precision and
recall when using the same training corpus, but with the zero-shot experiment, the
difference increased by approximately 6 points (from 55.1 to 61.3). This may denote
that when the model is not sure about a claim, it tends to over-predict sentences
returning many incorrect results among the correct ones. This is more intense when
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training on SciFact and evaluating on SciArgs2. Nonetheless, there is a need to
increase the amount of data in SciArgs2 to be able to compare the two datasets in
more fair terms.

6.3 Discussion

Comparing the experimental results displayed in the above tables, it seems that
all of the models indicate results comparable to state-of-the-art results reported by
recent publications (Wadden et al., 2020) (Mayer et al., 2020b). Our annotation
agreement results, as shown in section 4.3, and the reliability of our corpora can
be also confirmed by the models’ results. The fact that the corpora we created
have a similar performance with other recent datasets published by acknowledged
researchers indicates that we successfully created a useful corpus comparable with
similar corpora used in these tasks.
If the transformer models we used exhibited low scores in our corpora and the

tendency to randomly identify and verify claims, then this would suggest the creation
of an unreliable corpus that tends to confuse the models. Therefore, we could claim
that we successfully managed to create a reliable corpus for claim identification and
a smaller corpus similar to Wadden et al. (2020) for claim verification. This suggests
that it is possible to annotate and create argument mining corpora without being an
expert on the domain of the dataset.
Additionally, the corpus domain seems to affect the models’ performance. In

claim identification, models trained on our multi-disciplinary corpus seem to provide
worse results compared to models trained a domain-specific corpus (AbstRCT), even
though it may contain medical terminology. This could be explained by the fact that
medical publications have structured abstracts with distinct and labeled sections,
such as Introduction, Methodology, Results, Conclusions. In this type of abstracts,
the evidence is usually found in the Results section and the claim in the Conclusions.
Conversely, in SciArgs there is a small amount of SDG publications related to

the medical domain including structured abstracts. As a result, the fact that the
claims are not found in a specific section in the abstract could affect the model
performance. Another possible explanation could be the multi-domain nature of
SciArgs corpus, containing a wide range of scientific and domain-specific terms which
could be out-of-vocabulary words for the models.
Nonetheless, the differences between the annotation guidelines of SciArgs and

AbstRCT should also be taken into consideration. Even though in both cases the
aim was to annotate claims and evidence, we are not aware of the exact annotation
guidelines of AbstRCT. This suggests that there could be some minor differences
concerning the definitions of the argument components, and the handling of bor-
derline or difficult cases during annotation. Therefore, all these differences could be
potential confounding factors of the differences in the models’ performance and the
experimental results.
After looking at the models’ performance results, we can deduce that adding

training data improves the model’s performance, even if the data come from different
domains. In claim identification, the increase was statistically significant in term of
F1-scores, but in claim verification, this increase was not proven significant. This
difference between the two tasks could be explained by the fact that the two datasets
merged in claim identification result in a bigger amount of training data compared
to the claim verification task. Thus, if we had similar corpora in size, we could have
different results.
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However, increasing the amount of data does not always lead to an increase in the
models’ performance. Wadden et al. (2020) tried to increase the amount of data by
training first on the large FEVER dataset (Thorne et al., 2018) and then fine-tuning
on the in-domain SciFact training set. Even though they found that this combination
provides the best performance in predicting supporting and refuting labels, it did
not show a similar tendency in verifying the claims from the abstracts. Thus, the
researchers resulted that training on additional out-of-domain data does not seem to
be necessarily beneficial.
The fact that our results indicate an improvement when using two datasets can

be explained by the fact that we used a combination of two datasets for training,
we did not divide them between training and fine-tuning. Moreover, since Fever
uses Wikipedia articles as a corpus, it lacks science-specific vocabulary, whereas
SciArgs contains scientific publications. Consequently, SciArgs can be considered
more domain related to SciFact justifying the increase in the performance when
adding the two datasets as training data.
We can also conclude that we get several improvements by experimenting with

different pre-trained language model variants of BERT. Overall, SciBERT outper-
forms both BioBERT and RoBERTa in all of the experiments. In claim identification
SciBERT manages to outperform BioBERT even in the biomedical corpus, suggesting
that we have fallen short of our initial expectations. Finally, in claim verification,
SciBERT manages to outperform RoBERTa in terms of F1 Score, but RoBERTa-large
is better in terms of precision.

The zero-shot experiments show that when testing a model on an unseen corpus its
performance can decrease aside from the domain of the corpus used. The same finding
was also reported by Wadden et al. (2020) when they tried a zero-shot experiment
using Fever and SciFact. The researchers indicated that models trained only on
SciFact performed poorly when tested on Fever and vice versa. In our experiments in
claim verification, the best performance is observed when using a test set from the
same training corpus, the second-best performance when using at least a part of the
training corpus, and the worst performance is remarked on the unseen out-of-domain
test set.
Finally, in claim identification, even though the models seem to provide higher

results when trained and evaluated on the same domain-specific data (AbstrRCT),
this does not apply in the zero-shot experiment. The model seems to provide higher
scores when trained on our multi-domain corpus. This indicates the need for multi-
disciplinary datasets since they could enable models to generalize better on unseen
data and outperform systems trained on domain-specific data. Nonetheless, the
differences between the annotation process of AbstRCT and SciArgs could be a
confounding factor of the differences in the models’ performance, and they could
provide an alternative explanation for the fact that models trained on SciArgs
perform better in a zero-shot experiment.
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7 Conclusion

7.1 Conclusion

Argumentation mining is a young and gradually maturing research area within natural
language processing. In this thesis, we focused on two different argument mining
tasks and we annotated two corpora for these tasks. To investigate our research
questions, we conducted several experiments comparing our new datasets with recent
publicly available corpora using state-of-the-art models based on BERT. In particular,
after a general introduction to argumentation and argument mining, we described
some resources, data, and tools, that could be used to build an argument mining
system. Then, we presented a replicable and methodological approach to corpora
creation for claim identification and verification and described our experimental
set-up. Throughout our experiments we tried to answer four research questions.

Our first research question was whether non-domain experts can produce a reliable
argument corpus. We have investigated this question by creating two reliable argument
mining corpora which managed to reach a significant inter-annotator agreement and
efficient scores comparable to similar corpora. Given the difficulty in the creation
of argument mining datasets, the possibility of creating a reliable corpus that can
be used for various argument mining tasks could be a valuable asset in this NLP
field. Both the inter-annotator agreement and experimental results denote that we
managed to create useful and reliable argument mining corpora without using domain
experts.

Our second set of research questions concerned the benefit of more training data
and the performance of transformer models in various domain settings. To answer
these questions we compare the sensitivity and performance of various Transformer
BERT-based models. The results show that increasing the amount of data increases
the models’ results both in claim identification and verification tasks. Moreover,
these models seem to more sensitive in multi-domain corpora since they performed
significantly better when trained on domain-specific corpora. As shown in section 6.1,
after training a model on AbstRCT corpus it significantly performed better when
tested on a set from the same corpus.
The third research question was whether domain-specific pre-trained models

improve the results. Here we found, that SciBERT, a domain-specific pre-trained
BERT models outperforms BERT in identifying scientific claims, and an optimized
BERT model, RoBERTa, in the scientific claim verification task. These results
indicate that pre-trained models on science-specific vocabulary instead of general
domain words seem to perform better when using scientific publications. In both
tasks, SciBERT which is pre-trained on scientific corpora outperforms all the other
models. Especially in claim identification, the superiority of SciBERT is statistically
significant indicating that using this domain-specific pre-trained model significantly
improves the results.
Our final research question concerns the performance of SciBERT in a zero-shot

experiment checking whether the model generalized better with domain-specific
corpora or multi-domain corpora. The zero-shot experiments indicate that the
models decrease in performance compared to when using training and testing sets
from the same corpus. The results, however, are in most cases higher than 50%. In
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claim identification, SciBERT seems to generalize better when trained on SciArgs,
indicating that using a multi-domain corpus may help the model generalize better.
It also seems that the size of the test set affects the generalization of SciBERT.
There are some cases from the SDGs 7, 10, 12 where the performance is below 50%
and this could be explained by the small size of these test sets. Similarly, in claim
verification, the models do not generalize well in SciArgs2 probably due to its small
size compared to SciFact test set.

In conclusion, all of these experiments highlight how using different datasets and
pre-trained models on different domains affect the models’ performance. A final
outcome of this project would be that there is a need for more domain-specific
pre-trained models such as SciBERT. Moreover, it is also obvious that it appears
necessary to create large-scale reliable corpora for argument mining which could
enable models to perform and generalize better.

7.2 Future Work

Having indicated the importance of the domain and amount of the training corpora,
it would be useful to collect a larger amount of publications from Sustainable
Development Goals to achieve better results. We could also include data from other
SDGs apart from the ones used covering a wider range of topics. Additionally, it
seems that SciArgs2 is similar to the SciFact corpus, which needs more annotations
for achieving similar to SciFact results and enhancing this brand new scientific claim
verification task introduced by Wadden et al. (2020).

In future work, it would be also useful to investigate further one of the shortcomings
we encountered in the claim identification task, such as whether the structure of
an abstract and the position of claims affects the results. For instance, we could
use a pre-trained BERT model and add the possibility to the model to learn from
the structure of the abstract. Claim sentences are usually at the end of an abstract,
and this information could be useful to a model. Lastly, the investigation of the
relationship between various argument components could be also examined further
in future work, perhaps by adding argument relation prediction tasks apart from
argument component extractions.
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Appendix

A.1 Scientific Literature Datasets

In Table A.1.1, we summarize the main characteristics of the corpora we describe in
section 3.2. For every dataset, we mention the domain of the corpus, its size and the
annotated argument components (Claim, Evidence or both). If the corpus assigns
any sort of discrimination in any of the argument components, we record this on
the column Categorisation. Finally, the Relations column indicates if the dataset
includes the relations between the argument components.

Dataset Domain Size Components Categorisation Relations

Blake (2010) Biomedical 29 full-text papers Claim Functional role No
Alamri and Stevenson (2016) Biomedical 259 abstracts Claim Functional role No
Lauscher et al. (2018) Computer graphics 40 full-text papers Claim/Evidence Claim ownership Yes
Achakulvisut et al. (2019) Biomedical 1500 abstracts Claim No No
AbstRCT Mayer et al. (2020a) Biomedical 659 abstracts Claim/Evidence Claim ownership Yes
SciFact Wadden et al. (2020) Multi-domain 1409 claims Claim/Rationale No Yes

Table A.1.1: Datasets on scientific literature for argumentation mining.

A.2 Annotation Tool

All annotators should categorise the sentences in an abstract as Claim, Evidence, or
leave them without any annotation as non argumentative sentences (NULL).
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A.3 Example Annotations and Predictions

In the following tables we present examples of abstracts with their annotations from
SciArgs, and the predicted annotations using SciBERT. The columns Annotation
and Prediction refer to the categories assigned to each sentence by the annotator
and the SciBERT, respectively.

A.3.1 Claim Identification

For claim identification, we present three examples. The first example is used in
Figure 2.3 to better illustrate a claim/argument identification task. In this task a
model can be trained on a corpus split into sentences, and each sentence is labeled as
claim or evidence. Then given for example an abstract without any annotation, the
model should classify the sentences as claims, evidence or non-argumentative. We also
provide an example of a prediction that matches the annotation in Figure A.3.2 and
a wrong prediction in Figure A.3.3. In Figure A.3.3 the model seems to over-predict
sentences. The model labels sentences 5, 6 as evidence and 7, 8 as claims. However,
only sentences 6 and 8 are the correct ones according to the annotation.

Figure A.3.1: Zecca, A., Chiari, L. (2012). Lower bounds to future sea-level rise. Global and
Planetary Change, 98, 1-5.
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Figure A.3.2: : Onyido, J.A., Brambaifa, A.P. (2018). Girl-Child Marriage in the Nigerian
Society, Causes, Impacts and Mitigating Strategies. World Journal of social
sciences and humanities, 4, 104-110.

Figure A.3.3: Utzig, M. (2019). Sustainable food consumption in rural and urban areas in
Poland. Roczniki Naukowe Stowarzyszenia Ekonomistów Rolnictwa I Agrobiznesu,
21(4), 542–550.

A.3.2 Claim Verification

For the claim verification task we present three examples. The first example is used to
clarify the input-output for a claim verification system as described in Figure 2.5. A
claim verification system is trained on pairs of scientific claims and the corresponding
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abstracts annotated with sentences that verify the claim. Then, given a scientific
claim, the model should retrieve an abstract from the available abstracts provided
and the correct sentences of the abstract that verify the claim. We also add one
example with a correct prediction in Figure A.3.5 and one with a wrong prediction
in Figure A.3.6. In Figure A.3.6 we see that the model finds the correct claim, but
also predicts sentence 8 as claim.

Figure A.3.4: Emslie, C., Hunt, K., Macintyre, S. (2002). How similar are the smoking and
drinking habits of men and women in non-manual jobs?. European journal of
public health, 12(1), 22–28. https://doi.org/10.1093/eurpub/12.1.22
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Figure A.3.5: Probert, B. (2005). ’I Just Couldn’t Fit It In’: Gender and Unequal Outcomes in
Academic Careers. Gender, Work and Organization, 12, 50-72.

Figure A.3.6: Huenteler, J., Niebuhr, C., Schmidt, T. (2014). The Effect of Local and Global
Learning on the Cost of Renewable Energy in Developing Countries. Agricultural
Natural Resource Economics eJournal.
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