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Abstract

Artificial Intelligence assisted Canary Testing of Cloud
Native RAN in a mobile telecom system

Girish Shanmugam Sankara Velayutham

Recent advancement in cloud-native infrastructure has made most organizations to
transition from a traditional infrastructure of separate, static physical systems to cloud
environments running on virtualized resources. Undoubtedly telecommunication
industry will largely be benefitted from cloud-native infrastructure.  In the future,
network applications in Radio Access Network (RAN) will be built on cloud-native
principles denoted as CloudRAN. In CloudRAN, new versions of the network
applications that are integrated or deployed need to be validated before release.
Canary testing is a popular testing strategy where the new version is exposed to a
small subset of users initially. The performance of the new version is then monitored
and analyzed to test and decide the quality of the new version. Unlike 4G, the 5G
CloudRAN for the public mobile broadband may consist of hundreds of clusters and
thousands of different microservices. Traditional DevOps solutions cannot keep up
with 3Vs of big data i.e. the volume, velocity, and variety. Furthermore, performing
the analysis manually during canary testing is an exhausting process. In this thesis
work, the problem of automating the decision-making process in canary testing of
CloudRAN applications by monitoring and analyzing time-series metrics of existing
production version against new canary version using artificial intelligence methods is
addressed.
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1. Introduction

1.1 Problem Definition

Telecommunication systems have traditionally used, and are still predomi-

nantly using, a waterfall development approach [53] with emphasis on the

unit, subsystem, and end to end feature testing in vendor premises, followed

by extensive acceptance testing in customer labs and networks. However, the

ever and still increasing complexity of the mobile system and the need to

support customizations for different contexts, and the need for shorter time

to market for features and upgrades forces the industry to move beyond and

adopt cloud-native ways of working, as can be found in the Web industry do-

main, including DevOps in live mobile, private, or public systems [21]. In

the future, the network applications in Radio Access Network (RAN) will be

built on cloud-native principles and technologies like Kubernetes [2] and Istio

[1], and it is consequently denoted as CloudRAN. A CloudRAN for public

mobile broadband, may consist of hundreds of clusters, thousand of different

microservices. During busy hours, hundreds of thousands of pods may be run-

ning, executing both programmatic workloads and Artificial Intelligence (AI)

related workloads in a future large public mobile broadband system support-

ing 100 million subscribers. In such a complex system, there are substantial

chances for the system to fail. Trying to secure the quality with classic water-

fall testing is inherently hard. This is one of the major reasons to adopt and

adapt cloud-native ways of working, principles, and technologies in business

and mission-critical 5G and 5G systems.

In CloudRAN, new versions of the network applications need to be inte-

grated (Continuous Integration (CI)) or deployed (Continuous Deployment

(CD)) often. The latest version to be deployed in production must be tested to

know whether the new changes might affect the performance before releasing

it to the entire customer base. This could be seen as regression testing in tra-

ditional software testing. A further challenge here is that the software could

also be Machine Learning (ML) models for which it is really hard to write

test cases for regression testing. To achieve this a traditional regression testing

suite might not be enough. There are three testing phases in a CI/CD lifecycle

which is shown in Figure 1.1. Each phase has its own set of tests. The pro-

cess is moved to the next phase only if the results are successful in the current

phase. During the development stage, the aim is to check the functionality

of the code. The ability of the code to handle system load and scalability is

tested during the pre-production stage. During the production stage, the func-

tionalities of the code in live production scenarios are tested by monitoring the
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performance metrics like latency, load distribution, ability to work on different

datasets, availability, and security, etc.

Figure 1.1. Testing phases in a Continuous Integration and Continuous Delivery life-

cycle from pushing the code to making it available to all customers

There are several testing strategies used in the production stage to reduce the

risk and validate the new version. Canary testing is one such popular strategy

in which the updated version is made available only to a smaller subset of

users with the option to automatically roll back to the earlier stable version if

the updated version does not work as expected. During canary testing, certain

metrics from the versions need to be monitored and analyzed to decide whether

the updated version is good enough to continue to the next phase. Performing

this task manually is an exhausting process as there would be a lot of metrics

to keep track of. There is the need to design a canary judge that is capable of

monitoring and analyzing the performance of production and canary versions

and decide whether to promote the canary version to the next stage or rollback

to the previous version.

Figure 1.2. Canary Deployment and Canary Testing process

Figure 1.2 shows the canary testing process where the traffic to the canary

version is gradually increased based on the decision from the canary judge un-

til the canary version is released to the entire customer base. Along with the

decision, the canary judge should also be able to provide an uncertainty mea-

sure of its decision. Automating the decision-making process would help in
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saving a lot of time as well as assisting humans in understanding the behavior

of the system. In this thesis work, the problem of automating the decision-

making process in canary testing of CloudRAN application by monitoring and

analyzing time-series metrics of production and canary versions using artifi-

cial intelligence methods is addressed.

1.2 Contributions

The objective of this thesis is to design a basic prototype of a canary judge used

for canary testing in CloudRAN that analyses the performance of baseline

(current production) and canary (latest) version of a microservice from the

metrics and provide insights for deciding whether to deploy the latest version

or to discard and rollback to the previous version. The principal contributions

of this thesis are:

1. To study the testing strategies for CI/CD in the cloud and explore exist-

ing tools for automated canary testing in practise;

2. to study the different anomaly detection approaches for time series and

approach the problem as an anomaly detection problem by learning the

normal behavior from the existing production version and observe the

presence of anomalies in the new canary version;

3. to compare the forecasting performance of standard statistical models

and deep learning methods used in canary judge for anomaly detection

in time series;

4. to derive uncertainty measure or prediction interval from the canary

judge along with its predictions;

5. to evaluate and compare building one local model for every metric or a

global model for all metrics.

1.3 Scope and Limitations

The thesis work was carried out in Ericsson. This thesis was intended to serve

as an investigative proof of concept within Ericsson to explore the automa-

tion of canary testing in CI/CD pipelines in Ericsson’s CloudRAN systems.

However, in Ericsson’s production systems, the CloudRAN applications were

not deployed using the canary testing strategy when this thesis work was car-

ried out. Hence, for the experiments and model evaluation, only a limited

simulated dataset was available, which was obtained from few test runs. The

performance of models reported in this work is from a limited dataset of Er-

icsson’s systems and therefore does not reflect a realistic setting. Ideally for

the canary judge to achieve the best results, the model should be trained and

evaluated preferably on a long-lived production time series data observed from

multiple sources covering all possible scenarios. However, this work aspires
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to be an initial study of different approaches, evaluation processes and de-

scribe the possibilities, prospects, and expectations from the canary judge on

the AI framework, primarily data pipelines that the CloudRAN architecture

must support.

1.4 Ethics and Sustainability

The dataset used for this thesis work are metrics generated for the system.

User-level data is not directly used and personal data is not used for influencing

user behaviors. There are no risks of discrimination and user privacy intrusion

by the solution in this work. The data is only used for predicting anomalies

and forecasting future values of the metrics. The algorithms and the tools used

in this thesis are open sources and publicly available. The lack of sufficient

and diverse data is mentioned as part of the scope and limitations of this thesis

work. The model evaluation criteria include also considering overall AI/ML

performance/life cycle production cost ratio, the cost taking resources need

for data collection and ML Model processing into account, the optimal being

minimizing production cost, and thus, as an initial step, the environmental

impacts.

1.5 Outline

The rest of the report is organized as follows. Chapter 2 provides a back-

ground of Cloud-native RAN, the different components of CloudRAN, the

existing testing strategies for CI/CD in Cloud, and automated canary testing

platforms. An overview of time series data, anomaly detection, and the differ-

ent approaches for time series anomaly detection are described in Chapter 3.

In Chapter 4, the works that are related to this thesis work are listed. The stan-

dard statistical and deep learning models for time series forecasting in canary

judge, evaluation of these algorithms, their results, and the dataset in which

they are evaluated are discussed in Chapter 5. In Chapter 6, the approaches

for estimating the prediction interval are explained. The process of monitoring

anomalies and decision making in the canary judge using prediction intervals

are explained in Chapter 7. A review of the results, merits, and shortcomings

of each model, and other factors to be considered while choosing the suitable

model for production are discussed in Chapter 8. Finally, the conclusions and

the details about the future works are provided in Chapter 9.
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2. Background

This chapter provides background about two prominent keywords in the the-

sis: CloudRAN and Canary Testing. CloudRAN is the environment where the

canary judge is going to be deployed and canary testing is the process executed

in CloudRAN which is going to be automated by the canary judge. Therefore,

this chapter provides information about what is being automated and where the

process is taking place. Section 2.1 explains how a public mobile broadband

system works, which unit of the system is selected for testing in this thesis, an

overview of CloudRAN and how it differs from traditional RAN, the different

components in CloudRAN, and the position of canary judge in CloudRAN.

An overview of canary testing along with the other testing strategies that we

widely used for CI/CD in software developments are discussed in Section 2.2.

The existing automated canary testing tools or platforms for Cloud microser-

vices are reviewed in Section 2.3. Sections 2.2 and 2.3 deals with the first

contribution of this thesis mentioned in Section 1.2.

2.1 Cloud Native RAN

The 3rd Generation Partnership Project (3GPP) is an organization that devel-

ops protocols for mobile telecommunications. RAN is one of four domains in

a 3GPP telecommunication system; RAN, Core Network, Operations Support

System, and Business Support System. 5G RAN requires more automation,

flexibility, faster time to market, managing complex networks, and better cus-

tomer experience. Cloud technology provides an alternate way for RAN de-

ployment because of its automation and virtualization capabilities. Traditional

RAN is driven by a purpose-built baseband unit that runs dedicated software

that powers the antenna which is connected to the mobile phones. Cloud RAN

realizes RAN services as a virtualized software deployed in a Commercial Off

The Shelf (COTS) hardware following the Cloud-native principles, unlike a

traditional RAN system that uses purpose-built network nodes. Connectiv-

ity, when we watch an internet-powered application, is shown in Figure 2.1.

The traffic flows between the user equipment to the nearest antenna(s) to the

5G network, via RAN and Core Network, to the Internet, and finally to the

application server. The cloud-native RAN has several traffic processing appli-

cations like Distributed Unit (DU) which handles the radio link and Central

Unit (CU). The CU has two parts; a control plane entity (CU-CP) which con-

trols Quality of service (QoS), Mobility, etc, and a user plane entity (CU-UP)
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which processes internet protocol packets to and from the DU and Core Net-

work. The CU-UP typically handles GigaBytes per second (Gbps) of traffic

and shall support inherent latency in order or fractions of milliseconds. For

example, it is responsible for scheduling downstream traffic according to QoS

policies and provides a control flow such that the DU internal buffers do not

overflow. CU and DU used to be deployed as baseband in RAN architecture

are the two things that will be virtualized in CloudRAN.

Figure 2.1. A public mobile broadband system

In a way, Cloud RAN separates the hardware and software allowing inde-

pendent individual innovation in both of them. There are few strong reasons

for moving to the cloud now. The communication service providers have al-

ready started deploying their Operations Support System and Core Networks

in a virtualized manner. Also, there is an evolution in Cloud containerization

and deployments like Kubernetes. The COTS hardware and accelerators are

also being capable of handling high-performance 5G computing cases. Erics-

son’s Cloud RAN has four components [16] which are explained below.

1. Hardware Accelerators

RAN system is deployed in typical hardware used in data centers like x86

processors. Though these processors possess huge computation power, they

are not sufficient to handle all 5G RAN services and latency tolerance espe-

cially in centralized units where the servers are configured based on workload,

processing, and latency demands. As the hardware runs cloud infrastructure

software, container services as well as RAN services, it requires the support

of hardware accelerators like NVIDIA’s Graphical Processing Unit (GPU) or

Intel’s FlexRAN to drive the antennas.

2. Cloud Native Architecture

It is not possible to utilize the full potential of RAN software services by sim-

ply porting them from the existing baseband to the COTS hardware. The RAN

services software must be refactored to cloud-native concepts using microser-

vices. The first step is to containerize certain RAN services and deploy them
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as microservices in COTS generic compute platforms and Cloud technologies

like Kubernetes. This type of deployment allows flexibility and scaling of

servers based on traffic. Instead of a big monolithic release, the cloud-native

architecture allows the incremental deployment of the new version of the RAN

microservices. This facilitates continuous integration and continuous delivery

(CI/CD) workflows for Cloud RAN which we will discuss in the next section.

3. Network Management and Orchestration

For the purpose-built systems in traditional RAN systems, there will be a dedi-

cated network management functionality that performs fault management, per-

formance management, configuration, and security management. O-RAN Al-

liance, a worldwide community that was founded to reshape the RAN industry

towards more intelligent, open, virtualized, and fully interoperable mobile net-

works. O-RAN forum introduced new system management and orchestration

layer which performs all the operations of the network management system

along with the orchestration and lifecycle management of microservices in

Cloud RAN. This layer also has interfaces to support network automation and

RAN intelligence controller.

4. RAN Programmability

The RAN Intelligent Controller (RIC) enables the RAN programmability fea-

ture in Cloud RAN. There are two types of RIC based on how frequently it

interacts with the RAN system. The non-Real Time RIC (Non-RT RIC) in-

teracts with the RAN on a second basis and it is placed in the management

system so that it has access to external data like core network, edge network,

and other sources. Based on these data, it can suggest policies for the central-

ized unit. The near-RealTime RIC (Near-RT RIC) interacts in a millisecond

time frame, hence it sits within the centralized unit and acts based on the avail-

able information within the RAN domain.

As the Cloud RAN leverages cloud principles and web-scale paradigms it

allows Network Automation and RIC to enable big data and AI-driven in-

novations in RAN. Migration to Cloud RAN provides the ability to gather

multi-domain data and use artificial intelligence algorithms to derive insights,

automate decision-making processes, improve performance, and hence open-

ing up monetization opportunities. For the canary judge which is an AI-driven

Canary Testing solution, this means that it can be deployed either in Non-RT

RIC or Near-RT RIC or a combination of both. Currently, the Near-RT RIC

however lacks access to some data sources such as Kubernetes Pod statistics,

which is why the Non-RT RIC would look like a preferred embodiment for

the canary judge. The placement of the canary judge however also depends on

many other factors, such as available compute, storage, and network servers.

A more detailed analysis of this is of course essential in setting a CloudRAN

architecture but out-of-scope of the thesis.
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In this thesis, canary testing is done on packet processing applications present

in the user plane of the Cloud RAN which can be seen from Figure 2.1. The

canary judge which handles the automation of this canary testing is placed is

the Non-RT RIC component of the CloudRAN. In the next section, we will

discuss the possible testing strategies during CI/CD of packet processing ap-

plication deployed in the cloud, explain what canary testing is, and the reason

for choosing it.

2.2 Testing Strategies for CI/CD in Cloud

New versions of the packet processing applications need to be integrated (CI)

or deployed (CD) frequently in CloudRAN. Managing the lifecycle of CI/CD

operations has different phases like pre-production, deployment, release and

post release which is shown in Figure 1.1. Lots of tests need to be done in

each phase and the results need to be analyzed to decide on whether the new

version is good enough to proceed to the next phase. Automating this decision-

making process by monitoring and analyzing the metrics, saves a lot of time

as this process must be carried out frequently. Artificial Intelligence(AI) for

IT Operations(Ops) (AIOps) is an emerging field that focuses on enhancing IT

operations using Artificial Intelligence. The thesis also focuses on automat-

ing canary testing of the application being deployed in Cloud which is an IT

operation automation using artificial intelligence.

The new version to be deployed in production must be tested before it is

released to all users. In case of a software component being deployed, we

need to make sure that the new version performs as expected without any

issues. There are several testing strategies used in CI/CD to reduce the risk

and validate the new version which are introduced below.

2.2.1 Shadow Testing

In Shadow testing, the new version is deployed alongside the existing version

in production. The traffic to the production version are copied and redirected

to the new version as well. The performance of both the version are compared

and decided whether the new version could be replaced the current version.

This type of deployment is also called as Shadow Mode or Dark Launch. The

main advantage of shadow testing is that it has no impact on the users as the

new version is not released until all conditions are satisfied. Furthermore, the

decision is more reliable as the metrics used for analysis are from live pro-

duction traffic. There are some challenges on using this method. To setup the

new version similar to production version would be expensive as it requires

double the resources. Shadow version needs to be deployed in same infras-

tructure as the production version for fair testing results. If it is deployed in a

different infrastructure, the metrics and data need to be redirected which might
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be an additional overhead. This method is usually not preferred for non-ML

software as it has side effects like multiple payments being done for single

transaction (once in actual version and other in shadow mode).

2.2.2 Canary Testing

Canary testing is a testing strategy in which the new version is made available

only to a smaller subset of users. If the new version does not work as expected

with a smaller set of users, then it provides the option to automatically roll

back to the previous stable version. Canary testing ensures zero downtime,

faster rollback to previous stable version and it is more convenient for error

rate and performance monitoring. However, a small subset of users is still

exposed to the risk of receiving the untested new version. Hence there is a

risk of affecting the customer to a small extent. To test ML software with this

strategy might be a little risky. Also, the models might be tested on different

data which cannot give fair results while comparing both the models. There is

also a need to observe and monitor efficiently which also leads to slow rollout.

This monitoring is either done manually or with rule-based approaches in most

cases. Therefore, there is a need to design a canary judge that automates this

process of monitoring and analysis to accelerate the rollout process and scale

down manual work.

2.2.3 A/B Testing

A/B testing is similar to canary testing but the subset of users for testing are

selected based on certain conditions. Choosing the right set of users and redi-

recting traffic to those selected users requires complex configurations. Multi-

armed bandit testing is a type of A/B testing, that uses ML algorithms to ex-

tract information from data collected during the tests. Based on the informa-

tion, the algorithm dynamically increases the traffic to the better performing

model and reduces the traffic to models that do not perform well. It is an

example for classic reinforcement learning problem that has both the explo-

ration and exploitation phase. In the exploitation phase, the objective is to get

the best payoff from the current model. In the exploration phase, the objec-

tive is to get more information about expected payoffs of the other models. In

multi-armed bandit testing, developing an algorithm that balances the explo-

ration and exploitation phase might be a challenging task.

The summary of the testing strategies listed in Table 2.1[18] shows that

there is no single strategy that is best suited for all possible use cases and

scenarios. Choosing the right strategy depends on various factors like type

of component (ML or non-ML), budget, complexity of setup, impact on end

users. A CloudRAN system may apply all of the above approaches but for
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our problem, canary testing seems to be the better testing strategy, partly due

to the benefit of less impact on end-users and avoiding complex setups. In

the next section, we explore the existing tools and platforms in practise for

automated canary testing in cloud services.

Attributes Shadow Testing Canary Testing A/B Testing

Cost High Low Low

Rollback Duration Low Low Low

Negative impact on user Low Low Low

Complexity of setup High Medium High

Table 2.1. Summary of the testing strategies for CI/CD in Cloud

2.3 Automated Canary Testing Platforms

2.3.1 Deploying using Spinnaker

Google and Netflix launched an open-source tool for automated canary anal-

ysis called Spinnaker1 and Kayenta2. Spinnaker is a tool that enables canary

deployment and Kayenta is a tool for canary validation that can be used as a

canary judge. In this section, we explain how spinnaker as a tool can provide

the platform for canary testing and manages the lifecycle of canary deploy-

ments.

Figure 2.2. Deployment using Spinnaker

Spinnaker is a continuous delivery platform that handles the lifecycle of the

baseline clusters and canary clusters as shown in Figure 2.2. Spinnaker can be

used along with Kubernetes. In addition to the production cluster, the current

version is deployed in a baseline cluster and the new version under inspection

is deployed in a canary cluster. In order to avoid the chances of unfair results

1https://spinnaker.io/
2https://github.com/spinnaker/kayenta
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when comparing the new version with the long-serving current version in pro-

duction, a baseline version is used for comparison. Traffic is split between the

version where the version in production handles most requests, few requests

are diverted to the baseline and canary cluster as shown in Figure 2.2. The per-

formance of the canary version is then tested based on some key metrics and

compared with the performance of the baseline version. If the performance

of the canary version is not good as expected, then it is aborted, and all the

requests are sent only to the baseline version in production to minimize the

impact of the new canary version.

2.3.2 Validating using Kayenta

Kayenta is a platform provided by Spinnaker which helps in automated ca-

nary testing. Considering the performance and metrics of the new version on

the new live dataset during canary testing is one way to validate, whether the

new version could be deployed in production. Using Spinnaker, it is possi-

ble to deploy a canary version and get the metrics for baseline and canary

versions. Going through all the metrics and deciding whether to deploy the

new version might take a long time. It would be easier to write a script for

this as this might have to be performed multiple times. Kayenta is one such

automated canary analysis platform, tightly integrated with Spinnaker which

handles metric retrieval and judgment of the new version. Kayenta could also

run without Spinnaker having Redis as its only dependency. If a development

pipeline is already in place, Kayenta could be integrated as a canary analysis

tool into the pipeline without the need to install Spinnaker. Using Kayenta, it

is possible to get the metrics of the versions for judgment. Prometheus [71],

Stackdriver [59], Datadog3, and Netflix’s Atlas4 are some of the metric sources

that Kayenta supports.

If Spinnaker is not used, then the deployment of baseline and canary version

should be done in such a way that the baseline and canary version are deployed

simultaneously in different server groups and made sure that both the version

receive the same amount of traffic so that the metrics need not be converted

from counts to rates. Spinnaker by default creates this setup which is shown

in Figure 2.2. But Spinnaker does not support complex configurations in the

routing part like customizing the amount of traffic and choosing the traffic

being sent to baseline and canary versions. To implement advanced traffic

routing policies, Istio5 is used. The metrics collected from the baseline and

canary versions could be preprocessed before sending them to the judge to

decide.

3https://www.datadoghq.com/
4https://netflix.github.io/atlas-docs/overview/
5https://istio.io/
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Figure 2.3. Kayenta as Canary Judge

The complete workflow in Kayenta is shown in Figure 2.3. Kayenta offers

some preprocessing by default but it also possible to add new preprocessing

functions. The judge that decides whether the canary version has passed could

be configured. Currently, Kayenta has only one judge which is configurable

and a custom judge (metrics classifier) can be defined in Scala. To configure

how each metric should be interpreted in the judge the canary analysis object

can be used. The metrics used in the canary analysis are also configurable.

A list of each metrics group along with its corresponding custom weights can

be specified. Kayenta also provides support for handling critical metrics and

outliers in the metrics.

For canary deployment, Ericsson already has its own internal CI/CD orches-

tration platform. In the case of canary testing packet processing application in

CloudRAN, telecommunication data is the primary data source for analysis.

Kayenta only supports certain open-source monitoring systems. Also, inte-

grating Kayenta with the existing orchestration platform takes a lot of effort.

Though every stage in Kayenta can be customized, if we have to customize

every step, it is better to create an own solution. Hence, we decided to build

an in-house custom canary judge that could be developed in any programming

language that complements the existing platform. In this thesis, the focus is

on developing an AI-based model to be used in the data analysis part of the

canary judge to make the judgment.
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3. Time Series Anomaly Detection
Approaches

The telecommunication data that is monitored and used in canary judge for

analysis and judgment would be in time-series format. A brief overview of

time series data and its attributes, in general, are explained in Section 3.1 of

this chapter. For making the decision in canary judge, we approach this prob-

lem as an anomaly detection problem that is to check if the canary version

has anomalies by comparing it to the behavior of the production version. The

presence of anomalies indicates that the canary version is different from the

production version and this can be used for making the decision. In Section

3.2, anomaly detection and its types are introduced. Furthermore, the different

approaches for anomaly detection in time series are discussed in the final parts

of the chapter. This chapter deals with the second contribution of this thesis

mentioned in Section 1.2.

3.1 Time Series

Time series is a sequence of data along with the timestamp as the index. The

sequence of data could be both equally or unequally spaced. The data being

collected and used for this work has timestamps as its index so the models

are built on the time-series dataset. Stationarity and Seasonality are two main

attributes to be taken into consideration for time series modeling. Seasonality

is when there is a component that changes and repeats over time. This can be

seen as periodic fluctuations in data. On the other hand, if there is a component

that changes and does not repeat then it is called as trend. A time series is

considered to be stationary if the statistical properties of the data do not change

over time and there is no seasonality. Being stationary means that the data can

change but the way in which the data changes over time is going to be the

same. Mean, variance and co-variance are the statistical properties usually

considered to detect stationarity.

Another factor that plays an important role in time series modeling is the

nature of input data which could be either univariate or multivariate. In uni-

variate time series, there will be one time dependent variable which means

only one variable changes over time. For example, a time series of single

scalar temperature observations recorded sequentially over a time interval of

one hour. A multivariate time series data has more than one time-dependent
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variable. Each variable depends on its past values and might have some depen-

dency on other variables. Capturing these dependencies in the model could be

used while forecasting future values.

3.2 Anomaly Detection

In theory, there are different definitions for anomaly detection. Anomaly de-

tection refers to the process of identifying abnormal observations that do not

correspond to expected patterns or events. Anomaly detection is a technique

for finding an unusual point or pattern in a given set [54]. The term anomaly is

also referred to as an outlier. Anomaly detection (or outlier detection or nov-

elty detection) is the research area that studies the detection of such anomalous

observations through methods, models, and algorithms based on data. If we

have a dataset that contains only good data and we try to determine whether

the new observations fit within the existing data it is called novelty detection.

If we have a dataset that has both normal data and anomalies and we try to

identify the anomaly in new observations it is called anomaly detection.

There are different anomalies in practice. If the individual data point is

completely different from the overall dataset then it is called a point anomaly

or a global outlier. If the values of a subset of data points differ from the overall

dataset it is called a collective anomaly. Individually each data point might not

be considered as an anomaly but when considered as a group it could be an

anomaly. If the data point is different from the dataset in the same context it is

called contextual anomaly or conditional anomaly. The same value might not

be considered as an anomaly in another different context and is very common

in time series and spatial data. Adding a contextual attribute to point anomaly

and collective anomaly can extend them to point contextual and collective

contextual anomalies. The different approaches for anomaly detection in time

series are described in the rest of the section below.

Statistical approach

The statistical approach is an unsupervised approach which does not require

the labelling of anomalies. This works based on the assumption that if the new

data follows the same distribution as the historical data, then most probably

they are similar. Finding the summary of the data like the mean, variance,

standard deviation, and comparing it might tell us roughly if they both are

similar. Another method is to get the distribution of the datasets and compare

them for similarity. In this approach, statistical properties like the mean and

variance of the historical data are calculated. Using the standard deviation,

the lower bound and upper bound of the normal behavior are decided. If the

new observation falls beyond this boundary, it is flagged as an anomaly. In

our case, if the observations in the canary version deviate from the statistical

properties of the production version, then the canary judge can decide that the
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canary is different and make the decision to roll back to the previous stable

version. This can be used as a baseline approach as it is fast and provides a

controlled and explainable outcome. However, there are some challenges in

using this approach for time series data. The statistical properties of a time

series are not constant. Hence a rolling window needs to be used to calculate

the properties over a time period. Also, the threshold or boundary for deciding

anomalies might change over time. This approach cannot distinguish noise

from the anomaly and may fail to detect local outliers.

Distance based approach

Clustering is a classic example of a distance-based approach and it is also an

unsupervised technique. This works based on the assumptions that the anoma-

lies do not belong to any clusters or have their own clusters. The normal data

lie close to the cluster’s centroid and the distance of an observation from the

centroid represents the anomaly score. This approach works efficiently when

the nature of the data changes and the points which were being considered as

anomalies has become the new normal. It will automatically detect this new

normal by forming a cluster for them and avoid them from being flagged as

anomalies. Most clustering algorithms expects the user to define the number

of clusters. Algorithms like density-based spatial clustering of applications

with noise [17] will dynamically estimate the number of clusters with only

two input parameters: the minimum number of points in a cluster and the dis-

tance between the clusters. Some of the other algorithms in distance-based

approaches are k-nearest neighbors [19], Local Outlier Factor [9] and Gaus-

sian Mixture Models [56]. There are a few challenges in using this approach.

If an anomaly keeps on repeating in a time frame, then there is a possibility that

a cluster might be formed with more data points in it and it will be considered

normal. Choosing the distance measure is not straightforward, the training

phase is computationally expensive and it is intended for finding clusters and

not anomalies in particular.

Tree based approach

The tree-based approach is an unsupervised technique that works based on the

assumption that anomalies will diverge from normal data and will take a dif-

ferent path in the tree. The path from the root to the leaf node for an anomaly

is expected to be shorter than that of the normal data. The commonly used

tree-based approach for anomaly detection is Isolation Forest [41]. Isolation

Forest chooses random features, makes random splits in those features until all

the data points are assigned to a split. The final tree is obtained by averaging

several trees which are created by carrying out this process many times. How-

ever, it is not able to work with multivariate time series, and choosing the right

set of hyperparameters to get a good split is still a challenge. Extended Isola-

tion forest [25] is an extension of Isolation forest with a difference in splitting

process.
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Dimensionality reduction approach

This is a semi-supervised approach where the model is trained to learn the

normal behavior from the normal data. Since we only need the labels for nor-

mal behavior, this is a semi-supervised technique. This approach works on

the assumption that when anomalies behave differently when passed through

a model trained on normal observations. In the first phase, the data is de-

composed into a smaller dimension. In the next phase, then data is recon-

structed from the decomposed version. Based on the reconstruction measure,

the anomaly is decided. A high reconstruction error means the model is not

able to reconstruct a sample and therefore the sample might be an anomaly.

Principal Component Analysis [52] and Autoencoders [38] are the most com-

monly used algorithms for this approach.

Forecasting based prediction interval approach

This approach is a semi-supervised technique where a prediction model is

built on the historical data to estimate and get a sense of the overall common

trend, seasonal or cyclic pattern of the normal time-series data. This predic-

tion model is used to forecast future values for new observations along with

the prediction interval. Any observation that is falling beyond the interval is an

anomaly. This approach works on the assumption that the predictions from the

forecasting model are the expected normal behavior as the forecasting model

has been trained only on normal data. If the actual observation deviates from

expected behavior, then the observation is considered an anomaly. The local

outliers can be captured using this approach, unlike the statistical approach.

Some of the challenges in this approach are to calculate the prediction interval

and to build a good forecasting model as this approach heavily depends on the

efficiency of the predictive model.

In this thesis, the focus is on using forecasting based prediction interval ap-

proach in the canary judge as it seems to be a perfect fit for our use case after

considering its advantages and disadvantages. The production version is going

to act as the normal data and no additional effort is required to collect the nor-

mal data for this semi-supervised approach. A forecasting model is learned on

the production version and made to forecast for the canary version along with

prediction intervals. If the data in the canary version is not within the predic-

tion interval, then the canary judge will declare thumbs down. The prediction

intervals can be configured based on the knowledge from domain experts. The

choice of the algorithm in the predictive model, their evaluation, obtaining pre-

diction intervals, and detecting anomalies on the packet processing time-series

dataset for canary testing in CloudRAN are explained in upcoming chapters.
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4. Related Work

Before getting into the canary judge algorithm, the relevant literature is re-

viewed in this chapter. The surveys and studies on anomaly detection, in gen-

eral, are listed in Section 4.1. A more specific anomaly detection applied in the

cloud services domain relevant to our problem environment is listed in Section

4.2. The state-of-the-art methods for anomaly detection in time-series data are

listed in Section 4.3.

4.1 Anomaly Detection

The problem of detecting anomalies is very popular and has a long history

[24]. Hence there are a lot of solutions, reviews and survey literature available

for anomaly detection in general [12] [72]. There are also surveys conducted

for anomaly detection using data mining techniques [4], statistical approaches

[45] and neural network based methods [45]. Recently more focus has been on

using deep learning methods for anomaly detection [11] [50]. An empirical

assessment of the existing methods for anomaly detection in general is re-

viewed in [58] and an unifying view between classical shallow approach and

recent deep approaches have been identified. Traditional shallow approaches

include anomaly detection using principal component analysis [32], support

vector machines [65], distance based algorithms [37] and kernel density es-

timators [51]. The deep learning methods include dimensionality reduction

approaches [23], generative models [64] [14] and one class classification [60].

4.2 Anomaly detection in Cloud services

AIOps covers several macro areas like failure prediction, root cause analysis

[75] and resource management which includes scheduling, workload predic-

tion, and power management. AIOps could be seen as an intersection of data

science, data engineering, and IT operations. Recently a workshop on AIOps

was conducted for the community of academic researchers and industry ex-

perts working in AIOps to present and share their experiences and works. One

of the most common problems addressed in the papers was anomaly detec-

tion, a similar problem to this work where the goal is to find whether the new

observation is similar to the standard behavior of the system.
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A deep distributional method for time series was proposed by [6] where the

data is aggregated for a fixed time-frequency and builds a predictive model on

probability distributions of time series instead of real values. The predictive

model is autoregressive Long Short-Term Memory (LSTM) network [61]. The

primary application of this method is monitoring the health of microservices

and cloud resources. SLMAD algorithm is a lightweight automated approach

to detect anomalies in real-time [67]. It uses a statistical approach instead of

neural networks or deep learning-based methods as they are complex and time-

consuming to train. This approach focuses on reducing time complexity and

efficient use of resources. The reason being the model needs to be lightweight

and should not take more computing resources if it needs to be deployed in the

production node along with other applications. TELESTO is a graph neural

network for anomaly classification that models multivariate time series data as

attributed graph [63]. For the experiments, anomalies of five types were man-

ually injected in an OpenStack environment with a 21 node cluster. The tem-

poral information in the time series might get lost when time series is modeled

using graphs and graph methods are inferior to sequence models like LSTM or

Gated Recurrent Units. Data mining was also used to synthesize monitoring

rules by analyzing event streams for runtime verification in a cloud comput-

ing platform [13]. Precog is a novel machine learning-based algorithm that

focuses on the detection of memory leak patterns and any deviation from the

normal patterns are termed anomalies. This algorithm is used for memory leak

detection in a cloud infrastructure where there is a lack of information about

the underlying code of internal application [35].

There are other works that uses textual data like the logs for anomaly de-

tection in cloud infrastructures [42] [49] [15]. Both numerical time series data

and textual logs data can be combined and used for anomaly detection in dis-

tributed systems. Multi-modal methods proved to perform better than single

modality methods in certain cases [7].

4.3 Anomaly detection for Time series

Some studies compare statistical, machine learning and deep learning ap-

proaches for anomaly detection exclusively on time series data [8] [69]. Deep

learning methods like Convolutional Neural networks (CNN) [48], autoen-

coder variants like Variational Autoencoders using reconstruction probability

[5][76] and sequence models are the most popular approaches for anomaly

detection in time series. Some methods use both CNN and Recurrent Neural

Networks (RNN) architecture to deal with anomaly detection in multi-time se-

ries systems [10]. The current state-of-the-art anomaly detection methods for

time series data mostly use the forecasting-based approach. A Robust Time

series Anomaly Detection framework, RobustTAD, proposed by the Alibaba

group is a framework that integrates decomposition of time series and CNN
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[22]. A novel algorithm based on Spectral Residual and CNN was proposed by

Microsoft [55]. Prophet, an open-source forecasting tool by Facebook, uses

an additive regression model for forecasting along with uncertainty intervals

[70]. DeepAR is a forecasting method based on auto-regressive recurrent neu-

ral networks that estimate the probability distribution of time series was pro-

posed by Amazon [61]. Twitter proposed a lightweight statistical algorithm

called Seasonal Hybrid - Extreme Studentized Deviate (SH-ESD), that uses

modified Seasonal and Trend decomposition using Loess and applies ESD to

detect anomalies [29]. For this thesis work, a novel architecture that uses au-

toencoder for feature extraction and recurrent neural networks for forecasting

heterogeneous time series data proposed by Uber is used [40].
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5. Forecasting Model

The in-house custom canary judge for automating canary testing is designed

based on a forecasting-based prediction interval approach as mentioned in Sec-

tion 3.2. The complete workflow of the canary judge is shown in Figure 5.1. In

this chapter, the forecasting model trained on historical time series data of the

baseline version is explained. The prediction intervals for these forecasts are

obtained using approaches mentioned in Chapter 6. Based on the predictions

and prediction intervals, the anomalies are monitored and the decision is made

by the canary judge. More details on monitoring and making the decision are

explained with examples from the experiments on telecommunication dataset

in Chapter 7.

Figure 5.1. Canary Judge workflow

For the time series forecasting model, any forecasting algorithm can be

used. In this thesis, we are interested in comparing classical time series fore-

casting algorithms against the deep learning models. Auto-Regressive Inte-

grated Moving Average (ARIMA) which is a classical statistical time series

analysis and forecasting algorithm is explained in Section 5.1. In Section 5.2,

a most commonly used deep learning method for time series and sequence

modeling called LSTM is explained. Finally, a novel algorithm using autoen-

coder for feature extraction and LSTM for forecasting proposed by Uber [40]

is explained in Section 5.3. These three algorithms are evaluated on the packet

processing dataset mentioned in Section 5.4 by running experiments explained

in Section 5.5 to identify which algorithm best suits the canary judge.

5.1 ARIMA Model

ARIMA model is a classical time series model used to forecast future value

based only on the past values of the time series. In a time series with n time

steps, let at be the value at a particular time step t. ARIMA has three com-

ponents: Auto Regressive (AR), Integration (I) and Moving Average (MA).

An Auto-Regressive (AR) model is a self-regressive model that uses only the
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past values of the time series for forecasting. For an AR(p) model, the value

at a time step t depends on values that are p time steps apart. For example, in

AR(1) model, the values at time step t depends only on values at previous time

step t �1. This is also called as first-order AR process. The order p of the AR

model can be interpreted as lags in time series. The AR(p) model is given by

the equation

at = c+φ1at�1 +φ2at�2 + ...+φpat�p + εt (5.1)

where φ1,φ2, ...,φp are parameters of the model, at�1,at�2, ...,at�p are the

past lagged input time series values and εt is the white noise at time interval t.

In Moving Average (MA) process, instead of the actual values, the error rate

in the previous time steps are used in making better forecast for the current

timestep. The order q of the MA model is also the lags in time series similar

to AR model. The equation for MA(q) model is given by

at = µ +θ1εt�1 +θ2εt�2 + ...+θqεt�q (5.2)

where µ is the mean value of the time series, θ1,θ2, ...,θq are parameters

of the model, and εt�1,εt�2, ...,εt�q are the white noise error rate of past time

steps. Since the average of the time series µ is being moved by the error

rates, this is called the moving averages process. The average will however be

centered around the mean of the time series.

The times series must be stationary as explained in Section 3.1, to build an

AR or MA model for forecasting. ARIMA does not have this requirement of

the time series to be stationary as it has techniques to handle non stationary

time series data. Instead of predicting the actual time series, ARIMA predicts

the differences between the timestamps in the time series. The actual time

series is transformed into a new time series where every value zt in the new

time series is the difference between the value in the next time step at+1 and

the current time step at . This transformation makes the time series become

stationary. Taking the difference between one time step to the next time step

in a linear function would be a constant value. Assuming there is a linear trend

in the actual time series, taking the difference between two time steps should

oscillate around a constant value (mean) which is one of the qualifications

for stationarity. This also makes the ARIMA model effective when there is a

linear trend in the time series.

There are three parameters for ARIMA model: the order of the AR model

(p), the order of the MA model (q) and (d) is the order of the integrated com-

ponent which is the number of transformations or differences required to attain

stationarity. The equation for a simple ARIMA model with the order 1 for all

the parameters (p,d,q) is

zt = φ1zt�1 +θ1εt�1 + εt (5.3)
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where zt being a function of zt�1 covers the Auto Regressive component

of the model, (θ1εt�1) is the Moving Average component and (εt) is the error

in the current time step. Transforming the actual time series into zt by differ-

encing is the Integrated component in the ARIMA model. Once the ARIMA

model is fitted and al being the last known value in the actual time series, to

get the predictions ak at a time step k could be calculated using the equation

ak =
k�l

∑
i=1

zk�i +al (5.4)

5.2 LSTM Model

According to Arthur Samuel, machine learning is defined as the ability to learn

without being explicitly programmed [62]. Deep learning is a subset of ma-

chine learning that can learn from data, identify patterns and make a decision

with a minimal human intervention using neural networks. Deep learning can

work on raw data and extract suitable underlying features for learning whereas,

in machine learning, the feature engineering process is mostly done manually.

For example, in our case, a deep learning model would learn the historical pat-

tern of the baseline version from the time series data by extracting underlying

features. From the learnings, the model would be able to forecast the future

for a given input. Deep learning is widely used for classification, regression,

clustering, dimensionality reduction, reinforcement learning, and anomaly de-

tection problems. Deep learning has become popular in recent times due to the

availability of large data, high computation power, and open-source software

and toolboxes.

The basic building block of deep learning is the artificial neuron. The first

artificial neuron was proposed by Warren McCulloch and Walter Pitts in 1943

which operated on binary inputs and outputs [46]. In 1949, Donald Webb pro-

posed that if two nodes are active simultaneously, then reinforce the connec-

tion between them [26]. Based on these two concepts, Frank Rosenblatt de-

veloped the perceptron [57] which is shown in Figure 5.2. This single-layered

perceptron can be trained to learn the weights for the inputs. The weighted

inputs are summed and an activation function is used to get the outputs. An

artificial neural network is a collection of these artificial neurons where the

information is stored in the connections and tries to mimic the human brain.

Mostly artificial neural networks deal with data that does not have a notion of

sequence or a time component and assume that input and output are from a

fixed time step. But with time-series data, the sequential information and the

time component are key factors while modeling. The issue with the regular

neural networks is the lack of memory about the past data which is critical

while working with sequential data. Modifying the neurons in the neural net-
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work by adding a feedback loop to handle sequential data could potentially

solve this problem.

RNN links the computation of the neural networks at different time steps

to each other by introducing a cell state or internal memory in the neurons

which are passed on between time steps as shown in Figure 5.3. RNNs are

well suited for problems that have sequential data like audio which consists of

a sequence of sound waves, a text which is a sequence of words or characters,

stock market data, genome data, and time-series data. The output of the RNN

yt , at a timestamp t, is based on the input at the current time step xt , as well as

the prior learning from the previous time steps ht�1 which can be defined by a

recurrence relation

yt = f (xt ,ht�1) (5.5)

At every time step, the cell state h is updated with the recurrence relation

ht = fW (xt ,ht�1) (5.6)

where the relation is a function parameterized by a set of weights W which is

learned during each iteration while training the neural network. For a given

input sequence, the same set of weights are used at every time step. In the

forward pass, the loss is computed for the output in every time step and the

overall loss is given by the sum of all losses. The loss value calculates the

cost incurred from incorrect predictions. In a way, the loss is used to inform

the model when it makes wrong predictions and how much does it differ from

actual values. so that the model can learn to adjust itself to make better pre-

dictions in the next iteration. The input to a loss function is the predicted and

actual values and it outputs a measure of correctness. If the loss is large, then

the predicted value is far away from the ground truth. Therefore, the objec-

tive of the model is to optimize the weights in the networks such that loss is

minimized which is given in the equation

W ⇤ = argmin
W

1

n

n

∑
i=1

L( f (x(i);W ),y(i)) (5.7)

where L( f (x(i);W ),y(i)) is the loss function that takes the predicted value

given by the function f (x(i);W ) and actual value y(i) for the current input i out

of all n inputs. The new set of weights W ⇤ is obtained by minimizing the loss

function. The total loss on the entire input is called the empirical loss denoted

as J(W ). The above equation for loss optimization can be also written in terms

of empirical loss as

W ⇤ = argmin
W

J(W ) (5.8)

The gradient of the loss function,
∂J(W )

∂W
, helps the model to develop intu-

ition about its predictions and the negative of the gradient guides it towards
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the direction of the steepest ascend for achieving minimal loss. The model

takes small steps towards minimal loss during every iteration. The step size

is called the learning rate. This process is repeated until the model converges

to a local minimum. Training the model with too many input data points will

consume more memory and time. To overcome this, dataset is usually passed

on as batches to the model. The batch size is the number of samples passed

during a single iteration (forward and backward pass). In RNNs, the errors

are backpropagated from the overall loss, across every time step, starting from

the current time step to the initial time step. This is called Backpropagation

through time [73]. If the gradient values are too small then with this back-

propagation approach, the gradients become smaller across the time steps and

sometimes become very negligible so that they do not have any effect on up-

dating the weights. This is called the vanishing gradient problem which makes

the errors harder to propagate to the distant past time steps thus failing to cap-

ture long-term dependencies [30].

LSTM networks is an evolution of RNN which uses a gated cell approach to

maintain long-term dependencies and overcome the vanishing gradient prob-

lem [31]. The recurring unit in an LSTM network has additional computa-

tional layers that control the flow of information through the network which is

shown in Figure 5.4. LSTMs discards irrelevant parts from previous time steps

using a sigmoid gate, chooses and updates the current cell state ct using the

relevant information, and decides which information is passed on to the next

time step. Maintaining this separate cell state ct ensures the uninterrupted flow

of gradient computations during backpropagation and mitigates the vanishing

gradient problem.

Figure 5.2. Simple per-

ceptron

Figure 5.3. Recurrent

Neural Network

Figure 5.4. Long Short

Term Memory

5.3 LSTM and Autoencoder Model

Autoencoders is an unsupervised neural network that can learn compressed

representations of the data [28]. They are also known as autoassociators or

Diabolo networks. The autoencoder has an encoder-decoder architecture hav-
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ing the same number of nodes in the input layer and output layer with many

hidden layers between them shown in Figure 5.5. The compressed representa-

tions of the data h are extracted by the encoder module.

h = f (Wx+b) (5.9)

where h is the hidden or latent representation of the input x, W is the weights

learned by the network, b is the bias and f could be any activation function.

The decoder reconstructs the actual data x0 from the compressed representa-

tions h.

x0 = f 0(W 0h+b0) (5.10)

where f 0, W 0 and b0 are the activation function, weights and bias corresponding

to the decoder part of the network. The weights are tuned to arrive at a minimal

loss or reconstruction errors such as squared errors [74].

L(x,x0) =
�

�x� x0
�

�

2
(5.11)

By making the autoencoders learn representations for reconstruction, they

are forced to prioritize the most important and useful properties of the in-

put data. Automatically extracting relevant properties of the data makes the

autoencoders suitable for feature learning or representation learning. Autoen-

coders can be used to replace the manual feature engineering process. After

training the autoencoder, the encoder part alone can be used to extract the rep-

resentations which are then used as features for training. Manually extracting

and adding additional features and inputs for time-series data to the LSTM

model is tedious and subjected to errors.

Figure 5.5. Autoencoder Figure 5.6. Autoencoder and

LSTM
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The model developed at Uber has an automatic feature extraction module

that tries to capture complex time series dynamics at scale and a forecasting

module which is shown in Figure 5.6 [39]. The purpose of this architecture is

to build a scalable end-to-end global model for heterogeneous time series fore-

casting. The automatic feature extraction module uses LSTM Autoencoder for

extracting feature vectors. The extracted feature vectors can be manipulated

using any ensemble technique like aggregation or left untouched. The final

feature vectors are concatenated with new inputs and passed on to the fore-

caster which uses LSTM networks to generate predictions.

5.4 Dataset

As the canary testing is done for packet processing network applications in

CloudRAN, the dataset which has the metrics specific to these are chosen for

experiments. The dataset used for the experiments was from multi-standard

radio base stations. A multi-standard radio base station is the name of Eric-

sson product for a mobile base station able to handle 5G new radio, 4G long

term evolution, and 3G 3GPP radio standards. The raw data from the base sta-

tion was processed by the domain experts. The data relevant for analysis were

provided in comma-separated values file format. The data consists of values

recorded for 88 cells in the managed element. A cell is a virtual division of an

area. From an operations support system perspective, the network functions

are termed as managed elements which are a kind of operations and manage-

ment view of the network functions. The values for each cell are provided as

separate files. For each cell, values for four Performance Management (PM)

counters were monitored. The data from PM counters provide aggregated

statistics of RAN activity data and it is the main tool to monitor and analyze

the network performance. The four PM counters that were chosen for the

experiment based on the suggestion from domain experts were

• payload.per_drb_rp_up_packet_disc_dl_aqm: Total number of pack-

ets discarded because of active queue management for each QoS indica-

tor in radio processing user plane in the downlink. Downlink denotes the

packet transmission from the broadband system to the user which can be

seen in Figure 2.1. QoS indicator can be 5G QoS Identifier (5QI) or QoS

Class Identifier (QCI).

• payload.per_drb_rp_up_packet_disc_ul_timeout: Total number

of packets discarded because of late arrival for each QoS indicator in

radio processing user plane in the uplink. QoS indicator can be 5QI or

QCI.

• payload.per_drb_rp_up_packet_loss_ul_timeout: Total number

of packets lost or discarded because of late receipt for each QoS indicator

in radio processing user plane in the uplink. QoS indicator can be 5QI

or QCI.
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• payload.per_drb_rp_up_vol_rec_ul: Total volume of packets re-

ceived for each QoS indicator in radio processing user plane in the up-

link. QoS indicator can be 5QI or QCI.

Figure 5.7. A sample time series of payload.per_drb_rp_up_packet_loss_ul_timeout

counter for a particular cell in the Managed Element

To be compliant with the data regulations, the data was symmetrically en-

crypted using Fernet algorithm1 before exporting it to a server and the de-

crypted data is used for analysis and computations. The values were being

recorded every 15 minutes from 2020-12-03 12:45 to 2020-12-05 12:30. A

sample time series is shown in Figure 5.7. Hence for the experiments, almost

two days (48 hours) of data was available. Figure 5.8 shows the number of

packets lost during uplink in the y-axis during the hours of the day in the x-

axis. Most of the packet loss was recorded during the evening and late nights

which is shown in Figure 5.8.

Figure 5.8. Hourly distribution of data collected in all cells for payload.per_drb_rp_-

up_packet_loss_ul_timeout counter in the Managed Element

In some of the time series, there were instances where the values were not

recorded for certain time instances. Figure 5.9 shows that the data is fully

collected for around 19 cells and there are some cells that have very few data.

The x-axis represents the cells in the managed element and the y-axis repre-

sents the number of data points collected for each cell. For training, the fully

available data from the 19 cells are used. The cells which have only very few

missing values are considered as the test set in one of the experiments. The

1https://cryptography.io/en/latest/fernet/
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missing values in the time series are filled based on the linear interpolation

method which is shown as red dotted lines in Figure 5.10. The x-axis repre-

sents the time of the day during which the values are observed and the y-axis

represents the observed packet loss values.

Figure 5.9. Total observations recorded for each cell in the Managed Element

Figure 5.10. A sample time series of payload.per_drb_rp_up_packet_loss_ul_timeout

after interpolation of missing observations shown as red dotted lines

While plotting the raw time-series data for each cell and counter, it was ob-

served that the summary statistics of the PM counters were different for every

cell. The x-axis in the plots in Figure 5.11 represents the time of the day and

the y-axis represents the observed values of the respective PM counters in each

of the plots. Each line in a plot represents different time series corresponding

to the cells and PM counters. Since there are 88 cells, there will be 88 different

lines in each of the plots. The plots on the left side are before scaling and the

ones on the right are after scaling. From Figure 5.11, it can be seen that some

time series (cells) have values in the range totally different from the ranges in

other cells. Each line in the plot corresponds to a time series in a cell. For

example, in the first two plots on the left side before scaling, it is obvious that

one of the time series (yellow line) has larger values than the rest of the time

series. In order to make the model to predict values even from out of distri-

bution of training set, the data was scaled during the processing stage. The
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plots on the right show the time series after scaling. Most of the time series

are scaled to have values in a similar range. As the objective of the model is to

find patterns and to generalize, scaling of data was required which is evident

in Figure 5.11.

Figure 5.11. Set of time series of the four PM counters before scaling (on the left) and

after scaling (on the right)

In summary, the dataset used for the experiments is aggregated time-series

statistics of four PM counters observed in 88 cells in a managed element for

two days. Before modelling, an exploratory data analysis was carried out and

some significant plots are presented in Figures 5.7, 5.8 and 5.9. In the prepro-

cessing phase, the missing values were interpolated and the time series data

were scaled. The next section explains how the processed data is being used

to train and evaluate the predictive models mentioned in the previous sections.

41



5.5 Evaluation

In this section, the different predictive models explained in Sections 5.1. 5.2

and 5.3 for the forecasting-based prediction interval approach are evaluated on

the telecommunication dataset presented in Section 5.4.

5.5.1 Local and Global models

There are two types of modeling approach when we have a set of time-series

data. One approach is to build a single model for each individual time series.

These models are called local models. This is the classical way of modeling

multiple time series. Since we use only a single time series to train the local

model, the training time is less and it is comparatively easier to implement.

However, since we train one model for every time series, we will have a dif-

ferent set of parameters for every time series, and the complexity increases

proportionally based on the number of time series. With the possibility of col-

lecting a large number of time-series data from identical resources, using local

models limit us from capturing the correlation among the different time series.

An alternative approach that is getting popular in recent times is the global

model where we train a single model with all the set of time series data. As we

provide the entire time series to the global model, it allows the model to learn

any dependencies between the different time series which is not possible in

the local model. The complexity and the number of parameters of the global

model will remain constant even when the number of time series changes. The

number of input time series may have an effect on the model training time in

a global model.

Global models seems to outperform local models in most of the time series

forecasting competitions [44] [43]. There are studies performed to understand

why global models perform better by simulating several scenarios and evalu-

ating them with local models [27]. Global models have the ability to adapt to

very heterogeneous datasets and perform well in a mix of un-aligned time se-

ries across many different domains [47]. This shows that the time series does

not have to be related for global models to perform well. Theoretically, irre-

spective of the heterogeneity of the data, a single global model with sufficient

complexity can outperform a set of local models [47] [27]. Finding and build-

ing this single global model is complicated. In this thesis work, both local and

global time series models are evaluated.

5.5.2 Experiments and Results

The objective of the experiments is to evaluate local models against global

models. In our case, a local model would be a single model for each combi-

nation of a cell and a counter. If there are m cells and n PM counters in each

cell, then there would be m*n local models. In our dataset, there are 88 cells
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and 4 PM counters in every cell which implies that we would have to train 352

(88*4) local models. On the other hand, the idea of a global model is to build

a single model for all cells and PM counters. Further, we would also want

to evaluate statistical models against neural network-based models. Hence,

four models were selected for assessment: (i) Local ARIMA statistical analy-

sis model (ii) Local LSTM model (iii) Global LSTM model, and (iv) Global

Autoencoder and LSTM model proposed by Uber.

Model Tuning

Local ARIMA Model: As explained in Section 5.1, there are three primary

parameters for the ARIMA model: the order of AR term, order of MA term,

and the difference. The ARIMA model was implemented using the statsmodel

package [66]. Grid search was performed to find the optimal values for these

three parameters using the pmdarima package2 which wraps statsmodel under

the hood. During grid search, every hyperparameter combination is tried and

the combination that produces the best result are selected as the final hyperpa-

rameters. auto_arima function in pmdarima package performs grid search and

returns the optimal parameters to the local ARIMA model. This grid search

however adds some additional computations.

LSTM Model: The neural network architecture was decided as a trade-off

between the complexity of the network and the performance. The LSTM net-

work had two LSTM layers with 128 and 32 units in each layer followed by

a dense layer with 50 nodes and a final layer with a single node. Since we

need dropout for calculating uncertainty, the dropout value was set to 0.5. As

the model is going to predict a continuous target variable, mean squared error

is selected as the appropriate loss function for this regression problem. The

batch size was set as 128 and Adam optimizer was used with the learning rate

set to 0.01 which was the default value. These values were chosen because

these provided optimal results during experimentation. Since gradient descent

is an iterative algorithm for finding the optimal weights, the model has to train

multiple times on the dataset. Epochs are the total number of times the model

has seen the entire dataset. In our experiments, for epochs larger than 30, the

loss did not seem to decrease indicating that the model has converged. Hence

the model was trained for 30 epochs. To find the ideal input time window, ex-

periments were run for sizes 1 to 10. The best performance was observed for

input window size as 3, but there were not much differences in performance

for other time steps as they also showed almost equal or slightly less perfor-

mance. For the experiments, the input window size used was 3. This means,

to predict the value for the current timestep, the model takes the previous 3

timestep values as input. The LSTM model was implemented in Keras3 with

2https://github.com/alkaline-ml/pmdarima
3https://keras.io/
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Tensorflow backend [3].

AutoEncoder Model: The autoencoder network has a similar architecture as

the LSTM network with two LSTM layers with 128 and 32 units in each layer

and dropout value being set to 0.5 which is followed by a TimeDistributed Re-

current layer. The TimeDistributed layer applies the layer to every temporal

slice of the input. Thus the same set of weights are used for every timestep.

It uses an Adam optimizer with a learning rate of 0.01 and a mean squared

error for the loss function. Batch size and epochs were set to 128 and 100

respectively as these parameters seem to provide optimal results based on ex-

perimentation. The Autoencoder model is also implemented in Keras with

Tensorflow backend.

Model Performance

As the forecasting-based prediction interval approach heavily depends on the

performance of the predictive model, the experiments were targeted at eval-

uating the forecasting performance of the four models. All the experiments

were conducted on NVIDIA Tesla T4 GPU with 16 GB GDDR6 memory,

Intel® Xeon® CPU @ 2.20GHz, 4 vCPUs with 15GB memory. For the ex-

periments, the model is trained on a particular time period of certain cells and

the forecasting ability is tested on a different time period of the same cells it

was trained on. This is carried out to see whether the model is able to learn

patterns for a cell and use it for forecasting. The 19 cells which did not have

any missing data points for the two days were selected for this experiment.

The data points for the first day were used for training and the next day was

used for testing. Figure 5.12 shows the time series plot of training and test set

for the four PM counters. Each line in the plot corresponds to a time series

in a cell. The plots on the left have the data for the first day and the plots on

the right have the data for the second day. The model is trained on the time

series on the first column and tested on the time series on the second column.

In the experiments, the ability of the predictive models to learn the patterns on

training data on the left side and use the learning to predict on test data on the

left side is being evaluated. From Figure 5.12, it is visible that the pattern on

the first day is similar to the second day. Hence this data split for training and

testing seems sensible. Any other split would lead to unfair evaluation.

Assuming a different split with less data for training (0.5 days for training

and 1.5 days for testing), then the model trained on data till afternoon would

be evaluated on data during the evening. This would be an unfair evaluation

because the model has not seen data during the evening and also the data in

the evening and night is different from the data in the morning and afternoon

which can be seen from Figure 5.12. In the other scenario having more data

for training (1.5 days for training and 0.5 days for testing), then the model

will not be evaluated on data during morning and afternoon as 0.5 days of

data will be the data during evening and night. Taking into account all these
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Figure 5.12. Time series plot of the training data (on the left) and test data (on the

right) for 4 PM counters and 19 cells

factors, the data for training and testing was preferred. A rolling window

approach was used to prepare the dataset for deep learning models with an

input window size of 3. With a rolling window size of 3, around 10,000 input

sequences were used for generating the training set. If the window size is

increased, then the number of input sequences will start to decrease. To have

a considerable amount of sequences for training, with minimum time steps
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and without conceding the performance, the window size was selected to be 3.

All four models were evaluated on the test set which is from a different time

period (the next day) for the same cells.

Mean Absolute Error (MAE) was used to evaluate the forecasting perfor-

mance of the models. MAE is the arithmetic average over the absolute differ-

ences between the actual and predicted values. MAE is the most commonly

used metric for time series forecasting errors and it is scale-dependent [34].

MAE cannot be used to compare two-time series in different scales. The math-

ematical equation to calculate MAE is given in Equation 7.1 where yi is the

predicted value and xi is the actual value.

MAE =
1

n

n

∑
i=1

|yi � xi| (5.12)

Figure 5.13 shows the results of the four models for the 4 PM counters and

the 19 cells. For some cells, the values for the counter payload.per_drb_-

rp_up_packet_disc_dl_aqm were zero for all the time steps. Such time series

were dropped during evaluation and only the PM counters having valid values

were considered. This is why the metrics for only 13 cells were reported for

payload.per_drb_rp_up_packet_disc_dl_aqm.

Figure 5.13. Mean absolute error metrics of the models for the 4 PM counters on the

test dataset

From the results shown in Figure 5.13, it is evident that global models out-

perform local models by a considerable margin for 3 out of 4 PM counters.
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The three PM counters had similar statistics like central tendency, disper-

sion, and shape of the distribution while the counter payload.per_drb_rp_-

up_vol_rec_ul had extremely different statistics. This also reflects in the

model performance from the similar results for the three PM counters where

the global models dominate local models. The homogeneity of time series

among the three PM counters could have helped the global model to learn

inter-dependencies and generalize way better than the local models. For the

counter payload.per_drb_rp_up_vol_rec_ul, there is only a slight differ-

ence in performance between global and local models where global models

seem to perform better in most of the cells except one or two cells where the

local arima model seem to perform better. Even though the time series for the

counter payload.per_drb_rp_up_vol_rec_ul are different from the rest of

the counters, the global models still perform better than local models, proving

their ability to adapt to heterogeneous data as well [47]. The global models

trained on a larger dataset of entire time series data with its complex archi-

tecture and the ability to capture inter-dependencies comprehensively outper-

forms local models. This was expected because the global models were out-

performing local models in forecasting competitions on different datasets [44]

[43].

Out of the two local models, the statistical ARIMA model seems to per-

form better than the neural network-based LSTM model. A deep learning

model trained on very little training data might result in poor approximation.

The local LSTM model is only trained on a very little set of input sequences

particular to the cell and counter. For the evaluation, a short time series of only

one day data was used for training. Statistical models like ARIMA works bet-

ter than complex models on short time-series data. The deep learning models

require a lot of data to produce better results. This is because, a complex net-

work will have more weights to optimize and adjust during back propagation.

This requires more diverse training data during each pass to converge to a

global optimum from a random initialisation stage. In our experiments, single

short time series used for training the local deep learning models might not be

sufficient enough to extract best results out of deep learning models. These

might be the reasons for the local ARIMA model performing better than the

complex LSTM model.

Out of the two global models, the Autoencoder LSTM model seems to per-

form marginally better than a simple vanilla LSTM model for 3 out of 4 PM

counters. Though the mean absolute errors for autoencoder LSTM (red line)

and plain LSTM model (green line) seems to be equal and superimposing one

another in the plots, the error for autoencoder LSTM model is slightly lower

than LSTM model (red line is slightly below the green line). For the counter

payload.per_drb_rp_up_vol_rec_ul, Autoencoder and LSTM model per-

forms better in most of the cells. The comparison between the global models

alone is shown in Figure 9.1 in Appendix. Overall, considering all the cells

and PM counters in them, the global model of autoencoder along with LSTM
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proposed by Uber seems to outperform the other three models taken into con-

sideration. The only difference between the global LSTM and Uber model is

the addition of an autoencoder module in the Uber model to extract features.

Hence the performance boost in the Uber model should be from the extracted

features by the autoencoder. This shows that the autoencoder was able to

extract relevant and significant features, thus making the forecasting model

trained on autoencoder’s features to produce better results than the forecasting

model trained on the actual data.
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6. Estimating Prediction Interval

In this chapter, the approaches for estimating prediction intervals which is the

second stage in the canary judge workflow shown in Figure 5.1 are explained.

Section 6.1 discusses about model uncertainty and the method for calculating

prediction interval in statistical ARIMA model. The approach for estimating

prediction interval using the dropout technique for deep learning models is

explained in Section 6.2.

6.1 Model Uncertainty

While evaluating a model, it is often assumed that training and test sets are

from the same distributions with minimal noise and ambiguity. This makes

the algorithms fail on new out of distribution data. Hence it is essential to

learn when to trust the output of the model and interpret when they are not

certain or confident in its predictions. Techniques to estimate the uncertainty

in the data along with the output predictions should be added as a part of the

model pipeline. This uncertainty could be also considered as the amount of

confidence or evidence for trusting the model predictions. The model should

be able to tell when it does not know the right answer. Instead of just predicting

the expected value of the output y, we also need to find the variance of y. The

mean and variance of the outputs give a probabilistic sense of the predictions.

This is also called the prediction interval of a model. For the ARIMA model,

calculating the first prediction interval is easier compared to calculating for

deep learning models. The residuals of the time series which are the difference

between the actual observations and the predicted values are computed [33].

Let σ̂h be the standard deviation of the residuals for a h step ahead forecast,

then the prediction interval is given by the equation

Prediction Interval = ŷT+h|T ± zσ̂h (6.1)

where ŷT+h|T is the h step ahead forecasts made by ARIMA and z is the

quantile in standard normal distribution that depends on the prediction interval

value [36]. Estimating the prediction interval is not simple in a deep neural

network. The probabilities for the predictions from a softmax layer cannot be

used as confidence measures. A binary classification model trained on dogs

and cats images when asked to predict for an image with both cat and dog on

it, the softmax’s layer output would be for p(cat) = p(dog) = 0.5. Though

49



the model might be 100% confident with both cat and dog, it is forced to

provide this output as the sum of probabilities should be 1. On the other hand,

provided an image of a boat, the model’s output might be p(cat) = 0.15 and

p(dog) = 0.85. This does not mean that the model is 85% confident that there

is a dog in the image. Therefore, the likelihood does not directly correspond

to confidence.

There are two types of model uncertainties. Aleatoric uncertainty is the

uncertainty in the input data and its value will be high for noisy data. The

only way to reduce this uncertainty is to cover all possible data while training

which is not practically feasible. Epistemic uncertainty is the uncertainty in

model predictions. This can be used to determine the kind of data for which

the model is not able to give accurate predictions. By adding more such kinds

of data, the uncertainty values can be reduced. Epistemic uncertainty can be

computed from the posterior probability P(W |X ,Y ) of weights given input and

output.

6.2 Dropout as Bayesian approximation

Since it is analytically not possible to compute using the Bayes theorem, ap-

proximations using sampling techniques are used. One of the approaches is to

use dropout in the neural networks for posterior approximation without mak-

ing many changes to a neural network. During training, the weights and biases

in every node are optimized to fit the training data perfectly. For a deep neural

network, there will be many weights and biases. Hence the deep complex net-

work will be able to produce almost perfect results for the training data. This

does not mean that the network will produce good results on new data other

than the ones seen during training. This is called overfitting and it is com-

mon in a deep neural network with many layers and nodes. Regularisation is a

technique that lowers down the model complexity by making certain changes

in the network such that the model generalizes better. Dropout was introduced

as a regularization technique to avoid overfitting [68]. The idea of dropout is

to randomly drop some of the nodes during training. A different set of nodes

are randomly dropped during each iteration making sure that the weights are

spread across all the nodes and not dependent on any particular node or biased

with specific features. By spreading out, the values of the weights in each

node are also curtailed. The dropout rate can be specified for every layer in

the network which is between 0 and 1. For example, if the dropout rate for the

second layer is 0.5, then 50% of the nodes in the layer are randomly dropped

out during every iteration. Dropping a unit means temporarily removing all

the incoming and outgoing connections to the node. Figure 6.1 shows the

actual neural network and the network after applying dropout on it. For the

input layer and last two layers, the dropout rate is 1, which means no nodes

are dropped out. For the first and second hidden layers, the dropout value
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is 0.5 which means almost half the nodes are dropped out. Usually, dropout

is done only during the training phase and turned off during the prediction

phase. However, during inference, the dropout rate value is multiplied with

the weights of the nodes to scale down and make values identical to those

used during training.

Figure 6.1. The actual neural network with three hidden layers (on the left) and the

same neural network after applying dropout (on the right) with different dropout rates

on each layers in one of the iteration during training

Since dropout randomly drops certain nodes from the network, it gives dif-

ferent networks every time it is applied. Different networks will give different

results. Hence to use dropout during the inference stage, the prediction needs

to be performed several times and the results should be averaged to get the

expected result. Based on the dropout value of the Bernoulli distribution, the

nodes are randomly dropped. By running the inference stage several times

with the same input, it gives different networks and different predictions in

every iteration. The different predictions produced by different networks can

be considered as samples. Therefore using dropout at inference time can be

used for Bayesian approximation and representing uncertainty [20]. These

are considered as samples from which mean and variance can be computed.

The variance represents the uncertainty of the model. To get the uncertainty

of a plain LSTM model described in Section 5.2, dropout needs to be added

in the LSTM layers. For the LSTM Autoencoder model described in Section

5.3, variational dropout is added to LSTM layers in the encoder and regular

dropout is added in the LSTM forecaster. The uncertainty of predicting new

unseen data is captured by the autoencoder model as it tries to extract repre-

sentative features of the training data. If the uncertainty is high, the model has

not seen this kind of data. This is called model misspecification. The model

uncertainty is captured by the LSTM forecaster model.
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7. Finding Anomalies

In this chapter, the process of monitoring anomalies and decision making us-

ing prediction intervals which are the final stages in the canary judge workflow

shown in Figure 5.1 are explained. The role of the canary judge is to analyze

whether the behavior of canary deployment is different from the expected be-

havior. The forecasting models mentioned in Chapter 5 are trained on histori-

cal production version time series data and are allowed to forecast prediction

intervals mentioned in Chapter 6 which would be the expected behavior for

the future time steps. If the actual observations fall beyond the prediction

interval then they deviate from the expected behavior. In such cases, those

observations are flagged as anomalies. If there are a considerable amount of

anomalies within a given time interval, then the behavior of canary deploy-

ment is different from the actual production version. In such cases, the canary

judge will return a thumbs-down signal not to proceed with promoting the

canary version to the production version.

Figure 7.1 shows a visual representation of the actual observations, ex-

pected values from the global autoencoder and LSTM forecasting model, the

lower and upper bound of 95% prediction interval, and the anomalies. By us-

ing dropout as the Bayesian approximation mentioned in Section 6.2, several

samples are generated. From those samples, the prediction intervals are cal-

culated. A 95% prediction level implies we are 95% certain that the actual

value lies within the range. This prediction level is manually configurable in

the canary judge. For this work, the prediction level is set as 95% as it is the

most commonly used value [77]. The first two plots in Figure 7.1 have narrow

prediction intervals which means that the predicted values had low variation.

In other words, on multiple attempts, the model had produced values with very

small differences between them. However, in the last two plots, the prediction

interval is wider which means the predicted values had high variation making

the model more uncertain of its predictions.

The first plot has more anomalies than the rest and the first few anomalies

are within a short time interval. In this case, the canary judge will trigger an

alarm to investigate further and stop the deployment. In the rest of the three

cases, there are either a few anomalies are no anomalies, hence the canary

judge will give a thumbs up for promoting it to the next stage of the deploy-

ment. The canary judge could be also configured in such a way that it gives

a thumbs down only if there are k anomalies detected within a time interval

t in at least m different cells and n different PM counters. For example, give

thumbs down if there are more than 50 anomalies detected within a time inter-

val of 15 minutes in atleast 3 PM counters in more than 2 cells.
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Figure 7.1. A visual representation of the actual observations, expected values from

the forecasting model, the lower and upper bound of 95% prediction interval and the

anomalies for the payload.per_drb_rp_up_vol_rec_ul counter on few cells
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8. Discussion

In this chapter, the merits and shortcomings of each model and other factors to

be considered while choosing the suitable model for production are discussed.

Based on the experiments and results in Section 5.5, global models seem to

have an advantage over local models purely based on forecasting accuracy.

But when it comes to choosing a model to be deployed in a practical produc-

tion setup, there might be several other factors to be taken into consideration.

Based on the requirements and constraints, the final model that is ideal for the

situation might differ. The model performance in Figure 5.13 was trained and

tested on the same cells. There might be a scenario where new cells could

be added after the model has been deployed. In such cases, the local models

can be deployed only after data collection, model training, model evaluation,

and model deployment. These steps take a certain amount of time making the

local models not available instantly. An alternative method is to find ways to

aggregate local models or choose a local model that is trained on a similar cell

based on domain expertise. It would take a lot of time and effort to execute

these techniques to match the performance of the global models.

A global model can start producing results right after a new cell is added.

By learning the patterns from other cells and their inter-dependencies, the

global model will make use of this information to make the forecast for the

new cell. An experiment was conducted to compare the performance of plain

LSTM and Uber’s autoencoder and LSTM model on a new unseen cell. For

this experiment, the global models were trained on two days of data for 19 cells

and tested on 8 new cells that were not a part of the training. The forecasting

performance of the model was calculated using the MAE metric. Figure 8.1

shows the MAE metrics of the global models for 8 cells and 4 PM counters.

From the plots, it is noticeable that the model with autoencoder and LSTM has

a low error rate compared to the LSTM model in almost every situation. This

shows that the Uber model has better generalization than the LSTM model.

Though both the models were performing almost equally good in the previous

experiment on known cells shown in Figure 5.13, the ability to generalize pro-

vides a solid reason for choosing Uber’s model for production over the plain

LSTM model when there is a possibility of adding new cells in future. The

global models can be improved by retraining them when there is sufficient data

available for the new cell.
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Figure 8.1. Mean absolute error metrics of the global models for the 4 PM counters

on new unseen cells that are not part of training

Models Tuning

Time(s)

Training

Time(s)

Inference

time(s)

Local ARIMA 48.42 0.51 0.82

Local LSTM 27.65 2.60 3.77

Global LSTM 114.61 11.64 3.65

Global Autoencoder+LSTM 432.51 43.62 7.13

Table 8.1. The time taken by the four models for tuning, training and inference for a

single time series (one counter in one cell)

At times, one might want to use a model which has the faster tuning time,

training time, or inference time and making compromises on model accuracy.

The time taken by the four models during each stage is reported in Table 8.1. It

must be noted that the timing shown in the Table 8.1 are only for a single time

series. If there are n time series then, for the local models, the model tuning

and training times would be n times the value of a single time series. However,

for the global models, the timing would only be slightly greater than the values

reported. The global autoencoder and LSTM model has a marginally higher

time due to the addition of an autoencoder network in the architecture. If the

objective is only the fast inference time, then the local statistical model might

be preferred. If the objective is to get high accuracy, then the global models

are preferred. Out of the two global models, the tuning and training time might

not be a concern because it is a one-time process in most cases and retraining

55



the model happens sporadically. Though the global autoencoder and LSTM

model has better accuracy, the inference time is a bit longer than a global

LSTM model. If the difference in inference time is not that significant then

the autoencoder and LSTM model is favored, otherwise, the global LSTM

model could be fancied. The computation time for the local LSTM and global

models were recorded in a machine with GPU. The neural network models

require a machine with high computation for faster execution. If there is a

lack of availability of GPUs, then the local statistical ARIMA model or other

statistical models are preferred. The local models provide the convenience of

having different time steps as inputs for every individual time series whereas

once a global model is trained with a particular input time step, the same value

has to be used for all the time series.
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9. Conclusion and Future Work

In this work, the problem of automating the decision-making process during

canary testing of CloudRAN network applications using artificial intelligence

methods has been addressed. To start with, the existing testing strategies for

deploying new versions in the cloud were studied. Among the existing strate-

gies, canary testing seems to be the better testing strategy for our case, partly

due to the benefit of low risk, less impact on end-users, and avoiding complex

setups. The existing tools for automated canary testing like Kayenta are ex-

amined. However, for Kayenta, an additional effort is required in integrating

the canary judge with Ericsson’s internal CI/CD orchestration platform and

building data pipelines to accommodate RAN metrics into tools as they only

support metrics from open source monitoring systems. Hence, we decided to

build an in-house custom canary judge for CloudRAN applications. For mak-

ing the decision in canary judge, we approach this problem as an anomaly

detection problem by learning the normal behavior from the existing produc-

tion version and observe the presence of anomalies in the new canary version.

The presence of anomalies indicates that the canary version is different from

the production version and this can be used for making the decision.

The RAN performance metrics that are monitored and analyzed by the ca-

nary judge are in time-series format. The various approaches for time se-

ries anomaly detection problems are studied and a semi-supervised technique

focused on forecasting-based prediction interval approach was preferred. A

forecasting model is learned on the production version and made to forecast

for the canary version along with prediction intervals. If the data in the canary

version is not within the prediction interval, then the canary judge will de-

clare thumbs down. Three predictive models were considered for assessment:

ARIMA which is a classical time series forecasting algorithm, LSTM which is

a sequence model in deep learning, and a novel algorithm using autoencoder

for feature extraction, and LSTM for forecasting proposed by Uber [40]. For

calculating prediction interval in deep learning methods, dropout at inference

time is used [20]. We have also compared the performance of local models

which is to build a single model for each individual time series against global

models which is a single model for entire data.
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The experiments were conducted on a dataset for two days from a multi-

standard radio base station that has the aggregated statistics of RAN activities

monitored by PM counters. The results from our experiments showed that

global models with complex architecture, trained on entire time series data us-

ing the ability to capture inter-dependencies comprehensively outperform lo-

cal models. Among the local models, the statistical ARIMA model performs

better than deep learning models establishing its competence in modeling short

time series. Among global models, the autoencoder LSTM architecture pro-

posed by Uber [40] seems to perform marginally better than the plain LSTM

model showing that training a forecasting model on the features extracted by

the autoencoders contribute to improving the performance. The global model

proposed by Uber seems to be the preferred architecture if performance is

the primary ambition. However, this model is not an indisputable winner in

all scenarios. If factors like training time, inference time, availability of re-

sources like GPU, performance on newly added cell, model retraining time

are also considered then the final choice of model would be different. In this

thesis, we have also discussed the scenarios where other models would be best

suited.

To conclude, this work was intended to serve as an investigative proof of

concept for the automation of canary testing in CloudRAN systems using arti-

ficial intelligence. We have presented an initial study of different approaches,

evaluation processes and depicted the possibilities, prospects, and expecta-

tions from the canary judge on the AI framework.

In the future, we plan to conduct experiments with multivariate data and

data for a longer time span to inspect the effect of temporal characteristics

like seasonality and compare the model performance on short and long time

series. The reason for a new canary version performing badly might be also

due to a problem in the environment in which it is deployed rather than the

application itself. Therefore, in addition to analyzing the RAN activities from

PM counters, a study on whether the metrics from the system in which the ap-

plications are deployed like Kubernetes pod statistics would assist the canary

judge to make decisions is also planned for the future. There are also plans

to explore other state-of-the-art methods for anomaly detection in time series

like RobustTAD by Alibaba [22], spectral residual CNN by Microsoft [55],

Prophet by Facebook [70] and DeepAR by Amazon [61].
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Appendix A.
Global Model Performance Comparison

Figure 9.1. Mean absolute error metrics of the global models for the 4 PM counters
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