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Abstract

Airborne Aircraft Detection for Multi-rotor Drones

Hampus Falk

A drone is a light unmanned aerial vehicle capable of precise and 
agile movement. As these traits and the usability of drones are 
recognized in more domains, the necessity to ensure a safe airspace 
increases. To minimize the risk of airborne collision, this paper 
aims to investigate the feasibility of real-time object detection 
using convolutional neural networks to detect aircrafts from 
distances over 1000 meters. Early detection of aircrafts increases 
the drone operator's overall time for avoidance, however make 
aircrafts display little to no distinguishing features, making object 
detection difficult. To test its applicability, the object detection 
model is incorporated in a sense-and-warn system to provide an end-
to-end solution, requiring only average computational capabilities 
and a drone with a monocular camera. Results generated from a virtual 
environment show that detections far exceed the target of 1000 meters 
and is able to efficiently detect, track and estimate collisions of 
airborne aircrafts. Compared to a human observer, the proposed system 
is able to detect object at approximately twice the distance.
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1 Introduction

The advent of affordable drones has paved the way for a large number of applications in a variety
of domains. While the commonage predominately encounter drones used as a tool to get footage
from above or as a high tech toy, its applicability range much further. Its ability as an unmanned
aerial vehicle (UAV) with built in capacity to stream- and record video provides it with perks
highly usable in numerous domains that might suffer from environmental dangers, manpower
requirements or sheer inaccessibility. It has already seen application in numerous areas, some of
which are: search and rescue operations [1], package deliveries, [2] disaster aid response, [3] and
infrastructure inspections [4] to mention a few.

With its increasing usage in new areas, the necessity to monitor aerial movements become in-
creasingly important. With more objects taking up the sky, more sophisticated methods are re-
quired to minimize the risk of aerial collisions. While collisions in most cases can be avoided by
a human pilot, it requires extensive training as well as places a significant cognitive load on the
operator. A collision would not only pose a risk of destroying the colliding objects - organic or
not - but also damage people and property from falling debris. It is therefore important to ensure
that drones carry detection software capable of anticipating and act according to collision risks.
While high end software and hardware exist to perform such detections [5], these are directed to-
wards the more professional and higher end of the drone spectrum. These drones can generally
accommodate the spatial and computational requirements to fit the payload in terms of weight,
size and power consumption. Leaving the cheaper, more common drones that might pose the
largest risk of aerial collisions to fend for themselves.

To assist in the endeavor of ensuring safe drone usage, this thesis aims to investigate the fea-
sibility of using real-time object detection to detect aircrafts from over 1000 meters away. The
long distance detection is crucial given the high velocities of most aircrafts. Ensuring detections
from these distances allows for approximately 15 seconds of reaction time for the operator. Long
distance object detection is however not a well researched issue and is a significant challenge not
only due to poor visual conditions caused by the distance, but also due to the fundamental struc-
ture of convolutional neural networks. CNN operations run the risk of subsampling and pooling
away small objects of interest, making them impossible to detect. With regards to this, is the us-
age of convolutional neural networks for long distance detection still a feasible option in practice?

This thesis aims to answer this question by providing the object detection model with optimal
conditions to perform long distance object detection. To test its practical applicability it is used
in the development of a real-time drone sense-and-warn system with affordable computational
requirements. The drone should therefore not only be capable of detecting aircrafts with little
to no distinguishing features, but also track and estimate to what extent they pose a risk of col-
liding with the operating drone. With this application, it is hoped to be used as material in the
work to deregulate drone usage where society has the most to benefit from it. To remain within
regulation, training and testing of the application is entirely performed in a virtual environment
based on a commercially available flight simulator. If the results are proven good, the realism of
the game could theoretically be good enough to efficiently port the system for real-life usage.

1.1 Problem Statement

The objective of this thesis is to investigate the feasibility of using convolutional neural networks
(CNN) for real-time long distance object detection from the point of view of a rotor-based drone.
This as a means of exploring the possibility of using readily available object detection models
for airborne aircraft detection. Furthermore, its usability is investigated by incorporating the
object detection in a real-time sense-and-warn (SAW) system capable of performing in real time
using affordable hardware. In order to conform to existing drone regulation and the difficulty
of acquiring real life training data, all application development and training is performed using
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a commercially available flight simulator. It is therefore assumed that graphical capabilities of
various games has reached a point where they can reliably be utilized in real life.

The detection targets are smaller planes and helicopters based on their commonality in real life
and their existence on similar altitudes that could pose a collision risk with a rotor-based drone.
The aircrafts must be detected as early as possible to ensure ample time for collision avoidance.
The aim is to detect aircrafts with a relative distance of approximately 1000 meters. Given the
significant difference in background complexity between ground and sky, the system will solely
perform detections above the horizon line, meaning that detection will only take place with the
sky as the background. While detections take place above the horizon, tracking and collision
estimation will persist over the entire frame.

If the results of this project are proven reasonably good, it stand to reason that it could efficiently
be ported to be used in real-life. This would then work as a supporting application usable by
most drone operators due to the low affordable computational requirements. It can therefore be
used by both hobbyists and professionals alike as a means of reducing the cognitive strain of
always being on the lookout for hazardous aircrafts. This application does not aim to remove
the requirement of active aircraft observation by the operator, but function more as a supporting
system, to alleviate some of the strain of collision detection.

1.2 Stakeholders

This project is carried out at Airpelago, a startup company based in Gothenburg Sweden. They
are developing a cloud based platform to monitor and control connected drones. Airpelago has
together with Ericsson received financing from Vinnova to develop this software. The service
is partially being developed from Ericsson’s need of a demonstration platform for their drone
related services and partially from the Swedish coast guard’s vision to use drones during search
and rescue missions. The goal is to develop a modular and adjustable system to accommodate
the shifting requirements of different industry requirements.

2 Related Work

There have been a number of sensing-methods for vision based collision avoidance. While there
is a clear distinction between collision avoidance and collision warning -as is the focus of this thesis-
most concepts remain the same. Despite this, no research was found with the same intent as this
thesis. Where many take a similar approach to obstacle detection, most differ in one or more
fundamental ways. This section will cover some of the most common approaches and how they
differ from this thesis.

Fixed-Wing Drones

Most of the available collision avoidance work focus on fixed-wing drones [6, 7, 8, 9, 10, 11, 12, 13].
While similar in many ways to rotor-based drones, their aerial motion is different and in some
cases less volatile. A number of liberties can therefore be taken in regards to how a collision is
likely to take place. Fixed-wing drones travel similarly to airplanes, this being linearly with less
agile turning capabilities due to high cruising velocity and aerodynamic design. While smaller
fixed-winged drones tend to be more agile and provide less stable imagery, existing research
mostly focus on larger, more professional drones that bypass regulations in terms of altitude
and velocity. Rotor-based drones however, travel at significantly lower speeds and are prone to
quick camera motion given their agile yawing capabilities, i.e rotate around its vertical axis. The
commonality of rotor-based drone yawing, pitching and rolling during tracking introduces a con-
siderable challenge. The system should be capable of determining whether the tracked aircraft’s
velocity and trajectory is its own or the cause of continuous camera movement caused by drone
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rotation. While it is possible to perform reasonable corrections given the drone’s odometric data,
this is considered out of scope given the objective of creating a robust SAW system for commer-
cially available drones as well as due to a lack of available resources in the virtual development
environment.

Static Camera

Many papers do not address the apparent issue of camera movement during drone flight. In the
case of fixed-wing drones it is rarely considered due to their lesser capacity to perform drastic
movements. Its linear movement, reduced turning capabilities and usually high altitude causes
little visual change to the background and is therefore in many cases ignored. This enables the
usage of powerful techniques such as background subtraction and temporal filtering to detect
moving objects [14, 15]. In other cases, the drone is assumed to remain still [16]. While it is not
an unreasonable assumption to make that drone operation is halted as a potential collision is
detected, it does introduce an immediate interruption to its operation and a reduced user expe-
rience. The reduction of complexity given the segmentation of the sky could in theory enable
similar approaches to be used in this paper. However, due to the common occurrence of yawing
during operation and the overall computational complexity causing most methodologies to not
be usable in real-time, these approaches were quickly discarded.

Ground Based and Close Range

A large amount of research has been performed on drones traveling close to the ground [17, 18,
19, 20, 21]. These primarily focus on trees and other ground based obstacles or top down video
capture similar to a satellite point of view. Most of the ground based applications utilize their
known, usually low distance to the ground as a reference point to determine object distances
when performing collision avoidance. Additionally, as a result of the lower altitude and often
case stationary obstacles, the speed of the potential collision is solely based on the velocity of the
drone. Velocities which tend to be relatively low, thus providing ample time for collision detec-
tion and allow for a closer proximity to the obstacle before avoidance maneuvers are required.

With these circumstances in mind, most research focus on object distances of less than 10 metres.
This provides a more efficient use of solutions such as optical flow [20] as the close vicinity allows
for a more distinct motion parallax. The short distance also allow for clear texture and feature
perception of the observed obstacle. Thus unlocking methodologies using SURF [22] or SIFT
[23] to generate object keypoints and observe their locational changes caused by drone motion
to establish whether they are on a collision course or not [20, 18, 19, 21]. While these techniques
are powerful, they are rarely applicable in real-time. Even if this was the case, none of them can
be accounted for in detections taking place in the sky from afar due to the lack of parallax effect,
texture and feature distinguishability.

Developed Simulators

The scarcity of real-life data covering even-levelled aircrafts and even more scarce data targeting
aircrafts on a collision course, has caused simulators to be created for the purpose of data gener-
ation [12]. This development ensures an environment tailor made for the purpose of the system
while still providing data seemingly applicable in real life. While this is highly beneficial, it is
costly in terms of time, competence and money to develop such a simulator. Depending on ones
needs, this thesis hopes to convey a general applicability of using commercially available games
for data generation and execution instead of allocating resources to creating a new one.
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Non Real-time

The most common difference and also the most prevalent one is how research approaches rarely
focus on real-time execution. With some exceptions, essentially all work referenced prior to this
section disregard real-time execution. An approach that could be perceived as strange seeing as
objectives such as tracking benefits the most when used in real-time. The developed application
of this thesis takes on a more practical approach. While real-time execution can with relative ease
be achieved by utilizing the high-end computational resources of cloud platforms, this approach
does impose an increased latency caused by signal-based overhead [24]. To allow usability for
most people, without significant signal overhead, the application is made to be usable in real-time
using a computer of average computational performance.

3 Background

The following sections cover high level background information relevant to the thesis as a whole.
Topics clarifying the physicality traits of a drone and what type of environment to be expected
when working towards a SAW system. The succeeding passages will cover the vision based
challenges and the modules that build up and define a sense-and-warn system.

3.1 Unmanned Aerial Vehicle

A UAV is a remote-controlled aircraft carrying no onboard personell. This makes it highly usable
in dangerous applications such as warfare or any domain where agile and precise movement
is beneficial, such as package deliveries but also in work heavy and inaccessible scenarios that
benefit from being performed from the air such as agriculture or power line inspections [4]. As
described by Suresh et al in [25] there are ten levels of autonomicity. Depending on the purpose, a
UAV can be summarized as either be completely remote controlled, automatic with manual over-
rides or completely autonomous. Commercially available drones tend to be remote controlled
while drone usage in delivery services strive to be completely autonomous to ensure maximum
delivery to manpower efficiency. For remote controlled drones, the drone operator have vision
from the drone’s perspective through an attached video streaming camera. Despite this, regula-
tion states that the ground bound drone operator must always maintain visual line of sight (VLOS)
of the drone [26]. This regulation is primarily caused by the lack of spatial awareness the drone
operator has around the drone when viewing through its camera during operation. Given the
sole sensory input of the drone’s monocular camera, it is difficult to gauge whether a potential
aircraft is approaching if it is not detected by the front-facing camera. While regulation such
as this could in many cases be considered overly cautious, the risk introduced with an airborne
collision could be disastrous. On the other hand, this type of regulation is severely impairing
the applicability and the possible domains of usage for drones. Several important areas such
as search-and-rescue and delivery services could benefit heavily from having fully automated
procedures and could in theory develop such a system. Despite their in many cases proved safe
usage, the regulation remains active and currently obstruct such solutions to be employed.

Rotor-based drones are the most common commercially available drones. They have helicopter-
like rotors where maneuvering takes place by frequently changing the throttle of the rotors. The
rapid changes allow the drone to perform agile movements in terms of yawing, pitching and
rolling in the air while still maintaining stability. Having multiple rotors does however make
these drones generally slower when put in contrast to fixed-wing drones or other aircrafts such
as helicopters or planes.
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Figure 1: Illustration of rotor-based drone move-
ment [27].

The focus of this paper is placed entirely on rotor-based drones and will therefore ignore fixed-
wing drones. It is an important distinction to make as these two types of drones exist in two
different odometric- and visually observable environments. For clarification, when referring to
fixed-wing drones in this paper they are the larger, more professional drones capable of dis-
regarding regulation. While both types exist in the sky, their movement, altitude and velocity
differences creates two different computer vision environments that needs to be accommodated
for. The United States Federal Aviation Administration (FAA) and the Swedish Transport Agency
restricts the total altitude of drones to 120 meters above the ground [28, 26]. This restriction is
primarily targeting recreational usage of drones and does not necessarily encompass profession-
ally used fixed-wing drones that can achieve altitudes of thousands of meters.

While it could be argued that collisions with general aircraft traffic is unlikely at this altitude,
there are several scenarios where the risk is particularly high. One of the most important ones
are search and rescue operations. Whether it is taking place over open waters or forest, it is likely
that aircrafts such as seaplanes or helicopters exist on similar altitudes. This specific scenario
is highly relevant as the Swedish Coast Guard could benefit greatly from using drones during
search and rescue situations. The drone’s capacity to be remotely controlled, stream high quality
video, its small size and agile movement makes it a perfect resource to quickly initialize and
locate missing people in environments that could either be highly inaccessible such as forests or
buildings or very large as on an open ocean.

3.2 X-Plane 11

From an artificial intelligence point of view, acquiring sufficient data to train a model to detect
aerial collisions is challenging. No established datasets of even-levelled airborne aircraft datasets
exist. However, if they did, it would be unlikely that they would capture long distance targets
with the additional caveat of the aircrafts being on a collision course. This type of data is therefore
extremely difficult to find due to the lucky happenstance of it being a rare occurrence. Even with
such data available, acquiring video footage for testing purposes would pose an even greater
challenge. With the existing resources of a student, no such real life data can be accumulated.
Disregarding the dangerous required proximity of this hypothetical staged collision, it would
also be expensive considering the cost of operating and/or possessing an aerial vehicle such as a
plane or helicopter.

Under these circumstances this project aims to create a system entirely based on virtual training
data conjured from the flight simulator X-Plane 11 [29]. Over the years, graphics in video games
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has become considerably more realistic. X-Plane has put emphasis on providing a realistic flight
experience, both in regards to gameplay and graphics. Its mod support allows the community to
create and share their creations that over the years has produced over 1200 aircrafts to be used in
the game. The available aircraft arsenal provides an excellent foundation for encapsulating the
many differing features between aircrafts. The usage of commercially available video games for
object detection training introduces an interesting question: has graphical capabilities reached a
level where it can be the sole source for machine learning training, and to what extent are the
results applicable in real life? If the results are proven reasonable, it opens up the door for other
domains also covered by video games. As well as the potential of generating infinite training
data, only restricted by the aircraft variation provided by the game itself. This thesis will con-
sider the usage of virtual data as a reasonable substitute to real data, however it cannot be fully
tested and investigated until real-life data is available for testing.

A number of games and simulators with high graphical capabilities that target helicopters and
airplanes exist. However X-Plane was among the few that included both aircraft types with an
unbeatable selection and variation. Originally helicopter and airplane data was planned to be
retrieved from two different sources. This as a way of maximizing graphical proficiency given
the assumed graphical specialization in regards to the targeted aircraft type of each game. How-
ever, mixing sources would pollute the data and introduce uncertainties in the overall training
procedure. All games have different types of graphics, not only when it comes to aircraft design
and complexity, but also surrounding scenery. While it would be interesting to analyze what im-
plications differences in graphics could have on training results, it is out of scope for this thesis.

3.3 Vision Based Challenges

While the graphical capabilities of video games have improved markedly over the years, it is
yet to reach a point where most people cannot tell what is real and what is not. Despite this,
explaining what differentiates the two is challenging. What exactly is it that makes a game look
unrealistic when put in contrast to real life? Even though jagged edges and noticeable polygons
are essentially gone, how can we still tell the difference? An understanding of these differences
are important given an application developed solely using virtual data as its foundation. The
absolute goal is after all to be able to develop the application in a virtual environment that can
directly be employed in real life without significant alterations.

Figure 2: Image capture of a Cessna Seahawk
from X-Plane 11 [29].

Figure 3: Real Image taken of a Cessna Sea-
hawk courtesy of [30]

Regardless of the differing perception between the real and virtual world, the required long dis-
tance detections in this thesis blur the line. Observing an aircraft from 1000 meters away makes

6



unlikely to show any textures or sharp edged features. Thus effectively shifting the issue from
the graphical capabilities of the game, to the game’s capacity to accommodate the perception of
objects far away. From long distances, any object is therefore likely to be perceived similarly re-
gardless of the source of data.

Despite the blurred lines between real and virtual in terms of long distance perception, there
is still a considerable difference in terms of the distance when an aircraft becomes ”spatially”
visible. In virtual environments the distance before an aircraft is introduced to the scene is far
less than that of real life. An aircraft can be detected by most when it is a couple of kilometers
away. In a game, the rendering distance dictates whenever an object is spatially capable of being
seen and if video is taken from the game, video compression is likely to reduce the video qual-
ity further. Long distance will cause perceived aircrafts to be similar in terms of pixel structure,
however the video resolution is likely to heavily affect at what point the aircraft will be de facto
visible. When detections are capable of being executed through the observance of a handful of
pixels, increasing the video resolution can make a big difference. There is therefore a pixel based
problem that is introduced with lower resolutions that cause detection to become impossible as
the aircraft is yet to be rendered to the scene due to its tiny representation on the low resolu-
tion screen. The impact of the video resolution is an extremely important aspect of long distance
detection, while it in terms of this application will reduce the latency to potential non real-time
execution, the potential difference in relative distance detection is vital if used with greater com-
putational resources. For this reason, this paper also investigate the effects that video resolution
have on object detection.

Generally in air traffic, there is a number of existing approaches to establish computer vision.
Radar sends out radio waves to determine distances to neighboring aircrafts and from continu-
ous sending, metrics such as velocity and traversal direction of the aircrafts can be calculated.
Light Detection and Ranging-systems (LIDAR) works in a similar yet very different way by using
a pulsing laser to estimate the ranges to neighboring objects to build a point cloud used to con-
struct a three-dimensional map of the surrounding environment [31], A very similar approach
is taken by Time-of-flight (TOF), where instead of using pulsating lasers to build point clouds, it
builds depth maps based on light detection, often from a standard RGB camera. While all of
these approaches are highly capable at establishing accurate distance readings and sensory val-
ues usable in detection tasks, as well as resolve the distance based challenges covered in previous
paragraphs, they tend to be bulky and/or be relatively expensive. A monocular camera might
not be capable of achieving the same input quality -in terms of compatible data for immediate
computation- however it is lightweight, low-cost and provides rich information also intuitive to
humans. Most importantly it is available to everyone, and comes equipped with most if not all
drones, allowing anyone to utilize its power. However, when used in the sky for long distance
targets, there is a number of challenges to overcome.

To create an optimal object detection and tracking model it is important to identify what the do-
main specific challenges are. These can vary greatly depending on the observed context. Whether
the point of view is from above, even level or below the horizon, three very different vision based
challenges are created, all of which benefit from specific additions to the respective model. Ana-
lyzing and quantifying the difficulties of the target domain is therefore a necessity when search-
ing for vision based frameworks. While some vision based traits can be beneficial in one area,
this might not be the case in another. The following sections analyse the vision based challenges
according to their relevance in the context of this thesis.

Scale variation

One of the most prevalent challenges to overcome relates to the perceived scale of aircrafts. Dis-
tances to aircrafts are generally large given the 3D space of the sky and freedom of movement
posed by the six degrees of freedom, I.e the six parameters required to define movement in the
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air. The long distance cause aircrafts to be represented as a small speck of usually dark pixels.
As aircrafts approach the observer, its scale quickly increase and higher level features become
visible. This change in apparent scale also differ depending on the distance to the object. Where
movement from 2000 meters to 1500 meters is likely to only pose a change of a handful of pix-
els, the difference between 1000 meters to 500 meters is considerably more impactful. Creating
a framework capable of detecting when the aircraft is perceived as a blob in the sky as well as
capable of tracking as the blob materializes into more discerning features is challenging but a
necessity.

Illumination variation

Object detection and tracking in the sky introduces significant illumination variation. As the air-
borne object traverses the sky, the sun can at any moment light up or darken the perceived object
depending on its position and the presence of clouds. To ensure that this does not interfere with
the tracking or detection, the models must be highly capable at generalizing. Minimizing the
focus on aspects such as coloration or contrast between the background and the continuously
differing foreground pixel intensity. Approaching an object with the sun directly behind it pose
the risk of completely blinding out the object from visual existence or cause it to be perceived
as pitch black to the point where only its silhouette can be observed. This challenge is likely
to be the most dangerous one in terms of application usability in real life. As the application is
entirely based on virtual data in terms of training and testing, it will never encounter the actual
effects of the sun and illumination changes. Generally, little effort is placed in games and simu-
lators to accurately depict the effects of the sun and illumination changes. The effects of clouds
or accurate sun flares caused by the sun are factors that are commonly disregarded due to im-
plementational complexity and/or lack of effect in the overall execution of the application. This
factor will therefore remain an uncertainty until the application is thoroughly tested in reality.

Object Rotation

Object detection and subsequently tracking should initiate when the target is within a reasonable
proximity of the drone. This should take place regardless if the trajectory of the target aircraft is
on a direct collision course or not. After all, if a change in trajectory took place it could quickly
result in a collision. As this trajectory change is performed, the object will be perceived as rotating
and the visible features will change accordingly. Having a robust system trained on all reasonable
object rotations is therefore important. Training a model solely on imagery facing the front of an
aircraft -seeing as this is the most probably view prior to a collision- create the risk of detecting it
too late if it is approaching from an angle. A reasonable angle can therefore be defined as one that
does not depict the back or side angles encompassing the tail of an aircraft, but one that could
potentially result in a collision if the aircraft starts to turn.

Presence of abrupt motion

One of the greatest perks of rotor-based drones is their agile maneuverability. Its capacity to
quickly yaw, pitch and roll is what allows drones to efficiently exist in constricted areas and per-
form movement actions at an exceptional pace. However, from a video point of view these quick
movements can cause abrupt motion issues. Given the quality of the camera, it is likely that hasty
movement will generate motion blur to such a severe degree as to make the input video at the
time of movement unrecognizable. Effectively causing the tracking model to perceive the object
as having vanished and reappeared at a new location. Capability of re-detection requires a highly
robust and adaptable model. However, safety precautions can be made to enable a fresh object
detection as soon as tracking fails, thus essentially restarting the process.

Considering environmental movements it is unlikely that any significant motion blurring will
occur. This given the lack of a parallax effect due to the long distances to observed objects.
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The motion effect of the observer drone yawing however can affect the system severely. As
this project primarily takes place inside of a video game, the effect of motion blur is absent.
However the rapid yaw of the drone introduces a problem for the object tracking regardless.
Most object tracking models observes the vicinity of the tracked object over frames. This under
the assumption that an object will remain in the general vicinity over frames and not suddenly
start traversing at an exceptional rate. The effect of a yaw will therefore cause the object to be
perceived as rapidly changing locations, which can cause the tracker to lose the object. While
this can be resolved by tracking corrections based on odometric measurements, this issue is not
pursued in this paper, primarily due to the lack of odometric measurements.

Occlusion

The existence of occlusion during object tracking is a highly studied subject given its great im-
portance in general object tracking [32, 33, 34, 35]. It is evident that it is an important part of a
robust ground based object tracker. If tracking fails every time the object temporarily disappears,
tracking would be near impossible in most domains. For example a police helicopter tracking a
car. Occlusion in that case can take on the form of trees, underpasses and buildings, all frequently
occurring. For this reason, many object trackers maintains a memory of the object’s appearance.
When an object temporarily disappears from the frame, it enters a state where it actively searches
for the known features of the object in the general vicinity where it disappeared. Once the object
is found, tracking immediately re-initiates.

When looking at the risk of occlusion in the context of airborne drone collisions, it could be ar-
gued that occlusion is of no risk. Fixed-wing drones flying at greater altitudes have clouds as a
risk of occlusion. However, rotor-based drones fly at a significantly lower altitude where clouds
are not present. If an aircraft is detected and is occluded by clouds, it is unlikely that the aircraft
is in any way risking a collision with the drone. The only way of this happening would be if the
aircraft is on a steep trajectory towards the drone and incidentally also the ground, a scenario
where the risk of collision with a drone is a minute issue.

At the altitude of rotor-based drones occlusions, are more likely to be trees, mountains or build-
ings. Given the assumption that the drone carries a front facing camera, any aircraft occluded
by these obstacles are unlikely to collide with the drone. The objects are after all blocking the
trajectory progression of the colliding aircraft. Only by a trajectory change after passing the oc-
cluding object does it pose a risk of collision, a scenario where the occlusion is no longer part of
the equation. With this in mind, an object tracking model that focuses heavily on being occlusion
resistant is of no priority in its selection in this thesis.

Complex Background

Depending on the altitude of the observing drone, the background of the observed aircraft can
differ greatly. The higher up the observing drone is the more sky will fill up the background
of the front-facing camera. However, this also increases the risk of aircrafts approaching from a
lower altitude, causing the perceived background to be ground. Depending on the environment,
this background can be highly complex which can cause significant disturbances for the object
detection model. False alarm detections are highly probable given the large amount of lines and
corners apparent on objects such as cars and houses. Even worse, when the object detection
model is trained on imagery of aircrafts from over 1000 meters away they will display little fea-
tures and can easily be confused for shadows. Given these reasons and the higher probability of
actual detections taking place at higher altitudes, all detections are performed above the horizon.
By restricting the background to one considerably more static and less cluttered, more prevalent
models can be utilized to generate better results. It is however important to note, that while de-
tections will only take place above the horizon, tracking persists anywhere on the screen and so
does collision estimation.
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Shadows

Shadows can pose a major problem for object tracking models that target ground-bound objects.
Many object tracking models introduce color as an prioritized feature to combat the incorrect
classifications caused by shadows. However, as this thesis targets sky bound collision estima-
tions, it is safe to assume that no shadows will be present. It could be argued that detection
and tracking merely needs to investigate the various silhouette features of the aircraft. However,
given the existence of birds which in many cases resemble aircrafts, textures remain a relevant
feature. While it could be reasonable to grayscale all object detection inputs to enhance the time
of inference, this is not performed as a means of maintaining local context cues to ensure more
robust object detection.

3.4 Sense-and-Warn

The concept of a sense-and-warn system has been mentioned several times already, however no
explanation of what exactly it does nor how it works has been made. The term is a rephrasing
of the more established term sense-and-avoid (SAA). The International Civil Aviation Organization
(ICAO) defines SAA (under the interchangeable name detect and avoid) as ”the capability to see,
sense or detect conflicting traffic or other hazards and take the appropriate action to comply with the
applicable rules of flight”[36]. This definition takes on a more complex form by stating that avoid-
ance should be performed automatically by the unmanned aircraft system (UAS). SAW on the
other hand takes the liberty of merely alerting the user of a potential collision, thus making the
avoidance action manual to be made by the user as the person see fit. Research is at the time of
writing taking place by the FAA focusing on future regulation targeting SAA systems [37], mean-
ing that at this time no rules have been drafted that dictates the legitimacy and applicability of
autonomous systems.

A SAW system consists of three modules. During flight, an object detection system is active to
sense/detect any occurrences of aircraft in the drone’s field of view. If a detection is made, a
bounding box is generated around the detected object. The bounding box provides a visual cue
for the user that an aircraft has been detected and will serve as an image patch for the next step
of the system: the object tracking. Using the detection patch, the tracker defines a feature filter of
the tracked target. The tracking model performs several comparisons between the sequence of
frames and performs updates to the feature filter location as the object moves. From the tracked
movement a collision estimation system is used to gauge whether the object is on a collision course
or not. These three steps can take on a plethora of forms and is further described and analyzed
in their respective sections later in this paper.

Additionally, special importance is placed on detection- and tracking accuracy and precision.
Due to the lack of on-board resources to perform collision avoidance, the bounding box creation,
adaptiveness and robustness is crucial in order to establish whether the target is on a trajectory
towards the drone. A highly oscillating or imprecise bounding box can delay the collision avoid-
ance system or in worst case nullify it completely. The system can also be rendered useless if the
object detection system is incapable of performing long range detections. After all, the goal of
this thesis is to detect a distant aircraft, with the hope of doing so faster than the drone pilot, this
to provide ample time for movement out of the collision risk zone. If no detection is made, the
system is never initiated which not only would make the system obsolete, but have the potential
of being dangerous. This as the system run the risk of putting the operator in a false sense of
security that can cause the operator to not be as cautious when flying.

3.5 Object Detection

To be able to find and track aircrafts, they first have to be detected. The application rise or fall
on the proficiency of the object detector. Inability to detect aircrafts at long distances will render
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the application useless as a short distance detection reduce the window of reactionary avoidance
as well as make it superfluous, since the observed aircraft is likely to already be clearly visible
by the operator at that distance. Inaccurate or false detections can also distract the operator and
immobilize the system completely. It is therefore critical that object detection is robust in terms
of accurate long distance detections.

The object detection model must not only be able to detect objects with a tiny apparent size, but
it must also be able to perform in real-time. It is evident that inference taking several seconds
to perform each time a detection attempt is performed is unreasonable. However, in order to
robustly detect objects from distances above 1000 meters extensive computational resources are
required. The choice of object detection model is therefore a balancing act, can a reasonable
detection rate on objects not even taking up a percent of the screen be achieved with little risk of
false alarms while still being capable of real-time performance?

3.5.1 One-stage vs Two-stage Object Detection

Object detectors are generally divided into one-stage object detectors and two-stage object detectors.
A one-stage detector receives its output prediction after one pass through the CNN. As for two-
stage detectors, these feed the input through an initial CNN with the purpose of generating re-
gion proposals. The high scoring region proposals are then used as input to an additional CNN
where the final prediction is made [38, 39]. This results in one-stage detectors being significantly
faster where many are capable of real-time object detection at the expense of less accurate predic-
tions. The opposite can be said about two-stage object detectors, where they generally perform
more accurate detections at the expense of increased inference time. Generally there is no all-
encompassing choice when it comes to object detectors, it is entirely domain dependent. Despite
many models being similar in structure, it is extremely difficult to gauge how they will perform
in different environments. This is one of the big issues with the black box approach that is object
detection using convolutional neural networks. Only by implementation and utilization can a
model be confirmed to work better or worse when compared to another one.

In the domain of collision avoidance both fast and accurate detections are crucial. If detections
are slow, the frame rate will be heavily reduced leading to a poor user experience and inapplica-
bility in real life scenarios. If the system is incapable of detecting aircrafts from long distances,
the whole system could be considered useless. With this in mind, it is important to make the
distinction that this system is merely meant to support the user in locating potential inbound col-
lision risks. As no autopilot functionality is incorporated, it should solely be considered a system
providing additional assistance. Hence it could be argued that the user experience must remain
intact by maintaining a high frame rate, even if this comes at the cost of lower accuracy. After all,
detections can and should still be made by the user during flight, hence a lower accuracy can be
acceptable. For these reasons, the usage of a one-stage detector is the clear choice.

3.5.2 Tiny Object Detection

Most object detection models are built with the purpose of detecting medium to large sized ob-
jects [40]. At these sizes: object edges, corners and textures tend to be clearly visible to aid it in
its detection task. An object can then be decomposed into smaller parts and can effectively be
represented though learning hierarchical features. As the distance increases, the perceived ob-
ject will become smaller and features dissipate. This issue is further enhanced as convolutional
neural network propagation takes place. It is well known that the early layer feature maps are
of higher resolution, and as they are fed forward the resolution decrease through sequences of
pooling and subsampling until the object runs the risk of disappearing altogether. For example,
an object with the size of 32×32 will be represented by at most 1 pixel after the block5 pool layer
in VGG16, effectively increasing the risk of missed activations [40]. This is a big issue for the
CNN approach in terms of tiny object detection and could potentially force other approaches
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to be taken instead. Utilization of saliency based methods [41, 42] could in some cases be an
alternative. Detections made using saliency based methods switches the focus from detection
through object features to pixel intensity gradients in order locate objects that stick out from the
background. While this approach may seem like a trivial and too general to work in practice, it
remains a valid choice when the background is less complex and objects in the foreground are
likely to stand out. A saliency based detector was in fact considered in the development of this
application, however was scrapped due to them generally being too computationally expensive.
Saliency based methods are not a method specifically made for tiny object detection per se, but
can potentially perform significantly better at some tasks than CNNs.

The proficiency of the object detection model can improve by including local context information
of the tiny objects. By providing environmental cues in the training data of where the object is
likely to be, an additional layer of discrimination is added to the detector. This increases the dis-
tinguishability of small objects from generic background clutter, a scenario that makes it difficult
for detectors that rely on objectness scoring due to the increased number of possible locations.
The inclusion of local context information is highly applicable in this thesis. The background
of an aircraft will (in this case) always be blue, white and/or gray. By solely using this context
information -I.e reducing the usage of image augmentations such as recoloring or discarding
alterations made to the saturation of the training data- the detector become more prone to detec-
tions where the object is surrounded by these colors. This can make the detector more resilient to
false positive detections that is more probable provided a complex background.

The most important aspect to ensure that tiny object detection is possible could be argued not
to be assisting modules of the object detection model itself, but preparation of the input im-
agery. Most object detection models take square input images due to structural design. However,
streaming video tend to follow resolutions of a 16:9 aspect ratio where 1280x720 and 1920x1080
are two common resolutions. This forces the detection model to perform image transformations
to ensure that its dimension comply with the model. Through this transformation feature infor-
mation run the risk of becoming deformed or lost completely as the aspect ratio is squished from
16:9 to 1:1. Effectively reducing the detection capacity of the model as the input video data will
differ from the imagery it originally was trained on. This issue is considerably worse for tiny
objects as the few pixels that make up the object is likely to disappear altogether, rendering de-
tection impossible.

As previously established, at the expense of longer latency, increasing the resolution can help
tremendously in ensuring that small features are more pronounced. One way to utilize the in-
creased resolution, decrease the latency and fit the video dimensions is to crop the video feed
to a 1:1 aspect ratio. However, this approach can be considered relatively brute force and is not
always applicable as cropping the video would remove a considerable amount of the field of
view and thus reduce the overall visual input significantly. A cropping approach is only truly
reasonable when the approximate location of the object is known in the frame, the idea would
then be to crop the frame in a manner so that it encapsulates the object while still maintaining a
square shape. The object would then take up a larger relative portion of the now smaller image
input, require no image transformations and improve inference time. This is however not a real-
istic scenario for most scenarios as the idea of an object detection model is to assist in this very
detection that would be required. Despite this, a similar approach is employed in the developed
SAW system and is later described in the Implementation section.

A different approach is to split the image up into squares and run the square inputs respectively
as the detection input. This is a technique referred to as tiling [43]. Tiling splits the input image
into multiple tiles that act as independent image inputs to the network both during training and
inference. Once each tile has received its bounding box predictions, the tiles are merged together
to form the original image input with all bounding boxes accumulated. The idea behind this is to
conform to the so called DORI criteria: Detection, Observation, Recognition and Identification
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[44]. A criteria that estimates the perceived size an object should have in order to perform each
respective acronym task. The smaller the image crop is, the larger the relative size of the object
will become in contrast to the absolute image size which in turn leads to better detections. An
augmented version of tiling is used in this thesis and is explained in further detail in the Video
Input Augmentation section.

Finally, adding additional modules to the object detection model to comply with scale invariance
requirements are a common approach. One of the most common approaches are the additions of
feature pyramid networks (FPN) [45]. While not explicitly made for tiny object detection, it is ben-
eficial in object detection targeting objects of varying sizes. The FPN is a feature extractor that
benefit the semantic value and speedup by downsampling a feature map followed by an upsam-
pling to construct higher resolution layers from the semantically rich head of the downsampled
layer. This procedure is highly usable in preparation for a regional proposal network that compute
objectness scores prior to detection. This addition to the detection pipeline increases accuracy
without affecting the inference times considerably.

3.6 Object Tracking

After successful object detection, tracking initializes. Object tracking relates to the ability to track
an object in a class agnostic manner. In order to do so, tracking is consecutively performed over
frames until the object has disappeared from the screen. This criterion is usually further based on
a set number of frames that the object has not been found in the frame. This is an important ad-
dition to make as object trackers strive to continue tracking even as objects are no longer visible.
A trait based on the idea that objects are likely to be temporarily partially- or fully occluded by
other objects or lighting phenomenon. This is one of the major parts that differentiate continuous
object detection and object tracking. Trackers ability to maintain a memory allows it to remember
how the object was perceived and where it was last seen in order to quickly reinstate tracking if
the object reappears.

The approach of having an additional model perform the initial bounding box generation prior
to tracking is referred to as tracking-by-detection [46, 47]. A concept nowadays used by most of the
state-of-the-art tracking models. The aim of tracking-by-detection is to gain an understanding
of the visual structure of the tracked object from the provided image patch without requiring
manual generation of this bounding box. The developed target model tend to be constructed to
differentiate between the target and background appearance, an important distinction to make
in ensuring robust tracking as the background scenery quickly change. How this construction is
performed is mainly what differentiates tracking models and cause models to differ in terms of
dynamicity to pick up and adapt to changes displayed in the visual structure. Changes poten-
tially caused by trivial things such as illumination changes, scale invariance or object rotation.

3.6.1 Generative vs Discriminative Object Tracking

Generative trackers usually possess an appearance model of the target prior to tracking and then
through a sequence of comparisons detect the object by finding the one most similar. Seeing as in
this thesis, the target detections are known in beforehand with features that are distinct to each
object, this could in theory make a generative approach a reasonable choice. However, the fun-
damental problem with generative models is their incapability to correlate fully to the object as
it is affected by appearance changes. The theoretical hand-made templates are after all limited
in contrast to the infinite number of different appearances an object can take. Additionally the
learning of the appearance model ignores local contextual information as the focus is placed on
the template object itself and not its surrounding background [48].

Discriminative trackers treat target tracking as a classification problem with the focus of distin-
guishing between the background and target foreground. This is usually performed by the uti-
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lization of various types of correlation filters [49, 50, 51] or through deep feature representations
[52, 53]. This distinguishing ability is crucial in order to receive optimal tracking results. In the
flight environment of this paper, the background can rapidly change as the aircraft traverses the
screen. Tracking always initiate in the sky, however tracking persist if it goes beyond the horizon
line. The sudden difference in background will severely impair generative trackers capacity to
track the object due to its overall template matching approach. While the same can be said to
some extent with discriminative trackers, this approach is considerably more robust to sudden
changes. For these reasons, a discriminative approach has been the staple for the last couple of
years and is also utilized in this case.

3.6.2 Online vs Offline Training

Arbitrary object tracking has previously tackled the learning of an object’s appearance online,
solely using the data of the video [54]. This provides it with great adaptability as training is done
from the ground up each time a new object is discovered and tracked as well as allowing it to
capture appearance variations over time of both target and background. While this has been the
most common approach throughout the years, it is an inherently limited approach in regards
to model richness. Often case this approach has trouble with complex backgrounds as it never
truly learns to differentiate the foreground from the background. In contrast, if the object to be
tracked is known in beforehand, its features could be learned in an offline manner to then be used
during tracking. This would allow for more robust tracking as some of the features are already
known which can also assist in the task of discriminating between background and foreground.
This discrimination is difficult for trackers that solely train online. There is therefore a balancing
act where dynamical information description and unexpected noise introduction run the risk of
accumulating errors over longer durations. Collecting inappropriate samples or overfitting to
available data when the target disappears can easily degrade the tracker and lead to tracking
drift, especially for long-term tracking [55].

The usage of Siamese Neural Networks (SNN) has over the last couple of years seen success in
object tracking [54, 56]. SNNs consist of two neural networks with an identical setup that work
in parallel. After a feedforward propagation is performed by the two networks they compare
their results by observing the semantic similarity between the two outputs. What differentiates
the two networks are that the output of one of them is usually precomputed and form a baseline
for comparison. This has seen widespread applicability in domains such as fingerprint- or face
recognition. Where the network have a database of faces and when an a face scan takes place, a
comparison is made against the database. If the similarity score/rank is high enough, the faces
are likely to be the same.

SNNs are used in object tracking by matching the initial patch discovered by the object detection
model, with candidate matches in following frames. Various techniques are employed to find the
image patch with the greatest similarity score. Such approaches can be exhaustive searches over
the image frame or by prioritizing neighboring regions in order to find the object as it traverse the
frame. The location of this candidate image patch can then be used to estimate the movement of
the tracked object to further assist the model in predicting the object’s future location. Depending
on the object tracker model, additional discriminatory computations are likely to take place at the
expense of computational speed.

However, SNNs does come with a number of flaws when used in object tracking. As a complete
tracking solution, the capability of the model is highly dependent on the data it was trained
on. Comparatively to models utilizing am online updating strategy, the SNN approach suffers
from poor generalization when it encounters objects not included in its offline training set [57].
Additionally, they tend to struggle with target classification. Their lack of updating strategy
makes them susceptible to distractors, I.e other objects that might enter the tracking region and
cause the tracker to either lose track or track the newly introduced object instead [58]. While
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some attempts has been made to incorporate online learning, they remain lackluster compared
to other correlation-based methods [59].

3.6.3 Single vs Multiple Object Tracking

Trackers can either be single object tracking (SOT) or multiple object tracking (MOT). The difference
regards the number of objects the model is capable of concurrently tracking each frame. Most
trackers are configured to be capable of tracking multiple objects, this is done by initializing an-
other instance of the tracker whenever a new detection is made. However this might not always
be a sought after trait. In this thesis it could be argued that it is not relevant to track multiple
objects. Considering the environment the drone exists in, it is unlikely that any aircraft will exist
in its vicinity at all. Even more so that it would be on a collision course or that multiple aircrafts
would be. While the utilization of MOT would be a beneficial safeguard if such a situation would
arise, it would severely impair the application’s capacity to function in real-time.

To elaborate further on this issue. As mentioned already, tracking cannot initiate without an in-
ceptive bounding box created by the detection model. Meaning that in order to perform MOT,
the detection model must be active at all time. This in contrast to SOT where it benefits from
the convenience of ignoring further attempts at detecting new objects after a detection is made
and tracking has commenced. The additional tracking instances when tracking is performed on
multiple objects heavily affect the computational cost of the application. Trackers are generally
computationally expensive as is, having to perform several iterations of calculations for each
tracked object would cause the latency to dramatically decrease in accordance with the number
of tracked objects. Once again, a scenario where several aircrafts are detected and tracked are
extremely unlikely in this project. Making this hypothetical situation rare, however there are
possibly more severe issues that can arise instead.

Running a detection model at all time increases the risk of false alarm detections. This is a signifi-
cant risk already regardless if SOT or MOT is employed. A false alarm is defined as the detection
and tracking of a non-target object. If tracking is initiated on for example a bird, the entire sys-
tem pipeline is allocated to that tracking and collision estimation until the object leaves the screen.
The only safeguard against this type of issue is to maximize the robustness and accuracy of the
object detection model or ensure that such noise is filtered out. While this issue can be combatted
through a manual override, improving the detection model or performing re-detections in set
intervals, it is a risk that threaten the overall performance of the system. For these reasons and to
improve the user experience, this application will solely utilize SOT with the primary concerns
of optimizing performance.

3.7 Collision Estimation

Once a target has been detected and tracked, the collision warning system is employed. Its pur-
pose is to establish whether the object is on a collision course with the observing drone. In order
to do so odometry of various forms are generally employed by utilizing sensors to establish some
or all attributes of the six degrees of freedom, such as distance, velocity and trajectory to pre-
dict the target’s traversal over time. Most aircrafts have transponders to communicate their dis-
tance to each other and radar onboard that allows for aircraft detection and extraction of relative
distances. These hardware choices allow for intricate planning of movement in order to avoid
hazardous situations. However, they are costly in terms of power consumption, price, spatial
requirements and weight. None of which are available in this project.

Given the focus of early aircraft detection of this thesis, the proficiency of the collision estimation
is considered secondary. This decision is primarily based on practical scenarios and the purpose
of the application to be more supporting rather than replacing the need for operator attention.
While it is possible to incorporate a more complex system that accurately calculates the distance
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to the observed aircraft and from movement and angular data estimate whether the aircraft is on
a collision course. Going to such lengths could be argued as not necessary. Instead, a lightweight
approach is taken with a priority on visual cues to inform the user if an aircraft has been de-
tected and to what extent it risks a collision with the observer. Seeing as the sought after relative
detection distance is above 1000 meters, this provides an estimated 15+ seconds of action from
the user. Enough time to consider it exorbitant to incorporate a heavy system that would lower
the overall frame rate and potentially further reduce the available reaction time. Instead, such
systems are a more reasonable choice in cases of full sense-and-avoid systems. Additionally, the
focus on visual cues is important given the relatively small sized hardware that operators possess
to receive the drone visual input. it is not uncommon for these to be mobile phones or smaller
integrated screens in the remote controller. The small size encourages the usage of visual cues
further to ensure that the attention of the operator is quickly drawn to the correct location of the
hazardous aircraft. This instead of prioritizing locational metrics of the aircraft and general status
of the collision estimation.

3.7.1 Estimation Challenges

The usage of a monocular camera comes with significant challenges in regards to possible col-
lision estimation approaches when placed on an airborne drone. Consider a scenario far up in
the sky and time is not progressing, hence metrics such as velocity cannot be extracted. With no
reference points from roads, trees or other somewhat known sized objects, how would one pre-
dict the distance to an observed aircraft? The aircraft is far away, thus observer movement will
not generate a motion parallax effect to assist in the estimation. If the horizon is in the field of
view, it can be used as a perspective cue to provide some understanding of the object distance by
alignment with the horizon. This provided by the fact that the farther away an object is, the more
aligned with the horizon it will appear. However, more information than that is not possible
without the progression of time or the lack of a parallax effect created from personal movement.
An approximate width of an aircraft can be extracted from general knowledge and be used to
estimate distances. However the farther away an object is the less will its apparent size change
over time, whether the object is 1000 or 2000 metres away will be presented as a small difference
in apparent size. In the case of this thesis, with these apparent size changes represented in pixels,
one pixel can represent a large distance and is therefore considered a highly insecure metric.

Introducing time provides richer information. While the above issues are still in effect, the ap-
parent size development of the object can be used to estimate its distance as it travels in the
observer’s field of view. Traversal over the horizontal axis will demonstrate aircraft travel per-
pendicular to the focus point of the observer. An object seemingly remaining still in the focus
point can be assumed to be either moving towards the observer or away. To understand which,
the growth of the apparent size must be observed and compared between frames, an approach
referred to as depth from optical expansion [60]. As the object is approaching the observer, its ap-
parent size will grow and by observing the rate of growth in respect to the total visual image
size, a prediction can be made as to how long it would take for it to fill up the entire field of
view which would represent a collision or a too close passing of the observer drone. Solely using
such an approach is however extremely primitive. Given the apparent size change depending on
the distance of the aircraft, the potential size increase is inconsistent as it approaches given the
observed distance and is likely to perform poorly in practice.

3.7.2 Approaches

A couple of works covering distance estimation and collision detection using a front facing
monocular camera exist. While most of these models target stationary obstacles such as trees
or walls and utilize a known altitude to the ground, approaches exist that attempt to perform
size estimation under somewhat similar circumstances as this thesis. Haseeb et al used YOLO to
create image patches fed to the supervised neural network DisNet as input [61]. The network
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returns an estimation of the distance between the object and the camera based on distance anno-
tated training data performed on vectors containing bounding box dimensions and the average
dimensions of the predicted class. However, in order to do this, it utilizes a pre-established av-
erage width of the target. It is therefore not applicable in scenarios where objects can take on
a number of different shapes and sizes. Their model achieves distance estimation accuracies of
approximately 90% when performing tests on people standing between 50 and 300 metres away
from the camera. While this approach does not intrinsically consider collision detection, accurate
distance estimation can be used to provide the user with metrics such as time-to-collision and can
be combined with the estimated trajectory of the aircraft to calculate the probability of a collision.

Lim et al [17] develop a real-time distance estimation model targeting moving vehicles in front of
a moving camera. Utilizing YOLO as an object detector and knowing the width of the observed
vehicle, the model is capable of estimating the distance, relative velocity and time to collision by
observing the apparent size changes of the generated bounding box. Their approach does not
use any tracking models for their tracking but perform object detection each frame which cause
noisy and oscillating bounding box results that reduce the distance estimation proficiency. In or-
der to reduce the noisy data they apply a nested Kalman filter approach to smooth out noise and
achieve reasonable results. This approach is fast, simple and incorporates known dimensions to
provide decent distance estimation. The approach solely observes the acquired bounding box
which removes the need for specific object features or textures which provides it with an advan-
tage in long range distance estimation. However, it still suffers from the same issue as the prior
approach where the width of the target must be well known to perform.

Both of these approaches are capable of providing metrics usable in determining the risk of a
collision. However one could argue that with the sought after detection distance over 1000 me-
ters this thesis strives for, distance estimation and additional metrics is superfluous. While they
would be beneficial from a quantitative, academic point of view, a drone operator is unlikely
to benefit from such information. The author would argue that intuitive visual cues would be
considerably more beneficial for the operator, while also being considerably more lightweight,
leading to more room for improvements in areas which benefit early collision detection more.

4 Implementation

This section cover the final modelling decisions and implementations performed in the creation
of the SAW system. The section will take on a holistic approach to describe the rationale behind
why modular decisions were made and how they function. Initially, a high level summary is
made describing the working environment of which the system is based on and why it was cho-
sen. This is followed by a description of the unusual approach taken to automatic training data
generation and how it came to be as well as coverage of the final generated training data configu-
ration used to train the object detection model. Finally, more in-depth descriptions are presented
of the system’s major components, starting off with video augmentation and pre-filtering, fol-
lowed by more detailed descriptions of the modules chosen that build up and define the SAW
system as a whole.

4.1 Application Development

The project as a whole is written in Python [62]. A decision based on a combination of personal
preference and known applicability in terms of computer vision and machine learning tasks. To
perform said computer vision tasks the code library OpenCV was extensively used. OpenCV is
one of the most well known and used code libraries for creation of computer vision-related tasks
[63]. It is known for its scale in terms of image augmentation modules and functionalities where
its active developer community allows for rich documentation and a plethora of user contribu-
tions. It is the foundation of most computer vision processing performed in this thesis. With its
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readily available utilities, the sense-and-warn system is created, tested and evaluated efficiently
and according to a quantifiable standard. Furthermore, all machine learning tasks are based on
the deep learning library PyTorch [64]. As this project application consists of an amalgamation
of different modules where the detection- and tracking modules utilize deep learning resources,
the choice of PyTorch was merely a product of the chosen models.

The application was developed on a Ubuntu 18.04 distribution created using Windows Subsys-
tem for Linux 2 (WSL2) [65]. WSL2 allows the user to run a full GNU/Linux environment directly
on Windows without the need of a virtual machine or dualboot setup. Effectively allowing the
user to gain the best of both worlds, the user friendly UI of Windows and the GPU accelerated
benefits of Linux specific libraries and utilities. Since WSL 2 is still in its development phase
some functionalities are not yet optimized which cause the model to occasionally perform sub-
optimally. Therefore, to gauge the actual metrics of the produced application, various notebook
applications such as Google Colab and Google Cloud Platform (GCP) that run a ”pure” Linux dis-
tribution is also used.

Due to restricted personal resources GCP was used for all machine learning training and infer-
ence [66]. GCP is a suite of cloud computing services that provides an array of services ranging
from application execution with fast and variable scalability, data storage, data analytics, ma-
chine learning and more. The machine learning services provides the user with the control of
deciding what type of GPUs to use, the quantity and where the execution should take place.
The proficiency of the selected setup is then reflected by a corresponding cost of running, where
a more powerful setup will generally be more expensive to run. The ease of use and flexibil-
ity makes it a suitable service to perform machine learning tasks when the local resources are
limited.

4.2 Data Conjuration

To streamline the procedure of acquiring training data from X-Plane 11 the X-Plane software de-
velopment kit (SDK) was used [67]. The SDK is based on C++ code and allows for development
of plugins capable of affecting game and gameplay in a manner as the user see fit. It provides
an access point to a multitude of functions as well as provide the ability to extract and modify
coordinate variables in regards to camera- and aircraft locations. The SDK was primarily used to
automatically re-position the camera and aircraft in order to extract training data from the game.
A script was created using the SDK to automatically locate the camera in 25 different angles on 9
different camera distances in respect to the aircraft. At each of the 225 possible locations a screen-
shot was taken and corresponding 2D bounding box was generated. The script increases the
data generation speed markedly, gives full control of the photo angle and distance to the aircraft
which further justifies the creation of extreme numbers of training data to enompass all possible
angles.

Using video games for data comes with a number of perks in terms of generating a wide variety
of scenarios. These are significantly increased with the utilization of the SDK when aircrafts can
be manually placed in a number of sceneries and weather conditions. To ensure the highest level
of detection generalization, the conjured images were taken with the following spatial aspects in
mind:

• Altitude: Images were taken at altitudes approximately 500 feet above mean sea level.
While this altitude is above the highest drone altitude of 400 feet according o the FAA
[28] the altitude was necessary to ensure that image capture of the aircraft was possible,
as camera angles otherwise could cause the camera to clip through the ground. While the
altitude is not inherently relevant to training as the aircraft will always exist with the sky as
the background, Including some ground at the horizon line during an even-levelled angle
could theoretically increase the discriminative capacity of the model.
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• Distance: The aircraft distances were set to a range between 500 and 1400 meters. This
allows the imagery to capture several feature variations as distances vary. The distance of
1400 metres was decided to provide ample time for the user to move out of the way while
still being spatially distinguishable. In terms of the reactionary time provided by a detec-
tion from 1400 meters: the cruising speed of a light aircraft such as a Cessna 172 is 226 km/h
[68], this provides the drone operator with 22 seconds to move out of the way, assuming
that the drone is hovering in place. The relatively low velocity a rotor-based drone does not
affect the time-to-collision by a considerable margin and is therefore ignored.

• Environment Settings: Images were taken in different environments. As the background is
restricted to being above the horizon line, the various ground based locations are obsolete.
While some environments does provide a slight difference in lighting, such as desert areas
having slightly less saturated colors in contrast to forest areas, these factors are generally
ignored. More importantly, X-plane provides a number of cloud formations such as clear,
cirrus, scattered, broken, overcast. These are likely the largest cause of system failure, and is
therefore important to cover accordingly during the training procedure. By including the
relatively small color spectrum of the sky and not convert the data to grayscale provides
an additional safeguard during detection against ground based objects. A tree protruding
above the horizon run the risk of being similar to a darkened blob if the image is grayscale,
a less likely scenario if color remains present.

What is primarily targeted with the different weather conditions is the inclusion of situa-
tions where a high contrast is introduced, such as a thick white cloud on a clear blue sky.
These high contrasting areas could pose an issue for the image augmentation taking place
in the pre-filtering section of this thesis. To ensure all weather conditions are covered, the
five formations mentioned above are enforced. To put further emphasise on gray weather
and to combat the issue of worsened visibility caused by the overcast weather condition,
approximately 500 images were grayscaled to ensure maximum feature visibility while still
having a gray background. As the images retain their 3-channel coloration, it is impor-
tant to strike a balance between gray- and blue images. Too much of the other could pose
a detection bias to that weather condition, effectively reducing the model’s proficiency in
other conditions. Additionally, approximately 500 images received slight coloration aug-
mentations to balance out potential issues of false alarms caused by the relatively uniform
sky across data. Given the tiny objects, annotation were challenging due to software re-
strictions in terms of bounding box creation. The tiny representation of a handful of pixels
caused by long distanced aircrafts caused alignment issues of the bounding box which lead
to a considerable amount of background sky to be introduced in a lot of the training data.
To ensure that this additional amount of background did not influence detection and cause
false alarms, the recoloration was applied as a means of balancing the importance of the
background coloration with the actual features of the objects. Furthermore, all data is con-
jured during daytime to ensure maximum visibility. This model is therefore in no way
adjusted for darker settings such as evening or night.

• Angles: Images were taken facing the front of the aircraft in a semispherical space with
its centre located in the aircraft cockpit. In other words, only the front, partial sides and
upward facing images were taken of the aircraft. The reasoning is to only train the network
on scenarios that could conceive a risk of collision. Initiated tracking on the tail or side
of an aircraft is for example deemed irrelevant as the risk of collision is minuscule due to
opposite or perpendicular traversal relative to the observing drone. However, due to the
lack of features caused by the long distances, it is likely that a detection will primarily be
performed based on high pixel intensity gradients, rather than actual features and textures
of the aircraft. Therefore seemingly irrelevant detections are probable in situations such as
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when aircrafts are traveling perpendicular to the observing drone.

Approximately 3800 images were conjured and labelled with a 50/50 split between helicopters
and airplanes. All images were taken with the in game graphics set to highest and a screen
resolution of 1920x1080. A field of view of 90◦ was used to conform to a middle ground as to
what drones generally possess. The screenshots were taken from the same angles for all aircrafts.
With the camera facing the front of the aircraft, 225 screenshots were taken with increments of 5
respectively for the three locational variables of the aircraft, these being relative distance to cam-
era, pitch and yaw. The pitch was set to exist within the interval 0 to -15 degrees to ensure that
it exists on a even level or point upwards. This so that only the sky is the background and to en-
sure that the angle remains reasonable for an aircraft which could pose a threat of collision. The
yaw was set to ± 90 degrees to capture the aircraft from positions likely to be seen if a collision
were inbound. There is no purpose capturing the aircraft from the side, as this side would only
be seen if the aircraft is traveling perpendicular to the observer, a scenario highly unlikely to re-
sult in a collision. The relative distances were set to [1400, 1200, 1100, 1000, 900, 800, 700, 600, 500]
meters. This range was decided as the longer distances would allow for detections at a distance
where the drone pilot would have enough time to avoid the risk of collision while still pertaining
some distinguishable features. The lower bound was selected as it better display aircraft features
without necessarily presenting a scenario too late to be reacted to. This also provides additional
flexibility in terms of performing detections of larger aircrafts as large aircrafts existing far away
can be perceived similarly in terms of features as smaller aircrafts from shorter distances.

4.3 Annotation Process

To fully utilize the capability of generating infinite data, attempts were made to automate the
image creation and bounding box generation. One of the great perks of utilizing the SDK of a
game is the accessibility of in-game coordinates as well as euler angles of the aircraft object and
the observing camera. Utilizing trigonometry, a 2D bounding box can automatically be generated
around the observed aircraft, allowing annotations to be applied as the image is taken, thus fully
automating the annotation procedure.

4.3.1 Six Points of Reference

To fully encapsulate an aircraft with a bounding box, some background information is required.
The SDK does not provide any specific information or reference points in terms of displaying the
dimensions of the aircraft model. This information is necessary to ensure that the whole aircraft
is covered by the bounding box as the camera rotates and pitches during image conjuration. For
this reason, the dimensions of the aircrafts had to be fetched and incorporated manually into the
automatic bounding box script. Luckily the dimensions found online are directly applicable in
X-Plane. A beneficial result from its desire to be an accurate simulator. Something that cannot be
assumed with all video game sources as minor dimensional differences can be considered irrele-
vant to the user.

Dimensions from an exact blueprint is however difficult to come by. Most dimensions online
display the meta dimensions of the aircraft, I.e height, width and depth and leave out a lot of
important details such as wing diameter and the relative distance to the cockpit from the front
and tail. These issues would later lead to this approach being sub-optimal in terms of time allo-
cation and bounding box quality. To utilize the available meta dimensions, the idea of six points
of reference was created and used to assign the minimum and maximum values of the X, Y and
Z coordinates of the target aircraft as illustrated in figure 4. By assigning these points to the
minimum- and maximum values of the width, height and depth according to the aircraft dimen-
sions, an all encompassing 2D bounding box could be created based on the absolute min/max
values of the x, y coordinates to fully encapsulate the object. The x, y coordinate is calculated
through a transformation from 3D coordinates to 2D coordinates using perspective projection.
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Figure 4: Illustration of the six points applied during bounding box
generation. Circle: X-axis, Triangle: Y-axis, Square: Z-axis

4.3.2 Perspective Projection

Conversion of the six points of reference is done through multiplication of the model-, view- and
projection matrices (MVP). This technique is used in computer graphics to ”squish” 3D objects
onto a 2D screen. Movement performed in a game is after all a sequence of 2D frames of the
world that together build up the illusion of 3D.

The first step is to place the model (aircraft) existing in the model space into the same space as
the camera, I.e the world space. The model matrix is composed of its translation- T, rotation-
Raxis and scale transform S. Multiplying these matrices with a 4 dimensional vertex position of
homogeneous coordinates vmodel result in a conversion to world space vworld.

T =


1 0 0 translation Z

0 1 0 translation Y

0 0 1 translation X

0 0 0 1

 S =


scale X 0 0 0

0 scale Y 0 0

0 0 scale Z 0

0 0 0 1



Rx =


1 0 0 0

0 cos(θ) − sin(θ) 0

0 sin(θ) cos(θ) 0

0 0 0 1

 Ry =


cos(θ) 0 sin(θ) 0

0 0 1 0

sin(θ) 0 cos(θ) 0

0 0 0 1

 Rz =


cos(θ) − sin(θ) 0 0

sin(θ) cos(θ) 0 0

0 0 1 0

0 0 0 1



M = T · R · S (1)
vworld = M · vmodel (2)

With all objects in the same space, they need to be projected to the screen. This is done in two
steps. The first step moves all the objects to a new space, the view space, also called camera space.
With objects in the view space the final step is applied where the projection from 3D to 2D take
place. While the world space is the shared 3D cartesian coordinate system among all objects, they
are all relative to the same point (0, 0, 0). However, rendering of objects are performed from the
point of view of the camera, therefore all vertices must be defined relative to the camera. The
origin (0,0,0) of this space is defined as the camera facing down the -Z axis. The camera also
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possess a model matrix which defines its location in the world space. The inverse of this matrix
is the view matrix. And it is used to transform vertices from the world space to the view space.
Given a camera’s model matrix C, any vector v can be transformed from model space, to world
space, to camera space [69].

V = C−1 (3)
vcamera = V · vworld (4)

Figure 5: The perspective projection of each
min/max X, Y, Z point in order to create a 2D
bounding box.

The final space conversion is to the clip space. To enforce the relative size changes of the aircraft
as the camera is further away, a perspective projection is used. Projections are generally more
restrictive in terms of depth than that of the human eye. While a human theoretically can observe
objects from seemingly infinite distances (stars for example), in 3D graphics, they are reduced to
a near and far plane. This is visualized using a frustum, a pyramid shape as can be seen in figure
5. Anything that falls within the 6 planes left, right, top, bottom, near and far, are visible and
within the camera’s field of view. The contents of the frustum is projected onto the near plane of
it and is the final 2D representation of the 3D object. The clip space transformation is performed
by multiplying the projection matrix P with the camera space defined in 4. Which with all puzzle
pieces available is defined as

vclip = P ·V ·M · v.

P =


2n
r−l 0 r+l

r−l 0

0 2n
t−b

t+b
t−b 0

0 0 f ar+near
near− f ar

2· f ar·near
near− f ar

0 0 −1 0

 (5)
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4.3.3 Annotation Approach

The automatic bounding box generation was highly usable in the infancy of development. It was
initially used to establish an dataset of approximately 1000 images at a significantly higher speed
than if the annotations were to be applied manually. However, this approach is far from optimal.
As the min/max points were based on actual dimensions for each respective aircraft, they had
to be manually changed each time a dataset generation session took place using a new aircraft
model. Despite the knowledge of these meta dimensions and thus 3D-locations, the exact max
and min points of the aircrafts were not explicitly set. As can be seen on the locations of the six
red circular points of reference in figure 5.

All points assigned to the aircraft are aligned on their respective axis with the cockpit as the ori-
gin, a design decision made by X-Plane. For this reason, despite an airplane being the tallest at
the very back, the point is still applied over the cockpit. While these points could be calculated
and reconfigured accordingly, the time required to do so would outweigh the temporal benefits
of the automatic generation. Even if points were perfectly placed, the rectangular shape of the
wings would cause the edges to protrude outside of the bounding box. Any protrusions would
require revisions of the bounding box, a procedure that generally took as long if not longer than if
the bounding box had just been manually applied from the beginning. While this problem most
likely could be resolved by introducing a new pair of max- and min points for each corner of
the wings, and a more exact location of the highest point of the tail, the time to efficiently apply
these values would not make up the time it otherwise would save unless immense quantities of
training data was conjured.

Approximately 80% of all automatically generated bounding boxes were reasonably applied and
could directly be used in the dataset. It worked considerably better on helicopters, most likely
due to their overall square like shape given the inclusion of the rotor blades. With an initial 1000
images automatically annotated, a first model was trained and used for inference to label the
rest of the generated images. While the precision of the model was lackluster and it missed ap-
proximately 20% of all detections, its capacity to accurately encapsulate the objects when after a
successful detection was deemed more important. As no bounding box revisions would be forced
to take place, instead, only some manual bounding box additions and occasional label changes
were forced to be made. The label change could be performed automatically with a script while
the manual bounding box assignment was as previously mentioned as fast if not faster than if it
had been automatically assigned and revised afterwards.

All annotations were performed with the LabelImg library in Python [70]. Approximately 3800
images was created with a 50/50 split between airplanes and helicopters. The image size was set
to 64x64 and the data distribution set to an 80/20 split between training and validation data. The
image size was set according to the largest depiction of an aircraft during the conjuration. The
small image size allowed for quick training sessions which gave more time for hyperparameter
alterations in order to optimize results.

The reasoning why not more data was produced in regards to quantity and different types was
due to the relatively generic perception of far away objects. An airplane seen from 1400 meters
away will look very similar regardless of what type of airplane it is, even more so for helicopters.
And this statement remains true when the aircraft is 600 meters away, although not to the same
extent. Therefore amassing thousands of additional images will do little for generalization as
their appearance will remain similar. Instead, a smaller amount of data benefits training further
in terms of speed and GPU memory requirements.
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4.4 Video Input Augmentation

As previously explained, finding indicative features in terms of textures, edges and corners are
highly difficult when an object is over 1000 meters away. Even more so when the video input
resolution is relatively low at 1280x720 given that an aircraft will be represented by a mere hand-
ful of pixels. To make things worse, the general approach of the object detection pipeline is that
the video is directly implemented and resized to a square shape, often case to a size of the object
detection model’s choosing. The transformation from a 16:9 image to a 1:1 causes a features to be
misshaped or destroyed. The latter is in particular true for tiny objects, where the handful of pix-
els run the risk of being ”squished” to even fewer pixels and less recognizable representation of
the observed aircraft. In order to assist the object detection, and make its job as easy as possible.
A sequence of image augmentations are applied to the video input prior to object detection. This
as a means of spoon-feeding the model an as clear of an image as possible.

Figure 6: Image patch with 1280x720 resolution and 500% zoom of an aircraft 1400 meters away
depicting how distance diminish object distinguishability.

However, augmenting the image to ensure an as optimal input size as possible is not the only re-
ceived benefit. By minimizing noise and cropping the image to not include complex backgrounds
that can increase the risk of false alarms, the confidence threshold of the object detection model
can be reduced heavily. While this could be argued to be a risky move as it allows an increased
risk of false alarms, by efficiently removing all noise it can markedly increase the detection poten-
tial of the model. This is a fairly safe assumption as the sky is relatively predictable in how it can
be perceived, where the greatest threat lies with small highly contrasted dark clouds. As aircrafts
will not possess any significant features, the model is highly unlikely to ever achieve confidence
scores of over 80%. Therefore, if the model shows a confidence score of as little as 60%, it can
improve its capacity to perform long distance detections. This under the assumption that the the
augmentation process is effective in terms of removing all potential noise and that no object in
the sky pose the risk of being similar in any way to a long distance aircraft. The approach could
be considered high risk, high reward, and would potentially further force the inclusion of a manual
detection override, but it is considered a reasonable risk in this paper as a means of maximizing
the potential detection distances.

4.4.1 Horizon Segmentation

The biggest liberty taken in this thesis is that detections are only performed with the sky as a
background. This decision was made out of convenience in terms of usability of more power-

24



ful approaches, but also due to real life-scenarios. An aircraft is more likely to exist at a higher
altitude than a rotor-based drone and will therefore more often be seen with the sky as the back-
ground. Segmentation of the input video is therefore performed to split the two. The segmen-
tation is performed by a developed horizon detection model. The model is primitive, however
its primitiveness makes it lightweight which is essential as it will be performed regularly during
execution.

The model starts by resizing the input frame by a set percentage. This percentage is generally
as low as 10%, which means that an original frame size of 1280x720 is transformed to 128x72.
This is beneficial as the successive morphological filtering is applied to a considerably smaller
image input. Operations that are applied to every pixel can therefore be significantly reduced
with a smaller image input, which leads to faster computational speed. The resizing also helps
to remove horizon-aligned noise and as the horizon is highly noticeable in most environments,
the resizing does not impair the visibility of the horizon.

The resized image is then grayscaled in preparation for denoising. A Gaussian blur with kernel
size (3, 3) is used as a low-pass filter to remove general frame noise. The only visual aspect of
concern is the contrast between the sky and the ground that make up the horizon, any additional
factors are considered obsolete and is discarded. With excessive noise removed from the frame,
Otsu’s method is used to globally threshold the frame. The thresholding is performed on the
frame and is used to split the sky from the ground. Otsu’s method is a nonparametric and unsu-
pervised method of automatic threshold selection for picture segmentation [71]. The threshold
selection in image processing is essential and failure to assign a reasonable threshold value can
render the output useless. In unknown environments, the necessity to automatically select this
value is extremely important. A drone can exist in a cityscape, winter fields, high mountains and
grassy fields, all with different kinds of perceived spatial conditions where each would require a
specific threshold value.

Otsu’s method tries to find a threshold value that minimize the weighted within-class variance.
This is done by creating two classes representing the lower bound pixel intensities and higher
bound. The probabilities of class occurrence and the class mean levels respectively is then com-
puted. This returns the standard deviation and thus class variances in terms of pixel values. To
gauge the ”goodness” of the threshold discriminant criterion measures are introduced. From
these measures the within-class variance, the between-class variance, and the total variance of
levels, respectively can be computed. Effectively reducing the problem to an optimization prob-
lem for a threshold value that maximizes one of the criterion measures [71].
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1. Rescale frame 2. Grayscale and denoise frame

3. Apply Otsu’s method to frame 4. Detect horizon line

5. Align horizon line 6. Output sky segment

Figure 7: Illustration of the sky segmentation pipeline.

With the frame thresholded, the horizon line can trivially be located by traversing down the first-
and last pixel column of the frame. Respective traversal continues until a white pixel is encoun-
tered. A line can then be drawn between the two pixel locations to segment the horizon. It is
not uncommon for this line to be slightly tilted, a possible effect caused by the drone banking or
uneven scenery. To remove the need for padding to ensure a rectangular sky segment, the pixel
value that traversed the maximum number down the column is selected as the uniform y-value.
A horizontal line is then drawn between the two y-values on each side which can immediately
be segmented without padding, however now with slight noise as below the horizon as object-
s/ground is likely to protrude above the horizon line. This issue is reduced through further
image augmentation at a later stage, however remains a problem for the system. This issue can
be greatly avoided by selecting the minimum traversed value, with the risk of removing objects
that exist close to the horizon as it is likely to be a number of pixels above the actual horizon.

4.4.2 Frame Gridding

The segmentation of the sky provides a smaller frame input for the object detection model. How-
ever, as previously mentioned, the image aspect ratio of 16:9 was bad as an input to begin with.
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As the segmentation is likely to halve the frame, the new aspect ratio is therefore likely to go
beyond 32:9. Leading to the required resizing performed by the object detection model to un-
doubtedly remove all traces of long distance objects. To combat this problem a grid is applied
to the sky frame segment. By splitting up the segment into smaller square-like cells, the object
detection input frames will be close to a square shape and can then avoid significant transfor-
mations in order to conform to the model’s desired input dimension. This way object features
are maintained and will be more similar to the data the detection model was initially trained on
which leads to better accuracy and also faster inference time as the frame input dimensions are
significantly reduced in the gridding procedure.

Figure 8: Illustration of a two row frame grid with a cell overlap of 10%

The cell sizes of the grid is automatically calculated by dividing the height of the sky segment
h with its width wtot, this value is rounded to the nearest integer i. This results in all cells that
fit in the grid will have an overall shape closer to a square rather than rectangular. Depending
if the rounding is performed downwards or upwards, the cell width is likely to become wider
or smaller than its height. The pixel width wcell is then calculated by dividing the total segment
width with the rounded cell count i. The reason why the cell width is not certainly smaller
or larger depending on the rounding is due to the addition of an overlap. The overlap o is a
percentage that extends past the adjacent cell to the right when one exists and upwards if more
than one row is used. This is necessary as an object risks existing on the border between two
cells, which in turn cuts the object’s appearance in half and as a consequence reduce the chance
of it being detected. The overlap increases the probability that at least one of the cells will contain
the whole object and can be manually adjusted according to the assumed size of the sought after
detections.

i =
⌊w

h

⌋
(6)

wcell =
w
i

(7)

w′cell = wcell · o (8)

Initially one row of cells were used. This resulted in fewer, larger cells that was sent to the up-
coming pre-filtering process and eventually object detection. This had the benefit of theoretically
detecting aircrafts at a faster rate. Each cell is processed every respective frame, performing a full
iteration over the grid is considerably faster when only one row is used given the lesser frames
to iterate through. This allowed for several iteration loops to be performed without causing a
large temporal span between detections. This had the benefit of solidifying the scoring of each
cell, something that will be described in the upcoming section. Iterating over the grid several
times provides additional safety that whatever was detected in the cell was not temporary. The
increased size also provides safety in terms of capturing moving aircrafts as the risk of it travers-
ing over several cells is reduced.

The problem with having one row of cells is that the size of the cell remains too large and is
highly susceptible to the height of the sky segment. A drone camera angled upwards captures
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more sky than ground, the frame rate would then be affected heavily due to the larger image
space to be pre-filtered. While this fundamental impact remains true regardless of the number
of cell rows, it can be significantly reduced by enforcing smaller cells. As the execution frame
rate should be real-time, there is a target latency threshold to be achieved. An increase in rows
leads to a higher frame rate as the smaller cells are processed faster. However, it can have a
significant impact on the detection intervals as a full iteration is performed and scored over the
grid before a selected cell is potentially transmitted to the object detection model. Increasing
the row number will therefore cause the number of required frame iterations to go from: as
an example, five cells over a single row to 20 cells over two rows. Causing object detection to
be performed close to once every second considering real-time execution of 25 fps. Adding an
additional row pushes the number of cells from 20 to 180! At this point it is evident that the
increased frame rate is not worth the increase in time between detections. Allowing detections to
take place during the grid iteration instead of after a full iteration does not resolve the issue either,
as it runs the risk of either detecting the object considerably faster or slower as it is not uncommon
for detections to take place on cells which holds no object given the cumulative nature of how
a cell is scored. While there are additional methods to avoid this issue, using two rows strikes
a good balance between real-time execution while still being able to perform detections within
reasonable temporal intervals.

4.4.3 Pre-filtering

The input augmentations thus far has markedly reduced the object detection image input size.
This improves the inference time which leads to a better performing model in terms of real-time
execution. The gridding allows the input to maintain a square-like shape, improving the object
detection accuracy and precision as the object features will more resemble the training data as no
substantial transformation is applied to it. At this point the object detection could be performed
on all cells each frame of the video input. However, with the amount of cells and their respective
sizes, inference time will still be highly noticeable during execution. As previously mentioned.
an immediate improvement would be to perform object detection on only one cell per frame.
While this would not impair execution as much, it would still be noticeable and thus harmful to
the user experience.

Optimally, object detection is not performed unless absolutely necessary. In this case, the idea
of detection necessity is based on the probability of an object existing within each cell. This
probability can be established by assigning an objectness score to each cell depending on the
strength and number of wholly contained contours found in the cell. The concept wholly contained
contours is the result of edge detection where edges are fully connected to form a shape. This has
been proven to be an indicative way of detecting class agnostic objects [72]. However, finding
wholly contained contours in the sky segment cell as is, will result in considerable noise, where
smaller clouds make up clear fully connected contours on the sky as well as the potential presence
of the moon. To minimize this risk, significant image augmentation is therefore applied prior to
edge detection.

Morphological Filtering

The utilization of grayscale morphological filtering in the forms of dilation and erosion are com-
mon approaches in image feature enhancing [73]. These work by applying a structuring element
(kernel) to an input image to enhance certain features of the user’s choosing. Both operations
consists of convolving an image Y with some structuring element S. The structuring element can
have any shape and can be adjusted depending on what features the user wish to enhance, most
commonly a square or circle shape is used. The structuring element is slid across each image
pixel (m, n) in the Nh × Nv pixel image where a filter computation is performed.
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Original Input Dilation Erosion

Figure 9: The two fundamental operations in morphological image processing [73]

The dilation operation Y⊕ S slides the structuring element one pixel at a time over the image and
computes the max overlapped pixel value, the anchor point pixel is then replaced by this value.
As the structuring element is slid over edges with a large pixel gradient, the object with the higher
pixel intensity will appear to swell up in size. This is useful for covering ”pixel holes” caused by
noise or joining disparate elements. Erosion Y	 S acts in essentially the opposite way, instead of
replacing the pixel with the max value, it uses the minimum value. This is beneficial for removing
darkened noise and isolating objects. Different combinations of these two operations can extract
specific types of features depending on what the user wish to extract. In this thesis, the goal is to
remove all noise caused by clouds or other things that can be seen in the sky. However, this must
be performed without affecting the perceived darkened blob of the aircraft. Therefore a highly
delicate balance must be struck.

[Y⊕ S] (u, v) = max
(i,j)∈S

{Y(u− i, v− j) + S(i, j)} (9)

[Y	 S] (u, v) = min
(i,j)∈S

{Y(u− i, v− j) + S(i, j)} (10)

Bottom-Hat

As it is safe to assume that all aircrafts will be perceived as darker in contrast to the sky as stated
by Geyer et al in [74], the morphological process referred to as Bottom-hat (BH) is used to enhance
the presence of aircrafts while simultaneously removing background noise. The filtering process
removes structured image clutter and highlights locally dim pixels. BH is defined as a dilation
followed by an erosion using the same structuring element for both operations. This sequence of
filtering is also referred to as a morphological close. The sequence fills holes and joins nearby ob-
jects, this to ensure that wholly contained contours are more visible and not as affected by noise.
The close is then subtracted from the image to highlight dark spots in the given image.

BH(Y, S) = [ (Y⊕ S)	 S] −Y (11)

A bottom-hat filter pair is then produced with two different structuring elements sh and sv. The
two elements are a single column and a single row of ones, in this paper the structuring element
was assigned the same structure as Molloy et al [75], where sh = [1, 1, 1, 1, 1] and sv = [1, 1, 1, 1, 1]′.
This choice was made as it prioritize removing large targets in the image based on empirical anal-
ysis of different formats [76]. The final augmented image is then decided from the element-wise
minimum from the two augmented outputs. This to receive the most discriminative augmen-
tation with the least amount of noise otherwise represented by higher pixel values. The only
noticeable higher pixel intensity post processing should be the aircraft.

BH∗(Y, sh, sv) = min[ BH(Y, sh), BH(Y, sv)] (12)
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Adaptive Thresholding

To further enhance the brighter pixels of the augmented image, adaptive thresholding is used.
The reason why Otsu’s [71] was not used in this case as it was in the horizon detection, is due
to the assumed lack of varying scenarios. Each cell is relatively small and should encompass
solely the sky and potential background objects that are either enhanced for aircrafts or removed
in terms of general noise. The thresholding will ensure that only black and white pixels remain,
making the results from the incoming edge box detector more accurate. One of the most preva-
lent variables in terms of pre-filtering sensitivity is based on the thresholding block size and
the constant value C of the adaptive thresholding. C is a variable that subtracts from the mean
or weighted mean of the filter value. A small constant value will lead to a greater number of
thresholded locations and a higher value will be more restrictive and only display locations with
considerably higher pixel intensity gradient differences instead. The value set to the constant
C has significant impact on the entire system’s capacity to perform long distance detections. A
low value provides a greater capacity to perceive objects from far away due to the less restric-
tive threshold representation, however as a consequence it is more prone to noise, the opposite
remains true for higher constant values. Due to its overarching importance and impact on the
system as a whole, the results section is split up into a low constant value and a slightly higher
value where their detection capacity is evaluated respectively.

Edge Box Detection

At this stage the cell should be pitch black with a small hint of lighter pixels at the location where
the aircraft is. With most of the background noise removed, the edge-box model can safely be
applied. This model is based on the observation that wholly contours contained in a bounding
box (in this case cell) is indicative of the likelihood of the box containing an object [72]. Based on
this, an objectness score is assigned to each box depending on the number of wholly contained
shapes that exist in the box.

The edge box model initially computes the edge responses for each pixel using the Structured Edge
Detector [77]. This detector uses structured forests where each pixel in the input image receives a
binary label indicating whether the pixel contains an edge or not. The annotation is specified by a
mapping function used to train the decision trees. Random forests achieve robust results by com-
bining the output of multiple trees. The results of each tree is an edge map that is merged with
adjacent, overlapping patches to create one uniform edge map. Non-Maximal Suppression (NMS)
is applied orthogonal to the edge map responses to find edge peaks. This results in a sparse edge
map where each pixel p has an edge magnitude mp, I.e the immediate pixel intensity difference
between two adjacent pixels, and orientation θp. An edge is defined as pixels with a mp > 0.1. As
this model scores the existence of wholly enclosed contours, the definition of a contour is a set of
edges forming a coherent boundary, curve or line [72].

To score certain combinations of contours as a means of gauging if they are wholly enclosed, the
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authors introduce an affinity value. Affinities are computed between edge groups based on their
relative positions and orientations such that groups forming long continuous contours have high
affinity [72]. Edge groups are formed by combining 8-connected edges until the sum of their
orientation difference is above a threshold (π/2) (or 90◦). Given a set of edge groups si ∈ S the
affinity is computed between each pair of neighboring edge groups. A pair of edge groups si and
sj receives its affinity score based on their mean positions xi and xj and mean orientations θi and
θj. The idea is that high affinity is probable if the group’s means is similar to their orientations
where the angle between xi and xj is θij. The affinity is computed using:

a(si, sj) = | cos(θi − θij) cos(θj − θij)|γ. (13)

The value γ is used as a means of adjusting the affinity’s sensitivity to orientation changes, and
is in practice generally set to γ = 2 [72]. Any two groups separated by more than 2 pixels is con-
sidered to not be connected and their affinity is set to zero. To prune the number of affinities as
a means of improving computational efficiency, all low non-zero affinities are set to zero if their
affinity is less than 0.05.

Unfortunately, there is a number of additions to the edge box model that poorly affects its applica-
bility in this project. One of which is that scoring and affinity is influenced by the object’s absolute
position in the observed cell/box. Edge groups that exist in the very center of the box or crosses
the box boundary is ranked lower or completely discarded. This design decision was made by
the author as the model’s original purpose was to evaluate the objectness score to bounding boxes
generated by an object detection model. It will therefore always assume that an object has been
tightly captured within the bounding box. It is therefore improbable that the encompassed object
crosses any bounding box boundary or is a relatively small object in the middle of the bounding
box in contrast to the absolute size of the box. It is instead more prone to score edge groups that
run along the box boundary as this behaviour is sought after when assigning bounding boxes.
While these additional computations remain in the final implementation, the objectness scoring
thresholds are adjusted to efficiently bypass these disadvantages.

With the edge groups affinity computed, the object proposal score is calculated. This is done by
initially computing the sum mi of the edge magnitudes mp for all edges p in the group si. For
each group si a continuous value wb(si) ∈ [0, 1] is computed to indicate whether si is wholly
contained in the box b, where a wholly contained edge group is wb(si) = 1 or not wb(si) = 0.
This is computed using

wb(si) = 1−max
T

|T|−1

∏
j

a(tj, tj+1), (14)

where T is an ordered path of edge groups of length |T| that begins with some ti ∈ Sb and ends
at t|T| = si [72]. Using the computed values of wb the score is defined using:
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hb =
∑i wb(si)mi
2(bw + bh)κ

(15)

where bw and bh is the box’s width and height and κ is used to offset the bias of larger windows
having more edges on average. While the edge box model performs additional computations to
establish object proposals for bounding box generation, this is left out of this paper as the cumu-
lative scores within the cell is the only thing of interest in order to gauge whether it contains an
object. If this score is greater than a set threshold based on empirical analysis, the cell will be
chosen for object detection.

While it could be argued reasonable to immediately feed the object proposal bounding boxes cre-
ated by the edge box model to the object detection model for class confirmation, the aspect ratios
of the bounding boxes are highly irregular and it is not uncommon for them to be rectangular
in shape. The potential increase in inference due to the considerably smaller image input would
not outweigh the distortion caused by resizing. Another approach would be to create a general
warning system and just perform additional NMS on the proposal boxes. While it is probable
that it will generate false alarms from object protruding above the horizon line, making it past
the horizon split, it would allow for less accurate but faster execution. This approach could be
reasonable when executed in environments that take place over open water. The lack of objects
that exist on the horizon line would enforce that only aircrafts would be detected.

4.5 YOLOv4

The choice of object detection model used in this paper is the state-of-the-art convolutional neu-
ral network You Only Look Once version 4 (YOLOv4) [38]. The choice was primarily made due to
YOLO’s capacity to perform object detection in real-time while still providing state-of-the art de-
tection accuracy. The creator of the model goes so far as to declare it the best neural network for
object detection in terms of both accuracy and speed based on its performance on the Microsoft
COCO dataset [78, 79]. Each iteration of the YOLO model has progressively made it faster and
more accurate, where this iteration is no different [80, 81, 39, 38].

YOLOv4 further optimized its structure by re-configuring its base network through extensive ab-
lation studies performed on new training improvement techniques and the utilization of genetic
algorithms for hyperparameter improvements [39]. More specifically, the model used in this pa-
per is referred to as YOLOv4-CSP where the suffix name CSP works as an identifier under the
umbrella project Scaled-YOLOv4. A project where scaling of YOLOv4 is performed as a means of
optimizing the overall architecture by leveraging accuracy and speed. This is a highly beneficial
trait seeing as it gives additional leniency when deciding an object detection model that is as
fast as possible while ensuring good accuracy and precision. Seeing as several computationally
expensive models work together in this project, having the possibility of scaling some models
upwards as well as downwards provides greater flexibility in terms of overall model choices.

4.5.1 Feature Formation

The extraction of essential features are commonly referred to as the backbone. The selection of
a backbone is a key step to improve the performance of the object detection model and is a ma-
jor part of what dictates the speed of a CNNs. The network used for YOLOv4 is a reconfigured
version of the Darknet53 (D53) architecture. Its reconfiguration primarily entails the addition
of Cross Stage Partial connections (CSP) [82, 39]. The architectural additions of CSPs are derived
from the additions of dense layers [83] which in turn is a modified version of residual networks
[84]. These networks all attempt to solve issues caused by very deep networks, i.e networks
with many convolutional layers. Increasing the depth of a neural network generally enables it
to capture richer and more complex features, as well as to generalize better on new tasks. How-
ever, it also introduces degradation and the issues of vanishing or exploding gradients [85]. The
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aforementioned network structures solve this issue by introducing different forms of bypassing
paths which effectively allows certain layers to be skipped. Thus reduce the risk of diminishing
gradient values as backpropagation faster reaches the earlier layers of the networks through the
incorporated bypass paths.

Figure 10: DenseNet with 5 layers with expan-
sion of 4 [83].

Dense layers [83] allow for maximum infor-
mation and gradient flow through the net-
work by introducing direct connections from
any layer to all subsequent layers. During
backpropagation this dense connectivity allows
each layer direct access to the gradients from
the loss function and the original input image,
thus minimizing the risk of vanishing gradi-
ents. What differentiates the DenseNet ap-
proach from ResNet is that feature maps are
concatenated instead of summed. This better
preserves the features in preceding layers at
the expense of higher GPU cost due to the con-
catenation operations [86]. This concatenation
process is referred to as the growth rate. The
amount of feature maps k created in a dense
block can be generalized as kl = k0 + k ∗ (l −
1) over the amount of layers l. This process

causes the last layer to receive the feature maps of all preceding layers as input. While the di-
mensions of the feature maps remain the same within the dense block, the number of filters
increase. To minimize this cascading effect as propagation continues over multiple dense blocks
of the network, a transition block is incorporated. This layer compress the number of feature maps
by applying a 1x1 convolution and a 2x2 pooling layer with a stride of two, effectively halving
the number of feature maps after each transition block.

Figure 11: The components of a dense- and transition layer in DenseNet [83].

The Cross Stage Partial Network works to improve DenseNet by tackling an issue introduced
when concatenating the feature maps. This operation is explained below where each dense block
is composed of k dense layers. The output of the ith dense layer is concatenated with the input
of the ith dense layer, and the concatenated outcome will become the input of the (i + 1)th dense
layer. The equations showing the above-mentioned mechanism can be expressed as:
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x1 = w1 ∗ x0

x2 = w2 ∗ [x0, x1]

...
xk = wk ∗ [x0, x1, ..., xk−1]

where ∗ represents the convolution operator, and [x0, x1, ...] means to concatenate x0, x1, ..., and
wi and xi are the weights and output of the ith dense layer, respectively [82]. The issue arise when
the weights are updated during backpropagation. The function of weight updating is referenced
as f and gi represents the gradient propagated to the ith dense layer. In Figure 12 it can be seen
that a large amount of gradient information is being reused (marked with a red box) for updating
weights of different dense layers. Resulting in different dense layers repeatedly learning copied
gradient information [82]. This duplication in data increases computation to such an extent that
the utilization of a GPU during training and inference is essential.

Figure 12: A large amount of gradient information is reused during updates, resulting in different
dense layers repeatedly learning copied gradient information [82].

The proposed solution to this issue is the introduction of partial dense blocks and partial transition
layers. The partial inclusion to these two components can be summarized as a split of the input
feature maps. In a partial dense block, the feature maps of the base layer are split in two parts
that progress through the two channels x

′
0 and x

′′
0 . The channel x

′
0 corresponding to part 1 in fig-

ure 13(b) contains one part of the feature map which bypasses the dense block and goes directly
to the transition layer. The channel x

′′
0 corresponding to part 2 in figure 13(b) contains the other

part of the feature map that goes through the dense block.

Figure 13: Comparison of the dense network stage of DenseNet and CSPNet [82].
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The output xT is the function of x
′′
0 after progressing through the dense block and transition

layer which produces the output [x
′′
0 , x1, ..., xk]. The output from xT is then concatenated with

x
′
0 and undergoes another transition layer to produce the output xU . This split causes the path

of gradient flow to double during backpropagation, further minimizing the vanishing gradient
problem. It also allows the base layer feature maps to improve learning by passing an unedited
version of the feature map. Resulting in a computational bottleneck reduction as well as reduce
the memory traffic due to the lower feature map depth passing through the dense layers. In
the end, the computational reductions improve the inference time while retaining or in some
cases improve accuracy on applied networks [82]. Given YOLO’s focus of fast inference time, the
inclusion of CSP in the Darknet53 network is natural, hence the creation of CSPDarknet53 [39].

Figure 14: Three proposed scaled architectures of CSPDarknet53 [78].

Mish Activation Function

With an understanding of the general backbone architecture established it is important to include
its activation function. The activation function plays a crucial role in the performance of the over-
all network performance and neural network dynamicity. While most neural networks over the
last couple of years have used the rectified linear unit (ReLU) as activation function, develop-
ment has continued and more efficient versions of it has been created as well as new takes on the
structure of activation functions. The creators of YOLOv4 performed a comparative investigation
between leaky ReLU [39] and Mish [87] in order to use the most efficient activation function for
its model. The investigation led to Mish becoming the activation of choice due to a variety of
benefits.

f (x) = x tanh(so f tplus(x)) = x tanh(ln(1 + ex)) (16)
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Figure 15: Possible value comparison between
Mish and ReLU [88].

Mish’s structure creates a range of possible
values between ≈ −0.31 and ∞ seen in equa-
tion 16. Put in contrast to ReLU’s range of 0
and ∞ this seemingly slight difference plays
an important role in minimizing one of the
issues with ReLU. The creation of ReLU was
partially based on a more accurate biological
representation of how neurons fire but also
due to its increased speed and solution to the
vanishing gradient problem. Having a con-
stant value of 0 whenever the input value is
less than or equal to 0 provides network spar-
sity. Meaning that the affected neuron will not
contribute to the modification of other neu-
rons since its resulting value inevitably will be
0. This results in a reduction of required mod-
ifications and cause network sparsity, which

leads to faster network propagation and quicker convergence. Put in contrast to the Sigmoid ac-
tivation function, network density will always remain as the result of the vanishing gradient is a
continuously smaller value approaching 0, yet never actually reaching 0, hence it will remain an
active neuron despite its minuscule affect on the rest of the network. As a result of the structure
of ReLU it instead suffers from the concept known as dying ReLU. This is a state that causes the
output to always be 0, meaning that it does not act in discriminating between inputs. This state
can be reached if the network learns a large negative bias or due to a too high learning rate. Once
in this state the neuron is unlikely to recover due to its function gradient being 0, thus gradient
descent will not change the weights and the neuron dies.

In order to combat this issue leaky ReLU (L-ReLU) was created [89]. Instead of flattening the out-
put of the activation layer if the result is smaller than zero, L-ReLU introduces a small non-zero
gradient when the unit is saturated and not active, causing the range of input x to be 0.01x ≤ 0
and x if x > 0. The linear gradient decrease when the value is less than 0 ensures that the neu-
ron never dies. One issue of the solution is that it does remove the sparsity aspect of the ReLU
activation function as the value will continuously lessen. However, research has shown that the
sparsity aspect is not the primary cause of its superior performance and the reduced sparsity is
compensated by higher performance caused by an increased amount of alive neurons [90].

Mish takes inspiration from ReLU and the activation function Swish [91]. By being unbounded
above it avoids saturation where the value can eventually plateau and reduce the training speed.
Being bounded below helps it fit the model better and it can therefore achieve a stronger reg-
ularization effect. Both of these traits increase the performance of the network, however the
lower bound carries a higher computational complexity in respect to ReLU, making the overall
network slower. However, while the computation time increase, the addition of function smooth-
ness provides greater generalization and optimization of the results. With Mish either matching
or outperforming Swish and ReLU, many datasets of different criteria has deemed the reduced
computational speed as worth it for the overall performance gain.

4.5.2 Feature Aggregation

To combat the increased complexity of object detection compared to classification, additional
network layers are added. These auxiliary layers exist between the backbone and the head and
are referred to as the neck. The network described thus far constitutes the green blocks of figure
14, leaving out important intermediate interconnected components of the base network. These
additional structures are added as a means of increasing model accuracy at the expense of a
marginal increase in inference time. These inclusions are deemed beneficial enough when put in
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contrast to the increase in complexity. The authors of YOLOv4 call these bag of specials [39]. The
addition of CSP to the network can be seen as a special item that targets the backbone to increase
accuracy. The following passages are specials focusing on the detector part of the network.

Path Aggregation Network

The blue blocks of the CSPDarknet53 architecture constitutes of a CSP-ized version of a Path Ag-
gregation Network (PAN) [92]. The PAN is further built upon and enhances the Feature Pyramid
Networks [45]. As mentioned in the background section, FPN is a feature extractor designed
for speed and accuracy. By utilizing multi-scale feature maps it preserves spatial information
accurately which improves localization for bounding box predictions. This allows the detection
model to become more prevalent at detecting small as well as big objects. A crucial trait given
the small targets of this thesis. Its structure is inspired by Zeiler et al [93] that evaluated and
explained how neurons in high layers strongly respond to entire objects while other neurons are
more likely to be activated by local textures and patterns. Therefore it is important to propagate
semantically strong features and enhance all features with reasonable classification capabilities.
In other words the feature extractors attempt to merge characteristics of low-level and high-level
features to encompass as much feature information as possible. FPN achieves this by introducing
two branches as seen in Figure 16(a).

Figure 16: Illustration of the PAN framework. (a) FPN backbone. (b) Bottom-up path augmenta-
tion. (c) Adaptive feature pooling. (d) Box branch. [92].

The first branch (bottom-up pathway) progressively decreases the spatial resolution of the input
image through convolution and pooling layers. Similar to the early stages of conventional net-
works the convolutions capture low level features with good localization. The second branch (top
down pathway) uses nearest neighbor to re-increase the higher resolution features to match that
of the upsampled sizes produced in the first branch. This provides greater semantic information
while becoming spatially coarser, the continuous subsampling causes the localization to worsen.
To combat this, each branch layer has a lateral connection. These connections merge the feature
map of the first branch and second branch at each corresponding level through element-wise ad-
dition. Thus effectively merging the lower level features that was captured from the first branch
with the higher semantic valued features of the second. A final 3x3 convolution layer is applied
to the merged feature map to reduce aliasing before performing predictions. The structure of the
FPN ensures that feature based benefits conjured from each branch is covered sufficiently and
a higher prediction accuracy can be achieved. This without sacrificing representational power,
memory or speed as all levels are built from a single input image with cheap operations.

The first thing PAN builds on top of FPN is the addition of another bottom-up pathway as seen in
Figure 16(b). The intention is to enhance the localization capabilities of the lower-level patterns.
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Based on the fact that high responses to edges or instance parts is a strong indication to accu-
rately localize instances, a clean lateral connection is established from the low level to the top.
As indicated by the dashed red line in Figure 16 this original path propagation route for FPN
is relatively deep, consisting of 100+ layers causing low-level features to diminish. PAN adds a
shortcut from the low level to top ones as indicated by the dashed green line in Figure 16 which
consists of less than 10 layers leading to the top-level of the added bottom-up pathway [92].

Figure 17: Illustration of our build-
ing block of bottom-up path augmen-
tation. [92]

In the augmented bottom-up structure, each building
block takes a higher resolution feature map Ni and a
coarser map Pii+1 through lateral connection and gen-
erates the new feature map Ni+1. During each stage,
feature map Ni goes through a 3x3 convolution layer
with stride 2 to reduce the spatial size to correspond
with Pi+1. Consistent use of 256 filter channels are used
and all convolution layers are followed by a ReLU. The
feature grid for each proposal is then pooled from new
feature maps, i.e., {N2, N3, N4, N5} [92]. Once features
have propagated through the bottom-up structure the
different scale feature maps are pooled using adaptive
feature pooling seen in Figure 16(c). Each proposal is
mapped to the feature levels as denoted by the gray
regions. The features from each level is pooled using

ROIAlign and then propagated through a stage-wise fully connected layer before being fused
together using element-wise max or sum. After summation the final features enter a last fully
connected layer before producing a class and bounding box prediction as seen in Figure 16(d).

Spatial Pyramid Pooling

Another part of the neck presented in pink in Figure 14 is the Spatial Pyramid Pooling layer (SPP)
[94]. This structure improves the receptive field and distinguish important context features while
also tackling the requirement of fixed size image inputs to the CNN. Observing general object
classification networks it is not uncommon for these to require fixed-size input images with
square dimensions and a relatively small size. Since images tend to use a widescreen aspect ratio
of 16:9 such as 1920x1080, 1280x720 preparing imagery for a neural network can distort it through
stretching or compression. The alternative is to leave parts of the scene out through cropping.
Creating a problem where model either learns morphed incorrect data or have worse contextual
understanding. Allowing varying sized inputs is beneficial as it increases scale-invariance and
decrease overfitting, thus improving overall accuracy [94]. For object detection models such as
YOLO it is crucial that varying sized inputs are applicable. Each region proposal of an input im-
age could potentially hold an object, depending on the rotation of the object or its scale the object
can be perceived very differently in the eyes of an object detection model. Having a dynamic
input image conjured from the detection region is an absolute necessity.

The reason why varying-sized inputs are problematic is due to the fully connected layer out-
put of the CNN. This structure must be known in beforehand and must therefore have a fixed-
size. While the sliding window approach of convolution is adaptable over varying scaled feature
maps, eventually their sizes must match up with the number of connected nodes towards the
end of the forward propagation. SPP is able to generate a fixed-length output regardless of input
size by using multi-level spatial bins [94]. These bins are local and maintains spatial information
of the feature map. By replacing the last pooling layer of the network prior to the fully connected
layer the SPP ensures that the output size matches with that of the fully connected layer.

The bins have set sizes and are proportional to the size of the input. The output size of the
network is therefore known and can be applied to the fully connected layer. Each bin correspond
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Figure 18: Illustration of a three-level SPP pooling layer
with 256 filters after the last convolutional layer [94].

to one part of the input where it performs max pooling on each filter and outputs kM-dimensional
vectors where the number of bins are M and the number of filters in the last convolution layer are
k. The pyramid aspect of the SPP comes from the multiple levels of spatial granularity acquired
from the feature map. Observing Figure 18 it can be seen how different levels of pooling can
display different forms of information. Where the right-most level only has one bin which covers
the entire image, making it similar to a global pooling operation. As the bin number increases,
the level of detail also increases thus creating a hierarchy of features of a fixed-size ending in a
final prediction.

4.5.3 Detection Step

The head constitutes the part of the object detection that performs the bounding box predictions,
in this case it remains the same from YOLOv3 [80]. YOLO uses an anchor box based system
where a set of boxes with various preset aspect ratios are placed in each cell of a grid covering
the input image. Three anchor boxes are placed in each cell over three scales of grids 52x52x3,
26x26x3 and 13x13x3, thus creating a total of 9 anchor boxes. As detection tasks can focus on a
large variety of different objects, these ranging from tiny to huge, it is important that the model
is adaptive enough to encompass the many different possible sizes. As a means of generating
good anchor box/priors in regards to the observed scale variability, predictions are made using
dimension clusters. A methodology used to assist the network in generating anchor box sizes
adjusted to the training data. If this is not performed, the anchor box sizes must first be hand
crafted based on the known object target sizes and then adjusted by the network. Utilizing the
clustering methodology, the anchor box sizes are automated and the anchor box size decision
generally yields better results. [81]. The clustering is performed using k-means on the training
set bounding boxes using Intersection over Union scores (IoU) (eq 17) to determine the goodness
of the anchor box. The higher the IoU score (eq 18) the better the size and aspect ratio of the
anchor box. This approach is significantly better than using a standard euclidean distance as it
otherwise would punish larger boxes harder in contrast to smaller.

IoU =
Area o f Overlap
Area o f Union

(17)

d(box, centroid) = 1− IoU(box, centroid) (18)
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These anchor boxes are placed in each cell of a square matrix of feature values. A selection of
the anchor box which has the highest IOU to the ground truth bounding box is then made. The
anchor box with the highest IOU is then responsible for the object detection.

Figure 19: Bounding boxes with dimension pri-
ors and location prediction [81]

For each bounding box, the network predicts
the four coordinates tx, ty, tw, th. The pre-
dicted x and y value is represented as the
tx and ty, these correspond with the centroid
value of the prediction. The width and height
of the predicted bounding box is represented
by tw and th. It is important to not that these
are the relative offsets compared to a specific
anchor box, in other words, they are not the
real coordinate values of the bounding box in
contrast to the entire input image. The appli-
cation of σ to tx, ty (eqs 19, 20) is the centroid
location relative to the grid cell it exists in. The
absolute location of the top-left corner of the
current grid cell is represented by cx and cy.
By adding the relative centroid location with
the grid cell offset you get equations 19, 20 and
the absolute values for the centroid location bx
and by of the bounding box. bw and bh repre-
sent absolute value of the width and height for
the bounding box in contrast to the entire im-

age. This value is calculated by multiplying the width and height of the anchor box pw and ph
with the exponent of tw and th. The prediction stage can produce bounding boxes with negative
widths and heights, the application of the exponent ensures that these values are positive.

bx = σ(tx) + cx (19)
by = σ(ty) + cy (20)

bw = pwetw (21)

bh = pheth (22)

MSE =
1
n

n

∑
i=1

(Yi − Ŷi)
2 (23)

With the calculated absolute values bx, by, bw, bh the loss against the ground truth location is cal-
culated, in other words, the localization loss. This ensure that the bounding box is encapsulating
the object as tightly and accurate as possible. This is done by using the mean square error (23).
If the ground truth for some coordinate prediction is t̂∗ and t∗ the gradient is the ground truth
value (computed from the ground truth box) minus the prediction: t̂∗ − t∗. This ground truth
value can be easily computed by inverting the equations above [80]. Prior to the calculation of
the loss function, an objectness score is set. This serves the exact same purpose as the object-
ness scoring mentioned earlier in this paper. Measuring the objectness loss allows the network
to gradually learn to detect regions of interest. To prevent the network from proposing objects
everywhere, a no objectness score is introduced, this punishes the network if it attempts to detect
objects at several locations in the image where nothing exists, thus effectively reducing the risk
of false positives. The objectness score is calculated using logistic regression and should be 1
if the anchor box overlaps the ground truth more than any other anchor box, causing all other
predictions to receive an objectness score of 0.
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At this point a bounding box location has been established and an idea that an object exists within
the estimated bounding box has been made. The last part of the detection is to predict what ob-
ject class the bounding box encompasses. During training, binary cross-entropy loss is used for
the class predictions. Each bounding box predicts the potential class it encloses using multilabel
classification. Softmax is not used as it is considered unnecessary for good performance [80].
Using independent logistic classifiers provides flexibility in more complex domains where labels
can be hierarchical or many overlapping labels can exist in each cell. Every cell can therefore
predict more than one class to be true, while not incurring any penalties to performance.

Anchor boxes that are not considered the best, yet overlap with the ground truth to an extent
greater than a set threshold are ignored during prediction. Resulting in only one predicted
bounding box for each ground truth. Anchor boxes not assigned to a ground truth object in-
curs no loss for coordinate or class predictions, only objectness. This to not punish predictions
too hard as it doesn’t make sense to punish a good prediction just because it isn’t the best one.

4.6 DiMP

The tracking model chosen for this application is the Discriminative Model Prediction tracker, more
commonly referred to as DiMP. DiMP is an end-to-end tracking architecture, capable of fully ex-
ploiting both target and background appearance information for target model prediction. It is
based on a target model prediction network, derived from a discriminative learning loss by ap-
plying an iterative optimization procedure [58]. DiMP has set several new state-of-the-art results
on some of the most prevalent benchmarks such as LASOT2020 [95], VOT2018 [96] and has been
the foundational model for many other state-of-the-art object trackers. The tracking architecture
consists of two branches both trained completely offline: a target classification branch (figure 21)
and a bounding box estimation branch (figure 20) for accurate target box prediction [58].

The target classification branch distinguishes the target from background. It contains a convo-
lutional block that performs the extraction of the features on which the classifier operates. The
model predictor generates weights of the target classifier created during training, applied to the
extracted features of the input frame, the weights are then used to compute the target confidence
scores.

4.6.1 Bounding Box Estimation

The bounding box estimation branch also referred to as target estimation by overlap maximization
[57] is a modulation-based network architecture used to perform the IoU prediction for an ar-
bitrary object given an image patch. This network is shown in figure 20 and is built on two
branches that both take backbone features from ResNet-18 Block3 and Block4 as inputs: the ref-
erence branch and the test branch.

The reference branch inputs features x0 from a single reference image, and the target bounding
box annotation B0 in the reference image [57]. The features are used to extract deep represen-
tations by feeding them to a convolutional layer followed by a PrPool with the ground truth
bounding box. The branch returns a modulation vector c(x0, B0) consisting of positive coeffi-
cients of size 1× 1× Dz.

The current image whose bounding box is to be estimated is processed in the test branch. The
deep representation of the image is first extracted by feeding the backbone features x through
two convolutional layers followed by a PrPool with the bounding box estimate B. The increase
in convolutional layers is due to the more complex task of extracting general features for IoU pre-
diction. Apart from more layers, the branch also uses a higher pooling resolution compared to
the reference branch. This results in the representation z(x, B) with the size K×K×Dz where K is
the spatial output size of the PrPool. The two branches then come together, where the computed
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Figure 20: Full architecture of the target estimation network [57].

feature representation of the test image is modulated by the coefficient vector from the reference
branch using a channel-wise multiplication [57]. This creates a target-specific representation for
IoU prediction, effectively incorporating the reference appearance information. Finally, the mod-
ulated representation is fed to the IoU predictor consisting of three fully connected layers, where
the predicted IoU for the bounding box is given by

IoU(B) = g(c(x0, B0 · z(x, B)) (24)

4.6.2 Target Classification

The target classification branch distinguishes between the target and background. As tracking is
initiated post detection, the model generates an initial training set Strain = {(xj, cj)}n

j=1 of a set
number of deep feature maps xj ∈ X generated by the feature extractor network F. Each sam-
ple is paired with the target center coordinate cj = R2. These samples differ among each other
through various image augmentations to accommodate for potential appearance changes in the
near future. Over time, the training samples increase to a set maximum number of samples and
are then continuously popped as new samples are introduced. The sample selection process is
based on whether the prediction is sufficiently confident.

The training set proceeds into the feature extractor module. The images are sent through the
backbone network where deep feature maps are generated. All feature maps then enter the model
predictor where the goal is to predict a target model. The prediction is performed by applying a
discriminative learning loss to the feature maps. The loss function takes inspiration from least-
squares based regression and takes the form

L( f ) =
1

|Strain| ∑
(x,c)∈Strain

||r(x ∗ f , c)||2 + ||λ||2 (25)

where f is defined as the filter weights of a convolutional layer tasked with discriminating be-
tween target and background appearance in the future space X [58]. Here, ∗ denotes convolution
and λ is a regularization factor. r(s, c) is the computation of the residual at every spatial location,
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Figure 21: Overview of the target classification branch in the tracking architecture [58].

this is based on the target confidence scores s = x ∗ f and the ground-truth target center coor-
dinate c. To accommodate the advantages of the least-squares regression approach as well as a
hinge loss max(0, s) to clip the scores in the background region the residual function is defined
as

r(s, c) = vc · (ncs + (1−mc)max(0, s)− yc) (26)

where vc is a spatial weight function dependent on the center location of the target c.The variable
yc are the desired target scores at each location, usually set as a Gaussian function centered at
c and mc the mask defining the target region with values in the interval mc(t) ∈ [0, 1] at each
spatial location t ∈ R2. One thing that differentiates DiMP from other trackers is that the free
parameters mc, vc, λ and the regression target yc that are usually manually set are learned auto-
matically by the model.

The model optimizer aims to predict the filter f = D(Strain) by implicitly minimizing the loss
returned by (25). The optimization approach selected, requires only a few iterations to predict a
strong discriminative filter f . The step length α is based on the steepest descent methodology. An
approximation of the loss with using a quadratic function t the current estimate f (i) is employed
first,

L( f ) ≈ L̃( f ) =
1
2
( f − f (i))TQ(i)( f − f (i)) + ( f − f (i))T 5 L( f (i)) + L( f (i)). (27)

Here,5 is the expression for the gradient of the loss with respect to the filter f . Where f and f (i)

are vectors f (i+1) = f (i) − α5 L( f (i)) and Q(i) is a positive definite square matrix. The steepest
descent is then utilized to find the step length α that minimizes the approximate loss L( f ) in the
gradient direction

α =
5L( f (i))T 5 L( f (i))
5L( f (i))TQ(i)5 L( f (i))

. (28)

the final model f is then defined as the filter weights of a convolutional layer tasked with dis-
criminating between target and background appearance in the feature space X [58]. Convolving
this filter with the test image then generate the final score prediction for the image patch.

4.7 Kalman Filter

The Kalman filter is an algorithm capable of estimating uncertain values by using a series of mea-
surement observations over time. The algorithm introduces statistical noise and other inaccura-
cies as a means of gauging to what extent the measured values can be relied on when performing
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an educated guess of future values [97]. As this paper deals with non-cooperative detections,
the movement of observed aircrafts can be estimated according to known movement patterns of
aircraft movement. These are usually linear with rare occurrences of slight turning, where the
velocity of the aircraft is unlikely to noticeably change during video traversal. Given these as-
sumptions, the trajectory estimation is relatively easy to calculate given its linear and constant
movement in terms of velocity and trajectory.

The velocity and trajectory are extracted from consecutive frames of tracking. The accuracy and
reliability of these estimated values are therefore entirely based on the accuracy and precision
of the tracker. As trackers tend to have a level of oscillation between frames in terms of small
x, y coordinate corrections and bounding box size alterations. Depending on the quality of the
tracker, these frame by frame corrections can be severely crippling if they are too severe. Despite
the usage of one of the most prevalent trackers in this paper, it is beneficial to add a low-pass
filter to minimize oscillation. This is where the Kalman filter is used. While the filter is capable
of performing considerably more complex tasks and connect different sensory data in its estima-
tions, it is highly usable as a lightweight yet robust low-pass filter.

The Kalman filter addresses the general problem of trying to estimate the state x ∈ <n of a
discrete-time controlled process that is governed by the linear stochastic difference equation

Xk+1 = Akxk + Buk + wk, (29)

with a measurement z ∈ <m that is
zk = Hkxk + vk, (30)

where H is an m× n matrix that relates the state to the measurement zk. The matrix Buk relates to
the presence of a control input at time step k. However, no control input exists in this case as the
filter is used as a low-pass filter in order to estimate the movement of a non-cooperative object.
This variable can therefore be ignored leading to the more accurate linear stochastic difference
equation

Xk+1 = Akxk + wk. (31)

The variables wk and vk are the process- and measurement noise matrices. These are independent,
white, normal probability distributions that provides a estimation measure of how much the
model changes between steps [97].

p(w) ∼ N(0, Q), (32)
p(v) ∼ N(0, R) (33)

Lastly, the variable A also known as the state transition model is a n× n matrix where n is the num-
ber of observable and hidden variables. The state transition model relates the state x at time step
k to the state at step k + 1. The state xk is therefore the state estimate at step k given knowledge of
the process prior to step k. The state estimate is based on observable- and hidden variables defined
by the sensor inputs and sought after filter output respectively. The filter in this paper is used
to estimate the velocity and thus indirectly the trajectory of the observed aircraft. In order to do
so, the filter consecutively takes in the observable variables x, y of the aircraft coordinate location
on screen. These being the center coordinates of the tracker generated bounding box. As these
coordinates change over time, the filter performs estimated guesses of where the aircraft will tra-
verse to next, and computes an estimated velocity from these estimations. These state variables
are stored in the matrix x

x =
[

x ẋ y ẏ
]>

(34)
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where x and y are the observed x, y coordinate locations of the aircraft and ẋ, ẏ are the hidden
variable estimates of the velocity in each cardinal direction. in other words, they are the output
values of the Kalman filter that is used to estimate the velocity and trajectory of the aircraft. These
values are partially generated from the state transition model A. This model informs the filter of
how the state transitions to the next state x = Ax and in regards to this thesis

x

ẋ

y

ẏ

 =


1 ∆k 0 0

0 1 0 0

0 0 1 ∆k

0 0 0 1




x

ẋ

y

ẏ

 . (35)

The measurement equation H defines how we go from the observable state variables to the mea-
surements using equation 30. The observable variables in this case is the 2 × 1 matrix [x y]>

which is the dimension size of z and the state variable x with the dimension 4× 1 as seen in (34).
This leads to H being a 2× 4 matrix

z = Hx (36)

(2× 1) = (a× b)(4× 1) = (2× 4)(4× 1) (37)

State estimation errors are defined using the a priori state estimate x̂−k ∈ <
n at step k given knowl-

edge of the prior process step k− 1, and given measurement zk, the a posteriori state estimate is
x̂k ∈ <n at step k. The a priori and a posteriori estimate errors are then defined as

e−k ≡ kk − x̂−k , (38)

ek ≡ kk − x̂k. (39)

The respective a priori and a posteriori estimate error covariance is then

P−k = E[e−k e−T
k ], (40)

Pk = E[ekeT
k ]. (41)

The Kalman filter computes a weighted difference between actual measurements zk and a mea-
surement prediction Hk x̂−k as a means of balancing the probability that an estimation can be
reliable in terms of the measured value or if the measurement could be considered unreliable,
whether a prediction is more likely to be accurate. This in terms of the potential difference in the
observed variables in contrast to prior values. The estimation is based on the equation

x̂k = x̂−k + K(zk − Hk x̂−k ). (42)

The difference zk−Hk x̂−k is called the residual and reflects the discrepancy between the predicted
measurement Hk x̂−k and the actual measurement zk [97]. The variable K is a n×m matrix referred
to as the gain. The gain minimizes the a posteriori error covariance given by

Kk = P−k HT
k (HkP−k HT

k + Rk)
−1 =

P−k HT
k

HkP−k HT
k + Rk

, (43)

where Rk is the measurement error covariance. This can be interpreted as when Rk approaches
zero, the actual measurement zk is more ”trusted” while the predicted measurement Hk x̂−k is
trusted less. On the contrary, as the a priori estimate error covariance P−k approaches zero, the
actual measurement zk is trusted less, and the predicted measurement Hk x̂−k more. It is this
adaptability that allows the Kalman filter to generate quick and accurate estimations, even if the
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Figure 22: Illustration of the Kalman filter process [97]

observable variables divert at times.

With all pieces of the linear stochastic difference equation that is the Kalman filter in place, its
operation can be more intuitively described. The filter estimates a process by using a form of
feedback control: the filter estimates the process state at some time and then obtains feedback
in the form of (noisy) measurements [97]. The filter execution can be categorized in two groups,
the time update also called the predictor and measurement update also called the corrector as seen in
22. The time update projects the current state and error covariance forward to obtain the a priori
estimates for the next time step. The measurement update are responsible for incorporating a
new measurement into the a priori estimate in order to obtain an improved a posteriori estimate.
This recursive feedback loop allows the Kalman filter to be very light in terms of memory con-
sumption while robustly estimating the velocity and indirectly trajectory of the observed aircraft.
A necessary trait in order for the collision estimation system to function.

4.8 2D Dynamic Safety Envelope

The Dynamic Safety Envelope is a sense-and-avoid model created for UAV usage [16]. It is based
on the concept of a safety envelope, a distance-based safety perimeter created around an object of
risk. In this case the object of risk are aircrafts and the safety boundary a region that if the visual
origin of the observing drone intersects with the safety envelope there is a significant risk of a
collision. The boundary is displayed by an expanding ellipse around the aircraft comparable to a
continuously expanding bounding box. The rate of expansion is defined by two scenarios prob-
able to lead to collisions. Depending on the duration of intersection between the safety envelope
and visual origin, the collision risk is continuously increasing. While the full model acts upon the
size of the boundary in order to automatically perform evasive maneuvers, the implementation
in this paper discards the automatic avoidance given the focus of developing a SAW system. The
model is extremely lightweight, visually intuitive and solely require the estimated velocity and
trajectory of the object.

The two scenarios the model operates on in order to determine a potential hazardous situation
are:

1. The intruder has the possibility to pass in front of the host UAV in a near future.

2. Observed from the host UAV, the intruder persists in the field of view.

The first case defines a situation where a collision approaching from the side is possible. This
collision type is dangerous as no distance estimations are present and the perceived velocity of
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the aircraft is high due to the diagonal or perpendicular approach. In this case, the diagonal ap-
proach is more likely due to the low velocity of a rotor-based drone. Any perpendicular traversal
of an aircraft will either be perceived as relatively slow when detected from far away or impos-
sibly fast if it occurs in the vicinity of the drone. The second case exploits that aircrafts usually
leave the field of view quickly due to its high cruising velocity. However, aircrafts that persist in
the field of view present an increased risk of potential collision. This based on aircrafts travel-
ing head-on towards the drone will be perceived as non-moving with an increasing apparent size.

Upon aircraft detection, a circle envelope O is formed in F immediately, where F is a 2D coor-
dinate system represented by the pixel image frame. The center of O is q and the initial radius is
r0. The initial radius is set according to the width of the bounding box size created during detec-
tion. The circle envelope will then continuously expand at a rate defined by two risk estimation
parameters. One of which is:

ri+1 = ri + ε0, (44)

where ri is the radius ofO at the ith iteration, I.e ith frame after detection r0. The first risk param-
eter is ε0. This relates directly to case number two mentioned above where it adds to the radius
for as long as the aircraft exist in the field of view. An aircraft traveling perpendicular to the
observing drone will leave the field of view quickly, and will therefore not add any significant
amount to the radius of the safety envelope and therefore not be considered a collision risk.

Figure 23

The circular envelope L primarily focus on risk estimation in regards to time in the field of view,
the envelope becomes dynamic by incorporating the estimated velocity and trajectory of the
tracked aircraft using the Kalman filter. The velocity is used as a visual cue by generating an
extended half ellipse S from the initial circular envelope, as illustrated in 23. This extension
helps to graphically estimate where the aircraft will traverse on the screen after a set amount of
frames. The intersection of the extended ellipse is considered a part of the envelope L = O ∪ S
so any intersection with the field of view origin will trigger the collision risk status. The addition
provides flexibility as it is capable of encapsulating scenarios such as rapid traversal while also
providing an increased expansion rate if the velocity is lower than an adjustable value ||q̇|| > ε1
where q̇ is the velocity and trajectory of the observed aircraft and ε1 a threshold to determine the
approaching state of the intruder. A velocity lower than the threshold will consider the aircraft
as moving towards the observing drone and will expand the envelope at a faster rate for as long
as the velocity is lower than the set threshold. The lengths of the long axis ai and the short axis bi
of S are calculated respectively as

ai = ri(1 + α||q̇||), (45)
bi = ri, (46)
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where α is a tuned parameter representing the position horizon prediction of the dynamic en-
velope evolution, I.e an estimation of where the observed aircraft will traverse to after a tuned
amount of time depending on the safety requirement of the user. The work of Lyu et al contin-
ues to incorporate a SAA system that work by performing maneuvers to minimize the risk of an
envelope intersection with the origin of the field of view. This portion is not included in this pa-
per as the scope does not include the development of a complete SAA system, and the detection
distances are considered long enough to provide reasonable time for manual collision avoidance
measures.

Figure 24: Visual representation of the 2D dynamic safety envelope
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5 Application

The developed sense and warn application is a combination of all sections covered thus far. This
section will go into further detail of how the application itself functions, given all modular infor-
mation provided throughout this paper. A summary of the application structure and its execu-
tion pipeline is described on a high level as well as covered in code form where the main loop
of the application is displayed in algorithm 1, references to code lines are made by displaying
the code line number in parenthesis when referenced. Finally the application is evaluated to pri-
marily gauge its capacity and flexibility of practical usage. As the application contains a number
of heavy modules, it is important to cover how the execution is performed to ensure real-time
execution and where improvements can be made.

Algorithm 1 Sense and Warn

1: # Initialize video and object detector
2: video = initialize video()
3: detector = initialize detector()
4:
5: # Execute application loop over all video frames
6: while video.active do
7: detected, cell = video.pre filter(video.frame)
8: if detected and not tracker.tracking then
9: label, bounding box = detector.detect(cell)

10: if bounding box != None then
11: tracker.tracking = True
12: bounding box = adjust bounding box(cell, bounding box)
13: tracker = initialize tracker(video.frame, bounding box)
14: collision = initialize collision detection(bounding box)
15: end if
16: end if
17: if tracker.tracking then
18: bounding box = tracker.track(bounding box)
19: trajectory = collision.collision detection(bounding box)
20: end if
21: video.update(bounding box, trajectory)
22: end while

5.1 Structure

The system consists of an initialization stage (2) executed upon model activation followed by a
video streaming loop (6) of pre-recorded video or video stream. The application can be sum-
marized as a divide and conquer approach where Each frame is allocated a specific category of
execution. These categories can loosely be summarized as:

1. Pre-filtering (7): The current frame is segmented into sky and ground where the sky seg-
ment is split into a number of cells. The cells exist on two rows and overlap with a set
percentage to ensure that no detection is made whenever the object is between cells. This
grid configuration remains until all cells have had its objectness score computed, moving
from right to left. Each frame, a cell from the grid is used as the input for objectness cal-
culations. Depending on the objectness score the cell receives, its total score is summed
accordingly. The full pre-filtering procedure is then repeated. This to ensure that potential
changes to the horizon caused by perspective or altitude changes are accounted for.
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2. Object detection: After the full grid has been iterated through, if cells exists that have a
higher score than the set threshold, the highest scoring cell’s image patch is returned (7) and
sent to the object detection model (9). The returned cell’s score is then reset to ensure that
other similarly as high scoring cells have a chance to be sent to the object detection module.
The score threshold is used to ensure that if cells have a very low objectness score, then no
image patch is returned and no object detection is performed, this to increase application
performance. If no object exists in the returned image patch, the grid iteration restarts.

3. Object tracking and Collision Estimation: If a detection is made, in this cases dictated by
the presence of a created bounding box (10), the tracker and collision estimation is initial-
ized with the bounding box value as the initial source (13, 14). During this stage none of
the previous parts are active, this is the stage where the drone operator can perform evasive
maneuvers if the tracked object is deemed hazardous. Finally, the frame is updated with
visual cues and information to the drone operator in regards to the tracked aircraft (21).
Once tracking is terminated, the loop is re-initialized and is repeated until a new detection
is made or the system terminates.

The frame division is necessary to ensure real-time execution as each module is relatively heavy
in terms of computation. The drawback of this approach is that it theoretically causes sub-optimal
detection times. It is clear that if the entire execution pipeline was executed each frame, then a
detection would occur at the earliest stage. However, this would result in single digit frame rates
and the difference in detection is minuscule as the additional time introduced can be reduced to
a worst case of the ”number of frames in the grid remaining”-frames, in other words an insignificant
fraction of a second.

5.2 Evaluation

This section covers the execution performance of the application in terms of the system used
during development as well as individual components. The proficiency of the model is here
quantified by observing the frame rate of each respective module and indirectly the system as a
whole to identify bottlenecks and possible future improvements.

5.2.1 Development System

One of the primary caveats of the development of the SAW system was that it should be usable
with resources that can be acquired from general, commercially available computers. This put
in contrast to cloud computing that posses a great array of various high performance setups or
professional computers with considerable computational proficiency. The system used in this
paper during development and testing operated on a GTX 1060 6GB GPU, 16GB RAM and a
quad core 3.5GHz processor. It is important to note that the model was executed in WSL2 as
explained in the tools section. This being a virtual environment inside of Windows takes up a
significant amount of memory which influence the performance of the application. Some flaws
in WSL2s garbage collection could also cause performance to vary further, hence there is some
uncertainty in regards to the exact frame rates of each module. In order to provide the most
accurate representation of the application, a number of executions were performed and averaged.

Pre-Filtering

The purpose of the pre-filtering and objectness scoring is to gauge the probability that an aircraft
exists in a cell. Thus reducing the risk of unnecessary detection executions, which is beneficial
given the relatively long inference time of object detection. The scoring must therefore be an
operation considerably faster than inference. However, the observed area of each cell is directly
dependent on the size of the sky segment where more sky leads to a larger area the objectness
scoring must operate on. Unfortunately the objectness scoring operation remains a relatively
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expensive operation and is considerably affected by the size of the observed area. Real-time exe-
cution can therefore theoretically be affected based on the angle of the camera. A camera angled
downwards will not capture as much of the sky, which will lead to faster execution due to the re-
duction in observation space, while an increased execution time is introduced with the opposite.

Given the assumption that a rotor-based drone will not travel at altitudes higher than 120 meters
based on FAA- and Swedish drone regulation [37, 26]. This in combination with a front facing
monocular camera, it can with relative safety be assumed that the sky will at most cover 50% of
the total video input. Under this assumption, the frame rate of the pre-filtering procedure with
a configuration of two cell rows is on average 54 fps. This frame rate leaves plenty of room for
usage at higher altitudes where the perceived sky takes up a significantly larger portion of the
screen. It also shows that it is applicable on computers with less computational resources avail-
able. It could be argued that this module alone, could be beneficial enough for drone operation
given its capacity to continuously detect potential hazardous objects with provably low latency.
This opens up the possibility of edge computation to perform said task, something that is highly
beneficial in drone operation. While this topic is beside the point of a sense-and-warn system it
is touched upon in the Discussion section of this paper.

Object Detection

Depending on the selected scale of the YOLOv4 model, the inference time can range from 0.2
to 0.5 seconds when observing the most lightweight options. While this inference is fast, it still
introduce significant stuttering every time a detection is performed. This was the initial reason
behind restricting the need for detections and the inclusion of objectness scoring. To improve
the user experience and overall frame rate, all object detection is performed asynchronously. Its
effect on the application frame rate is therefore difficult to estimate. While it does not induce a
stutter down to 4 fps as it would have if executed on the same thread, it can still affect the overall
frame rate to some extent.

The asynchronous execution of object detection induce a slight delay as the detection is per-
formed on a frame approximately ”the time of inference”-time ago. However, since a detection is
performed each grid iteration, it is more likely that the delay will be based on the time it takes to
perform one iteration of the grid. Due to the focus of this thesis, this is considered a small issue.
Aircrafts at long distances are unlikely to travel far during the time of inference, this ensures that
the bounding box is still in the vicinity of the detected aircraft’s actual position. This criterion is
enforced further if the aircraft is on a collision course with the observing drone as the apparent
motion of the aircraft will be even less discernible.

The selection of DiMP as the tracker was partially made due to this issue. DiMP is relatively
heavy duty in terms of real-time tracking, and is highly proficient at re-configuring the track-
ing bounding box if not perfectly aligned. Thus it is capable of quickly catching up with any
misaligned objects. However, poor tracking remains a risk in cases of quick perceived aircraft
traversal caused by nearby or perpendicular traversal. The asynchronous execution of object de-
tection is therefore based on the assumption that detections are made on objects far away and
will perform poorly if this is not the case.

Tracking & Collision Estimation

The speed of the tracking module is highly adjustable. The tracker comes with a number of
tweakable hyperparameters that markedly affect the quality and efficiency of the tracker. While
the base configuration of the tracker is relatively heavy in terms of computational complexity,
it can with ease be adjusted to approximately double the frame rate. A balance must therefore
be struck between a tracking quality good enough to robustly track the object while still being
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capable of running in real-time.

Despite the flexibility of the tracker, it remains the bottleneck of the system. The base module of
the tracker runs at approximately 18 fps. In this application it has been scaled down to run at
approximately 27 fps while still tracking robustly. While it is possible to increase the fps further,
the oscillations during tracking will progressively increase which impairs the collision estimation
module. Therefore, depending on ones belief in what real-time execution is, I.e 25 fps vs 30 fps,
the tracker is capable of achieving both speeds. In regards to the collision estimation module, it
is lightweight enough that it can be completely disregarded or baked into the fps of the tracker,
as they are always executed together.

6 Results

This section covers the results gathered from a sequence of tests to quantify the application’s
proficiency to perform long distance object detection. Due to the lack of real-life data displaying
even-levelled aircrafts, 8 simulations evenly split between airplanes and helicopters are used for
testing. The simulations have the added benefit of including exact information in regards to
relative distance to the observed aircraft as well as provide various environments in terms of
locations and weather conditions. Due to the risk of detection bias, these different scenarios are
important to ensure that the system can execute robustly regardless of weather condition.

6.1 Simulations

To ensure that results from the simulations are not contaminated by variation in terms of aircraft
size, features or coloration, each class is represented by one aircraft model. The choice of repre-
sentational aircrafts is based on their commonality, typical appearance and likeliness to exist on
the same altitude as the observing drone. The latter cause both types to be on the smaller side,
making the task of detection even more challenging. Both aircrafts travel at approximately 220
m/s towards the camera, where the speed was chosen due to it being close to the cruising speed
of a number of aircrafts.

The airplane class is represented by the Cessna 172 [68]. The Cessna 172 is one of the most com-
mon light airplanes due to their affordability, ease of use and reliability. It is one of the most
common airplanes used by hobbyists and could therefore be considered a greater threat than any
other airplane. Helicopters are represented by the Bell 206 [98], it is one of the most common
commercially available helicopters and possess a highly general visual appearance that well en-
compasses a number of common helicopter designs.

The object detection capabilities are tested on 4 simulations for each aircraft type (identified by
a -A for aircrafts and -H for helicopters) depicting various weather- and spatial situations. The
layout of the simulations are made to be as similar as possible between the two aircraft types.
They predominately focus on head-on trajectories of the aircraft given the significant importance
of this aircraft approach. The angle of approach differs between simulations to ensure appli-
cation prevalence despite location on the screen. To further gauge the application’s capacity to
generalize, the weather conditions are different for each simulation. The weather conditions cho-
sen are: clear skies, broken clouds and overcast. These were chosen due to their vastly different
appearances. Given the segmentation of the sky and ground, the primary source of noise should
only be clouds of various formations. It is therefore crucial that varying weather appearances
does not cause false alarms or volatile results. The proficiency of the model could be consid-
ered severely lackluster if it only functions well during clear skies and malfunctions as clouds
and gray weather are introduced. While more simulations could be conjured with more types of
weather conditions, this was disregarded seeing as the three weather conditions chosen should
be overarching enough, inclusion of scattered- and cirrus clouds is therefore unlikely to generate
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different results.

1. Simulator 1: Head-on approach with clear weather.

2. Simulator 2: Head-on approach from the left with the weather condition broken clouds.

3. Simulator 3: Head-on approach from the right with the weather condition overcast.

4. Simulator 4: Head-on approach with the weather condition clear with a still ocean below
the horizon line. The point of this test is to analyze a potential upper bound of the detection
model’s proficiency. The ocean provides a clear horizon line with no interference and the
clear sky is the closest one can achieve having a noise free background.

6.2 Detection Aspects

Each simulation is quantified by observing the model’s proficiency to accurately detect and ini-
tiate tracking in terms of the relative distance to the aircraft. To gauge the system’s capacity to
detect aircrafts and its usability in real life, the different components are compared to estimate
whether the convolutional neural network approach is suited for long distance detection or if
other approaches potentially show more potential. Finally the system is compared to the capac-
ity of regular human observers to determine whether the system is applicable in real life or could
be considered superfluous.

6.2.1 Objectness & Object Detection

As the object detection model is completely dependent on the objectness scoring from the pre-
filtering module, the relative distance of when a first overall aircraft detection is made docu-
mented. The difference between the two forms of detection provides an insight of potential
bottlenecks between the modules. Put into perspective, if the object detection of the aircraft is
severely delayed after an initial objectness detection is made, the object detection is likely to be
the limiting factor. On the other hand, if object detection is directly successful as it receives a cell,
it is possible that the objectness scoring is the limiting factor. The difference between these two
modules are relevant in the investigation of whether different approaches are likely to be more
prevalent in the future. The results of the objectness detection will therefore also be evaluated
alone.

To further evaluate the aptitude of the model, two types of detection scenarios are applied to
each simulation. The first scenario represents detections performed by the final configuration
of the system. The system has got a number of tweakable hyperparameters and is therefore al-
ways adjustable depending on situation. However to provide an insight of the system’s capacity
to generalize, one specific configuration is used. Additionally, the system is also tested under
a scenario that maintain the standard configuration wholly but disregard the placement of the
horizon line. One of the primary issues of the model is the horizon detection model’s poor ca-
pacity to accurately find the horizon. This introduces a considerable amount noise that affect
the time of detection in various ways. Therefore a scenario is established where the horizon is
manually raised to a level where no noise originating from the ground is detected. In theory,
this raising should allow the system to not experience interference from other noise than what
originate from the sky. Any noise introduced from the sky is therefore considerably more critical
as it is the cause of primary components failing, components such as the pre-filtering or in worst
case false alarm detections from the object detection model.

6.2.2 Human Observation

To practically gauge the applicability of the system, ten people unbeknownst of the aircraft’s ap-
proach observed the simulations and attempted to localize the aircraft. As soon as the person
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correctly identifies the aircraft, the relative distance to the aircraft was recorded. All simulation
videos were scrambled and trimmed in ways to ensure that the user could not anticipate when-
ever an aircraft would be more likely to be seen on screen. In the end, if the system is capable of
detecting the aircraft sooner than a human actively striving to find the aircraft, it could be argued
that the application does have a place in practice. However, if detection is severely delayed or
fail altogether compared to a human’s perception, the system could be argued to be superfluous.

Important to note. the results from the human investigation were not performed in a controlled
environment and relies on trust in terms of authenticity. Furthermore, as the task was sent out to
a number of people with different visual configuration, it can safely be assumed that observations
took place on a number of different screens with varying size and quality. This can have various
pros and cons, such as a larger screen size might make the aircraft more apparent earlier, but also
increase the area of observation, Whether this results in a net positive or negative is beyond the
investigation of this paper.

On the other hand, to counter act the potential uncertainties and flaws of the varying environ-
ments of testing, the human observations are under considerably more beneficial circumstances.
For example, a drone operator is extremely unlikely to have better or as good visual conditions
during drone operation compared to the human observer. While the system is fed high resolution
video and is capable of processing it accordingly, the drone operator’s source of video output is
usually from smaller screens such as mobile phones or accompanied hardware. It can therefore
safely be assumed that the results from the human observation in this paper are considerably
more beneficial than during most drone operations. Leading to an assumption that performing
aircraft detection on a regular drone video output device, is more difficult than what the human
subjects experience and is therefore likely to be worse in practice.

Furthermore, comments from subjects stated that they experienced extreme concentration and
quickly struggled from mind fatigue during aircraft localization. A natural result caused by the
competitive nature of performing detections as quickly as possible. This further provides an
unrealistic scenario in terms of actual drone operation. While a considerable cognitive strain
is generally put on the drone operator, the operator is rarely entirely engulfed in the task of
localizing aircrafts. This further leads to the results of the human observation to be considerably
more favorable in terms of early aircraft detection in contrast to actual drone usage. All things
considered, the circumstances of the human observations should be considered an upper bound
in terms of early detections. If the system performs better than the human observers, it can with
greater confidence be considered a more suitable alternative when used in practice.

6.2.3 Resolution

To investigate the difference in proficiency between resolutions, results are recorded in both
1280x720 and 1920x1080 video resolution. As previously established, an increase in resolution
is likely to improve the detection distances due to the increased amount of apparent pixels that
make up the the aircraft. As the real-time aspect of the SAW system as a whole has been entirely
based on 1280x720 resolution, the latency aspect of the application is discarded for the 1920x1080
results. However, the potential difference in proficiency between the resolutions are an extremely
important factor in determining the feasibility of using CNNs for long distance object detection.
Computational performance can easily be obtained through the application of cloud computing
or general purpose computers more computationally proficient than the one used in this paper.
Hence a lack of real-time execution is relative to this paper alone, and remains plausible for higher
resolutions given better equipment.
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6.2.4 Thresholding Constant

Finally, the SAW system incorporates a constant C described in the Adaptive Thresholding section
of this paper. This constant affects the sensitivity of the pre-filtering procedure significantly. As
the constant value increases, the more resilient to noise the pre-filtering becomes, while the op-
posite is true for lower values. Depending on the value set to this constant, the system provides
two vastly different detection environments. A low value leads to significantly higher objectness
scoring across cells, this as the thresholding is not as infringing, allowing for smaller changes
in pixel intensity gradients to be thresholded. This leads to cells more frequently being sent to
detection and makes it significantly noisier. However, as a result it is considerably more capable
of early aircraft detection. The increased amount of noise does enhance the risk of false alarms.
However, With a good enough object detection model, this should not affect the proficiency of
the system markedly. The only issue introduced is that the increased amount of cells achieving
objectness scoring higher than the set threshold leads to a small queue of cells to be sent to object
detection, a problem based on the configuration that only one cell is sent for detection each grid
iteration.

Reasonably, there exists a need for systems with a more aggressive or defensive approach in
aircraft detection, therefore two versions are documented. In environments where considerable
noise exists that increase the risk of false alarms, the more restrictive constant C could prove
more beneficial, and it is therefore important to gauge how the relative distance detection differ
between the two. If the more defensive approach results in similar detection distances as the
aggressive version, with the additional perk of being a safer option, then it could be deemed the
overall more viable option.

6.2.5 Detection Failures

During testing it was encountered that the primary reason for failure was due to the primitive
horizon detection approach taken that produced sub-optimal horizon predictions. This cause the
objectness scoring to consistently be added to cells despite it not containing any aircraft. As a
result, this fundamental flaw introduce three types of possible detection failures:

1. Detection Failure (F): The detection model was never able to detect the aircraft.

2. False Alarm (A): A detection was made of a non-target object.

3. Circumstantial Detection (C): A correct detection was made, however not based on the
perception of the actual aircraft.

While the first and second failures are clear and exist as a failure for all object detection tasks,
the third deserves an explanation. It was common that during execution, protrusions of trees
and hills above the horizon line would generate consistent objectness scoring for the cells these
obstacles would intersect. This would cause the model to continuously send these cells to detec-
tion. While they generally result in a non-detection, the cell that by coincidence contained the
aircraft would accurately detect the aircraft and initialize tracking. This can therefore be con-
sidered a lucky coincidence that theoretically does massively improve the results of the model
when it occur, as well as provide an upper bound to the object detection model’s capacity to per-
form long distance detection. However this circumstance is evidently not reliable and usable in
order to gauge its practical usage. For this reason and as already explained in the Objectness &
Object Detection section, each simulation have two detections performed by the system. One that
represent the pure proficiency of the SAW system with its standard configuration (as shown to
the left of the System cell in table 1, 2) and a second observation where the horizon line has been
manually lifted to only encompass the sky and the location of the aircraft (as shown to the right
of the System cell in table 1, 2). While this is not a ”pure” solution given the issue of dynamic
objectness scoring based on the location of the object explained in the Edge Box Detection section,
it does provide some improved insight.
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6.3 Relative Distance of Detections

The results are split up in two tables, the first table 1 displays the results of the more aggressive
approach where the constant C is set to 1 for the adaptive thresholding of each cell. The second
table 2 displays the results for the same simulations with the value 3 set to the constant C. These
constant values were selected from empirical investigations based on the systems overall capac-
ity to perform detections. The tables cover the relative distance results for both resolutions and
all evaluation metrics already covered.

Relative Detection Distances (meters)

1280x720 1920x1080

Sim Objectness System Human (µ|σ) Objectness System Human (µ|σ)

1-A. 2863 1340 1488 787|166 2381 2831A 2262 1002|251

2-A. 2798 2790C 1624 996|331 2959 2623C 2616 1103|374

3-A. 1579 1234 769 860|209 2749 2831C 1062 893|285

4-A. 2331 2311 2311 758|213 2331 2043 2043 951|304

1-H. 2193 1290 1242 603|164 2415 2372C 2233 1075|221

2-H. 2325 2307C 1932 862|262 2473 2381 2454 951|304

3-H. 1654 687 1007 833|203 2541 1904 2307 893|285

4-H. 2666 2023 2023 1451|179 3026 2825 2825 1415|221

Table 1: Quantitative results of the relative distances acquired using an adaptive threshold con-
stant C of 1. The three failure types are identified through their assigned letters F/A/C.

Relative Detection Distances (meters)

1280x720 1920x1080

Sim Objectness System Human (µ|σ) Objectness System Human (µ|σ)

1-A. 877 1180C 769 787|166 1721 2537C 1690 1002|251

2-A. 1250 1234 916 996|331 2094 2871C 1950 1103|374

3-A. 1090 1126C 769 860|209 1375 1287C 916 893|285

4-A. 1013 935 935 758|213 1654 1329 1329 951|304

1-H. 1200 1115 1164 603|164 1816 1580 1704 1075|221

2-H. 1183 1085 1085 862|262 2102 1932 1932 951|304

3-H. 1034 687 927 833|203 1346 927 1164 893|285

4-H. 1857 1770 1770 1451|179 2046 1897 1897 1415|221

Table 2: Quantitative results of the relative distance acquired using an adaptive threshold con-
stant C of 3. The three failure types are identified through their assigned letters F/A/C.

From the results shown in 1 it is clear that the system far exceeds the sought after detection
distance of above 1000 meters with a slight deviation in regards to simulation 3-H. This remains
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true for both the standard configuration of the system and the manually adjusted version. These
results are surprising, considering the detection model was trained on data depicting aircrafts
between the range of 500 and 1400 meters. Despite this, several occurrences of accurate detections
well above 1400 meters are performed. A result likely caused by reduced appearance differences
the further away the aircraft is. In terms of visible features, an aircraft perceived as a darkened
blob from 1400 meters away will remain a darkened blob when seen from 2000 meters, only
slightly smaller. The object detection’s capacity to make a distinction between these few darkened
pixels and singular dark pixels originating from noise is the critical role of the object detection
model. Interestingly enough, the detection model does this extremely well, only one false alarm
was recorded during execution, this being in table 1 simulation 1-A. A false alarm that failed
on a seemingly random scenario where a hill protruded above the horizon line, a hill with no
resemblance of a long distance aircraft.

Objectness Distances

The objectness detection shows in most cases capability of locating aircrafts at well above 2000
meters. It is evident that lowering the constant C has a significant impact on the relative detection
distances. This difference is clear when comparing the objectness detection of table 1 with table 2.
The usage of a lower constant C on average increases the relative distance of objectness detection
of about 48% for the resolution 1280x720 and 32% for 1920x1080. While both an increase in reso-
lution and a lowering of the constant C leads to improved detection distances, one can achieve a
greater relative increase in performance by keeping a lower resolution and lowering the constant
value C. A highly beneficial trait as a lowering of the constant does not impair overall perfor-
mance, while an increase in resolution severely affects the system’s usability in real-time. Also,
increasing the resolution introduced the only existence of a false alarm. However, encountering
only one false alarm caused by lackluster horizon detection is not indicative enough to label a
lower constant C and an increase of resolution as too volatile in terms of robust results.

Figure 25: Difference in objectness detection distance between two values of constant C (blue:
C=1, orange: C=3) for respective resolution.

Furthermore, observing the relative distances from a strict increase in resolution between the
two constant C values, it can be seen that a resolution increase to 1920x1080, increases relative
detection distance by an average of 11% for C value 1 and 34% for C value 3. Meaning that an
increase in resolution for C value 1 is unlikely to markedly affect the model’s capacity to perform
longer distance detections. However, it does show signs of being more robust. Detections with a
resolution of 1920x1080 on average detects the aircraft at 2600 meters with a standard deviation
of 251 meters while a decreased resolution performs the same detections at 2301 meters with a
standard deviation of 454 meters. As expected from the higher value C given its less volatile
nature, it remains robust with an increase in resolution and improve by approximately 32%.
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Object Detection

The evaluation of the object detection model’s performance is in this section based on the results
gathered from the manually raised horizon line, I.e not the final configuration of the system. As
the system remains adjustable and the primary focus of this paper is to investigate the feasibility
of long distance object detection, raising the horizon to minimize noise allows for purer results
in terms of the raw capabilities of the system modules. This is particularly important as the final
configuration is the only one that have recorded failures. Optimally, this distinction would not
have to be made, as the best case evidently would be if the two versions were the same.

Interestingly enough, one would assume that the failures of the final configuration would result
in worse results across the board, however this is not always the case. In fact 19 out of the 32
simulations have equally as good or better results when using the standard configuration of the
system where many show significantly better results when affected by the circumstantial detec-
tion failure (C). This is extremely troubling, as it pollutes the results and the detection capacity of
the system heavily. There is no reason why increased noise caused by protruding scenery should
benefit the model in any way. Despite this, over 50% perform better with it. This issue is likely
caused by the persisting issue of the dynamic nature and ill-fitting usage of the edge box detector
in this system. As the detector rewards objects that exists close to the box boundary, as is the
case with the protruding horizon, these cells receive higher scoring and coincidental occurrences
of aircrafts within those cells will therefore more quickly be detected. A reconfiguration to the
detector or swapping it for another one could resolve this impurity issue, however, the issue re-
mains in this paper.

Due to the dependency object detection has on the objectness scoring and detection, the results
of object detection will never surpass that of the objectness detection. Instead, importance lies
with the difference between the two modules to locate the existence of a bottleneck and also the
impact of image resolution.

Figure 26: Difference between objectness detection- (blue) and object detection distances (orange)
with constant C is 3.

Comparing the objectness- and object detection with constant C value 3 and resolution 1280x720
shows that object detections in most cases are performed shortly after objectness detection is
made as seen in figure 26. A relatively consistent detection offset of 100 meters can be seen in
both resolutions, a common distance for the aircraft to travel as the grid is iterated through and
the cell scored and sent for object detection. This shows that the objectness model potentially
could be the limiting factor of the detection model’s capacity to perform early detection.

With the constant value C set to 1, the objectness scoring is more capable of performing early
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Figure 27: Difference between objectness detection- (blue) and object detection distances (orange)
with constant C is 1 .

detections as seen in figure 27. This is particularly noticeable with the resolution 1280x720 where
the bottleneck for the most part has disappeared and the true proficiency of the object detection
shows. The results unfortunately show a great deal of disparity between simulations, both in
terms of object detection but also compared to the objectness detections. This is likely due to how
the various weather conditions are compressed from the lower resolutions. Not surprisingly, the
simulations with the worst results are simulation 3 with the weather condition overcast. This
weather is considerably darker with an overall coloration of grey. Making it considerably more
difficult to detect aircrafts when they are themselves perceived as darkened blobs. This is fur-
ther enhanced when the resolution is lower. In contrast, simulations 4 are the ones with the best
performance. Representing clear weather and being the closest to a blank canvas in terms of
background noise, the compression is unlikely to affect the detection of aircrafts to the same ex-
tent.

Observing the resolution 1920x1080 in figure 27, the results are considerably more similar. On
average, the relative distance achieved by simulations are improved by approximately 30% for
both objectness and object detection when increasing the constant value C seen in 26. The same
compression experienced with a lower resolution has been largely resolved in this case and a
resemblance of the same bottleneck as with constant value 3 can once again be seen, with the
exception of simulation 3 where results are overarchingly poor. As previously mentioned, evi-
dence show that detections with the overcast weather condition is considerably worse for low
resolutions. However, for 1920x1080, there is only one out of the two occurrences of overcast
that results in a poor detection, as for simulation 3-H the detection distance is on par with other
simulations. It is therefore difficult to say to what extent the system struggle with overcast. More
simulations displaying overcast are required in order to fully understand whether the system is
incapable of performing optimally given the weather condition, and if so, if the problem lies with
a detection bias in the object detection model or if the objectness scoring is performing poorly by
triggering on several cells, causing the final object detection to be delayed.

Returning to the potential bottleneck introduced with resolution 1920x1080, this is surprising and
highly promising in terms of the usage of convolutional neural networks. A relatively consistent
detection offset can be seen in figure 27 which suggests the possibility that object detection can
with decent accuracy be performed on objects further away than 2000 meters and given a high
enough resolution the object detection model is capable of competing with the detection capa-
bilities of the objectness model. A merit that indeed could answer the question if convolutional
neural networks are capable at performing long distance detections.
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Human Observation

The results from the ten human subjects attempting to localize the aircraft in respective simula-
tion shows that the application is substantially better in all simulations excluding simulation 3-A.
The mean relative distance over all human detections are 945 meters with a standard deviation
of 337 meters as seen in figure 28. As a side note, the considerably better results retrieved from
simulation 4-H affects the result considerably more than any other simulation. Since the simu-
lation is proven the easiest by far, removing the results of the simulation leads to a mean of 878
and standard deviation 296 which is likely to be a more realistic result in practice. Furthermore,
the observing skills between people were surprisingly large where the best performer achieved
a mean detection distance of 1233 with a standard deviation of 296 while the worst performing
observer achieved a mean of 624 and standard deviation of 246. A great disparity between the
observance proficiency between people is therefore clear. The large standard deviation shows
that robust observations across the simulations are not achieved. Unveiling that detections of the
aircraft is in many cases decided by luck. Information from the subjects states that their observa-
tional tactic was to scan the screen back and forth in search for the aircraft. Therefore, missing a
potential detection of the aircraft will cause a full observational iteration across the screen before the
person returns to the location of the aircraft, whereas the speed of the ocular scan dictates when
the aircraft can be detected again. Since no data exists in regards to the quality of the screen used
or the visual capacity of each participant, it is difficult to analyse the results to a greater extent.
However, since anyone above the age of 15 is allowed to operate a drone in Sweden [99], the
great range of users and varying ocular proficiency is well aligned with the participants of this
observation and further proves that a supporting system can be highly beneficial.

Figure 28

Comparing the human observations in terms of varying video resolution as seen in 29 paints a
clear picture that the system is far better at performing detections. An increase in resolution does
improve a person’s capacity to perform detections by approximately 10%, however as already
established this improvement is considerably less when compared to the system’s performance
increase. Comparing the overall detection distance over all simulations between the system and
human subjects, it can be seen that the system is capable of for the most part detections from ap-
proximately 50% longer distances with a resolution of 1920x1080 and over 40% with a resolution
of 1280x720. This is big difference that is further enhanced by the fact that the human observa-
tions were performed under considerably better conditions than real life.

The deviating simulation 3-A does display some lack of robustness in terms of the system’s ca-
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Figure 29: Complete comparison between the mean and standard deviation of the human detec-
tion distances (left: 1280x720, left-middle 1920x1080) and the re-aligned system’s capacity (right-
middle 1280x720, right 1920x1080) with constant C set to 1

pacity to perform long distance detection. This lack of robustness is something that cannot be
found to any large extent in the human observations. This consistency could arguably be the
biggest reason to disregard the utilization of the system. Object detection models has always
suffered from a black box issue, where they are difficult to debug and understanding how they
work is an extremely daunting task. However, by considering the system developed in this thesis
as a supporting software, the results speak clearly that it has capacity to significantly outperform
a drone operator’s capacity to detect aircrafts in most situations. The author would argue that
this could be extended to all situations, however without the proper results to back it up, this
statement should be taken with a grain of salt.

6.4 Tracking Failure

The long distance detection enforced by the system introduce a problem that was not anticipated
during development. As the detection proficiency proved considerably higher than hypothe-
sized, it introduces an issue where the objects are so small that the tracker at occasion is incapable
of maintaining tracking of the object post detection. An issue more common when detections are
performed of objects over 2000 meters away, a direct cause of the tiny perception of the object. In
terms of the system as a whole, this is evidently a disastrous effect as it completely nullifies and
in fact makes the system more dangerous if used. Since the bounding box will mostly contain sky
in contrast to the tiny object, the tracker often case rapidly move around the sky looking for the
object. However, the tracker will never consider the object as lost due to the high tracking score
it will maintain when moving across the sky. This is extremely dangerous as the attention of the
drone operator is likely to follow the rapidly moving tracker and does therefore increase the risk
of missing the actual aircraft.

There is a number of ways to combat this issue. Given the large quantity of tracker hyperpa-
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rameters, its quality can easily be improved to increase its capacity to maintain tracking of tiny
objects. A brute force approach is to lower the probability threshold for the tracker to consider
an object as present or missing, thus it is more prone to drop the object if it is uncertain and the
system would effectively restart. While far from an optimal approach, detections performed on
objects so far away can afford a restart and is likely to quickly re-detect the object when it is more
apparent. Apart from that, a number of parameters exist that limit the search window, perform
image augmentations to provide a more robust initial reference image or the learning rate of the
tracker. Given the primary objective of this paper to perform long distance detections, this is-
sue is an interesting by-product that to some extent is out of the scope of this thesis given the
unforeseen good results of the detection model.

7 Conclusion

The usage of convolutional neural networks for long distance/tiny object detection does show
great promise. Despite the structural problem with convolutional neural networks in regards to
small object detection, restricting its field of view greatly and feeding it dimensionally compati-
ble data to enforce similarity between training- and test data to the greatest capacity enables the
model to accurately and robustly perform detections of well over 1400 meters. To what extent the
boundary of object detection can be pushed in terms of long distance detection is difficult to say.
Working with this project, it is unlikely that considerably longer distances are possible without
re-configuring the detection model to specifically enforce long distance detection. Even with this
type of re-configuration however, previous research show that model alterations to enforce tiny
object detection is only capable of improving the mAP by a handful of percent [100]. The fun-
damental issue is that there is an upper bound to how far away robust detections are achievable
when the knowledge of an object is based on features such as textures, edges and colors. At some
point it will be impossible to detect objects as the amount of pixels representing the object will
be limited to such an extent that it will not be possible to discern the object from background
noise. It is important to remember that the long distance detections achieved in this paper has
been in a somewhat optimal environment. Detections with a predictable sky as the background
is a considerably better circumstance than if a more complex background had been used. The
results achieved in this paper is therefore not applicable to other scenarios that are considerably
more complex in nature.

Using the objectness detection results as an indication of whether better approaches to long dis-
tance detections exist remains inconclusive. While the author believes that saliency-based meth-
ods are more likely to detect objects from further away, the results of this paper are not good
enough to confirm this. While the edge detector used for the objectness scoring does not in it-
self utilize a saliency-based approach, the understanding of how far away objects are perceived,
clearly states that current ways of identifying airborne object are insufficient. Observing large
pixel intensity differences in video to detect feature wise indistinguishable objects could poten-
tially resolve this issue. In terms of this paper, the object detection model has been proven useful
enough and has far surpassed the original detection estimation. With additional polishing, im-
proved training and by observing the results of this thesis, it is believed that robust detections can
be performed in most weather conditions of around 2400 meters with a resolution of 1920x1080
and 1600 meters for 1280x720. While some disparity can be found among simulations, it is be-
lieved that significant increase in robustness can be achieved with slight modifications to the
system.

Finally, the usability of the system in practice is deemed highly beneficial. Its speed, capacity
to perform long distance detections and perhaps most importantly, its capacity to far exceed a
human’s capacity to perform long distance detections (under circumstances heavily favoring the
subjects) shows that it can be used to make the airspace safer as more drones are introduced to
it. There is no system based issue that would restrict the application’s usability as a supporting
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software in practice. However, as this system has been fully developed in a virtual environment,
the question remains whether its performance is portable to real-life or not. Whether this is the
case remains unanswered for the time being, however the author believes this to be possible.
While the same results are unlikely to be one-to-one applicable across worlds, observing the
difference in detection distances, it is still believed to perform better than a human operator.
Something that is further discussed in the Discussion section of this paper.

8 Future Work

As the primary concern of this paper, the proficiency of the object detection system could in many
cases be considered good enough. It is unlikely to show considerably better results if provided
new training data or if hyperparameters were reconfigured. Configurations to be made would
therefore solely encompass the other modules of the system. Despite the SAW portion of the sys-
tem being secondary, further development of it remains highly interesting as there is great room
for improvements that could highly benefit all drone operators. Due to the modularity of the sys-
tem, essentially every component of the application has room for significant improvements and
reconfigurations. Several of the design decisions made were naively based on the latest state-of-
the-art approach or sub-optimal models readily available through code libraries. The system’s
modularity ensures that these alterations can be performed without interfering with the funda-
mental structure of the system and is something that can in many cases easily be performed. The
following sections will briefly overview the improvements that could and should be made if this
application were to be optimized and used efficiently in real life.

8.1 Improved Horizon Detection

The biggest cause of noise and false alarms were due to object protrusions over the horizon line.
Given the naive approach taken in regards to horizon detection, a number of improvements can
be made to ensure that the protrusions are lessened or removed altogether. Currently, the ap-
plication relies on the object detection model’s capacity to not be fooled by protruding objects,
however this is something that never can be ensured given the black box nature of object de-
tection. Improvements to the horizon detection can take several forms. One would be to not
trivialize the horizon line by making it horizontally straight. BY allowing it a diagonal shape,
the horizon can be more accurately depicted as drone movement in the form of banking takes
place. This was not a necessity in this paper given the stationary nature of the drone. However,
in reality banking will be a significant part of the drone’s movement. Disregarding the effect it
can have on the horizon line is likely to drastically increase the risk of false alarms.

The best approach would be to discard the idea of a straight horizon lines altogether and assign
a dynamic line that conforms across the horizon. This would generally create a squiggly horizon
line given the existence of trees, buildings and mountains. However it would then encapsulate
the sky with the greatest accuracy. To ensure an even image pixel matrix, a simple padding of the
adjacent coloration could easily be applied to the otherwise cropped areas. While approaches to
enforce this form of sky segmentation exist [101], they were not pursued due to lack of time and
the risk of being too computationally heavy given the commonality of sky segmentation in the
application.

8.2 Better Objectness Scoring

The usage of the edge detector contains several components that are extremely incompatible
with the application. Its basis as an object proposal system in accordance with object detection
makes it in many cases unsuitable for its specific task in this case. Prioritizing border objects and
considering smaller, centered objects as less important are severe limitations to the objectness
scoring. While it still works well, it introduces significant issues in terms of scoring whenever
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trees or ground is protruding above the horizon line. The way trees are perceived in the simula-
tion is however extremely different from real life. Where in X-Plane they are shaped in a way that
makes them a perfect target for the edge detector, so this might not be as a severe issue in real life.

Additionally, the sending of complete cells to object detection could be improved. Since the ob-
jectness model creates a number of bounding boxes around probable objects. utilizing a NMS
approach could unify them all to create a complete larger bounding box. This created bounding
box could in turn be sent to the object detection model instead of the entire cell. This could signif-
icantly lower the image input size and thus the inference time of the model with the additional
latency of performing NMS operations. Building on top of this approach, if an efficient zoom
such as an optical zoom is available, an approach could be to utilize the merged bounding boxes
to zoom in on the detected region in order to generate a larger and potentially clearer represen-
tation of the perceived aircraft. While this evidently nullifies the system’s capacity to search for
other aircrafts during the zoom phase, it could enforce more robust and longer distanced object
detections.

8.3 Autopilot Functionality

The majority of research focus on complete drone autonomicity with the research of sense-and-
avoid systems. This is evidently the end goal in terms of drone operation and collision avoidance
but was not pursued in this thesis due to lack of resources. The collision estimation system used
in this thesis is a portion of a complete sense-and-avoid system. Thus by simply developing the
collision estimation module further, an autonomous system can be achieved. However, com-
pared to the other sense-and-avoid systems that exist, this approach is far from optimal. While it
is likely that most approaches that are better also are considerably more computationally expen-
sive, they are likely to be of higher quality. Something that is a must to ensure safe autonomous
flight. Therefore, while this is the end goal, significant work and research would be forced to be
applied in order to efficiently incorporate such a system while still maintaining real-time execu-
tion.

8.4 More Localized Computation

Assigning heavy computations to the cloud allows for significantly more sophisticated method-
ologies to be used. This in contrast to an edge computing approach where computations take
place onboard or in a close vicinity. This evidently requires significant portable computational
capacity or the installation of hardware to the drone which in turn causes its spatial size and
energy consumption to increase. However, this hardware is highly unlikely to achieve the same
proficiency as that of the cloud. This paper took on a middle ground approach where it instead
hypothetically is executed from a portable computer to ensure a close vicinity to minimize signal
processing overhead, while still ensuring computational performance good enough to perform
well. The primary benefit of performing computations onboard relates to this locality aspect.
Having computations take place onboard reduces any form of overhead that is caused by signal
processing to any far away clouds or servers. This signal processing overhead does generate an
inevitable lag where its severity in many cases depends on the closeness of the cloud itself.

Over the years, more domains has seen a push towards edge computing, and as drones are a
perfect fit for this type of computation, it is highly likely that most will strive for such an imple-
mentation. While the system created in this thesis would heavily benefit from such an inclusion,
its focus on drones attainable by any person makes it difficult to enforce. Therefore, if the devel-
oped system were to be applied in a more professional setting, this inclusion would most likely
be focused heavily. Luckily, as time progress and the computational performance of drones be-
come better while machine learning operations become lighter and more efficient, the transfer to
edge computing will continuously become easier.
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9 Discussion

9.1 Prior Approaches

This thesis took on a large number of different approaches where a handful were conjured, imple-
mented and scrapped altogether. To provide additional context to how this thesis was planned
and executed in order to arrive to the results presented in this paper, the various approaches
taken will here be explained in chronological order to provide further insight of where time was
allocated and describe potential pitfalls.

1. The initial approach of the thesis was to investigate the feasibility of using commercially
available games to perform training and testing to be used in real life. While the idea was
still to create a SAW system, the primary focus were to see if graphical capabilities were
good enough to be directly applicable in real life. And if not, what input augmentations
could be performed to bridge this virtual gap. This approach was scrapped due to datasets
for testing imagery and video of real-life airborne aircrafts not existing. Unfortunately this
was not discovered before considerable time was allocated to research in terms of the dif-
ferences between virtual data and real-life.

2. The second approach was a brute force version of the SAW system as can be seen in this
thesis. The focus was solely to create a SAW system and see how well it performed to detect
and provide collision estimations using virtual data for training and testing. This would be
done by utilizing the newest and most prevalent state-of-the-art models that existed for
each component. The system also attempted to tackle most issues that is introduced with
rotor-based drones such as drone movement causing incorrect movement patterns of the
perceived aircraft as well as observing the entire video input frame during object detection.
However, the approach did not work as the introduction of the complex background caused
a significant amount of false alarms to occur as well as failed miserably at detecting the
aircraft at all. This despite 10000 annotated images were created, with imagery of aircrafts
being between 400 meters to 1000 meters away from the camera. This to ensure that features
of the aircraft remained visible with the obvious and massive issue of it in the end becoming
completely useless, as the distance would be too short to be useful for the drone operator.

3. The third approach utilized the sky segmentation as is used in the thesis today. By only
focusing on the sky, powerful techniques such as temporal difference, background subtrac-
tion and saliency detection could be used with greater efficiency. Much research and many
prototypes were created, however none of them were capable at performing in real-time.
Something that for the most part was only possible of being detected after it was imple-
mented due to lack of practicality of most models researched and used.

4. The fourth approach was largely the same as the one that has been described in this pa-
per. The focus was in this case skewed to focus on creating an as efficient SAW system as
possible with the liberty of segmenting the sky. The problem with this approach was that
it would in the end be evaluated in terms of practicality. Something that is incompatible
with academic research as it is difficult to quantify. Taking this approach would require an
amalgamation of different evaluations for each component of the SAW system, with little
to compare it to. A more focused academic approach was therefore forced to be taken.

The fifth approach is what you have seen in this paper. Many of the issues of the prior approaches
could have been avoided by taking on a more sceptic approach to the existence of the required
resources or knowledge of how research papers are generally conveyed. However, for the most
part they could have been avoided by having a better communication with the supervisor. Being
the owner of the project and having the most knowledge in regards to the topic covered in this
paper. Liberties and assumptions could quickly be listed and a suitably sized project with prac-
tical usability could be created immediately. Unfortunately, this did not happen and much time
was spent elsewhere in vain.
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9.2 System Applications

While the primary usage of the system is to detect potential aerial collisions with airplanes and
helicopters, its usability is highly dynamic. The SAW system as a whole is a means of achieving
an end-to-end solution to drone operation in the sky. However it can in several cases be con-
sidered an unnecessarily advanced solution in terms of practical usage. Luckily, the system is
highly modular depending on what the drone operator is searching for. For example, the system
can become considerably more lightweight and still be usable in real life if tracking is removed.
The tracking is by far the most heavy component of the system and removing it could enable well
above real-time execution. While this evidently would remove the SAW capacity of the system,
it could still function well as a lightweight hazard notifier.

Since the collision estimation system already prioritize visual cues to inform the user of collision
risks instead of trigonometric calculations to provide metrics such as time to collision, distance
and velocity, a similar risk notification system could be created without tracking. The objectness
scoring leads to a number of generated bounding boxes around potential objects. While this is
likely to create a majority of incorrect boxes, they can function well as a primitive way of drawing
attention to potential hazards. Given the proved prevalence of the objectness scoring’s capacity of
early detection, it could efficiently warn the user of aircrafts existing over 2000 meters away, this
without any risk of forcing the system into tracking a false alarm. A more user friendly approach
with the same result could be to simply highlight the cell with the highest objectness score during
execution. This is likely to be less invasive in terms of visual stimuli and still provide a reason-
able area of observation when looking out for other aircrafts. While these approaches are more
of a highlighter system than a detection-and-tracking as the SAW system entails, the lightweight
execution of the system can be further enhanced and modified to enable edge computing. To be
able to execute a system such as this onboard the drone is an extremely powerful trait given the
potential reduction in signal overhead, something that could benefit most areas of drone opera-
tion.

The true power of the application could be exploited with the utilization of a 360 degree cam-
era. At the moment, the monocular approach does not deal with the decreased spatial awareness
caused by the monocular viewpoint when operating a drone. The system is therefore only ca-
pable of performing detections in one direction, usually only capable of capturing one fourth
of the total visual space around it. By using cameras capable of capturing the surroundings
such as using four monocular cameras or a 360 degree camera, the system could efficiently be
directly ported to ensure input from all angles. This is an additional benefit of the system be-
ing lightweight, as it ensures that this porting can be made without introducing computational
requirements too difficult to acquire.

9.3 Usability in Real Life

Seeing as this application has solely been trained on and executed in a virtual environment it is
interesting to gauge how well it could perform in real life, this is after all the only location where
it would truly be useful. However, gauging the difference between the virtual world and real-life
is difficult. While they might seem highly similar from a human’s perspective, it is highly likely
that small differences could have a large impact. This section will briefly cover some of the many
differences that might cause varying results for the system when applied in real life.

The simulations used for testing in this thesis was recorded and saved using the in-game record-
ing functionality of X-Plane 11. Through the game, the resolution could manually be selected
and saved in a .AVI format. As is the case with most recordings, compression is applied to the
generated video. This compression can affect how the video is perceived and is likely to make
edges of objects less pronounced. How this affects the model is difficult to say. Due to the re-
duction of clear edges, the object detection model could either perform worse as the perception
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of the aircraft is also affected by the compression, or potentially better as background noise with
sharp features are less likely to cause a false alarm. Comparing this to a video stream in real life,
the direct input of the video will not suffer from the same issue. To what extent this benefits the
system or not, is therefore an important aspect to investigate as a porting to real-life is made.

The total distance of aircraft visibility is vastly different between X-Plane 11 and real life. While
airplanes are not rendered and therefore impossible to detect when they are approximately 3000
meters away in the game, the same is evidently not true in real-life. As an aircraft can in theory
be seen from an infinite distance, it depends heavily on the video input resolution. A higher
resolution will display the world more as it is perceived by humans. Lower resolutions are there-
fore more likely to make aircrafts visually more difficult to detect. To what extent this affects the
system is likely to be the most important factor of how well it could perform in real life. It is very
likely that it in fact could perform better than the results provided in this thesis.

Drone usage in real-life generally ensures that the drone is always in motion. This motion run
the risk of causing motion blur, which degrades the performance of the system in terms of long
distance detection as the perceived world is more likely to meld together during blurring. This is
however more of a problem when the drone is yawing, but depends entirely on the camera qual-
ity in the end. Furthermore, the tracking and collision estimation module is currently susceptible
to movement. Its performance is likely to severely degrade during movement as no compen-
sation mechanism is implemented. The system will therefore be unable to know whether it is
the observed aircraft model that is moving or the camera of the observing drone. As movement
through yawing can be quick, the tracker run the risk of losing the object as its movement will be
too fast for the tracker to keep up. As the collision estimation is entirely based on relative move-
ment of the video input, any form of drone movement will directly affect the collision estimation
which will cause it to perform considerably worse. Therefore, the results gathered in this paper
is in reality only applicable during stationary drone flight as this is the most similar scenario to
the simulations.

Comparing weather conditions in real life, it can be seen that clouds can be considerably more
contrasting to the sky in when compared to X-Plane 11. This contrast can cause the objectness
scoring to consistently award the cell containing the cloud and could in the worst case cause false
alarms. This is particularly true in cases where altocumulus cloud formations can be perceived
by the system as smaller, possibly darker clouds against a bright sky that could be perceived as a
darkened blob.

The effect the sun can have has not been covered at all in this paper due to a lack of realistic repre-
sentation in the game. A sun situated directly behind an aircraft as detection is being performed
is likely to completely nullify the system as the light will block out the small object or cause it to
be perceived as pitch black. Solving this issue is highly challenging. A potential approach could
be by utilizing polarising filter on the lens to diminish the effect of perceived sun rays, however
it is unlikely to prevent the issue altogether.
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