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Abstract

Linear-scaling Quantum Molecular Dynamics for
Reactive Systems

Linnéa Andersson

    The purpose of this thesis is to demonstrate linear-scaling, energy stable,
propagation of the electronic degrees of freedom in finite temperature Extended
Lagrangian Born-Oppenheimer Molecular Dynamics for reactive systems in a
self-consistent charge density-functional tight-binding formulation. The inverse
Jacobian kernel matrix in the electronic equation of motion is approximated using a
low-rank combination of directional derivatives of the ground state residual function.
For accurate and efficient kernel calculation in the simulation of reactive systems, the
derivative direction vectors are chosen from a pre-conditioned Krylov subspace. The
full Jacobian inverse pre-conditioning matrix can be represented in sparse form with a
constant number of non-zeros per row independently of matrix size, which is a major
result of this work as this allows linear-scaling, pre-conditioned kernel calculation in
each molecular dynamics time step. Density matrix perturbation response evaluation
from an implicit, recursive expansion of the Fermi-Dirac function is used to find the
directional derivatives. The auxiliary matrix inverses computed in the implicit,
Fermi-Dirac density matrix expansion are stored and reused for efficient response
calculations.
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1 Introduction

Quantum-based molecular dynamics simulations is an important research tool for chemistry,
materials science and biology and its usefulness increases as computationally cheaper methods
are developed and computers grow more powerful.

In regular Born-Oppenheimer molecular dynamics the forces acting on nuclei are derived
from the potential generated by the ground state electron configuration. We do not explicitly
compute forces on the electrons - they move so fast that it is for many applications reasonable to
treat them as they instantly assume their ground state. This is known as the Born-Oppenheimer
approximation. The computationally most expensive part of quantum-based Born-Oppenheimer
molecular dynamics is to compute the new electronic ground state with regard to new nuclear
positions in every time step. The ground state is given by the minimum energy solution to a
many-electron Schrödinger equation which is intractable for systems containing more than a few
atoms. Methods such as Kohn-Sham density-functional theory (DFT) [10] or Hartree-Fock [8]
provide frameworks for separating the equation into one-electron equations. In the DFT method,
which is used in this work, the energy dependence on the electronic configuration is given in the
form of an energy functional of the electron density. The constrained variational minimization
of this functional over all physically relevant densities gives the ground state electron density
and results in a non-linear eigenvalue problem. To solve the non-linear eigenvalue problem
an eigendecomposition of the Kohn-Sham Hamiltonian matrix must be performed in several
iterations, since it is dependent on its own eigenvectors. In this iterative solution, referred to
as self-consistent field (SCF) optimization, each iteration step has a cost which scales cubically,
O
(
N3
)
, with the number of electrons.

The cubic scaling bottleneck can be avoided if the eigenvalues and eigenvectors are not com-
puted explicitly with diagonalization. It is sufficient to find the self-consistent density matrix,
which contains all necessary information about the electronic structure. The eigenvalues of the
KS-Hamiltonian correspond to the energy levels of the molecular orbitals of the system and
the corresponding density matrix eigenvalues give the electron occupation of each orbital. The
density matrix is given as a function of the Hamiltonian, which maps its eigenvalues to occupa-
tion numbers. Fermi operator expansion methods use polynomial expansions of this function to
compute the density matrix using only generalized matrix multiplications. At finite temperature
the occupation is given by the Fermi-Dirac function, and an implicit, recursive expansion of this
function is used here. In combination with sparse, truncated linear algebra, the Fermi-operator
expansion methods can be used to build the density matrix with linear-scaling complexity. For
matrix sparsity a necessary condition on the molecular system is that electronic interactions
become negligible over some distance, which is true for non-metallic systems or metals at high
temperatures.

The need to perform SCF-optimization in each time step can be circumvented by a so-called
Extended-Lagrangian approach. Lagrangian mechanics is an alternative, generalized form of
Newtonian classical mechanics where the equations of motion are derived from the Lagrangian
of the system, defined as the kinetic energy subtracted by the potential energy. An idea sug-
gested by Car-Parinello in 1985 is to introduce the electronic degrees of freedom, i.e. the
wave functions or the electron density, as dynamical variables with an extension of the regular
Born-Oppenheimer Lagrangian. An alternative to this approach is the more recently developed
framework of Extended-Lagrangian Born-Oppenheimer molecular dynamics (XL-BOMD) by
Niklasson [16, 15]. It is based on the linearization of the DFT energy functional, which results
in a linear eigenvalue problem in each time step. The linear problem can be solved exactly in
a single step with only one density matrix computation. For the linearized functional to be a
sufficiently accurate representation of the exact functional, the linearization must be performed
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in the neighbourhood of an electronic configuration n which is close to the ground state. Since
the electronic ground state changes with the configuration of the nuclei, we need to update the
electronic configuration n around which the linearization is performed in each time step. This
is done using an electronic equation of motion for n introduced from an extended Lagrangian,
which makes n closely follow the exact ground state.

In the self-consistent charge tight-binding formulation of density functional theory (SCC-
DFTB) [5, 11] the electronic configuration is described by the net charge per atom. The tight-
binding version is an approximation of ordinary DFT with a significantly lower computational
cost. The evolution of n is here represented as the evolution of an atomic net charge vector n
= [n1, n2, ..., nAtoms].

The electronic equation of motion in XL-BOMD involves a kernel which is designed to force
n to evolve closer to the ground state [16] . In the tight-binding formulation this kernel is
a matrix defined as the inverse Jacobian of a residual vector function. The full Jacobian is
expensive to compute because it requires the evaluation of derivatives of the density matrix
with respect to each atomic charge, a cost which scales quadratically and with a high pre-factor.
For large systems an approximation is required for efficient simulations. For some systems it
is enough to use a rough estimate of the Jacobian in the form of a scaled identity matrix, but
for more difficult systems such as reactive systems a better approximation is required. Here
a low-rank approximation is used which is built from directional derivatives of vectors from
a Krylov subspace. Choosing vectors from an appropriate Krylov subspace means that even
a rank-1 or rank-2 Jacobian approximation provides sufficient accuracy. For reactive systems
it is often necessary to use a pre-conditioning matrix to avoid slow convergence of the low-
rank approximation. The pre-conditioning matrix is given from a full calculation of the inverse
Jacobian matrix, however it has to be computed only occasionally during a simulation.

The directional derivatives required to calculate the kernel can be evaluated from density
matrix perturbation response theory. The implicit expansion of the Fermi-Dirac function to
compute the density matrix is employed here to find the first order response in the density
matrix from a perturbation of the Hamiltonian, from which the charge response can be found.

The main aim of this thesis is to demonstrate energy stable, O(N) complexity simulation
of reactive systems applying an extended Lagrangian molecular dynamics approach with a pre-
conditioned kernel approximation. The scheme is implemented in the open-source DFTB molec-
ular dynamics library LATTE [4] using the parallel, thresholded, sparse matrix linear algebra
library BML [1]. The method allows efficient study of large-scale reactive systems previously
outside the realm of possibility of computer simulations.

In the background material the methods used for electronic structure calculation and Born-
Oppenheimer molecular dynamics in this work are explained. Starting from the electronic
Schrödinger equation, the ground state electronic structure problem is first established. A brief
description is given of how density functional theory can be used to reformulate the many-body
wave function optimization problem into a separable electronic density optimization problem.
The theory behind the density functional tight-binding approximation is also outlined. It is
demonstrated how the variational optimization of the density can be carried out in discretized
form with a linear combination of basis functions, leading to a non-linear eigenvalue problem.
In discrete form the electronic ground state is given from a density matrix, and it is explained
how it is computed from the Fermi-Dirac function at finite temperature. A Quasi-Newton-
scheme, which relies on the same low-rank approximation as the electronic equation of motion,
for the non-linear optimization of the ground state charge vector is finally given in the section
on electronic structure calculation. A brief outline of the theory behind Extended-Lagrangian
Born-Oppenheimer molecular dynamics is given with a starting point in regular BOMD. In
the computational methods section the schemes for implicit, recursive Fermi-Dirac expansion
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to compute the density matrix and density matrix perturbation response are explained. Then
the background for the low-rank kernel approximation is given and how it can be built from
pre-conditioned Krylov subspace vectors.
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2 Electronic structure calculation

2.1 The electronic Schrödinger equation

In Born-Oppenheimer molecular dynamics the motion of electrons is decoupled from the motion
of the nuclei. The name comes from the use of the Born-Oppenheimer approximation [2], where
the slow-moving nuclei are treated as if fixed relative to the fast-moving electrons. The nuclei
are treated classically whereas the electrons are treated quantum-mechanically or approximately
so in quantum based Born-Oppenheimer molecular dynamics. We assume that electrons are
always in their ground state (the state of lowest energy) since they in the Born-Oppenheimer
approximation adapt instantly to new nuclear positions. So in every time step of a molecular
dynamics simulation we need to find the ground state electronic structure in relation to a set
of given nuclear positions. The electronic ground state is given as the minimum energy solution
to the time-independent, electronic Schrödinger equation

EΨ(r) = Ĥ(R, r)Ψ(r) (1)

where R = {RI}NA

I=1 and r = {ri}Ne
i=1 denote positions of all nuclei and all electrons. The nuclear

positions appear only as parameters while the electronic positions are variables. The eigenvalue
E is the energy associated with each quantum state Ψ(r). The wave function Ψ(r) is called the
many-electron wave function since it depends on all electronic positions and has 3N variables,
ignoring the spin degrees of freedom. Ĥ is the Hamiltonian operator describing the total energy
of the electrons - the kinetic energy, the Coulomb repulsion between electrons and the Coulomb
attraction from the electrostatic field generated by nuclei. Assuming a wave function that is
normalized to contain Ne electrons, the ground state energy E0 is given by

E0 = min
Ψ

∫
...

∫
Ψ∗(r)Ĥ(R, r)Ψ(r) d3r1, ...., rNe

(2)

with corresponding ground state Ψ0. The computational complexity of solving this problem
increases factorially with the number of electrons. For practical calculations involving more
than a few particles, Kohn-Sham density-functional theory or the Hartree-Fock method are
regularly used. In these methods the many-electon wave function is separated into single electron
wave functions which leads to a system of equations, where the many-body correlation effects
are treated approximately. For systems with strongly correlated electrons this may lead to an
erroneous solution and other methods have to be used. After discretization of the separated
equations both methods lead to a non-linear matrix eigenvalue problem. A brief description
of Kohn-Sham density functional theory and how the discretized Kohn-Sham equations can be
derived is given here. The tight-binding version of density functional theory (DFTB) is used to
further reduce computational work.

2.2 Density-functional theory

In density functional theory electrons are not treated as separate particles but as a probability
density in space described by a function ρ(r) : R3 → R. The density is related to the wave
function as

ρ(r) = Ne

∫
...

∫
|Ψ({r})|2 d3r2, ...., rN (3)

In 1964 Hohenberg and Kohn [9] demonstrated that determining the ground state density ρ0(r) is
equivalent with determining the ground state many-electron wave function Ψ0({r}), since there
is a one-to-one correspondence between the density and the wave function. So the electronic
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structure problem can be reformulated in terms of the electronic density without any loss of
information. The density function is a much easier quantity to handle, since it is a function of
only 3 variables as opposed to the 3N of the wave function. The total energy in Hohenberg-Kohn
density functional theory can be described as a functional of the density ρ(r),

E[ρ(r)] = F [ρ(r)] +

∫
V (R, r)ρ(r) dr (4)

where each density function is mapped to an energy. Here V (R, r) represents the external
potential from the nuclei, depending parametrically on nuclear positions R, and F [ρ(r)] is
called the universal functional which is independent from the nuclei. The ground state density
ρ0(r), where we require the total number of electrons to be Ne, is given from the constrained
variational minimization of the energy functional

ρ0(r) = arg min
ρ(r)∈v

{
E[ρ(r)]

∣∣∣∣ ∫ ρ(r) dr = Ne

}
(5)

over all physically relevant (v-representable) densities. The universal functional is unknown
for a system of interacting electrons. However, Kohn-Sham [10] demonstrated that a good
approximation can be achieved using a system of non-interacting electrons plus a small correction
term. Using non-interacting electrons the wavefunction and corresponding density are the sums
of single electron contributions

ρ(r) = 2

N∑
n=1

ρn(r) = 2

N∑
n=1

|Φn(r)|2. (6)

To account for spin where two electrons of opposite spin are allowed in the same orbital a
factor 2 is included and N = Ne/2. The normalized functions Φn(r) are called (single-electron)
molecular orbitals. The Kohn-Sham functional is

FKS [ρ] = Tni[ρ] + Eni[ρ] + Exc[ρ] (7)

where Tni, Eni are the kinetic energy and electron-electron interaction terms for a non-interacting
system and Exc is called the exchange-correlation term and denotes the difference between the
non-interacting and interacting system,

Tni =

∫
2

N∑
n=1

Φn(r)

(
−1

2
∇2

)
Φn(r) (8)

Eni =
1

2

∫ ∫
ρ(r)ρ(r′)

|r − r′|
drdr′ (9)

Exc = (Ti − Tni) + (Ei − Eni). (10)

(11)

The unknown terms Ti and Ei, kinetic energy and electron contribution for the interacting
system, are here put into the term Exc so that KS-DFT is formally exact. In practise we are
however limited to various approximations of the exchange correlation energy. The simplest
one is the local density approximation (LDA) which uses the exchange correlation energy of a
homogenous electron gas. The Kohn-Sham energy functional is

EKS [ρ(r)] = FKS [ρ(r)] +

∫
V (R, r)ρ(r) dr (12)
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and its ground state density is given by

ρ0(r) = arg min
ρ(r)∈v

{
EKS [ρ(r)]−

N∑
n=1

εn

(∫
ρn(r)dr − 1

)}
(13)

with the constraint that each ρn(r) contains one electron enforced by Lagrange multipliers εn.

2.3 Matrix formulation

To solve the minimization problem (13) we first discretize it using basis functions. We express
each Φn(r) as a linear combination of basis functions called atomic orbitals

Φn(r) =

N∑
i=1

c
(n)
i φi(r). (14)

The basis functions are atom-centered and localized so that an electron belonging to atom A is
parameterized by basis functions centered on atom A. The density can now be expressed as

ρ(r) = 2

N∑
n=1

|Φn(r)|2 = 2

N∑
n=1

∑
ij

c
(n)
i c

(n)
j φi(r)φj(r) (15)

or, introducing the density matrix D with elements

Dij =

N∑
n=1

c
(n)
i c

(n)
j =

N∑
n=1

cnc
T
n =

N∑
n=1

(Dn)ij (16)

where cn = [c
(n)
1 , . . . , c

(n)
N ]T the density can be written as

ρ(r) = 2
∑
ij

Dijφi(r)φj(r) (17)

The minimization (13) can now be performed over the basis function constants c
(n)
i since they

completely determine the density function. Taking derivatives with respect to c
(n)
i we find the

stationary solution is given by∫ (
δEKS [ρ(r)]

δρ(r)
− εn

)
∂ρ(r)

∂c
(n)
i

dr = 0, ∀ i, n (18)

Introducing the Kohn-Sham Hamiltonian

ĤKS =
δEKS [ρ(r)]

δρ(r)
=
δFKS [ρ(r)]

δρ(r)
+ V (R, r) (19)

and evaluating the ∂ρ(r)

∂c
(n)
i

derivative using (17) we have∫ (
ĤKS − εn

)∑
j

c
(n)
j φi(r)φj(r)dr = 0 (20)

Introducing the the Hamiltonian matrix H and the overlap matrix S defined by

Hij =

∫
φi(r)ĤKSφj(r)dr, Sij =

∫
φi(r)φj(r)dr (21)
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we get a set of N non-linear generalized matrix eigenvalue equations

Hcn = εnScn n = 1, . . . , N. (22)

These equations can be condensed into a single matrix equation

HC = SCΛ (23)

where C is a matrix with columns c1, . . . , cn and Λ is a diagonal matrix with elements ε1, . . . , εn.
The elements of the Hamiltonian matrix are expensive to compute in regular DFT. For each two
basis functions we need to sum over Coulombic and exchange contributions from all electrons,

Hij =

∫
φi(r)

(
−1

2
∇2 +

∫
ρ(r′)

|r − r′|
dr′ +

δExc
δρ

)
φj(r)dr. (24)

2.4 Density-functional tight-binding

The self-consistent charge density functional tight-binding (SCC-DFTB) approximation [11, 19]
can be used to reduce the computational expense of regular density functional theory by a factor
of 100-1000. The SCC-DFTB Hamiltonian can be expressed as Href + Hscc where Href only
depends on atomic positions and Hscc depends on the total charge per atom, which must be
solved self-consistently. The total electron population, or Mulliken population, qA on atom A
can be calculated by integrating over the electron density ρA(r) of atom A, and we find that
this integral can be calculated using the density matrix D and overlap matrix S:

qA =

∫
ρA(r)dr =

∫ ∑
i∈A

∑
j

Dijφi(r)φj(r)dr =
∑
i∈A

∑
j

DijSij . (25)

The simplified SCC-DFTB Hamiltonian is obtained from a second order expansion of the Kohn-
Sham functional about the reference electron density of charge-neutral atoms, ρref (r). We let
δρ(r) be a density fluctuation about ρref (r) so that

ρ(r) = ρref (r) + δρ(r), (26)

and a second order approximation of EKS [ρ] = E[ρ] is then

E[ρ] = E[ρref + δρ] ≈ E[ρref ] +

∫
δE

δρ

∣∣∣∣
ρref

δρ(r) dr +

∫ ∫
δ2E

δρ2

∣∣∣∣
ρref

δρ(r)δρ(r′) drdr′ (27)

Here the first term E[ρref ] is just the electronic energy for non-interacting, separate, neutral
atoms that is given by the nuclear configuration. The second term in equation (27) is∫

δE

δρ

∣∣∣∣
ρref

δρ dr =

∫
ĤKS(ρref )δρ(r)dr (28)

and expressed in terms of basis functions we get∫
ĤKS(ρref )δρ(r)dr = 2

∫ ∑
ij

φi(r)ĤKS(ρref )φj(r)∆Dijdr = 2 Tr(Href∆D) (29)

where ∆D = D−Dref . In the computation of Href a two-center approximation is used, where
only contributions from the atoms to which the basis functions belong are included,

Href
ij =

∫
φi(r)

−1

2
∇2 +

∫
ρrefA (r′) + ρrefB (r′)

|r − r′|
dr′ +

δExc

δ
(
ρrefA + ρrefB

)
φj(r) dr, i ∈ A, j ∈ B,

(30)
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meaning that we only need to sum over one or two atoms for each two basis functions. The
Hamiltonian matrix elements can then be described using a Slater-Koster parameterization [24].
The third term is∫∫

δ2E

δρ2

∣∣∣∣
ρref

δρ(r)δρ(r′) drdr′ =
1

2

∫∫ (
1

|r − r′|
+
δ2Exc
δρ2

∣∣∣∣
ρref

)
δρ(r)δρ(r′) drdr′ (31)

and it can be approximated if we express it as a sum over atomic net charge contributions using
a monopole expansion,

1

2

NA∑
A,B

∫∫ (
1

|r − r′|
+
δ2Exc
δρ2

∣∣∣∣
ρAref+ρBref

)
δρA(r)δρB(r′) drdr′ ≈ 1

2

NA∑
A,B

∆qA∆qBγAB . (32)

The integral is characterized by its long and short range behaviors, expressed in the parameter
γAB . The second derivative of the exchange-correlation functional decays quickly to zero over
long distances so γAB ≈ 1

|RA−RB | when the interatomic distance between A and B is large. In

the short-range limit A = B charge is added to a single atom and the energy associated with this
is related to the atom’s Hubbard U parameter which is specific to each element, so γAA ≈ UA.
Here the Mulliken net population of an atom is

∆qA = qA − ZA (33)

where ZA is just the atomic number of A corresponding to the electron population of a free,
charge-neutral atom. Finally, the ground state electronic energy in the density functional tight-
binding approximation is given in matrix form by the constrained minimization,

EDFTB0 [δρ] = min
δρ

{
E[ρref + δρ]−

N∑
n=1

εn

(∫
ρn(r)dr − 1

)}
(34)

which in matrix form is

EDFTB0 = Eref (Dref ) + min
∆D

2 Tr(Href∆D) +
1

2

NA∑
A,B

∆qA∆qBγAB

∣∣∣∣ Tr(DnS) = 1

 (35)

The constrained minimization results in a similar non-linear eigenvalue problem as with Kohn-
Sham density functional theory but with a significantly cheaper computation of the Hamiltonian
matrix, where Href depends only on nuclear positions and Hsc is charge-dependent.

Hcn = εnScn n = 1, .., N (36)

H = Href + Hsc (37)

Hsc =
1

2
(QS + SQ) (38)

Qij = δi,j ×
NA∑
A=1

γAB∆qA, i ∈ B (39)

(40)

2.5 Density matrix calculation at finite temperature

The N non-linear eigenvalue equations can be condensed into a single matrix equation

HC = SCΛ (41)
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where C is a matrix with columns c1, . . . cn and Λ is a diagonal matrix with elements ε1, . . . , εn.
To solve this equation we first write it in an orthonormalized form. If the basis functions used
are not orthonormal, i.e. S is not the identity matrix, a congruence transform is applied such
that

ZTSZ = I, H⊥ = ZTHZ (42)

which transforms the equation (41) into

H⊥C⊥ = C⊥Λ. (43)

The eigenvectors and eigenvalues of the Hamiltonian are then readily identified using diago-
nilization. The Hamiltonian matrix is Hermitian and can be eigendecomposed as

H⊥ = C⊥Λ(C⊥)T. (44)

which gives the density matrix

D = ZD⊥ZT, D⊥ = C⊥(C⊥)T (45)

The downside is that performing a diagonalization scales cubically, O
(
N3
)
, with the number of

basis functions so it is preferably avoided for large scale calculations. Numerous methods have
been developed to calculate the density matrix with linear-scaling complexity, O(N) [6]. Such
methods avoid explicit calculation of eigenvalues and eigenvectors and instead only compute the
density matrix.

At finite temperatures the density matrix is defined differently since fractional occupation is
allowed. The eigenvalues εn of the Hamiltonian matrix correspond to energy levels of molecular
orbitals which at zero electronic temperature can be either occupied or unoccupied. The occupa-
tion of an orbital is given by the corresponding eigenvalue of the density matrix. An important
property for the behavior of chemical systems is the energy gap between the highest occupied
and lowest unoccupied molecular orbital (the HOMO-LUMO gap). If strict occupation numbers
of either 0 or 1 are used, the occupation distribution forms a step function (the aufbau principle)
with the step located at the gap. At finite temperature the orbitals are fractionally occupied,
meaning the orbital occupancies can adopt any values in the interval [0, 1]. This has the effect
of smearing out the electrons over the orbitals so that the occupation function is smooth, which
leads to better conditioning of the density matrix calculation that avoids possible instabilities in
the solution of the non-linear eigenvalue problem. The conditioning depends on the derivative
of the occupation function [21] which depends on the temperature as shown by Figure 1. The
occupation of the energy states εn follows the Fermi-Dirac distribution

fn =
1

(eβ(εn−µ) + 1
(46)

where µ is the chemical potential and β = 1/(kBTe) where Te is the electronic temperature and
kB is the Boltzmann constant. With higher temperature Te, the distribution is more smeared
out as illustrated by Figure 1. The finite temperature density matrix is

D⊥ =

N∑
n=1

fncncTn . (47)

or equivalently

D⊥ = C⊥[eβ(Λ−µI) + I]−1(C⊥)T = [eβ(H⊥−µI) + I]−1 (48)
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Figure 1: The Fermi-Dirac distribution at different electronic temperatures Te with a chemical
potential µ = 2.5.

At finite temperature there is no HOMO-LUMO gap since orbitals all orbitals have fractional
occupation. The chemical potential µ is here defined so that the number of electrons is preserved,
which is true if the sum of the occupancies of all states equals the number of states occupied by
electrons Nocc,

Tr
(
D⊥
)

=

N∑
n=1

fn = Nocc. (49)

2.6 Self-consistent field optimization

The eigenvalue equation (41) must be solved self-consistently, or iteratively, since it is non-
linear. In extended Lagrangian Born-Oppenheimer molecular dynamics, the equation is linear
and there is no need for iterative solution. However in the first time step we need to have a
starting guess for the ground state charges n. The solution is then found by the iterations

Href + H1
scc ⇒ q1 ⇒ Href + H2

scc ⇒ q2... (50)

until the error ‖qn − qn−1‖ is sufficiently small. Here a Quasi-Newton-method is used, which
offers almost as rapid convergence properties as the regular Newton’s method but with a sig-
nificantly lower cost to each step, as only an approximate inverse Jacobian is computed. The
residual function for the optimization is

f(q) = ρ(q)− q (51)

where we compute ρ(q) from the new density matrix in each step as

ρ(q)(I) =
∑
j∈I

∑
k

DjkSjk. (52)

For the Newton-Raphson iteration

qi+1 = qi − J−1f(qi) (53)
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the inverse of the RNA×NA Jacobian J with elements

Ji,j =
∂fi(q)

∂qj
(54)

is required. As we shall see this Jacobian also appears in the electronic equation of motion in
XL-BOMD and we can use the same low-rank approximation as given in the section on kernel
calculation.

3 Born-Oppenheimer Molecular Dynamics

3.1 Born-Oppenheimer equations of motion

Once the electronic structure is determined, forces on the nuclei can be calculated. Forces can
be calculated from the Born-Oppenheimer potential energy surface, i.e. the position dependent
potential energy

UBO(ρ0(r),R) = E0(ρ0(r),R) + VNN (R) (55)

where E0(ρ0(r),R) is the ground state electronic potential energy and VNN (R) is the energy
from interactions between nuclei. At finite temperature we have an additional energy term
which accounts for the energy from entropy, with the entropy S computed as

S(D⊥0 ) = −2kB Tr
(
D⊥0 ln

(
D⊥0
)

+ (I−D⊥0 ) ln
(
I−D⊥0

))
. (56)

Using the SCC-DTFB expression for the ground state electronic energy from equation (35) so
that E0(ρ0(r),R) = EDFTB0 (∆D0,R) then the discretized, finite temperature Born-Oppenheimer
surface is

UBO(q0,R) = Eref (R) + 2 Tr(Href∆D0) +
1

2

NA∑
A,B

∆qA0 ∆qB0 γAB − TeS(D⊥0 ) + VNN (R) (57)

where q0 is the ground state charge vector and D0 is the ground state density matrix. From
Newton’s law or by solving the Euler-Lagrange equations from the Lagrangian

LBO(R, Ṙ) =
1

2

∑
I

MIṘI − UBO(q0,R) (58)

the equations of motion for the nuclei are

MIR̈I = −∇RI
UBO(q0,R), I = 1, 2, . . . , NA (59)

where the force on each nucleus is given from the negative gradient of the potential energy
surface. The gradients can be computed from derivatives of the Href and S matrices, which
contain the RI dependencies in the form of integrals over basis functions centered at the nuclear
positions. I will not explain in detail how the forces are computed since the focus of this work
is on ground state computation.

3.2 Approximate Born-Oppenheimer potential energy surface

In regular Born-Oppenheimer molecular dynamics a costly iterative SCF optimization is required
in every time step to find the ground state potential energy surface UBO(ρ0(r),R). The need
for iterative solution arises from the fact that the energy functional we are trying to minimize
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is non-linear. In an iterative solution we also need to use a stopping condition and be satisfied
with a small enough error in the ground state. This ground state error causes the problem that
the forces computed are not fully conservative which can result in energy drift [20]. An idea to
circumvent the non-linear problem is to use an approximate linearized functional that generates
an approximate shadow potential energy surface. This results in a linear optimization problem
which can be solved exactly, meaning that exact forces can be calculated with regards to an
approximate potential energy surface so that electronic and nuclear trajectories are consistent,
avoiding energy drift. The non-linear part of the energy functional is the universal functional or
Kohn-Sham functional F [ρ]. If we have a density n(r) which is close to the exact ground state
density ρ0(r) then a first order expansion about n(r) results in the approximation

F [ρ] ≈ F (1)[ρ] = F [n] +

∫
δF [ρ]

δρ

∣∣∣∣
ρ=n

(ρ(r)− n(r)) dr (60)

The linearized energy functional and the n-dependent approximate ground state density are
then given by

E(1)[ρ] = F (1)[ρ] +

∫
V (r)ρ(r)dr (61)

ρ0[n](r) = arg min
ρ

{
E(1)[ρ]−

N∑
n=1

εn

(∫
ρn(r)dr− 1

)}
. (62)

This minimization can be performed over the parameters c
(n)
i as in (18), however here the

resulting Hamiltonian is ρ(r)-independent,

Ĥ
(1)
KS =

δF [ρ]

δρ

∣∣∣∣
ρ=n

+ V (r), (63)

with H(1) containing elements

H
(1)
ij =

∫
φi(r)

(
−1

2
∇2 +

∫
n(r′)

|r − r′|
dr′ +

δExc
δρ

∣∣∣∣
ρ=n

)
φj(r)dr, (64)

which can be computed in the tight-binding approximation as before. The resulting eigenvalue
problem

HC = SCΛ (65)

is linear and can be solved with only one density matrix calculation. We now get an approximate,
n(r)-dependent, potential energy surface

UBO(ρ0(r),R) ≈ UBO(ρ0[n](r),R) = E(1)[ρ = ρ0[n]] + VNN (R) (66)

Whether this is an accurate approximation depends on how close n(r) is to the true ground
state density ρ0(r). The error in energy should scale as O

(
(ρ0(r)− n(r))2

)
. Regular SCF-

optimization could be used in the first step to compute a starting density n(r). However we
cannot use a constant n(r) since the ground state approximation would then get worse and
worse as time evolves in the simulation. Therefore n(r) needs to be continuosly updated and
this can be done through an extended equation of motion.
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3.3 Extended-Lagrangian Born-Oppenheimer Molecular Dynamics

An idea introduced by Car-Parinello in 1985 [3] is to use the electronic degrees of freedom, i.e.
the electronic wavefunctions or density, as a dynamical variable. The motivation for this is to
avoid the costly self-consistent field optimization in every molecular dynamics time step. This
dynamical variable is introduced an extension to the original Born-Oppenheimer Lagrangian.
Car-Parrinello molecular dynamics has been widely used not only for first principles molecular
dynamics simulations, where the wavefunctions are the dynamical variables, but also where
the extended electronic degrees of freedom have been the density matrix, the dipole moments
or the atomic net charges. Unfortunately, the Car-Parrinello Lagrangian has some significant
limitations. In particular, a very short integration time step is needed in the limit of small
electronic HOMO-LUMO gaps. Extended Lagrangian Born-Oppenheimer molecular dynamics
was developed to overcome these problems. It provides a more flexible and accurate framework
compared to Car-Parrinello molecular dynamics [14].

Using a linearized functional as in equation (60) requires an update of n(r) in every iteration
for the linearization to be accurate. In every time step we solve for the approximate ground state
density ρ0[n]. To force n(r) to follow the approximate ground state density ρ0[n] a harmonic
oscillator can be introduced into the Lagrangian so that n(r) oscillates around ρ0[n]. This is one
of the key ideas behind extended Lagrangian Born-Oppenheimer molecular dynamics [13, 14],
which we define by the extended Lagrangian

L(R, Ṙ, n, ṅ) =
1

2

∑
I

MIṘI − UBO(ρ0[n](r),R) +
1

2
µ

∫
ṅ(r)2dr

−1

2
µω2

∫ ∫
(ρ0[n](r)− n(r))T (r, r′)(ρ0[n](r′)− n(r′))drdr′

T (r, r′) =

∫
K(r′′, r′)K(r′′, r)dr′′

where we use the n-dependent potential energy surface UBO(ρ0[n](r),R), ω is the frequency
of oscillation and µ is a fictious mass parameter so that the Lagrangian has units of energy.
The last term defines the harmonic oscillator and includes a kernel operator T (r, r′) which is
designed to force n(r) to stay close to ρ0[n](r). Equations of motion are derived in an adiabatic
limit under the assumption that the electronic frequency is higher than the highest nuclear
frequency. This approximation is analogous to the regular Born-Oppenheimer approximation,
but is here instead applied to the extended electronic degrees of freedom treated as a classical
field variable. In this adiabatic limit [17, 14], the equations of motion are given by

MIR̈I = −∇RI
UBO(ρ0[n](r),R), I = 1, 2, . . . , NA (67)

n̈(r) = −ω2

∫
K(r, r′)(ρ0[n](r′)− n(r′))dr′ (68)

(69)

In discrete form the equations of motion are

MIR̈I = −∇RI
UBO(ρ0(n),R), I = 1, 2, . . . , NA (70)

n̈ = −ω2K(ρ0(n)− n) (71)

where K is a NA×NA kernel matrix. K is defined as the inverse Jacobian matrix of the residual
function

f(n) = ρ0(n)− n, (72)
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so that

Jij =
∂fi(n)

∂nj
, (73)

K = J−1. (74)

The evolution of n is then given by performing a Newton step in the direction of minimized
residual f(n) in every time step. The full Jacobian is too expensive to compute in every time
step since have to evaluate NA derivatives

∂ρ0(n)

∂nj
=
∂ρ0(n + λej)

∂λ

∣∣∣∣
λ=0

, (75)

where ej is a unit vector in direction j, each with a cost scaling as O(NA). Therefore a low-rank
approximation of the Jacobian is used.

4 Computational methods

4.1 Density matrix recursive expansion

To avoid the costly diagonilization in the evaluation of the density matrix an implicit expansion
of the Fermi-Dirac matrix function is used [12]. It is possible to show that

[eβ(H⊥−µI) + I]−1 = lim
n→∞

[Xn + (I−X)n]−1Xn (76)

X = 0.5I− β

4n
(H⊥ − µI) (77)

where H⊥ is the orthogonalized Hamiltonian matrix. The function

Fn(X) = [Xn + (I−X)n]−1Xn (78)

has a recursive property
Fn×m = Fn(Fm(X)) (79)

which means that the expansion can be evaluated recursively. This is more efficient than a direct
expansion since the number of matrix multiplications required only rises logarithmically with
the expansion order. Using a function of order 2 the expansion can be computed by iterating

Xi+1 = F2(Xi) = [X2
i + (Ii −Xi)

2]−1X2
i (80)

and typically between 6 and 10 iterations, an expansion order of 26-210, provides sufficient accu-
racy for the density matrix. With higher electronic temperatures fewer iterations are needed due
to the better conditioning of the Fermi-Dirac function. The computationally most demanding
part is the solution of the linear system in every recursive step. The matrices

Ai = [X2
i + (Ii −Xi)

2] (81)

are symmetric, positive definite and extremely well-conditioned with a condition number of
maximum 2 [21], making the conjugate gradient method a suitable choice. An alternative
method is the Newton-Schultz method [22] for computing the matrix inverse. Since it is a
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Newton method it is quadratically convergent but convergence is not guaranteed. Here the
Newton-Schulz method was used since the inverses

Ti = [X2
i + (Ii −Xi)

2]−1 (82)

computed in every recursive step can be stored and reused later for a more rapid calculation of
the kernel. Newton-Schulz inversion has the iteration

A−1
i+1 = A−1

i (2I−AA−1
i ) (83)

provided we have a good starting guess A−1
0 . To ensure convergence the conjugate gradient

method can be used to compute a starting guess. Usually this is only required in the first step
and then a previous inverse can be used as a starting guess.

The chemical potential µ is defined as to give the correct number of total occupied states.
This is enforced as a constraint on the density matrix

Tr(D) = Nocc (84)

where Nocc is the total number of electrons occupying energy states. We make sure this condition
is satisfied by the Newton iteration

µi+1 = µi −
1

βTr(D(µi)−D2(µi))
(Tr(D(µi))−Nocc) (85)

where ∂D
∂µ = βTr(D−D2). The resulting scheme for computing the density matrix is given in

Algorithm 1.

4.2 Density matrix perturbation response theory

The expansion of the Fermi-Dirac function can also be used to calculate the density matrix
response to a perturbation in the Hamiltonian [18]. These response calculations are used to
efficiently construct kernel used for SCF-optimization and in the electronic equation of motion, as
described in the next section. The first order response D1 of the density matrix to a perturbation
H1 of the Hamiltonian, with the constraint that the orbital occupation is conserved, is defined
by

lim
λ→0

(D0 + λD1) = lim
λ→0

FFD(H0 + λH1) (86)

or as the directional derivative

D1 = lim
λ→0

(FFD(H0 + λH1)− FFD(H0)

λ
. (87)

Here H0 is the unperturbed Hamiltonian, D0 = FFD(H0), and we have the constraint

Tr(D1) = 0 (88)

to conserve the proper occupation. To use the implicit Fermi-Dirac expansion an initial re-
scaling is required so that

X0
0 = 0.5I− 2−(m+2)β(H0 − µ0I), X1

0 = −2−(m+2)β(H1 − µ1I) (89)

where m is the number of recursive steps and 2m is the total expansion order. µ1 is the response
in chemical potential from H1. The response can also be computed by recursive evaluation of
the implicit expansion, by computing the linear response X1

i in every iteration

X0
i + λX1

i = F2(X0
i−1 + λX1

i−1). (90)

One can show that this results in the scheme in Algorithm 2. Since µ1 is defined to satisfy
(88) it depends on the density matrix and non-linear optimization as in 1 would normally be
required.

16



Algorithm 1 Implicit, recursive density matrix expansion for finite temperature. D is the
resulting density matrix in orthogonal form from the orthogonalized Hamiltonian H. Here µ0

is a starting guess for the chemical potential, m is the number of recursive steps, OccErrTol is
the tolerance threshold for the occupation error and InvErrTol is the tolerance for the inverse
in the recursive step.

INPUT: β, µ0, H, m, OccErrTol, InvErrTol

if ITER = 1 then

µ = µ0

Compute starting guess A−1
0 with conjugate gradient

else

µ = µITER−1

A−1
0 = T1

ITER−1

end if

while (OccErr > OccErrTol) do

X0 = 0.5I− 2−(2+m)β(H− µI)

for i = 1,m do

Ai = X2
i−1 + (I −Xi−1)2

Compute A−1
i = [X2

i−1 + (I −Xi−1)2]−1

j = 0

while (InvErr > InvErrTol) do

j = j + 1

Rj = I−AiA
−1
j−1

InvErr =
√

Tr(RT
j Rj)

A−1
j = A−1

j−1 + A−1
j−1Rj

end while

A−1
0 = A−1

j

Xi = A−1
i X2

i−1

TITER
i = A−1

i

end for

D = Xm

∂D/∂µ = βD(I −D)

OccErr = Nocc − Tr(D)

µ = µ+ (Nocc − Tr(D))/Tr(∂D/∂µ)

end while

OUTPUT: µITER = µ, D
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Algorithm 2 Density matrix perturbation response based on recursive expansion. Here H1 is
a perturbation of the Hamiltonian H0 and D1 is the density matrix response.

X0
0 = 0.5I + 2−(2+m)β(µI−H0)

X1
1 = −2−(2+m)βH1

for i = 1,m do

Bi = X0
i−1X

1
i−1 + X1

i−1X
0
i−1

X0
i = Ti(X

0
i−1)2

X1
i = 2Ti(X

1
i−1 −Bi)X

0
i + Bi

end for

∂D/∂µ = βD(I −D)

µ1 = Tr[D1]/Tr[Dµ]

D1 = D1 −Dµµ1

4.3 Kernel calculation using a Krylov subspace

The inverse Jacobian kernel K = J−1 for SCF-optimization in (53) and the electronic equation
of motion (71) can be approximated using a generalized expression for the Jacobian based on
directional derivatives of vectors from a Krylov subspace, and its pseudo-inverse [15]. We require
the Jacobian of the residual atomic charge vector function

f(n) = ρ0(n)− n. (91)

The Jacobian can be expressed in terms of NA directional derivatives

fvi
=
∂f(n)

∂vi
=
∂ρ(n + λvi)

∂λ
− vi (92)

where the vi are arbitrary, linearly independent vectors. The generalized Jacobian is

J =

NA∑
i,j

fvi
Lijvj

T (93)

where L = S−1 and S is a vector overlap matrix with elements Sij = vi
Tvj. To compute the

directional derivative of ρ0(n)with respect to a direction vi, we first find the response in the
Hamiltonian Hvi

. Then the density matrix response

Dvi
=
∂FFD(H(n) + λHvi

)

∂λ

∣∣∣∣
λ=0

(94)

is obtained from Algorithm 2. The atomic charge responses are then given by

fvi
(n) =

∑
j∈n

∑
k

(Dvi
)jkSjk − vi(n) n = 1, .., NA (95)

The kernel K = J−1 can be evaluated similarly based on a resolution of the identity matrix

I =

N∑
i,j

viLijvj
T (96)
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where the relation KJ = I defines a pseudo-inverse

K =

N∑
i,j

viMijfvj

T (97)

with M = O−1 being the inverse of the overlap matrix O with elements Oij = fvi

T fvj
. A

rank-m approximation of the kernel can now be obtained by using only m < N vectors vi and
their respective directional derivatives fvi

K ≈ Km =

m∑
i,j

viMijfvj

T (98)

The kernel matrix acting on a vector can now be computed as a linear combination of the vectors
vi.

Kmx =

m∑
i,j

viMijfvj

Tx (99)

The vectors {vi}mi=1 can be chosen arbitrarily. However, to get a good approximation with as
few vi as possible a strategic choice turns out to be to choose the first vector as v1 = f(n).
Consecutive vectors are chosen as the directional derivative of the previous vector, vi+1 = fvi

.
Because of the relation

vi+1 = fvi
= Jvi, (100)

the vectors generate a Krylov subspace

Km = span{v1,Jv1, ...,J
m−1v1} = span{v1,v2, ...,vm}. (101)

In accordance with the fast convergence properties of other Krylov subspace methods such as
the conjugate gradient method, this is a good choice if J is a well-conditioned matrix. The
analogy with the conjugate gradient method is straightforward - here we generate vectors

{f(n),Jf(n), ...,Jm−1f(n)} (102)

and combine them into an approximation x ≈ J−1f(n), which is what the conjugate gradient
method does but only for a Hermitian, positive definite matrix. Here we combine the vectors
differently.

4.4 Pre-conditioned kernel calculation

If J is not sufficiently well-conditioned, a pre-conditioner matrix can be used in order to accel-
erate the convergence with m of the Krylov space. This means that we instead use the Krylov
space based on K0J where K0 should have the property that K0 ≈ J−1 in order to be an
effective pre-conditioner. The vectors vi are now generated by

vi+1 = K0fvi
. (103)

With the addition of a pre-conditioner matrix the kernel matrix acting on the residual vector is
now approximately

K(ρ[n]− n) = (K0J)−1K0(ρ[n]− n) ≈ (104)
m∑
i,j

viMij(K0fvj
)TK0(ρ[n]− n). (105)
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As an error estimate we can look at the residual

rm = JKf(n)− JmKmf(n) = f(n)− Imf(n), (106)

where Im corresponds to the rank-m approximate identity matrix

Im =

m∑
i,j

K0fvi
Mij(K0fvj

)T , (107)

and a relative error estimate is then given by

em =
|rm|
|f(n)|

. (108)

For a well-behaved system a rank-1 or rank-2 approximation is often sufficient. For reactive
systems however, pre-conditioning is required to avoid slow convergence. To construct a pre-
conditioner K0 the exact Jacobian can be computed in the first time step and then its inverse
can be kept as a pre-conditioner. For longer simulations updating the pre-conditioner is often
necessary. This requires occasional O

(
N2
A

)
operations. The Jacobian and its inverse are gener-

ally not sparse enough to allow for linear-scaling with the typical threshold values (in the order
of 10−6) used for other matrices in calculations. If the pre-conditioner K0 is full then the matrix-
vector multiplications required scale quadratically with the number of atoms. It was found that
a threshold value in the vicinity of 0.01 gives adequate sparsity for the example systems with a
few hundred atoms used in this work. For larger systems sparsity may be obtained with smaller
threshold values. For a charge-neutral system the sum of the charge vector n should equal to
zero. After truncation of the inverse Jacobian it therefore needs to be re-normalized. For charge
conservation the columns of the Jacobian must fulfill

Natoms∑
j=1

∂fj(n)

∂ni
= 1, ∀i ∈ [1, Natoms]. (109)

One can show that this condition is satisfied if the columns of the inverse Jacobian sum to one,
meaning that the truncation and re-normalization by re-scaling can be performed on the inverse
Jacobian which is to be used as our pre-conditioner K0.

4.5 Integration of the equations of motion

A method commonly used for the integration of equations of motion for conservative physical
systems is Verlet integration [7]. As opposed to other numerical integration methods such as
Euler or Runge-Kutta it preserves certain physical quantities of the discretized trajectories. The
basic version of the method can be obtained from adding the Taylor expansions

x(t+ δt) = x(t) + ẋ(t)δt+
1

2
ẍ(t)δt2 +

1

6
x(3)δt3 +O

(
δt4
)

(110)

x(t− δt) = x(t)− ẋ(t)δt+
1

2
ẍ(t)δt2 − 1

6
x(3)δt3 +O

(
δt4
)

(111)

resulting in the scheme

x(t+ δt) = 2x(t)− x(t− δt) + ẍ(t)δt2 +O
(
δt4
)

(112)

where all odd terms are canceled out. The cancellation of all odd terms implies that the method
is time-reversible, i.e. after integrating forward in time it is possible to integrate backwards in

20



time along the same trajectory and arrive at the same initial conditions. The Verlet method
provides a type of symplectic integration, meaning that it preserves the area of phase space
in Hamiltonian mechanics. As a consequence quantities which are preserved in the original
mechanical system are conserved or approximately conserved for the discretized system under
Verlet integration.

A consequence of time-reversibility however is that numerical noise is accumulated over
time. This is especially problematic when thresholded sparse matrix algebra is present as well
as numerical errors from a finite number of iterations in the electronic structure computational
methods. The noise accumulation results in a broken time reversibility and therefore a sys-
tematic drift in the total energy which may cause the MD-simulation to diverge if n(t) is too
far removed from the true ground state ρ(t). To counteract this it is necessary to introduce a
small dissipative force term, which breaks time reversibility to a small extent without causing
a significant energy drift. Here this is done using a linear combination of previous terms where
the ck have been optimized to cancel energy drift [25].

d(t,Kmax) = α

Kmax∑
k=0

ckn(t− kδt). (113)

For the integration of the nuclear positions a leapfrog version of Verlet integration is used, with
one force evaluation per time step to compute the acceleration R̈(t). The dissipative term is
added in the integration of n(t).

Ṙ(t+
δt

2
) = Ṙ(t) +

δt

2
R̈(t)

R(t+ δt) = R(t) + δtṘ(t+
δt

2
)

n(t+ δt) = 2n(t)− n(t− δt) + δt2n̈(t) + d(t,Kmax)

Ṙ(t+ δt) = Ṙ(t+
δt

2
) +

δt

2
R̈(t+ δt), (114)

4.6 Sparse matrix algebra

For linear-scaling calculations it is important that matrices are sparse in the sense that the
number of non-zero elements per row does not increase with system size. The sparsity of matrices
arises from the use of localized basis functions. During matrix operations the number of non-
zeros tends to increase, so it is necessary to remove small matrix elements after each operation
to maintain matrix sparsity. The easiest way to do this is to remove elements according to a
set truncation threshold value. Matrices must also be stored in a sparse matrix format to avoid
parsing through zeros during calculations. Here the ELLPACK sparse matrix format is used
where the matrix elements and their respective columns are stored in separate N ×M matrices,
and the number of non-zero values per row is stored in a vector. M is here some value larger
than the number of non-zeros per row and ≤ N .
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Dense matrix
ELLPACK matrix

Elements

1 2 4

2 4

2 3

4

3 5

Columns

3

2

2

1

2

Non-zeros

Ordinary matrix multiplication scales as O
(
N3
)
. For sparse matrices we can use a matrix

multiplication scheme which exploits matrix sparsity and therefore achieves O(N) scaling for
an N ×N matrix. Below is an illustration of the multiplication A×B = C for sparse matrices.
Each element of a row in A is multiplied with the row in B corresponding to its column. Since
A contains zeros, this means that we do not have to visit every row of B for every row of A.

Row i of A

×
×

×

B

=

Row i of C

5 Implementation

The finite temperature extended Lagrangian Born-Oppenheimer molecular dynamics scheme
is implemented in the open source density functional tight-binding molecular dynamics code
LATTE. It uses velocity Verlet leap-frog integration as in (114). Code for implicit expansion
of the density matrix, first order density matrix perturbation response calculation, full kernel
calculation and low-rank kernel approximation is implemented by the author in the open source
PROGRESS library for electronic structure methods and called from LATTE. In LATTE an
algorithm to iterate self-consistent field optimization and compute the next step in the electronic
equation of motion is implemented. The algorithms are implemented with thresholded, sparse,
parallel matrix algebra using the open source Basic Matrix Library (BML). A summarized
version of the resulting scheme is given in Algorithm 3.
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Algorithm 3 Extended Lagrangian Born-Oppenheimer molecular dynamics for SCC-DFTB.

Input: Atom types, nuclear coordinates R, simulation time T

Compute Href , S, Z

i = 0, qi = q0

while ESCF > TolSCF do

i = i + 1

H = Href + Hsc(qi−1)

Compute D(H) using Algorithm 1

Compute ρ(qi−1) from D

if i = 1 then

Compute K0

end if

Km =
∑m
i,j viMij(K0fvj

)T where the fvj are computed using Algorithm 2

qi = qi−1 - KmK0(ρ(qi−1)− qi−1)

ESCF = ||qi − qi−1||
end while

n = qi

Compute forces Ft

V = V0, t = 0

while t < T do

if t = 0 then

Compute K0

end if

Vt+δt/2 = Vt + δt
2

1
MFt

Rt+δt = Rt + δtVt+δt/2

Km =
∑m
i,j viMij(K0fvj

)T where the fvj are computed using Algorithm 2

if m > mmax then

Compute K0

end if

nt+δt = 2nt − nt−δt + δt2Km(q[n]− n)

Compute Href , S, Z

H = Href + Hsc(nt+δt)

Compute D(H) using Algorithm 1

Compute ρ0[n] from D

Compute forces Ft

Vt+δt = Vt+δt/2 + δt
2

1
MFt+δt

t = t+ δt

end while
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6 Experimental results

6.1 Scaling for water box systems

Figure 2: Average time to compute the density matrix and a rank-1 approximation of the kernel
in each time step over 100 MD steps, for different numbers of water molecules. Here T refers to
the electronic temperature.

To investigate the computational complexity of computing the electronic ground state ρ[n]
and updating n in every molecular dynamics step computation times where measured for water
systems of different sizes. The experiment uses simulation boxes of 99,129,158,195 and 231 H2O
molecules and the average time to compute the density matrix and the kernel approximation over
100 MD steps is shown in Figure 2. The electronic temperature in the Fermi-Dirac distribution
was set to 1000 K, the matrix truncation threshold was set to 10−6 and m = 10 steps were used
in the recursive Fermi-Dirac expansion. The density matrix build time refers to the time to
compute the density matrix once, not including iterations to converge the chemical potential.
The kernel build time corresponds to a rank-1 approximation. A pre-conditioner was calculated
in the first step and then kept constant during the simulation. The time to compute this is
not included in the plot. For this system it is not necessary to use a pre-conditioner but it
has been used here to illustrate the scaling. The linear-scaling kernel calculation including the
pre-conditioner means that it is possible to truncate the inverse Jacobian so that the number of
elements per row does not increase with system size. We see that it takes roughly twice the time
to compute a new density matrix as it takes to compute a rank-1 kernel. To generate a rank-
1 kernel approximation one density matrix perturbation response calculation is needed. Here
the inverses Ti from the implicit density matrix expansion are used to avoid solving the linear
systems in the response calculation. For this example pre-computing the inverses saves about
60 matrix multiplications in the response calculations as the Newton-Schulz method requires 3
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iterations on average and 2 matrix multiplications are performed in each iteration step. This
more than halves the number of matrix multiplications required in the response evaluations for
this example.

6.2 Reactive Nitromethane

Figure 3: Total system energy, nuclear temperature and root mean square error of the residual
ρ[n]− n during a simulation of nitromethane. T refers to the electronic temperature.

Experiments were conducted on a reactive mixture of Nitromethane, with 7 molecules of
CH3NO2, but where atoms have been displaced at random to induce explosive reactions. This
is not a physically realistic system but it is useful for studying stability of the method under
extreme conditions. In Figure 3 we see results from a simulation over 5 pikoseconds using an
electronic temperature of 2000 Kelvin, a truncation threshold of 10−6 and an integration time
step of 0.1 femtoseconds. A dissipation term, as given in equation (113), of order 5 was used to
cancel out numerical noise. Here adaptive pre-conditioning was used and the rank of the low-rank
kernel approximation was determined by a tolerance 0.1 of the relative error in equation (108).
The temperature curve shows the nuclear temperature and is a measurement of how fast nuclei
are moving. The nuclei start at zero velocity and the temperature rapidly increases to around
2000 Kelvin. Figure 4 shows the band gap or the energy gap between the Nocc and Nocc + 1
orbital eigenvalues, corresponding to the HOMO-LUMO gap at zero temperature, during the
simulation. When the energy gap between molecular orbitals is close to zero, electrons are more
likely to move between orbitals meaning that bonds between atoms are more likely to form or
break apart. The gap fluctuates around zero for about 3 ps and then rapidly increases. Here we
can conclude that reactions are likely to happen during the first 3 ps of the simulation due to
the small gap and rapid temperature increase. For the exact dynamical system the total energy
is a constant of motion. The total energy in each time step is given in the top panel of Figure 3
and we see that it is conserved with no significant energy drift. The lower panel shows the root
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Figure 4: Band gap or HOMO-LUMO gap during the simulation of the reactive Nitromethane
system as in Figure 3.

mean square error of ρ[n]− n, which determines the ground state error. If this error grows too
large the forces are evaluated too far from the ground state, which means they are no longer
conservative and we get a drift in the total energy. The curves for the residual error and the
total energy become more stable after the gap increases at 3 ps, when the system is no longer
as reactive.

In figure 5 the energy curves from simulations with the same parameters but with different
integration steps are displayed. The integration step has to be decreased to 0.1 femtoseconds to
reach energy stability. For a step size of 0.2 femtoseconds the energy is stable up until about 1
pikosecond, then we see a drift, and then the energy curve is stable again. This suggests that
it may be possible to use a larger time step for the simulation, and decrease the time step only
during critical segments. However it is difficult to develop adaptive integration methods which
preserve the symplectic properties of trajectories [23].

To illustrate the effects of truncating small matrix elements simulations of the reactive ni-
tromethane system were performed with no truncation and with truncation thresholds 10−6,
10−7. The results are shown in Figure 6. The thresholding has no effect on the temperature
curve over the short time of 0.1 ps, however over time the nuclear trajectories will drift apart
due to the chaotic nature of the dynamical system. The residual error curves are on top of each
other, although the thresholding introduces numerical noise. The 10−7 energy curve is on top
of the unthresholded energy curve but the 10−6 energy curve is slightly shifted, although it is
still stable.

The importance of pre-conditioning is illustrated by Figure 7. Here the reactive nitromethane
system was simulated using rank-2 kernel approximations and different pre-conditioning strate-
gies. The black curve shows the evolution of the residual error and total energy without using
a pre-conditioner. The residual error instantly starts to grow exponentially and when it grows
too large it results in erroneous forces and unrestrained energy drift. The red curve shows the
results of computing a pre-conditioner in the first step and then keeping it constant during
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Figure 5: Energy curves for nitromethane simulations using time steps of 0.1, 0.2 and 0.5
femtoseconds.

Figure 6: Total system energy, nuclear temperature and root mean square error of the residual
ρ[n]− n during simulations of nitromethane with different truncation threshold values.
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Figure 7: Comparison of energy stability and residual error for different pre-conditioning strate-
gies.

the simulation. This makes a huge difference and produces energy stable trajectories for over
4000 MD steps. The pre-conditioned rank-2 approximation starts to diverge after around 4.5 ps
and from Figure 3 this is about the time when the temperature starts increasing rapidly. With
adaptive pre-conditioning however, the pre-conditioner is re-computed according to a fixed error
condition. Here the pre-conditioner was re-computed every time the relative kernel error rm in
equation (108) was larger than 0.1 for a rank-2 approximation. Here the kernel was computed
a total of 33 times over 5000 MD steps, about once every 150 MD steps, so the cost per step is
small in this case.
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7 Discussion

It has been demonstrated that the inverse Jacobian can be truncated with a fixed threshold
value for equivalent water systems of different sizes to produce a sparse representation where
the number of non-zeros per row remains constant with system size. This result is not necessarily
true for other systems, however it is reasonable to expect it to hold also for other systems where
the electronic interactions decay exponentially with distance, such as for non-metallic materials.
This means that the full, truncated inverse Jacobian can be utilized as a pre-conditioner in
linear-scaling extended Lagrangian molecular dynamics. From the example in Figure 7 where a
constant pre-conditioner is enough for 4000 MD steps the adaptive scheme used to update the
pre-conditioner could probably be optimized. It would be ideal to be able to compute a pre-
conditioner with linear complexity, or to be able to update the pre-conditioner using small cost,
linear-scaling steps. The implementation of such a pre-conditioner has not been pursued here.
There are alternative approaches to constructing a low-rank kernel approximation. The about
50 % lower cost of computing a rank-1 kernel update compared to computing a new density
matrix means that the scheme is much more effective, even if higher order rank updates are
used, than SCF-optimization where new density matrices have to be computed in each iteration
step until convergence. Computing the exact directional derivatives is here more effective than if
we were to use finite difference approximations, which require extra density matrix evaluations.

8 Conclusion

The concept of linear-scaling, low pre-factor quantum-based molecular dynamics for reactive
systems has been demonstrated. The linear-scaling simulation of reactive dynamics is en-
abled by the implicit, recursive Fermi-Dirac expansion, truncation of the inverse Jacobian pre-
conditioning matrix and sparse, thresholded matrix algebra. The number of non-zero elements
per row in the pre-conditioning matrix does not increase with system size if a truncation thresh-
old of ∼ 0.01 is used, for systems containing a few hundred atoms. An Extended Lagrangian
formulation of Born-Oppenheimer molecular dynamics has been used which significantly re-
duces the pre-factor of computing the approximate electronic ground state in every MD-step.
The computation of a rank-1 pre-conditioned kernel approximation is only about half the com-
putational cost of computing a new density matrix as one would have to do repeatedly in
SCF-optimization. The low cost kernel calculation is achieved by re-using the auxiliary inverse
matrices from the implicit Fermi-Dirac expansion during density matrix perturbation response
calculation. The linearized potential energy surface allows the calculation of exact forces with
respect to the ground state of the linearized surface, which avoids the energy drift resulting from
insufficiently converged non-linear ground state optimization. The energy drift from numerical
errors, stemming from numerical methods and truncation of small matrix elements, remains but
can be negated with a small, dissipative force term.
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