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Abstract

Speculative Interference: A Modern Spectre Attack

Isak Borg

Since the Spectre family of attacks were made public knowledge in 
January of 2018, researchers, manufacturers and interested 
individuals have experimented a lot with creating defences against 
it. But there have also been a lot of research aimed at circumventing 
these defences and finding alternative side-channels and mechanisms 
for performing Spectre-type attacks. This thesis implements and 
demonstrates a proof of concept of one of these newfound attacks 
known as a Speculative interference attack. This is done in a 
simulated environment, which to our knowledge has not been done 
before at the time of writing this report. After the 'basic' version 
of a Spectre attack has been explained, the thesis will explain how 
the more advanced interference attack works and how it is implemented 
in the simulated environment. In the end the results gained with the 
attack will be presented, which should convince the reader of the 
relevance and possibilities of the attack.
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Sammanfattning

Efter att säkerhetsattackerna kända som Spectre offentliggjordes i Januari 2018 har både

forskare, utvecklare och intresserade individer experimenterat med att ta fram försvar.

Det har också spenderats mycket resurser och tid på att finna sätt att kringgå dessa

försvar och att hitta alternativa sido-kanaler och mekanismer som kan utnyttjas för att

genomföra en Spectre-attack. Den här uppsatsen demonstrerar en fungerande imple-

mentation av en av dessa nyfunna attacker, känd som en ’Speculative interference at-

tack’. Detta görs i en simulerad miljö, vilken enligt vår kännedom inte tidigare har

gjorts vid genomförandet av detta arbete. Efter att en mer grundläggande version av en

Spectre-attack har förklarats kommer uppsatsen att gå igenom hur den mer avancera-

de ’interference’ attacken fungerar och hur den är implementerad. I slutändan kommer

de resultat attacken tagit fram att redogöras, vilket bör övertyga läsaren om attackens

relevans och möjligheter.
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1 Introduction

1 Introduction

Today’s society is very reliant on a plethora of interacting technological systems which

makes it very important that they are working as efficiently as possible. Because these

systems are handling more and more sensitive data each day it is also of increasing

importance to adequately defend against intrusions.

Good computer security is a constant struggle to block out malicious agents who are

trying to exploit design flaws and oversights in computer design. There are too many

attacks, targeting a multitude of different implementation designs, to mention in just one

report so this thesis focuses on a sub-set of hardware attacks; Spectre attacks. Through-

out the years a lot of resources have been spent to increase hardware performance as

much as possible, but this invariably leads to the introduction of loopholes. One such

loophole existing within hardware is that its architecture can be forced to leak informa-

tion via covert side-channels that can be created by an adversary. Leaking information

via side-channels can be done without the knowledge of the programs or the operating

system running on the hardware and are done by targeting, for example, the cache. In

practice, anything that produces a discernible, repeatable difference in execution can be

used, such as the time it takes the system to load certain data or how much power it

consumes by performing operations during execution.

This thesis implements and demonstrates one such attack from the Spectre family [P. 19].

The specific mechanism abused by them is called speculative execution, which boost

performance and utilization of computer resources [Tec19]. However, unless carefully

designed, speculative execution can be tricked into accessing protected data by circum-

venting defenses present in software and hardware. Abusing this in conjunction with

information gained from the cache makes it possible to extract and re-construct infor-

mation from other active processes such as passwords in a password manager, emails or

open images. These would all normally be protected by way of isolation and access priv-

ilege. The Spectre family of attacks were made public knowledge in January of 2018.

Since then researchers, manufacturers and interested individuals have experimented a

lot with creating defences, circumvention techniques and alternative side-channels and

mechanisms for performing Spectre-type attacks. After implementing the ’basic’ ver-

sion of a Spectre attack to gain insight and a better understanding of its mechanism, an

attack version published in the end of 2020 known as an Interference attack [M. 20] is

investigated and demonstrated on a hardware simulator. To our knowledge this is the

first time that this has been done as of writing conducting this thesis.

As speculative execution is most likely here to stay for a long time it becomes important

to gather as much data and information as possible about the capabilities and different

versions of Spectre attacks, and this is the primary goal of this thesis.
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1 Introduction

1.1 Purpose, goals, and motivation

Purpose The purpose of this project is to see if it is possible to implement and

demonstrate a new version of a Spectre attack known as a Speculative interference at-

tack, as described by Behnia et.al.’s report [M. 20]. It is capable of circumventing most

of the defences proposed against Spectre attacks that relies solely on the cache to steal

secrets. This version of a Spectre attack has to our knowledge, at the time of writing

this report, not been implemented or demonstrated by a party not affiliated with Behnia

et.al.’s research team.

Goal The goal of this thesis is to produce a working implementation of the attack

implemented on a hardware simulator used by computer researchers, namely the gem5

Simulator [gem20]. This implementation will then be used to produce and gather tangi-

ble results that demonstrates and confirms that interference attacks can be used to steal

data without relying on changes in the cache like the ’basic’ Spectre attack described in

Section 5.1 does.

Motivation When knowledge of Spectre [P. 19] and similar attacks were made public

in 2018 it offered a fundamentally broken and unwanted way of accessing protected data

from systems and other processes. These are very hard to defend against completely due

to the nature of the attack. Spectre attacks abuse a system that has been more or less

intrinsic for modern computers for a long time: Speculative execution. This makes it

a slow and arduous task to implement defences and changes to the physical hardware

of machines, and it comes with the very big potential drawback of noticeably slowing

down performance.

Speculative interference attacks were in turn developed by Behnia et.al.’s research team

to circumvent the proposed defences against Spectre attacks. In order to experiment or

develop methods to shut out this new type of Spectre attacks, it becomes important to

gather information or try to verify the potency of the interference attack by replicating

it.

1.2 Delimitations

To begin with the attack is to be implemented on the gem5 Simulator instead of a phys-

ical machine. This is done in order to more easily produce and gather results. It will

also allow us to study the attack in isolation as there are no other processes or systems
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2 Background

Figure 1 A simplified computer memory hierarchy with access times for different types

of memory. As can be seen, it is increasingly expensive, in terms of time, to access

information the further away data that a process requires is stored.

Figure data from computationstructures.org/lectures/caches/caches.html

that could potentially interfere or disturb the attack. This is also good in terms of iso-

lation from the physical hardware, as if something goes wrong the simulator can easily

be restarted and reverted to the most recent working configuration.

Furthermore, the actual scope of the Speculative interference attack have been reduced

to stealing a single bit of information, which will take on a reference value that is chosen

before each run of the attack. This makes testing easier and it simplifies implementation

of the attack. The entire, unrestricted, attack is inferred to work if it can be shown that

a single bit can be reliably stolen and reconstructed.

2 Background

There are many different sub-systems and techniques present in a computer, both in

hardware and in software, which aims to improve utilization of resources. In this section

I will describe some of the microarchitectural components in a modern processor that

needs to be understood in order to properly explain and understand Spectre attacks. The

following components are a necessity for the Spectre attacks I am researching to work,

but this is not an exhaustive list of required components, merely an explanation of the

most important ones.

2.1 Memory Hierarchy

To reduce the speed disparity from the much faster processor and the system memory,

a processor employs a hierarchy of sequentially smaller and faster memory units and

caches. When a process require data from memory it will first check if the Level 1

cache, which resides at the top of the hierarchy, has a copy of the data. If it contains

3



2 Background

a copy it is considered a cache hit and the data is retrieved from the Level 1 cache and

used in the process. If the data is not found in that cache it is considered a cache miss

and the procedure is repeated in the next cache level, which is bigger and slower, until

the data is found or the process needs to go to main memory [U. 07]. A simplification

of this system, with some access times for each level, can be seen in Figure 1. Once a

data read is completed and the process has been served the data is typically stored in one

of the caches in case the data is needed again in the near future. When this happens a

previously cached value is evicted to create space for the new data. A modern processor

typically have three cache levels of increasing size and access speeds, which can have

different structures and coherency protocols.

2.2 Out-of-order Execution

A system might employ an out-of-order execution paradigm to increase utilization of

a processor’s different components. This is achieved by allowing instructions further

along the instruction stream of a program to be executed in parallel with, and sometimes

ahead of, preceding instructions [OoO11]. A special buffer or queue called the reorder

buffer is used to store each instruction until they ’should’ be done with regard to the

sequential order of the program. Thanks to the use of the reorder buffer instructions

are retired in program execution order, which also execution wise hides the fact that

instructions were processed out of order. Retiring an instruction means that it commit

its changes to registers and other architectural states as well as freeing up its space in

the reorder buffer for another instruction to occupy. How large a systems reorder buffer

is determines how many instructions in parallel can be run.

Modern processors decode instructions into micro-ops that they work with internally,

emulating the instruction set of the architecture [Fog17]. After all the micro-ops cor-

responding to a specific instruction, and all instructions before it, have completed the

instruction can be retired.

2.2.1 Reorder Buffer (ROB)

The reorder buffer (ROB) is a component used by many out-of-order execution CPU’s

in order to behave and appear like a sequentially executed program. It can be visu-

alized as a queue of instructions that have been started out of order and may take a

different amount of time to complete. Once an instruction reaches the head of the ROB,

and its’ result is present or calculated it is allowed to update registers or store data to

memory, after which it is removed from the ROB. Having a ROB allows easier control

and management of speculative instructions as the ROB can be flushed or the specu-
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2 Background

lated instructions can be terminated without reaching the head when a mis-prediction is

discovered [Uni].

2.3 Speculative Execution

Speculative execution is used to boost CPU performance by performing work ahead of

time that might be needed if extra resources are available. If the work was not needed

in the end, most of the changes that stem from it is reverted and any result is ignored.

It is increasingly more expensive in execution time to fetch and update data the further

away from the CPU it resides, with non-cache memory being extremely slow from the

processors viewpoint. A simplified memory hierarchy with memory access times for a

computer can be seen in Figure 1. This means that conditional values and branching

execution paths can introduce long periods of idling if the computer would simply wait

until it knows for sure which path a program will take and what computations have to

be made.

To mitigate this, speculative execution is used to reduce the cost of conditional branch

instructions. The processor employs some branch prediction scheme to make an ed-

ucated guess as to where the execution path of a program will go, based on previous

branch instructions [Tec19]. Simply put, speculative execution is the ability to start

likely tasks early and then clean up any errors created. This improves utilization of

computer resources, and therefore, performance of the program; instructions can be

scheduled and begin executing at a time when it has not yet been determined that the

instructions are actually needed or not. If the correct path was predicted the needed

instructions are already underway or completed giving the program much better perfor-

mance, as illustrated in Figure 2. If it turns out that the instruction(s) was not needed

after all, any memory or register altercations created by the speculated work is reverted

and the results are ignored. This means that speculative execution behaves, at worst, as

poorly as beginning to execute instructions once it is know that they are needed. How-

ever, speculated work can leave traces in the cache that remain even after a wrongful

prediction is cleaned up. This can in turn create a cache side-channel that a malicious

user could abuse to gain access to secret process information in certain scenarios.

2.4 Miss state holding registers (MSHR)

Miss state holding registers are used to reduce the stall penalty that is introduced from

cache misses by handling one or more misses without stalling. On the first miss of a

cache line, called a primary miss, the address of the cache line is sent to memory to

5
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Figure 2 Before knowing the outcome of a bounds check, the branch predictor continues

with the most likely branch target based on historic values. This leads to an overall

performance speed-up if the outcome was correctly predicted. But, if the bounds check

is incorrectly predicted as true, a malicious user can leak secret information in certain

scenarios. This can be seen in the case where the bounds check return false, but the

predictor guessed it would return true.

Figure found at cacm.acm.org/magazines/2020/7/245682-spectre-attacks/

be stored in a MSHR together with the request source/tag. Subsequent misses to the

same cache line, called secondary misses, just requires the allocation of a sub-entry on

the same MSHR without any additional memory requests. Once the missing cache line

is retrieved it will be used both to handle all of its pending misses and get stored in

the cache [K. 94, p. 11–21]. Adding MSHRs to a system widens the reuse window

of data in the cache, and potentially increases bandwidth utilization in the system as

each memory request can be used to serve multiple system requests. Provided that there

are available MSHRs and sub-entries. Most importantly, unlike caches, MSHRs can

be used to serve primary misses without stalling the entire system which is crucial for

maximizing system throughput [M. 19].

3 Related work

Spectre Attacks: Exploiting Speculative Execution This work was the re-

sult of the cooperation of several different parties, most notable P. Kocher and J. Horn

from Google Project Zero. This report was the first to publicly disclose and explain a

multitude of different Spectre version and targets, and served as the basis for most sub-

sequent research and investigation of Spectre attacks. It brought to light how speculative

execution implementations violate security assumptions present in a lot of underlying

software security mechanisms. To put it bluntly, this thesis would not exists without

Kocher et al.’s report about Spectre attacks [P. 19]. They explain attacks targeting both

the user space of a machine as well as the system kernel.
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3 Related work

While their report is more interested in trying to exhaustively list possible attacks and

mitigation against ’normal’ Spectre attacks, this thesis is instead only focusing on the

attack named Spectre variant 1 in Kocher et al.’s report in an effort to experiment with

and explain the basics of Spectre to a new audience. It is used as a stepping stone to-

wards more advanced Spectre attacks that can avoid cache-based mitigation techniques

presented after the publishing of Kocher et al.’s report.

Speculative Interference Attacks: Breaking Invisible Speculation Schemes

This report is a response to computer architecture research focused on invisible spec-

ulation, which are mechanisms that attempt to block changes in the cache state due to

speculatively executed instructions. While these mechanisms have shown great success

in preventing Spectre at slim performance costs, Behnia et al.’s report show prior invis-

ible speculation mechanisms does not fully block speculation-based attacks that abuse

the cache state via the introduction of speculative interference attacks. They make two

key observations. First, a mis-speculated younger instruction can change the timing of

older instruction that are bound to retire, which includes memory operations. And sec-

ond, changing the timing or a memory operation can change the order of it relative to

other memory operations which results in persistent cache state changes [M. 20]. The

report then goes on, much like Kocher et al.’s report, to list and explain the theory behind

several different methods of achieving a Speculative interference attack. The different

version of the interference attacks are then compared to some of the most prominent

invisible speculation mechanisms proposed. There is at least one attack version capable

of extracting secret data under each protection scheme. Behnia et al.’s report is focused

on bringing attention to the fact that invisible speculation, as currently proposed, is not

sufficient by successfully attacking some prominent versions.

Other Spectre research There are a few different version of Spectre attacks being

researched at the same time, but to my knowledge there is only one report regarding

Speculative interference attacks; Behnia et al.’s. The other version of Spectre being

researched are of little use to this thesis. There are also a lot of different detection and

prevention tools for Spectre being researched, but all of the ones I have found are basing

their functionality on Kocher et al.’s Spectre report [P. 19], which means that they are

targeting cache changes much in the same way as invisible speculation. This also means

that the speculative interference attack should bypass most, if not all, of them as well.

7



4 Method

4 Method

This section explain the methods that were used in order to achieve the results presented

in this thesis.

Literature search To begin with a literature search for Spectre type attacks and

hardware attacks in general was conducted. A good introduction to hardware attack

can be found in the book Principles of Secure Processor Architecture Design [Sze19,

p. 25-42] and Spectre itself was first reported in Kocher et al.’s report of the Spectre

vulnerability [P. 19]. After reading these and implementing the Spectre variant 1 attack,

I moved on to the one of the many implementations of a speculative interference attack

first described in Behnia et al.’s report [M. 20].

Physical machine experimentation This project was focused on trying to pro-

cure working implementations of two specific Spectre attacks, and as such consisted of

a lot of experiments on both a real and a simulated machines. Working on real machines

give better definite results that are directly applicable in the real world, as whichever at-

tack version leaks information can be replicated on a similar or older machine. The first,

more basic, attack known as Spectre variant 1 was conducted on a commercial machine

with hardware from 2019. It was then used as a base for the more advanced Spectre

attack and a lot of different values and monitoring attempts was performed. However,

working with the more advanced attack know as a speculative interference attack proved

to be much more difficult on a physical machine, so the work continued on the gem5

simulator.

Hardware Simulation With the help of an advanced simulation tool known as the

gem5 simulator [gem20] a virtual bare bones system was created. Simulated machines

gives more insight into the workings of the attack and how the ‘hardware’ is manipulated

as it is possible to ‘peek’ into the simulated hardware in a way that is simply not feasible

on a real machine. However correctly simulating a modern computer system is very

difficult and resource intensive.

An alternative to the gem5 simulator is the Flexus simulator [Sim16], but this was ulti-

mately discarded as gem5 is still actively receiving updates and there are more informa-

tion and guides on the gem5 system available. Both the gem5 and the Flexus simulator

are Timing simulators belonging to a subgroup known as cycle-level simulators that

keep track of all clock cycles on their simulated processors while a particular program

or benchmark is executing on it [A. 16]. Keeping track of such detailed information
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5 System structure

makes these simulators very resource intensive and quite slow compared to other types

of hardware simulators, but is extremely useful when researching something with fine

granularity like the Spectre family of attacks.

5 System structure

In this section a theoretical explanation of how the ’normal’ Spectre attack described

as Spectre variant 1 in the 2018 report by Kocher et. al is given. Then, a more sophis-

ticated and modern version referred to as an interference attack is be explained. After

each explanation there is also be a paragraph about available defences and mitigation

techniques.

5.1 Spectre variant 1 (Bounds check bypass)

The spectre attack known as variant 1, or a bounds check bypass, exploits conditional

branch mis-prediction. That is, it wants to create a scenario where the processor incor-

rectly predicts that a branch will be taken and leverage that fact to force the processor

to divulge secret information [P. 19].

Figure 2 illustrates the four cases of a bounds check in a system using speculative ex-

ecution. Before knowing if the result of a bounds check is correct or not the processor

speculatively executes code following the check by predicting the most likely outcome

based on historic data. This will either result in a speed up of total execution if correctly

predicted or in the realization that the speculation is incorrect and wrongful computa-

tions may have occurred, which in some specific cases can leak information.

Now let us take a look at a small attack example with the help of the conditional branch

from Listing 1. In this example it is assumed that the attacker has caused the program

to run so that:

• previous operations or iterations received values of X that were within bounds,

making the predictor assume that the if guard will be true this time as well,

• the value for X is chosen out of bounds so that array1[X] corresponds to a

secret byte S somewhere in the victim’s memory,

• array1 size and array2 are not cached, but S is.

9



5 System structure

i f (X < a r r a y 1 s i z e )

y = a r r a y 2 [ a r r a y 1 [X] * 4 0 9 6 ] ;

Listing 1: Conditional Branch Example

This setup can occur naturally or be manufactured by the attacker by, for example,

evicting array1 size and array2 and then make the kernel use the secret in some

legitimate operation. When the program runs in this manner the processor will be-

gin by comparing the value of X with array1 size which results in a cache miss.

Based on historical values the branch predictor assumes that the if will be true. It

then speculatively adds X to the base address of array1 and requests the data at the

resulting address, which is a cache hit. This quickly returns the value of the secret byte

S. The speculative execution logic then continues by using S to compute the address

array2[S * 4096] and tries to read it, resulting in another cache miss. While this

read is already issued the initial branch result may have finally been determined; the

processor realizes that the speculation is incorrect and rewinds its computations. Unfor-

tunately, the speculative read from array2 affects the cache state in an address-specific

manner depending on the value of S. Now the attacker only have to check which loca-

tion of array2 was brought in by using Flush+Reload, for example. This will reveal

the value of S as the speculative execution cached array2[S * 4096], effectively

turning the secret bit into an address. A visualisation of this can be seen in Figure 3.

The attacker can then repeat this process by re-training the branch predictor and provide

it with X+1 until the entire secret is leaked. This attack pattern is one of many different

variants that can be used in a similar manner to recover the entire secret.

5.2 Defences against Spectre variant 1

There are several possible defences against the Spectre variant 1 attack that targets one

or more of the features that Spectre relies on. In this section a few of these are discussed

in terms of applicability, effectiveness and cost.

5.2.1 Disabling speculative execution

The most straightforward, and naive, solution would be to disable speculative execution.

To put it bluntly, speculative execution is a requirement for Spectre attacks to work

at all. Ensuring that instructions are executed only when the correct program flow is

ascertained would prevent speculative execution, and with it, Spectre attacks [P. 19].

Though this would put a complete stop to the possibility of Spectre attacks, it would also

lead to a significant reduction in the performance of processors and in the utilization of

10



5 System structure

Figure 3 This figure visualizes a normal attack flow for a Spectre variant 1 attack. As

in the scenario described in section 5.1, a malicious program is being run on a victim

machine. 1. The malicious program begins by training the branch predictor to mis-

predict the next branch instruction. An out of bounds value is then supplied to the

branch which will access a secret bit somewhere in memory. 2. This results in a cache

hit, and quickly returns the secret value, denoted S. The secret S is then stored in the

cache. 3. Before the processor realizes the branch instruction is mis-predicted, S is

used as an access modifier for M array, encoding its value as an address. 4. The

attacker then scans through M array, measuring response times for each entry. One

of them should respond much quicker than the others as it resides in the cache, which

corresponds to the secret S. This process is then repeated as many times as required until

the entire secret can be reconstructed.

11



5 System structure

system resources. Since a great deal of performance is gained via speculative execution

it is more likely that micro-code receives updates and patches, or that hardware is re-

designed slightly in upcoming releases.

5.2.2 Prevent speculation from affecting the cache

While there are a variety of different covert channels that can constructed in order to

leak secret values from mis-speculation, the cache-based covert channels make the least

assumption on the attacker and has therefore received the most attention. A secret-

dependent cache leaves a persistent footprint which is observable for a long time after

speculation squashes (its changes are reverted). In addition to this certain levels of mod-

ern cache hierarchies are shared by multiple/all cores of the system. This enables attack-

ers to observe these persistent state changes from other physical cores which would in

theory, allow an attacker to target completely different programs in different processes.

As multi-core and multi-threaded processors are gaining more and more popularity, and

the rise of cloud computing is used to replace discrete machines with virtual ones hosted

on the same hardware the attack possibilities of the Spectre family is ever increasing.

These possibilities of the cache-based covert channels has resulted in a lot of proposed

architecture-level blocks to mis-speculated cache changes, which are often referred to

as invisible speculation.

5.2.3 Invisible speculation

These schemes add hardware to prevent mis-speculated loads from creating persistent

state changes to the memory. To maintain the performance benefits of caching, only

non-speculative loads that are bound to retire are allowed to alter the cache state. And

to maintain the performance benefits of out-of-order execution, loads are allowed to ”in-

visibly” execute, i.e bring data directly to the requesting core without filling the cache

and forward the results to the dependent instructions. Some examples of proposed invis-

ible speculation schemes include Delay-on-Miss [C. 19], InvisiSpec [M. 18] and Muon-

Trap [S. 20], which have different strategies and properties to achieve ”invisibility”.

However, the next attack described in this section will show that invisible speculation

schemes do not fully block speculation-based attacks.
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5 System structure

Figure 4 Speculative interference attack framework (a) and the chosen interference gad-

get (b).

Figure found in Behnia et al.’s report.

5.3 Speculative Interference Attacks

Speculative interference attacks show that the proposed defences does not sufficiently

block speculation-based attacks that targets the cache. The report made by Behnia et

al. [M. 20] brings light to two observations that can be used to circumvent invisible

speculation. Firstly, instructions that stem from a mis-speculation are able to influence

the timing of bound-to-retire operations. And secondly, if varying the timing of a mem-

ory operation changes the order of itself with respect to other memory operations we

end up with a re-ordering that can cause persistent cache state changes. By combin-

ing these two observations it is possible to divulge secret information accessed during

mis-speculated windows by influencing, or interfering, with the order of bound-to-retire

loads. This can leave a secret-dependent state change in the cache, even with invisible

speculation active.

Figure 4 illustrates the framework of the attack that aims to leak a secret bit by deter-

mining at which time an unprotected victim operation accesses the cache to modify its

state. Part (a) of the figure shows a very simplified version of the attack, which works as

follows; Step 1, a mis-speculated access load reads a secret into the pipeline in the same

way that the previously described speculative bounds check bypass found in Section 5.1

achieves this. Instead of encoding the secret value as an address it is forwarded to a

sequence of speculatively executed instructions referred to as the interference gadget,

part (b) in Figure 4. The gadget is designed to create a lot of secret-dependent traffic on

some microarchitectural resource(s). Step 2, contention on these resource(s) influence

the timing of actions from non-speculative instructions in the pipeline, referred to as the

interference target, which makes them encode the secret. Step 3, the target is chosen

so that changing its timing will create a sort of ripple effect in the pipeline that eventu-

ally delays an unprotected victim memory access. Meaning that how quickly the target

13



5 System structure

can execute determines when the unprotected victim memory operation is issued and

modifying the cache state by accessing the cache.

5.3.1 Interference Gadget

There are a few different interference gadgets explained in Behnia et al.’s report, but

the gadget used in this example, and in this thesis, is creating contention by forwarding

the secret to instructions with value-dependant resource usage patterns that issue at a

secret-independent time. These instructions are referred to as transmitters. Using the

transmitters results in secret-dependent resource pressure during the transmitters execu-

tion which is what interferes with the target. Some examples of transmitter instructions

include data-dependent arithmetic or loads, such as miss state holding registers (MSHR)

which depend on its address operand.

All interference gadgets exploit the fact that invisible speculation does not block a trans-

mitter’s resource usage pattern, execution time or branch prediction [M. 20]. While the

resulting execution behaviour that depends on the secret cannot be observed directly

by the attacker (as they are monitoring the cache) it is possible to indirectly observe it

through its influence on the non-speculative interference target. It is in this way that a

cache side-channel is formed.

5.3.2 Interference Gadget using MSHR contention

Before going through the interference attack that is implemented, the interference gad-

get from the previous paragraph should be discussed a bit more in depth. The gadget

that is used is aiming to delay data accesses with the help of MSHR contention. Specif-

ically it delays the execution time of a load at the head of the reorder buffer, which is

used to make a program look like it was run in a sequential way, by an amount of time

depending on the secret value. The target is a victim load which address takes a certain

amount of time to generate. While the targets’ address is being generated, the gadget’s

instructions can issue which consists of M independent loads, where M is the number of

MSHRs available to the L1 data cache. The MSHR are responsible for keeping track of

outstanding misses for cache lines. The goal of this gadget is to delay the victim load by

filling up these MSHRs. Sample code illustrating the gadget can be found in Listing 2.
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y = l o a d (X) // Victim load

i f ( i < N)

s e c r e t = l o a d (& T a r g e t A r r a y [ i ] ;

// Interference gadget

x0 = l o a d (&S [ s e c r e t * 64 * 0 ] )

x1 = l o a d (&S [ s e c r e t * 64 * 1 ] )

. . .

xM−1 = l o a d (&S [ s e c r e t * 64 * M− 1 ] )

Listing 2: MSHR contention example

In Figure 4 (b) it is illustrate how the contention is supposed to behave based on the

value of the secret bit:

Case 1: If the secret bit is equal to 1, each gadget load will access a unique cache line, as

can be seen in Listing 2. The attacker has to ensure that each of these accesses results in

a L1 data cache miss, which in turn will result in each load allocating a distinct MSHR,

exhausting the available MSHR units. The victims load, which is also assumed to be a

L1 data cache miss, can therefore not issue until one of the gadgets loads completes or

the speculation is reverted.

Case 2: If the secret bit is equal to 0, all of the gadget loads will access the same

cache line, and are therefore all using the same MSHR unit. This leaves some MSHRs

available for the victims load to which allows it to issue without delay.

5.3.3 From contention to secret information

The last step in the attack is to transform the delay created via the interference gadget

and its target into usable information. The key element in this is the realization that

that the secret-dependent delay on the victim’s memory access can be transformed into

a secret-dependent cache change. This is done by using that the delay is effectively re-

ordering the victim’s access with another unprotected memory access which will act as

a reference. This reference memory access has to occur at a fixed time, independent on

the secret, or else the attack will not work. The reference access can be conceptualized

as a sort of ’clock’ which will help us discern whether the victim’s load issues before or

after a certain time step. The reference memory access itself can be issued either by the

attacker or the victim, depending on the attack type and set-up.

This re-ordering of accesses is used to discern if a victim memory access A is delayed

by observing whether A access the cache before or after the reference memory access

B. The order in which A or B accesses the cache is now secret-dependent, and this in

turn creates a covert cache side-channel if it is possible to observe the accesses by, for

example, evicting cache lines and monitoring which lines get evicted.

15



6 Implementation of the Speculative Interference attack

5.4 Defences against Interference attacks

Speculative interference attacks described in Behnia et al.’s report were designed or

purposefully created in order to circumvent the defences that arose in order to mitigate

’normal’ Spectre attacks. As such, defences against interference attacks are still in the

theoretical stages. The intuitive property of preventing speculative loads from modify-

ing the cache is too weak to defend against this new type of attack [M. 20]. Therefore

a better and more thorough version of invisible speculation needs to be created in order

to properly mitigate this intrusion.

5.4.1 Ideal Invisible speculation

In order to eliminate speculative cache covert channels, the systems cache state have

to be invariant of speculative execution. In other words, a speculative instruction must

not influence the execution of a non-speculative instruction. This should not hinder an

instruction from speeding up newer instructions, which is the basis for invisible specu-

lation’s performance benefits, but it does require the microarchitectural rule of blocking

loads from changing the cache state while speculative. But currently, more microar-

chitectural rules are required in order to realize this. Behnia et al.’s report suggests the

following approach based on following two rules: (1) No instruction ever influence the

execution time of an older instruction, and (2) any resources allocated to an instruction

at the interface of the frontend and the execution engine are not to be de-allocated until

the instruction becomes non-speculative [M. 20]. Rule (1) is possible to obtain if every

microarchitectural resource is perfectly pipelined, but this requires further research and

development to implement. Rule (2) wants to guarantee that speculation cannot influ-

ence when instructions that eventually retires begin executing by making the instruction

fetch rate invariant of speculation. This would prevent the use of a non-speculative

load as a reference point for the attack. In short, ideal invisible speculation that allows

speculation but prevents Spectre attacks cannot be achieved while ignoring bandwidth,

contention or intermittent covert channels in favor of focusing on just cache based side

channels.

6 Implementation of the Speculative Interference

attack

Before implementing the Speculative interference attack, the variant 1 Spectre attack

described in Section 5.1 was experimented with in order to give a good structure to base
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6 Implementation of the Speculative Interference attack

the interference attack on. The example implementation of Spectre variant 1 made by

Kocher et.al [P. 19] was modified to read numbers instead of characters, and a lot of the

artificial delays present in it were removed.

The central part of a speculative interference attack is to construct the interference gad-

get as mentioned in Section 5.3, and to be able to observe some contention on the system

in a reproducible way. To simplify the process of observing contention on the system,

the speculative interference attack was implemented on the gem5 simulator.

6.1 Using gem5 to gather results

In order to reduce the number of potential faults and variations on each run of the inter-

ference attack, a simulator called gem5 was employed. The gem5 simulator is a modular

platform for computer-system architecture research which includes system-level archi-

tecture as well as processor micro-architecture [gem20]. This allowed much more direct

control over the system and execution of the program, as well as giving access to de-

tailed output on what the different parts of the system was performing at each CPU

cycle.

A bare-bones system consisting of just a 2-level cache structure and an out of order

CPU with branch prediction was used, which greatly reduced the risk of potential inter-

ference from other components and programs present on a full computer system. This

also allowed me to directly specify the amount of miss state holding registers (MSHR’s)

present on the system, which is an amount that needs to be known or found in order to

create the interference gadget describe in Section 5.3.2. After a lot of unsuccessful ex-

perimentation trying to replicate the whole interference attack, the smallest possible part

of the attack was constructed; an interference gadget that produces reproducible results

in isolation. The simulated system ran a a script that based on a supplied, fixed, secret

value attempted to fill up the available MSHR’s, thereby creating enough contention to

block the cache. Any contention on the system could then be found in the extensive

log output file generated by gem5 during its execution. This file, depending on the type

of output gathered, contained thousands of instructions sent to and from the simulated

CPU and memory with most being of low to no interest for the attack.
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7 Results and discussion

To generate this contention the code present in Listing 3 was used.

y = s e c r e t

i f ( i < N)

x0 = l o a d (& dummy l i s t [ s e

x1 = l o a d (& dummy l i s t [ s e

. . .

xM−1 = l o a d (& dummy l i s t [

Listing 3: Creating

To begin with, secret is either manually set to 0 to get a base value to compare with or

1 to gauge the contention in order to see if it is possible to deduce the value of secret

with gem5’s output. Then a number of loads equal to the number of available MSHR’s

present on the system was issued, denoted by M-1. The dummy list used is simply

an empty list that is flushed from the systems memory before each iteration, ensuring

that the CPU will always miss when accessing the list. By using the value of secret

as an access modifier, it is ensured that during executions where secret = 0 each

cache miss generated is using the same index. In other words, all of the accesses are

targeting the same cache line, which does not require the use of all available MSHR

units to handle. During executions where secret = 1, each outstanding cache miss

generated is now targeting unique indices and cache lines, quickly filling up the MSHR’s

that are still available to the CPU. The code shown in Listing 3 was used to produce the

results presented in Section 7.

7 Results and discussion

In this section the results gained during the master thesis is presented and discussed.

In the end, the results shows that the proof of concept that have been constructed and

experimented with is indeed working and producing viable results.

7.1 Spectre attack variant 1

A working version of the spectre variant 1 that could leak a small secret of around 40

characters was quickly implemented, in part because a lot of different proof of concepts

already exists for this attack. This made it easy to experiment with the attack and its

underlying concepts, allowing me to form a much better grasp on the functionality and

possibilities of the attack. Though this in and of itself produced no new tangible results,

it was absolutely critical in order to properly understand the theory behind and to start

working on implementing the steps described in Behnia et al.’s report about Speculative
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7 Results and discussion

Figure 5 Measured interference during a ’standard’ system and script configuration.

There is a clear difference between contention based on whether the secret is 1 or 0.

interference attacks [M. 20].

7.2 Speculative interference attack

The goal was to create a complete attack as a proof of concept that was capable of

leaking a secret, but due to complexity and time constraints a working subset of a spec-

ulative interference attack was created; the interference gadget. The gadget created is

used to successfully create measurable contention on the targeted system. Without a

working interference gadget, speculative interference attacks are simply not possible,

at least not versions leveraging contention on system resources to gauge information

about the secret. In order to produce measurable results that could be cross-referenced

to a secret value, a script was created that would attempt to generate MSHR contention

to a degree that the cache is blocked by outstanding misses, thereby delaying subsequent

instructions. The code and theory behind this can be found in Section 6.

Figure 5 shows the contention measured on the gem5 simulator. This system configu-

ration is regarded as our ’standard’ implementation and system values. Remember that

contention in our system is measured in the amount of times that the cache is com-

pletely blocked from preforming any other operations, i.e there is too much resource

contention. As can be seen in the figure there is a clear difference and correlation in the
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7 Results and discussion

Figure 6 Measured interference when the miss penalty of a cache has been halved in

relation to the standard configuration.

amount of measured contention and the secret value.

Figure 6 and Figure 7 depict the measured contention on the gem5 simulator where the

system is configured to have a cache set up that is either twice as fast or half as fast

with regards to the ’standard’ configuration. Having a faster cache system does indeed

reduce the amount of interference in the system, and reduces the run-time of the entire

simulation. The average measured value of contention is also lower than the standard

case. Using a system with a cache system that is half as fast as the standard case, as in

Figure 7 increases the run-time of the application (from under a minute to almost ten

minutes per iteration) and raises the overall average of contention in the system by a lot

when secret = 1.

Lastly a few tests were done with artificial padding added to the attack code. This sim-

ply means that the interference gadget, the component that is responsible for introducing

contention in the system, was moved further and further away from the branch condi-

tion. This padding is commonly referred to as ’No-op’s as they perform no operation,

or nothing of value. Functionally they can be viewed as stalls or skips. Figure 8 and

Figure 9 both shows the results gained from running the system with two different types

of padding injected into the interference gadget. In both cases it can be observed that

the padding introduces minimal extra contention when secret = 0. When secret

= 1 it can be see that introducing more and more padding to the function results in
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Figure 7 Measured interference when the miss penalty of a cache has been doubled in

relation to the standard configuration.

Figure 8 Measured contention when there is padding in form of a loop that does nothing

introduced in the attack function. The left-most value is a standard reference without

any padding. Each time-step after this value receives more and more padding to the

function.
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Figure 9 Measured contention when there is padding in the form of a dummy variable

that is incremented. The left-most value is a reference value without any padding. Each

time-step after this value has more and more padding added to the function.

the generated contention eventually evening out with that of the non-interfered case. In

this case the reading are completely useless to us. This could be the result of the CPU

getting more time to work out-of-order and handle the interference before it can com-

pletely stall the caches. From this it can be deduced that the interference gadget needs

to be as close as possible to the branch instruction in order to produce viable results.

In the end a clear correlation between the value of the secret bit and the amount of

MSHR contention in the system was found. The created program only attempts to

introduce contention based on the secret value, and does nothing else. This was done

in order to more easily detect any contention, and is as such not a complete attack by

itself. However, showing that this pattern can be reliably and repeatably detected means

that the entire attack is possible, albeit in a more sophisticated and polished program.

7.2.1 The gem5 simulator

Without the use of the gem5 simulator it would not have been possible to so clearly find

a correlation between the value of the secret bit and contention in the system. All results

presented in Section 7.2 was gathered with the help of this simulator.
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Figure 10 gem5 output generated from issuing a load which results in a cache miss.

A rather simple computer system was simulated, complete with a 2-level cache struc-

ture and an out of order CPU, instead of using a physical machine. This allowed the

customization of the system which made testing easier. The number of MSHR’s that

were available to the system could be directly chosen and it made it possible to track

all instructions and events pertaining the caches and the CPU. In the Figure 10 some

sample output can be seen that is generated by gem5 from performing a load which re-

sults in a cache miss. This, and the plethora of other output generated for other system

instructions, were used to measure the contention on the system for a specific program

execution.

An issue with the gem5 setup that were used was that it was very hard to differentiate

between different iterations of running the interference gadget where the secret bit was

varied. All output generated were in the same file, and only in the form of instructions,

sequential numbers, and addresses, as shown in the Figure 10. In order to read a se-

quence of secret bits reliably new debug functionality would have to be created to allow

more clear differentiation between attack iterations, but this proved to be too difficult

and time consuming for the time being.

gem5 accuracy One could make a point about the capability or credibility of the

gem5 Simulator to accurately reflect a physical machine. The set up that was created

and used in this thesis is a slightly modified copy of a template machine found on the

gem5 simulator’s official website [gem20]. The template is used by the gem5 team

to simulate and demonstrate a multitude of different problems or mechanisms. The

gem5 simulator is used by computer architecture researchers, both in academia and in

the industry, which lends to its credibility as a simulator tool. It is also entirely open

source. This means that the simulator is somewhat reliant on private actors or interested

companies investing their own time to receive updates, which it currently enjoys a few

times a year. The simulator being open source also means that each and every part of

its code is accessible to whomever is using the simulator. Each user of it is free to

introduce whatever changes to the core code of the system as they see fit. Introduce to

many changes in the simulator and you will eventually end up with a system that you
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can no longer confidently claim simulates a ’real’ system.

In this thesis, only the type of the processor used and some of the machine values used

for defining cache characteristics were changed, with this in mind. The biggest change

introduced was reducing the amount of MSHRs in the system to around a quarter of

what it was set to in the simulator template. This made it a lot easier to test different

version of the attack code and it made it easier to gather test results. The only other

code changed in the simulator itself was the simulated access times of the memory,

which was varied in order to provide results from more, or less, constrained systems.

While this simulated system itself lacks a one-to-one comparison in reality, the values

can still be used to say that a speculative interference attack can produce viable results

with a speculative processor.

8 Conclusions

In the end a proof of concept program of the Speculative interference attack were im-

plemented and shown to be working in a simulated environment. This serves as a veri-

fication that the attack itself is plausible, albeit in a more complete state than presented

here. This thesis can be used as a stepping stone or guide to the subject of Spectre at-

tacks and Speculative interference attacks and will hopefully aid in lending credibility

to the attack. This is important so that more resources can be allocated towards devel-

oping and implementing defences against this new type of exploit. It is very important

to keep experimenting with Spectre and the capability that it offers. Speculative execu-

tion is more than likely going to remain for a long time thanks to the benefits it offers,

and as long as it does, so will Spectre attacks. In the end only known Spectre attacks

can be patched or proven to be defended against, so it is paramount that we continue to

research and experiment with Spectre.

9 Future work

The next natural step for this project is to increase the scope of the Speculative interfer-

ence attack. In order to do that, the interference gadget and the mechanism for detecting

system contention needs to be improved and automated. As it sits currently, it is more

or less a manual check to both create contention and to detect it. As the gem5 simulator

is highly modular, and completely open source, it is possible to update or modify the

gem5 code to allow us to clearly differentiate between different iterations of the con-

tention loop with the help of new debugging options. Getting this to work would in turn
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allow the extraction of a sequence of secret bits instead of just one. Fitting the interfer-

ence gadget to an application that can train and re-train the branch predictor of the target

computer would allow us to gather virtually any data on it, provided that contention in

the system can easily be detected.

In order to make this attack work on a commercial system, the fidelity of detecting

contention needs to be increased. And in order to do that, the replacement policies

of the target systems caches needs to be known. This would most likely need to be

reverse-engineered as computer manufacturers rarely divulge this information willingly.

Creating an application that estimates the replacement policies of the target system and

adapts to it is another future direction that this project could go in.

Lastly, since the Speculative interference attack were proven to work in a simulated

environment, another logical step would be to begin experimenting with and researching

methods to prevent the attack from working without hampering the throughput of the

system too much.
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