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Abstract

The Contrastive Tension Method and Corpus Variety

Sanne Lindqvist

A new method called contrastive tension for creating semantic sentence
representations has recently been developed. The method has previously been tested
with three different text collections as source material. This report will continue this
work and evaluate the method on different kinds of texts. Six text collections will be
used. The first four collections contain sentences from four different categories. The
two remaining collections are based on the complete works of William Shakespeare.
The difference between the two Shakespeare collections is that they use a different
way of dividing the raw text into sentences. 

The goal of this thesis is to investigate three main points. Firstly, how is the
performance on the benchmarks affected by using contrastive tension with different
texts? Secondly, does using a text collection that is similar to one of the
benchmarking subcategories improve the results on that subcategory? For instance,
does a corpus of news headlines result in a higher score on the headline subcategory?
Thirdly, is there a difference in performance between the two Shakespeare
collections? Can this say anything about the impact of sentence length on
performance?

The two collections that achieved the highest correlation scores overall were the
image caption corpus and, surprisingly, one of the Shakespeare collections. The
correlation score is a measure of how well the meaning of sentences are represented
by the sentence embeddings, which will be further described in section 2.5. Using a
collection similar to a subcategory did improve the score on that subcategory
sometimes, but not always. Some collections achieved higher scores than expected on
seemingly unrelated subcategories. 

To conclude, the findings are that the text used as source material does impact the
evaluation scores, but not always in the ways that one would expect. The length of
the sentences in a corpus appears to have an impact, as the results on the two
Shakespeare collections suggest. However, further study is needed to be able to draw
definitive conclusions about the importance of sentence length. 
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1 Introduction

Natural language processing is a field that strives to create applications and
models that allow computers to work with human language [1]. Natural lan-
guages refer to the languages that humans use in speech, in writing or by signs
to express ideas, thoughts and communicate with others. An example of a nat-
ural language would be English. This is in contrast to formal languages that are
mathematical, structured languages that can be easily understood by computers
due to their clarity and lack of ambiguity.

Since natural languages are made up of sequences of sentences, it is vital to be
able to represent sentences in a way that is easily understood by a computer.
Sentence representations are a way of representing a sentence numerically, usu-
ally in the form of a vector of real numbers [2]. Sentence representations can be
used to classify and match sentences. On a larger scale, they are used to build
systems that are able to perform machine translation, text summarization and
more. The applications of natural language processing will be further described
in section 2.1.

It is especially interesting to have semantically useful sentence representations.
Semantics is the study of meaning in a language, so a semantic sentence repre-
sentation is a representation that takes the meaning of a sentence into account.
A synonym for sentence representation is sentence embedding.

Contrastive tension is a new method by Carlsson et al. [3] for constructing
semantic sentence embeddings. This method uses a pre-trained language model
along with unlabeled data in the form of text to create the sentence representa-
tions. Language models are tools that use probabilities to describe the relation-
ships between different parts of natural language, like words and phrases [4].
A pre-trained language model has been given a fundamental understanding of
language by training it in various ways using large quantities of text [5]. Lan-
guage models and the specific kind of language model used in this work will be
further described in section 2.2.

The contrastive tension method is an example of representation learning, which
is the process of learning representations of data automatically in order to ex-
tract information later on [3]. In this case, the goal is to represent sentences in
such a way that semantical information is preserved and possible to use later
on as part of a larger system. The contrastive tension method has been used on
three different text collections: articles from English Wikipedia, a collection of
11 038 books, and randomly generated texts.

In this report, the contrastive tension method will be further tested on different
kinds of texts. Another name for a text collection is corpus, which in plural form
becomes corpora. The main contributions of this report will be to investigate
the following three research questions:

1. To further study how using different kinds of text for the contrastive ten-
sion method impacts the quality of the sentence representations. The
quality of the sentence representations will be measured by the bench-
marking datasets further described in the background section. The main
way of investigating this will be to determine which of the corpora achieve
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the highest scores on the benchmarks, and to study the general trends in
the results when using different corpora.

2. Does using a corpus that is similar to one of the benchmarking subcat-
egories improve the results on that subcategory? For instance, does a
corpus of news headlines result in a higher score on the headline subcate-
gory? The different subcategories will be presented along with the results
in section 3.3.3, as well as in the appendix.

3. When there are two possible sentence divisions for a text, does the choice
impact the sentence embeddings? Can this suggest something about the
importance of sentence length for the embeddings? For a further descrip-
tion and examples from a text that offers different ways of dividing it into
sentences, see the Shakespeare part of the corpora section.

The contrastive tension method can be applied to any language for which there
is data, but the work described in this report will focus on using texts in En-
glish.
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2 Background

In this section, a range of topics will be covered to provide an understanding
of the concepts that are important to understand the results and how they
were obtained, and an idea of how this relates to the greater area of research
within natural language processing. The first part will provide an introduction
to natural language processing: what it is, its applications, and how this re-
lates to the contrastive tension method. Then two key tools will be described:
transformer-based language models and semantic textual similarity. Semantic
textual similarity is a way of measuring the similarity in meaning of two pieces
of text. Then we will move on to the contrastive tension method, the method
that will be evaluated in this work. The final topic will be a description of the
process of evaluating the contrastive tension method.

2.1 A short introduction to the field of natural language
processing

As previously mentioned, natural language processing (NLP) is a field that
strives to create applications and models that allow computers to work with
natural language [1]. Natural languages are languages that humans use in their
daily life to communicate, for instance English, Japanese or a sign language.
NLP can be broadly split into the following two subfields: [6]

• Natural language understanding (NLU), which is the process that enables
a computer to understand human language.

• Natural language generation (NLG), the process which enables a computer
to generate human language in order to communicate with humans.

NLP can be used to provide machine translation, speech recognition, question
answering systems and text summarization and categorization [1]. Machine
translation is the process of translating from one natural language to another,
i.e. from English to Italian. Speech recognition strives to accurately detect
spoken language. Question answering systems take in a question in a natural
language and seeks to provide an appropriate answer to it by combining NLP
and information retrieval methods. This can be used to create chatbots and
personalized assistants like Siri and Cortana. Text summarization creates a
summary of the key points in a text, and text categorization determines to which
category a given text belongs. Text categorization is useful for applications like
spam filters for email and categorizing news articles by topic.

How does the contrastive tension method and the work carried out in this report
relate to the applications mentioned above? Contrastive tension is a way to
create sentence embeddings which contain information about the meaning of
the sentence. Having encoded semantic information into the embedding makes
it easier to process, sort and classify sentences further on as part of a larger
system. Since natural language is composed of sentences one after another, this
makes it possible to process natural language and to build systems that operate
on it to perform any of the tasks previously mentioned.
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2.2 Transformer-based language models

As we will see in section 2.4, the contrastive tension method makes use of two
independent instances of the same transformer-based language model in order
to create the semantic sentence embeddings. What are such language models?
Language models are tools that use probabilities to describe the relationships
between different parts of natural language, like words and phrases [4]. If a lan-
guage model is given an input sequence of words it should be able to determine
the probability of the sequence occurring. It should also be able to generate
language by creating sequences of words with high probabilities. How well the
language model performs is dependent on how well the relationships between
words and phrases are described.

Language models are a central topic within NLP. In recent years transformer-
based language models have come to dominate within natural language process-
ing [7]. They are currently the state of the art model [2]. The transformer model
was first introduced in a 2017 paper [8] by Vaswani et al. A transformer is a neu-
ral network architecture. A neural network is a machine learning method that
consists of units called neurons that are connected to each other in various ways
and organized in layers [9]. Compared to other models like recurrent neural net-
works and long short-term memory neural networks, transformers make use of
a concept called attention [8]. The attention mechanism allows the transformer
to determine dependencies within an sequence regardless of how far apart the
parts that depend upon each other are in the sequence.

Now the role of the attention mechanism within the transformer will be de-
scribed on a high level, along with an example of how it can be used. Where
in the transformer is attention used? A transformer is built up of smaller units
called encoders and decoders [10]. The encoders and decoders can be further
split up into layers. The attention mechanism is used in several of these layers.
One of these layers is the self-attention layer which is part of both the encoder
and the decoder. In the transformer there are other ways in which attention is
used, but this example will look at only the self-attention layer.

To give an idea of what this could look like in practice, let us look at an ex-
ample from The Illustrated Transformer [10] using the sentence ”The animal
didn’t cross the street because it was too tired”. In this example we will study
self-attention within the context of the encoder unit. The transformer will pro-
cess each part of the input sequence and look for dependencies or relationships
between the current part and the rest of the sequence. For instance, the word
“it” in the sentence refers to “the animal” and not “the street”. Self-attention is
the mechanism that allows understanding how parts of the sequence, like “it”,
are related to other parts of the sequence, like “the animal” or “the street”.
This is visualized in figure 1.
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Figure 1: A visualization of the connections between the word ”it” and other
parts of a sentence. On the right hand side the word that is being processed
is highlighted in grey. On the left hand side the relationships between the
word and the other parts of the sentence that are shown. The strength of
the relationship is represented by the colour intensity. The figure is from The
Illustrated Transformer [10] by Jay Alammar.

The BERT family of models [5] is a group of transformer-based language models.
This means that they are a further development of the original transformer
model. In this report a BERT model will be used. There are several pre-
trained BERT models available to download. These models have been given a
basic understanding of language by pre-training, a process which uses very large
amounts of text and trains the model by masking out parts of a sentence and
having it predict the missing part, or having it predict the next sentence given
some input. The pre-trained models can be further fine-tuned to specific tasks
within NLP.

Before describing the contrastive tension method, the concept of semantic tex-
tual similarity will be introduced in the next section. This will provide a way to
measure the similarity in meaning of two text pieces in a numerical way. This nu-
merical measure will be useful in the process of evaluating the semantic quality
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of the sentence embeddings created by the contrastive tension method.

2.3 Semantics and semantic textual similarity (STS)

In order to be able to quantify and study the idea of semantic similarity in a
more concrete, numerical fashion, let us introduce semantic textual similarity.
Semantic textual similarity (STS) is a way to measure the similarity in meaning
of two different pieces of text. Since this report focuses on sentence embeddings,
the focus will be to study semantic textual similarity on a sentence level. There
are several benchmarking data sets available for evaluating semantic textual
similarity [11, 12, 13, 14, 15] which were published each year between 2012 and
2016 as part of the SemEval workshops. In these papers, the semantic textual
similarity is measured on a scale from 0 to 5, where 0 means that the meaning
of the two sentences is completely dissimilar, and 5 that they are completely
similar. Here below follows example sentence pairs from the SemEval 2016 paper
[15] for each grade on the scale:

Score 5: The two sentences are completely equivalent, as they mean
the same thing.

The bird is bathing in the sink.

Birdie is washing itself in the water basin.

Score 4: The two sentences are mostly equivalent, but some unim-
portant details differ.

In May 2010, the troops attempted to invade Kabul.

The US army invaded Kabul on May 7th last year, 2010.

Score 3: The two sentences are roughly equivalent, but some impor-
tant information differs/missing.

John said he is considered a witness but not a suspect.

”He is not a suspect anymore.” John said.

Score 2: The two sentences are not equivalent, but share some de-
tails.

They flew out of the nest in groups.

They flew into the nest together.

Score 1: The two sentences are not equivalent, but are on the same
topic.

The woman is playing the violin.

The young lady enjoys listening to the guitar.
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Score 0: The two sentences are completely dissimilar.

John went horseback riding at dawn with a whole group of friends.

Sunrise at dawn is a magnificent view to take in if you wake up early
enough for it.

Each sentence pair in the STS benchmarking data sets has been given a grade
by a human on the 0 to 5 semantic textual similarity scale. The sentences in
the STS evaluation sets belong to different subcategories based on what kinds
of sentences they are and what kinds of texts they were taken from. Some
examples of subcategories are image descriptions, news headlines and various
forum post texts. A more detailed description of the different subcategories is
available in the results section and in the appendix.

2.4 A closer look at the contrastive tension method

Contrastive tension is a new method developed by Carlsson et al. [3] for creating
semantic sentence representations. Semantic sentence representations are vector
representations of sentences that contain information about the meaning of the
sentence. The method achieved high scores on STS tasks overall, and set a
new state of the art score for several of the STS tasks. The overall goal of
the contrastive tension method is to create sentence representations that are
similar for semantically similar sentences, and that are drastically different for
semantically dissimilar sentences.

The contrastive tension method uses two independent instances of the same
model, whose weights have been initialized identically. The semantic sentence
embeddings are extracted from the final layer of the models. In this report
a BERT variant called DistilBERT base uncased will be used, though any
transformer-based language model can be used. The DistilBERT base uncased
model will be further described in the tools section.

In general, the weights of a machine learning model are essentially a set of
numbers that a model uses to compute an output given an input [9]. These
numbers are changed over time by a process called updating the weights. The
updates are done so that the model can adapt better to the learning goal.

The models are pre-trained. The pre-training gives the model a basic under-
standing of language, in the sense that it adjusts the weights of the model so
that it knows which words are likely to appear together and is able to predict
the next word given a sequence of words. Contrastive tension uses the pre-
trained models and adjusts their weights further to be better adapted to the
more specific task of generating semantic sentence embeddings.

The method starts by generating training data by selecting a random sentence
from the corpus [3]. Let this sentence be called SA. Then 7 more sentences are
sampled that are different from SA. These are called negative samples and are
labelled SB , SC , and so on up until SH . These sentences can be seen in figure
2. The sampling process will not be described in detail here, but it is based on
that if two sentences are selected at random from a corpus they are highly likely
to be semantically dissimilar.
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Figure 2: The contrastive tension method visualized. The figure is from the
paper [3] by Carlsson et al.

From these 8 sentences, 8 sentence pairs are created by first pairing SA with
itself to create the pair (SA, SA) and then with each of the negative samples to
form pairs (SA, SB), (SA, SC), . . . , (SA, SH). The first pair is called a positive
pair since it contains semantically similar sentences (they are identical), and
the other pairs are negative pairs since they most likely contain semantically
dissimilar sentences. In figure 2, the positive sentence pairs are marked with a
green subscript and the negative sentence pairs with a red subscript. For this
example, 7 negative samples are created for each positive sample. This number
does not necessarily have to be 7, it can take on different values.

For each sentence pair, model 1 will be given the first sentence in the pair and
model 2 will be given the second. The models will take in a sentence each.
From the final layers of each of the models a sentence representation will be
extracted. The sentence representations are called P in figure 2. Since the
sentence representations are vectors and the dot product is a vector operation,
the dot product can be used on the sentence representations.

To put it more formally, let σ represent the logistic function, and let z be the dot
product between the sentence representations created by the models f1 and f2
respectively, that is, z = f1(SA)T · f2(SB). Then we can describe the objective
of the contrastive tension method as:

L(z, SA, SB) =

{
− log σ(z), if SA = SB

− log σ(1− z), if SA 6= SB
(1)

An objective is a function that we seek to maximize or minimize. Now that we
have seen the objective, let us see how the method would handle the sentence
pairs (SA, SB), (SA, SC), . . . , (SA, SH) and how this relates to the objective
in equation 1. For the first pair (SA, SA) the goal of the training will be to
maximize the dot product of the sentence representations.

Suppose that model 1 and model 2 produce the sentence representations P1

and P2, respectively. Since P1 and P2 are vectors, the dot product will result
in a scalar value. Since the sentences are identical, the first case of equation
1 holds and the value is passed on to the sigmoid function which places it in
the range from 0 to 1. Then the logarithm is taken on the value, and then
it is negated. This process is similar for the remaining sentence pairs, except
that the sentences will be different from each other, and thus the second case
of equation 1 holds instead. In this case, the goal of the training will be to
maximize the dot product of the sentence representations.
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The weights of the models will be updated after all the sentences in the same
batch have been processed. A batch is a small collection of training data whose
size is determined by the training settings. The models start off with the same
weights, but they are independent of each other. This means that the models
can end up with different weights as they are updated.

The method is called contrastive tension due to the tension created between the
two models by the two cases in the learning objective in equation 1. The tension
is due to the goal that the two models should retain similar representations for
identical sentences, yet if the sentences are not identical the models should have
sentence representations that are widely different. That goal is the key idea of
the contrastive tension method.

2.5 The evaluation process

Contrastive tension needs a pre-trained language model and unlabeled data
in the form of a text corpus containing sentences. The evaluation is done on
the STS data sets using the SentEval library [16], by comparing the sentence
embeddings produced by the contrastive tension method and the semantic sim-
ilarity grade as evaluated by a human. This grade is included in the STS data
sets.

Correlation is a way to measure how strong the relationship between two vari-
ables is [17]. Another relevant metric is cosine similarity, which is a way to
measure the similarity between vectors by measuring the angle between them
[18]. The goal is that the Pearson and Spearman correlations should be as high
as possible, as this would indicate that the language model’s view on semantic
textual similarity is very similar to a human’s.

For STS tasks it is most common to use Pearson correlation to see how the
semantic similarity grades provided by the language model and by humans line
up, though Spearman correlation is another option [19]. The difference between
Pearson and Spearman correlation is that Pearson correlation is only able to
measure linear relationships, and that it is dependent on the variables being
close to normally distributed and it is easily influenced by outliers in the data,
whereas the Spearman correlation does not have these problems.
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3 Investigating corpus variety

In this section the process of investigating how using different corpora during
the training affects the performance of the contrastive tension method will be
described. For each corpus, 5 runs were made to ensure that the results obtained
were consistent over time.

3.1 Tools used for the project

The existing code base that implements contrastive tension was written in
Python and uses the Tensorflow machine learning library. The transformer
model that is used is the DistilBERT base uncased model. This is a smaller
(distilled) version of the BERT model [20]. Uncased means that the model does
not differentiate between upper and lower case letters. The codebase was fur-
ther developed to include reporting of the results to the online tool Weights and
Biases and to be able to read specified corpora.

The corpora varied in their structure and their format. They could be in various
file formats, like .txt, .csv or .json. The corpora should be in the format of a
list of strings once the preprocessing is done, so that meant that for some of the
corpora the sentences had to be tokenized or detokenized to have the appropriate
format. For instance, if the source file was a .txt file the raw text would need
to be tokenized to split it into sentences. If the raw data had each word as a
separate entry in a list they would have to be detokenized to merge the separated
words into sentences. To do this the Natural Language Toolkit (NLTK) was
used, which has methods for sentence tokenization and detokenization.

To connect to the computer on which the experiments would be run, SSH was
used. To be able to control several runs at once and to keep a run going even if
the computer from which it was started is no longer connected, a command-line
tool called screen was utilized.

3.2 Corpora

In discussing with my supervisor, it was decided that an appropriate minimum
corpus length would be around 100 000 sentences. This would be large enough
to provide reasonable and consistent results. With the exception of the Shake-
speare corpus, corpora were chosen to be similar to the STS subcategories to see
whether that produced an improvement in performance on certain subcategories
or not.

News Articles

The news article corpus is made up of content from three different sources: a
data set containing BBC News articles, a corpus of Reuters news articles and
the news section of the Brown corpus. The total number of sentences in this
corpus is 100 713. How these sentences are distributed on the three different
sources can be seen in figure 3. More information about the BBC News articles
can be found on the data set’s website and in the papers where it was first
used [21, 22]. Both the Reuters and Brown corpus are available as part of
NLTK that was mentioned in the section about tools used for the project. The
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Reuters corpus is more precisely known as the ”Reuters-21578, Distribution 1.0”
corpus. The BBC news article source contains articles from 2004-2005, while
the Reuters corpus consists of newswire data from 1987. The Brown corpus is
from 1961.

Figure 3: A visualization of the percentage of the total amount of sentences
that each news article source contributed with.

Headlines

This corpus is based on the News Aggregator data set available at the UCI Ma-
chine Learning Repository. It consists of headlines collected from news articles
from March 10 to August 10 of 2014 within different categories, like science and
technology, business and health. The corpus has 422 419 sentences.

Image Captions

The TextCaps data set contains sentences that describe images [23] and is avail-
able at https://textvqa.org/textcaps. The image caption corpus used in
this report is based on the training portion of the TextCaps data set. This
resulted in a corpus of 109 765 sentences.

Stack Overflow

Stack Overflow is an online forum for programming questions. Anonymized data
from the forums has been made publicly available as a database on the Stack
Exchange Data Explorer. Using SQL queries on the Data Explorer returned csv
files containing titles of posts and comments. These csv files were used to form
a corpus of 150 127 sentences, of which approximately 50 000 are titles and 100
000 are parts of comments. Comments can consist of several sentences. In this
case, they were split up and added to the corpus one at a time.
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The Complete Works of Shakespeare

A corpus was created based on the complete works of Shakespeare from Project
Gutenberg. It contains plays and sonnets attributed to William Shakespeare.
A sonnet is a type of poem. Large parts of this work are written in verse,
which means that certain lines do not end with a full stop. Thus, a decision
had to be made about what denotes the end of a sentence. Should each line
be considered a sentence, or should lines separated by a line break without a
full stop, question mark or exclamation point be considered part of the same
sentence? Two versions of this corpus were made, one where each line break
is regarded as the end of a sentence, and another one where line breaks are
not regarded as the end of a sentence. The former corpus contains 174 124
sentences, while the latter has 100 724 sentences. They both contain the same
text, just differently split up.

This corpus was among the first ones that were used as it was easy to read as
it was contained in a single file. Initially, this corpus was intended to only be
used for testing purposes, but since it provided (at least) two different reasonable
tokenization possibilities and therefore an opportunity to investigate if the same
content split up into longer or shorter sentences is better or worse as a corpus
for this method, it was included for further study.

Here below is an example of the results that the two different sentence division
approaches would give when used on a small piece of the Shakespeare corpus.
The example will use sonnet number 65.

65

Since brass, nor stone, nor earth, nor boundless sea,

But sad mortality o’ersways their power,

How with this rage shall beauty hold a plea,

Whose action is no stronger than a flower?

O how shall summer’s honey breath hold out,

Against the wrackful siege of batt’ring days,

When rocks impregnable are not so stout,

Nor gates of steel so strong but time decays?

O fearful meditation, where alack,

Shall Time’s best jewel from Time’s chest lie hid?

Or what strong hand can hold his swift foot back,

Or who his spoil of beauty can forbid?

O none, unless this miracle have might,

That in black ink my love may still shine bright.

(a) The sonnet without sentence splitting on line breaks.

65

Since brass, nor stone, nor earth, nor boundless sea,

But sad mortality o’ersways their power,

How with this rage shall beauty hold a plea,

Whose action is no stronger than a flower?

O how shall summer’s honey breath hold out,

Against the wrackful siege of batt’ring days,

When rocks impregnable are not so stout,

Nor gates of steel so strong but time decays?

O fearful meditation, where alack,

Shall Time’s best jewel from Time’s chest lie hid?

Or what strong hand can hold his swift foot back,

Or who his spoil of beauty can forbid?

O none, unless this miracle have might,

That in black ink my love may still shine bright.

(b) The sonnet with sentence splitting on line breaks.

Figure 4: An example of the results that the two different sentence division
approaches give when used on Shakespeare’s sonnet number 65. Each sentence
is highlighted in a contrasting colour to the sentence next to it.
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In figure 4a the sentences are longer, but fewer than in figure 4b. Note that
the lines that end with a comma in the sonnet do not end the sentence, but
question marks and full stops do. This is the kind of sentence division that was
obtained when code that was previously used to read a corpus consisting of a
novel was used without modification on the Shakespeare corpus. It might seem
like an unusual way to divide into sentences since it results in capital letters in
the middle of sentences, but one could argue that this division better reflects
the flow of the sonnet that it would have when read aloud.

In figure 4b each line is considered its own sentence, regardless of the punctu-
ation mark at the end of it. This is the result when code that was previously
used to read in a corpus consisting of a novel was further adapted to suit the
frequent line breaks in the Shakespeare corpus.
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3.3 Results and Comparison

3.3.1 Diagram examples

To give an idea of what the raw data from the runs look like and how it can be
processed, let us have a look at two different examples. For both of the examples,
the news article corpus will be used. The first example will show how the overall
score for the STS14 benchmark data set changes during training.

Figure 5: Values for the Pearson correlation as reported during training. There
are five line pairs of the same colour, which represents a run. The solid line
represents model 1 and the dashed line represents model 2 in the contrastive
tension method. For instance, we can see two green lines at the top of the
diagram. The solid green line shows the Pearson correlation for model 1 on this
run, and the dashed green line the Pearson correlation for model 2 on this run.

In the diagram in figure 5, we can see that the Pearson correlation generally
improves as the training goes on, i.e. as the number of steps completed increases.
In general, it seems that one of the models of a run performs better than the
other, and this usually does not change over the course of the run.

To make the diagram easier to read, we can group the lines into a single line
which shows the mean value and a transparent region to show the range of the
maximum and minimum values:

14



Figure 6: The solid line shows the mean of the Pearson correlation as reported
during training. The lower boundary of the transparent region represents the
minimum value and the upper boundary the maximum value.

The second example below will show that we can study subcategories of STS14
in much the same way as in example 1. In this case the raw data and the mean
graph are shown side by side to show the relation between the raw data, the
mean and the maximum and minimum boundaries. The graphs are smaller this
time, but the idea is to show the overall trend rather than the details of the
graphs for this example.

(a) Raw data. (b) Mean, maximum and minimum.

Figure 7: Pearson correlation for the Headlines subcategory of STS14 when
using the news article corpus.
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(a) Raw data. (b) Mean, maximum and minimum.

Figure 8: Spearman correlation for the Headlines subcategory of STS14 when
using the news article corpus.
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3.3.2 Comparison on overall scores

Now that we have seen two examples using the news article corpus, we can use
the same process in order to compare the performance on different corpora. The
results will be presented with a single line representing the mean for the two
models and a maximum and minimum range. This will be like with the diagrams
with the blue line in the previous section, except that there will be more than
one line shown at once. Each line represents a different corpus.

Figure 9: The overall scores on different STS benchmarks for different corpora,
showing the mean value of the Pearson correlation with a solid line and the
maximum and minimum with the transparent regions.
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However, when several corpora are shown at the same time the overlapping
colours become difficult to distinguish. To remedy this, bar charts will be used
to present the results from now on. Think of the bar charts as a snapshot
showing the values at the end of the training. In choosing to use bar charts
instead, the temporal aspect of the training is lost (i.e. we can no longer see
how the values change over time as the number of steps increases), but we gain
in increased clarity. Since the values at the end of the training are what is most
interesting to study and most of the time the pattern over time is similar for
the runs (it tends to increase sharply at the start, and even out as time goes
on), this is an acceptable compromise.
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Figure 10: The values as measured at the end of the training, presented using
bar charts. The overall scores on different STS benchmarks for different corpora,
showing the mean value of the Pearson correlation with a coloured bar. The
narrow horizontal black line on each bar shows the minimum and maximum
variation from the mean, which was shown with a transparent region on the
line charts previously. The corpus with the highest score is shown in a darker
colour.
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3.3.3 Comparison on subcategory scores

In this section, the results for the STS subcategories will be reported. The year
to which each subcategory is shown by ”STS” followed by two digits, for example
”STS12” for the benchmarking dataset from the year 2012. An Following the
convention set by the previous subsection, the Pearson correlations will be shown
in light green. The corpus with the highest score will be shown in dark green. For
the subcategories, the Spearman correlation was also reported. These values will
be presented in light pink, and dark pink for the highest scoring corpus.

For the subcategories the greatest possible value for the Pearson and Spearman
correlations is 1. This differs from the previous subsection where the correlations
had been multiplied by 100, giving a maximum possible value of 100. This is
due to the reporting of the subcategory scores and the overall scores taking
place at different places in the code. At the different places the correlations
are presented differently: for the subcategories the value is unaltered, while the
overall scores it has been scaled by a factor of 100.

Due to space limitations, only five diagram pairs will be shown here. There will
be one example per year. The remaining subcategory results are available in
the appendix.

(a) Pearson correlation. (b) Spearman correlation.

Figure 11: Pearson and Spearman correlation for the STS12 MSRpar subcat-
egory. MSRpar is based on sampling from the MSR Paraphrase data set by
Microsoft Research (MSR), which contains pairs of sentences from web news
sources over an 18 month period [11].
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(a) Pearson correlation. (b) Spearman correlation.

Figure 12: Pearson and Spearman correlation for the STS13 Headlines subcat-
egory. The subcategory contains news headline pairs [12].

(a) Pearson correlation. (b) Spearman correlation.

Figure 13: Pearson and Spearman correlation for the Images subcategory. The
subcategory contains image descriptions [13].
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(a) Pearson correlation. (b) Spearman correlation.

Figure 14: Pearson and Spearman correlation for the STS15 Answers-forum sub-
category. The subcategory contains single sentences from answers to questions
from The Stack Exchange forums [14].

(a) Pearson correlation. (b) Spearman correlation.

Figure 15: Pearson and Spearman correlation for the STS16 Question-Question
subcategory. The subcategory contains sentence pairs consisting of questions
on Stack Exchange [15].
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3.3.4 Detailed presentation of performance on subcategories

In this subsection the results are presented and compared for the subcategories
on which a corpus is expected to perform well. If there are subcategories which
measured unexpectedly high scores, these subcategories are presented as well.
The corpora will be ranked according to their mean score on the Pearson and
Spearman correlation.

The image caption corpus

Similar subcategories:

STS14, Images: Image descriptions. The corpus has the second to last
lowest score.

STS15, Images: Image descriptions. The corpus has the second to last
lowest score, though the scores for all but the lowest scoring corpus are
quite similar.

Unexpectedly good performance:

STS13, Headlines: Top scoring corpus.

STS14, Headlines: Top scoring corpus.

STS16, Headlines: Top scoring corpus.

STS16, Question-Question: Stack Exchange question sentence pairs. Top
scoring corpus.

The Stack Overflow corpus

Similar subcategories:

STS14, Deft-forum: forum post sentences. Fourth best corpus.

STS15, Answers-student: student answers. Third best corpus.

STS15, Answers-forum: Stack Exchange forum answers. Tied with image
captions on being the top scoring corpus.

STS15, Belief: discussion forum data. Third best corpus, though there is
not much variation among the corpora.

STS16, Answer-Answer: Stack Exchange answers. Among the top 3 cor-
pora. The top 3 all have very similar scores.

STS16, Plagiarism: answers to computer science questions with varying
degrees of plagiarism, from none to severe. Top scoring corpus.

STS16, Question-Question: Stack Exchange forum questions. Fourth best
corpus.

Unexpectedly good performance:

STS14 Tweet-news: pairs of tweets and news titles. Top scoring corpus for
the Pearson correlation, though the top 3 corpora all have similar scores.
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STS16, Postediting: news sentences for machine translation. Tied with
Shakespeare with line end split on being the top scoring corpus. However,
all the corpora score rather high on this subcategory.

The news article corpus

Similar subcategories:

STS12, MSRpar: pairs of sentences from web news sources. Top scoring
corpus.

STS13, Headlines: news headlines. The four corpora that follow the top
scoring corpus all have similar scores, the news article corpus is one of
these four.

STS14, Headlines: news headlines. The corpus is among the three corpora
with the lowest scores. These three corpora have very similar scores.

STS14, Deft-news: news summaries. The corpus is among the two corpora
with the lowest scores. These two corpora have very similar scores.

STS14, Tweet-news: pairs of tweets and news titles. The corpus is the
fourth highest scoring corpus, though the differences between the corpora
ranked fourth and fifth are small.

STS15, Headlines: news headlines. The corpus is among the two corpora
with the highest scores. These two corpora have very similar scores.

STS16, Headlines: news headlines. The corpus is the second best perform-
ing corpus, though the differences between the corpora ranked second and
third are small.

The headline corpus

Similar subcategories:

STS12, MSRpar: pairs of sentences from web news sources. The corpus
is tied with the image caption corpus on being the third highest scoring
corpus.

STS13, Headlines: news headlines. The corpus has the lowest mean score.

STS14, Headlines: news headlines. The corpus has the lowest mean score.

STS14, Deft-news: news summaries. The corpus is ranked fourth, slightly
behind the image caption corpus. Among the top 5 corpora there is not
much variation in scoring.

STS14, Tweet-news: pairs of tweets and news titles. For the Spearman
correlation, the corpus achieved the highest score. For the Pearson corre-
lation, it received the third best score.

STS15, Headlines: news headlines. The corpus has the lowest mean score.

STS16, Headlines: news headlines. The corpus has the lowest or second
to lowest mean score.
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3.3.5 Summarized comparison

Corpus Times achieved top mean Times achieved top mean Total
score with clear margin score without clear margin

News Headlines 1 4 5
Image Captions 7 8 15
News Articles 1 2 3
Shakespeare, split 2 5 7
Shakespeare, no split 7 6 13
Stack Overflow 2 3 5

Table 1: A summary of the top performing corpora for the STS subcategories.

For each Pearson and Spearman diagram there is a corpus which achieved the
top mean score. Table 1 shows the amount of times each corpus achieved the
top mean score for a subcategory using Pearson or Spearman correlation. Since
the Pearson and Spearman correlations have different top scoring corpora in
some cases, they are reported separately so that each count in the table is a top
score on either of the two correlations. If a corpus is the top scorer on both the
Pearson and Spearman correlation, its count would be increased by 2, and if it
is so on only one of them, the increase would be 1.

The margin between the top scoring corpus and the other corpora can be clearly
distinguishable or not clearly distinguishable. The unclearness can be due to
several corpora having a similar score to the top performer, or the min/max
variation from the mean overlapping significantly with other corpora. This
division into clear and unclear is somewhat arbitrary and not meant to be a
sole metric of evaluation, but rather complement the diagrams above to give an
overall picture of the performance of the corpora on the STS subcategories. In
table 1 above, the two top performing corpora appear to be the Image Captions
corpus and the Shakespeare corpus without line end sentence splitting. They
both achieved a top score with a clear margin 7 times and with an unclear
distinction 8 and 6 times, respectively.

The overall score bar charts in figure 10 show similar results to the subcategories.
The Image Captions corpus is the highest scoring corpus 2 out of 5 times, and
the Shakespeare corpus without line end splitting obtained the highest score 3
out of 5 times.

4 Related work

Prior to contrastive tension, Sentence-BERT [24] was a state of the art model
for generating semantically useful embeddings. Sentence-BERT is a further
development of the original BERT model which utilizes siamese networks. A
siamese network in this context means that two BERT models are used, with the
key difference being that they share their weights. This means that a weight
change for one of the model also changes the other model. The contrastive
tension method also uses two models, but their weights are independent of each
other.
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5 Discussion

In this section the findings will be discussed and the research questions will be
answered.

Question 1: the overall performance

The two corpora that had the highest scores overall were the image caption
corpus and the Shakespeare corpus without splitting on line end. This can
be seen in figure 10 where the image caption corpus had the highest score on
the STS15 and STS16 benchmarking data sets, and the Shakespeare corpus
on STS12, STS13 and STS14. This can also be seen in the summary in table
1, where the image caption and the Shakespeare corpus without splitting on
line end had the both had the highest score with a clear margin on the STS
subcategories 7 times.

It is surprising that the Shakespeare corpora achieved as high scores as they
did. They are rarely among the lowest scoring corpora: rather they often are
among the middle or higher scoring ones, and especially the Shakespeare corpus
without splitting on line end often is the top scoring one. I had expected their
performance to be rather low due to the works of Shakespeare being several
hundred years older than any of the material in the STS data sets, and the fact
at the STS data sets do not contain any material that is similar to poetry or
plays.

Returning to figure 10, we can see that in general there is a difference in perfor-
mance between the corpora used. From this we can draw the conclusion that
the source material used does impact the performance, and that there are some
kinds of text that appear to be better suited for this purpose than others.

Question 2: The subcategory scores

One of the questions that this work seeks to investigate is whether using texts
that are similar to the STS benchmark subcategories improves the results on
the benchmark tests. For example, would the headline corpus give a better
score than the other corpora on the headline subcategory? One would expect
the answer to be yes, but it turns out that that is not always the case. Starting
from the detailed presentation of each corpus along with the subcategories that
are similar to it, and a description of the performance on the subcategory in
relation to the other corpora in section 3.3.4.

Two of the corpora received high scores on unexpected subcategories. The image
caption corpus was the top-scoring corpus for three of the headlines subcate-
gories and the Question-Question corpus of Stack Exchange questions. There
is a certain similarity between image captions and news headlines in the sense
that they both try to describe an event, whether that is a news story or the
contents of an image. That might explain why the image captions score high to
some extent, but it was unexpected that the training using the image captions
scored higher than the news headlines and the news article corpora. The news
headline corpus is specifically built up of headlines only, and the news article
corpus contains several headlines as parts of the news articles.
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The image caption corpus surprisingly did not perform well on the image descrip-
tion subcategories but had top scores on several of the headline subcategories
and the Question-Question subcategory. It scores higher than the Stack Over-
flow corpus on the Question-Question subcategory, which is interesting. The
Question-Question subcategory contains questions from Stack Exchange, which
Stack Overflow is a part of. The Stack Overflow corpus only contains titles
and comments. One could imagine that titles to some extent contain ques-
tions or question-like material, while some of the comments contain sentences
that provide answers to questions. The Stack Overflow corpus scored higher
on the Answer-Answer subcategory than on Question-Question, which seems
to suggest that the titles and comments prepared it better for answers than
questions.

The Stack Overflow corpus performed well on the Answers-forum, Answer-
Answer and Plagiarism subcategories. The first two of these contain answers
from internet forums, and the plagiarism subcategory contains answers to ques-
tions within computer science with varying degrees of plagiarism. This makes
sense as Stack Overflow is an internet forum for questions and answers to com-
puter science and programming questions.

On the Belief subcategory which contains forum data the corpus performed
rather well, but not exceptionally so. It is among the top three corpora, among
which there is little variation. However, there are some subcategories on which
the Stack Overflow corpus did not distinguish itself. It is ranked fourth on the
Question-Question and Deft-forum subcategories, and third on the Answers-
student subcategory. This could be due to the Stack Overflow corpus containing
material that does not generalize well. It is a computer science-specific forum
which might not be as good training material for a more general forum. The
corpus only contains post titles and comments, so not all kinds of possible forum
posts, which might explain the lower performance on these subcategories.

Some of the corpora scored lower than expected. The news headline corpus
in particular had low scores overall in comparison to the other corpora, but
especially so on the headline subcategories where one would expect it to perform
well. It is uncertain what exactly about the headline corpus made it unsuitable
for the benchmarks. Some possible reasons might be that the news headline
corpus is based on news articles published within a rather short period of time
which could give it a narrow range of subjects in its headlines. When inspecting
the corpus I saw that there often was 5-10 headlines on the same subject with
slightly varying phrasing. It might also be that the headlines are on different
kinds of subject matters compared to the headlines in the benchmark data
sets.

The news article corpus performed better in general than the news headline cor-
pus. It is often ranked near the middle, especially on the headline benchmarks.
This is interesting since the news article corpus contains headlines to a small
extent: it has one headline for each of the news articles in it. The news headline
corpus also has around 4 times as many sentences as the news article corpus, yet
manages to score lower. This suggests simply having more training data does
not necessarily improve the results, but that the quality and relevance of the
data matters. The news articles corpus also has more variability in the sources
and time period than the headlines.
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Both of the Shakespeare corpora had unexpectedly high scores. I had not ex-
pected them to perform very well due to the source material being late 16th to
early 17th century English and thus significantly older than any of the bench-
marking material. They also differ in their genre, being plays and poems, where
large parts are written in verse. The Shakespeare corpus without sentence split-
ting on line end was the top-scoring corpus with a clear margin on the STS12
MSRvid, SMTnews, SMTeuroparl and STS14 Images subcategories. It was
also the top-scoring corpus on the STS12, STS13 and STS14 overall bench-
marks, though it is difficult to draw conclusions from the overall scores since
the differences between corpora are sometimes small and the max/min ranges
overlap.

Question 3: The two Shakespeare corpora

Is there a difference in performance on the two versions of the Shakespeare
corpus? On the overall benchmarks, the corpus without splitting on line end
has a slightly higher score on 3 out of the 5 benchmarks, while the corpus with
splitting on line end has a slightly higher score on 2 out of the 5 benchmarks.
On the subcategories, the corpus without splitting on line end has a clearly
higher score on 4 subcategories, and the corpus with splitting on line end on
11 subcategories. This seems to suggest that it might be better to have shorter
sentences rather than longer ones if the source material allows a choice, at least
for some kinds of texts. It might also suggest that sentence length is a factor
that affects the scores, though further work is necessary to draw any significant
conclusions.
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6 Conclusions and future work

In this report, the performance of the contrastive tension method was further
studied, using different texts as training material. The purpose of the contrastive
tension method is to create semantic sentence embeddings.

The two corpora that had the highest scores overall were the image caption cor-
pus and the Shakespeare corpus without splitting on line end. The Shakespeare
corpora received high scores overall, despite the apparent dissimilarity between
Shakespeare’s work and the evaluation material. It is unclear why this is, but
it is interesting nevertheless.

Did using a corpus similar to a benchmarking subcategory improve the perfor-
mance on that subcategory? In some cases, yes. Examples of this would be
the Stack Overflow corpus and to some extent the news article corpus. In other
cases, like for the news headline corpus, the performance did not improve on
the targeted subcategories. Sometimes the performance for the targeted sub-
categories did not improve, but the corpus performed remarkably well on other
subcategories, like for the image caption corpus.

The two different Shakespeare corpora suggest that sentence length plays a role
in how well a sentence embedding describes the semantical aspect of a sentence.
This could be studied further by having a large corpus of text and dividing it
into smaller corpora based on sentence length so that there would be a corpus
of short, medium and long sentences. These corpora could be used to see how
the sentence length impacts performance.

This study has used corpora from different time periods, from the complete
works of Shakespeare from the late 16th to early 17th century, to the news
article corpus with sources from the latter half of the 20th century and the
early 21st century, to contemporary sources like the Stack Overflow forum. To
draw conclusions about how the time at which a text was published affects the
sentence embeddings that can be created from it, more investigation would be
needed. A possible continuation of this would to conduct a chronological study
and gather text data over large periods of time, where there are many texts for
each time period, and see what kinds of patterns emerge in the performance
metrics.

In this study, the corpora have been composed of a single kind of texts. Would
the performance be affected if corpora consisting of mixes of categories were to
be used? Or to take that idea even further, what would happen if a single, very
large corpus was used? Another aspect that would be interesting is to study
the contrastive tension method using different languages since it can be used on
any language for which there is sufficient training data.
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A Appendix

In this section, the results for the remaining STS subcategories will be reported.
The Pearson correlations will be shown in light green, with the corpus with the
highest score in dark green. The Spearman correlations will be presented in
light pink, and dark pink for the highest scoring corpus.

STS12

(a) Pearson correlation. (b) Spearman correlation.

Figure 16: Pearson and Spearman correlation for the MSRpar subcategory.
MSRpar is based on sampling from the MSR Paraphrase data set by Microsoft
Research (MSR), which contains pairs of sentences from web news sources over
an 18 month period [11].

(a) Pearson correlation. (b) Spearman correlation.

Figure 17: Pearson and Spearman correlation for the MSRvid subcategory.
MSRvid is based on sampling from the MSR Video Paraphrase Corpus by Mi-
crosoft Research (MSR), which contains one sentence-length descriptions of the
main event of short video clips [11].
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(a) Pearson correlation. (b) Spearman correlation.

Figure 18: Pearson and Spearman correlation for the OnWN subcategory which
contains pairs of glosses (brief explanations) from OntoNotes 4.0 and WordNet
3.1 [11].

(a) Pearson correlation. (b) Spearman correlation.

Figure 19: Pearson and Spearman correlation for the SMTnews subcategory
which is based on French-English pairs from the news conversation test set
from the Workshops on Statistical Machine Translation (WMT) in 2007 [11].
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(a) Pearson correlation. (b) Spearman correlation.

Figure 20: Pearson and Spearman correlation for the SMTeuroparl subcategory.
SMTeuroparl is based on French-English pairs from the translation task of the
WMT in 2007 and 2008 [11].

STS13

(a) Pearson correlation. (b) Spearman correlation.

Figure 21: Pearson and Spearman correlation for the OnWN subcategory. The
OnWN subcategory consists of pairs of glosses (brief explanations) [12].
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(a) Pearson correlation. (b) Spearman correlation.

Figure 22: Pearson and Spearman correlation for the FNWN subcategory. The
FNWN subcategory consists of pairs of glosses (brief explanations) [12].

STS14

(a) Pearson correlation. (b) Spearman correlation.

Figure 23: Pearson and Spearman correlation for the Headlines subcategory.
The subcategory contains news headlines collected by the Europe Media Monitor
engine [13].
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(a) Pearson correlation. (b) Spearman correlation.

Figure 24: Pearson and Spearman correlation for the OnWN subcategory. The
subcategory contains pairs of glosses (brief explanations) from OntoNotes and
WordNet [13].

(a) Pearson correlation. (b) Spearman correlation.

Figure 25: Pearson and Spearman correlation for the Deft-forum subcategory.
The subcategory contains forum post sentences [13].
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(a) Pearson correlation. (b) Spearman correlation.

Figure 26: Pearson and Spearman correlation for the Deft-news subcategory.
The subcategory contains news summaries [13].

(a) Pearson correlation. (b) Spearman correlation.

Figure 27: Pearson and Spearman correlation for the Tweet-news subcategory.
The subcategory contains pairs of tweets and news titles [13]. The tweet is
commenting on the subject that the news title is about.
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STS15

(a) Pearson correlation. (b) Spearman correlation.

Figure 28: Pearson and Spearman correlation for the Images subcategory. The
subcategory contains image descriptions [14].

(a) Pearson correlation. (b) Spearman correlation.

Figure 29: Pearson and Spearman correlation for the Headlines subcategory.
The subcategory contains news headlines collected by the Europe Media Monitor
engine [14].
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(a) Pearson correlation. (b) Spearman correlation.

Figure 30: Pearson and Spearman correlation for the Answers-student subcat-
egory. The subcategory contains student answers from the BEETLE question-
answer corpus [14].

(a) Pearson correlation. (b) Spearman correlation.

Figure 31: Pearson and Spearman correlation for the Belief subcategory. The
subcategory contains discussion forum data from the DEFT Committed Belief
Annotation dataset [14].
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STS16

(a) Pearson correlation. (b) Spearman correlation.

Figure 32: Pearson and Spearman correlation for the Headlines subcategory.
The subcategory contains news headlines collected by the Europe Media Monitor
engine [15].

(a) Pearson correlation. (b) Spearman correlation.

Figure 33: Pearson and Spearman correlation for the Plagiarism subcategory.
The subcategory contains short answers to questions within computer science,
based on the Corpus of Plagiarised Short Answers by Clough and Stevenson
[15].
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(a) Pearson correlation. (b) Spearman correlation.

Figure 34: Pearson and Spearman correlation for the Postediting subcategory.
This subcategory is based on machine translations of news in French [15].

(a) Pearson correlation. (b) Spearman correlation.

Figure 35: Pearson and Spearman correlation for the Answer-Answer subcate-
gory. The subcategory contains sentence pairs consisting of answers to questions
on Stack Exchange [15].
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