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Abstract

Generating a CBLS Invariant Structure from a
FlatZinc Model

Max Perea Düring

Constraint-Based Local Search (CBLS) is a technology used to solve computationally
hard optimisation problems. A model written in a solver-independent modelling
language needs to be processed before it can be solved by a CBLS solver. In this
processing step, it is necessary to identify invariants and create an invariant structure.
How to best obtain such a structure, or even how to identify a good structure, is not
clear. The purpose of this project is to develop a framework for evaluating invariant
structures and structure identification schemes. To do this, we introduce a set of
metrics, which are also evaluated.

The evaluation shows that these metrics are useful for evaluating invariant structures
and structure identification schemes. We introduce a notion of optimal invariant
structures and show that these can in many cases be produced by simple structure
identification schemes. Finally, we present a strategy that improves on these schemes
and yields optimal invariant structures in even more cases.
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1 Introduction

Combinatorial optimisation and satisfaction problems are found in many
places. They are problems in which a set of variables need to satisfy a set of
constraints while, in the case of optimisation problems, an objective value
is minimised or maximised. A classic example is the travelling salesperson
problem (TSP), where a shortest circular route must be found, connecting
a set of cities.

These are, in general, computationally hard problems and, as a result, a
range of different technologies have emerged for dealing with them, such as
local search. Local search, as opposed to systematic search, does not consider
the whole search space, but iteratively improves on an initial assignment of
the variables.

Constraint-Based Local Search (CBLS) is a technology used for solving
optimisation and satisfaction problems. It combines traditional local search
methods and the notion of modelling. Modelling can be done in a solver-
specific language, or in a general purpose language such as MiniZinc [6].

A model written in a CBLS-specific language contains an invariant struc-
ture that represents the way the variables and constraints depend on each
other. For a model written in MiniZinc to be solved by a CBLS solver, it
must first be subjected to a structure identification scheme, which produces
an invariant structure.

There is no obvious way to find this invariant structure and it is not
clear how to evaluate a structure as good or bad.

The goals of this thesis are to explore and evaluate invariant structures
and structure identification schemes and to discuss what metrics are useful
in doing so. This is done through a framework developed in C++.

2 Background

We here introduce important concepts and terminology required for under-
standing this report. In Section 2.1 we give a brief introduction to combinat-
orial optimisation and satisfaction problems. Following this, in Section 2.2,
we introduce the MiniZinc and FlatZinc languages. In Section 2.3 we present
CBLS and, finally, in Section 2.4 we outline the challenges of going from a
FlatZinc model to a CBLS model.

2.1 Combinatorial Optimisation and Satisfaction Problems

A combinatorial satisfaction problem (CSP) consists of a set of variables
xi ∈ X, with finite domains D(xi), and a set of constraints c(xi, .., xj) ∈ C
that each constrain a subset of X in some way. A solution to a satisfaction
problem is an assignment of each variable to a value inside its domain that
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Figure 1: An instance of the travelling salesperson problem.

satisfies all constraints. An optimisation problem adds an objective function
that is to be minimised or maximised.

Combinatorial satisfaction and optimisation problems are in general com-
putationally hard, meaning that no algorithm is known that can find a
solution in polynomial time. Solving these problems requires search. Fur-
thermore, no one strategy is better at solving these problems in general,
meaning that finding good ways of solving such problems requires trial and
error.

Example 2.1. In Figure 1 we see an instance of the travelling salesperson
problem. We can model it as a combinatorial optimisation problem where
X = [x1, x2, x3, x4], D(xi) = {1, 2, 3, 4}, and C = circuit([x1, x2, x3, x4]).
The value of variable xi represents the successor node of node i and the
objective function to be minimised is the sum of the weights of the edges
between successive nodes. An optimal solution to this problem is a cyc-
lic sequence of nodes that yields the lowest possible value of the objective
function. In this instance, X = [2, 4, 1, 3] is an optimal solution.

2.2 MiniZinc and FlatZinc

There are a range of technologies developed for solving combinatorial satis-
faction and optimisation problems, for example Integer Programming [10],
Propositional Satisfiability (SAT) [2], Constraint Programming (CP) [7],
and, central to this report, Local Search [1]. These all have their strengths
and weaknesses and it is usually a good idea to evaluate different technolo-
gies for the same problem.

A model is a specification of a problem done in a modelling language.
In general, solvers are paired with a specific modelling language, but there
are also solver-independent modelling languages. Observe that a model only
specifies the problem: it does not specify how it is to be solved.
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MiniZinc [6] is a constraint modelling language that follows a “model
once, solve anywhere” philosophy. It can be used to model optimisation
and satisfaction problems in a high-level and solver-independent way. It
comes with a library of constraints that can be redefined in a solver-specific
manner.

A MiniZinc model is first compiled into a subset language called FlatZinc,
in a process called flattening. The FlatZinc model is first processed by a
backend and then solved by a solver. The backend is a solver-specific bridge
between a FlatZinc model and a solver.

The flattening process is done in a solver-specific way that takes into
account what constraints are supported by the solver. There is a minimal
set of constraints that must be supported for a solver to be compatible with
any MiniZinc model. All other constraints in MiniZinc can be decomposed
into one or more of these constraints. A solver that natively supports any
other constraint can have them declared in a configuration file so that the
flattening takes this into account.

In Listing 1 we see a model of the travelling salesperson problem. It
contains the circuit(X) constraint, which constrains the elements of array
X to denote a circuit, where X[i] = j means that node j is the successor
of node i.

In Listing 2 we see the same model after compilation to FlatZinc. In
this case, the compilation was done knowing that the target solver natively
supports the circuit constraint. Had it not, this constraint would have
been decomposed into a conjunction of other, supported constraints. Each
element constraint on lines 18–21, of the form element(i,X,out), con-
strains the variables to satisfy the equality X[i] = out, and the linear
equality constraint on line 22, of the form lin_eq(As,Bs,c), constrains
the variables to satisfy the equality c =

∑
i As[i] * Bs[i].

Listing 1: A model of TSP written in MiniZinc with the same instance data
as in Figure 1.

1 include "globals.mzn";
2 set of int: Cities = 1..4;
3 array[Cities,Cities] of int: distances =
4 [|0,4,3,6|
5 4,0,8,2|
6 3,8,0,2|
7 6,2,2,0|];
8

9 array[Cities] of var Cities: Succ;
10 constraint circuit(Succ);
11

12 var int: obj;
13 constraint obj = sum(i in
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Cities)(distances[i,Succ[i]]);
14 solve minimize obj;

Listing 2: The TSP model from Listing 1 after flattening. (Introduced
variables are renamed for readability like so: X_INTRODUCED_1_ → X_1.)

1 predicate circuit(array [int] of var int: x);
2 array [1..4] of int: X_5 = [0,4,3,6];
3 array [1..4] of int: X_7 = [4,0,8,2];
4 array [1..4] of int: X_9 = [3,8,0,2];
5 array [1..4] of int: X_11 = [6,2,2,0];
6 array [1..5] of int: X_14 = [1,-1,-1,-1,-1];
7 var 1..4: X_0;
8 var 1..4: X_1;
9 var 1..4: X_2;

10 var 1..4: X_3;
11 var 0..28: obj:: output_var:: is_defined_var;
12 var 0..6: X_6 ::var_is_introduced :: is_defined_var;
13 var 0..8: X_8 ::var_is_introduced :: is_defined_var;
14 var 0..8: X_10 ::var_is_introduced :: is_defined_var;
15 var 0..6: X_12 ::var_is_introduced :: is_defined_var;
16 array [1..4] of var int: Succ:: output_array([1..4])

= [X_0,X_1,X_2,X_3];
17 constraint circuit(Succ);
18 constraint element(X_0,X_5,X_6):: defines_var(X_6);
19 constraint element(X_1,X_7,X_8):: defines_var(X_8);
20 constraint element(X_2,X_9,X_10):: defines_var(X_10);
21 constraint element(X_3,X_11,X_12):: defines_var(X_12);
22 constraint lin_eq(X_14,[obj,X_6,X_8,X_10,X_12],0)::

defines_var(obj);
23 solve minimize obj;

Although not so in Listing 1, a MiniZinc model is usually separated from
instance data. During the flattening process, instance data is made explicit
in the model.

Annotations A MiniZinc or FlatZinc model may contain annotations.
These contain additional information about the model that the solver or
backend might make use of. The annotations relevant to this report are
the is_defined_var and defines_var annotations. These signal that
a variable is defined by a constraint, or that a constraint defines a variable,
respectively. This means that in the model, the value of the variable can
be derived from the constraint, together with the other variables of the
constraint.
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FlatZinc A FlatZinc model resembles our formalisation of a CSP. It has
the following structure:

• Parameter Declarations Parameters are a special case of variables
with a fixed domain of size one.

Example 2.2. int: x = 5;

• Variable Declarations Variables are declared with a domain, or a
type, in which case the domain is unspecified, and a variable name.
They may be annotated.

Example 2.3. var 0..5: y;

Example 2.4. var int: z :: is_defined_var;

• Constraint Declarations Each constraint is declared on a set of
variables, and may be annotated. The plus constraint in the examples
constrains three variables such that the last one is the sum of the first
two. The lt constraint constrains variable a to be less than variable
b.

Example 2.5. plus(x,y,z) :: defines_var(z);

Example 2.6. lt(a,b);

• Annotations Annotations are given after any FlatZinc item, following
a :: separator.

• Solve Item The final entry in a FlatZinc model either specifies that
a satisfaction problem is modelled or specifies an objective variable to
be minimised or maximised.

Example 2.7. solve satisfy;

Example 2.8. solve minimize obj;

2.3 Constraint-Based Local Search (CBLS)

Local search is a methodology for solving computationally hard combin-
atorial problems. Considering the search space of candidate solutions to
a problem, a local search algorithm starts from an initial assignment of
variables and iteratively moves to a neighbouring assignment of the current
assignment. As opposed to systematic search, it does not consider the whole
search space. The name comes from the fact that at any given point during
the algorithm, the algorithm only considers information local to the current
assignment. Different heuristics and meta-heuristics are used to escape local
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minima and to otherwise tune the algorithm. While local search sacrifices
guarantees of quality solutions, it generally makes up for this with increased
performance. This makes it particularly useful for large problems with many
variables. In classical local search, a specialised software is usually written
for each problem. A more detailed description of local search can be found
in [1].

Constraint-Based Local Search (CBLS) [9] combines the notion of mod-
elling with the local-search solving methodology. It allows the user to state
the problem in a declarative way and have it solved without explicitly writ-
ing a local-search algorithm. A CBLS model consists of:

• Variables Each variable is associated with a finite domain and is
always assigned to a value during search. It is either a variable of the
problem, or maintained by the solver as the output of an invariant (see
the next bullet).

Example 2.9. The variables x and y.

• Invariants An invariant, or a one-way constraint, functionally defines
one or more output variables in terms of one or more input variables.

Example 2.10. The invariant x ← max(y, z) maintains the output
variable x as the maximum of input variables y and z.

Example 2.11. The invariant [c1, . . . , cn]← GlobalCardinality(X, [d1, . . . , dn])
maintains each ci as the number of occurrences of di in the variable
array X.

• Soft constraints A soft constraint does not define any of the vari-
ables declared in the model, but instead maintains a violation variable
through an invariant. If this variable has the value 0, then the con-
straint is satisfied, else it denotes some measure of how violated the
constraint is. For example the violation variable of a violated binary
less-than constraint might take the value of the distance between the
current values of the two variables.

Example 2.12. For the constraint x ≤ y the solver maintains a viol-
ation variable v through the invariant v ← max(x− y, 0).

• Implicit constraints Implicit constraints are special constraints that
are satisfied in the initial assignment and are maintained by the local-
search algorithm during search.

Example 2.13. The AllDifferent(X) constraint, which constrains the
variables in array X to take distinct values, can be implemented as
an implicit constraint, where the variables are assigned distinct ini-
tial values, and the algorithm never assigns an already used value to
another variable in a move to a neighbouring assignment.

13
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• Objective The objective is the variable that is to be minimised or
maximised.

Central to CBLS is the idea of propagating variable values through invari-
ants. The amount of decision variables and the sizes of their domains dictate
the size of the search space. An invariant maintains one or more variables
by defining them in terms of other variables. By maintaining some variables
through invariants, we shrink the search space and decrease the time re-
quired for finding a solution, as we only need to search over the non-defined
variables. The value of the defined variables, or the output variables, are
maintained by the solver as a function of the input variables of the invariant
during the entire search process, hence the term invariant.

A CBLS model may contain many invariants that may be chained to-
gether such that output variables of one invariant are input variables to one
or more other invariants. The set of all invariants in a CBLS model yields
an invariant structure.

Example 2.14. In Figure 2 we see an invariant structure where a sum
invariant and a product invariant, each with their own input variables, define
output variables c and f respectively. They are used in a maximum invariant
to define the objective variable obj .

2.4 From FlatZinc to CBLS

To be able to solve a MiniZinc model with a CBLS solver we need to convert
the corresponding FlatZinc model into a CBLS model. When a model is
written directly in a CBLS language, the invariants, the soft constraints, and
the implicit constraints are explicit in the model. A FlatZinc model does
not rely on these notions, and a scheme must be used to translate what the
FlatZinc model expresses into something that a CBLS solver understands.
In other words, every constraint of a FlatZinc model must be expressed
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as either a soft constraint, or an invariant, or an implicit constraint. A
structure identification scheme is an algorithm that does this. It generates
an invariant structure.

We are not satisfied with generating just some invariant structure. We
want to be able to generate a “good” invariant structure from any FlatZinc
model. This raises the question: How do we measure the quality of an
invariant structure?

We now outline some of the challenges of converting a FlatZinc model
into a CBLS model, namely those relating to the identification of an invariant
structure. While there are other steps required, these are not part of this
project.

Soft Constraints All constraints that cannot be expressed as invariants
or implicit constraints must be expressed as soft constraints. Observe that all
constraints can be modelled as soft constraints. In the context of structure
identification, soft constraints are however uninteresting, since they simply
define a violation variable, and pose no further challenge.

Functional Constraints and Invariants Not every constraint can be
expressed as an invariant. A constraint needs to be functional to be ex-
pressed as an invariant. A functional constraint can be used to express one
or more of its variables as a function of its other variables.

Example 2.15. The constraint max(a,b,c) constrains the variable c to
be the maximum of variables a and b. This is a functional constraint, since
the value of c can always be derived from the values of a and b.

Example 2.16. The constraint lt(x,y) constrain x to be less than y.
This is not a functional constraint, since the value of neither variable can
be uniquely derived from the other.

In a CBLS model, a variable can only be defined by one invariant. If
a variable can be defined by two different constraints, then at most one of
them must be chosen as an invariant for the variable. This may create a
situation where a functional constraint has no variable to define, and thus
must be expressed as a soft constraint.

Example 2.17. If a variable x can be defined by either of the constraints
max(a,b,x) and min(c,d,x), then at most one of them can be chosen
as an invariant for x. If min is chosen, then max must be expressed as a
soft constraint, and vice versa, since these constraints can only define their
last argument.
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Projections Some functional constraints are ambiguous in the variable
they define. The different ways such constraints can be used to define vari-
ables are called projections. The different projections define different output
variables and have different input variables. Some projections may be un-
available in case the variable they are to define is already defined by another
constraint.

Example 2.18. The constraint plus(a,b,c) expresses the equality a +
b = c, where any of the three variables can be defined in terms of the other
two. There are thus three projections to choose from when expressing this
constraint as an invariant:

c← a + b

a← c− b

b← c− a

Example 2.19. If a variable x can be defined by either of the constraints
max(a,b,x) and plus(c,d,x), then at most one of them can be chosen
as an invariant for x. If plus is chosen, then max must be expressed as a soft
constraint, since it only has one projection. If instead max is chosen as an
invariant for x, then plus can, in contrast, since it has multiple projections,
be used to define either a or b. The projection of plus that defines x is,
however, unavailable.

Implicit Constraints Some constraints have the property that they can
be modelled as part of a local-search algorithm for CBLS. These constraints
need to be identified in the FlatZinc model. Note also that some constraints
can be expressed either as invariants or as implicit constraints. Therefore
it is sometimes necessary to choose between expressing a constraint as an
invariant or as an implicit constraint.

Some constraints also have special requirements for them to be expressed
as implicit constraints.

Example 2.20. The lin_eq constraint requires unit coefficients and con-
tiguous domains to be expressed as an implicit constraint. [5]

Cyclic and Dynamic Dependencies A cyclic dependency is when a
variable directly or transitively defines itself. Cyclic dependencies must in
general be identified and removed by turning one invariant in the cycle into
a soft constraint.

Example 2.21. In the constraint max(x,1,x), x is defined in terms of
itself as the maximum of x and 1.

Example 2.22. The constraints max(a,b,x) and min(x,y,a), when
expressed as invariants, form a cyclic dependency where x depends on a
which depends on x.

16
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Figure 3: The constraint element(i,[a,b,c,d],out) constrains the
out variable to take the value of the variable at index i in the array given
as the second argument. If i is assigned the value 4, then out equals d, as
illustrated.

A dynamic constraint is a constraint that has dynamic dependencies.
The dependencies of the constraint may change during search.

Example 2.23. An element constraint, as seen in Figure 3, constrains
an output variable to take the value of one other variable inside an array of
variables. Which other variable depends also on a variable. In other words,
the actual dependency is apparent first when the variable i is assigned a
value, which does not happen until the model is actually run.

When a dynamic dependency is part of a cyclic dependency in an invari-
ant structure, the cyclic dependency may not actually be realised during
search. Such cycles will be referred to as false cycles. Unwarranted removal
of such cycles may be detrimental to the quality of an invariant structure.

Example 2.24. The constraints element(i,[a,b,c,d],out) and max(1,out,d)
form a cyclic dependency only if i = 4. If we add the constraint lt(i,4),
constraining i to be less than 4, then the cyclic dependency will never be
realised.

Evaluation of Invariant Structures Evaluating an invariant structure,
and structure identification schemes, poses several difficulties. The invariant
structure identification is only one of several steps when using CBLS to go
from a model to an actual solution. An experimental evaluation that, for
example, compares different invariant structures in terms of solving times
would not necessarily reflect the quality of the invariant structure. Heur-
istics, meta-heuristics, and invariant propagation algorithms also affect per-
formance. A bad invariant structure might be made up for by good heurist-
ics and vice versa. One invariant structure may also be more suitable for a
certain propagation algorithm than another invariant structure.

The approach used in this project is to identify a set of metrics directly
on the invariant structure, and to reason about their correspondence to what
might constitute a good or bad structure.
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fzn-oscar-cbls In [5] the first MiniZinc backend for CBLS was presented.
That paper describes an algorithm for finding an invariant structure from
a FlatZinc model. It is a greedy algorithm that prioritises invariants over
implicit constraints and it lacks the ability to define invariants over more
than one variable. Furthermore, no evaluation of the resulting invariant
structures is done. A scheme based on the algorithm described in that
paper will be evaluated in this report.

2.5 Related Work

The subject of evaluating invariant structures is unexplored, to the extent
of our knowledge. In [3, 5, 4] we are given an overview of how declarative
models can be used together with local search, upon a particular structure
identification scheme, which seems to be the only published one. The idea
of this project is to evaluate the many degrees of freedom in that scheme.

3 Design

The goal of this project is to create a framework that performs structure
identification and benchmarks the resulting invariant structures. Various
structure identification schemes are introduced. The benchmarking of the
structures is done through a set of metrics that are introduced and evaluated.
The implementation is done in C++. The data flow of the framework can
be seen in Figure 4. A list of supported FlatZinc functions can be found in
Appendix A.

The different parts of the framework are described in the following sec-
tions:

1. Parsing of the FlatZinc file is described in Section 3.1. The result of
this step is a basic model.

2. Structure identification is done on the basic model through various
schemes, yielding one structured model for each scheme. Structure
identification is described in Section 3.2.

3. The structured models are subjected to various algorithms that gen-
erate metrics. These metrics are introduced in Section 3.3.

3.1 Parsing

Parsing is done with the ANTLR parser.1 A basic model is obtained, where
all variables are free, meaning that they are not defined by any invariant,

1See https://www.antlr.org.
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Figure 4: The data flow of the framework.

and all constraints are soft constraints. Since we do not consider soft con-
straints relevant to the invariant structure, having all constraints modelled
as soft constraints is equivalent to having no invariant structure, and is
considered the starting point for structure identification. Annotations are
paired with their respective constraints and variables for use during struc-
ture identification and the computation of metrics. If the model contains an
objective variable, then that variable is marked as such, so that it can be
identified during structure identification. Each constraint is associated with
its variables, and each variable is associated with the constraints in which
it partakes.

3.2 Structure Identification

We first present, in Section 3.2.1, an overview of how the framework does
structure identification in general. We then introduce our specific schemes
in Section 3.2.2.

3.2.1 General Strategy

After obtaining a basic model from the parsing step, we apply a structure
identification scheme to it and obtain a structured model. Different struc-
ture identification schemes yield different structured models that can be
evaluated and compared.

A structure identification scheme consists of a strategy for identifying
constraints in a basic model that can be expressed as invariants or implicit
constraints.

Example 3.1. A simple scheme may iterate over the constraints in the order
they appear in the model and express each as an invariant when possible,
else express it as an implicit constraint when possible, otherwise leave it
expressed as a soft constraint.

Each constraint may potentially be expressed either as an implicit con-
straint, or as an invariant, and may even have multiple projections. Further-
more, each variable may have multiple constraints that define it, where at
most one such constraint must be chosen. Different schemes employ different
strategies for handling this, and prioritise different things.
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Generalised Invariant Structure In previous work on structure iden-
tification, such as [5], implicit constraints were not considered part of the
invariant structure, and were identified in a basic model after invariants had
first been identified.

We introduce the notion of a generalised invariant structure, where we
consider an implicit constraint to be an invariant with no input variables,
which defines all its variables. This makes it possible to consider the expres-
sion of implicit constraints as part of the structure identification process.
For readability, the term invariant structure will still be used, while keeping
in mind that the concept referred to is now more general than in [5].

Example 3.2. In Figure 5 we see a FlatZinc model and two different in-
variant structures. A scheme that iterates over the variables in the order
they appear in the model, defining them when possible through invariants,
while leaving implicit constraints for last, yields the left structure. A scheme
that instead iterates over the constraints in the order they appear, express-
ing them as either invariants or implicit constraints, instead yields the right
structure. Notice that the two schemes choose different projections for the
plus constraint. The first scheme defines the variable a first, hindering
alldifferent from later being expressed as an implicit constraint, res-
ulting in it being left as a soft constraint. The left structure thus has four free
variables and one soft constraint, while the right structure has no free vari-
ables and no soft constraints. We consider the right structure to be better
than the left because free variables and soft constraints both increase solve
time. While this does not mean that the later scheme is better in general,
it illustrates how different schemes yield different invariant structures.

Variables and Domains A variable has a domain, declared in the FlatZinc
model. When a variable is defined by an invariant, it gets an additional im-
posed domain. This imposed domain is determined by the invariant and the
imposed domains of its input variables, or the declared domains of its input
variables if they have no imposed domain. The imposed domain is a tool
used during structure identification, and is not meant to be used by a CBLS
solver.

We call an imposed domain of a variable that is larger than its declared
domain an enlarged domain.

Example 3.3. Let the variables x, y, and z have declared integer domains
D(x) = {i | 0 ≤ i ≤ 1}, D(y) = {i | 0 ≤ i ≤ 5}, and D(z) = {i | 0 ≤ i ≤ 6}.
The invariant z ← x + y would impose on z the same domain as it was
declared with. The invariant x ← z − y would impose on x an enlarged
domain, calculated as the range of values that the expression z−y can take.
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1 var int: a;
2 var int: b;
3 var int: c;
4 var int: d;
5 var int: e;
6 var int: f;
7 var int: obj;
8

9 constraint alldifferent([a,b,d,e])
10 constraint plus(a,b,c);
11 constraint times(d,e,f);
12 constraint max(c,f,obj);
13 solve minimize obj;

Figure 5: Two invariant structures derived from the same FlatZinc model.
The right structure has an alldifferent constraint expressed as an im-
plicit constraint, visualised as a box with only outgoing arrows. Notice the
different projections of the plus constraint. When the variable a is defined
by a minus invariant we cannot express the alldifferent constraint as
an implicit constraint, and must instead leave it as a soft constraint, defining
a violation variable v, as seen in the left structure.
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Some structure identification schemes make use of the domains of vari-
ables, declared or imposed, for example by prioritising the definition of vari-
ables with larger domains.

Representation An invariant structure is represented as a directed graph
where variables and constraints are nodes and dependencies are directed
edges. Edges go from input variables to invariants, or from invariants or
implicit constraints to output variables. In most cases, the graph is acyclic,
but due to the occasional presence of dynamic dependencies, cycles can be
allowed.

Static and Dynamic Cycles In general, we want to avoid cyclic depend-
encies in the invariant structure by removing them or making sure that they
are not created.

The schemes used in our framework all contain a cycle identification and
removal step at the end. This step consists of an algorithm that does a
depth-first search of the invariant structure, and for any cycle it encounters,
it removes one invariant so that the cycle is broken. An invariant that defines
a variable with the smallest domain in the cycle is removed, since we want
to avoid free variables with large domains.

There may be cases where dynamic dependencies cause false cycles, as
described in Section 2.4. For this project, this is only the case when the cycle
contains an element constraint. To avoid removing false cycles, we can
choose to allow all cycles that contain the element constraint, allowing for
potentially better structure. This is done by passing a flag to the framework.
Care must be taken though, since there can be true cycles that contain an
element constraint. In our schemes, all cycles are removed unless stated
otherwise.

False Functional Constraints A FlatZinc model may contain functional
constraints where the argument that would be defined by an invariant is,
in fact, not a variable. Since an invariant has to define a variable, these
constraints cannot actually be expressed as invariants. This is important to
consider when evaluating a structure.

Example 3.4. The array_bool_or(as,r) constraint constrains Boolean
variable r to be equivalent to the disjunction of the Boolean variables in the
array as. The array_bool_or([X,Y],true) constraint has the literal
true instead of a variable it could have defined in case it was expressed as
an invariant. It can thus not be expressed as an invariant.

Annotations In a FlatZinc model, a constraint may have an annotation,
telling what variable it defines. A constraint with such an annotation should
in general be expressed as an invariant. These annotations can be used as
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a starting point for a structure identification scheme. However, for evaluat-
ing the performance of a structure identification scheme, we can choose to
ignore these annotations in order to measure the ability of a scheme to in-
dependently reach the same structure as annotated in a FlatZinc model. In
this project, we have assumed that the annotations are correct, as provided
by the MiniZinc flattener, and no instances of incorrect annotations have
been found. Thus, any deviation from them is assumed to be detrimental to
the quality of the invariant structure. Note, however, that the flattener does
not guarantee that each variable is defined at most once. The consequences
of this are discussed in the evaluation of the Code Generator problem in
Section 4.2.1.

Special Constraints Some constraints have special properties that make
them particularly interesting, and may have some associated implementation
details:

• Global Cardinality The global_cardinality(x,cover,counts)
constraint (GCC) requires that the number of occurrences of each
cover[i] in the variable array x is counts[i]. It can be used
either as an invariant, as in Example 2.11, or as an implicit constraint.
A GCC can be rewritten as a conjunction of count constraints. The
count(x,y,c) constraint requires c to be the number of occurrences
of y in the variable array x.

Implementation Detail. In case a GCC is expressed as an invariant,
it defines all of the variables given in an array as its third argument.
In case we want to let another constraint define any of these variables,
or for some other reason do not want the GCC to define all of these
variables, we could rewrite the GCC into a smaller GCC and add a
count constraint for each variable we do not want it to define. To
simulate this behaviour, we have treated GCC such that it can be
expressed as an invariant while defining a subset of the variables given
as its third argument. This subset is determined by the structure
identification scheme used.

• Linear Equality The lin_eq(As,Bs,c) constraint is particularly
interesting because of how flexible it is. It is defined over any number
of variables, among which one variable in the variable array Bs with
an associated coefficient of 1 or −1 in the array As may be defined, in
case the constraint is expressed as an invariant.

3.2.2 Schemes

We describe the different structure identification schemes we have designed
in our framework. A scheme converts constraints into invariants or implicit
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constraints. A scheme always considers first whether a constraint can be an
invariant or an implicit constraint.

Random We use a scheme that randomly converts constraints into invari-
ants and implicit constraints whenever possible, while ignoring all annota-
tions. This scheme is not expected to yield a good structure, but will serve
as a baseline for the evaluation. The scheme is denoted Random.

Annotations Only The simplest way to find a structure is to use the
annotations. We use a scheme that only uses the annotations. Comparing
other schemes to this scheme gives us a picture of the usefulness of more
advanced structure identification schemes and of to what extent annota-
tions are able to guide the structure identification. The scheme is denoted
AnnOnly.

Annotations and Implicit Constraints As an extension of the pre-
vious scheme, we use a scheme that finds implicit constraints after using
the annotations. It does so by iterating through all the potentially implicit
constraints and converting them into implicit constraints whenever possible.
This scheme serves a similar purpose as the previous scheme, while also al-
lowing us to see the impact of implicit constraints. The scheme is denoted
AnnImpOnly.

Osc We use a similar scheme to the one described in Section 2.4. It was
implemented based on its description in [5]. The scheme used in [5] is,
however, unable to have invariants define multiple variables in contrast to
this scheme. The scheme is denoted Osc.

Osc No Annotations We use a scheme that is identical to the Osc
scheme except that it ignores all annotations. This allows us to evaluate the
scheme’s ability to reach the same structure as annotated in the FlatZinc
model. The scheme is denoted OscNA.

Least Used We use a scheme that iterates over variables with the fewest
associated constraints. For each variable, ordered by the amount of associ-
ated constraints in ascending order, choose the associated constraint with
the most associated variables and, whenever possible, express the constraint
as an invariant, defining the variable. Otherwise, whenever possible, express
the constraint as an implicit constraint. The scheme is denoted LU.

Least Used No Annotations We use a scheme that is identical to the
LU scheme except that it ignores all annotations. This allows us to evaluate
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the scheme’s ability to reach the same structure as annotated in the FlatZinc
model. The scheme is denoted LUNA.

Implicit Constraints + Osc We use a scheme that identifies implicit
constraints before running the Osc scheme. Observe that the implicit con-
straints are identified before considering annotations. This scheme allows us
to see what happens when we forcefully prioritise implicit constraints. The
scheme is denoted ImpAnnOsc.

Annotations + Implicit Constraints + Osc We use a scheme that
uses annotations before identifying implicit constraints and then runs the
Osc scheme. This scheme gives increased priority to implicit constraints
while still respecting annotations. The scheme is denoted AnnImpOsc.

3.3 Metrics

We introduce the different metrics we designed and discuss why they are
useful. They are further discussed in the evaluation (Section 4). The metrics
are computed on structured models.

Variable Score To reduce the search space, we want to turn free variables
into defined variables. We introduce a metric called variable score, denoted
Var, that expresses the percentage of actually defined variables among the
variables that can be defined.

Not all free variables in a model can be defined. Variables that have no
associated functional or potentially implicit constraint can never be defined.

Additionally, some variables only have associated constraints that are an-
notated to define other variables. These variables can only be defined when
these annotations are not followed. Since we here consider the annotations
as a correct way to define variables, we do not count these variables as
variables that can be defined.

Among the remaining variables, we consider the percentage that are
actually defined. In other words:

Var = 100 · |D|
|V \ (N ∪O)|

where D is the set of defined variables, V is the set of all variables, N
is the set of variables with no associated functional or potentially implicit
constraints, and O is the set of variables with only associated constraints
that are annotated to define other variables.

Note that a score above 100 is possible when annotations are ignored,
since this allows variables inside O to be defined.
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Invariant Score In our structure identification schemes, we want as many
constraints as possible expressed as invariants or implicit constraints. Not
only does this turn free variables into defined variables, but it also lowers
the number of soft constraints. We want to avoid soft constraints, since a
CBLS solver will need to maintain an additional variable, called a violation
variable, for each soft constraint.

To measure how well this is achieved, we introduce a metric called invari-
ant score, denoted Inv. The metric expresses the percentage of constraints
that can be expressed as invariants or implicit constraints that are actually
expressed as invariants or implicit constraints.

Among the functional and potentially implicit constraints of a model,
not all can actually be expressed as invariants or implicit constraints. There
are false functional constraints, as described in Section 3.2.1. They can never
be invariants or implicit constraints. There are also constraints that have
all their variables annotated to be defined by some other constraint. While
these constraints may be expressed as invariants or implicit constraints when
these annotations are ignored, we do not count these constraints towards the
constraints that can be expressed as invariants or implicit constraints, since
we here consider the annotations as a correct way to define variables. In
other words:

Inv = 100 · |I ∪ J |
|(U ∪ P ) \ (L ∪ E)|

where I is the set of invariants, J is the set of implicit constraints, U is the
set of functional constraints, P is the set of potentially implicit constraints,
L is the set of false functional constraints, and E is the set of constraints
with only associated variables that are annotated to be defined by another
constraint.

Fulfilled Annotations We use the structure implied by the annotations
in a FlatZinc model as a starting point for any practical structure identific-
ation scheme. However, we can let a structure identification scheme ignore
the annotations, and then evaluate to what extent the scheme is able to re-
discover this structure. In these cases, we consider a structure that is close
to the annotated structure to be a good structure. The annotation score,
denoted Ann, is calculated as the percentage of annotated constraints in the
model that are expressed as an invariant that define the variable suggested
by the annotation. A score of 100 means that the entire structure suggested
by the annotations was rediscovered. In other words:

Ann = 100 · |F |
|A|

where F is the set of invariants that define their annotated variable, and A
is the set of annotated constraints in the model.
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Observe that schemes that use the annotations as a starting point are
expected to get an annotation score of 100. In case they do not get a score
of 100, we can suspect that something has happened during the structure
identification that should not have happened. For example, a model may
contain annotations that suggest invariants that form a cycle with a dynamic
dependency. If this cycle is removed, the score will be suboptimal, suggesting
that it should not have been removed.

Since the structure implied by the annotations is considered good, this
metric measures the quality of a scheme rather than the quality of an in-
variant structure.

Implicit Constraints Since one of the challenges of finding an invariant
structure is to decide when and how to use implicit constraints, we want to
be able to compare the use of implicit constraints between structures.

We use the implicit constraints metric, denoted Imp, to measure how
many of the potentially implicit constraints are actually expressed as implicit
constraints.

Since the exact quantity of implicit constraints can be informative we
do not define a percentage here, but state both the number of constraints
expressed as implicit constraints and the number of potentially implicit con-
straints.

Height of Invariant Structure The height, denoted Ht, of an invariant
structure is the longest simple path in its corresponding directed graph. It
is not calculated when the framework is run while allowing cycles with the
element constraint.

In a CBLS solver, changes to the values of free variables need to be
propagated through the invariant structure. This is computationally tax-
ing, and a higher invariant structure means that more propagation needs
to be done. Since the shape of the invariant structure is highly problem-
dependent, this metric is not necessarily useful for comparing between com-
binatorial problems. It is, however, a useful metric to compare different
invariant structures for the same problem.

Free Variables The number of free variables, denoted Free, together
with the total amount of variables are useful to see the impact of the Var
metric. We can, for example, see how many free variables are left when
the Var score is optimal, or the impact of differences in Var score between
schemes. Knowing the precise amount of free variables can give us a better
sense of the difficulty of the problem.

Since variables defined by implicit constraints are not counted as free
variables, we can potentially have zero free variables, where search is only
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done through the algorithms associated with the implicit constraints and
the invariant propagation. We call this an implicit neighbourhood.

Enlarged Domains We use the enlarged domain metric, denoted ED, to
measure the amount of variables with enlarged domains.

When a variable is defined by an invariant, it gets a new, imposed do-
main. If this domain is larger than the domain declared in the FlatZinc
file, then we can suspect that something has gone wrong with the structure
identification.

Example 3.5. Let the variables x, y, and z have declared integer domains
D(x) = {i | 0 ≤ i ≤ 1}, D(y) = {i | 0 ≤ i ≤ 5}, and D(z) = {i | 0 ≤ i ≤ 6}.
The invariant z ← x + y would impose on z the same domain as it was
declared with. The invariant x← z − y would impose on x a domain much
larger than the one it was declared with, which suggests that it is a worse
alternative.

Optimal Invariant Structures An invariant structure that has a vari-
able score, invariant score, and annotation score of 100 cannot be improved
with regard to these metrics. We will call these structures optimal. This
may seem odd since the Var score can be higher than 100. However, a Var
score above 100 implies that annotations were in some way ignored. Since
we consider the annotations to be correct, we consider a variable score above
100 as suboptimal.

4 Evaluation

Our evaluation is slightly circular in nature, since we use our schemes to
evaluate our metrics, and our metrics to evaluate or schemes. We there-
fore make use of predictions regarding some of the schemes. The Random
scheme is, for example, not expected to yield a good structure. This allows
us to evaluate our metrics on how well they comply with our predictions.

In Section 4.1, we use our metrics to evaluate a single combinatorial
problem in detail that highlights the challenges with false cycles and how
our framework helps us identify them. In Section 4.2, we present and discuss
the results of our framework on a larger set of problems, using our metrics to
evaluate the different schemes used. In Section 4.3, we evaluate our metrics
using the results of the previous steps.

All the generated metrics are presented in tables where each row rep-
resent a scheme and each column represents a metric. The last row shows
the amounts of variables, variables that can be defined, constraints, and
annotations in the model.
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4.1 False Cycles

The travelling salesperson with time windows (TSPTW) problem is an ex-
tension of TSP where each city must be visited within a specified time
window. It is useful for evaluating the effect of allowing cycles containing
the element constraint in the invariant structure, since it can be modelled
in a way that yields false cycles. We use the FlatZinc model in Listing 3 for
our evaluation.

Listing 3: The TSPTW FlatZinc model. The instance can be found at
http://www.lopez-ibanez.eu/files/TSPTW/SolomonPesant.
tar.gz with the name rc 206.1.txt. For readability, irrelevant
annotations are removed and introduced variables are renamed.

2 array [1..4] of int: X_10 = [43,10,17,21];
3 array [1..4] of int: X_15 = [36,17,10,15];
4 array [1..4] of int: X_20 = [33,21,15,10];
5 array [1..4] of int: X_25 = [0,53,46,43];
6 array [1..5] of int: X_28 = [1,-1,-1,-1,-1];
7 var 1..4: X_0;
8 var 1..4: X_1;
9 var 1..4: X_2;

10 var 1..4: X_3;
11 var 30..165: obj:: is_defined_var;
12 var 10..43: X_11 :: is_defined_var;
13 var 0..960: X_12 :: is_defined_var;
14 var 10..1003: X_13 :: is_defined_var;
15 var 43..283: X_14 :: is_defined_var;
16 var 10..36: X_16 :: is_defined_var;
17 var 0..960: X_17 :: is_defined_var;
18 var 10..996: X_18 :: is_defined_var;
19 var 36..276: X_19 :: is_defined_var;
20 var 10..33: X_21 :: is_defined_var;
21 var 0..960: X_22 :: is_defined_var;
22 var 10..993: X_23 :: is_defined_var;
23 var 33..273: X_24 :: is_defined_var;
24 var 0..53: X_26 :: is_defined_var;
25 array [1..4] of var int: pred:: output_array([1..4])

= [X_0,X_1,X_2,X_3];
26 array [1..4] of var int: arrival_time::

output_array([1..4]) = [0,X_14,X_19,X_24];
27 constraint circuit(pred):: domain;
28 constraint element(X_1,X_10,X_11):: defines_var(X_11);
29 constraint element(X_1,arrival_time,X_12)::

defines_var(X_12);
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30 constraint max(X_13,43,X_14):: defines_var(X_14);
31 constraint element(X_2,X_15,X_16):: defines_var(X_16);
32 constraint element(X_2,arrival_time,X_17)::

defines_var(X_17);
33 constraint max(X_18,36,X_19):: defines_var(X_19);
34 constraint element(X_3,X_20_,X_21)::

defines_var(X_21);
35 constraint element(X_3,arrival_time,X_22)::

defines_var(X_22);
36 constraint max(X_23,33,X_24):: defines_var(X_24);
37 constraint element(X_0,X_25,X_26):: defines_var(X_26);
38 constraint lin_eq(X_28,[obj,X_26,X_11,X_16,X_21],0)::

defines_var(obj);
39 constraint lin_eq([1,1,-1],[X_12,X_11,X_13],0)::

defines_var(X_13);
40 constraint lin_eq([1,1,-1],[X_17,X_16,X_18],0)::

defines_var(X_18);
41 constraint lin_eq([1,1,-1],[X_22,X_21,X_23],0)::

defines_var(X_23);
42 solve minimize obj;

When we follow the variable X_14 in Listing 3 through the model we
will find a cycle while only considering the dependencies implied by the
annotations:

1. We find the variable X_14 declared on line 15. It is also part of the
array arrival_time, as seen on line 26.

2. On line 29 the variable X_14, as part of the arrival_time array,
is an input variable to the element constraint, defining the variable
X_12.

3. The variable X_12 is an input variable to the lin_eq constraint on
line 39, defining the variable X_13.

4. The variable X_13 is an input variable to the constraint max on line
30 defining the variable X_14

We have found a cycle in the model. This cycle, however, will never oc-
cur when actually running the model, due to the dynamic nature of the
element constraint and its interplay with the circuit constraint. By
comparing Table 1 and Table 2 we see how allowing and disallowing element
cycles yield different results. In Table 1 we see that the schemes that make
use of annotations do not get an optimal annotation score. Since these
schemes are expected to get an optimal annotation score, we immediately
see that something is wrong with their generated invariant structure. In this
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case, it is due to annotated constraints being expressed as soft constraints
to avoid cycles.

In the second table, where element cycles were allowed, we see that
various schemes find an optimal invariant structure. Additionally, in these
cases, since we have zero free variables, we have an implicit neighbourhood.
More specifically, all input variables are defined by the circuit constraint
expressed as an implicit constraint.

Overall we see that, according to our metrics, the invariant structures
produced when allowing these cycles are better. We also see that the met-
rics, especially the annotation score, are useful for identifying combinatorial
problems with false cycles.

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 77.78 84.62 64.29 1/5 8 4 4
AnnOnly 61.11 91.67 78.57 0/5 7 7 3
AnnImpOnly 83.33 100.00 78.57 1/5 8 3 3
OscNA 83.33 80.00 71.43 1/5 14 3 5
LUNA 61.11 53.33 50.00 1/5 5 7 3
Osc 83.33 80.00 78.57 1/5 8 3 3
LU 83.33 80.00 78.57 1/5 8 3 3
AnnImpOsc 83.33 100.00 78.57 1/5 8 3 3
ImpAnnOsc 83.33 66.67 42.86 2/5 6 3 3

Vars: 18 Dfnbl: 18 Cons: 15 Anns: 14

Table 1: Results for the TSPTW model when no cycles are allowed.

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 77.78 73.33 64.29 1/5 - 4 4
AnnOnly 77.78 93.33 100.00 0/5 - 4 3
AnnImpOnly 100.00 100.00 100.00 1/5 - 0 3
OscNA 94.44 93.33 85.71 1/5 - 1 5
LUNA 77.78 73.33 71.43 1/5 - 4 3
Osc 100.00 100.00 100.00 1/5 - 0 3
LU 100.00 100.00 100.00 1/5 - 0 3
AnnImpOsc 100.00 100.00 100.00 1/5 - 0 3
ImpAnnOsc 100.00 73.33 64.29 2/5 - 0 3

Vars: 18 Dfnbl: 18 Cons: 15 Anns: 14

Table 2: Results for the TSPTW model when allowing cycles containing the
element constraint.
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4.2 Schemes

We use our metrics to evaluate our structure identification schemes and the
invariant structures they produce. The structures are generated from a set
of problems taken from the MiniZinc Challenge [8], a yearly competition in
which the performance of different solvers of different technologies is tried
on twenty problems modelled in MiniZinc. We use the problems from the
2020 competition to evaluate our schemes.2 Each model was compiled to
FlatZinc using its smallest instance used in the competition.

In Section 4.2.1 we present the individual results for five problems, and
in Section 4.2.2 we aggregate the results for all twenty problems.

4.2.1 Individual Evaluation

We list and comment the results of the framework for five problems. The
problems were chosen for yielding interesting results that demonstrate differ-
ent usages of the metrics. Results and comments for the remaining problems
can be found in Appendix B.

Pillars and Planks As in Section 4.1 we see in Table 3 that various
annotation-based schemes yield suboptimal annotation scores. This prompts
us to rerun the framework while allowing element cycles. The results of
this can be seen in Table 4 where overall results are improved and annotation
scores are no longer suboptimal:

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 98.12 97.40 96.47 0/60 43 68 46
AnnOnly 98.01 97.10 100.00 0/60 45 69 21
AnnImpOnly 98.01 97.10 100.00 0/60 45 69 21
OscNA 98.01 96.99 96.90 0/60 45 69 48
LUNA 97.91 96.89 95.62 0/60 47 70 56
Osc 98.95 98.03 98.93 0/60 45 60 59
LU 98.95 98.03 98.93 0/60 45 60 59
AnnImpOsc 98.95 99.06 98.93 0/60 45 60 59
ImpAnnOsc 101.05 96.06 95.73 30/60 42 40 0

Vars: 1005 Dfnbl: 955 Cons: 1237 Anns: 936

Table 3: Pillars and Planks without allowing element cycles.

2The models and instances of these problems are available at https://www.
minizinc.org/challenge2020/results2020.html.

32

https://www.minizinc.org/challenge2020/results2020.html
https://www.minizinc.org/challenge2020/results2020.html


Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 97.59 96.58 96.15 0/60 - 73 40
AnnOnly 98.01 97.10 100.00 0/60 - 69 21
AnnImpOnly 98.01 97.10 100.00 0/60 - 69 21
OscNA 99.06 98.03 97.97 0/60 - 59 48
LUNA 97.91 96.89 95.62 0/60 - 70 56
Osc 100.00 99.07 100.00 0/60 - 50 59
LU 100.00 99.07 100.00 0/60 - 50 59
AnnImpOsc 100.00 99.07 100.00 0/60 - 50 59
ImpAnnOsc 101.05 96.06 95.73 30/60 - 40 0

Vars: 1005 Dfnbl: 955 Cons: 1237 Anns: 936

Table 4: Pillars and Planks with element cycles allowed.

RACP All schemes except the Random scheme yield an optimal invari-
ant structure. Since the AnnOnly scheme produces an optimal invariant
structure, we can conclude that the entire invariant structure is suggested
by the annotations, and that this cannot be improved upon:

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 87.30 87.30 81.16 0/0 7 624 1
AnnOnly 100.00 100.00 100.00 0/0 7 34 1
AnnImpOnly 100.00 100.00 100.00 0/0 7 34 1
OscNA 100.00 100.00 100.00 0/0 7 34 1
LUNA 100.00 100.00 100.00 0/0 7 34 1
Osc 100.00 100.00 100.00 0/0 7 34 1
LU 100.00 100.00 100.00 0/0 7 34 1
AnnImpOsc 100.00 100.00 100.00 0/0 7 34 1
ImpAnnOsc 100.00 100.00 100.00 0/0 7 34 1

Vars: 4678 Dfnbl: 4644 Cons: 5193 Anns: 4644

Table 5: RACP

SDN Chain This is one of the few problems on which the Osc scheme
does not produce the highest-scoring invariant structure. Since it prioritises
invariants over implicit constraints, it misses the opportunity of finding an
implicit constraint that seems to provide better structure. The schemes that
prioritise implicit constraints produce an optimal invariant structure:
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Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 94.75 99.95 99.92 0/1 13 2400 1
AnnOnly 94.80 99.99 100.00 0/1 13 2394 0
AnnImpOnly 100.00 100.00 100.00 1/1 13 1664 0
OscNA 94.80 100.00 100.00 0/1 13 2393 1
LUNA 94.78 99.97 99.94 0/1 15 2397 5
Osc 94.80 100.00 100.00 0/1 13 2393 1
LU 94.80 100.00 100.00 0/1 13 2393 1
AnnImpOsc 100.00 100.00 100.00 1/1 13 1664 0
ImpAnnOsc 100.00 100.00 100.00 1/1 13 1664 0

Vars: 15693 Dfnbl: 14029 Cons: 16555 Anns: 13299

Table 6: SDN Chain

Whirlpool Similarly to the SDN Chain problem, this model contains a
potentially implicit constraint that is missed by the Osc scheme due to its
prioritising of invariants. The schemes that prioritise implicit constraints
perform better and yield an invariant structure with an implicit neighbour-
hood:

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 70.87 66.44 41.67 1/3 12 148 52
AnnOnly 87.40 99.33 100.00 0/3 7 64 52
AnnImpOnly 100.00 99.55 100.00 1/3 8 0 52
OscNA 87.80 99.78 100.00 0/3 9 62 54
LUNA 61.42 55.70 44.14 1/3 5 196 52
Osc 87.80 99.78 100.00 0/3 9 62 54
LU 100.00 99.55 100.00 1/3 8 0 52
AnnImpOsc 100.00 99.55 100.00 1/3 8 0 52
ImpAnnOsc 100.00 99.55 100.00 1/3 8 0 52

Vars: 508 Dfnbl: 508 Cons: 447 Anns: 444

Table 7: Whirlpool

Code Generator The FlatZinc model has ambiguous annotations. There
are around 80 variables that are annotated to be defined by both a bool2int
constraint and an array_int_element constraint. This causes both the
annotation score and the invariant score to be suboptimal. Taking this into
account, the annotations yield an optimal invariant structure:
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Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 91.19 91.08 85.15 0/538 35 27813 141
AnnOnly 100.00 99.98 99.98 0/538 27 719 143
AnnImpOnly 100.00 99.98 99.98 0/538 27 719 143
OscNA 100.03 99.91 99.88 0/538 117 640 265
LUNA 99.91 99.79 99.67 0/538 65 1008 243
Osc 100.00 99.98 99.98 0/538 27 719 143
LU 100.00 99.98 99.98 0/538 27 719 143
AnnImpOsc 100.00 99.98 99.98 0/538 27 719 143
ImpAnnOsc 100.05 99.88 99.78 328/538 18 559 21

Vars: 308200 Dfnbl: 307481 Cons: 318582 Anns: 307531

Table 8: Code Generator

4.2.2 Aggregated Evaluation

We aggregate the results by considering in how many FlatZinc models a
scheme performs best, and how many times it produces an optimal struc-
ture.3 We rank schemes by a lexicographic ordering on Ann, Var, and Inv
in that order:

Scheme Best Optimal

AnnImpOsc 20 16
Osc 18 15
LU 18 14
AnnImpOnly 15 13
AnnOnly 10 10
ImpAnnOsc 7 6
OscNA 6 5
LUNA 2 2
Random 1 1

We see that we can extract optimal invariant structures from half of
the models simply by using their annotations. The scheme that uses the
annotations and then finds implicit constraints, AnnImpOnly, yields the
highest-scoring invariant structure on 15 out of 20 problems. This suggests
that the problem of finding an invariant structure from a FlatZinc model is
often a question of using annotations and finding implicit constraints, and
in some cases as simple as only using the annotations.

While the Osc scheme performs well on most problems there are two
models where it causes problems. In the Whirlpool problem and in the SDN
Chain problem there are constraints that should be identified as implicit

3The best Code Generator structures are counted as optimal: see the end of Sec-
tion 4.2.1.
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constraints. However, since the Osc scheme prioritises invariants, it uses
another constraint to define a variable that would be part of this implicit
constraint. This blocks the later step of the scheme from creating these
implicit constraints, since all of the partaking variables need to be free for
this to happen.

Identifying these constraints could have a big impact on the solving time,
especially in the case of the Whirlpool problem, where the resulting invariant
structure would have only an implicit alldifferent neighbourhood.

The AnnImpOsc scheme improves on this by prioritising implicit con-
straints over everything but the annotations. This is not detrimental on any
of the problems, and the scheme succeeds in finding the implicit constraints
missed by the Osc scheme, making it perform best on all of the problems.

Although the LU scheme is a lot simpler than the Osc scheme, and was
expected to perform worse, it performs almost equally well.

All the schemes that ignore annotations yield, as expected, comparat-
ively bad invariant structures.

The ImpOsc scheme, which forcefully prioritises implicit constraints,
does not yield as bad invariant structures as the annotation-ignoring schemes,
but still performs worse than the AnnOnly scheme.

While most schemes that make use of annotations perform similarly, we
can observe larger differences among the invariant structures produced by
the annotation-ignoring schemes. The OscNA scheme consistently produces
decisively better invariant structures, especially with regard to the Ann
score, than the LUNA scheme, which performs similarly to the Random
scheme. Ignoring annotations might thus be a more effective way to evaluate
a scheme’s ability to find suitable invariants, since the increased difficulty
may better reveal weaknesses and strengths.

4.3 Metrics

An individual assessment of each metric will be given in Section 4.3.1, fol-
lowed by an aggregated evaluation in Section 4.3.2.

4.3.1 Individual Evaluation

Variable Score The schemes that were expected to yield good structures,
such as the Osc scheme, consistently scored a high variable score, often
optimal, while the Random scheme and the schemes that ignore annotations
consistently scored worse. This suggests that the Var metric reflects the
quality of an invariant structure.

An optimal score was often achievable only by using the annotations and,
in Table 6 and Table 7, the suboptimal variable score of the structure found
by the Osc scheme allowed us to identify a problem with the invariant
structure and the scheme. Rather than using the Var metric as a fluid
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measurement of the quality of an invariant structure, we thus argue that it
is more suitable for identifying problematic invariant structures, signalled
by a suboptimal variable score.

Invariant Score Similarly to the variable score, the invariant score was
high when expected. It often correlated with the variable score, which makes
sense since an additional invariant comes with at least an additional defined
variable.

This score is useful in the same way as the variable score, for the same
reasons. An optimal score should in most cases be achievable, and a sub-
optimal score signals that something may have gone wrong. Additionally, a
score where both the variable score and the invariant score are suboptimal
could be a stronger signal.

Fulfilled Annotations As exemplified in Section 4.1, the annotation score
can be used to discover situations where false cycles cause problems. A
structure produced by a scheme that uses annotations getting a suboptimal
annotation score is a strong signal that something went wrong.

The annotation score is also useful for comparing schemes that ignore
annotations and have more variance than the other metrics, while also re-
flecting quality as expected. This can be useful for developing a strong
scheme that performs well independently of annotations.

Implicit Constraints Imp is not necessarily a good indicator of a good or
bad structure, but it is informative when comparing the results of different
schemes. For example, in Table 6 we were able to see that the Osc scheme
failed to make use of the one potentially implicit constraint present in the
model.

Height of Invariant Structure Note that a bad structure, for example
with only one invariant where many more can be found, has a low height.
This does not mean that it is good. If the possibilities to add more invariants
are not exhausted, the Ht metric may be misleading. We have not been
able to see a correlation between height and good structure. For example,
the Random scheme varies between producing higher and lower structures
than the good schemes. The same is true for the annotation ignoring schemes
when compared to their annotation using counterparts.

The height can, however, be of use for other purposes, such as when
evaluating invariant propagation algorithms for invariant structures.

Free Variables Note that while a low amount of free variables is desirable,
it is not necessarily a good measure of the quality of the structure. We do
not consider variables defined by implicit constraints to be free, but they still
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increase the size of the search space. A structure with, for example, fewer
free variables but more implicit constraints might still be a comparably worse
structure. The Free metric is however informative to see if, for example, a
structure has an implicit neighbourhood.

Enlarged Domains For half of the problems, the AnnOnly scheme
yields structures with enlarged domains. This leads us to think that this
might not be a very reliable metric for evaluating a structure.

4.3.2 Aggregated Evaluation

The established metrics give us a means of quickly evaluating an invariant
structure. Additional insight can be gained by pairing the metrics with a
deeper analysis of the model.

In Section 4.2.2, we have used the metrics to rank various schemes and we
argue that this ranking accurately reflects the quality of our schemes. The
schemes that were expected to perform badly consistently scored lower when
exposed to our metrics, while the schemes that were expected to perform
well consistently scored higher.

However, since most practical schemes often found optimal invariant
structures and in general scored very highly, the metrics are more useful as
tools for identifying problematic invariant structures than as fluid measures
of quality.

5 Conclusion

The established metrics, while varying in usefulness, yield a basis for evalu-
ating the quality of an invariant structure. They can be used to distinguish
a bad structure from a good structure.

We have introduced a notion of an optimal invariant structure and seen
that the annotations in a FlatZinc model often provide sufficient information
for finding such a structure. This suggests that it is possible to create a very
simple CBLS backend, relying only on annotations, that still performs well
on a lot of combinatorial problems.

In cases where using only annotations is unsatisfactory, adding impli-
cit constraints where possible increases the possibility of finding optimal
invariant structures.

Further optimal invariant structures can sometimes be found by using a
more elaborate scheme, namely the Osc or LU scheme.

The best evaluated scheme, namely the AnnImpOsc scheme, has an-
notations as the first priority, implicit constraints as the second, and then
applies an elaborate strategy for finding invariants.
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Overall, there is less flexibility in invariant structure identification than
previously thought, and we consider the problem to be rather about finding
a correct, or optimal, structure than finding a good structure.

6 Future Work

While the presented framework yields a basis for invariant structure eval-
uation, there are still things left to explore. We have achieved optimal
structures for most, but not all, evaluated problem instances. Furthermore,
we have only made use of some of the available MiniZinc constraints, and
some constraints deserve more attention than was given in this project.

Explore Models without Optimal Structures Among the evaluated
problem instances, there were some for which we were unable to achieve an
optimal structure. Additional insight could be gained by further analysing
the corresponding models, as well as by finding more models for which op-
timal structures are unattainable, and analysing them. A question to be
asked is whether these models lack an optimal structure or whether the
schemes used were unable to find one. The results for the problem instances
for which we were unable to find an optimal structure can be found in
Table 4, Table 7, Table 19, and Table 22.

Evaluate with More Constraints The MiniZinc library has more con-
straints than are supported in our framework. We would have liked to ex-
plore, if time permitted, how the invariant structures change when support
for more constraints is added. The diffn constraint is for example used in
two of the models present in the 2020 MiniZinc Challenge, and would be a
good candidate.

Investigate Linear Equality The linear equality constraint, as men-
tioned in Section 3.2.1, is more flexible than the other constraints. If a
single constraint were to be investigated more in depth, then it would be
this one.
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A FlatZinc Functions

Constraint Defines Depends Information

array_int_element
(var int: b,
array [int] of int: as,
int: c)

c b –

array_int_maximum
(var int: m,
array [int] of var int: x)

m x –

array_int_minimum
(var int: m,
array [int] of var int: x)

m x –

array_var_int_element
(var int: b,
array [int] of var int: as,
var int: c)

c b, as Depends stat-
ically on b and
dynamically on
as.

int_abs
(var int: a,
var int: b)

b a –

int_div
(var int: a,
var int: b,
var int: c)

a b, c –

int_eq
(var int: a,
var int: b)

a, b a, b –

int_le
(var int: a,
var int: b)

- - Not a functional
constraint.

int_lin_eq
(array [int] of int: as,
array [int] of var int: bs,
int: c)

bs[i]
where
as[i] =
1

bs[i] –
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int_lin_le
(array [int] of int: as,
array [int] of var int: bs,
int: c)

- - Not a functional
constraint.

int_lin_ne
(array [int] of int: as,
array [int] of var int: bs,
int: c)

- - Not a functional
constraint.

int_lt
(var int: a,
var int: b)

- - Not a functional
constraint.

int_max
(var int: a,
var int: b,
var int: c)

c a, b –

int_min
(var int: a,
var int: b,
var int: c)

c a, b –

int_mod
(var int: a,
var int: b,
var int: c)

c a, b –

int_ne
(var int: a,
var int: b)

- - Not a functional
constraint.

int_plus
(var int: a,
var int: b,
var int: c)

a, b, c a, b, c Any variable can
be defined by the
other two.

int_pow
(var int: x,
var int: y,
var int: z)

z x, y –

int_times
(var int: a,
var int: b,
var int: c)

c a, b –
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set_in
(var int: x,
set of int: S)

- - Not a functional
constraint.

array_bool_and
(array [int] of var bool: as,
var bool: r)

r as Partial evalu-
ation: Any false
variable in as
fully defines r.

array_bool_element
(var int: b,
array [int] of bool: as,
var bool: c)

c b –

array_bool_or
(array [int] of var bool: as,
var bool: r)

r as Partial evalu-
ation: Any true
variable in as
fully defines r.

array_bool_xor
(array [int] of var bool: as)

- - Not a functional
constraint.

array_var_bool_element
(var int: b,
array [int] of var bool: as,
var bool: c)

c as, b Depends stat-
ically on b and
dynamically on
as.

bool2int
(var bool: a,
var int: b)

a, b a, b –

bool_and
(var bool: a,
var bool: b,
var bool: r)

r a, b –

bool_clause
(array [int] of var bool: as,
array [int] of var bool: bs)

- - Not a functional
constraint.

bool_eq
(var bool: a,
var bool: b)

a, b a, b –
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bool_le
(var bool: a,
var bool: b)

- - Not a functional
constraint.

bool_lin_eq
(array [int] of int: as,
array [int] of var bool: bs,
var int: c)

c bs –

bool_lin_le
(array [int] of int: as,
array [int] of var bool: bs,
int: c)

- - Not a functional
constraint.

bool_lt
(var bool: a,
var bool: b)

- - Not a functional
constraint.

bool_not
(var bool: a,
var bool: b)

a, b a, b Defines either
variable in terms
of the other.

bool_or
(var bool: a,
var bool: b,
var bool: r)

r a, b –

bool_xor
(var bool: a,
var bool: b,
var bool: r)

r a, b –

bool_xor
(var bool: a,
var bool: b)

a, b a, b –

set_in_reif
(var int: x,
var set of int: S,
var bool: r)

r x –

alldifferent
(array[int] of var int: x)

- - Implicit

circuit
(array[int] of var int: x);

- - Implicit
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global_cardinality
(array[int] of var int: x,
array[int] of int: cover,
array[int] of var int: counts);

counts x Implicit and func-
tional

Table 9: FlatZinc Functions

B Omitted Individual Problem Results

Lot Sizing The Osc-based schemes perform well, yield an optimal invari-
ant structure, except when ignoring annotations:

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 79.71 79.46 67.06 2/15 15 195 24
AnnOnly 95.29 99.77 100.00 0/15 5 56 11
AnnImpOnly 98.43 100.00 100.00 2/15 6 28 11
OscNA 100.00 100.00 98.47 2/15 34 14 25
LUNA 98.43 100.00 98.35 2/15 34 28 25
Osc 100.00 100.00 100.00 2/15 8 14 11
LU 98.43 100.00 100.00 2/15 6 28 11
AnnImpOsc 100.00 100.00 100.00 2/15 8 14 11
ImpAnnOsc 100.00 100.00 100.00 2/15 8 14 11

Vars: 906 Dfnbl: 892 Cons: 941 Anns: 850

Table 10: Lot Sizing

Radiation An optimal invariant structure is found by various schemes:

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 94.40 94.40 75.91 0/151 15 168 176
AnnOnly 89.38 89.38 100.00 0/151 5 185 3
AnnImpOnly 89.38 89.38 100.00 0/151 5 185 3
OscNA 100.00 100.00 99.67 0/151 7 149 99
LUNA 100.00 100.00 60.40 0/151 17 149 219
Osc 100.00 100.00 100.00 0/151 7 149 99
LU 100.00 100.00 100.00 0/151 7 149 99
AnnImpOsc 100.00 100.00 100.00 0/151 7 149 99
ImpAnnOsc 143.95 89.38 69.97 91/151 6 0 2

Vars: 488 Dfnbl: 339 Cons: 369 Anns: 303

Table 11: Radiation
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Skill Allocation Annotations yield an optimal invariant structure:

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 82.32 82.32 73.41 0/1 9 11258 1
AnnOnly 100.00 100.00 100.00 0/1 7 398 0
AnnImpOnly 100.00 100.00 100.00 0/1 7 398 0
OscNA 100.00 100.00 100.00 0/1 7 398 0
LUNA 99.89 99.89 99.89 0/1 5 463 0
Osc 100.00 100.00 100.00 0/1 7 398 0
LU 100.00 100.00 100.00 0/1 7 398 0
AnnImpOsc 100.00 100.00 100.00 0/1 7 398 0
ImpAnnOsc 100.00 99.89 99.89 1/1 5 398 0

Vars: 61806 Dfnbl: 61408 Cons: 61715 Anns: 61408

Table 12: Skill Allocation

Soccer Computational Annotations yield an optimal invariant struc-
ture:

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 68.56 68.51 51.41 0/45 9 1842 66
AnnOnly 100.00 100.00 100.00 0/45 11 660 40
AnnImpOnly 100.00 100.00 100.00 1/45 11 660 40
OscNA 99.73 99.71 99.44 1/45 11 670 30
LUNA 75.48 75.43 74.28 0/45 5 1582 64
Osc 100.00 100.00 100.00 1/45 11 660 40
LU 100.00 100.00 100.00 0/45 11 660 40
AnnImpOsc 100.00 100.00 100.00 1/45 11 660 40
ImpAnnOsc 100.00 87.15 86.57 24/45 9 660 20

Vars: 4420 Dfnbl: 3760 Cons: 4467 Anns: 3760

Table 13: Soccer Computational

Cable Tree Wiring Various schemes, including AnnImpOnly, yield an
optimal invariant structure:
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Scheme/ Metric Var Inv Ann Imp Ht Free ED

Random 76.74 75.92 62.96 2/38 48 230 16
AnnOnly 96.36 99.79 100.00 0/38 45 36 0
AnnImpOnly 100.00 100.00 100.00 2/38 46 0 0
OscNA 100.00 100.00 100.00 2/38 46 0 0
LUNA 68.76 67.64 58.76 2/38 37 309 19
Osc 100.00 100.00 100.00 2/38 46 0 0
LU 100.00 100.00 100.00 2/38 46 0 0
AnnImpOsc 100.00 100.00 100.00 2/38 46 0 0
ImpAnnOsc 100.00 68.90 66.00 29/38 38 0 0

Vars: 989 Dfnbl: 989 Cons: 991 Anns: 953

Table 14: Cable Tree Wiring

GBAC Annotations yield an optimal invariant structure:

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 72.48 71.70 58.81 0/261 19 671 172
AnnOnly 100.00 100.00 100.00 0/261 15 73 120
AnnImpOnly 100.00 100.00 100.00 0/261 15 73 120
OscNA 100.00 99.95 99.95 0/261 17 73 123
LUNA 86.98 86.93 86.88 0/261 11 356 130
Osc 100.00 100.00 100.00 0/261 15 73 120
LU 100.00 100.00 100.00 0/261 15 73 120
AnnImpOsc 100.00 100.00 100.00 0/261 15 73 120
ImpAnnOsc 100.00 81.68 81.64 21/261 6 73 120

Vars: 2246 Dfnbl: 2173 Cons: 2327 Anns: 2173

Table 15: GBAC

Hoist Benchmark An optimal invariant structure is produced by only
using the annotations. Even the Random scheme gets an optimal score,
suggesting that no decisions must be made to generate the invariant struc-
ture, even when ignoring annotations:
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Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 100.00 100.00 100.00 0/0 5 37 0
AnnOnly 100.00 100.00 100.00 0/0 5 37 0
AnnImpOnly 100.00 100.00 100.00 0/0 5 37 0
OscNA 100.00 100.00 100.00 0/0 5 37 0
LUNA 100.00 100.00 100.00 0/0 5 37 0
Osc 100.00 100.00 100.00 0/0 5 37 0
LU 100.00 100.00 100.00 0/0 5 37 0
AnnImpOsc 100.00 100.00 100.00 0/0 5 37 0
ImpAnnOsc 100.00 100.00 100.00 0/0 5 37 0

Vars: 517 Dfnbl: 480 Cons: 686 Anns: 480

Table 16: Hoist Benchmark

IS Various schemes, including AnnImpOnly, yield an optimal invariant
structure:

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 97.43 94.62 90.51 1/84 15 232 37
AnnOnly 99.12 99.94 100.00 0/84 9 205 0
AnnImpOnly 100.00 100.00 100.00 1/84 9 191 0
OscNA 100.00 97.72 97.72 1/84 9 191 0
LUNA 86.89 85.45 79.05 1/84 7 400 46
Osc 100.00 100.00 100.00 1/84 9 191 0
LU 100.00 100.00 100.00 1/84 9 191 0
AnnImpOsc 100.00 100.00 100.00 1/84 9 191 0
ImpAnnOsc 100.13 92.54 88.54 78/84 9 189 0

Vars: 1785 Dfnbl: 1594 Cons: 2243 Anns: 1580

Table 17: IS

Collaborative Construction Annotations yield an optimal invariant struc-
ture:
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Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 86.77 85.92 75.77 0/462 17 6922 1000
AnnOnly 100.00 100.00 100.00 0/462 19 2462 171
AnnImpOnly 100.00 100.00 100.00 0/462 19 2462 171
OscNA 100.00 100.00 98.61 0/462 19 2462 171
LUNA 90.47 89.61 84.06 0/462 11 5673 1514
Osc 100.00 100.00 100.00 0/462 19 2462 171
LU 100.00 100.00 100.00 0/462 19 2462 171
AnnImpOsc 100.00 100.00 100.00 0/462 19 2462 171
ImpAnnOsc 100.00 91.72 91.43 364/462 7 2462 0

Vars: 36167 Dfnbl: 33705 Cons: 40600 Anns: 33705

Table 18: Collaborative Construction

P1F-PJS While the best score is suboptimal, it is achievable with the
AnnImpOnly scheme:

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 78.25 61.38 60.86 17/46 6 571 0
AnnOnly 87.17 98.24 100.00 0/46 19 514 0
AnnImpOnly 99.84 99.82 100.00 9/46 19 433 0
OscNA 99.84 98.59 98.74 9/46 6 433 0
LUNA 60.41 41.27 40.39 17/46 6 685 0
Osc 99.84 99.82 100.00 9/46 19 433 0
LU 99.84 99.82 100.00 9/46 19 433 0
AnnImpOsc 99.84 99.82 100.00 9/46 19 433 0
ImpAnnOsc 100.00 98.59 98.56 10/46 6 432 0

Vars: 1071 Dfnbl: 639 Cons: 971 Anns: 557

Table 19: P1F-PJS

Pentominoes The annotations in this model seem to provide less struc-
ture than the annotations in the other models. An optimal invariant struc-
ture is, however, obtained by various schemes:
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Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 100.00 100.00 96.06 0/0 343 64 280
AnnOnly 49.65 100.00 100.00 0/0 3 784 0
AnnImpOnly 49.65 100.00 100.00 0/0 3 784 0
OscNA 100.00 100.00 100.00 0/0 287 64 0
LUNA 100.00 100.00 91.13 0/0 291 64 630
Osc 100.00 100.00 100.00 0/0 287 64 0
LU 100.00 100.00 100.00 0/0 287 64 0
AnnImpOsc 100.00 100.00 100.00 0/0 287 64 0
ImpAnnOsc 100.00 100.00 100.00 0/0 287 64 0

Vars: 1494 Dfnbl: 1430 Cons: 1430 Anns: 710

Table 20: Pentominoes

Minimal Decision Sets Annotations yield an optimal invariant struc-
ture:

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 99.94 99.94 95.75 0/2 19 746 3
AnnOnly 100.00 100.00 100.00 0/2 19 743 2
AnnImpOnly 100.00 100.00 100.00 0/2 19 743 2
OscNA 100.00 100.00 99.96 0/2 19 743 3
LUNA 99.90 99.90 95.00 0/2 19 748 3
Osc 100.00 100.00 100.00 0/2 19 743 2
LU 100.00 100.00 100.00 0/2 19 743 2
AnnImpOsc 100.00 100.00 100.00 0/2 19 743 2
ImpAnnOsc 104.77 99.90 95.08 2/2 19 514 0

Vars: 5539 Dfnbl: 4796 Cons: 6973 Anns: 4796

Table 21: Minimal Decision Sets

Stable Goods The more elaborate schemes improve slightly on the an-
notations. No optimal invariant structure was found:
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Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 92.30 92.63 90.02 0/28 17 214 11
AnnOnly 99.24 99.64 100.00 0/28 11 40 0
AnnImpOnly 99.24 99.64 100.00 0/28 11 40 0
OscNA 99.64 100.00 100.00 0/28 17 30 11
LUNA 92.06 92.38 91.63 0/28 7 220 11
Osc 99.64 100.00 100.00 0/28 17 30 11
LU 99.64 100.00 100.00 0/28 17 30 11
AnnImpOsc 99.64 100.00 100.00 0/28 17 30 11
ImpAnnOsc 100.72 92.38 91.63 28/28 8 3 0

Vars: 2526 Dfnbl: 2505 Cons: 2674 Anns: 2486

Table 22: Stable Goods

BNN Planner Annotations yield an optimal invariant structure:

Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 76.87 76.41 63.96 0/1 27 271 1
AnnOnly 100.00 100.00 100.00 0/1 27 20 0
AnnImpOnly 100.00 100.00 100.00 0/1 27 20 0
OscNA 100.09 100.00 99.91 0/1 27 19 0
LUNA 100.37 99.26 97.42 0/1 23 16 0
Osc 100.00 100.00 100.00 0/1 27 20 0
LU 100.00 100.00 100.00 0/1 27 20 0
AnnImpOsc 100.00 100.00 100.00 0/1 27 20 0
ImpAnnOsc 100.74 100.00 99.17 1/1 27 12 0

Vars: 1105 Dfnbl: 1085 Cons: 1099 Anns: 1085

Table 23: BNN Planner

Tower Challenge Annotations yield an optimal invariant structure:
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Scheme / Metric Var Inv Ann Imp Ht Free ED

Random 87.40 76.97 70.20 0/0 35 691 1
AnnOnly 100.00 100.00 100.00 0/0 35 84 0
AnnImpOnly 100.00 100.00 100.00 0/0 35 84 0
OscNA 100.00 78.51 78.51 0/0 33 84 0
LUNA 98.59 77.10 77.08 0/0 33 152 1
Osc 100.00 100.00 100.00 0/0 35 84 0
LU 100.00 100.00 100.00 0/0 35 84 0
AnnImpOsc 100.00 100.00 100.00 0/0 35 84 0
ImpAnnOsc 100.00 100.00 100.00 0/0 35 84 0

Vars: 4900 Dfnbl: 4816 Cons: 5920 Anns: 4816

Table 24: Tower Challenge
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