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Abstract 

As more and more organizations digitize their records, the need for automatic document 

processing software increases. In particular, the rise of ‘digital humanities’ precede a new set of 

problems on how to digitize historical archival material in an efficient and accurate manner. The 

transcription of archival material to formats fit for research purposes, such as handwritten 

spreadsheets, is still expensive and plagued by tedious manual labor. Over the decades, 

research in handwritten text recognition has focused on text line extraction and recognition. In 

this thesis, we examine document images that contain complex details, contain more categories 

of text than handwriting, and handwritten text that is not separated easily to lines. 

This thesis examines the sub-problem of handwritten text segmentation in detail. We propose a 

broad definition of text segmentation that requires both text detection and text classification, 

since this enables us to detect multiple kinds of text within the same image. The aim is to design 

a system which can detect and identify both handwriting and machine-text within the same 

image. Working with photographs of spreadsheet documents from the years 1871-1951, a top-

down layout-agnostic image processing pipeline is developed. Different kinds of preprocessing 

are examined, to correct illumination and enhance contrast before binarization, and to detect 

and clear line contours. To achieve text region detection, we evaluate connected components 

labeling and MSER as region detectors, extracting textual and non-textual sub-images. On 

detected sub-images, we perform a Bag-of-Visual-Words quantization of k-means clustered 

feature descriptor vectors and perform categorical classification by training a Naïve Bayes-

classifier on the feature distances to the cluster centroids. 

Results include a novel two-stage illumination correction and contrast enhancement algorithm 

that improves document quality as a precursor to binarization, increasing the mean grayscale 

values of an image while retaining low grayscale variance. Region detectors are evaluated on 

images with different types of preprocessing and the results show that clearing document 

outlines influences text region detection. Training on a small sample of sub-images, the 

categorical classification model proves viable for discrimination between machine-text and 

handwriting, enabling the use of this model for further recognition purposes.  
Teknisk-naturvetenskapliga fakulteten, Uppsala universitet . Utgivningsort U ppsal a. H andl edare: Anders  Has t, Äm nesgranskare: R obi n Strand, Examinator: Elísabet Andr ésdóttir 
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Populärvetenskaplig sammanfattning 

En viktig del av historisk forskning utgår ifrån att kunna behandla och använda sig av 

sparat arkivmaterial. Dessutom har ett ökat allmänt intresse för historiskt arkivmaterial, 

genom aktiviteter såsom släktforskning, placerat de stora samlingar arkivmaterial som 

Sverige besitter i ett större populärvetenskapligt fokus. I takt med att arkiv alltmer 

digitaliseras för att bevara vårt kulturarv krävs det nya lösningar på hur 

digitaliseringsarbetet kan förbättras och effektiviseras. 

Som ett led i det pågående digitaliseringsarbetet med ett arkivmaterial som används av 

forskare vid Ekonomisk-historiska institutionen vid Uppsala universitet har detta 

examensarbete utförts i samarbete med berörda forskare. Forskningsmaterialet används 

bland annat i ett större projekt vars syfte är att undersöka de historiska rötterna av 

ekonomisk (o)jämlikhet i Sverige från 1980-talet och bakåt i tiden, och förstå orsakerna 

till den förhållandevis låga ojämlikhet som Sverige uppnådde under det tidiga 80-talet 

[1]. Materialet består dels av data-filer i Excel-format där dessa taxeringslängder 

transkriberats manuellt, till stor kostnad för forskningsprojektet i fråga. Materialet 

består också dels av ett stort bestånd fotografier av historiska taxeringslängder. Dessa 

fotografier utgör underlaget för det här examensarbetet. Att undersöka möjligheterna att 

förverkliga automatisk bildbehandling för segmentering av olika textregioner i detta 

bestånd avser att i framtiden effektivisera den manuella transkriberingsprocessen. 

Arbetet ligger också till grund för framtida arbeten med att automatiskt transkribera 

materialet, varav en förutsättning är just automatisk segmentering av text.  

Det här examensarbetet har gått ut på att designa ett system för att hitta instanser av text 

i dessa historiska taxeringslängder. Eftersom taxeringslängderna innehåller såväl 

handskriven text som maskinskriven text utgör en del av systemet klassificering av 

texten. En del av problemets komplexitet utgår ifrån att bilderna i fråga innehåller ett 

flertal olika förgrunds-objekt utöver text. Detta är en konsekvens av att bilderna fotats 

med kameror i stället för s.k. bok-skannare [2]. En annan konsekvens av detta är att 

bilderna ofta har stor skillnad i ljussättning och att det därmed uppstår skuggor över 

bildens yta. Båda dessa problem leder till att de algoritmer som ska hitta mönster får 

felaktig information om ljusstyrkans förhållanden mellan objekten i bilden. En viktig 

del i förbehandlingen av fotografierna blir därmed att hitta ett sätt att korrigera 

ljussättningen och förstärka kontrasten mellan objekt i bildens förgrund och bakgrund. 

Ett oavsiktligt men viktigt resultat av det här arbetet är en ny algoritm som i två steg 

framgångsrikt korrigerar den avvikande ljussättningen i bilden och förstärker bildens 

kontrast utan att introducera effekter såsom mättning och artefakter.  

Klassificeringsdelen av systemet designas med hjälp av en maskininlärningsmodell vars 

syfte är att klassificera olika textregioner beroende på om dem utgör en av fyra 

kategorier; dessa kategorier utgör handskriven text, handskrivna siffror, maskinskriven 

text eller ingetdera. Detta görs genom en att etablera en bred definition av vad en 

egenskap (eng. ”feature”) hos bilden innebär, och applicera en algoritm som skapar en 
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beskrivning av egenskaperna (eng. ”feature descriptor”) inom alla delbilder som utgör 

de regioner som vi detekterat. Denna definition av vad egenskaper i bilden utgör innebär 

att ett abstrakt matematiskt mönster kan identifieras i varje delbild, och dessa mönster 

kan läras av en maskininlärningsalgoritm.  

I praktiken används en egenskapsbeskrivning som kallas SIFT, Scale Invariant Feature 

Transform. SIFT är ett histogram som innehåller delbildens andraderivatas magnitud 

vars plats i histogrammet bestäms av andraderivatans riktning i olika nyckelpunkter. 

Dessa histogram placeras i ett kluster med andra histogram från andra bilder, och för 

varje nytt histogram som placeras i klustret så beräknas nya avstånd mellan alla 

histogram, varav klustret ”uppdateras”. Detta görs med hjälp av en algoritm som kallas 

k-means clustering. Genom k-means skapas en implicit kategorisering av alla histogram 

som utgör k olika klustren. Uppdateringen av klustret görs genom att beräkna avståndet 

mellan det nya histogrammet till alla k kluster-centrum, varav varje kluster-centrum 

utgör ett medelvärde av dem histogram som tillhör dess kategori. Antalet kluster k utgör 

därmed också antalet egenskaper som klassificeringsalgoritmen kan lära sig för att 

urskilja skillnaderna mellan olika typer av text. Den data som används för att träna 

klassificeringsalgoritmen blir en vektor av längd k som innehåller de euklidiska 

avstånden mellan bildens egenskapsbeskrivande histogram och de 

egenskapsbeskrivande histogram som utgör alla kluster-centrum för det totala klustret. 

Dessutom ingår i träningsdatan varje delbilds korresponderande etikett (eng. ”label”). 

Denna etikett beskriver endast vilken kategori bilden tillhör och utgör det mål som 

algoritmen ska lära sig prediktera. Denna klassificeringsteknik kallas för Bag-of-Visual-

Words. 

Vår klassificeringsmodell tränas på 5733 delbilder och utvärderas över 1433 delbilder, 

en fördelning på 80% träningsdata och 20% testdata. Utvärderingen ger resultat som 

antyder att det går att träna en modell som kan urskilja handskriven text från 

maskinskriven text med hjälp av en Bag-of-Visual-Words-modell. De bästa resultaten 

gavs när klassificeringsalgoritmen tränades på egenskapsbeskrivningarnas avstånd till 

256 kluster, varav det erhölls en total accuracy på 0.56 (56%), en total precision på 0.60 

(60%), en total recall på 0.54 (54%) och ett totalt 𝐹1-score på 0.55 (55%). Den bäst 

identifierade kategorien var maskinskriven text, med en enskild precision på 0.70 

(70%), en enskild recall på 0.73 (73%) (vilket är detsamma som accuracy för en enskild 

kategori), och ett enskilt 𝐹1-score på 0.72 (72%). Ett intressant resultat är att 

klassificeringsalgoritmen ofta gissar fel mellan handskriven text och handskrivna 

siffror. Under en förutsättning att handskriven text och handskrivna siffror kan 

klassificeras under samma kategori ”handskrift”, så blir i stället den bäst identifierade 

kategorien handskrift med en enskild recall / accuracy på 0.89 (89%), en enskild 

precision på 0.71 (71%) och ett enskilt 𝐹1-score på 0.8 (80%).  
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1. Introduction 

Writing software that can detect and recognize written text is a classic problem in the 

field of Computer Vision. In fact, the problem even pre-dates microprocessor hardware 

technology. The first patent granted for a device approximating an optical character 

recognition system in the U.S. was given in 1931 to Emanuel Goldberg for a “statistical 

machine” which was developed to search microfilm archives by recognition of optical 

codes [3]. Historically, the fields have been divided to optical character recognition, 

OCR, and handwritten text recognition, HTR. OCR deals with machine-typed text 

segments whereas HTR deals with hand-typed text segments. A historical overview of 

OCR research from 1999 by Nagy et. al., can be found in [4]. In this essay, we examine 

in detail a sub-problem of handwritten text recognition, which is handwritten text 

segmentation. A background to the field of HTR and work related to this thesis is 

presented in section 2.  

The relevance of OCR and HTR evidently increases as more and more organizations 

digitize their records. For example, a vitally important part of historical research is the 

examination of older archival material, which is in many cases consist of handwritten 

texts or records. Digitizing these archives requires the transcription of their contents to a 

format fit for digital environments. As the digitization of historical source material 

increases, historians are more and more compelled to increase their use of digital 

material to empower their research [5]. The benefits of digital records for historical 

research prompts the question of acquiring digitized material to work with. An obvious 

approach is manual transcription of archival material, in which humans typically 

photograph or scan books and records, and subsequently transcribe the handwritten text 

by hand. An advantage of this method is that it provides accurate results. The most 

pressing disadvantage of this method is that transcription by hand is very slow and 

might require expert labor.  

This thesis describes a segmentation process in two parts, which can detect and classify 

different categories of text regions in documents with complex layouts using image 

processing and image analysis techniques. The purpose of the thesis is further explained 

in subsection 1.1. The sample images that are used in describing and evaluating the 

method were generously provided by researchers at the Department of Economic 

History at Uppsala university. The material consists of images displaying books that 

contain tabular spreadsheets of personal information. Cropped examples of these images 

describing the features of the images are documented in figures 1.a and 1.b). 

The image material used is photographed by hand, often using flash photography in 

varying lighting settings. The images are captured from different angles, against 

different backgrounds, on different books of different age with differently tinted paper, 

which contains handwriting from different authors. Unsurprisingly, this leads to major 

differences between the images used in the analysis. The complexity of developing an 
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image processing method that is highly specific, for such unique image material, yet at 

the same time adequately generalizable, for indeterminable differences between 

documents, potentially reflects a real-world engineering problem. 

 

Figure 1.a) An example image from the dataset, showcasing the various objects in the 

image that increase the complexity of text detection and segmentation. 

 

Figure 1.b) A cropped sub-image from the image in figure 1.a. The sub-image shows 

how the images contain several kinds of textual contents, in this image machine-typed 

text, handwritten text, and handwritten digits. 

In the thesis, section 2 contains descriptions of each subproblem and related work. 

Section 3 contains the mathematical theory necessary to understand the process. Section 

4 contains a description of the image material as well as some notes on algorithms 
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developed to clean and label data. Section 5 contains results and section 6 contains a 

discussion on the results with regards to the theory from section 3. Finally, the thesis is 

summarized and suggestions for future work are presented.  

1.1 Purpose and aims 

In this thesis, a naïve top-down approach is suggested, where images are deliberately 

cleaned of irrelevant information before being forwarded to the next stage of the 

detection and segmentation process. The process itself can equivalently be considered a 

pipeline, in which each image is processed in steps, each step containing separate 

algorithms which are applied sequentially before the image is forwarded to the next 

step. An illustration of the process can be found in figure 2. 

 

Figure 2. A diagram showcasing the top-down pipeline process for automatic text 

segmentation proposed in this thesis. 

This thesis explores the possibility of achieving a layout-agnostic image processing 

pipeline capable of detecting and classifying textual and non-textual regions in images 

of documents with complex layouts. The aim is to design a segmentation system using 

automatic image processing techniques, requiring minimal user input or adjustments. To 

achieve this, the purpose is split in to two parts.  

1) Define and evaluate an image processing pipeline for correcting illumination 

issues in photographs, clearing document outlines and binarizing tabular 

document images. 

2) Define and evaluate a region detection and categorical classification model using 

image feature descriptors as classification features.  
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From these two purposes, two research questions are explored for each purpose. 

1) How does preprocessing with illumination correction and contrast enhancement 

impact text detection results in document images? 

2) How does an edge detection and line detection process designed to clear cell 

outlines from document images impact text detection results? 

3) How do different region detection algorithms perform at detecting both 

handwritten and machine-typed text regions in spreadsheet document images? 

4) How do feature descriptors detected in small images provide feature profiles for 

classification between different text categories? 

The image processing model consists of several algorithms intended to perform 

illumination correction, contrast enhancement, intensity normalization, and background 

removal. These algorithms are evaluated individually and in combination with each 

other, in the context of document binarization. After preprocessing, a line clearing 

schema is developed from edge feature and line feature detection. A smearing-based 

approach is then suggested for region detection, using morphological transforms and 

region detection algorithms, based on a formal definition of a text region. 

Importantly, this approach is layout-agnostic. In other words, any a priori knowledge of 

the layout information the taxation records may carry is ignored. The image processing 

pipeline presented here functions as a blueprint for automatically reducing the image 

complexity with regards to unnecessary information contained within the image frames, 

including applicable layout markers such as cell outlines. Algorithms for connected 

component labeling and Maximally Stable Extremal Regions are evaluated on their 

ability to detect text regions posterior to image processing. In clear terms, the purpose 

of this part of the pipeline is to evaluate the influence of image processing algorithms on 

region detection within complex, real-world photographs. 

The categorical classification model is based on both unsupervised and supervised 

machine learning. Feature vectors from SIFT keypoints are extracted from detected 

interest regions, and unsupervised learning is performed by k-means clustering on the 

oriented histograms of feature vectors, a technique which is known as bag of visual 

words. (BoVW). The supervised learning consists of categorical classification of 

detected objects from manually labeled data and feature vectors drawn from the BoVW, 

using a Naïve Bayes-classifier. In clear terms, the purpose of this part of the pipeline is 

to evaluate the discriminative potential of image feature descriptors with BoVW and 

machine learning classification on the task of correctly classifying textual and non-

textual regions within the image. 

On a stand-alone basis, we also explore the possibility of exploiting the image 

topography to automatically crop the images around the book. A separate research 

question is formulated to account for this purpose. 

5) Can the image topography distinguish the book from other objects in the image? 
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This method is based on several assumptions which are made clear in subsection 3.2.1. 

The proposed method includes using the HSV color space information of the image as 

thresholding parameters for determining the image foreground and background. The 

image foreground and background are used to generate markers which are used to 

initialize a watershed-by-flooding, yielding contours which are traced to determine a 

bounding box which corresponds to the book. The image is hence cropped from this 

bounding box. 

1.1.1 Limitations 

There are some limitations to the scope of the thesis and the approaches examined, 

which need to be addressed. The scope of the thesis is restricted to evaluate only the 

processing, segmentation, and classification tasks in an automatic recognition pipeline. 

This means the results are not evaluated with regards to any potential recognition 

results.  

Since the image material evaluated in the thesis is very complex, the image processing 

can potentially become too complex for general-purpose text region detection, i.e., the 

image processing is too specific to the material it is evaluated on. In general, a 

limitation of using original data material is that it can be difficult to compare the work 

in this thesis to other work done in text segmentation, both with regards to machine-

typed text and handwritten text. The results of this thesis are therefore potentially 

misleading for text segmentation purposes beyond the scope of the image material used 

in the thesis. 

Although we often use optimized implementations of efficient algorithms, we limit 

ourselves to put little focus on algorithm runtimes. This limitation is imposed based on 

an assumption that in a practical scenario it is unlikely that real-time processing would 

be required, and hence algorithm runtime is a minor concern. 

1.2 Glossary 

The glossary is intended to clarify the usage of some symbols, as well as clarify some 

points that might otherwise require footnotes. It is reasonable to return to this subsection 

at various stages to recall the definitions below. 

▪ ∗ - convolution operator.  

▪ ∙ - multiplication operator. 

▪ ← - assignment operator. 

▪ → - chaining operator. Can be read as (𝑥, 𝑦) → (𝑤, 𝑧), “From point (x,y) to 

point (w,z)”. 

▪ ⇒ - logical implies conditional.  

▪ ↔ - logical if and only if conditional. 

▪ ∀ - set-theoretical, literally for each. Can be read as ∀ 𝑎 < 10, “For (each/all) a 

less than 10”. 
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▪ ∃ - set-theoretical, literally exists. This is used as ∃ 𝑎 < 10, “if a less than 10 

exists”. 

▪ ∈ - set-theoretical, literally is a member of a set. Can be read as 𝐴 ∈ 𝐵, “A in B”. 

▪ ⊂ - set-theoretical, literally is a proper subset of a set. 

▪ ∩ - set-theoretical, literally intersects. Can be read as 𝐴 ∩ 𝐵, “A and B”. The 

intersection is a useful comparison when evaluating which pixels are activated in 

two separate images since it is logically equivalent to evaluating which elements 

are non-zero in both image matrices. 

▪ Any logically true statement in Boolean logic is equivalent to 1 and any false 

statement is equivalent to 0.  

o Formally, when evaluating binary conditionals, the equals (=) symbol is 

occasionally omitted, i.e., “0 ∩ 1 = 0” is equivalent to “0 ∩ 1”. 

▪ 𝐼 is (usually) some image matrix being operated on. At various times 𝐼 is used to 

describe the input image, at other times it used to describe an image mask which 

will operate on the input image.  

1.3 Notes on terminology 

When working with grayscale 8-bit images, we define the range of intensities to be 

integers in [0, 255], given that the length of this interval is 28. If a binary image is 

stored in an 8-bit format, a true value (an activated pixel) would correspond to an 

intensity value of 255. However, when discussing binary images, in this thesis we will 

opt to consider the possible intensity values to be 0 or 1, since it simplifies the 

evaluation of Boolean conditionals.  

In the context of this thesis, text is regarded as an object. Because of this, some 

keywords require precise definitions to avoid misunderstandings. Hence, 

▪ Detection, which regards the process of finding textual objects within an image. 

This is also sometimes called segmentation, as detected objects are typically 

used as segments for recognition purposes. Because of the distinction between 

detection and segmentation in practice, this thesis requires segmentation to 

include classification of detected regions to determine whether an object is 

textual or carries textual content within it, and if so, what kind of textual content. 

▪ Recognition, which regards the process of in any sense comprehending the 

contents of textual objects, for example by identifying features in the segment 

and comparing them to known features in previously recognized text.  

▪ Transcription, which regards the extraction of segmentation and recognition 

results to formats which are useful for further processing. An example of this is 

being able to copy text from document files, which may be scanned text 

documents where OCR has been applied to automatically detect and recognize 

which characters are typed.   
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These terms are analogous to human understanding of written text. As a thought 

experiment, imagine being shown an image, and given a pen and paper, being asked to 

write down each instance of text you could find in the image. The most straightforward 

way to describe this process would most likely follow the detect-recognize-transcribe 

pattern.  
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2. Background 

The background section will briefly touch on the algorithms used for image 

preprocessing, edge and line detection, region detection and text classification within 

the context of the purpose of this thesis. Two main purposes guide the presentation of 

related work. First, a historical background to the field of image processing within the 

areas explored by this thesis is helpful to the readers. Second, descriptions of related 

work distinguish the approaches chosen in a clearer sense from others and explicates the 

original ideas presented in the thesis. 

2.1 Overview of theory 

2.1.1 Image preprocessing 

In practice, a key difference between a scanned image and a photograph is that lighting 

and shading (illumination) in photos can vary greatly if they are captured in an 

environment where these properties are not controlled. This is an effect called 

vignetting [6], and natural vignetting in images generally occurs due to non-uniform 

illumination. Despite this, the human eye can usually make out features and patterns. 

The problem arises in digital image processing, where typically the only available 

information is an arrangement of color light intensities. The dissonance between the 

illumination profiles of different photographs, and in this context between photographs 

and scanned document copies, can lead to problems during the processing stages if they 

are not controlled for, since most algorithms cannot guarantee the same output from 

input images with different illumination profiles.  

Non-uniform illumination exists in the image material examined in this thesis; figure 2 

showcases a cropped example of an input image, converted to grayscale, and sharpened 

for emphasis. Henceforth, the images are considered contaminated by natural 

vignetting. As an example, to reduce the effects of vignetting a print document scanner 

will control the illumination conditions as its camera captures the image. However, 

when documents are printed in book form, as much historical material is, they cannot be 

scanned in the same way as a sheet of paper. A workaround to this problem is to use a 

so-called book scanner, which will mimic the effects of a paper scanner [2]. The 

material used for this essay is not scanned using a book-scanner. Hence, the image 

preprocessing proposed in the thesis is mainly focused on achieving a generally 

applicable image processing procedure intended to mimic the effects of controlled 

illumination, as if the image were scanned using either a print- or book-scanner.  
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Figure 2. An example image from the material, cropped to showcase non-uniform 

illumination over one of page of the book in the image. 

Some relevant examples of previous work in illumination correction apply histogram-

based approaches. Among these are Zhu et al. [7], who, in the context of face 

recognition, propose to equalize contrast locally in an image modelling the lighting as 

an affine transformation from an estimation of its background and gain. The gain is 

computed using a low-pass filter over different image scales and the background is 

computed using homomorphic filtering. Then, illumination is normalized by clipping 

the image histogram thresholding on the affine transformation over its grayscale range 

[7]. Other works include Guo et al. [8], who combine the affine transformation 

algorithm of Zhu with ICR, an algorithm proposed by Ko [9] for face recognition, 

which uses a fitted multiple regression model to find a plane that optimally describes 

the intensity distribution in the image. Other works include Fahnestock et al. [10], who 

propose a filter-based adaptive contrast enhancement algorithm using two passes to 

calculate spatially variant parameters that are used to stretch regional minima and 

maxima pixels between two empirically determined parameter bounds.  

One explanation for the prevalence of histogram-based algorithms for illumination 

correction is that the image histogram provides an empirical description of the image 

intensity distribution. Hence, if a monochromatic image has an uneven intensity 

distribution of grey pixels over the image, one solution is to equalize this distribution by 

interpolating the image with a function defined by the cumulative distribution of the 

image intensity histogram. This is a technique called histogram equalization (HE), and 

the principal effect of this interpolation is that the pixel intensities in the image are 

stretched out to fit the entire grayscale range. Beyond the previously mentioned 

histogram-based methods, several different variations of histogram equalization have 

been proposed for illumination correction or sharpening purposes in images. In 1997, 
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Kim proposed a brightness preserving histogram equalization (BPHE) which aims to 

divide the histogram into two sub-histograms from the mean grayscale intensity value 

[11]. In 1999, dualistic sub-image histogram equalization was proposed by Wang et al. 

[12]. Instead of separating the histogram by the mean value, it instead separates the 

histogram from the median value. Over the years, many algorithms have been 

suggested, such as dynamic histogram equalization, DHE, by Al-Wahdud et al. [13], 

brightness preserving dynamic histogram equalization, BPDHE, by Ibrahim and Kong 

[14], and contrast-limited adaptive histogram equalization, CLAHE, by Pizer et al. [15]. 

In this thesis, to correct natural vignette and enhance the image contrast, a two-stage 

process is constructed. This first stage applies Gaussian bandpass luminance filtering on 

a downscaled sample image, correcting illumination on the input image through cubic 

interpolation, an algorithm due to Hast and Marchetti [6]. The second stage applies a 

novel twist of the standard histogram equalization algorithm. The main intent behind 

other HE algorithms such as BPHE and BPDHE are to preserve the mean brightness of 

the input image [14]. This is useful if the desired results are to avoid oversaturation and 

to limit the negative effects of strong contrast, such as image artifacts [14]. We propose 

that strong contrast between the foreground and background in the image is in fact the 

desired result of illumination correction on textual documents. However, we would still 

like to avoid oversaturation and image artifacts. A solution is proposed, where the 

histogram equalization algorithm is modified slightly. The image intensity histogram is 

used to compute the cumulative probability sum. This is used to approximate the non-

central Student’s t-distribution cumulative distribution function, which in turn is used 

for the intensity interpolation. After histogram equalization, the resulting histogram may 

be clipped by an optional parameter as a precursor step to binarization. To the best of 

the author’s knowledge, this approach has not been explored previously in the context 

of document analysis.  

After correcting the illumination and enhancing the contrast between the foreground and 

background, a background removal algorithm is applied. The inspiration behind using a 

document background removal algorithm for this thesis comes from de Mello [16], who 

proposes a weak segmentation of historical documents by thresholding from an entropic 

threshold criterion using the grayscale range of an 8-bit image as the logarithmic base. 

The threshold criterion used has its origin from Pun [17] and is improved by Pun in 

[18], mainly differing in the use of a different logarithmic base. This criterion has also 

inspired an algorithm for thresholding evaluation by Zhang et al. in [19]. In the context 

of this thesis, this threshold criterion is applied to a background removal algorithm due 

to Vats and Hast [20], replacing Otsu’s optimal threshold criterion [20].  This 

background removal algorithm segments the image using threshold values determined 

by two Difference-of-Gaussians bandpass filters. In this thesis, the background removal 

functions as a precursor step to binarization of the image. 
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In subsection 3.2.3, the approach chosen in this thesis to illumination correction, 

contrast enhancement, and background removal, will be made clear in more 

mathematical detail.  

2.1.2 Edge and line detection 

In spreadsheet documents there are cell outlines which may overlap with text or be 

detected as features of text. These outlines are typically straight or depending on the 

angle of the book to the camera, or the curvature of the pages, slightly slanted lines. To 

clear line segments, we propose using a binary edge image as a mask, and a line 

segment extraction algorithm with which to detect lines within the edge mask. The line 

segments detected are hence easily cleared from the image.  

Edge detection and edge detector algorithms are a popular area of research within image 

processing but, because of their applicability to real-world problem solving, also within 

computer vision and image analysis. Specifically, in this thesis, edge detection is 

applied to the problem of line detection. An edge in an image is by one definition a 

feature of the image that can be identified as something that represents a high intensity 

gradient. For example, Koenderink defines a basic edge detection operation as 

 ∂I[x, σ] = 𝐼[𝑥, 𝑦] ∗ ∂{G0[𝑥, 𝜎]}) (1) 

where the kernel ∂{G0[𝑥, 𝜎]}) =  𝐺1[𝑥, 𝜎] is an operator that, through convolution, 

returns the first derivative of the image [21].  

With respect to eq. (1), where image differentiation functions analogously to an edge 

operator, there are several kernels 𝐺1, such as the Sobel kernel [22], the Prewitt kernel 

[23], as well as spline filters [24] [25], which are commonly used to compute image 

derivates. The differentiation approach is guided by the idea that an edge profile 

consists of connected points where the local intensity gradient is maximal. The spatial 

intensity gradient is calculated by kernel convolution and some edge detection 

algorithm computes a binarized version of the input image from the gradient 

information. Usually, this process iterates until there are no more edges to compute.  

One of the most popular gradient edge detectors is the Canny edge detector, proposed 

by John Canny in [26]. The Canny approach is guided by defining comprehensive 

criteria for edge detection while maintaining minimal assumptions about the edge 

information within the image. The Canny edge operator principally consists of a multi-

stage algorithm that filters noise, calculates the image gradient magnitude and 

orientation, and in later stages uses this information to suppresses weak edges and noise 

edges, resulting in better detection [26].  

Another approach to edge detection is proposed by Peter Kovesi in [27]. Kovesi 

provides an alternative representation of the edge detection problem, with an algorithm 

called Phase Congruency, where edge features are found within the frequency domain 

[28]. This approach is based on an alternative definition of an edge profile. Instead of 
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identifying edge features as points where the intensity gradient is maximal, which 

emphasizes the detection of step edges, an edge is instead identified by a maximal phase 

gradient, i.e., where edge features are perceived at points within the image where the 

Fourier components are maximally in phase [27].  

The phase congruency-based edge detector approach developed by Kovesi provides a 

good starting point for understanding the algorithm used in this thesis, in comparison to 

the Canny algorithm. This is a recent edge detector called the Phase Stretch Transform 

(PST). The PST algorithm is introduced and described by Asghari et. al in [29] [30]. As 

noted by Kovesi, edges contain higher frequency features, and the PST 2-D phase 

function emphasizes the edge information by applying more phase to the higher 

frequency features [30]. Implicitly, this can be used for edge detection since the phase 

profile in the spatial domain reveals variations in image intensity, and thus the phase 

profile can be combined with binary thresholding and morphological postprocessing to 

provide edge detection [29].  

In the context of this thesis, binary edge images from Canny or PST contain most of the 

pixels which are part of the text cell outlines. Given the purpose of clearing cell outlines 

from the image, it is possible to clear the image using the edge image as a mask. A 

sample edge image is displayed in figure 3. However, the edge image does not only 

contain line edges, but likely also text outlines, so there is a risk of clearing the image 

too harshly. This is not desirable. Instead, the edge images are used in conjunction with 

a line detection algorithm to extract masks of line segments with which we clear the 

images.  

 

Figure 3: A sample edge image returned by the Phase Stretch Transform. 

A line, like an edge, is a feature of an image that carries some descriptive profile. A 

classical line detection algorithm is the Hough line transform, proposed in a patent from 

1962 by Paul V. C. Hough [31]. The line transform in its initial description by Hough is 

performed by transforming each point in a figure to a line in a parameter space defined 
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by the parametric representation of a straight line [32]. Adjacent points satisfying co-

linearity then form line segments in the figure.  

From the original work by Hough, many improvements have been suggested over the 

decades. Among these examples, a generalizable extension to the Hough line transform 

was developed by Duda and Hart in [32]. The parameter representation used by Hough 

was the slope-intercept representation of a line, 𝑦 = 𝑚𝑥 + 𝑏. Consequently, the 

parameter space was the slope-intercept plane, problematic because the parameters 𝑚 

and 𝑏 are potentially unbounded [32]. Instead, Duda and Hart propose using the normal 

parameter representation of a line instead of the slope-intercept [32]. For a parameter 𝜃 

in the interval [0, 𝜋], the line representation 𝑥 ⋅ cos 𝜃 + 𝑦 ⋅ sin 𝜃 = 𝜌, where 𝜃 is the 

angle of the normal to the line, and 𝜌 is the algebraic distance from the origin. This 

representation leads to unique normal parameters for a line, hence every line in the x-y 

plane has a one-to-one correspondence with a point in the 𝜃-𝜌 plane [32]. From this, 

Duda and Hart converts the problem of detecting colinear points to a problem of finding 

concurrent curves, providing an extension of the original transform to be able to find 

more general classes of curves [32].  

Another generalization of the Hough transform proposed by Ballard in [33] exploits 

edge features in the image, to define a mapping between the gradient direction of an 

edge point to a reference point in the shape. This allows for a more complete 

generalization of the Hough transform, enabling the detection of arbitrary shapes [33]. 

This is achieved by modeling variations in an arbitrary shape as linear transformation of 

the mapping between the image space and the Hough transform shape [33]. Not all line 

detection algorithms are derivatives of the Hough operator, however. A class of non-

Hough transform approaches include fuzzy clustering algorithms. One of these was 

suggested by Rajesh Davé in [34]. Detecting line segments is formulated as a clustering 

problem from the application of the adaptive fuzzy clustering (AFC) algorithm. The line 

detection problem is viewed from a clustering perspective, and the process of solving 

this problem by the AFC algorithm is achieved by seeking linear clusters in an 

unlabeled dataset. An algorithm seeking elliptical clusters in the image data was 

proposed by Bezdek and Anderson in [35], as a generalization of a previous algorithm 

seeking line and curve clusters [36]. The AFC algorithm is partly based on this work but 

bypasses a requirement of having ordered lists of connected points in the image [34].  

Often, line detection algorithms are performed on an edge representation of an image as 

the edge features of an image in a rough sense correspond to the shape profiles of 

objects present in the image. Therefore, the use of edge detection algorithms in 

conjunction with line detection algorithms provide the basis for the line clearing schema 

developed in this thesis. We implement an algorithm based on Lee et. al [37], who 

present a paper on place recognition in which line descriptors are computed from line 

segments. This line segment extractor connects line segments from adjacent points 

based on two distinct criteria. When examining the neighborhood of a point in the 

segment, it adds non-zero points to the line segment provided the new points satisfy co-
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linearity with the segment and the angle between the new points and the closest 

connected pixels is below a certain threshold [37].  

In subsection 3.2.4, Canny edges, the Phase Stretch Transform and the line detection 

algorithm selected for this thesis are presented in formal detail. 

2.1.3 Handwritten text segmentation 

We propose a model-independent perspective, under which both handwritten and 

machine-typed text consists of a sequence of connected points forming a connected 

component. Connected component labelling (CCL) is a well-known algorithm that 

features within many image analysis and computer vision tasks. Because of this, 

decades of research have provided effective and fast algorithms to perform the labelling. 

For example, Chang and Chen [38], present a contour tracing technique for CCL, 

similar to a contour tracing algorithm described (for book segmentation purposes) in 

subsection 3.2.2.  

Other algorithms for CCL include the ones from Wu et al. [39], who propose a two-pass 

scanning algorithm for assigning preliminary labels and solving label equivalences, and 

from He et al. [38], who present a linear-time optimization of the solution to the same 

problem. There are also many different CCL algorithms that are adapted to different 

processor and memory architectures [39]. An alternative approach also investigated in 

this thesis is the Maximally Stable Extremal Regions detector, proposed by Matas et al. 

[40], which has been applied to detection of text regions in natural images by Chen [40]. 

The details of connected components labeling and MSER are illuminated in subsection 

3.2.5. 

CCL and MSER are not the only possible ways of segmenting text in documents. A 

modern approach might be to extract handwritten text segments directly using an end-

to-end convolutional neural network, as is done by Jo et al. in [41]. Jo et al. shows 

promising results of this method applied to scanned documents. In this thesis, a neural 

network approach is deliberately opted out of, instead focusing on heuristic algorithms. 

This is based on a lack of training data, different image material, a desire to be able to 

detect handwritten text, handwritten digits, and machine-typed text as distinct 

categories, as well as a desire to avoid black-box models.  

Lemaitre et al. [42] propose a handwritten text segmentation algorithm based on multi-

resolution localization and association of text lines to pixels. A Delauney graph 

provides a pixel-level distance measure between connected components, which is used 

together with rules about the organization of a text page in order to segment the 

connected components as text lines [42]. Jain and Bhattacharjee propose using Gabor 

filters for automatic text segmentation in [43]. Using an approach based on texture 

segmentation, they implement 2D Gabor filters to extract texture features from the 

image. The feature vectors are normalized and clustered with a squared-error clustering 

algorithm [43]. Three clusters corresponding to textual regions, uniform non-textual 
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regions in the image, and the boundaries to the uniform regions are computed. Then, a 

classifier is trained on the Euclidian distances between clusters and texture features to 

cluster centers, in order to classify textual regions.  

A sub-problem to full document transcription is what is known as word spotting, which 

is a separate regime to recognition. While there are similarities, in the sense that the 

retrieval of information from textual images are needed in both, word spotting focuses 

more on identification of keywords within images, for querying purposes, than it does 

on text comprehension. A survey of the published literature on handwritten word 

spotting can be found in Giotis et al. [44]. Historically, some early work on pipeline 

processes for handwritten word spotting was done by Manmatha et al. [45], and Keaton 

et al. [46]. On an abstract level, an image feature contains some kind of description of 

the image which we would like to identify. To perform word spotting, the features of 

the image should roughly correspond to formal (mathematical) descriptions of text. 

Over time, the heuristic image features proposed by Manmatha and Keaton have been 

replaced by more complex image features, such as blob features, neural network layer 

activations, Gabor filters, and more [44].  

Word spotting also requires some sort of measure to determine the similarity of the 

feature description of some unknown word representation to some known 

representation. The Bag-of-Visual-Words measure has been applied to handwritten 

word spotting by Dovgalecs et. al. [47] and Zagoris et al. [48], and has been a popular 

approach for feature matching between known an unknown words. For a detailed 

description, Aldavert et al., provide an overview of various BoVW representations as 

well as improvements to the model used in word spotting in [49]. Intuitively, the Bag-

of-Words is a dictionary over the frequency of words in a text collection. A very simple 

implementation of BoW in a natural language processing context could be to train a 

classifier on a similarity measure between words in a dictionary of words (a cluster), 

and a new word, as to predict what this new unseen word might be [50]. While visual 

word spotting and defining adequate similarity measures is a more complex task, the 

basic idea is not very different.  

The classification part of this thesis borrows the BoVW idea from the word spotting 

research community and proposes a BoVW-based classification process with a feature 

descriptor definition of a text segment. This is quite similar to the work of Jain and 

Bhattacharjee [43], but more advanced. A typical approach to BoVW is to extract 

feature descriptor keypoints from an image, using a descriptor algorithm like SIFT. In 

order to achieve classification, a clustering algorithm is used, where the descriptor 

vectors are quantized as visual “words” in a “codebook” such that each word represents 

an as a histogram of the feature distances to the cluster centers. This approach is 

suggested by Csurka et al., for general object classification, in [51].  

There are many popular feature descriptor algorithms, used for different purposes and 

under different definitions of what a feature is. For example, the Scale Invariant Feature 

Transform (SIFT) proposed by Lowe [52] functions as a blob feature detector and 
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descriptor. A blob, by definition, represents an area of the image where the local 

intensity gradient is maximal. The descriptor consists of a feature vector of interest 

points which are computed from the scale-space extrema of Difference-of-Gaussian 

bandpass filters using scale pyramids proposed by Burt and Adelson [53]. The idea 

behind SIFT originates from scale-adaptive blob detection, proposed by Lindeberg in 

[54]. Other blob feature descriptors include the Speeded-Up Robust Features (SURF) 

descriptor, introduced by Bay et al. in [55]. SURF is closely related to SIFT but differs 

in detecting feature points as Haar-like wavelets instead of derivative approximations, 

while the interest points are instead approximations of the scale-space extrema of the 

determinant of the Hessian, rather than the Laplacian operator [56].  

The classification part of this essay uses SIFT features in a Bag of Visual Words 

(BoVW) representation trained on a Naïve Bayes-classified and is explained in formal 

detail in subsection 3.2.6.  

2.2 Transkribus 

In recent years, a service called Transkribus has emerged as a large-scale handwritten 

document transcription system. It was originally launched in 2015 under the European 

Commission’s Seventh Framework Programme, and since, Transkribus has grown 

under the successor READ project also funded by the European Commission. 

Muehlberger et al., provide an overview of the project history, aims, technology and 

community approach in [57]. The technology behind Transkribus represent the state-of-

the-art in handwritten text transcription, and is based on deep neural network 

architectures, as well as manual feedback from users. Users may upload document 

images, have them automatically segmented, or segment text lines from the document 

themselves, then let the recognition engine transcribe the text lines. If recognition 

results are poor, users can submit their own transcription results to empower the neural 

network to learn new handwriting styles and improve future results [57]. 

Some of the image material used in this thesis was tested against this service. 

Handwritten digits were identified with good accuracy but with less acceptable 

transcription results. The engine used was not capable of interpreting machine-typed 

text, and so the detection and the transcription results were nonsensical. Overlapping or 

very close instances of handwritten text which were written on the separate lines was 

sometimes detected as being instances of the same line of text, and sometimes words 

were detected as part of two different instances of text. Figure 4.a-f) showcase a few 

results from the Transkribus interface, where the image and highlighted regions are 

shown on the left, and where the transcription results from the highlighted regions are 

shown on the right.  
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Figure 4.a) A cropped version of a result given by Transkribus transcription engine on 

an image of the dataset. The HTR engine used was not capable of distinguishing the 

highlighted region as machine-typed text, hence the transcription result is nonsensical. 

 

Figure 4.b) A cropped version of a result given by Transkribus transcription engine on 

an image of the dataset. The segmentation engine was not capable of finding the entire 

word, hence the transcription is erroneously recognizing the region as “dar”, when the 

true word is “Lars”. 

 

Figure 4.c) A cropped version of a result given by Transkribus transcription engine on 

an image of the dataset. In the image, an external object which also contains text is 

placed on the book. This leads to failures, both in detecting the shape of the text for 

segmentation, and erroneous transcription. 
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Figure 4.d) A cropped version of a result given by Transkribus transcription engine on 

an image of the dataset. In the image, the line “Bror Walfrid” is correctly segmented 

and transcribed, but Transkribus includes the “g” from the following cell as part of the 

same word and transcribes it as “9”. 

 

Figure 4.e) A cropped version of a result given by Transkribus transcription engine on 

an image of the dataset. In the image, the line “15” with subprint “b” is correctly 

segmented but erroneously transcribed as “18”. 

 

Figure 4.f) A cropped version of a result given by Transkribus transcription engine on 

an image of the dataset. In the image, the line “Värde 50 Kr.” is correctly segmented, 

and almost correctly transcribed as “Färde 50 Kr.” 

Figure 4.a-f) show only a few of the results obtained using Transkribus with the 

Topelius M1-recognition engine. Given the nature of the Transkribus model, where 

manual input will improve results over time, it is only to be expected that without any 

manual corrections, the results would be less than ideal. Indeed, Muehlberger et al., do 
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discuss the transcription of documents in tabular form and note that this proves more 

challenging for automatic segmentation [57].  

In view of this, the contribution of this thesis with respect to related large-scale work 

such as Transkribus, is a study of the possibilities for automatic segmentation even in 

documents with complex layouts, such as historical data tables. Another contribution is 

the study of segmenting both handwriting and machine-text, recognized as distinct 

categories. 
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3. Theory 

3.1 Mathematical definition 

There are likely many different definitions possible for this problem. In this thesis, a 

top-down approach is proposed as the design of our handwritten text segmentation and 

classification process. Implicitly, the processing pipeline then consists of an iterative 

application of algorithms, reducing the problem to simpler and simpler sub-problems. 

This proposition is based on two assumptions.  

First, the material varies in several ways. To name only a few ways, the images vary in 

contrast and color information, in both the position and angle of the book within the 

image, as well as in total text content. Hence, there is not enough a priori information 

about each image that can be used to design a bottom-up approach. Second, the 

documents contain more distinct information than handwritten text. This is obvious 

from the fact that the photos have background information behind the books, and the 

books contain spreadsheets, containing cell outlines. Beyond handwritten text, there is 

also machine-typed text, as well as handwritten digits. In many images, there are other 

objects, such as hands, book weights, cellphones, and laptops. Therefore, if we want to 

rely on general methods for object detection, we would ideally like to ensure that the 

only objects present in our images contain text information.  

Because of this, we really aim to solve two mathematically distinct problems. The first 

problem regards the reduction process and has its description in Definition 1. The 

second problem regards detecting segments of text within the reduced image and has its 

description in Definition 2.  

Definition 1. We define a matrix 𝐴 which contains elements 𝑎𝑖𝑗 for 𝑖 ∈ [0, 𝑁],  𝑗 ∈

[0,𝑀], where 𝑁 ×𝑀 is the dimensionality of the matrix 𝐴. 𝐴 is a matrix description of a 

digital image. Formally, an element 𝑎𝑖𝑗 is a vector representing the light intensities of a 

discrete point in image, and we call the elements 𝑎𝑖𝑗 pixels. Then, elements which are 

non-zero in 𝐴 are activated and correspond to those points in the image where the light 

intensity of the pixels is non-zero. Let 𝐵 be another image matrix, with pixels 𝑏𝑖𝑗 which 

are activated only if they are text in 𝐴. Since 𝐵 is a proper subset of 𝐴, the binary 

intersection of 𝐴 and 𝐵 is simply 𝐵. We would prefer to attempt text detection in the 

image 𝐵. This leads to the main problem of the thesis. One of the assumptions we need 

to make is that prior to image processing we do not have any reference of 𝐵. However, 

finding which pixels are activated in 𝐵 is equivalent to reducing 𝐴 to the pixels which 

are text. As such, one way we can approach this problem is by applying mathematical 

operations to 𝐴 to find some matrix 𝐶 which most closely resembles 𝐵, in such a way 

that these operations do not substantially modify the textual information in 𝐴. An 

assumption is that we cannot provide an accurate description of 𝐵 for evaluating the 

difference between 𝐵 and 𝐶 quantitatively. As such, we can only provide qualitative 

assessments of whether 𝐶 is sufficiently close to resembling the ideal 𝐵.  
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Definition 2. We aim to define a description of machine-printed text, handwritten 

digits, and handwritten text that allows us to detect, extract and classify image segments 

which we believe to be text. Specifically, from definition 1, the binary image 𝐶 which 

ideally consists only of background and text contains four categories of segment-able 

regions. These are machine-printed text, handwritten text, handwritten digits, as well a 

fourth category, which are segments who do not contain any text, but may contain 

noise. We propose that a segment 𝑆 is a feature vector 𝐹(𝑥, 𝑦) ∈ 𝐶 where the feature 

points 𝑓𝑖 ∈ 𝐹 contain a description of the interest points in a sub-image 𝑐 of the image 

𝐶, 𝑐 ⊂ 𝐶. By detecting and segmenting sub-images from 𝐶, we can extract feature 

vectors from the sub-images and classify the features according to which of the four 

categories they belong.  

One of the justifications for definition 2 is that it is rather clear that there is some 

difference between each of the categories listed above, but at the same time it is very 

unclear exactly what this difference is. By defining the contents of each segment 𝑐 ∈ 𝐶 

as a feature vector it simply stated that there are features within 𝑐 which describe its 

contents in such a way that we can make a distinction between the different categories 

of contents. 

3.2 Theory 

There are various algorithms used throughout the pipeline. Subsection 3.2 contains 

necessary descriptions of each algorithm used, but it might be hard to carry over the 

connections from the theory of one algorithm to the next. The connection to keep in 

mind is that the algorithms described under the subheading Image preprocessing as well 

as the subheading Edge and line detection relate to Definition 1. The subsection Text 

detection and classification relate to Definition 2.  

3.2.1 Morphological image transformations 

We use various well-known morphological image transformations at different stages of 

the pipeline, typically to process the foreground or background information of the 

images. The reader may not be familiar with these, so they are briefly described here.  

Mathematical morphology consists in essence of several set-theoretic operations, 

applied to an image with the purpose of reshaping the set structure of the image matrix. 

This is done using a structuring element, a kernel normally much smaller than the image 

that sweeps the image. Depending on the operation and the implementation, the values 

of the structuring kernel vary. Typically, kernels used for binary image morphology are 

square grids with various configurations of activated and non-activated pixels [58]. In 

this thesis, we use the morphological operations erosion, dilation, opening, closing and 

gradient.  

Morphological operations can be performed both on binary and grayscale images. When 

applied to binary images, any activated pixel is considered the foreground, and the non-
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activated pixels are considered the background. This means that the operation of 

erosion, for instance, erodes the image foreground. When morphological operations are 

applied to grayscale images, the pixel intensity can be considered height over a two-

dimensional base plane for each pixel upon the plane. See figures 5.a-b) 

 

Figure 5.a) A standard grayscale image in the dataset 

 

Figure 5.b) The grayscale intensities of the image from 5.a) projected as height 

coordinates over the (x,y)-resolution plane. 

Formally, for an image 𝐼 and a kernel 𝐾 of size 3 × 3, the dilation 𝐼 ⊕ 𝐾 produces a 

new 𝐼′ as, 
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 𝐼′ = 𝐼 ⊕ 𝐾 =⋃𝐼𝑘
𝑘∈𝐾

 , 
(2) 

𝐼′ being the non-empty union between the pixels of 𝐼 and the pixels of 𝐾 [58]. The 

erosion 𝐼 ⊖ 𝐾 produces 𝐼′ in a similar way, 

 𝐼′ = 𝐼 ⊖ 𝐾 = ⋂𝐼−𝑘
𝑘∈𝐾

 , 
(3) 

𝐼′ being the non-empty intersection of I and K [58]. Intuitively, the dilation of the image 

by the kernel produces new pixels where the kernel hits the image, while the erosion 

keeps pixels where the kernel fits the image.  

Erosion and dilation are the most basic operators and most morphological operators can 

be expressed as a combination of erosion and dilation operations. Erosion and dilation 

are symmetrical, meaning that if we want to dilate background pixels, such as dark text 

on a light background this is equivalent to eroding the foreground pixels. Importantly, 

binary image polarity is easily invertible, so this simple and close relationship between 

binary images and morphological operations provides a foundation for pattern 

recognition algorithms. Some other morphological operators are the opening, closing 

and gradient of an image with the kernel [58]. The closing of the image is an erosion 

followed by a dilation, 

 𝐼′ = (𝐼 ⊖𝐾)⊕ 𝐾, (4) 

and the opening of the image is a dilation followed by an erosion, 

 𝐼′ = (𝐼 ⊕𝐾)⊖ 𝐾. (5) 

Finally, in this thesis, the morphological gradient is often used in combination with 

binarization, to extract significant variations between the foreground and the 

background. It is defined as the logical difference between the dilation and the erosion, 

 𝐼′ = (𝐼 ⊕ 𝐾) − (𝐼 ⊖ 𝐾). (6) 

 

3.2.2 Book segmentation 

At the project onset, there was an obvious problem that the preprocessing procedure 

was designed to solve. Given Definition 1 in subsection 3.1, any object other than a 

book and its contents that are present within the image contains useless information, and 

it is favorable to get rid of it. The table surface in the background of the image is 

obviously always present, but there are often additional objects, such as a hand of the 

photographer, book weights, and sometimes laptops. Thus, it would be useful to find a 

method of detecting the book as a distinct object in the image, then segment it from 
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other objects, as well as from the table surface, such that it becomes possible to 

automatically crop the image from the contours of the book.  

First, some assumptions on the nature of the image material are necessary to explain the 

method proposed for segmentation. The first assumption is that there are clear features 

of the book that distinguish it from the background. Perceptually, a topographic 

difference between the book and the table surface is discernable. From the perspective 

of a camera facing straight downwards, the book is directly between the lens and the 

table. This leads to two assumptions. First, the images are captured either using flash 

photography or with a bright lamp behind the camera projecting light on the surface of 

the table. As such, we assume the light emanating from the camera will reach the book 

before it reaches the table, meaning that the light intensity magnitude will be higher on 

the surface of the book than on the background. If there are other objects present in the 

foreground of the image, which may or may not be on top of the book, then their 

intensity magnitude will also be distinct from background objects. The second 

assumption is that the color intensity information of the book is different from all other 

objects in the image, and that this holds for all objects in the image. These assumptions 

lead us to design an algorithm which can exploit these properties. 

First, let us review the Hue-Saturation-Value (HSV) color space and some basic optical 

details of light, color, and vision. Human vision is capable is perceiving wavelengths of 

light roughly between 400-700 nanometers. The perceived hue of the light is determined 

by the wavelength, whereas the intensity is determined by the wave amplitude [59]. 

From the continuous distribution of wavelengths between 400-700 nanometers, the 

perceived color of light is determined by a function of the spectral distribution of 

amplitudes by wavelength [59]. At normal light levels, three types of cone-shaped 

receptors, sensitive to different wavelengths, send signals to the brain which 

discriminate visual color perception. With regards to the spectrum of colored light, one 

receptor is sensitive to red light, one to green light, and one to blue light [59]. It is 

therefore common in digital applications to describe colored light as a row vector of 

three columns, each corresponding to the separate colors red, green and blue. There is 

an abundance of alternatives for different applications, however. In particular, the HSV 

color space first described by Smith in [60] is intended to capture the notions of hue, 

saturation, and value. For the sake of intuition, we could say that a region of an image 

with a high value in the value column (i.e., 255 under an 8-bit model or 1.0 in a 

floating-point model) corresponds to bright light shining on the region [60]. Formally, 

the HSV color space is defined as a hexagonal cone projection of the RGB color space, 

using polar coordinates to derive the following expressions for the H, S, and V columns 

respectively [60].  

Let the value 𝑉 of a pixel 𝐼[𝑥, 𝑦] be 

 𝑉 = max(𝐼[𝑥, 𝑦][𝑅, 𝐺, 𝐵]), (7) 
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i.e., the maximum along any of the columns R, G and B. Then, the saturation 𝑆 is 

derived from 𝑉 as 

 
𝑆 =

𝑉 −min(𝐼[𝑥, 𝑦][𝑅, 𝐺, 𝐵])

𝑉
, 

(8) 

and the hue 𝐻 is defined as 

 𝐻 = max (𝐼[𝑥, 𝑦][𝑅, 𝐺, 𝐵]) − min(𝐼[𝑥, 𝑦][𝑅, 𝐺, 𝐵]), (9) 

symbolizing the range of the RGB values for the given pixels. For example, let a pixel 

𝐼𝑥,𝑦 = [𝑟𝑥,𝑦, 𝑔𝑥,𝑦, 𝑏𝑥,𝑦]. Also, let 𝑟𝑥,𝑦 ≤ 𝑔𝑥,𝑦 < 𝑏𝑥,𝑦.  

Then, 

 𝑉(𝑖𝑥,𝑦) = 𝑏𝑥,𝑦, 
(10) 

 
𝑆(𝑖𝑥,𝑦) =

𝑏𝑥,𝑦 − 𝑟𝑥,𝑦

𝑏𝑥,𝑦
 ,  

(11) 

and, 

 𝐻(𝑖𝑥,𝑦) = 𝑏𝑥,𝑦 − 𝑟𝑥,𝑦 . 
(12) 

If we assume that the light distribution over the image emanates from an object which is 

quasi-orthogonal to the objects in the image (i.e., bright light shines upon the objects 

with no or little angle), then the perceived brightness of regions within the image will be 

proportional to where the light is more likely to shine. This means objects like the book, 

which is primarily in the center of the image, thus directly beneath a lamp or the camera 

flash, will be more easily distinguishable in the HSV color space. See figure 6.a) and 

6.b) for an example image in both RGB and HSV. 

 

Figure 6.a, b) From left to right, one image in the BGR color space, and the same 

image converted to the HSV color space and displayed here saved as an BGR image. 

The illumination distribution is high on the book, given that the value column is 

represented as red light.  
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The next question is how to exploit this information. A naïve suggestion would be to 

simply threshold the image over the value column. Figure 6.a) and 6.b) only displays 

one image, however. It is not feasible to assume that all images display the same 

properties under HSV space, even if to the eye, object discrimination in HSV space 

seemingly would always be plausible. Focusing on figure 6.b), we see that there are 

some purple spots on the book that might be lost if we threshold over one column. As 

figure 7.a) to 7.c) indicate, even thresholding over multiple columns is presumably not 

enough. While HSV representations often discriminate well between objects, the 

information is insufficient to determine accurate threshold parameters that apply to all 

images. Instead, we turn our attention towards segmentation algorithms for labeling 

objects. While many were tried, the most promising results were achieved using the 

watershed-by-flooding algorithm. 

 

Figure 7.a-c): Three images from different scenes in the dataset converted to the HSV 

color-space and displayed here as BGR images. While the value of the image is 

maximal on the book, the variations of red intensities make simple thresholding 

unfeasible. 

Watershed segmentation is an image transform allegorically intended to imitate a 

geological watershed, where topographical ridges divide adjacent waterflow basins [58]. 

An intuitive explanation is that the watershed transform treats the image as a 

topographic surface map where the heights of ridges are determined by regional 

intensity minima and maxima. i.e., the extrema of the grayscale projection over the 

image map. There are several variants of watershed algorithms, where in this thesis, we 

propose to use Meyer’s flooding algorithm, described in [61]. The classical watershed-

by-flooding algorithm proposed by Beucher et al. in [62] suffers from over-

segmentation due to flooding over each regional minima, where in real images there are 

many regional minima. Instead, Meyer proposes flooding from selected sources using a 

priority queue schema. Below, we present a description of the algorithm from [61]. 

In short, the idea is to initiate a region growing sequence from selected markers, where 

the region growing is controlled by an ordered queue. An ordered queue for unlabeled 

pixels is initiated where each pixel neighbor to the currently evaluated pixel gets 

attached with a priority label. The range of grayscale intensities determine the range of 

distinct priority labels, i.e., number of queues, and during initialization of the watershed, 

each neighboring pixel to a marker is attached with its corresponding priority label. This 

priority label is typically based on a similarity measure between its grayscale intensity 
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and its already labeled neighbors. Let 𝑎 be the pixel being labeled and 𝑏 its already 

labeled neighbor. An example similarity measure 𝑠(𝑎, 𝑏) which can be used to 

determine the priority label for 𝑎 would be the absolute difference between 𝑎 and 𝑏, 

 𝑠(𝑎, 𝑏) = |𝑎 − 𝑏|. (13) 

If 𝑏 is not the only labeled neighbor to 𝑎, but 𝑐, 𝑑 are also labeled, then  

 𝑠(𝑎, 𝑏, 𝑐, 𝑑) = min(𝑠(𝑎, 𝑏), 𝑠(𝑎, 𝑐), 𝑠(𝑎, 𝑑)). (14) 

Consequentially, the points with values closest to an already labeled point are 

correspondingly aggregated to the closest region. The point which was the first to arrive 

in the queue with highest priority label is the next point to evaluate. For each point out 

of the ordered queue, there are two distinct cases: 

1) There is only one labeled point in its neighborhood. Then, the evaluated point is 

assigned the same label and the region grows. Each unlabeled point in the 

neighborhood is assigned a priority label and added to the queue. 

2) In the neighborhood of the evaluated point there are two regions with different 

labels. Then, the evaluated point is a boundary point where regions intersect, and 

a special label is assigned to it. 

The question that remains is how to detect the initial markers, the “selected regions” 

from which to initialize the region growing process. This can be done in many ways, 

depending on the application and the objects to segment. In this thesis, a separation 

between the image foreground and image background is chosen for marker selection to 

distinguish between objects in the foreground and objects in the background. 

Formally, let the objects 𝑂 = {𝑜1, 𝑜2, … , 𝑜𝑛} be the objects of an image scene. Let 𝐹 be 

the image foreground and 𝐵 be the image background. Then, 

 𝑜𝑓 = {(𝑜𝑖 ∈ 𝐹 ↔ ((𝐼[𝑥, 𝑦] ∈ 𝑜𝑖 ∩ 𝐼[𝑥, 𝑦] ∈ 𝐹)), ∃ 𝑜𝑖 ∈ 𝑂)} (15) 

i.e., the set of objects 𝑜𝑓 are in the foreground. Since we want to segment objects, the 

idea is to detect markers from the image foreground. Hence, we use the HSV color 

information to threshold the image on the value column, keeping only regions 

presumably with closest proximity to the light source. Using the logical intersection 

between an HSV image thresholded over the saturation and value columns, 

 𝐼′ = (𝐼𝐻𝑆𝑉[𝑥, 𝑦] ≥  [0, 𝑡𝑠𝑚𝑖𝑛 , 𝑡𝑣𝑚𝑖𝑛 ] ∩ 𝐼𝐻𝑆𝑉[𝑥, 𝑦]

≤  [0, 𝑡𝑠𝑚𝑎𝑥 , 𝑡𝑣𝑚𝑎𝑥 ]) ∩ 𝐼𝑔𝑟𝑎𝑦[𝑥, 𝑦] 

(16) 

the image can subsequently be binarized allowing the marker detection process. This 

binarization is achieved through applying Otsu’s optimal thresholding criterion to the 

image, 
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 𝐼𝐵 = I
′ ≥ max ( 𝜎𝐵

2 (𝐼′)), (17) 

where 𝜎𝐵
2 is, 

 
𝜎𝐵
2 =

(𝜇𝑇𝜔(𝑘) − 𝜇(𝑘))
2

𝜔(𝑘)(1 − 𝜔(𝑘))
 , 

(18) 

in which 𝜇𝑇 is the cumulative sum of probabilities over the grayscale range [0, 255], 

𝜇(𝑘) is the local cumulative sum of probabilities for some threshold option 𝑘, and 𝜔(𝑘) 

is the probability sum for 𝑘 [63]. Figure 8.a) illustrates a grayscale intersection between 

an HSV image thresholded over the value and saturation columns, and figure 8.b) 

illustrates the same image binarized using Otsu’s optimal criterion. 

 

Figure 8.a-b) On the left, a grayscale image from the logical intersection of the input 

image and its HSV thresholding. On the right, the left image is binarized using Otsu’s 

optimal criterion. 

This binarization result is used to compute the morphological foreground 𝐹 and 

background 𝐵, 

 𝐹𝑢 = 𝛿((𝐼 ⊖ 𝐾)⊕  𝐾), (19) 

 𝐵 = (𝐼 ⊕ 𝐾) − (𝐼 ⊖ 𝐾), (20) 

where 𝛿 is the Euclidian distance transform, 

 𝛿𝐼(𝑥, 𝑦) = min ((𝑥 − 𝑥𝑗)
2
+ (𝑦 − 𝑦𝑗)

2
+ 𝐼[𝑥𝑗 , 𝑦𝑗]), 

(21) 

for the distance of pixel (𝑥𝑗 , 𝑦𝑗) to (𝑥, 𝑦). The distance transform formula is due to 

Felzenswalb and Huttenlander [64]. Notably, we have already covered the 

morphological opening and gradient of an image in eqs. (5) and (6).  

The foreground is normalized from 𝐹𝑢, 

 
𝐹 =

𝐹𝑢 −min(𝐹𝑢)

max (𝐹𝑢) − min(𝐹𝑢)
 , 

(22) 
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and the markers are computed using a cross-structuring element (𝐿2-distance) on 𝐹 

labeling connected foreground components. More on connected components labeling in 

3.2.5.  

These markers are used to initialize the watershed algorithm and the returned watershed 

labels, corresponding to separate segments of the image are used to find specific 

contours within the image. See figure 9.a) and 9.b) for watershed contours outlining the 

book, and thresholded contours. 

 

 

Figure 9.a) An RGB image with contours determined from the watershed segmentation 

algorithm highlighted in yellow..  

 

Figure 9.b) The contours determined from the watershed segmentation applied to a 

binary mask. 



30 
 

To detect which contour belongs to the book, we apply a border following algorithm 

proposed by Suzuki in [65] to retrieve all contours. The border following algorithm 

consists of the following steps. Let 𝐵 be a binary image. A border point 𝑏 ∈ 𝐵 is an 

activated pixel that has at least one non-activated pixel in its neighborhood. A connected 

component 𝑐 ∈ 𝐵 is a path of activated pixels from two border points 𝑏𝑖 and 𝑏𝑗. For any 

two components 𝑐𝑖, 𝑐𝑗, define that 𝑐𝑖 surrounds 𝑐𝑗 if a pixel belongs to 𝑐𝑖 that also 

belongs to any path from 𝑐𝑗 to the image border, and if there exists a border point 

between 𝑐𝑖 and 𝑐𝑗. 

1) Let 𝑁𝑏 be the sequential number of a new border and assign 𝑁𝑏 ← 1. Let 𝐿𝑁𝑏 be 

the sequential number of the last encountered border on the current row and 

assign 𝐿𝑁𝑏 ← 1. Trace the image until a pixel 𝐵[𝑥, 𝑦] is found which satisfies 

either border condition, 

a. 𝐵[𝑥, 𝑦] = 1 ∩ 𝐵[𝑥 + 1, 𝑦] = 0, 

b. 𝐵[𝑥, 𝑦] = 1 ∩ 𝐵[𝑥 − 1, 𝑦] = 0, 

2) Determine which type of border point 𝐵[𝑥, 𝑦] belongs to.  

a. If 𝐵[𝑥, 𝑦] satisfies condition 1.a., then it is the starting point of an outer 

border. Let 𝑥2, 𝑦2 ← 𝑥 − 1, 𝑦 and increment 𝑁𝑏, 𝑁𝑏 ← 𝑁𝑏 + 1. 

b. Else if 𝐵[𝑥, 𝑦] satisfied condition 1.b., then it is the starting point of a 

hole border. Let 𝑥2, 𝑦2 ← 𝑥 + 1, 𝑦 and increment 𝑁𝑏, 𝑁𝑏 ← 𝑁𝑏 + 1. 

Assign 𝐿𝑁𝑏 ← 𝑁𝑏, if 𝐵[𝑥, 𝑦] ≥ 1. 

c. Else, resume the tracing from 𝐵[𝑥 + 1, 𝑦]. 

3) Determine which type of border the parent border to 𝐵[𝑥, 𝑦] is, with relation to 

the last border found 𝐵′[𝑥, 𝑦], for which 𝑁𝑏 = 𝐿𝑁𝑏. 

a. If 𝐵[𝑥, 𝑦] is an outer border and 𝐵′[𝑥, 𝑦] is an outer border, then the 

parent border of 𝐵′[𝑥, 𝑦] is the parent border of 𝐵[𝑥, 𝑦].  Else if 𝐵[𝑥, 𝑦] 

is an outer border and 𝐵′[𝑥, 𝑦] is a hole border, then the parent border to 

𝐵[𝑥, 𝑦] is 𝐵′[𝑥, 𝑦]. 

b. The decision rules from 3.a. are reversed if 𝐵[𝑥, 𝑦] is a hole border. 

4) Starting from 𝐵[𝑥, 𝑦], trace the image with a structuring element. 

a. If the structuring element intersects a pixel in the neighborhood of 𝑥, 𝑦, 

let the first activated pixel in the intersection, starting from 𝑥2, 𝑦2, 

rotating clockwise, be 𝑥1, 𝑦1.  

b. If the structuring element intersects no pixel, assign 𝐵[𝑥, 𝑦] ← −𝑁𝑏. 

c. Assign 𝑥2, 𝑦2 ← 𝑥1, 𝑦1 and 𝑥3, 𝑦3 ← 𝑥, 𝑦. 

d. If the structuring element intersects a pixel in the neighborhood of 𝑥3, 𝑦3, 

let the first activated pixel in the intersection, starting from 𝑥2, 𝑦2, 

rotating counterclockwise, be 𝑥4, 𝑦4. 

e. Assign a new value to  𝐵[𝑥3, 𝑦3] accordingly. 

i. If 𝐵[𝑥3 + 1, 𝑦3] was examined and did not intersect with the 

structuring element in 4.d., then 𝐵[𝑥3, 𝑦3] ← −𝑁𝑏. 

ii. If 𝐵[𝑥3 + 1, 𝑦3] was not examined but did intersect with the 

structuring element in 4.d., then 𝐵[𝑥3, 𝑦3] ← 𝑁𝑏. 
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iii. Else, do not assign a new value to 𝐵[𝑥3, 𝑦3]. 

f. If 𝑥4, 𝑦4 = 𝑥, 𝑦 and 𝑥3, 𝑦3 = 𝑥1, 𝑦1, then we are back at the starting 

position. Then go to step 5. Else, 𝑥2, 𝑦2 ← 𝑥3, 𝑦3, 𝑥3, 𝑦3 ← 𝑥4, 𝑦4 and go 

back to 4.d. 

5) If 𝐵[𝑥, 𝑦] ≠ 1, then 𝐿𝑁𝑏 ← |𝐵[𝑥, 𝑦]| and resume tracing from 𝐵[𝑥 + 1, 𝑦] 

Proofs of the properties of this algorithm are omitted but can be found in [65]. A simple 

heuristic determines which contour belongs to the book. Assume that the book will be 

the primary object in the frame, hence its contours should be those with maximal width 

and height. In practice, there is a risk that the entire image will be detected as a contour. 

Hence, the area of the contour is bounded by 𝐶𝑎𝑟𝑒𝑎 ≤ 0.95 ⋅ 𝐼𝑤𝑖𝑑𝑡ℎ ⋅ 𝐼ℎ𝑒𝑖𝑔ℎ𝑡. From the 

contour, we can extract the starting coordinates 𝐶𝑥, 𝐶𝑦 as well as the width and height 

𝐶𝑤, 𝐶ℎ and the resulting image can be cropped as, 

 𝐼′[𝑥, 𝑦] ← 𝐼[𝐶𝑥: 𝐶𝑥 + 𝐶𝑤, 𝐶𝑦: 𝐶𝑦 + 𝐶ℎ], 
(23) 

where the colon (:) operator indicating array slicing. See figure 10 for a final version of 

the cropped image. 

 

 

Figure 10. After segmenting contours through watershed-by-flooding, and comparing 

the contours using border tracing, the image can be cropped automatically, resulting in 

the image above. 
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3.2.3 Image processing 

This subsection presents the algorithms used for illumination correction, sharpening 

through contrast enhancement by histogram equalization, and background removal in 

sequential order.  

The illumination correction algorithm used is due to Hast and Marchetti. and uses cubic 

interpolation for down- and up-sampling, as well as a Gaussian bandpass filter to 

smoothen the light intensity over the image [6]. Formally, define the image 𝐼 as an 

𝑁 ×𝑀 matrix. The luminance distribution of the image is the standard deviation 𝜎𝐼 and 

mean 𝜇𝐼. The general idea is to remap 𝐼 using a linear map with the distribution of 

another image, 𝐽, such that if 𝐼[𝑥, 𝑦] is the luminance of a pixel in 𝐼, then it will be 

remapped by 

 𝐼[𝑥, 𝑦] =
𝜎𝑗

𝜎𝑖
𝐼[𝑥, 𝑦] − 𝜇𝑖 + 𝜇𝑗 . 

(24) 

Luminance is an undefined term, the meaning typically case-specific to different fields 

that use the term. In this case, luminance is simply the value of the image within the 

Hue-Saturation-Value (𝐻𝑆𝑉) color model, as in eq. (10). Using cubic interpolation, we 

resize 𝐼 to size 𝑁′ × 𝑀′, 𝑁′ ≤ 𝑁, 𝑀′ ≤ 𝑀. We define 𝐿 and 𝐻 as mask matrices of size 

𝑋′ × 𝑌′. 𝐿 and 𝐻 are Gaussian low-pass and high-pass filters, respectively. The filters 

are given by the convolution of 𝐼 by the Gaussian filters divided by the Gaussian filters, 

 
𝐺𝐿 =

𝐼 ∗ 𝐿

𝐿
, 

(25) 

and, 

 
𝐺𝐻  =  

𝐼 ∗ 𝐻

𝐻
. 

(26) 

A simple Difference-of-Gaussians bandpass filter is then given by 

 𝐺𝐵 = 𝐺𝐻 − 𝐺𝐿 , (27) 

which is used to preserve medium-sized objects and remove high-frequency details 

from the image by thresholding, 

 

{
𝐺𝐵 > 0 = 𝐺𝐵 ⋅ 𝑑
𝐺𝐵 < 0 = 𝐺𝐵 ∙ 𝑏
𝐼𝐵 = 𝐼 + 𝐺𝐵

 

(28) 

where 𝑏 and 𝑑 are free parameters corresponding to emphasis on the bright and dark 

intensity of the objects in the image.  

Specifically, 𝐺 is a Gaussian filter, such that, 
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𝐺[𝑥, 𝑦] =

1

2𝜋𝜎2
𝑒
−(
𝑥2+𝑦2

2𝜎2
)
, 

(29) 

where, in a low-pass setting,  𝜎 =
𝐾

6
, and in a high-pass setting, 𝜎 =

𝐾

12
.  

The low-pass filter 𝐺𝐿 retains low frequency features and attenuates high frequency 

features, whereas the high-pass filter 𝐺𝐻 retains more high-level frequency features. 

Recall that 𝐼𝐵 = 𝐽 is a luminance mapping of the image, which in the band-pass setting 

retains darker and brighter features from the high-pass filter. Hence, iteratively 

computing 𝐼𝐵 and convolving the stronger 𝜎 filter 𝐺𝐿 with 𝐼𝐵 will increasingly remove 

the lowest frequency illumination, while retaining higher frequency features. Moreover, 

given the role of the Gaussian as the normal distribution this convolution also yields an 

estimation of the local Gaussian mean image 𝜇𝐼, 

 𝜇𝐼 = 𝐺𝐿[𝑥, 𝑦] ∗ 𝐼𝐵[𝑥, 𝑦]. (30) 

The illumination deviation 𝜎𝐼 is computed by convolving the image with the absolute 

value of the difference between 𝐼 and 𝜇𝐼. Using eqs. (29) and (30), we compute 

 𝜎𝐼[𝑥, 𝑦] = 𝐺𝐿 ∗ |𝐼𝐵 − 𝜇𝐼| = 𝐺𝐿 ∗ |𝐼𝐵 − (𝐼 ∗ 𝐺𝐿)|. (31) 

Hence, the local deviation image 𝜎𝐼 and the local mean image 𝜇𝐼 are upscaled, again 

using cubic interpolation, to the original size of 𝐼, and the new corrected image 𝐼 is 

computed as 

 𝐼[𝑥, 𝑦] =
𝜎

𝜎𝐼
(𝐼 − 𝜇𝐼) + 𝜇, 

(32) 

where parameters 𝜎 is the mean deviation of the image 𝜇𝐼, and 𝜇 is the mean of 𝜇𝐼. This 

process can be applied iteratively 𝑛 times for stronger correction, 𝑛 being a free 

parameter. 

A consequence of the algorithm by Hast and Marchetti is that the iterative interpolation 

of the image by the luminance mapping also attenuates the image contrast. The next 

step in correcting the illumination of the image, histogram equalization (HE), is applied 

to re-enhance the contrast. In the image material used in this thesis, we assume that the 

lowest intensity pixel spikes of our image are text and lines outlining the cells and the 

highest intensity pixel spikes correspond to the document background. We can visualize 

the histogram of a bandpass-filtered image in our dataset to observe the distribution of 

intensity levels. This is shown in figure 11. 
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Figure 11. A plot of the grayscale intensities of a grayscale image after applying the 

illumination correction algorithm by Hast and Marchetti. 

Figure 11 indicates a lower intensity spike corresponding to text cell outlines and text in 

the image. Hence, to increase contrast, we will apply a novel histogram equalization 

method, for the specific purpose of increasing intensity contrast while retaining the 

higher frequency intensity features in the image.  

Formally, the intensity histogram 𝐻 is a vector mapping of the image distribution over 

the discrete intensity range, 

 𝐻 = 𝑝[𝑥𝑖] ∀ 𝑥𝑖 ∈ [0, 𝑁], (33) 

where 𝑁 = 255. As noted, a possible interpretation of an image intensity histogram is 

as a distribution of intensity probabilities. The standard histogram equalization approach 

is to use the empirical distribution as the intensity value distribution, and to remap the 

image using a linear piece-wise interpolation function of the empirical cumulative 

distribution 𝐺, which we can define simply as the cumulative probability sum of all 

values in 𝐻, 

 
𝐺(𝐻, 𝑝) =

𝑝[𝑁] + ∑ 𝑝[𝑘]𝑁−1
𝑘=0

𝑁
. 

(34) 

For an intuitive understanding, the empirical distribution function accurately remaps 

pixel values through interpolation as if the grey-level values were normally distributed 
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around the peaks of the histogram. Since the desired result is to stretch the histogram for 

contrast enhancement purposes, this is not the desired behavior here. Instead, we use the 

non-central t-distribution [66] and the corresponding cumulative distribution function, 

as defined by 

 
𝐹(𝐻, 𝑣) =  {

�̌�𝑣,𝜇(𝑥), 𝑥 > 0 

1 − �̌�𝑣,𝜇(𝑥), 𝑥 < 0 
, 

(35) 

where, 

 
�̌�𝑣,𝜇(𝑥) = 𝐺(−𝜇) +

1

2
∑[𝑝𝑗𝐼𝑦 (𝑗 +

1

2
,
𝑣

2
) + 𝑞𝑗𝐼𝑦(𝑗 + 1,

𝑣

2
)]

∞

𝑗=0

, 

(36) 

and, where 𝐺 is as in eq. (34), and 𝐼𝑦 is the regularized incomplete beta function. The 

parameters 𝑦, 𝑝𝑗  and 𝑞𝑗 are  

 

 
𝑦 =

𝑣2

𝑣2 + 𝑑
 , 

(37) 

 
𝑝𝑗 ==

1

𝑗!
𝑒
−(
𝜇2

2
)
(
𝜇2

2
)

𝑗

, 

(38) 

 

𝑞𝑗 =
𝜇𝑒

−(
𝜇2

2
)
(
𝜇2

2
)
𝑗

√2𝛾 (𝑗 +
3
2)

  , 

(39) 

where 𝛾 is the gamma function, and we calculate the non-central parameter 𝜇 as the 

image mean gray-level 𝜇𝐼. In particular, we define the degrees-of-freedom parameter 𝑣 

of an image as 𝑣 = 255. This is a consequence of the statistical formula for calculating 

degrees of freedom [67],  

 𝑑𝑓 = 𝑁 − 1, (40) 

when 𝑁 = 256, the range of possible grayscale values in the image. For a graphical 

illustration of the difference between interpolating with the non-central t-distribution 

compared to the empirical distribution, see figures 12.a) and 12.b). 
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Figure 12.a) The image histogram after increasing contrast using the non-central t-

distribution with 256 degrees of freedom. 

 

Figure 12.b) The image histogram after increasing contrast using the empirical 

distribution. 

After computing the cumulative distribution function, the backwards transformation 

function 𝑇(𝑥) for each intensity 𝑥 is a simple piece-wise linear interpolation of the 

cumulative distribution function of the noncentral t-distribution over the image 

histogram, and the image 𝐵 = 𝑇(𝑋) is reshaped back to the input image size. 

After correcting the vignette and enhancing the contrast, it is possible to produce a low-

loss “binarization” of the image, exploiting the image statistics to apply a normalization 
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effect. In fact, it does not produce a binary image, but can be used as a precursor step to 

thresholding. Let 𝐼 be the histogram-equalized image. Then, 𝜇 is the global image mean 

and 𝜎 is the global standard deviation. Define a free parameter 𝑘, which will act as an 

offset parameter to the standard deviation. Then, 

 𝑁(𝐼[𝑥, 𝑦]) = min( 𝜇 + 𝑘 ⋅ 𝜎,max(𝐼[𝑥, 𝑦], 𝜇 − 𝑘 ⋅ 𝜎)) , (41) 

and, 

 
𝐼[𝑥, 𝑦] =

N(I[x, y]) − max(𝑁(𝐼[𝑥, 𝑦))

max(𝑁(𝐼[𝑥, 𝑦])) − min (𝑁(𝐼[𝑥, 𝑦])
  ,  

(42) 

which is the min-max norm of the clipped image 𝑁.  

A typical histogram for a normalized image is displayed in figure 13. As 𝑘 decreases, 

the shift in grayscale polarity increases, and for higher 𝑘 more pixels are distributed 

over the entire grayscale range. 

Figure 13: An example image histogram after applying a normalization effect to 

binarize the image. In this figure, 𝑘 = 0.5, Notice the shift in polarity between the 

intensity histogram in figure 11 and this histogram. 

After correcting the vignette, an algorithm implementing double Gaussian band-pass 

filtering in conjunction with an entropy-based threshold is used to clear background 

information from the image. Formally, two Gaussian filters are designed, as in eqs. (25) 

and (26), where one is a high frequency filter (low 𝜎), and one is a low frequency filter 

(high 𝜎). The Difference of Gaussians bandpass filter is the same as in eq. (27). 

Between the double bandpass filtering, a local greyscale thresholding criterion is 
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computed from the first pass bandpass-filtered image to mask away noise from the 

second lower frequency mask.  

This thresholding criterion is inspired by de Mello [16] and works as follows. Recall 

that an intensity histogram can be interpreted as a probability distribution. Compute a 

histogram 𝐻 to capture the most frequent grayscale intensity 𝑘. The delimiter 𝑘 is used 

to split the histogram in two, which lets us compute two distinct probability 

distributions of the grayscale intensities, 

 

{
 
 

 
 
𝑃1 =

1

𝑁𝑝𝑖𝑥𝑒𝑙𝑠
 ∑ℎ[𝑗]

𝑘

𝑗=0

,

𝑃2 =
1

𝑁𝑝𝑖𝑥𝑒𝑙𝑠
 ∑ ℎ[𝑗]

𝐿

𝑗=𝑘+1

,

 

(43) 

where L is the maximum grayscale intensity present in the image. The equations in (43) 

are then used to compute the following boundary conditions, 

 

{
 
 

 
 
𝐸𝑏 = − ∑𝑃1[𝑗] ⋅ log𝐿(𝑃1[𝑗])  

𝑘

𝑗=0

𝐸𝑤 = − ∑ 𝑃2[𝑗] ⋅ log𝐿(𝑃2[𝑗])  

𝐿

𝑗=𝑘+1

. 

(44) 

Then,  

 𝐸 = 𝐸𝑏 + 𝐸𝑤. (45) 

𝐸 is pre-computed for each image in the analysis, and the median of these values is used 

to determine the baseline image entropy values which define the multiplicative factors 

𝑚𝑏 and 𝑚𝑤, 

 

{

𝑚𝑏 = 2 ⋅ 𝐸 ⋅ 𝐸(ℎ(𝐼[𝑥, 𝑦]))𝑀+1
2

𝑚𝑤 = 𝐸 ⋅ 𝐸(ℎ(𝐼[𝑥, 𝑦]))𝑀+1
2

, 

(46) 

where 𝐸(ℎ(𝐼[𝑥, 𝑦]))𝑀+1
2

 is the median of 𝐸 over the range of 𝑀 images, or in a similar 

fashion,   

 𝐸(ℎ(𝐼[𝑥, 𝑦]))𝑀
2
+  𝐸(ℎ(𝐼[𝑥, 𝑦]))𝑀+1

2

2
 

(47) 

if 𝑀 is odd.  

Then, the final “optimal” entropic threshold is 
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 𝐸𝑡 = 𝑚𝑏𝐸𝑏 +𝑚𝑤𝐸𝑤  (48) 

 which in the original implementation by Vats and Hast can optionally be controlled by 

an additional hyperparameter 𝑡 [20]. Else, let 𝑡 ← 1. The first mask is then the 

bandpass-filtered image 𝐼𝐴, thresholded according to 

 𝐼𝐴 ← 𝐼𝐴[𝑥, 𝑦] > 𝑡 ⋅ 𝐸𝑡. (49) 

The second bandpass filter is convolved with the image to correct contrast, and the 

second mask 𝐼𝐵 is thresholded according to 

 𝐼𝐵 ← 𝐼𝐵[𝑥, 𝑦] > 0, (50) 

and the final image is computed as 

 𝐼′[𝑥, 𝑦] = 1 − 𝐼𝐴 ⋅ 𝐼𝐵. (51) 

 

3.2.4 Edge detection and line detection 

Subsection 3.2.4 consists of designing a general process for edge detection, line 

segment extraction and the subsequent clearing of lines from cell outlines. We will use 

the Canny criteria to derive values from the edge images. These will be compared 

between the Canny edges and the PST edges with the detected line images from each 

algorithm over a selection of hyperparameters to discuss the “optimal” edge detection 

algorithm for the purpose of this thesis. 

The Canny approach to edge detection is guided by defining comprehensive criteria for 

edge detection while maintaining minimal assumptions about the edge information 

within the image [26]. First, assume that two-dimensional edges have a constant cross-

section in some direction, which allows the detection of one-dimensional edge profiles. 

Ridges and smooth edges carry this characteristic, while corners do not. Three criteria 

proposed by Canny to optimally identify these edge profiles are the following [26]. 

1) Low probability of false negative and false positive edge detection provide good 

detection. These probabilities decrease monotonically of the output signal-to-

noise ratio (SNR), hence maximizing the SNR should account for good 

detection [26].  

a. For simplicity, assume a candidate edge 𝐺(𝑥) is centered on 𝑥 = 0. SNR 

in Canny edge detection is defined as, 

 

𝑆𝑁𝑅 =
|∫ 𝐺(−𝑥)𝑓(𝑥)𝑑𝑥
+𝑊

−𝑊
|

𝑛𝑜√∫ 𝑓2(𝑥)
+𝑊

−𝑊
𝑑𝑥

 , 

(52) 
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where 𝑓(𝑥) is the impulse response of a filter for convolution with 𝐺 and 

±𝑊 are the finite bounds on the impulse response.  

 

Hence, the numerator signal 𝑆 is the filter response of the candidate edge, and the 

denominator signal 𝑅 is the root-mean-squared response of the noise 𝑛(𝑥), where 𝑛𝑜 

is the root-mean-squared noise amplitude per unit length. 

 

2) Good localization is defined as points marked as edge points by the detection 

operator should have distance minimal to the center of the true edge. Given 

𝑅(𝑥) and 𝑆(𝑥), a localization criterium 𝐿 is defined as the reciprocal of an 

approximation of the standard deviation of 𝑥𝑜,  

 

𝐿 =
|∫ 𝐺′(−𝑥)𝑓′(𝑥)𝑑𝑥
+𝑊

−𝑊
|

𝑛𝑜√∫ 𝑓′2(𝑥)
+𝑊

−𝑊
𝑑𝑥

 , 

(53) 

where 𝑥0 is a point where the total response has a local maximum. 

 

3) The third criteria posed by Canny is that only one response is returned to a 

single edge.  

a. In practice, this is usually achieved using a combination of non-

maximum suppression and hysteresis thresholding. The contours of 

detected edges are traced to remove “weak” edge pixels in the edge 

neighborhoods. Moreover, only those edge pixels where the intensity 

gradient is between user-selected maximum- / minimum boundary values 

are retained. 

The first two criteria lie at the heart of Canny’s approach to edge detection, and are 

shown to be related by an uncertainty principle, providing a formulation of edge 

detection as a maximization problem, 

 𝐸 = max(𝑆𝑁𝑅 ⋅ 𝐿). (54) 

The first two criteria and the maximization problem are naïvely extended to 2D-space 

by applying an edge detection algorithm to the original grayscale input images. From 

the edge images the SNR is computed as the root-mean-squared error (RMSE), as in eq. 

(52). The computation of the LE is less straightforward. The edge image 𝐺′ is the first 

derivative of 𝐺. This is computed from the magnitude of the convolutions of the edges 

with the 3-by-3 Prewitt kernels. To compute the Prewitt first derivative in in the 𝑥-

direction, the following filter is used, 

 
𝑃𝑥[𝑥, 𝑦] = [

−1 0 1
−1 0 1
−1 0 1

] . 
(55) 

To compute the Prewitt first derivative in the 𝑦-direction, the following filter is used, 
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𝑃𝑦[𝑥, 𝑦] = [

1 1 1
0 0 0
−1 −1 −1

] . 
(56) 

The derivative magnitude is then computed as 

 
𝐺′ = √𝑃𝑦[𝑥, 𝑦]2 + 𝑃𝑥[𝑥, 𝑦]2, 

(57) 

and 𝐺′ is used to compute the RMSE, as in eq. (53). 

An implementation of the Canny algorithm generally follows five steps [68].  

1) A Gaussian low-pass filter is used to remove noise from the image.  

2) The image is convolved with a non-linear kernel 𝐺𝑛 (for example, the Sobel 

kernel) to produce a gradient image, 

 
𝐺 =

𝜕

𝜕𝑛
𝐺𝑛 ∗ 𝐼, 

(58) 

 

which contains an edge point at a local maximum 𝐺 = 0. The gradient 

magnitude image,  

 
𝑀 = |𝐺𝑛 ∗ 𝐼| = √𝐼𝑥′

2 + 𝐼𝑦′
2 

(59) 

and the edge direction 

 𝐷 = arctan(𝑦, 𝑥) (60) 

is computed for non-maximum suppression. 

3) A 3x3 mask is used to evaluate each edge point, comparing the magnitude of the 

evaluated edge with the magnitudes of edge pixels in its neighborhood. The edge 

point is retained if and only if the magnitude of the edge is the largest of all 

edges in the same positive and negative direction in its neighborhood.  

a. The directions of edges are divided into sub-regions corresponding to the 

𝐿∞-norm of the neighborhood. This means, for example, an edge angle 

of 28° is rounded to the corresponding angle 45°. 

b. This means that the magnitude of the edge is compared to the 

magnitudes of the edges to the north-east and south-west point in the 3x3 

neighborhood of the pixel. 

4) Two empirically selected threshold values 𝑡𝑚𝑎𝑥 and 𝑡𝑚𝑖𝑛 are used to mark and 

filter out edges. The thresholds categorize edges correspondingly as strong, 

weak, and having no edges. Consequently,  



42 
 

 

{

𝑀[𝑥, 𝑦] > 𝑡𝑚𝑎𝑥 = 𝑠𝑡𝑟𝑜𝑛𝑔 𝑒𝑑𝑔𝑒

𝑡𝑚𝑎𝑥 ≥ 𝑀[𝑥, 𝑦] ≥ 𝑡𝑚𝑖𝑛 = 𝑤𝑒𝑎𝑘 𝑒𝑑𝑔𝑒

𝑡𝑚𝑖𝑛 > 𝑀[𝑥, 𝑦] = 𝑛𝑜 𝑒𝑑𝑔𝑒

 

(61) 

and from this, the edges marked as no edges are removed. 

5) Another pass through the image is performed, checking the 3x3 neighborhood of 

each remaining edge. All strong edges are retained in the final image, but weak 

edges are only retained if there is at least one strong edge in the neighborhood of 

the weak edge. 

The second edge detection algorithm used for comparison is the Phase Stretch 

Transform (PST) [30]. The PST edge detector is defined in the frequency domain as 

 𝑃[𝑥, 𝑦] =  𝛼 (𝐹−1 {�̃�[𝑝, 𝑞]�̃�[𝑝, 𝑞]𝐹{𝐼[𝑥, 𝑦]}}), 
(62) 

where 𝑃[𝑥, 𝑦] is the output phase image, 𝛼 is the angle operator, 𝐹 and 𝐹−1 are the 

Fourier transform and the inverse Fourier transform operators, and 𝑝, 𝑞 are two-

dimensional frequency variables. The noise removing filter 𝐿[𝑝, 𝑞] is the frequency 

response of the localization kernel. In particular, the convolution 

 𝐶1[x, y] =  I[𝑥, 𝑦] ∗  L[x, y], (63) 

is the inverse Fourier transform of the product 𝐼[𝑝, 𝑞] ∙ �̃� [𝑝, 𝑞] where 𝐼[𝑝, 𝑞]is the 

Fourier transform of the image 𝐼 and �̃�[𝑝, 𝑞] is a lowpass Gaussian filter,  

 

�̃�[𝑝, 𝑞]  =  𝑒−(
(
𝜌

√𝜎2
)

𝑙𝑛2
)2 , 

(64) 

where 𝜌 =  𝑠𝑞𝑟𝑡√𝑋2 + 𝑌2 and 𝜎 is the lowpass filtering parameter. PST kernel 

�̃�[𝑝, 𝑞]] is defined as 

 �̃�[𝑝, 𝑞] = 𝑒−𝑖𝜙[𝑝,𝑞], (65) 

where, 

 

𝜙[𝑝, 𝑞] = 𝑆(
𝑊𝜌 tan−1𝑊𝜌 − 

1
2 ln

(1 + (𝑊𝜌)2)

𝑊𝜌𝑚𝑎𝑥 tan−1𝑊𝜌𝑚𝑎𝑥 − 
1
2 ln

(1 + (𝑊𝜌𝑚𝑎𝑥)2)
 , 

(66) 

Let us rename 𝑊𝜌 tan−1𝑊𝜌 − 
1

2
ln(1 + (𝑊𝜌)2) = 𝛽. This gives, 

 
𝜙[𝑝, 𝑞] =

𝛽𝑆

max (𝛽)
  

(67) 

In a similar fashion to eq. (63), the convolution 
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 𝐶2 = 𝐾[𝑥, 𝑦] ∗ 𝐶1[𝑥, 𝑦] (68) 

can be expressed as the inverse Fourier transform of the product �̃�[𝑝, 𝑞] ∙ 𝐶1̃ [𝑝, 𝑞]. This 

gives,  

 𝑃[𝑥, 𝑦] = 𝛼(𝐹−1{𝐶2̃[𝑥, 𝑦]}. 
(69) 

The phase gradient is calculated as the angle of the phase image. Within the algorithm, 

we have the free parameters 𝑊, 𝑆 and 𝜎, defining phase warp, phase strength and the 

lowpass filter parameter. The phase image is subsequently thinned,  

 𝑃𝑡ℎ𝑖𝑛 = 𝑃 − (𝑃 ⊙ 𝐵𝑖) = 𝑃 − ((𝑃⊖ 𝐵𝑖) ∩ (𝑃
𝑐⊖𝐵𝑗)), (70) 

for any 𝐵𝑖 and 𝐵𝑗, such that they are composite structuring elements. The morphological 

operation 𝑃⊙ 𝐵𝑖 is usually called the hit-and-miss transform [58]. After thinning, the 

phase image is eroded before returning an edge image 𝐸, such that 

 𝐸 = 𝑃⊖ ℎ, (71) 

where ℎ is a 3x3 structuring element consisting of ones, 

 
ℎ = [

1 1 1
1 1 1
1 1 1

]. 
(72) 

Given some binary edge image, the algorithm used to extract line segments is described 

briefly in [37], and we propose a slightly changed version. These changes are primarily 

due to applying additional morphological operations. This rests under the assumption 

that these operations provide an algorithm more suited for the context of this image 

material, i.e., photos of books with spreadsheets. 

▪ Let 𝐼 be the edge image retrieved from an edge detector. 

▪ Perform morphological closing on 𝐼 before passing the image to the line 

segment detector. 

▪ For each activated pixel in 𝐼, 𝐼[𝑥, 𝑦] ≠ 0, initialize a chain to evaluate each pixel 

connected to 𝐼[𝑥, 𝑦].  

▪ A line segment is then a chain of connected pixels 𝐼[𝑥𝑖 , 𝑦𝑖] → 𝐼[𝑥𝑗 , 𝑦𝑗] where 

each pixel in the chain passes the two following criteria: 

o The pixel satisfies co-linearity with the current line chain. 

o The angle 𝑎 between the previous pixel in the line chain is lower than a 

threshold 𝛼𝑚𝑎𝑥 where 𝑎𝑚𝑎𝑥 is a free parameter. 

▪ A line segment is then a line which satisfies a condition on the length of pixel in 

the chain. 𝑙𝑐ℎ𝑎𝑖𝑛 ≥ 𝑙𝑚𝑖𝑛, where 𝑙𝑚𝑖𝑛 is a free parameter.  

▪ If applicable, the algorithm merges two segments if they overlap or neighbor 

each other, and the angle 𝑎 between the segments is sufficiently low, 𝑎 ≤ 𝑎𝑚𝑎𝑥. 
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▪ Draw each line segment 𝑙𝑖 ∀ 𝑖 ∈ 𝐿, onto a new mask. Let each pixel in the mask 

be a binary value, 

 𝑀[𝑥, 𝑦] ⇒ ((𝑥, 𝑦) ∈  𝑙𝑖), ∃ 𝑙𝑖 ∈ 𝐿). (73) 

 

▪ Perform morphological dilation on 𝑀[𝑥, 𝑦] to fill small gaps and widen the lines 

in the mask. 

Now, the algorithm can clear both binary and grayscale images using the line mask 𝑀, 

though clearing a binary image is much faster and typically provides better results. 

Recall that line segments are low-intensity values and therefore non-activated pixels in a 

binary image. Clearing a binary image from lines then amounts to the following 

expression, 

 𝐼𝐶[𝑥, 𝑦] = 1 ↔ 𝑀[𝑥, 𝑦]. (74) 

We also propose a potential grayscale clearing, which can be expressed as 

 𝐼𝐶[𝑥, 𝑦] = {𝑚(𝐼[𝑥 − 8: 𝑥 + 8, 𝑦 − 8: 𝑦 + 8]), ∀ (𝑥, 𝑦)
∈ (𝐼[𝑥, 𝑦] ∩ 𝑀[𝑥, 𝑦])}, 

(75) 

else 𝐼𝐶[𝑥, 𝑦]. The function 𝑚 is just a shorthand notation for computing the median 

value of a 16 by 16 mask around any activated pixel in the mask to determine the new 

pixel value.  

This local median provides cleaner results than using the global image mean, or the 

global image median. It is also easily expanded to include stronger thresholding criteria 

as well. The downside is that computing the median value for each activated pixel in the 

line segment mask is timewise expensive. Therefore, it is more feasible to use the 

grayscale approach on downscaled images. For larger resolution images, the 

recommended approach is to clear the lines on a binarized image, since this can be done 

in time linear to the number of pixels that are activated in the line mask image. 

Binarization methods are already proposed in section 3.2.3. 

Visual examination of these line masks, as well as the Canny edge detection criteria, 

signal-to-noise ratio, eq. (52), and localization error, eq. (53), will be used when 

evaluating the results of edge operators used in this thesis.  

3.2.5 Text region detection 

After processing the image using any combination of methods proposed through 3.2.3 

and 3.2.4, the next step is detecting distinct regions of text within the image. Let us take 

stock of how far the image processing should have come at this stage. There is a mask 

image 𝐼, which should be a binary image, ideally cleared of most line segments. Recall 

the definition of 𝐶 in Definition 1. 
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At this stage, 𝐼[𝑥, 𝑦] aims to be the most optimal 𝐶 that approximates the truly cleared 

image 𝐵 with no other information than text information.  From here, a simple polarity 

inversion 𝐼−1[𝑥, 𝑦] = 1 − 𝐼[𝑥, 𝑦] will provide us with an image where every 

background pixel (which was previously white) and where every foreground pixel 

(which was previously black) are now black and white, respectively. Then, text will be 

part of the foreground. An implicit consequence of Definition 2 is that there are only 

two kinds of distinct foreground segments of connected pixels. These are either textual 

or non-textual. Detecting these segments can be done in any number of ways, but in this 

thesis we will explore two ways, connected components labeling and Maximally Stable 

Extremal Regions. 

First, we will describe the basic task that connected component labelling aims to solve. 

This summarization of the algorithm follows the description by Grana et. al [69]. A key 

measurement of connected component labelling is the connectivity within a 

neighborhood of pixels. From this measurement, the algorithm should assign labels that 

indicate separate connected components. The labelling is usually determined using 

either 4- or 8-connectivity bases of pixels in a 3 × 3 neighborhood around a center 

pixel.  

A formal definition of the neighborhood around some pixel 𝐼[𝑥, 𝑦], can be expressed as, 

 𝑁4(𝐼[𝑥, 𝑦]) = 𝑝 ∈ 𝑅[|𝐼𝑥 − 𝑝𝑥| + |𝐼𝑦 − 𝑝𝑦| ≤ 1]

𝑁8(𝐼[𝑥, 𝑦]) = 𝑝 ∈ 𝑅[max (|𝐼𝑥 − 𝑝𝑥|, |𝐼𝑦 − 𝑝𝑦|) ≤ 1]
 

(76) 

which can be interpreted in the following way. The 4-neighborhood of 𝐼[𝑥, 𝑦] consists 

of all activated pixels 𝑝 which are within the region 𝑅 that is bounded by the city block 

distance (𝐿1-norm), and similarly the 8-neighborhood consists of all 𝑝 within 𝑅 

bounded by the chessboard distance (𝐿∞-norm). This connectivity is illustrated in figure 

14.a, b). 

 

Figure 14.a) 4-way connectivity in a neighborhood of pixels 
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Figure 14.b) 8-way connectivity in a neighborhood of pixels 

For any distinct pixel pair {(𝑥𝑖, 𝑦𝑖), (𝑥𝑗 , 𝑦𝑗)}, the pixels are connected if it is possible to 

find a sequence of points satisfying the connectivity property, starting from 𝑥𝑖 , 𝑦𝑖 

leading to 𝑥𝑗 , 𝑦𝑗. A connected component is then any subset of pixels that are connected, 

which is equivalent to sharing the same label. The algorithm can be broken down into 

three steps.  

1) An initial pass of the image, in which a scan is performed to assign provisional 

labels to connected components, and to collect label equivalences.  

a. Depending on the search order, and the connectivity within a region, two 

different pixels in the same connected component can be assigned 

different labels during the initial pass.  

b. Consequentially, the labels are considered equivalent, so each 

provisional label should be segregated into disjoint sets.  

2) Using some operation that can collect equivalent labels, merges are performed 

between equivalent sets of labels.  

3) The final step of the algorithm is a second pass over the image to assign each 

pixel marked within a connected component with the label of the component.  

From this description, it is unclear what operation is performed in step two, which is 

capable of merging equivalent sets of labels. This stage is where most algorithms for 

connected components labelling differ. One way of dealing with this problem is related 

to what is called the disjoint-set union problem, and this problem can be solved with an 

efficient algorithm called the Union-Find algorithm. He et al. introduce a linear-time 

algorithm to perform the Union-Find in [70]. The outline for the algorithm by He et al., 

works as follows.  

A set of equivalent labels 𝑆 contains labels {𝑙1, 𝑙5, 𝑙8, … }. The smallest label in 𝑆 is 

called the representative label of 𝑆. The representative label 𝑠 of the equivalent set of 

labels is recorded in the representative label table 𝑇 for all provisional labels in 𝑆, i.e., 

𝑇[𝑙1] = 𝑇[𝑙5] = 𝑇[𝑙8] = 𝑠, and generally 𝑇[𝑙𝑖] = 𝑠, ∀ 𝑙𝑖 ∈ 𝑆. Whenever a pixel in the 

neighborhood mask is assigned a new provisional label 𝑙𝑗, this is because no other 

foreground pixels exist in the mask. Then, this pixel is given a new equivalent label set 

𝑆(𝑙𝑖) = 𝑙𝑖, initializing the representative table for this label as 𝑇[𝑙𝑝] = 𝑙𝑗. However, if 
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the pixel is assigned an already existing provisional label 𝑙𝑝, where we know that 

𝑇[𝑙𝑝] = 𝑣, and we assume there are other foreground pixels in the mask, then these 

pixels belong to the same connected component and have equivalent labels. For each 

foreground pixel in the mask, with some provisional label 𝑙𝑘, three cases emerge where 

actions need to be taken.  

The first case, 𝑙𝑝 = 𝑙𝑘. Nothing needs to be done, since they are marked with the same 

provisional label. The second case 𝑇[𝑙𝑝] = 𝑇[𝑙𝑘], then 𝑙𝑝 and 𝑙𝑘 have the same 

representative label, and already belong to the same equivalent label set, 𝑆(𝑙𝑝) = 𝑆(𝑙𝑘). 

Then, since the label equivalence between 𝑙𝑝and 𝑙𝑘 already has been solved, nothing 

needs to be done. The third case, 𝑇[𝑙𝑝] ≠ 𝑇[𝑙𝑘], meaning that the equivalent labels 𝑙𝑝 

and 𝑙𝑘belong to different equivalent label sets, and because of this the label equivalence 

should be resolved. Since these labels belong to the same connected component, every 

provisional label in 𝑆(𝑙𝑝) and 𝑆(𝑙𝑘) should be equivalent. If 𝑆(𝑙𝑝) < 𝑆(𝑙𝑘), 𝑆(𝑙𝑘) is 

merged into 𝑆(𝑙𝑝). For each label in 𝑆(𝑙𝑘), the representative label is switched to the 

representative label of 𝑆(𝑙𝑝). This is equivalent to setting 𝑇[𝑙𝑘] = 𝑇[𝑙𝑝]. This process is 

mirrored if 𝑆(𝑙𝑘) < 𝑆(𝑙𝑝). This allows label equivalency to resolved during the first 

pass through the image, which leads to the low computational complexity of the 

algorithm. The second pass of the algorithm then simply assigns all representative labels 

𝑇[𝑙], ∀ 𝑙 ∈ 𝑇 to the provisional labels that belong to 𝑇[𝑙]. As these labels are returned, it 

is possible to segment connected components from the image using the representative 

labels of each component.  

The second region detection algorithm evaluated in this thesis is MSER. A formal 

definition of MSER is somewhat involved but is presented here as in the original paper 

by Matas et al. [71]. A linear-time MSER algorithm implementation can be found in 

[72]. 

▪ An image 𝐼 is a mapping 𝐷 ⊂ 𝑍2 → 𝑆. Extremal regions are well-defined if  

a. 𝑆 is totally ordered, i.e., reflexive, anti-symmetric and transitive binary 

relation ≤ exists. 

b. An adjacency relation 𝐴 ⊂ 𝐷 × 𝐷 is defined. Recall the connectivity 

property of connected components labelling. 

▪ A region 𝑄 is a contiguous subset of 𝐷, i.e., ∀ 𝑝, 𝑞 ∈ 𝑄 there is a sequence 

𝑝, 𝑎1, 𝑎2, … , 𝑞 and 𝑝𝐴𝑎1, 𝐴𝑎2, … , 𝑞𝐴𝑎𝑛. 

▪ An outer region boundary 𝜕𝑄 = {𝑞 ∈ 𝐷\𝑄: ∃ 𝑝 ∈ 𝑄: 𝑞𝐴𝑝}, i.e. the boundary 𝜕𝑄 

of 𝑄 is the set of pixels adjacent to at least one pixel of 𝑄 but not belonging to 𝑄. 

▪ Extremal region 𝑄 ⊂ 𝐷 is a region such that for all 𝑝 ∈ 𝑄, 𝑞 ∈ 𝜕𝑄: 𝐼(𝑝) > 𝐼(𝑞) 

is a maximum intensity region or 𝐼(𝑝) < 𝐼(𝑞) is a minimum intensity region. 
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▪ Then, a Maximally Stable Extremal Region (MSER) is an extremal region 𝑄∗ if 

and only if 𝑞(𝑖) =
|𝑄𝑖+Δ\𝑄𝑖−Δ|

|𝑄𝑖|
 has a local minimum at 𝑖∗, where Δ ∈ 𝑆 is a 

parameter of the method. 

To illuminate the meaning of this definition, a way of implementing MSER is by way of 

thresholding, which can be described (simplistically) with the following instructions 

[73]. 

1) Starting from a completely black image, continue to threshold at one pixel 

higher each iteration until the image is completely white. 

2) As the thresholding sweeps over the range of grayscale intensities, white blobs 

will start to appear as extremal regions and grow larger as the threshold 

increases.  

3) Consider these blobs connected components and add new white pixels to these 

connected components as the regions keep growing. The set of all connected 

components in the sequence is the set of all extremal regions. 

4) The regions bounding the connected components are considered maximally 

stable if the growth of the region is zero or low as the thresholds increase. 

For each segment returned by connected components labeling, or by the MSER 

algorithm, rectangular bounding boxes are computed around the regions. In this thesis, 

we call these sub-images, from Definition 2. In the next subsection, we will examine 

one of many possible ways of how to use these sub-images for some useful purpose. 

3.2.6 Text region classification 

The next step in the pipeline is to attempt classification of each sub-image in order to 

determine the possibility of discriminating between different categories of text. The way 

we propose to do this is by arranging feature descriptors derived from the Scale 

Invariant Feature Transform as data material for an unsupervised learning algorithm. 

This unsupervised categorization is performed by a clustering algorithm, and the 

clusters are used in training a classifier by a supervised learning algorithm.  

Formally, the rectangular boxes bounding detected text regions implicitly provide 

automatic cropping of sub-images in an input image. A feature vector is computed 

within the sub-image, 

 𝑠 = 𝑓(𝑐), 𝑐 ∈ 𝐼 (77) 

where 𝑠 is the feature descriptor vector, 𝑐 is a sub-image of an input image 𝐼 and 𝑓 is 

the feature vector detector. The feature detector algorithm detects a feature vector and 

computes a descriptor. The sub-images {𝑐1, 𝑐2…}, are not the binary, heavily processed 

sub-images detected by the connected component labeling. Instead, {𝑐1, 𝑐2…} are 

segmented given the region indicated by the heavily processed connected components. 
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In practice, {𝑐1, 𝑐2, … } are segmented from the grayscale images where illumination 

correction and histogram equalization have been applied. 

The Scale Invariant Feature Transform (SIFT) is a feature descriptor, where blob 

features are detected as the scale-space extrema of the scale-normalized Laplacian. The 

description we present of SIFT follows in part the original description by Lowe in [52], 

and a summarizing description by Lindeberg in [56]. To achieve scale-invariance, SIFT 

differs from an algorithm proposed by Lindeberg prior to SIFT, in the use of scale 

pyramids of Difference-of-Gaussians band-pass filters. In fact, the DoG filter constitutes 

an approximation of the Laplacian differential operator, 

 
𝐺𝐻 − 𝐺𝐿 = 𝐼(𝑥, 𝑦; 𝜎 + Δ𝜎) − 𝐼(𝑥, 𝑦; 𝜎) ≈

Δ𝜎

2
∇2𝐼(𝑥, 𝑦; 𝜎)

= 𝜎(𝐼𝑥𝑥 + 𝐼𝑦𝑦) 

(78) 

where 𝐺(𝑥, 𝑦; 𝜎) =
1

2𝜋𝜎
𝑒−

𝑥2+𝑦2

2𝜎  as in eq. (29). Keypoints corresponding to bright 

extrema are detected when ∇2𝐼 < 0 and keypoints corresponding to dark extrema are 

detected when ∇2𝐼 > 0. Let the scale levels 𝜎, 

 𝜎𝑖+1 = 𝑘𝜎𝑖 (79) 

follow a self-similar distribution scaled by 𝑘 [56]. Given that the DoG-responses 

function as approximators of the Laplacian operator, it is also implied that the responses 

from the DoG-operator approximates the scale-normalized Laplacian,  

 Δ𝑠∇2𝐿(𝑥, 𝑦; 𝑠) = (𝑘2 − 1)∇𝑛𝑜𝑟𝑚
2 𝐿(𝑥, 𝑦; 𝑠) ≈ 𝐺𝐻 − 𝐺𝐿 . (80) 

Recall the definitions we provide of gradient-based edge detection. Since the Laplacian 

(or any) differential operator may give strong responses along sharp intensity gradients 

in the image, a criteria function on the eigenvalues of the Hessian eigenvalue matrix can 

be used to suppress the keypoint detection responses along edges. Using the eigenvalues 

of the Hessian matrix, 

 
𝑒(𝐻) =

𝐼𝑥𝑥𝐼𝑦𝑦 − 𝐼𝑥𝑦
2

(𝐼𝑥𝑥 − 𝐼𝑦𝑦)
2 , 

(81) 

Lowe expresses a ratio function as, 

 𝐼𝑥𝑥𝐼𝑦𝑦 − 𝐼𝑥𝑦
2

(𝐼𝑥𝑥 − 𝐼𝑦𝑦)
2 ≥

𝑟

(𝑟 + 1)2
 , 

(82) 

where 𝑟 ≥ 1 bounds the tolerance of edges.  

The descriptors computed from the interest points detected by SIFT are position-

dependent histograms of local gradient directions around the interest point. For each 
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image 𝐼, or specifically for our case, for each sub-image 𝑐, the gradient magnitude 𝑚 

and orientation 𝜃 are computed as 

 

{
𝑚[𝑥, 𝑦] = √(𝑐[𝑥 + 1, 𝑦] − 𝑐[𝑥 − 1, 𝑦])2 + (𝑐[𝑥, 𝑦 + 1] − 𝑐[𝑥, 𝑦 − 1])2

𝜃[𝑥, 𝑦] = tan−1
𝑐[𝑥, 𝑦 + 1] − 𝑐[𝑥, 𝑦 − 1]

𝑐[𝑥 + 1, 𝑦] − 𝑐[𝑥 − 1, 𝑦]

. 

(83) 

The orientation histogram consists of 36 bins, covering the 360-degree range of 

orientation, and is computed within a region around each keypoint. Each sample added 

to the histogram is weighted by its gradient magnitude and a Gaussian-weighted 

window with 𝜎 roughly 1.5 times the scale of the keypoint. Thus, the peaks of the 

histogram indicate the dominant directions of the gradients local to the keypoint. The 

final feature descriptor is a vector containing the magnitudes of the histogram bins. 

These are arranged within an 4𝑥4 grid containing 8 orientation bins each, returning an 

4 ⋅ 4 ⋅ 8 = 128 element vector. 

We will use the BoVW representation of these descriptor vectors to train a classifier for 

prediction. An outline for applying the BoVW classification algorithm proposed by 

Csurka et al. in [51] follows. A codebook is designed to split the descriptor space to 

distinguishable regions where the descriptors can be clustered as visual words. This is 

done by randomly sampling the descriptors 𝑓 from sub-images 𝑐 using the k-means 

algorithm, computing 𝑛 distinct vocabulary words (cluster centroids). The k-means 

algorithm is a popular unsupervised machine learning algorithm designed for clustering. 

Given a set of feature descriptors 𝑓1, 𝑓2, … , 𝑓𝑛, k-means clustering partitions the 

observations into 𝑘 clusters 𝑆1, 𝑆2, … , 𝑆𝑘, to minimize inter-cluster variance, computed 

as the sum of squares [74]. This minimization can be formalized as, 

 𝑎𝑟𝑔𝑚𝑖𝑛

𝑆
∑∑‖𝑓 − 𝜇𝑖‖

2

𝑓∈𝑆𝑖

𝑘

𝑖=1

=
𝑎𝑟𝑔𝑚𝑖𝑛

𝑆
∑|𝑆𝑖|𝜎𝑆𝑖

𝑘

𝑖=1

 , 

(84) 

where 𝜇 are the mean points in the cluster 𝑆𝑖. Iteratively, new features are assigned to 

the cluster where the squared distance to the mean is minimal, and the means for each 

cluster are updated for each step as 

 
𝜇𝑖
𝑛𝑒𝑤 =

1
𝑎𝑟𝑔𝑚𝑖𝑛

𝑆
∑ |𝑆𝑖|𝜎𝑆𝑖
𝑘
𝑖=1  

∑ 𝑓𝑖 ,

𝑓𝑖∈𝑆𝑖

 
(85) 

i.e., as the mean of all feature descriptors assigned to the cluster. When no new 

assignments of previously assigned feature descriptors need to occur, the k-means 

algorithm has converged. This should theoretically mean that all assignments of new 

feature descriptors will be clustered correctly within the corresponding group. The 

clustering thus provides an implicit unsupervised categorization which is exploited for 

explicit classification. This is done by letting the distances of feature descriptor vectors 

𝑓 to the cluster centroids 𝜇 be the classification features. These features are hence used 
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for training and testing the machine learning algorithm, combined with corresponding 

category labels. 

Classification is performed using the Naïve Bayes classifier, which is described by 

Lewis in [75]. Bayes’ theorem, 

 𝑃(𝑆 = 𝑆𝑖, ∀ 𝑖 ∈ {1,… , 𝑘}|𝑓) = 

𝑃(𝑓|𝑆 = 𝑆𝑖, ∀ 𝑖 ∈ {1,… , 𝑘})𝑃(𝑆 = 𝑆𝑖, ∀ 𝑖 ∈ {1,… , 𝑘})

𝑃(𝑓)
, 

(86) 

is ubiquitous in machine learning contexts. Here, 𝑃(𝑆 = 𝑆𝑖, ∀ 𝑖 ∈ {1,… , 𝑘}) simply 

denotes a classification definition of the probability of some 𝑆 belonging to a category 

𝑆𝑖, for all categories (clusters) 𝑆1, 𝑆2, … , 𝑆𝑘. Hence, 𝑃(𝑆 = 𝑆𝑖, ∀ 𝑖 ∈ {1,… , 𝑘}|𝑓) denotes 

the same probability given some feature vector 𝑓. Assume that the clustering of feature 

vectors is accurate. Then, the label denoting the class 𝑆𝑖 to which some 𝑓 belongs is 

simply the categorical cluster it belongs to. Since we do not know 𝑃(𝑆𝑖|𝑓) for some 

new 𝑓, this probability needs to be estimated from data. Assuming conditional 

independence on 𝑃(𝑓|𝑆𝑖), then 

 

𝑃(𝑓|𝑆𝑖) =∏𝑃(𝑓𝑛|𝑆𝑖)

𝑁

𝑛=1

, ∀ 𝑖 ∈ {1,… , 𝑘}, 

(87) 

and we can use this with eq. (86), giving us 

 𝑃(𝑆 = 𝑆𝑖, ∀ 𝑖 ∈ {1,… , 𝑘}|𝑓) = 

𝑃(𝑆 = 𝑆𝑖, ∀ 𝑖 ∈ {1,… , 𝑘})

𝑃(𝑓)
∏𝑃(𝑓𝑛|𝑆𝑖)

𝑁

𝑛=1

, ∀ 𝑖 ∈ {1,… , 𝑘} 

(88) 

which we can use with estimates of 𝑃(𝑆𝑖) and ∏ 𝑃(𝑓𝑛|𝑆𝑖)
𝑁
𝑛=1  to estimate 𝑃(𝑆𝑖|𝑓), 

 

�̂�(𝑆𝑖|𝑓) ∝ �̂�(𝑆𝑖)∏�̂�(𝑓𝑛|𝑆𝑖)

𝑁

𝑛=1

  

(89) 

Assuming we have a set of unlabeled sub-images, the next step is to label them as being 

part of one of the four previously described categories. While this is not a theoretical 

concern, this is implemented in a semi-automated fashion, labelling sub-images from 

the bounding boxes detected from a region detection algorithm (subsection 3.2.5), and 

saving them alongside a dataset of the corresponding labels.  

After we have labeled enough images to their respective categories, let 𝑐 = {𝑐𝑖} be the 

set of labeled sub-images and let the vocabulary 𝑉 = {𝑣𝑖} be the representative cluster 

centers, i.e., the mean descriptor vector for each cluster. Each description from each 

sub-image carries the label that corresponds to the closest cluster center. Let 𝑁(𝑣𝑖, 𝑐) be 
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the number of times the cluster center 𝑣𝑖 appears in a sub-image 𝑐. The Naïve Bayes 

classifier is then given by, 

 

𝑃(𝑆𝑖|𝑐𝑛) ∝ 𝑃(𝑆𝑖)𝑃(𝑐𝑛|𝑆𝑖) = 𝑃(𝑆𝑖|∏𝑃(𝑣𝑛|𝑆𝑖)
𝑁(𝑣𝑖,𝑐)

|𝑣|

𝑛=1

, 

(90) 

where 𝑃(𝑣𝑛|𝑠𝑖) is the probability of keypoint 𝑣𝑛 given 𝑆𝑖. Hence, a new unseen sub-

image is classified according to 𝑃(𝑆𝑖|𝑐𝑛). 

This concludes the theoretical foundation of the thesis. Next, we will describe step-by-

step implementation instructions.  
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4. Method 

So far, we have deliberately avoided describing in systematic detail how each of the 

algorithms above are used in the image processing pipeline. Instead, the focus has been 

on formal and mathematical details of the theory involved. In this section, we will give 

a brief overview of the implementation.   

4.1 Image pipeline 

In the final pipeline, the following sequence of operations are applied to each image to 

detect text regions and classify them. 

1) Each image is rescaled using a Gaussian pyramid, from their initial resolution of 

6000 × 4000 pixels to a 1500 × 1000 resolution. Illumination correction from 

subsection 3.2.3 is performed. 

2) Subsequently, for each image, an erosion from subsection 3.2.1 is performed to 

fill gaps where cell outlines may be blurred in the photograph.  

3) Afterwards, histogram equalization, and optionally normalization, are applied to 

the image to further rescale intensity and increase contrast between dark and 

bright areas.  

4) If the normalization is not applied, the background is removed using the double 

Gaussian band-pass filtering from subsection 3.2.3, in conjunction with the 

entropy-based threshold value. 

5) The morphological gradient from subsection 3.2.1 is computed as a mask of the 

normalized or background-removed image and the gradient is optionally 

binarized using Otsu’s optimal criterion from subsection 3.2.2. 

6) The grayscale image from 2) is used with the Phase Stretch Transform to 

compute a binary edge image. 

7) The edge image is morphologically closed, and the line detection algorithm 

retrieves a mask of line segments from the closed edge image.  

8) The mask of line segments is binarized, and subsequently dilated, to expand the 

fragmented lines to correspond to actual lines in the gradient mask from 5). 

9) For each activated pixel in the line mask – if the gradient mask is binary, the 

corresponding pixel in the gradient mask is set to 1. If the gradient mask is 

grayscale, set the corresponding pixel to the median of the 16 × 16-

neighborhood of the pixel. 

10)  From the original tricolor input image, segment sub-images from the 

coordinates of bounding boxes returned by some region detection algorithm. 

a. If the image is binary and connected components is to be applied, invert 

the image polarity, and dilate the white foreground. Then, apply 

connected components labelling to return bounding boxes. 

b. Else, if the image is grayscale, close the image to fill gaps in the 

background and perform MSER to return bounding boxes. 
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11)  Apply a grayscale transformation to the tricolor sub-image and enhance contrast 

using the histogram equalization method proposed in subsection 3.2.3. 

12)  At this point, we should start labeling sub-images according to which category 

they belong. An implementation of a labelling script can be found in subsection 

4.5.2. 

13)  Compute SIFT feature descriptors from the contrast-enhanced sub-images and 

add them to the k-means clustering. 

14)  Update the k-means clustering with the new feature descriptors to implicitly 

categorize the feature descriptors according to the number of clusters specified. 

15)  Iterate this process over the set of images  

16) After iterating over each image in the training set, train the classifier on the 

feature distances to the cluster centers, and the labels from the sub-images.  

17)  Provided enough training, the classifier predicts new labels for future sub-

images based on the feature vector representation from the BoVW. 

4.2 Experimental evaluations 

Subsection 4.1 provides a practical implementation which can fit inside an image 

processing pipeline. To produce the results for section 6 (Results), which are needed to 

evaluate the purpose of the thesis, a selection of experiments has been performed on 

different combinations of the steps above. 

4.2.1 Book segmentation  

To evaluate the results of the book segmentation, from observation we will define four 

categories. These are, 

▪ Images where the entire book is cropped. 

▪ Images where only one page is cropped. 

▪ Images where the segmentation fails completely. 

▪ Undefined results where the computation does not return a segment (defaults to 

no segmentation done). 

Applying the process to 2000 different images, the results are counted automatically, 

using the following heuristics, 

▪ If the cropped image width 𝐼𝑤 ≥  1000 and the cropped image height 𝐼ℎ ≥ 700,  

the full book has been detected. 

▪ If 𝐼𝑤 < 1000 and 𝐼ℎ ≥ 700, only one page is cropped. 

▪ If 𝐼𝑤 < 1000 and 𝐼ℎ < 700, the segmentation fails to recover the book. 

▪ Else, results are undefined. 

 

The results of this experiment give an indication of the accuracy of the book 

segmentation process. We will provide an analysis and discussion of these results in 

subsection 7.1. 
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Figure 15. A diagram outlining the algorithms evaluated for the processing and 

segmentation stages of the purpose. 

4.2.2 Image preprocessing 

The results for the two-stage illumination correction and contrast enhancement 

algorithm are evaluated from comparisons between different levels of preprocessing. 

Unprocessed images are compared with images after the illumination correction 

algorithm has been applied. We also compare images after histogram equalization, 

using the empirical- and non-central t-distribution cumulative distribution functions. A 

special metric is devised to indicate low image saturation posterior to image 

preprocessing. The average grayscale mean variance is computed globally by taking the 

variance along a flattened 1-D array of the image, and dividing this by the length of the 

grayscale range, 

 

𝑣𝑎𝑟𝑎𝑣𝑔 =
1

𝑁
∑

𝑣𝑎𝑟(𝑖𝑚𝑔)

255

𝑁

𝑖=1

 . 

(91) 

To evaluate the background removal algorithm, we use inspection as a qualitative 

metric. As noted, in the original paper by Vats and Hast the thresholding criterion is 

determined by Otsu’s method from eq. (18). We showcase two images where the image 

has been filtered according to the entropic threshold, and according to Otsu’s optimal 

threshold. The results from the image preprocessing are ultimately analyzed and 

discussed in subsection 7.2 

More images showing the same comparison are displayed in the appendix. 
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4.2.3 Edge detection and line detection 

To evaluate the edge and line detection, we propose a combination of a quantitative 

measure, the Canny criteria, as well as visual inspection of edge images and line masks. 

This allows us to discuss whether these criteria function as optimal criteria with regards 

to the purpose of edge detection in this thesis.  

In the paper on PST by Jalali et al. [30], three parameters are defined manually. This is 

the Gaussian low-pass filter, 𝜎, the phase warp 𝑊, and the phase strength 𝑆. Six 

different parameter sets for PST are evaluated. An article by Adrian Rosebrock [76] 

discusses an automatic approach to determine the optimal parameters of the Canny 

threshold. In the article, a wide hysteresis threshold on an 8-bit image is considered a 

range of 190 intensity values, i.e., between 10 to 200. Likewise, a tight aperture is 

considered a range of 25 intensity values, i.e, between 225 to 250. To give a fair 

comparison between Canny and PST, we will examine another six different parameter 

sets for Canny. To understand how the hysteresis threshold impacts edge detection in 

our image material, the Canny parameter sets constitute a uniform distribution of these 

thresholds. Finally, the results of this experiment are analyzed and discussed in 

subsection 7.3. 

4.2.4 Text region detection 

Two separate methods of text region detection are evaluated. The first is connected 

components labelling, CCL, the second is MSER. Notably, connected components 

labelling requires binarization of the image prior to labelling. This is accomplished by 

extracting the image foreground using the grayscale morphological gradient, then 

binarizing using Otsu’s optimal threshold criteria.  

First, we pick two images to evaluate. The images are purposely chosen from the 

dataset since there is a clear variation in the results between each of the preprocessing 

methods. More images where regions have been detected are displayed in the appendix. 

For intuition, we give a visual overview over the practical results of each preprocessing 

step before and after binarization. This showcases in fact how the actual images on 

which both CCL and MSER are applied look like. Afterwards, we provide cropped 

subsections of the chosen images after region detection has been applied using different 

preprocessing methods. Visual inspection of these images hence provides grounds for 

analysis and discussion about the results. This is provided in subsection 7.4. 

4.2.5 Text region classification 

To evaluate the classification process, 8411 sub-images were labeled manually using the 

labeling script in subsection 4.5.2. 80% of these labels are selected at random to be used 

in training the classifier, while 20% of them are used to test the classifier. Any sub-

image which yields no feature descriptor information (due to having no keypoints 
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detected) is discarded during the training process. The distribution of labels in both sets 

after irrelevant sub-images have been discarded are shown in table 1. 

Table 1. Distribution of labels in the dataset used for classification. 

 Undefined Machine-typed 

text 

Handwritten 

text 

Handwritten 

digits 

Training 

set 

914 1406 1580 1833 

Testing set 247 320 429 437 

 

After training the classifier using the training set, the testing set is used to predict new 

labels. The features are computed on grayscale sub-images where illumination has been 

corrected, and where contrast has been enhanced through histogram equalization. The k-

cluster values 128 and 256 are not chosen arbitrarily. 128 is the length of the SIFT 

feature descriptor vector, and 256 is the range of grayscale values in an image, which is 

implied to be the image degrees of freedom, as in eq. (40). The classification results are 

hence analyzed and discussed in subsection 7.5. 

4.3 Classification evaluation metrics 

Some metrics will be calculated to evaluate the classification results. These are the 

precision, recall and F-beta score metrics. First, the definition of a positive prediction is 

a prediction that a sample belongs to some class 𝑦. Similarly, a negative prediction is a 

prediction that a sample does not belong to 𝑦. An identity matrix can illustrate the 

relationship between true and false predictions.  

 

Figure 16: A diagram showing true and false predictions. True predictions yield the 

Boolean value 1, false predictions yield the Boolean value 0. 

Each metric provides an evaluation of the predictive ability over each class. For 

example, this means that the accuracy of the prediction can be calculated over all 

classes combined, but also for each class. 
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▪ The classification precision of some class 𝑦 is the ratio of true positive 

predictions to the total number of positive predictions, 

 
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =

∑𝑦𝑝𝑡𝑟𝑢𝑒
∑𝑦𝑝𝑡𝑟𝑢𝑒 + ∑𝑦𝑝𝑓𝑎𝑙𝑠𝑒

. 
(92) 

▪ The classification recall of some class 𝑦 is the ratio of true positive predictions 

to the number of true positive predictions plus the false negative predictions, 

 
𝑟𝑒𝑐𝑎𝑙𝑙 =

∑𝑦𝑝𝑡𝑟𝑢𝑒
∑𝑦𝑝𝑡𝑟𝑢𝑒 + 𝑦𝑛𝑓𝑎𝑙𝑠𝑒

. 
(93) 

▪ The classification 𝐹𝑏𝑒𝑡𝑎-score of some class 𝑦 is the mean of the recall and 

precision for some class 𝑦, weighted by some parameter 𝑏𝑒𝑡𝑎. In this thesis, we 

select the parameter 𝑏𝑒𝑡𝑎 = 1, such that 

 
𝐹1 =

𝑟𝑒𝑐𝑎𝑙𝑙 + 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛

2
. 

(94) 

 

Global metrics are computed by unweighted averages of each per-class metric results.  

Unweighted global metrics are often called macro scores, and we will follow this 

notation. 

4.4 Software libraries 

The programming language to build the image processing and classification pipeline 

was Python. The Python ecosystem has many software libraries that help with 

processing images and other data material. Some algorithms needed to be coded 

manually as they did not exist in any library API. For these algorithms, the following 

libraries were used to provide support for numerical computations, statistics, 

visualization and data management. 

▪ NumPy [77] 

▪ SciPy [78] 

▪ Matplotlib [79] 

▪ Pandas [80] 

Some libraries include pre-defined algorithms for data science and image processing, 

and provide I/O support for reading, displaying, and writing images. The libraries used 

for image processing and machine learning in this thesis were the following. 

▪ OpenCV [81] 

▪ Scikit-Image [82] 

▪ Scikit-Learn [83] 
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All libraries listed above, except for OpenCV operate under permissive BSD licenses 

[84]. OpenCV is licensed under the Apache 2.0 license, another permissive open-source 

license [85]. 

The Phase Stretch Transform is implemented from a script provided by the authors of 

the algorithm. This algorithm is patented under US law. The authors allow use for 

research purposes but use for commercial purposes requires a commercial license from 

the University of California, Los Angeles [86]. The software repository for this thesis 

includes the license accompanying the PST function in full. 

4.5 Data processing algorithms 

Working with many images requires a system for automating certain processes. Several 

algorithms were designed to process the image material and produce labeled data. This 

section will contain descriptions of some of them in case the reader wishes to 

implement the system to reproduce the results. 

4.5.1 Rescaling and rearranging 

The raw image material is divided into sub-folders labeled according to date and 

geographical region of the original tax records. In this folder structure, the images do 

not contain unique indices. Hence, to simplify the process of reading and writing image 

files, as well as to simplify manual inspection and arrange file names according to 

descending indices within the pipeline, a script is run to relocate the images to one 

folder. The structure of the script is as follows. 

▪ Set 𝑖𝑛𝑑𝑒𝑥 ← 1. 

▪ Initialize a Python generator object to yield a decoded 2-D array of unsigned 8-

bit integers, corresponding to the standard data type used in the OpenCV library. 

▪ Using the os-library in the Python Standard Library [87], a walk is performed 

through a directory containing subdirectories where images are located. In 

essence, a search is done in each subdirectory for new subdirectories returning a 

folder name and a list of file names with each file in the subdirectory. 

▪ For each file name in the list,  

o Join a path of the directory name and the file name and pass it to the 

generator object to yield a new image array. 

o A Gaussian pyramid is used in two iterations to rescale the image by a 

factor of two, resulting in a new image of size (1500,1000) from a raw 

resolution of (6000,4000).  

o The illumination correction algorithm described in subsection 3.2.3 of 

this thesis is applied to the image. 

o The image is written to a new directory with a joined path of the new 

directory name, a title consisting of a prefix (like “IMG_”) and 𝑖𝑛𝑑𝑒𝑥, 

and a file extension corresponding to a chosen image format (such as 

“.PNG”). 
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o Assign 𝑖𝑛𝑑𝑒𝑥 ← 𝑖𝑛𝑑𝑒𝑥 + 1. 

 

Subsequently, when working with 𝑛 images within the pipeline, a similar and very 

simple script can be used. 

 

▪ Define 𝑛, the desired number of images to process. 

▪ Assign 𝑖𝑛𝑑𝑒𝑥 ← 1. 

▪ Initialize a Python generator object to yield an image array from files given a 

path name. 

▪ While 𝑖𝑛𝑑𝑒𝑥 ≤ 𝑛, 

o Join a path, with (for example), the name of the directory containing 

rescaled images, the pre-determined prefix and 𝑖𝑛𝑑𝑒𝑥, and a chosen 

image format. 

o Yield an image from the generator by passing the path to the generator. 

o Pass the image to the pipeline and process it. 

o Optionally, write the processed image to a new folder with a new prefix, 

for manual inspection. 

o Assign 𝑖𝑛𝑑𝑒𝑥 ← 𝑖𝑛𝑑𝑒𝑥 + 1. 

 

This pattern is repeatable due to the simplicity of making new directories, and requires 

minimal input from the user, since the only user-selected parameters are image title 

prefixes, the parameter 𝑛, and the image format. Using Python generator objects for 

image processing is a memory-efficient way of reading and iterating over images since 

each image is loaded in turn, and the memory reference is dropped when the next image 

is yielded.  

4.5.2 Sub-image labeling 

A sub-image is essentially a bounding box 𝑏 from pixel coordinates (𝑥, 𝑦) → (𝑥 +

𝑤, 𝑦 + ℎ) where 𝑤 and ℎ are the width and height of a connected component with 

equivalences resolved. A bounding box can be present within another bounding box, but 

each bounding box may contain only one connected component. If a basic criterion 𝑐 is 

satisfied, 20 < 𝑎𝑟𝑒𝑎(𝑏) < 40000, then the bounding box is a sub-image which we will 

label. The script for this labeling is designed to be simple, fast, and easy to use.  

• First, load an image 𝐼 and apply the desired preprocessing (described in 

subsections 3.2.3 and 3.2.4), including binarization. 

• Load a dataframe from file, containing all labels previously labeled.  

• Perform connected components labeling and store the bounding coordinates of 

each connected component in an array. 

• Define 𝑖 as the # of labels already assigned and present in the dataset. 
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• For each connected component, 

o Let 𝑖 ← 𝑖 + 1. 

o Let 𝐼′ ← 𝑑𝑒𝑒𝑝𝑐𝑜𝑝𝑦(𝐼), such that changes to 𝐼 do not affect 𝐼′. 

o Let 𝑏 be a rectangular sub-image given by the values of the image 𝐼, 

using the initial x- and y-coordinates, as well as the height ℎ and width 

𝑤.  

o From 𝑏 = 𝐼[𝑥: 𝑥 + 𝑤, 𝑦: 𝑦 + 𝑤], draw a rectangular contour in 𝐼 

outlining the co-ordinates of 𝑏. 

o Crop 𝐼 around 𝑏 such that the width and height of the cropped image 𝐼𝑐 

are twice that of 𝑏. 

o Display the image and hold the script until user input. 

o On user input, update the dataframe. 

o Let 𝐼 ← 𝐼′. 

Figures 17 and 18 showcase the prompted display of the image and the terminal output 

at that point. 

 

Figure 17. A display showing the image of the book with a magenta rectangle indicating 

the position of the bounding box. 
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Figure 18. The terminal output where the user inputs the label corresponding to the 

bounding box shown in figure 17. 
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5. Data 

The image material that was used for this thesis was collected by the Department of 

Economic History at Uppsala university. The full dataset contains several thousands of 

images in 6000x4000 resolution, spanning over the years 1871, 1881, 1891, 1901, 1911, 

1921, 1941 and 1951. A small part of the material itself is already manually transcribed 

and used in research about the living conditions of Swedish citizens within different 

periods of time and the evolution of these conditions over longer periods of time. 

Importantly, this kind of tabular material is not one-of-a-kind. 

There are clear variations in the images between different years, notably in the 

document structure, as well as in the tint of the paper and the spatial properties of the 

book. There are also variations within each year, depending on which regions of 

Sweden where the records were recorded and kept. For this thesis, roughly 2000 images 

were collected, processed, and used. A few examples of these images can be found in 

figures 19.a-c).  

 

Figure 19.a) A sample image from the dataset.  
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Figure 19.b) A sample image from the dataset.  

 

Figure 19.c) A sample image from the dataset after shading correction.  

In outlier cases, text segments may be occluded. An example of this can be seen in 

figure 20.  
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Figure 20 Example of an image in the dataset where text and cell outlines are occluded 

by other objects. 

We opt not to exclude any images, despite containing information that is irrelevant for 

text detection purposes. Almost all images contain additional objects, such as hands, 

background grids, book weights, and so on, as can be seen in figures 19.a to 19.c). In 

general, the added complexity due to the material being photographs and not scanned 

image is a feature of the problem itself, even if this negatively impacts results. If we 

chose to exclude non-ideal images in the analysis, then since most images contain 

objects other than books, there would be very little material to work with. Another 

reason behind keeping these images is that these objects apply additional constraints 

that our algorithm should be able to deal with, i.e., the quality of the pipeline is 

evaluated beyond ideal input images. 

5.1 Difficulties in the image material 

We present a list of the factors that seriously complicate text segment detection and 

classification.  

▪ The images are photographed by hand. 

▪ The images are captured using flash photography, or with a light shining on the 

books from above the camera. 

▪ The lighting conditions are different between images. 

▪ The books are photographed at different angles between different images. 

▪ The books are photographed against different backgrounds. 

▪ The age of the books is different; hence different pages have different contents. 
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▪ The tint of the paper is different between different books in different images. 

▪ The handwriting is different between different authors. 

▪ The images contain foreground objects which are not books. 

▪ The books contain handwriting and machine-text, and also cell outlines. 
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6. Results 

6.1 Book segmentation 

The results of the book segmentation results are displayed in table 2.  

Table 2: The results for book segmentation 

 Entire book is 

cropped 

Only one page 

is cropped 

Segmentation fails Undefined 

results 

# 𝑠𝑎𝑚𝑝𝑙𝑒𝑠 951 729 179 111 

# 𝑠𝑎𝑚𝑝𝑙𝑒𝑠

# 𝑖𝑚𝑎𝑔𝑒𝑠
  0.4755 0.3655 0.0895 0.0695 

 

Examples of different segmentation results are displayed in figures 21.a) to 21.e). Over 

a sample size of 2000 images, roughly 47.6% were successfully segmented in the 

desired way, i.e., a segmentation of the entire book in one frame. Roughly 35.6% were 

segmented with only one page.  

Typically, the contour for the second half of the book was also detected in these cases, 

but the algorithm designed will simply return the largest contour it detects except any 

contour that might contain the entire original frame. A slightly more sophisticated rule-

based algorithm might use specific rules to detect results that segment only one page, to 

fuse together contours of pages detected within the same frame if both pages are 

detected. However, the best-case scenario would still only return roughly 83.2% 

correctly segmented books. An even better algorithm would simply return the original 

frame if rules detected that no book was segmented at all, hence not impacting 

subsequent stages of the pipeline. This would give segmentation results that function 

within a pipeline process, but the impact on subsequent stages would be equivalent to 

doing no segmentation at all.  
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Figure 21.a-e) From left to right, top to bottom, each image is an automatically cropped 

segmentation result from the segmentation process described in subsection 3.2.2.  
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6.2 Image preprocessing 

6.2.1 Illumination correction, contrast enhancement and background 
removal 

To evaluate the two-stage illumination correction and contrast enhancement algorithm, 

Table 3 displays the average image median and mean grayscale values, as well as the 

average mean variance. The average mean variance is a special metric designed to 

evaluate the histogram equalization tendency to oversaturate the images. Figures 22.a) 

to 22.f) display sample images without preprocessing and images bandpass-filtered to 

correct illumination. Figures 23.a) to 23.f) display sample images after applying the 

different versions of histogram equalization. 

Table 3: The average grayscale mean, median and variance values computed from 2000 

images in the dataset, before and after preprocessing. 

 No 

preprocessing 

Illumination 

corrected 

Empirical CDF Non-central t-

CDF 

Average 

grayscale mean 

127.54 124.80 133.40 156.26 

Median 

grayscale mean 

126.92 124.02 133.06 155.72 

Average 

grayscale mean 

variance 

8.32 2.29 21.91 8.04 
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Figure 22.a-f) Left-side images are without preprocessing and right-side are images 

bandpass-filtered to correct illumination. 
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Figure 23.a-f) Left-side images are sharpened images using the non-central t-

distribution, while right-side images are sharpened images using the empirical 

distribution. 

Eq. (46) and eq. (47), in subsection 3.2.3 compute the median entropy threshold 

𝐸(ℎ(𝐼[𝑥, 𝑦]))𝑀+1
2

 and the mean entropy threshold 
1

𝑀
∑ 𝐸(ℎ(𝐼[𝑥, 𝑦])𝑀
𝑖=0  over a range of 

images, rounded to three s.d.  

Table 4. The median, mean entropic threshold values used in the background removal. 

 Median entropy threshold Mean entropy threshold 

𝑀 = 1000 0.757 0.754 

𝑀 = 2000 0.753 0.753 
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Figure 24 displays a sample image where the background has been removed after 

contrast enhancement using the entropic threshold we propose. Figure 25 displays a 

sample image where Otsu’s optimal criterion is used instead. 

 

 

Figure 24. A sample image where background has been removed using the background 

removal algorithm in subsection 3.2.2, thresholding by the entropic threshold. 
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Figure 25. A sample image where background has been removed using the background 

removal algorithm in subsection 3.2.2, thresholding by Otsu’s method. 

6.2.2 Edge detection and line detection 

Figure 26 showcase phase edges returned by the Phase Stretch Transform, and figure 27 

shows the lines discovered in each edge mask. For all line images, the lines have been 

dilated for emphasis. Table 5 contains averages of the Canny criteria computed on the 

PST edge images. 

1) PST parameter set 1 

a. 𝜎 = 0.21, 𝑊 = 12.14, 𝑆 = 0.48 

2) PST parameter set 2 

a. 𝜎 = 0.21, 𝑊 = 14, 𝑆 = 1 

3) PST parameter set 3 

a. 𝜎 = 0.21, 𝑊 = 14, 𝑆 = 5 

4) PST parameter set 4 

a. 𝜎 = 0.21, 𝑊 = 80, 𝑆 = 5 

5) PST parameter set 5 

a. 𝜎 = 0.21, 𝑊 = 14, 𝑆 = 3 

6) PST parameter set 6 

a. 𝜎 = 0.21, 𝑊 = 14, 𝑆 = 50 

Table 5. Canny criteria computed on the edge images from the Phase Stretch Transform, 

for each parameter set. 
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 Average signal-to-

noise ratio 

Average 

localization error 

Max(SNR/LE) 

Parameter set 1 0.229 0.373 0.228 

Parameter set 2 0.289 0.496 0.261 

Parameter set 3 0.415 0.812 0.482 

Parameter set 4 0.398 0.737 0.436 

Parameter set 5 0.380 0.720 0.425 

Parameter set 6 0.421 0.780 0.375 

 

 

Figure 26: Edge images detected from the Phase Stretch Transform. In descending, 

row-wise order, the images are obtained using parameter set 1 through 6. 
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Figure 27: Line images computed from edges detected using the Phase Stretch 

Transform. In descending, row-wise order, the images are obtained using parameter set 

1 through 6. 
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Figures 28 and 29 showcase the gradient edges and the lines from edge masks, returned 

by Canny edge detection implemented in OpenCV. For all instances of Canny edge 

detection, the parameters were the following: 

▪ An aperture size 𝑎 = 3, and using the 𝐿1-norm, |
𝑑𝐼

𝑑𝑥
| + |

𝑑𝐼

𝑑𝑦
|, as in the default 

implementation in OpenCV. 

The following parameter sets were used in order to extract the Canny edge images. 

1) Canny parameter set 1  

a. Lower hysteresis threshold = 225 

b. Higher hysteresis threshold = 250 

2) Canny parameter set 2 

a. Lower hysteresis threshold = 180 

b. Higher hysteresis threshold = 240 

3) Canny parameter set 3 

a. Lower hysteresis threshold = 135 

b. Higher hysteresis threshold = 230 

4) Canny parameter set 4 

a. Lower hysteresis threshold = 90 

b. Higher hysteresis threshold = 22 

5) Canny parameter set 5 

a. Lower hysteresis threshold = 55 

b. Higher hysteresis threshold = 210 

6) Canny parameter set 6 

a. Lower hysteresis threshold = 10 

b. Higher hysteresis threshold = 200 

Table 6. Canny criteria computed on the edge images from Canny edge detection, for 

each parameter set. 

 Average signal-to-

noise ratio 

Average 

localization error 

Max(SNR/LE) 

Parameter set 1 0.110 0.174 0.075 

Parameter set 2 0.129 0.196 0.094 

Parameter set 3 0.149 0.220 0.119 

Parameter set 4 0.168 0.245 0.143 

Parameter set 5 0.188 0.271 0.207 

Parameter set 6 0.248 0.347 0.245 
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Figure 28: Edge images detected from Canny. In descending, row-wise order, the 

images are obtained using parameter set 1 through 6. 
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Figure 29. Line images computed from edges detected using Canny edge detection. In 

descending, row-wise order, the images are obtained using parameter set 1 through 6. 
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6.3 Region detection 

The results after each preprocessing procedure on one sample is displayed in figure 

30.a-i). In figure 31, the second image used for the evaluation is displayed. Higher 

resolution versions of other images with different results from subsection 6.3 can be 

found in the appendix. 

 

Figure 30.a) The input image where only illumination correction has been applied. 
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Figure 30.b) The input image where the image has been converted to grayscale and the 

t-distributed histogram equalization has been applied. 

 

Figure 30.c) The input image where the image has been sharpened by histogram 

equalization as in 30.b), and where the contrast normalization has been applied. 

 

Figure 30.d) The input image where the image has been sharpened by histogram 

equalization as in 30.b), and where the bandpass filter background removal has been 

applied. 
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Figure 30.e) The edges of the image in figure 30.b), found using the Phase Stretch 

Transform. 

 

Figure 30.f) The input image where the image has normalized as in 29.c), where lines 

have been detected from the edges in 29.e), and subsequently cleared. 
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Figure 30.g) The input image where the image has had its background removed, as in 

30.d), where lines have been detected from the edges in 29.e), and subsequently cleared. 

 

 

Figure 30.h) The image from 30.b) after finding the grayscale morphological gradient 

and thresholding using Otsu’s criteria.  
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Figure 30.i) The image from 30.c) after finding the grayscale morphological gradient 

and thresholding using Otsu’s criteria. 

 

Figure 30.j) The image from 30.d) after finding the grayscale morphological gradient 

and thresholding using Otsu’s criteria. 
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Figure 30.k) The image from 30.f) after finding the grayscale morphological gradient 

and thresholding using Otsu’s criteria. 

 

Figure 30.l) The image from 30.g) after finding the grayscale morphological gradient 

and thresholding using Otsu’s criteria. 
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Figure 31. The second input image under evaluation, where only illumination 

correction has been applied. 

6.3.1 Connected components labelling 

Figures 32.a-h) and 33.a-h) showcase the results of the connected components labelling 

on the images from figures 30.h-l) as well as the corresponding binary versions of the 

image from figure 31. The connected components found have bounding boxes marked 

in magenta. The results are cropped from interesting regions of the images to facilitate 

easier visual intuition for this subsection. Non-cropped versions of images with CCL 

detected regions are showcased in the appendix. 
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Figure 32.a-h) From left to right, top to bottom. Bounding boxes detected using 

connected components labelling for a.) Preprocessing with only histogram equalization, 

b.) Preprocessing with normalization with k=0.5, c.) Preprocessing with normalization 

with k=0.7, d.) Preprocessing with histogram equalization and normalization with 

k=0.5, e.) Preprocessing with histogram equalization and background removal, f.) 

Preprocessing with histogram equalization, background removal and clearing lines. g.) 

Preprocessing with histogram equalization, normalization with k=0.5 and clearing 

lines, h.) Preprocessing with only illumination correction. 
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Figure 33.a-h) From left to right, top to bottom. Bounding boxes detected using 

connected components labelling for a.) Preprocessing with only histogram equalization, 

b.) Preprocessing with normalization with k=0.5, c.) Preprocessing with normalization 

with k=0.7, d.) Preprocessing with histogram equalization and normalization with 

k=0.5, e.) Preprocessing with histogram equalization and background removal, f.) 

Preprocessing with histogram equalization, background removal and clearing lines. g.) 

Preprocessing with histogram equalization, normalization with k=0.5 and clearing 

lines, h.) Preprocessing with only illumination correction. 
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6.3.2 Maximally Stable Extremal Regions 

Figures 34.a-h.) and 35.a-h) showcase the results of MSER region detection on the 

images from figures 30.b) to 30.d), figure 30.f) and figure 30.g), as well as the 

corresponding versions of the image from figure 31. Magenta bounding boxes mark the 

maximally stable regions detected. The results are cropped from the interesting regions 

of the images to facilitate easier visual intuition for this subsection. Non-cropped 

versions of images with MSER detected sub-regions are showcased in the appendix.  

 

Figure 34.a-h) From left to right, top to bottom. Bounding boxes detected using MSER 

for a.) Preprocessing with only histogram equalization, b.) Preprocessing with 

normalization with k=0.5, c.) Preprocessing with normalization with k=0.7, d.) 

Preprocessing with histogram equalization and normalization with k=0.5, e.) 

Preprocessing with histogram equalization and background removal, f.) Preprocessing 
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with histogram equalization, background removal and clearing lines. g.) Preprocessing 

with histogram equalization, normalization with k=0.5 and clearing lines, h.) 

Preprocessing with only illumination correction. 

 

Figure 35.a-h) From left to right, top to bottom. Bounding boxes detected using MSER 

for a.) Preprocessing with only histogram equalization, b.) Preprocessing with 

normalization with k=0.5, c.) Preprocessing with normalization with k=0.7, d.) 

Preprocessing with histogram equalization and normalization with k=0.5, e.) 

Preprocessing with histogram equalization and background removal, f.) Preprocessing 

with histogram equalization, background removal and clearing lines. g.) Preprocessing 

with histogram equalization, normalization with k=0.5 and clearing lines, h.) 

Preprocessing with only illumination correction. 
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6.4 Text classification 

Examples of detected keypoints in various categories of images are displayed in figure 

36. The confusion matrices in figures 37 to 39 and the tables 7-9 showcase the 

classification results from computing the k-means clusters with 20, 128 and 256 clusters 

respectively. Corresponding results for different preprocessing methods are shown in 

the appendix. 

 

 

Figure 36. Keypoints detected in sub-images. At the top, keypoints are detected in a 

sub-image containing machine-written text. In the middle, keypoints are detected in sub-

images that contain handwritten text and handwritten digits. The sub-images at the 

bottom are “undefined” sub-images, where no textual information exists.  
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Figure 37. The confusion matrix showcasing the true labels row-wise and the predicted 

labels column-wise when k = 20 clusters. True positive predictions form the matrix 

diagonal. 

Table 7. Classification metrics computed from the confusion matrix in figure 37.  

 Global Undefined Machine-

typed text 

Handwritten 

text 

Handwritten 

digits 

Accuracy 0.51 - - - - 

Precision 0.58 0.75 0.60 0.56 0.40 

Recall 0.48 0.21 0.66 0.46 0.60 

𝐹1-score 0.49 0.33 0.63 0.51 0.48 
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Figure 38. The confusion matrix showcasing the true labels row-wise and the predicted 

labels column-wise when k = 128 clusters. True positive predictions form the matrix 

diagonal. 

Table 8. Classification metrics computed from the confusion matrix in figure 38.  

 Global Undefined Machine-

typed text 

Handwritten 

text 

Handwritten 

digits 

Accuracy 0.55 - - - - 

Precision 0.62 0.78 0.70 0.57 0.44 

Recall 0.53 0.28 0.68 0.50 0.67 

𝐹1-score 0.54 0.41 0.69 0.53 0.63 
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Figure 39. The confusion matrix showcasing the true labels row-wise and the predicted 

labels column-wise when k = 256 clusters. True positive predictions form the matrix 

diagonal. 

Table 9. Classification metrics computed from the confusion matrix in figure 39.  

 Global Undefined Machine-

typed text 

Handwritten 

text 

Handwritten 

digits 

Accuracy 0.56 - - - - 

Precision 0.60 0.68 0.70 0.54 0.47 

Recall 0.54 0.31 0.73 0.51 0.63 

𝐹1-score 0.55 0.42 0.72 0.52 0.54 

 

Tables and confusion matrices showing the results obtained from no preprocessing to 

the sub-images, and from applying the histogram equalization and the normalization 

effect to the sub-images, can be found in the appendix. 
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7. Discussion 

7.1 Book segmentation 

We see from table 2, in subsection 6.1, that the results of segmenting the book are 

underwhelming. It is not evident why this process does not work. But we can explore 

one typical failure. This is the case where the segmentation fails because the vertical 

crease between the two pages follows along the entire height of the book and is too 

wide to be impacted by morphological operations that attempt to dilate or open the 

foreground. See figure 40.  

 

Figure 40. The crease separating two pages has low value intensity over the entire 

height of the book. This leads to the two different pages being detected as two distinct 

contours. 

The problem with this kind of vertical crease arises first in the marker selection process. 

To binarize the image, we threshold over the saturation and value columns of the image 

HSV intensities. The thresholding will end up removing the pixels with low value 

intensity, which in this case will remove the fully connected crease. If the pixelwise 

width of the crease is too wide, then attempting to dilate the foreground to reconnect the 

pages will fail, because dilation creates new pixels only where the mask hits the original 

image. Figure 41 shows how this would still be a problem if the image were to be 

binarized from grayscale thresholds since this kind of crease will have a low grayscale 

intensity too.  
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Figure 41. The crease separating two pages has low grayscale intensity over the entire 

height of the book. This leads to the two different pages being detected as two distinct 

contours. 

Watershed segmentation is designed to flood the image causing overlapping or 

intersecting objects to segment from each other. However, the marker selection process 

will shrink objects in order to detect regional maxima in the foreground. If the pages are 

not connected to each other at all along the crease, they will shrink as separate objects, 

determining markers that will indicate that the flooding process should flood over the 

crease. This will generate at least one segmented contour for each page, contours which 

are not connected with each other. Then, the contour tracing algorithm will fail to detect 

both pages as one distinct contour. If the watershed labels indicate that the two pages 

consist of two different contours, there is no way for the contour tracing to recombine 

the contours to one page. Reconnecting these contours before the tracing is performed is 

a non-trivial problem. Hence, a possible way to continue improving this algorithm 

might be to determine some process that intelligently connects close contours in-

between watershed labeling and contour tracing. 

In this case, it is unfeasible to increase the morphological dilation mask size to very 

large sizes, even if that may work to connect pages in some images with fully connected 

vertical creases between pages. This is because it is possible that this yields poorer 

results on images where a lower mask size works as intended. A substantial portion of 

the work done as part of this thesis was spent on experimental attempts to determine 

appropriate mask sizes and hyperparameters. However, given the disappointing results, 

the book segmentation was not used for subsequent stages of the pipeline. Instead, the 

background removal algorithm presented in subsection 3.2.3 and illustrated in figure 24 

was implemented and evaluated instead. Given the lack of information with regards to 

whether book segmentation improves the detection of edge, line or region features in the 

image, we cannot conclude whether the cost of designing and implementing a more 

sophisticated rule-based system would be worthwhile. 
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7.2 Image preprocessing 

While there is a lot of image material to work with, the fact that there is no ground truth 

data for the purpose of evaluating image processing objectively, means that the results 

from the preprocessing pipeline are difficult to evaluate quantitatively. From table 3 in 

subsection 6.2.2, there are some approximately objective observations that can be made. 

First, we can note that the illumination correction will lower the grayscale mean and 

median slightly. However, the global grayscale variance is lowered significantly. From 

a theoretical perspective, this can be explained by the Gaussian filter convolution which 

implicitly provides a local Gaussian distribution of the input image. This distribution 

represents the mapping that is used to correct the original image. The low-pass Gaussian 

convolution will also suppress noise pixels significantly, which lowers local variance in 

the distribution image. The luminance mapping produces the new image from eq. (32), 

and the new image is hence significantly affected by both the local and the global mean 

variances of the distribution image. This motivates that the global variance of the new 

image will be much lower than the input image. 

Second, we note that the average mean and average median grayscale values of the 

images in the array increases with contrast enhancement using both versions of 

histogram equalization. This is expected due to the histogram equalization effect 

stretching out the grayscale values along the full grayscale range. However, using the 

empirical distribution function of the image histogram, we find the new average mean 

and median values are lower than from using the non-central t-distribution function. At 

the same time, the average global variance is much higher. The empirical distribution 

seems incapable of retaining local high-frequency features from the original input 

image. This motivates the high variance, and concretely, this enhances contrast more 

strongly and produces undesirable artifacts. All these effects are also found in the 

images displayed in figures 23.a) to 23.h).  

Intuitively, to equalize the histogram, the flexibility of being able to adjust the d 

parameter to capture the image mean within the t-distribution according to the image 

grey levels will yield a more even distribution of pixels within the regions where the 

pixel intensity distribution is higher or lower. Hence, it is more likely that a pixel will 

be shifted to a brighter or darker intensity while retaining local high frequency 

intensities, represented by the local maxima in figure 11. This motivates the t-

distribution capturing the contrast inherent between the document background and 

foreground, increasing the grayscale mean without increasing the variance and causing 

saturation. 

Figures 24 and 25 display book images after soft thresholding segmentation is applied. 

The purpose of the thresholding is to set the background of the image (i.e., the table 

surface and other peripheral objects), after binarization, to have the same intensity as the 

non-activated pixels of the book. This might give the illusion, for example, of a wide 

scanned page. This uniformity between the background and the book is intended to 

transform the photograph to be more like a scanned image. This is roughly achieved 
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because the mask yielded from the bandpass filter retains high frequency features while 

attenuating lower frequency features, as in the case of the illumination correction. These 

high frequency features include textual regions and cell outlines, whereas for the most 

part the background information consist of low frequency features. The low frequency 

features are masked away by the thresholding operations, and this is how the results 

from the background removal are achieved. With regards to the specific results 

displayed in figure 24 and figure 25, the entropic threshold criterion appears to scale the 

bandpass mask to retain even more high frequency features than Otsu’s criterion. It is 

unclear why this happens. These results are achieved beyond the image shown in figure 

24. More images where the background has been removed are displayed in the 

appendix. 

7.3 Edge detection and line detection 

The extensions of Canny’s criteria in eqs. (52) and (53) to 2-D edge images could not be 

found in the literature. Hence, no proof is presented that the crude extensions proposed 

in this thesis are indicative measures. All results from the edge- and line detection 

referred to are found in subsection 6.3. Experimentally, table 5 shows that the highest 

average localization error is found from PST parameter set 3, where 𝜎 = 0.21,𝑊 = 14, 

and 𝑆 = 5. From visual inspection of figure 26, the third image also contains the most 

amount of noise. This would follow from having the highest localization error. For each 

parameter set 1 to 5, there is a correlation between high localization error and noise in 

the corresponding edge images. Because of this correlation, we will assume that the 

extensions might indicate what they are supposed to.  

The point of evaluating these metrics is to determine whether the Canny trade-off, 

𝐸 = max(𝑆𝑁𝑅 ⋅ 𝐿𝐸), 

provides a useful criterion for good edge detection. In this context, good edge detection 

is determined by the ability of the edge image to provide a mask for line detection. 

Parameter set 3 also provides the highest mean 𝐸, and the third edge image in figure 26 

corresponds to a useful line mask in figure 27. Useful means detecting as many line 

segments as possible while detecting as few text segments as lines as possible. We also 

find that each of the parameter sets 1 to 5 provide useful line masks, but as can be seen 

in the values for sets 1 and 2, a lower value 𝐸 leads to more conservative line detection. 

Because we are primarily interested in line detection, we can accept some noise in the 

edge images. Unless there are major regions consisting only of noise, it is unlikely that 

noise pixels would be detected as being part of line segments by the line detection 

algorithm.  

The values from table 6 are generally a lot lower, and the corresponding Canny edge 

images in figure 28 contain much fewer line segments. It is only with a wide hysteresis 

threshold that Canny seems to be able to detect line segments, and even with the widest 

threshold it does not produce as nice line masks as most of the parameter sets examined 
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by PST. Something that is interesting from figure 28 is that as the hysteresis threshold 

widens, the textual edges seem to be detected first, before the algorithm proceeds to 

detect more line segments. This seems to indicate that the Canny approach indeed 

emphasizes step edges over other types of edge features, such as lines or ridges. It is 

unclear whether the poor line detection results obtained by the Canny approach could be 

corrected using even wider thresholds. It is also unclear whether a wider threshold 

would start introducing the detection of noise using Canny. The highest LE in Canny is 

measured with the widest threshold, which is still lower than the lowest LE using PST, 

found with parameter set 1, whose edge images do not carry much noise.  

It is important to remember that these metrics are computed over 1000 edge images and 

rounded to 3 s.d. to showcase the differences. Between the PST parameter sets 3, 4, 5, 

and 6, the differences in table 5 are very small. Visually, the difference between the line 

masks 3, 4 and 5 are also quite small. But the line mask from parameter set 6 is very 

different. Because of this, it is not straightforward to say that these metrics correspond 

to good edge detection. In fact, PST parameter sets 1 and 2 have lower values of 𝐸 than 

set 6, but produce much nicer edges images and line masks, for most purposes. If we 

allow a generous interpretation, from PST parameter set 6, we find that that a high SNR 

with a low LE produces undesirable edges. But this interpretation is a bit of a stretch 

considering the proof that these metrics can provide that kind of information is not 

evident. The only thing we can provide is that there is a correlation between high values 

of SNR and producing edge images with more edge pixels detected. There is also a 

correlation between high values of LE and producing edge images with more noise 

detected. The correlation does not seem to extend towards a high value of 𝐸 resulting in 

good edge detection, at least for the purposes of this thesis. 

7.4 Region detection 

Defining criteria for evaluating the region detection is non-trivial. Given the purpose of 

the pipeline process, a good detection algorithm should, if possible, detect as many 

textual regions as possible, while avoiding the detection of too many non-textual 

regions. For each image, there are usually anywhere between 100-1000 detected 

regions. Hence, it is a massive time sink to manually evaluate the impact of different 

preprocessing steps on region detection over a large number of images. Because of the 

practical space limitations of a thesis format, analysis by inspection carries the 

drawback of only being able to showcase a few images. 

Something to note is that connected components labelling is applied to binary images 

while the MSER algorithm we implement is applied to grayscale images. Accurate 

binarization is generally a difficult task, but this thesis has placed a lot of emphasis on 

document image binarization. Because of this, the results of the region detected may be 

biased towards connected components labeling, even if this bias is implicit. 

Specifically, much more effort has been spent on preprocessing for connected 
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components labeling than preprocessing for MSER detection. This might have an 

impact on the detection rate. 

The automatic preprocessing steps of our algorithm (described in the theory under the 

subsections 3.2.3 - 3.2.4) may smear or scrub information from the image, in turn 

causing overlaps or gaps, which might reduce performance. Specifically, MSER clearly 

underperforms at detecting text regions on normalized images and images where lines 

have been cleared. This is not surprising, since stable regions are hard or impossible to 

detect if the image is binarized or the grayscale values are very polar. At the same time, 

the results from figure 34.b), 34.c), 34.d), and figure 35.g) indicate that normalizing the 

image but leaving information such as the lines that outline cells often give overlapping 

results from MSER.  

Subsection 6.3 also introduce results where the region detection algorithms are applied 

to images where the preprocessing only includes illumination correction. From figures 

32.h), 33.h), 34.h) and 35.h), both MSER and CCL will function well without too much 

preprocessing. Comparable results are given when the only preprocessing is histogram 

equalization, as in figures 32.a), 33.a), 34.a), and 35.a). Meanwhile, figures 32.e) and 

32.f), where background removal, and subsequently line clearing, has been applied 

before CCL, there are more regions detected. This does not carry over to the next image, 

since 33.f) does not detect regions acceptably. Only applying histogram equalization, 

background removal, as in sub-images 32.e) and 33.e) yields the most accurate regions 

detected for CCL. While this might lead to a slight overprediction of regions, in 

practice, overpredicting regions is more tolerable than underpredicting since the later 

classification step will try to sort out non-textual regions. 

In general, a problem with region detection is that it is inherently difficult to 

quantitatively evaluate detected textual and non-textual regions. For example, given a 

handwritten text segment, such as a two-part name, first name and last name. Is the 

successful detection the one that finds the first name and the last name within the same 

component? Depending on further recognition processing, it might be more practical to 

extract one component for the first name, and one component for the last name, since a 

full name combination might be less frequent in a comparison dataset than the first 

name or last name individually. However, this might be less useful in a setting where 

handwritten text might be processed to segment individual characters for recognition, in 

which case the full name combination in one component might be more desirable. To 

determine whether a bounding box is correct, it is obvious that assumptions need to be 

made about the criteria behind correctness evaluation. Because of practical limitations, 

these requirements are beyond the scope of this thesis to deal with. 

7.5 Text classification 

All results discussed here can be found in subsection 6.4. The confusion matrices in 

figures 37 to 39 show some interesting results. For example, the bottom right quadrant, 

where both the true and the predicted labels are handwritten text and handwritten digits 
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have very similar prediction rates. It seems like the classifier has difficulty 

discriminating between these two categories. However, it seems like the classifier is 

better at discriminating that sub-images belong to either of these categories. The 

classifier also seems confused about undefined sub-images. It will often predict other 

labels where the true label is undefined. The inverse event happens very rarely. This is 

especially true when the cluster size is low. As the cluster size increases, the number of 

undefined regions predicted increases. Another interesting detail that we can discern 

from the confusion matrices is that machine-typed text is the category most accurately 

predicted. It is possible that the classifier, trained on visual words from SIFT keypoints, 

can discriminate between handwriting and machine-typed text.  

A theoretical justification for these results is that the SIFT feature vectors compute 

histograms of intensity gradient information. It is possible that the intensity gradient 

magnitudes and orientations of the keypoints in each feature vector is distinct enough 

for the classifier to discriminate between machine-text and handwriting. This would 

also explain the confusion of the classifier between handwritten text and digits. While 

handwriting sometimes overlaps cell contours, in general the height and width of the 

handwritten regions is bounded by the height and width of the cells. Often, handwritten 

text and handwritten digits typed by the same person carries similar information, such 

as having the same stroke width. This would yield a similar response in the gradient 

magnitude of the keypoints in the sub-images. Likewise, both handwritten text and 

handwritten digits are often written at a slight angle. The angle with which someone 

writes their letters and digits is often inconsistent, and this problem only gets worse 

between different authors. Hence, the gradient orientation response of each keypoint 

will yield less similar responses. This causes problems in learning feature profiles that 

discriminate between handwritten text and digits.  

However, machine-text in the taxation records is almost always printed with similar 

fonts. A machine-typed “a” will always look the same as another “a” if the same font is 

used. Because of this, machine-typed characters will contain very similar feature 

profiles, provided the sub-images containing them are similar. Of course, this is not 

always true. As with most results we analyze, this image material complicates things, 

because even machine-typed text will often be slanted given that the pages of the book 

are slanted. However, it is still possible that the feature descriptors from SIFT are 

significant enough for the classifier to learn a feature profile for machine-text. Another 

possible explanation is that, in general, the sub-images containing machine-text are 

smaller than the ones containing handwriting. A consequence of this is that the number 

of keypoints detected is smaller, and this could potentially provide a response in the 

training of the classifier.  

The confusion regarding undefined labels also has a theoretical explanation. In the data 

material, undefined results are sub-images that are detected but who do not contain any 

textual information. Since this categorization is very vague, these sub-images vary 

widely. Sometimes they carry more information than textual regions. Sometimes, they 
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carry almost no information at all. Because of this, it is possible that the classifier 

cannot learn a true feature profile for these regions. The tendency for the classifier to 

predict pseudo-randomly on undefined sub-images would be explained by this. 

Tables 7 to 9 also provide useful information about the classification metrics. Undefined 

has very high precision, which decreases as the number of clusters increases. This result 

is primarily due to the classifier predicting very few undefined samples with a low 

number of clusters. If undefined profiles are harder to detect, this means that the clusters 

corresponding to undefined labels will take longer to converge. Instead, computing the 

cluster centers will likely be dominated by more similar keypoints from other labels. As 

the results of tables 7 to 9 indicate, the domination of the more similar keypoints in 

forming the cluster centers is proportional to the number of clusters in the k-means 

clustering. This motivates why undefined labels are rarely predicted with few clusters.  

Because of this, and depending on the application, precision provides an interesting 

metric on undefined regions. While true positive undefined predictions are desirable, it 

might be less important than not predicting false positives. Any false positive undefined 

prediction might, in a practical scenario, lead to no further processing. Hence, if 

increasing undefined recall comes with decreasing undefined precision, this might be a 

bad trade-off. The inverse relationship exists for machine-typed text. Since the 

presumable future recognition processing of machine-typed text includes using some 

type of OCR engine on the sub-images, it is important to detect as many true machine-

text samples as possible. It is less important if false positive samples are detected as 

machine-text, since the OCR engine failing to find machine-text in a machine-text-

labeled sample is not a serious error. It is more problematic if true regions of machine-

text are not predicted correctly.  

For handwriting, precision and recall are equally important, hence the 𝐹1-score is an 

important metric. In a practical setting, a HTR engine might be able to recognize both 

handwritten digits as well as handwritten text. From table 8, we observe that from the 

429 samples of handwritten text, 394 of them are predicted as either handwritten text or 

digits. From the 437 samples of handwritten digits, 377 are predicted as either 

handwritten text or digits. If these will be used for the same future recognition process, 

then these could be combined to one class. This means that out of 866 samples, 771 

predictions would be correct true predictions of handwriting. This leads to a recall of 
771

866
= 0.89, a precision of 

771

1082
= 0.71, and a 𝐹1-beta score of 

0.89+0.71

2
= 0.8. These 

results are improvements from having distinct categories, but they are conditional on 

whether it in fact is proper to use only one label for both kinds of handwriting. 

It is also important to remember that this classifier is ultimately only trained on roughly 

5700 samples of sub-images. Given the very small scale of these sub-images and the 

correspondingly low number of keypoints detected in each, it might be reasonable to 

assume that these results might improve significantly by labeling more sub-images and 

training the classifier further.  
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8. Conclusions 

In this thesis, we have explored the possibilities of a top-down image processing 

pipeline that would be capable of both detection and classification of textual regions. 

Achieving this purpose was complicated by the fact that the image material used to 

evaluate the results contained complexities. These complexities were outlined in 

subsection 5.1. To deal with these complexities, the purpose of the thesis was split in to 

four research questions, each explored as an individual stage of the pipeline. The first 

two stages of the pipeline were developed to neutralize these complexities while 

avoiding the removal of interesting textual information. The second two stages of the 

pipeline were developed to achieve automatic text segmentation. The theories behind 

each stage are explained in subsections 3.2.3 to 3.2.6. We also examine the results of an 

attempt at segmentation and automatic cropping of the book prior to the image 

processing. The theory for this is explained in subsection 3.2.1. The results were 

unusable in the final pipeline system, and it is unclear whether the approach suggested 

can be improved significantly. Further work could attempt this segmentation using 

some other method.  

As is explored in subsection 2.2, the current state-of-the-art in handwritten text 

recognition Transkribus relies on user-input to correct and improve its segmentation and 

recognition results, and the recognition engine did not seem capable of distinguishing 

machine-text. The primary focus of the region detection and classification algorithm in 

this thesis was to achieve segmentation with correct textual categories, including both 

handwriting and machine-text, demanding as little user input as possible. From figures 

31 to 34, many similar results were obtained by performing region detection on images 

with different preprocessing. From the figures 31.e) and 32.e), it appears that 

preprocessing with histogram equalization and background removal yields successful 

region detection results. This would indicate that these should be applied before 

detecting regions using connected components labeling (CCL). However, analyzing just 

this sample of images is not enough to conclude that these results provide the most 

successful preprocessing combination. The problem with trying to fit qualitative results 

of this nature in a thesis format is that there are thousands of other images which 

showcase different interesting results that cannot be explored.  

In subsection 3.2.3, we introduce several preprocessing algorithms that aim to correct 

the problems caused by poor photography. In subsection 3.2.4, a line clearing schema is 

proposed to clean the image from cell outlines. We can conclude that the preprocessing 

proposed proves to be beneficial to text region detection, but also that region detection 

in some cases seem to work with the line clearing schema. However, it is not clear that 

we can conclude from the few images showcased in subsection 6.3 that the performance 

of region detection is improved from line clearing. Moreover, the results from 

subsection 6.3 do not indicate whether we should favor either CCL or MSER for region 

detection. More work needs to be done on determining appropriate preprocessing 

required for either algorithm, or which of these results would be more useful in a 
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practical setting. Further work in improving the detection results will require deeper 

analysis of the results obtained both using and not using a line clearing schema. This 

work might involve hyperparameter tuning or exploiting the edge image information 

more effectively. Most importantly, in order to evaluate region detection results, better 

criteria need to be designed since manual inspection does not provide sufficient proof to 

conclude about the impact different kinds of preprocessing might have. It is also 

possible to change region detection approaches completely, for example to try a neural 

network approach. This thesis has opted out of this but examining a different and more 

modern paradigm of computer vision can possibly be useful for this problem. 

An incidental result of this thesis is that the bandpass-filtering method we propose for 

illumination correction provides good correction of the local illumination variance 

while retaining high frequency information such as text and cell outlines. The histogram 

equalization method we propose for contrast enhancement provides good enhancement 

while retaining the low grayscale variance from the illumination correction. This two-

stage preprocessing method has a slight but inconclusive impact on text detection 

results but may be more useful in other settings, such as photographed document 

binarization. Future work may find uses for this algorithm in other categories of image 

analysis, beyond HTR. 

We show that defining text as objects bounded by regions containing features provides a 

useful way of dealing with the segmentation problem. This is because the feature 

descriptor approach allows for the categorization of different kinds of text, which a 

classifier might be capable of discriminating between. Blob features from SIFT appear 

to provide some feature profiles that distinguish machine-text from handwriting. These 

feature profiles do not seem to be discriminative between handwritten text and digits. 

Moreover, the undefined categorization does not seem to be learnable with blob 

features. It is unclear whether we can conclude that the scale of the sub-images affects 

classification results. We provide some discussion on the reasons why SIFT features 

might fail to discriminate between handwritten text and digits in subsection 7.4. It is 

possible that other feature types may carry more identifying information than blobs. 

Formulating a classification model similar to BoVW for features other than blobs, such 

as textures or lines, is an example of further work that may prove to be useful.  

The classifier was trained on 5573 sub-images and tested on 1433 sub-images. The best 

prediction scores were found when the Naïve Bayes-classifier was trained on feature 

distances to 256 clusters, using 20% of the data as testing data, and 80% of the data as 

training data. The macro scores for this classifier were an accuracy of 0.56, a precision 

of 0.60, a recall of 0.54 and an 𝐹1-score of 0.55. The category most successfully 

predicted was machine-typed text, with a per-class precision of 0.70, a per-class recall 

of 0.73, and an 𝐹1-score of 0.72. The difference in results between 128 and 256 clusters 

is small, and hyperparameter tuning might be able to find the optimal number of 

clusters. Labeling more training data might improve the results. Using a different 

classification algorithm than Naïve Bayes, such as Support Vector Machines, a Random 
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Forest classifier, or even neural networks, may also yield better results. For example, 

improved results using a Random Forest classifier are shown in the appendix. 

There are some more practical questions that should be examined. The image material 

evaluated in the thesis was not captured with future automatic recognition in mind. 

Investing in a book scanning device might improve the condition of the document 

images such that much of the preprocessing developed in this thesis is not necessary or 

performs differently. Changing how the image material is gathered, before any digital 

image processing is applied, will likely influence how successful segmentation and 

recognition could be. It is also possible that parts of this pipeline can be used in 

conjunction with a system such as Transkribus, with better effect than inputting raw, 

unprocessed images. Further work needs to be done to understand how the results of 

this thesis can be applied in a more general setting, and whether the algorithms 

proposed would be useful.  
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9. Appendix 

In the appendix, we show additional results including image material not shown in the 

main part of the thesis due to space concerns. 

9.1 Background removal images 

9.1.1 Entropic threshold 

 

Figure 42. An image with background removed using the entropic threshold. 
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Figure 43. An image with background removed using the entropic threshold. 

 

9.1.2 Otsu’s threshold 

 

Figure 44. An image with background removed using Otsu’s threshold. 
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Figure 45. An image with background removed using Otsu’s threshold. 
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9.2 Edge and line images 

9.2.1 Edge images from PST parameter set 3 

 

Figure 46. An edge image from PST parameter set 3. 

 

Figure 47. An edge image from PST parameter set 3. 
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Figure 48. An edge image from PST parameter set 3. 

 

Figure 49. An edge image from PST parameter set 3. 
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Figure 50. An edge image from PST parameter set 3. 

9.2.2 Line images from PST parameter set 3 

 

Figure 51. The corresponding line mask to Figure 45. 
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Figure 52. The corresponding line mask to Figure 46. 

 

Figure 53. The corresponding line mask to Figure 47. 
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Figure 54. The corresponding line mask to Figure 48. 

 

Figure 55. The corresponding line mask to Figure 49. 
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9.2.3 Edge images from Canny parameter set 6 

 

Figure 56. An edge image returned by Canny using parameter set 6. 

 

Figure 57. An edge image returned by Canny using parameter set 6. 
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Figure 58. An edge image returned by Canny using parameter set 6. 

 

Figure 59. An edge image returned by Canny using parameter set 6. 
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Figure 60. An edge image returned by Canny using parameter set 6. 

9.2.4 Line images from Canny parameter set 6 

 

Figure 61. The corresponding line mask to Figure 55. 
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Figure 62. The corresponding line mask to Figure 56. 

 

Figure 63. The corresponding line mask to Figure 57. 
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Figure 64. The corresponding line mask to Figure 58. 

 

Figure 65. The corresponding line mask to Figure 59. 
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9.3 Region detection results 

9.3.1 CCL without preprocessing 

 

Figure 66. A full image showcasing detected regions using connected components 

without preprocessing except binarization from the morphological gradient. 
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Figure 67. A full image showcasing detected regions using connected components 

without preprocessing except binarization from the morphological gradient. 

 

Figure 68. A full image showcasing detected regions using connected components 

without preprocessing except binarization from the morphological gradient. 
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Figure 69. A full image showcasing detected regions using connected components 

without preprocessing except binarization from the morphological gradient. 

 

Figure 70. A full image showcasing detected regions using connected components 

without preprocessing except binarization from the morphological gradient. 
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9.3.2 CCL with lines cleared 

 

Figure 71. The corresponding image from figure 65 with regions detected by connected 

components labeling after preprocessing with histogram equalization, background 

removal and line clearing. 
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Figure 72. The corresponding image from figure 66 with regions detected by connected 

components labeling after preprocessing with histogram equalization, background 

removal and line clearing. 

 

Figure 73. The corresponding image from figure 67 with regions detected by connected 

components labeling after preprocessing with histogram equalization, background 

removal and line clearing. 
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Figure 74. The corresponding image from figure 68 with regions detected by connected 

components labeling after preprocessing with histogram equalization, background 

removal and line clearing. 
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Figure 75. The corresponding image from figure 69 with regions detected by connected 

components labeling after preprocessing with histogram equalization, background 

removal and line clearing. 
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9.3.3 MSER without preprocessing 

 

Figure 76. The corresponding image from figure 65 with regions detected using MSER 

without any preprocessing. 

 

Figure 77. The corresponding image from figure 66 with regions detected using MSER 

without any preprocessing. 
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Figure 78. The corresponding image from figure 67 with regions detected using MSER 

without any preprocessing. 

 

Figure 79. The corresponding image from figure 68 with regions detected using MSER 

without any preprocessing. 
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Figure 80. The corresponding image from figure 69 with regions detected using MSER 

without any preprocessing. 

9.3.4 MSER with lines cleared 

 

Figure 81. The corresponding image from figure 65 with regions detected using MSER 

after preprocessing with histogram equalization, background removal and line clearing. 
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Figure 82. The corresponding image from figure 66 with regions detected using MSER 

after preprocessing with histogram equalization, background removal and line clearing. 

 

Figure 83. The corresponding image from figure 67 with regions detected using MSER 

after preprocessing with histogram equalization, background removal and line clearing. 
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Figure 84. The corresponding image from figure 68 with regions detected using MSER 

after preprocessing with histogram equalization, background removal and line clearing. 

 

Figure 85. The corresponding image from figure 69 with regions detected using MSER 

after preprocessing with histogram equalization, background removal and line clearing. 
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9.4 Additional classification results 

9.4.1 Classification without sub-region preprocessing 

 

Figure 86. A confusion matrix showcasing the true labels row-wise and the predicted 

labels column-wise when k = 20 clusters. True positive predictions form the matrix 

diagonal. 

Table 10. Classification metrics computed from the confusion matrix in figure 86. No 

preprocessing has been applied to the sub-images (except illumination correction). 

 Global Undefined Machine-

typed text 

Handwritten 

text 

Handwritten 

digits 

Accuracy 0.45 - - - - 

Precision 0.53 0.70 0.57 0.47 0.39 

Recall 0.42 0.14 0.52 0.60 0.41 

𝐹1-score 0.42 0.23 0.55 0.51 0.40 
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Figure 87. A confusion matrix showcasing the true labels row-wise and the predicted 

labels column-wise when k = 128 clusters. True positive predictions form the matrix 

diagonal. 

Table 11. Classification metrics computed from the confusion matrix in figure 87. No 

preprocessing has been applied to the sub-images (except illumination correction). 

 Global Undefined Machine-

typed text 

Handwritten 

text 

Handwritten 

digits 

Accuracy 0.51 - - - - 

Precision 0.57 0.72 0.61 0.47 0.46 

Recall 0.48 0.23 0.64 0.64 0.43 

𝐹1-score 0.49 0.35 0.62 0.54 0.44 

 



139 
 

 

Figure 88. A confusion matrix showcasing the true labels row-wise and the predicted 

labels column-wise when k = 256 clusters. True positive predictions form the matrix 

diagonal. 

Table 12. Classification metrics computed from the confusion matrix in figure 88. No 

preprocessing has been applied to the sub-images (except illumination correction). 

 Global Undefined Machine-

typed text 

Handwritten 

text 

Handwritten 

digits 

Accuracy 0.51 - - - - 

Precision 0.53 0.60 0.61 0.48 0.46 

Recall 0.48 0.65 0.65 0.59 0.45 

𝐹1-score 0.49 0.63 0.63 0.53 0.45 
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9.4.2 Classification with histogram equalization and normalization 

 

Figure 89. A confusion matrix showcasing the true labels row-wise and the predicted 

labels column-wise when k = 20 clusters. True positive predictions form the matrix 

diagonal. 

Table 13. Classification metrics computed from the confusion matrix in figure 89. 

Preprocessing with histogram equalization and normalization (beyond illumination 

correction) 

 Global Undefined Machine-

typed text 

Handwritten 

text 

Handwritten 

digits 

Accuracy 0.42 - - - - 

Precision 0.54 0.87 0.52 0.39 0.36 

Recall 0.40 0.06 0.57 0.54 0.42 

𝐹1-score 0.37 0.11 0.55 0.45 0.39 

 



141 
 

 

Figure 90. A confusion matrix showcasing the true labels row-wise and the predicted 

labels column-wise when k = 128 clusters. True positive predictions form the matrix 

diagonal. 

 

Table 14. Classification metrics computed from the confusion matrix in figure 90. 

Preprocessing with histogram equalization and normalization (beyond illumination 

correction) 

 Global Undefined Machine-

typed text 

Handwritten 

text 

Handwritten 

digits 

Accuracy 0.44 - - - - 

Precision 0.48 0.62 0.55 0.39 0.38 

Recall 0.43 0.14 0.71 0.46 0.42 

𝐹1-score 0.42 0.23 0.62 0.43 0.39 
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Figure 91. A confusion matrix showcasing the true labels row-wise and the predicted 

labels column-wise when k = 256 clusters. True positive predictions form the matrix 

diagonal. 

 

Table 15. Classification metrics computed from the confusion matrix in figure 91. 

Preprocessing with histogram equalization and normalization (beyond illumination 

correction) 

 Global Undefined Machine-

typed text 

Handwritten 

text 

Handwritten 

digits 

Accuracy 0.47 - - - - 

Precision 0.47 0.46 0.57 0.43 0.42 

Recall 0.45 0.19 0.68 0.48 0.47 

𝐹1-score 0.45 0.27 0.62 0.45 0.44 
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9.4.3 Classification using a Random Forest Classifier 

 

Figure 92. A confusion matrix showcasing the true labels row-wise and the predicted 

labels column-wise when k = 20 clusters. True positive predictions form the matrix 

diagonal. These results are achieved using a Random Forest classifier. 

Table 16. Classification metrics computed from the confusion matrix in figure 92, using 

a Random Forest classifier. Preprocessing with histogram equalization 

 Global Undefined Machine-

typed text 

Handwritten 

text 

Handwritten 

digits 

Accuracy 0.55 - - - - 

Precision 0.58 0.63 0.67 0.51 0.49 

Recall 0.54 0.36 0.63 0.57 0.58 

𝐹1-score 0.55 0.46 0.65 0.54 0.53 
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Figure 93. A confusion matrix showcasing the true labels row-wise and the predicted 

labels column-wise when k = 128 clusters. True positive predictions form the matrix 

diagonal. These results are achieved using a Random Forest classifier. 

 

Table 17. Classification metrics computed from the confusion matrix in figure 93, using 

a Random Forest classifier. Preprocessing with histogram equalization 

 Global Undefined Machine-

typed text 

Handwritten 

text 

Handwritten 

digits 

Accuracy 0.61 - - - - 

Precision 0.60 0.64 0.67 0.57 0.58 

Recall 0.60 0.45 0.78 0.56 0.55 

𝐹1-score 0.60 0.53 0.72 0.59 0.56 
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Figure 94. A confusion matrix showcasing the true labels row-wise and the predicted 

labels column-wise when k = 256 clusters. True positive predictions form the matrix 

diagonal. These results are achieved using a Random Forest classifier. 

  

Table 18. Classification metrics computed from the confusion matrix in figure 94, using 

a Random Forest classifier. Preprocessing with histogram equalization 

 Global Undefined Machine-

typed text 

Handwritten 

text 

Handwritten 

digits 

Accuracy 0.60 - - - - 

Precision 0.60 0.65 0.66 0.56 0.56 

Recall 0.60 0.48 0.81 0.57 0.53 

𝐹1-score 0.60 0.56 0.73 0.56 0.54 
 


