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Abstract

Deep morphological quantification and clustering of
brain cancer cells using phase contrast imaging

Jonas Engberg

Glioblastoma Multiforme (GBM) is a very aggressive brain tumour. 
Previous studies have suggested that the morphological distribution 
of single GBM cells may hold information about the severity. This 
study aims to find if there is a potential for automated 
morphological qualification and clustering of GBM cells and what it 
shows. In this context, phase-contrast images from 10 different GBM 
cell cultures were analyzed. 

To test the hypothesis that morphological differences exist between 
the cell cultures, images of single GBM cells images were created 
from an image over the well using CellProfiler and Python. Single-
cell images were passed through multiple different feature extraction 
models to identify the model showing the most promise for this 
dataset. The features were then clustered and quantified to see if 
any differentiation exists between the cell cultures.

The results suggest morphological feature differences exist between 
GBM cell cultures when using automated models. The siamese network 
managed to construct clusters of cells having very similar 
morphology. I conclude that the 10 cell cultures seem to have cells 
with morphological differences. This highlights the importance of 
future studies to find what these morphological differences imply for 
the patients' survivability and choice of treatment.
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Implementation av olika AI modeller för att studera hur 
hjärncancercellers utseende skiljer sig mellan patienter 

 

Glioblastoma (GBM) är den vanligaste formen av hjärntumör och är väldigt svårbehandlad. I 
nuläget är det praktiskt omöjligt att behandla effektivt. Trots bästa möjliga behandling 
återkommer cancern nästan alltid och färre än 3-5% överlever längre än fem år efter att ha 
testats positivt. På grund av detta anses GBM oftast vara den farligaste mänskliga cancern. 
Det är tydligt att mer forskning på GBM behövs för att kunna hitta mer effektiva 
behandlingsalternativ än de som finns idag. Ett sådant området att skapa bättre förståelse för 
vad cancercellernas utseende har för betydelse. Att lyckas skapa effektiva verktyg för att se 
hur GBM cellers utseende varierar mellan olika patienter skulle kunna vara en av 
pusselbitarna för att möjliggöra mer kategorisering av GBM och förhoppningsvis bidra till 
framtagandet av personliga behandlingsalternativ i framtiden.  

I detta projekt analyserades och utvärderades bilder på GBM kulturer från olika individer med 
hjälp av ett bildanalysverktyg, en rad olika AI-modeller av typen deep convolutional neuralt 
nätverk och olika evalueringsmetoder. Den här typen av neuralt nätverk används ofta för 
klassificering av bilder och segmenteringsuppgifter. Genom att skapa nätverk som återskapar 
indata samtidigt som den har en flaskhals så kommer nätverket lära sig att identifiera 
egenskaper som skiljer celler åt. Efteråt grupperas cellerna ihop till att tillhöra olika celltyper 
beroende på vilka egenskaper de har. Med en sådan modell går det att kringgå mänsklig 
kategorisering av GBM celler och därmed undvika bias. Att sedan använda en stor mängd 
bilder på individuella celler kan Målet med projektet var att se om vissa celltyper är vanligare 
i vissa patienter än andra. Celltyper kan vara allt ifrån att en mindre rund cellkropp, en 
utsträckt cell eller en cell med en eller flera utbuktningar. Det behövs i nuläget mer forskning 
på just detta område, specifikt studier kring hur GBM cellers individuella utseende och deras 
frekvens i tumören, som inte görs manuellt, har för betydelse. 

När modellerna utvärderades visade de sig kunna kategorisera GBM celler utifrån deras 
utseende väl och liknande celler kategoriserades ihop, som velat. Den bästa modellen visar 
också på att patienter har olika grad av celltyperna, vilket tyder på att det finns variationer 
mellan patienter något som trycker på vikten av fortsatta studier inom det här området 
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AI Artificial intelligence 

FBR  Full Blackout of non-segmented Region  

GBM  Glioblastoma 

PBR  Partial Blackout of non-segmented Region 
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1 Introduction 

Deep morphological quantification and clustering of brain cancer cells using phase contrast 
imaging is a master thesis project in the master’s program in Molecular Biotechnology 
Engineering at Uppsala University. 

Glioblastoma (GBM) is the most common and aggressive brain tumour (Carmo et al. 2013). 
Despite treatment such as surgery, radiotherapy and temozolomide the median survival is no 
longer than 12-14 months. GBM is characterized by rapid and aggressive development and a 
high inter- and intra- tumour heterogeneity (Carmo et al. 2013). Gaining a deeper 
understanding of the cellular morphology of GBM could help our understanding of the 
disease and may provide more options for the development of personalized treatments. 

It remains critical to find new approaches of categorising tumours for more efficient 
individual treatment. One such way that requires more studying is through observing the 
composition of individual cells morphology within a tumour and its effect on tumor 
pathogenesis. While many studies only look at intra-tumour heterogeneity, this study tries to 
get an insight of both inter-and intra-tumour heterogeneity of GBM using image data of 
single cells from multiple cell cultures and automatically categorizing them using an 
automated autoencoder approach. To date, there exists very little knowledge about the Inter- 
and intra-tumour heterogeneity of GBM.  

This project was conducted with the help of the Rudbeck Laboratory in Uppsala as they 
provided access to multiple time-lapse image series of adherently grown GBM cell cultures 
that were generated from 10 different cell cultures coming from the Human Glioblastoma 
Cell Culture Resource (Xie et al. 2015). From visual inspection of the image data 
morphological and textural differences are noticeable and can be seen between different cell 
cultures, as well as differences between individual cells stemming from the same cell culture, 
see Figure 1.  

 

Figure 1. Image showing part of a phase-contrast microscopy image used as in the study and highlighting the vast 
morphological differences that exist between the GBM cells stemming from the same cell culture 
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Studies have found evidence that GBM cells exhibit dissimilar morphologies in vitro even 
when originating from one patient when viewed under a phase-contrast microscope 
(Machado et al. 2005, Soeda et al. 2015). Through manual investigation, one study found 
three major morphological appearances for a glioblastoma cell culture (Machado et al. 2005) 
while another study also observed two cell type differences. Small rounded cells, fusiform 
cells, and dendritic-like cells are examples of which cell types were observed (Grippo et al. 
2001). 

Compared to previous studies this study aims at fully automating this quantification instead 
of using either descriptive quantifications or manual counting. This has the potential to 
circumvent any bias about what cell types are expected as well as finding potentially more 
subtypes compared to what previous studies have found. Automating these quantifications 
could allow for much quicker analysis. As previous studies have shown very compelling 
results when using AI for cancer detection, even outperforming professionals (McKinney et 
al. 2020), the potential of this study if implemented correctly could be huge for the evaluation 
process of GBM tumours severity in the future. 

Deep convolutional neural networks can infer very complex features of image data. By 
training such a network to try to replicate its input and using a bottleneck the network will 
learn to extract the most important features for distinguishing between cell types. By applying 
such a network to all images, a cell-type proportions per cell culture can be measured. This 
project was performed to try to get a deeper understanding of the composition makeup of the 
different cell cultures. It provided an opportunity to create and evaluate different 
morphological feature extraction models to see what meaningful information can be 
extracted. 

2 Background 

2.1 Dimensionality reduction 

Much of real-world data, like images, has a high dimensionality which is a problem when 
trying to visualize and interpret a meaningful understanding from it (Tr T). Dimensionality 
reduction techniques play an important role in data science by trying to solve this issue by, as 
the name suggests, reducing the dimensions of the high dimensional data by filtering out 
redundancies keeping the most relevant variables from the original dataset benefits a lot in 
downstream tasks by removing redundancies (Sorzano et al.). 

Classical methods such as PCA have been used with success in different fields of science for 
instance bioinformatics (Melit Devassy & George 2020). Other, newer methods have 
emerged that instead look to reduce higher dimensional data in a nonlinear fashion. One such 
technique is t-distributed stochastic neighbor embedding (t-SNE). t-SNE has shown, in some 
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cases, better performance than those produced by linear methods such as PCA for a variety of 
different data sets ( Maaten et al. 2009). 

Compared to t-SNE, another dimension reduction technique UMAP has shown superior run 
time and the ability to preserve more of the global structure of the data (McInnes et al. 
2020a). This makes the algorithm able to scale to significantly larger data set sizes compared 
to what is possible with t-SNE. The creators even called it “viable as a general-purpose 
dimension reduction technique for machine learning” for its good scaling and high-quality 
embeddings produced. It has already seen widespread use in the fields of bioinformatics and 
machine learning (McInnes et al. 2020b). 

Feature extraction is a form of dimensionality reduction technique involving removing 
redundancies within high dimensional data, such as image data, and explaining it in an 
informative, non-redundant interpretation (Sarangi et al. 2020). There is no universal or exact 
definition of what constitutes a feature, but often refers to some interesting part in the image. 
It may be specific structures in the image such as objects, edges or points. These features may 
carry with them complimentary attributes like edge orientation (Canny 1986). 

2.2 Deep Learning 

Artificial intelligence (AI) is an intelligent machine with a perception of an environment and 
only one goal, to take actions to maximize their chance of success at this goal (Bini 2018). AI 
has already surpassed human performance in several domains, and there is hope that AI can 
be used in many different healthcare and medicine applications to allow for better detection, 
diagnosis and treatment of diseases (Fogel & Kvedar 2018, Shaban-Nejad et al. 2020). 

Machine learning and Deep learning can be seen as a subset of AI techniques, for example, 
neural networks, that learn representations of data with multiple layers of abstraction. The 
learning can broadly be categorized as supervised or unsupervised. Unsupervised deep 
learning approaches aim to reconstruct the input data, often after having been compressed 
through to a low-dimensional space. Supervised learning approaches aim at maximising some 
performance on annotated data, often through classification or regression (Moen et al. 2019). 

Self-supervised learning is a type of unsupervised learning method that does not require 
labelled data. It instead learns to represent the data and evidence suggesting that these 
representations can have a good generalisation of the data and therefore be suitable for using 
prior to downstream tasks such as clustering (Tsai et al. 2021). As the purpose of the 
unsupervised learning method is to gain a representation of the data rather than constructing a 
flawless reconstruction, the performance metric is usually not of interest (Weng 2019). 

To handle large datasets of unstructured data the Artificial Neural Networks (ANN) was 
created. An ANN tries to mimic nature by behaving much like neurons with dendrites going 
in many directions. It is not uncommon to see ANN networks with up to 100 layers being 
used, hence the name deep learning (Bini 2018). 
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Deep neural networks often require fewer parameters to solve the same problem as a shallow 
network even though it is theoretically possible to do it in just one layer (Poggio et al. 2017). 
With this amount of layers, an ANN can tackle and master very complex tasks (Bini 2018). 

To reduce the number of possible weight adjustments having to be made during the training 
process a convolutional neural network (CNN) can be used. This leads to a much more 
efficient use of weights when working with image data as the weights can be shared across all 
receptive fields that share that filter (Dong et al. 2019).  Compared to other non-CNN’s the 
convolutional layer has many different inductive biases, instead of focusing on shapes and 
contrasts rather than the absolute values of the input (Gunasekar et al. 2019). CNN’s have the 
ability to be translation invariant (Semih Kayhan & van Gemert 2020). 

2.3 Autoencoder 

An autoencoder is an unsupervised ANN with a well-shown ability to perform non-linear 
transformation for dimensional reduction and is composed of the following parts: Encoder, 
bottleneck and a decoder (Dong et al. 2019). The encoder performs multiple linear and non-
linear transformations while reducing the dimensions encoding in multiple steps. The middle 
layer, also called the bottleneck layer, is where the low dimensional encoding passes through 
after dimensional reduction by the encoder while being at its most compressed. The decoder 
part increases the dimensionality of the encoding. In many cases, the number of input neurons 
equals the number of output neurons (Bengio et al. 2014). 

The autoencoder aims to perform these transformations with as little distortion as possible. 
As the output of the bottleneck layer can be used to construct a full representation of the input 
data, it can be considered as a full representation of the data (Bengio et al. 2014).Using an 
autoencoder as a feature extractor by extracting the output of the bottleneck layer has shown 
great success in generating an abstract feature representation of image data (Meng et al. 
2017). 

2.4 Siamese Network and redundancy-reduction loss function 

A Siamese neural network consists of two identical ANNs, each capable of reconstructing the 
input vector into a hidden representation. The two networks work parallelly in tandem and after 
a forward propagation, they compare their outputs using some loss function (Chicco 2021). 

Siamese network face collapsing problem i.e., when all outputs collapsing to a constant. 
Bootstrap Your Own Latent (BYOL) prevents this collapse by letting the two twin networks 
be modified to introduce some asymmetry. This is done by adding a ‘predictor’ network before 
calculating the loss which is asymmetrically updated based on the learning. The asymmetric 
property of learning prevents it from collapsing (Niizumi et al. 2021). 
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BARLOW TWINS (Zbontar et al 2021) have proposed a unique loss function allowing for 
minimization of the redundancy between the components of feature. This loss function 
measures the difference between the cross-correlation matrix created by outputs of two 
identical networks that are trained in parallel on a Siamese network structure and an identity 
matrix. Using two differently distorted versions of a sample as input for the two identical 
networks and penalizing high loss-value allows for minimization of redundancy between the 
compared feature vectors. The parameter λ is used to quantify how much redundant information 
between samples within a batch is penalized (Zbontar et al. 2021).  
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3 Material and methods 

3.1 Available dataset 

The dataset used in this project came from my supervisor and consisted of 57600 phase-contrast 
microscopy images from different ten different cell cultures. Each cell culture was diluted into 
five different cell concentrations before plating. These 50 plates were then photographed hourly 
for six days straight resulting in a total of 7200 images. This had been replicated eight times 
resulting in 57600 images in this dataset. I also had access to segmentation data for all the 
images. 

3.2 Constructing dataset of individual cells from time-lapse image series 

With the help of a Cellprofiler pipeline to identify individual GBM cells in the dataset 
explained in 3.1, and a python script to crop out individual images for each cell a new dataset 
containing 10 000 images was created. 

The CellProfiler pipeline worked by obtaining each individual cell's location in the form of a 
coordinate from the individual images from the dataset explained in 3.1 was set up and run on 
the entire dataset. The base of this pipeline was provided by Carolina Wählby (2020), but 
parameter tuning was needed as the provided pipeline did not extract smaller cells well for this 
dataset. With the coordinates and the phase-contrast microscopy images, phase-contrast images 
with less than 100 locations marked as potentially containing a cell body were iteratively 
scanned through, extracting a 128x128x1 image centred around the cell body, excluding any 
cells where this region overlapped with the edge of the original image. 

From this, a collection of only 10000 images of individual cells were used as the main dataset 
for this project, because of slow transfer speeds to Google Colabs servers limiting the number 
of images. These 10000 images all came from randomly selecting images coming from the first 
hour after plating in order to better represent the true cell concentration better, as manual 
observation indicated that the number of cells seem to grow quite rapidly after some time. Only 
choosing images from the first hour also avoided any issues that may arise from having the 
same cell from multiple time-points in the dataset used for the feature extracting models. 

3.3 Setting up an autoencoder network 

Using the Keras library a Python implementation of the U-Net architecture with removed 
skip connections was used as an autoencoder. The encoder accepts any size one channelled 
image and downscaling it 256 times. When using the previously mentioned dataset of 
128x128 images this resulted in a feature vector of 64 features. The mean squared error was 
used as the loss function with Adam as the optimizer with a learning rate of 0.01 and a batch 
size of 128. The full network structure of the autoencoder can be found in Appendix A. 
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3.4 Setting up a Siamese neural network 

A simple convolutional network for the feature extraction was created by having multiple 
instance convolution layers followed by max-pooling 2D layers followed by dropout layers to 
reduce the number of features. To reduce these features further into a one-dimension feature 
vector, necessary for the loss function, a global average pooling layer was added as well as a 
dense layer reducing the feature vector into a set amount of features, as well as batch 
normalization.  

A Siamese model was created by first initializing two copies of one instance of this simple 
convolutional network and letting the two convolutional networks share weights during 
training, as shown in Figure 2. Each copy was constructed to receive one of the image pairs 
and outputs a feature vector of 128 features. The loss function from Barlow Twins was 
implemented in TensorFlow Python as their implementation was only available in PyTorch. 
During training, the two generated feature vectors go through the implemented loss function. 
After training, the trained instance was extracted from the Siamese network structure, enabling 
access to the output feature vectors 

 

Figure 2: Representation of implemented Siamese network. An image pair consisting of one original and one distorted 
image which is fed through two copies of a convolutional neural network reducing it down to a small feature vector. The loss 
of the model is calculated by comparing the feature vectors by a loss function using Empirical cross-correlation. 

3.4.1 Creating input pairs for Siamese neural network 
As an input consisting of an image pair is required for the Siamese network, a python function 
was implemented for efficiently creating a large number of these pairs. The first image of the 
pairs was a copy from one of the 10000 extracted cells, and the second image was a distorted 
copy of the first. The distortions used were random rotation of 90 degrees, random flipping 
(vertical and horizontal), and a mild Gaussian blur with random intensity from the OpenCV2 
library. Only 90 degrees rotations were considered as any aliasing in the image could be too 
destructive, as well as any shift or shearing because of the possibility of any high contrast lines 
appearing.  
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The Tensorflow API Keras includes an image data augmentation tool which could have been 
useful but as the input shape consists of two different copies of the same image the 
implementation was considered to be unnecessarily difficult. This does have the limitation of 
only restricting the number of image pairs to a finite number before training, instead of 
continuous alterations throughout training epochs. 

A further potential improvement to the augmentation was also performed to give more focus 
to the cell of interest. Here the individually cropped cell images were paired with a matching 
cropped segmentation. As the cells were centred in the image any other cell bodies could be 
removed from the segmentation by removing any non-connected region. If an image consisted 
of overlapping cells this was an issue as a much larger region would be included in the 
segmentation region. 

As the segmentation was not perfect, and the cell of interest sometimes had some of its parts 
outside the segmentation a dilation using a circle with size 5x5 pixels was performed. Using 
this segmentation two different approaches to improve the augmentation was done. Both 
approaches included the same previous augmentation steps: random rotation of 90 degrees, 
random flipping, and a mild Gaussian blur with random intensity, as well as a unique step for 
each method. For the first method, this was Partial Blackout of non-segmented Region (PBR). 
This means to change all the intensity values within a random squared region in the augmented 
image to 0, except for any pixels within the dilated segmentation region. This can be seen in 
Figure 3. In the second approach, this method instead is a Full Blackout of non-segmented 
Region (FBR). This included all values outside the dilated segmentation region, which were 
also changed to a value of 0. 

 

Figure 3. Figure showing how image 1 and image 2 in the image pair are when using PBR and FBR distortions. 

3.5 Testing data on models 

Parameter testing of the Siamese model was conducted to find models with a good ability to 
extract features corresponding to some morphological feature of the cells. Three different 
values of the trade-off parameter λ were tested to see what value works well with this dataset. 
For comparison, λ = 5·10−3 has been shown to produce the best result in other use cases 
(Zbontar et al. 2021). Zbontar et al used large feature vectors for their Siamese model 
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training the importance of different feature set sizes was also tested to evaluate its potential 
effect on performance. A batch size of 128 was used for all models because using higher 
values resulted in the allocated RAM running out leading to the Python instance crashing. 
Zbontar et al emphasise that their model works well with batch sizes as small as 256, which 
is larger than the batch size used. Using a batch size of 128 did however seem to work well 
on the type of data used in this study. Models using input pairs where the distorted image 
went through PBR as well as FBR was also tested.  

No model adjustments were done on the autoencoder after successful set-up, as the U-Net 
architecture has been well tested and was considered to be good enough. All models were run 
on a Tesla K80 on Google CoLab server with 12,69 GB of RAM, with a learning rate of 
0.001 for about one hour each. The full list of models with what parameters were tested can 
be found in table 1. 

During the training phase of the models no regards were taken to try to adjust for the 
unbalanced data set in regard to the images cell culture, origin of concentration of 
morphological similarity. The 10000 previously mentioned images were used without any 
adjustments or consideration to this unbalanced nature. 

Table 1: Parameters tested for models trained in a Siamese network using Barlow Twins loss 
function. 

Model 
name 

Number of 
features 

Value of λa Segmentation 
typeb 

A 128 0.01 None 

B 128 0.1 None 

C 128 0.005 None 

D 32 0.01 None 

E 128 0.1 PBR 

F 128 0.01 PBR 

G 128 0.005 PBR 

H 128 0.01 FBR 

a λ value used in the loss function from BARLOW TWINS (Zbontar et al 2021). 

b Type of blackout done during distortion to one of the images of the image pairs. 
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The classic way of testing a network's performance by comparing the loss value when testing 
it on a test-set was not an option for the network trained in a Siamese model nor the 
autoencoder. The loss only reflects the network's ability to extract independent features 
corresponding to the image and not the cell's morphology. It also depended on batch size and 
the number of features used, which makes comparisons very difficult. The performance of the 
networks was instead estimated by two different methods. The first was by performing a 
visual inspection of a UMAP visualizations containing 2000 randomly selected feature sets to 
see if the UMAP embeddings managed to separate the feature sets into visible groups 
containing similar features. Using an interactive visualization, the feature sets and their 
corresponding image could be visually checked to see if the groups forming contain images 
of cells with morphological similarities. 

All these models' performances were also tested by training two random forest classifiers to 
predict information about the feature vectors corresponding images. It would have been 
interesting to evaluate the models against the predictions between different time-steps. 
However because of the amount of movement that cells experienced between the 1 hour time-
steps this did not seem optimal. Instead, the classifiers were trained to predict information 
about the origin of the image. The first classifier was trained to predict what cell culture the 
feature vectors corresponding image came from. The second classifier was trained to predict 
what cell concentration the image was subject to at the time of imaging. For both random 
forest classifiers, 6000 feature vectors were used for training, and 1500 were used for testing. 
A high prediction score against cell culture of origin could give indications of high similarity 
between features of the same cells. This could be because of successful morphological feature 
extraction or maybe cell cultures having different lighting conditions. A high prediction score 
of cell concentration the image was subject to at the time of imaging could indicate that some 
of the features contain information about the number of cells in the image, which is not of 
interest in this study. 

3.5.1 Morphological analysis of cell cultures 
The model trained in the Siamese network showing the best performance capability was 
further used for the analysis of cell composition per cell culture as well as the autoencoder. 
These two models were run and trained on a Tesla K80 on Google CoLab server with 12,69 
GB of RAM for three hours each. 

Two different approaches of clustering were tested: Density-based spatial clustering as well 
as probability distribution model Gaussian mixture. For making this clustering 
computationally possible the feature sets were reduced further to only 2 dimensions using 
UMAP.  

For density-based spatial clustering, the HDBSCANs DBSCAN method was used. Leaf was 
used as a cluster selection method. A minimum sample size of 10 and a minimum cluster size 
of 220 was settled on to try to include many data points while limiting the number of clusters 
to 11. The Gaussian mixture model was imported from the sklearn library. The number of 
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components (clusters) was set to 11, to allow for better comparisons to the density-based 
clustering. For all other parameters in the Gaussian mixture model, the default values were 
used. 

The distribution of different cell types (clusters) was analysed for each cell culture for both 
clustering approaches. A visual inspection of what images appeared in each group for further 
understanding of what actual cell morphology differences there are in the cell cultures. The 
visual inspection also serves the purpose of making sure that the data has not gotten mixed up 
during one or multiple previous steps. 
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4 Results 

The extraction of individual cells from the phase-contrast microscopy images resulted in some 
cell cultures and cell concentrations being more favoured by the extraction than others resulting 
in an uneven dataset. This was very noticeable for the cell concentrations where cells imaged 
at a lower concentration showed a significantly higher appearance than ones with higher 
concentrations. The autoencoder feature extractor and the feature extractor trained in a Siamese 
network model with modified loss function were both successfully implemented using the 
TensorFlow library in Python. The loss function used for the Siamese network was also 
successfully implemented, giving the same results as the available PyTorch implementation. 

4.1 Random Forest classifier’s ability to predict features from images. 

4.1.1 Autoencoder 
A random forest classifier trained the feature sets of 6000 images and tested on the feature 
sets of 1500 images coming from the autoencoder model produced a confusion matrix that 
indicate problems in its ability to distinguish between cell cultures, see Figure 4A. The values 
in the matrix represent number of images that were classified as a certain cell culture and its 
true cell culture. 

This classifier achieved a Cohen’s kappa value of 0.083. The colour gradient is the proportion 
of predicted cell cultures per true cell culture to give a better indication of prediction 
accuracy, as the dataset size across cell cultures is not even. High prediction accuracies seem 
to come from cells originating from cell culture 3 and 8. The classifier seems to perform 
many misclassifications between the cell culture 4 and 8. Cell culture 9 seems to be the most 
miss classified cell culture, where the classifier often predicts it coming from cell culture 4 
instead. The ability to predict correct concentration also seems high, see Figure 4B, Cohen's 
kappa = 0.19, with better accuracy coming from images with a smaller difference in plated 
cell concentration. This confusion matrix also highlights that the datasets were very 
unbalanced both between concentrations, but also between cell cultures, where some cell 
cultures see a lot more representation in the confusion matrices.  
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           A                 B 

 
Figure 4. Two confusion matrices showing the prediction results a random forest classifier got with default parameters when 
using 7500 features (80% training set, 20% test set) against true metadata. A: Metadata containing which cell culture the 
feature sets corresponding image was extracted from. B: Metadata containing which concentration of cells a plated cell had 
at the time of imaging. On the axis 0 represents the lowest cell concentration and 4 represents the highest cell concentration. 

The random forest classifier showed 29.8% accuracy when predicting the correct cell culture 
and 43.5% accuracy when predicting what cell concentration, it came from at the time of 
imaging when using feature sets coming from the autoencoder network.  

A random forest classifier always predicting the most common class would get a cell culture 
accuracy of 15,5% and a concentration accuracy of 42,4%. The most common cell culture is 
cell culture 8 and the most common concentration is concentration 2. Comparing this to when 
using the full image data, a very slight improvement was observed, as seen in Table 2. The 
prediction accuracy was higher for both classifiers when predicting against concentration.  

Table 2: The mean prediction accuracy of a random forest classifier when training on 6000 features and testing on 1500 
features. 

Origin of input data 
for the random 
forest classifier 

Accuracy when 
predicting cell 
culture (TP/N) 

Accuracy when 
predicting 
concentration 

Raw image data used 0.2755 0.4295 

Feature sets coming 
from Autoencoder 

0.2987 0.4353 

 

4.1.2 Models trained in Siamese neural network. 
Large fluctuations in the learning rate and final loss-value appeared when training the 
Siamese model. Table 3 shows the performance after training and testing a random forest on 
the different models extracted feature sets. Model A, B and C, where all parameters except 
the loss functions lambda value were changed showed very little difference in prediction 
accuracy. All three models showed a significantly higher accuracy value for cell culture 
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prediction compared to when using the autoencoder or raw data and slightly higher for cell 
concentration accuracy. 

Table 3: The mean prediction accuracy of a random forest classifier when training on 6000 features, and testing on 1500 
features for different models. Each model is an instance of the convolutional network explained in 2.3 Setting up a Siamese 
network, with a unique set of parameters (see Table 1). 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

a λ value used in the loss function from BARLOW TWINS (Zbontar et al 2021).  

b Type of blackout done during distortion to one of the images of the image pairs. 

The Siamese model showed varying results in its ability to produce features with a high 
correlation to the origin of its corresponding image. The Model G and H, using PBR and FBR 
respectively, both showed very poor accuracy in the random forest classifier, when predicting 
cell culture and concentration. Even lower than when using the full image directly into the 
classifier. 

The cross-correlation matrix produced by a random forest classifier trained on the best 
performing model, which was model B, showed better predictions than the one produced by 

Origin of 
Input data for 
the random 
forest 
classifier 

Number 
of 
features 

Value 
of λa 

Segmen
tation 
typeb 

Accuracy 
when 
predicting 
cell 
culture 

Accuracy 
when 
predicting the 
concentration 

Model A 128 0.01 None 0.458 0.486 

Model B 128 0.1 None 0.463 0.488 

Model C 128 0.005 None 0.445 0.486 

Model D 32 0.01 None 0.463 0.484 

Model E 128 0.1 PBR 0.137 0.396 

Model F 128 0.01 PBR 0.136 0.395 

Model G 128 0.005 PBR 0.117 0.374 

Model H 128 0.01 FBR 0.134 0.385 
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the autoencoder, see Figure 5A, with a Cohen's kappa value of 0,37. This far outclasses the 
performance of the autoencoder. 

This model also does not distinguish between cell culture 0 and 3 very well. Model B also has 
the highest misclassification for cell culture 9, just like the autoencoder. Overall, the matrix 
shows a much clearer diagonal line, indicating less misclassifications, which is supported by 
the higher prediction accuracy, see table 3. 

                            A                                   B 

   
Figure 5. Two confusion matrices showing the predictions of a random forest classifier with default parameters when using 
7500 features (80% training set, 20% test set) against true metadata. A: Using metadata containing which cell culture the 
feature sets corresponding image was extracted from. B: Using metadata containing which concentration of cells a plated 
cell had at the time of imaging. 

Slightly better classification accuracy was also seen between the predicted and true 
concentrations. The misclassifications also show a significantly larger probability of 
misclassifying images with similar concentration origins, Figure 5B. Model B also had a 
significantly higher Cohen's kappa compared to the autoencoder when predicting 
concentration of origin than the autoencoder, with a value of 0.20. 

4.2 UMAP visualization of extracted feature sets 

The UMAP visualizations of 2000 feature sets extracted from the autoencoder and model B 
can be seen in Figure 6. Both models shown have been trained for 5 hours of training on 7500 
images/image pairs using a Tesla K80. The UMAP representation from the autoencoder shows 
one large structure with some deformations with no clear protrusions. No clear clusters can be 
observed at all, see Figure 6.A. These are not promising results and indicate that UMAP has a 
hard time distinguishing between data points extracted from the autoencoder. Some minor 
localisations are visible when looking at individual cell cultures within the cluster, as shown in 
Figure 6.A. Red data points seem to be more localised towards the lower right and barely appear 
in the upper region of the Figure which indicates that some differentiation exists between the 
cell cultures. 

         A               B 
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Figure 6. 2000 random feature sets from 2000 images plotted using the dimension reduction technique UMAP from 128 
features to 2. Data point colour depending on what cell culture the image comes from. A: Model: Autoencoder, feature 
reduction: 64 to 2 B: Model: Model B. Feature reduction: 128 to 2. 

Model B's UMAP representation, using a Siamese network for training, produces a few 
protrusions and a couple of segregated groups in the projection, see Figure 6B. The colour of 
the data points represents what cell culture the image came from. Most data points are still 
within the large structure and not distinguishable. The formed groups do seem to correlate with 
colour, especially the green group at the bottom left of Figure 6B. Analysing these data points 
showed these images in the green group as being blank and not containing any cell within the 
image.  

Similar UMAP projections were obtained for the other Siamese models not using any 
segmentation data for augmentation, which can be found in Appendix B. The Siamese models 
trained with PBR and FBR had even less separation compared to the ones without, indicating 
that PBR and FBR were too destructive for the model to be efficient for distinguishing between 
cells. 

The UMAP projection of the feature sets from the autoencoder and model B, where a darker 
shade represents a lower cell concentration in the original image can be found in Appendix C. 
Here the autoencoder appears to have no major separation between clusters depending on 
plated cell concentration, but some regions seem to have larger fractions of higher or lower 
concentration. Especially the feature set on the lower left where there appears to be a higher 
occurrence of cells with lower plated cell concentration. For model B there does seem to be 
some similarities between data points colour and their location. Especially in the group in right 
region 

4.2.1 Clustering of feature sets using DBSCAN 
The DBSCAN clustering showed varying results when applied to the feature sets after 
UMAP dimension reduction for the autoencoder model and Model B, see Figure 7. The 
coloured data points represent different clusters of cell types. One exception is the grey data 



27 

 

points that instead represent features where DBSCAN did not manage to cluster. Both models 
have 11 clusters labelled as ‘Cell type’. The number of data points not assigned to clusters 
were 46,0% for the autoencoder and 44,5% for model B, indicating model B having more 
data points that are easier to cluster. For the autoencoder, the clusters do have spatial relation 
to the UMAP projection but no clear separation from each other. In model B many islands in 
the projection are not clustered together, even though they appear to be separated in the 
UMAP projection. 

              A          B 

   
Figure 7: UMAP projection of feature sets coming from the autoencoder model and model B with their assigned cluster from 
DBSCAN clustering. Gray data points correspond to feature sets not assigned to any cluster. 

In Figure 8.A the frequency distribution of different cell types in different cell cultures for 
Model B is shown. There is a large difference in how often different cell types appear in each 
cell culture. Cell type 0 seems to be very common in all cell cultures, making up about 30-
50% of the total number of identified cell bodies. Cell type 1 almost exclusively appears in 
cell culture A, B and C. Cell type 2 has a high frequency in cell culture E, with some 
appearance in cell culture B and H. The frequency of clustered cell types from the 
autoencoder can be seen in Appendix D.  

Cell types and their distribution in the cell cultures - DBSCAN 
             A                          B 

 

 

 

 

 

 

Figure 8: A: The bar chart shows the proportions of different cell types in each cell culture from a sample of 7500 images, 

predicted after DBSCAN clustering of UMAP dimensionality reduced feature sets coming from model B. Cell types in the 
bar chart are ordered in descending order, where cell type 10 is at the top and cell culture 0 at the bottom. B: A 
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visualization of what images have their corresponding feature sets in the same cluster. Feature sets come from model B. 10 
randomly selected feature sets from the 11 cell types clustered by DBSCAN are shown. 

A visualization of a small sample per clustered cell type from model B can be seen in Figure 
8.B. What can be noted is that the average image intensity does not seem to be solely the 
determining factor of which group an image was clustered into, which is promising. There 
appears to also be some morphological homogeneity within the cell types. A similar 
visualization for the autoencoders prediction can be found in Appendix D. 

Cell type 0 notably appears to contain images with clear visual artefacts and no cell body 
present. Cell type 1 appears to contain images with one large circular cell body with little to 
no cells present in the background. Cell type 2 seems to contain cells with protrusions in any 
direction with another nearby cell. Cell type 3 seems to contain small uniform cells with little 
to no background activity in the form of other cells or noise. Cell type 4 and 5 are very 
similar and contain one single high contrast cell. Cell type 6 contains cells that usually have a 
clear protrusion with little presence of other cells in the background. Many of the cells in Cell 
type 7 contain larger cells that are out of focus. Cell types 8,9, and 10 seem to contain very 
large cells with complex structure with no clear similarities within the groups. 

4.2.2 Clustering of feature sets using Gaussian mixture model 
Clustering the two-dimensional UMAP representation of feature sets with a gaussian mixture 
model generated a spread-out distribution when visualizing it as a UMAP projection. The 
results projection of model B’s clustering can be seen in Figure 9, where 11 clusters exist 
labelled as ‘Cell type’. All data points are assigned to a cluster compared to when using 
DBSCAN, resulting in no grey points being present in the projection. The data points of 
individual islands often get categorized as many different labels. Note that an island exists 
under the legend in the Figure. 

 

Figure 9: UMAP projection of feature sets coming from model B with their assigned cluster from a gaussian mixture model. 

The distribution of clustered cell types in each cell culture when using a gaussian mixture 
model presents a promising distribution of cell types per cell culture, see Figure 10.A. There 
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appears to be much difference between the cell cultures. Some cell types appear very 
commonly in all cell cultures while some have a much higher prevalence in only one. To note 
is that cell type 6 is very uncommon in all cell cultures. 

Cell types and their distribution in the cell cultures – Gaussian mixture model 
             A                      B 
 

 

 

 

 

 

Figure 10: A: The bar chart shows the proportions of different cell types in each cell culture from a sample of 7500 images, 
predicted after a gaussian mixture model clustering of UMAP dimensionality reduced feature sets coming from model B. 
Cell types in the bar chart are ordered in descending order, where cell type 10 is at the top and cell culture 0 at the bottom.         
B: Visualization of what images have their corresponding feature sets in the same cluster. Feature sets coming from model 
B. 10 randomly selected feature sets from the 11 cell types clustered by a gaussian mixture model are shown. 

There appears to be much homogeneity between the cell's morphology when looking through 
each cell type, see Figure 10.B. As with the DBSCAN clustering, one cluster contains cells 
that are distorted with high levels of artefacts. There also appears to be a grouping of images 
with lines going through them (Cell type 6), which was not seen using DBSCAN clustering. 
The clustering also seems to be able to group feature sets of cells that are stretched out (group 
4 and 5). Cell type 0 and 2 seem to contain groups where any other cells are present. Cell 
type 3 appears to contain circular cell bodies.   

Cell type 0,1, and 2 all contain messy images with no very clear distinction between the 
types. Cell type 3 appears to contain large circular cell bodies, where most images reflect just 
one large cell body with little to no other cell activity surrounding the centred cell. From the 
10 randomly selected images the group cell type 4 contains only cells with single or multiple 
prolongation in any direction. Cell type 5 and 6 seem to contain only images that contain 
distinct visual artifacts in the form of scratches somewhere within the frame. Images where 
the artifact is centred CellProfiler has incorrectly identified this artifact as a cell. Cell type 7 
contains mostly a collection of small cells clumped together in a quite odd formation where 
no individual cell structure can clearly be identified. The other type of visual artifacts: ripples 
in the medium, are present in cell type 8. However only four out of the ten selected images 
have these ripples, making this group rather unstructured and messy. Cell type 9 and 10 
contain quite large cells with or without any protrusions. Cell type 10 have images which 
appear to be less in focused and with fewer other cells around it. 
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5 Discussion 

5.1 Comparing methods  

All implemented methods had significant issues predicting the cell culture of origin and 
concentration of origin, neither resulting in an accuracy higher than 50% in either prediction. 
As of now the reason for this is unknown but could be because of several factors that include: 

1) The cells in the cell cultures are very heterogeneous in all cell cultures, making no one 
morphology highly present for each cell culture. This would explain why a CNN would have 
a hard time learning this information. 2) The issue is very complex and finding good features 
requires the addition of more weights for a CNN to master. This does not seem like a very 
probable answer as the networks did have quite a lot of weights, but even more sophisticated 
models like a pre-trained ResNet50 could be implemented for potentially improvements 3) 
Bad implementation of the models. For the Siamese model, the level of distortion done to the 
image pairs is critical for learning non-redundant information. improving this by adding more 
distortions like random cropping might result in better predictions. 

The random forest classifier using the autoencoders feature sets showed a very low prediction 
accuracy and did not seem to result in any substantial improvement over raw image data 
when analysing the cross-correlation matrix. This may have been a result of any of the 
previously listed factors but also the bottleneck not having a big enough dimensionality 
reduction. Another possibility is the lack of rotational invariance, possibly resulting in vastly 
different feature expression from GBM cells with similar morphology but different rotations. 
There exist methods of introducing rotation invariance into autoencoders exist (Kuzminykh et 
al.), but was disregarded in favour of a Siamese model. Siamese models are usually 
motivated when limited data exist, which was not the case in this study. Because of the new 
well-performing loss function explained in BARLOW TWINS (Zbontar et al 2021), this 
model was chosen.  

5.2 Homology within cell types 

Finding features per image that have a high correlation to its origin is a very hard task and the 
choice of clustering method appears to give a substantial difference in which images were 
clustered together, indicating that the extracted feature sets are hard to cluster. This is 
supported by the UMAP representation which shows one large structure with only smaller 
deformations. 

The DBSCAN clusters generated from the autoencoders feature sets visually have 
similarities. The cells in focus are usually very different within a cell type but the 
concentration and location of all cells in the image are often similar. This indicates that the 
autoencoder extracts information about the whole image rather than storing information about 
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the cell which is not surprising and one of the reasons using another feature extraction 
method was proposed and executed.  

Using the Siamese model for feature extraction using DBSCAN clustering generated a lot 
more morphological homology within each cell type. It successfully managed to cluster 
images with visual artefacts, such as cells being out of focus and non-cell regions together. 
The appearance of this suggests that even with a bad dataset false positives can still be 
filtered out automatically without manual inspection. There are however abnormalities, and 
many clusters have cells that do have larger differences compared to the other cells. Even 
though most centred cells have similar morphology the two uppermost cells in Figure 8.B , 
cell type 7 have very clear homology differences. All four figures in that cell type do have at 
least one small high contrast cell nearby, suggesting that this nearby cell is the reason these 
are clustered together rather than the centred cells' respective morphology. 

Using a gaussian mixture model for clustering resulted visually in a much higher degree of 
morphological similarity between the cells. Compared to using DBSCAN this model also 
seems to include more rotation variants of each cell type. For example, cell type 6 contains a 
very sharp culture going in different directions, taking up different amounts of the image but 
are still clustered together. 

5.3 Morphological analysis of cell cultures 

A lot of variation exists between the number of different cell types in the cell cultures. Only a 
few will be explored here as this variation is very different. Looking at the cell distribution by 
Model B when using the Gaussian model for clustering we can see that cell culture D and cell 
culture G are the two cell cultures with the biggest difference compared to the other cell 
cultures. Cell culture D has a high expression of Cell type 4, which are cells with large 
prolongations. Looking at the data, this does seem to correspond well as many cells have 
large protrusions in that cell culture. 

Comparing the raw images of cell culture D and G does seem to correspond well with the 
cells present there. Cell culture D has many cells with clear long protrusions while cell 
culture D has cells with shorter protrusions which supports what the clusters indicate. These 
cell types do still appear in the other cell cultures, but visually cell culture D and cell culture 
G have a much more homogenous makeup of these types. Most other cell cultures contain 
many small circular cells, which are probably dead cells, while cell culture D and G do not. 

5.4 The use of PBR and FBR 

The results from the Random Forest prediction when adding PBR and FBR during distortion 
in the Siamese model showed very poor performance. Even though every image is 
individually pre-processed by normalizing its intensity to introduce higher contrast and 
hopefully improve the learning performance of the networks (Koo & Cha 2017). The sharp 
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cultures introduced by the PBR and FBR could be too destructive for the task with this 
amount of data. I still believe that using segmentation data to somehow highlight the region 
of interest for the CNN is vital to get a good representation of the morphology from the 
feature extractor and not a representation of the complete image. A potential solution, not 
tried in this study, includes setting the background value to the average image intensity as the 
contrast between foreground and background would be less. 

5.5 Difficulty working with this data 

The dataset used was very large, and less than 1% of the original data was used for cropping 
out individual cells. Finding better ways of extracting large amounts of cells without false 
positives and processing the data computationally efficiently could result in a much larger 
and efficient usable individually cropped image dataset. 

The process of evaluating the end result is also difficult as there is no ground truth. By only 
having manual inspection as the best method for evaluating the end result becomes a very 
difficult challenge. There are for example other clustering methods, such as spectral 
clustering which could potentially perform very well for this dataset. As the evaluation step is 
difficult, what method works best becomes very hard. This task requires many steps to being 
well-executed, from having uniform lighting when imaging, uniform cell concentrations, 
good single-cell extraction to reduce the number of false positives as well as well-executed 
feature extraction and clustering. Working with this number of diverse steps also requires a 
well thought out pipeline to avoid mix-up of cell origin which is vital for the final steps. 

5.6 Future work 

The work within this area is far from done, with more rotationally invariant feature extraction 
methods tested coupled with different clustering methods I am certain more convincing and 
morphologically homogeneous results could be achieved. First, by having access to more 
computational power more data could be used from start till finish. This project implemented 
quite harsh data reduction which probably could be worked around with more computation 
power. Implementing a method for determining the number of clusters, using for example 
consensus clustering, may have the benefit of removing the need of guessing the number of 
clusters. Implementing this could possibly reduce the bias of having to manually figure out 
the number of potential cell types.  

Expression data for each cell culture that exists for the dataset used could be coupled with the 
morphological analysis. This could indicate what gene expression pathways have a 
correlation to cell type morphologies which has the potential to give rise to very interesting 
findings. 
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5.7 Conclusions 

This project aimed to fully automate the morphological composition of each cell culture and 
analyse its content to see if any interesting data could be found. The results show compelling 
evidence for a fully machine-based morphological clustering and grouping being possible. 
The results from this study suggest that if feature extraction and clustering is done well, this 
morphologic composition differentiation is possible. This study also highlights the 
importance of introducing some rotation invariance.  

A clear difference between which cell types appeared in what cell cultures was also found, 
showing higher levels of prolonged cells in two cell cultures. It also shows that if the feature 
extraction and clustering is performed well, false positives in the image extraction can be 
filtered out as they will be in the same cluster, which can then be disregarded. 
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Appendix A - Structure of autoencoder 
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Appendix B - Steps of PBR 

 

Figure A. The steps of Partial Blackout region. The left most image represents a 128x128 cell image. The second image shows 
the region marked as cell containing (visualized as white) according to available segmentation data. The third image shows 
a dilated version of the segmented region. The fourth Image shows the original image again. The right most image shows a 
random square region 
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Appendix C – UMAP projections of feature sets from the 
autoencoder with datapoints color depending on well 
concentration 

A     B 

 

Figure A. 2000 random feature sets from 2000 images plotted using the dimension reduction technique UMAP. Data point 
colour depending on what cell concentration the image had at time of imaging A: Model: Autoencoder, feature reduction: 64 
to 2 B: Model: Model B. Feature reduction: 128 to 2.  
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Appendix D – Cell type predictions from autoencoder 
feature set 

 

Figure B: The bar chart shows the proportions of different cell types in each cell culture from a sample of 7500 images 

reduced to feature sets with the autoencoder, predicted after DBSCAN clustering of UMAP dimensionality reduced feature 
sets coming from the autoencoder. Cell types in the bar chart are ordered in descending order, where cell type 10 is at the 
top and cell culture 0 at the bottom. 
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Figure C: A visualization of what images have their corresponding feature sets in the same cluster. 10 randomly selected 
feature sets from the 11 cell types clustered by a gaussian mixture model are shown. 

 

 


