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Abstract

This thesis work adresses text classi�cation in relation to genre identi�cation

using di�erent feature sets, with a focus on syntactic based features. We built our

models by means of traditional machine learning algorithms, i.e. Naive Bayes,

K-nearest neighbour, Support Vector Machine and Random Forest in order to

predict the literary genre of books. We trained our models using as feature sets

bag-of-words (BOW), bigrams, syntactic-based bigrams and emotional features,

as well as combinations of features. Results obtained using the best features, i.e.

BOW combined with bigrams based on syntactic relations between words, on

the test set showed an enhancement in performance by 2% in F1-score over the

baseline using BOW features, which translates into a positive impact of using

syntactic information in the task of text classi�cation.
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1 Introduction

Text classi�cation aims at assigning a document to a speci�c group of texts that shares

the same characteristics, or better, to assign documents like web pages, reports or

news stories, to prede�ned categories (W. Zhang et al., 2008).

Besides the subject, genre is a criterion used to organise texts, as classi�ers can learn

what type of features are representative of a genre and make use of such features when

classifying new documents (Lim et al., 2005). In this sense, we speak about “genre

identi�cation”.

Studies on genre identi�cation (or genre classi�cation) aim at categorising group

of documents by means of di�erent features, which may take into consideration the

topic, as well as the style.

According to Biber (1992), genre is a term that refers to textual varieties, such as

academic prose, �ction or professional letters, which follow speci�c conventional

structures that make them recognisable within a culture.

Genre is an important concept also in literary studies, where text varieties are

categorised according to di�erent textual conventions and styles that can occur even

within the same genre (Biber and Conrad, 2019).

With the rise of AI techniques in the last decades, an approach based on rules

de�ned manually by human experts on how to classify documents (namely knowledge

engineering) in real world applications has shifted to a fully automated one.

Furthermore, impressive results were also achieved in recent years by deep learning

models which, although highly performing, not only are data hungry, but they also

lead to higher computational complexity during the training step (Kowsari et al., 2019).

On these premises, this thesis work on genre classi�cation is carried out by making

use of traditional machine learning techniques, given the minor computational power

required which can be bene�cial for instance in the book industry, where publishers

may not have access to a high amount of computational power.

1.1 Thesis Purpose and research questions

Throughout the years, several features have been proposed to tackle the problem

of genre identi�cation, such as lexical (word count, type-token ratio) and morpho-

syntactic features (part-of-speech tags) in Karlgren and Cutting (1994) or features

extracted using a syntactic parser (Stamatatos et al., 2000).

However, as pointed out by Cimino et al. (2017), unlike other feature sets, little

research on text classi�cation has been carried out using features extracted from

syntactically annotated texts.

In this thesis we tackle the problem of genre identi�cation (several nomenclature

are used, e.g. genre classi�cation, genre categorisation), where the purpose consists

of assigning the correct literary genre to a group of texts. This is done by evaluating

the performance of several classi�cation algorithms, which are trained using several

feature sets. The texts consists in a collection of books collected from Project Gutenberg

belonging to eight literary genres.

In more detail, we experiment with several feature sets, including syntactic as well

emotional features, and compare them to the traditional bag-of-words (BOW). The
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idea is that the use of syntactic information, which adds more linguistic information

compared to other frequency-based features can be bene�cial to the classi�cation task.

Hence, in our study we will try to answer the following questions:

1. Is the classi�cation performance positively a�ected by the use of syntactic N-

grams features separately and in combination with other feature sets, namely

BOW features, bigrams and emotional words?

2. Do syntactic N-grams perform better than traditional bigram features in the

classi�cation task?

1.2 Outline

In Chapter 2 we give a description of the notion of “genre”, as well as an overview on

text classi�cation in terms of modules and algorithms that are commonly employed.

Chapter 3 is devoted to the method we used to carry out our experiments, ranging

from preprocessing to model evaluation. In Chapter 4 the results of our experiments

are presented and later discussed in Chapter 5. Suggestions for future directions are

outlined in Chapter 6, which also serves as conclusion for this thesis.
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2 Background

This chapter aims at giving an overview on the �eld of text classi�cation in relation to

genre identi�cation. After brie�y describing the concept of “genre”, we will describe

the main modules used in text classi�cation, as well as the most common learning

algorithms.

2.1 Genre in text classification

Given that this thesis deals with genre classi�cation, it is important to provide some

pieces of information regarding the concept of “genre”.

Providing a complete and exhaustive de�nition of genre is not easy. According to

Moessner (2001), it was a model originally used to de�ne literary texts that could be

grouped together according to the subject and the way such texts were presented.

This model, that can be traced back to Aristotle and continued with Goethe, was

considered static and did not involve change until the 20th century, when literary

theory started to focus again on the concept of genre. As pointed out by De Geest and

Van Gorp (1999), literary scholars argue that it is not always possible to distinguish

literary texts from one another, because of ambiguities that make some works not

easily identi�able. In the same work, the authors provide a di�erent concept of genre,

which represent a shift from the traditional binary approach used in literary theory:

rather than considering a document as either a “member” or “not a member” of a

literary genre, it can be regarded to a greater or lesser extent emblematic of a genre.

In other words, some texts, known as prototypes, are more representative of a genre

than others.

Bonheim (1999) claims that literary genres are considered as models used to describe

texts that share features that are representative of a genre, although they may vary to

a certain extent. However, he points out that such schemes cannot totally be trusted,

not only because models used to describe texts from the past do not fully apply to

modern works, but also because more literary genres may intertwine in some aspects.

Genre became object of study in linguistics after the work by Bakhtin (1986), in

which the author emphasised the variety of written and spoken language, which may

vary according to the use made in everyday life, subject matter, speaker or events. This

led to the study of non-literary speeches and texts, such as academic papers, recipes or

application letters, all with their own lexical and syntactic patterns (Corbett, 2006). As

mentioned by Kessler et al. (1997), although its potential in computational linguistic

tasks, such as POS-tagging or syntactic parsing, genre as classi�cation criterion was

not much considered, not only because of the homogeneity of the corpora used in

research, but also because of the computational di�culties faced in genre identi�cation.

However, it drew more attention in recent years with the abundance of diverse domains,

like the World Wide Web.

One of the �rst linguistic-based studies on genre was carried out by Biber (1992), who

performed an automatic analysis of texts in order to detect genre variation across �ve

di�erent dimensions. Such "dimensions" not only refer to the distribution of linguistic

features, but also entail the communicative function of the analysed texts. For instance,

a high occurrence of verbs in past tense and third person pronouns implies that a text is

narrative and at the same time the presence of nouns and prepositional phrases entails
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its informational nature. This multi-dimensional approach later inspired Karlgren and

Cutting (1994) who made use of a portion of Biber’s features in genre categorisation

task using discriminant analysis.

2.2 Automatic text classification

As a consequence of the huge increase of data online, thanks to sources like social

media, blogs, news articles, reviews, it has become clear that there is a great need of

automatic processing and organisation of web documents in many downstream tasks,

such as text classi�cation.

The task of text classi�cation consists in assigning a document a category among

prede�ned categories (W. Zhang et al., 2008). More formally it can be de�ned as the

task, given a set of documents D and a set of categories C={21, 22, .....2=}, of assigning a

document 3 9 to a category 2 9 (Ikonomakis et al., 2005).

This approach, known as supervised learning, di�ers from other methods that make

use of either unlabelled data in addition to labelled samples (semi-supervised learning)

or only unlabelled documents that are grouped together based on their similarity

(unsupervised learning).

Besides its application in information retrieval, other domains may include, senti-

ment analysis or recommender systems. In the book industry, recommender systems

help librarian managing their catalogue or new buyers choosing the book that is

the most suitable for them. In addition to that, even publishers can bene�t from text

classi�cation, given that it can help them in the labelling process (Glazkova et al.,

2020).

A text classi�cation problem can be usually divided into three di�erent types de-

pending on the class labels, namely “binary class”, “multi-class” or “multi-label”. As

explained in T.-Y. Wang and Chiang (2011), in a “binary-class” problem one of the two

available classes is assigned to a document while in a “multi-class” one a document can

be categorized into one of the possible N mutually exclusive classes. Such groups fall

into the category of “single-label” classi�cation problems, given that each document is

classi�ed into one category. In “multi-label” problems, on the other hand, more than

one class can be assigned to each document. When the number of classes assigned to

a document reaches thousands or millions, then we can talk of extreme multi-label

text classi�cation (XMTC) problem (Liu et al., 2017). Next, we will describe common

text classi�cation methods.

2.3 Text classification modules

The work by Mirończuk and Protasiewicz (2018) provides a good outline of the state-

of-the-art techniques of text classi�cation. Here the authors describe the framework

as a process consisting of six parts as illustrated in Figure 2.1 which we will describe

in more detail below.

1. Data acquisition

In the �rst stage, the data is collected according to the classi�cation task. Ex-

amples of available datasets, as described in Minaee et al. (2020) are the Yelp

dataset for the task sentiment analysis, the 20 Newsgroups
1

and Reuters-21578
2

datasets for news classi�cation, or the DBPedia
3

dataset for topic categorisation.

1
https://www.kaggle.com/crawford/20-newsgroups

2
https://www.kaggle.com/nltkdata/reuters

3
https://www.kaggle.com/danofer/dbpedia-classes
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Data acquisition

Data analysis and labelling

Feature construction and weighting

Feature selection and projection

Training a classi�cation model

Model Evaluation

Figure 2.1: Text classification modules.

2. Data analysis and labelling

In the second step, the data is labelled following two possible approaches, i.e.

multi-instance learning, where labels are assigned to every group texts, or an

approach that combines several supervised methods in which every text part is

assigned a label.

3. Feature construction and weighting

The third step consists in transforming the textual data in a suitable format that

can be used in the learning algorithm. In this phase the documents is converted

into a numerical vector, where every feature corresponds to the words in the

corpus and every value to their respective frequencies, or into a graph, in which

every node represents a word and the edges the relationships between words. In

both representations a numerical value, or weight, is assigned to every feature,

corresponding to its importance in a document. For instance, the sentence I like
apples and oranges, but they like only apples, would have the following vector

representation:

I like apples and oranges but they only

1 2 2 1 1 1 1 1

Table 2.1: Vector representation of a sentence

As possible features that are used in the aforementioned representations, Mirończuk

and Protasiewicz (2018) include unigrams and other types of n-grams, tax-

onomies or ontologies of features, domain-speci�c features like opinion and

emotions, topic-modelling features, embedded features like words to vectors, or

global vectors for word representations, etc.

4. Feature selection and projection

Since the high number of features can lead to problems in terms of time com-

plexity or memory consumption (Kowsari et al., 2019), feature selection and

projection (or extraction) are two important steps that deal with high dimen-

sionality in feature space (Uğuz, 2011). Feature selection is a technique which

aims at creating a subset of the most informative features by omitting the most

irrelevant ones and can be classi�ed into three main groups: wrapper, �ltering,

and hybrid (embedded) models (Y. Li et al., 2017). Wrapper methods build several

subsets from the original feature set and select the best one after evaluating
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their performance on the validation set with the same learning algorithm used

to build the classi�er. Filtering approaches, on the other hand, evaluate features

without relying on learning algorithms, but rather on feature ranking functions.

Embedded methods learn which features are the most important for the model

while the model is being created. The paper by Kou et al. (2020) provides an eval-

uation of ten well-known �ltering methods, such as information gain, Gini index

and Chi-square. Using feature extraction methods, like principal component

analysis, the original feature space is converted into a reduced yet representative

set without deleting any feature (Zareapoor and Seeja, 2015).

5. Training a classi�cation model

The �fth stage consists of using a learning algorithm in order to train a classi�ca-

tion function that maps documents to labels (Mirończuk and Protasiewicz, 2018).

As previously mentioned in Section 2.2, according to the amount of labelled data

used for training, among the many we can name three main learning methods,

namely supervised learning, semi-supervised learning and unsupervised learn-

ing. In the �rst method the classi�cation algorithm is trained using data that is

labelled by humans who also de�ne the classes, whereas in the second, in order

to compensate for the scarcity of labelled samples, additional unlabelled data

is used in the learning process (Schütze et al., 2008). In unsupervised learning,

which assumes a complete lack of labels and human supervision, unlabelled data

is grouped in clusters based on their similarity (Thangaraj and Sivakami, 2018).

6. Model evaluation

In the �nal stage the performance of the classi�er is evaluated and the resulting

scores compared. This is done by calculating the amount of documents whose

label was correctly predicted, known as the true positives (TP), the documents

that were correctly not assigned to a class, true negatives (TN) and documents

that were mistakenly assigned to the wrong class or not classi�ed at all as

members of a class, the so-called false positives (FP) and false negatives (FN)
respectively (Sokolova and Lapalme, 2009).

Among the most common metrics for text classi�cation (and commonly used

in information retrieval) described by Schütze et al. (2008) we �nd accuracy,

which measures the e�ectiveness of the classi�er, precision (Equation 2.1), which

considers the amount of retrieved documents that were correctly classi�ed and

recall (Equation 2.2), which takes into account the amount of correctly classi�ed

documents that were retrieved. A further evaluation metric is the harmonic

mean between precision and recall, represented by F-measure (Equation 2.3).

%A428B8>= =
)%

)% + �% (2.1)

'420;; =
)%

)% + �# (2.2)

� −<40BDA4 = 2 × %A428B8>='420;;
%A428B8>= + '420;; =

2)%

2)% + �% + �# (2.3)

Furthermore, an important part in the evaluation step consists of dividing the

dataset in several parts, using procedures like k-fold or leave-one-out cross

validation, where the performance of the classi�cation algorithm is evaluated on

every disjoint fold and the resulting accuracies are then averaged (Wong, 2015).
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2.4 Machine learning in text classification

As pointed out by Sebastiani (2002) the use of machine learning in text classi�cation

became popular in the early 90s. This is a shift from the so-called knowledge engi-

neering (�rst mentioned in Section 1) approach used in the 80s in which rules used by

classi�ers to categorise texts were de�ned manually by knowledge engineers with the

help of domain experts. The main disadvantage of this strategy lied in the fact that in

case the categories were updated or the classi�er had to operate in a di�erent domain,

the aforementioned professional �gures had to intervene again.

In machine learning, a system called learner takes already classi�ed documents and

through a learning process outputs a model (or classi�er) that is used to classify new

documents. Such an approach does not only require less human intervention but can

also be used in di�erent domains, making it superior to the knowledge engineer one.

Since automatic text classi�cation usually makes use of supervised learning ap-

proaches that involve human annotators assigning labels to documents, in the next

session we will describe four of the most well-known supervised learning algorithms

that have been widely used and are still employed nowadays. These algorithms are

the ones used in this thesis.

2.4.1 Naive Bayes

Naive Bayes classi�ers are probabilistic classi�ers. These classi�ers are based on

Bayes’ rule (see Equation 2.1) used in probability theory, which calculates the posterior

probability of an event given previous evidence:

% (�|�) = % (� |�)% (�)
% (�) (2.4)

In the equation, P(A|B) refers to the probability of event A occurring, given that

event B also occurs, P(B|A) is the posterior probability of B given A, while P(A) and

P(B) refer to the probability of A and B occurring respectively. They are also called

generative classi�ers, meaning that they calculate the conditional probability of a class,

according to the occurrence of a word in the documents and the class with the highest

probability is assigned to the document (Aggarwal and Zhai, 2012). The assumption

in Naive Bayes classi�ers is that the presence or the absence of words in a document

belonging in a class are independent of each other.

As explained in Schütze et al. (2008) in Naive Bayes classi�cation two models can

be used:

1. Multinomial Naive Bayes: this is a model that takes into account the frequency

of every word in each document. The probability of a document belonging to

a class is the result of the product of the conditional probabilities of a term

which occurs in the documents belonging to that class. The drawback of such

a method lies in the fact that if a word does not occur in the training data

of a particular class, then its conditional probability would be zero, hence the

conditional probability for a given class would be zero, leading to a wrong

classi�cation; however, such a problem can be overcome by adding 1 to every

word count, a procedure called Laplace smoothing.

2. Multivariate Bernoulli: this is similar to the previous model, however here

the frequency of the word is ignored and binary values are used, with 1 for

present values and 0 for missing values. This di�erent representation also has

its weakness as the single occurrence of a term can assign the wrong class to a

document.
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2.4.2 K-nearest neighbour

The idea behind a K-nearest neighbour (KNN) classi�er consists of calculating the sim-

ilarity score between a document and the surrounding training samples and assigning

the class with the highest score. More formally, according to the parameter k, the class

which is the most representative among the k nearest neighbours will be the one to be

assigned to the document (Schütze et al., 2008).

Besides the probabilistic KNN algorithm, which estimates the probability of a class

based on the classes of the surrounding k neighbours, a di�erent version makes use

of cosine similarities to measure the similarities among the documents. As pointed

out by Lam and C. Y. Ho (1998), noise in training data, such as documents that were

wrongly labelled by humans as well as typographical errors can a�ect the classi�cation.

Furthermore, irrelevant features are also source of problems.

Several studies have been focusing on strategies to �nd optimal values for k more

e�ciently, like the method proposed in S. Zhang et al. (2017), where besides adding a

training phase (traditional KNN methods do not require a training stage) which learns

the optimal values for k, it also proves to be quite fast.

2.4.3 Support Vector Machine

The Support Vector Machine (SVM) is a model introduced by Cortes and Vapnik (1995)

which constructs an hyperplane, a linear decision surface that separate samples of

di�erent classes in the training data.

In order to generalise well, the hyperplane is created in such a way that the distance

of the data points from it is as large as possible, hence maximising the margin between

the two classes (Aggarwal and Zhai, 2012). This margin is determined by a portion of the

training data, called support vectors, which are the samples closest to the hyperplane

(Cortes and Vapnik, 1995). The e�ectiveness of SVMs in text classi�cation was �rst

tested in Joachims (1998) in which the authors, among their strengths, underline their

ability to work with high-dimensional features spaces as well as their robustness.

Furthermore, in case the training samples are not linearly separable, a Support

Vector Machine can overcome this problem using a technique known as kernel trick,

in which the original input space is converted into a high-dimensional space, making

the data linearly separable (Russell and Norvig, 2010).

2.4.4 Random Forest

First introduced by T. K. Ho (1995) and further developed by Breiman (2001), the

Random Forest (RF) is a classi�er that builds multiple decision trees classi�ers and

categorise a document by assigning the class that was chosen by most trees.

Given a training set of N samples, the algorithm �rst generates multiple subsets of

N samples picked at random, with some samples appearing more than once or not at

all. This procedure is called bagging or bootstrap aggregating (Breiman, 1996).

Afterwards, several decision trees are generated, by splitting each node of the trees

by selecting a subspace of features. Once a test dataset is chosen for classi�cation, the

�nal prediction is determined by the most popular class voted by each generated tree.

These features make Random Forests robust classi�ers to noise and outliers (Breiman,

2001) and less likely to over�t the data, compared to single decision trees (Sebastiani,

2002)
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2.4.5 Neural Networks and Deep Learning

Besides traditional machine learning we describe also some deep learning models that

achieved state-of-the-art-results in text classi�cation.

From the early architecture consisting of an input layer and an output node, neural

networks evolved into a multilayered structure, where more hidden layers are able to

tackle a problem more thoroughly, by diving it into several sub-problems. The idea

of these deeper structures is the cornerstone of deep learning (Nielsen, 2015). The

following are two of the main models used in text classi�cation:

1. Convolutional Neural Networks (CNNs): Originally used in image recogni-

tion tasks and �rst used in text classi�cation by Kalchbrenner et al. (2014), in

CNNs the input data is represented as a matrix formed by word vectors that are

fed into the network, which extracts the most informative features from the text

using �lters in the convolutional layers and outputs a vector representing the

label the text belongs to (Q. Li et al., 2020).

2. Recurrent Neural Networks (RNNs): RNNs are suitable for classi�cation tasks,

because of their ability of capturing long distance relations in a text, unlike

CNNs which focuses more on local features (Goldberg, 2017). The elements

of a document are converted into word embeddings that are fed one by one

into the network, which stores historical information of words in its hidden

layers. Further improvements led to the creation of Long Short-Term Memory

(LSTM) networks capable of storing information for a longer time (Hochreiter

and Schmidhuber, 1997).

2.5 Recent studies on text classification

Given its importance in di�erent domains, such as information retrieval, opinion

mining, sentiment analysis, or recommender systems, a lot of studies have been

devoted to text classi�cation. Such studies revolve around di�erent approaches to

apply to one or more components of the classi�cation pipeline, as described in Chapter

2 including preprocessing, features construction, feature weighting, feature selection,

classi�cation model and evaluation. Below, we mention some of the well-known studies

from recent years.

Dogan and Uysal (2020) developed a novel term weighting scheme and compared its

performance against other well-known weighting schemes on two datasets: Reuters-

21578 and 20-Newsgroups. In the work by HaCohen-Kerner et al. (2020) several ex-

periment were carried out in order to assess the impact of di�erent preprocessing

techniques on four corpora using bag-of-words (BOW) representation of documents.

In their study, Hartmann et al. (2019) compared the performance of �ve lexicon-based

and �ve machine learning approaches across 41 social media dataset.

Wan et al. (2019) carried out a classi�cation task by incorporating syntactic in-

formation into traditional bigrams, obtaining the so-called “syntax augmented bi-

grams”(SAB). The experiments showed that the use of syntax was bene�cial for the

purpose of classi�cation.

In literary analysis, the work by Ardanuy and Sporleder (2014) focused on the task of

unsupervised text classi�cation by means of “social networks” built from novels. Rather

than classifying novels by means of content-based features, the authors constructed

features by taking into account their plots, the interactions between the characters as

well as their actions in the story. Although not exceptional, the results showed that by

some tuning novel clustering can bene�t by the use of such feature.
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In their work on genre denti�cation, Worsham and Kalita (2018) compared the

performance of deep learning approaches against traditional machine learning models

with di�erent input methodologies. The experiments were performed using a dataset

made up of 3577 books of di�erent genres (science �ction, love stories, etc.) collected

from the Project Gutenberg catalog. The authors �rst extracted smaller segments of

books of di�erent sizes that were used individually as input when training the deep

learning models. Such segments consisted of the �rst and last 5000 words, as well

as 5000 terms picked at random; in addition to that, 2500 words from each chapter

were also extracted. The traditional machine learning algorithms were trained using a

BOW representation of all documents. Traditional models like XGBoost and Random

Forest obtained the best performances with an accuracy of 84% and 82% respectively,

while the best deep learning model, CNN, although it bene�ted from the use of all

chapters achieved “only” 71%. Furthermore, other algorithms, such as Naive Bayes

and K-Nearest Neighbour achieved all in all good results, sometimes even surpassing

more complex models, like LSTMs and CNNs. The experiments not only demonstrated

that the use of 2500 words from all chapters was bene�cial for the classi�cation task,

but it also showed that traditional machine learning algorithms, can achieve a better

performance than more complex deep learning architectures.

14



3 Method

This thesis aims at investigating the impact of syntactic-based N-grams features on

the task of genre classi�cation, separately and in combination with other features,

namely emotional words, bigrams and BOW features. In addition to that we investi-

gated whether syntactic-N grams perform better than traditional bigrams. We start

by describing the dataset and the preprocessing techniques. This is followed by a

depiction of the feature sets that were used, as well as how our models were trained

and later evaluated.

3.1 Dataset and preprocessing

The dataset we used in this thesis is the Goodreads dataset used in the work by

Maharjan et al. (2017). It consists of a collection of 1003 books divided into eight

di�erent genres gathered from the Project Gutenberg
1
. We opted for this dataset not

only because, according to the authors, of the larger number of books compared to

other works (Ardanuy and Sporleder, 2014; van Cranenburgh and Koolen, 2015), but

also because of the richer variety in terms of genres unlike other collections, like in

Worsham and Kalita (2018). However, it should be pointed out that the books in this

collection consist of up to 1000 sentences, thus longer books are not complete. For

each genre, the books were further labelled as successful and unsuccessful according

to their ratings in the website Goodreads
2
, but unlike the authors, we did not make

this distinction and merged both groups.

As a start, we performed a preprocessing step consisting of character lowercasing,

punctuation removal, tokenisation, and stopwords removal.

We tokenised the texts using Stanza (Qi et al., 2020), an open-source natural language

processing toolkit which features a full neural pipeline for text analysis and calculated

the distribution of words, as well as types, and the average number of tokens across all

books (see Table 3.1). As mentioned above we also got rid of punctuation and stopwords

using the NLTK library, whose presence may a�ect the classi�cation performance

given their uninformative nature.

Genre Book count Tokens Types Avg. Tokens
Short Stories 258 2,564,829 55,196 9,941

Poetry 181 2,565,178 76,293 14,172

Fiction 111 1,937,379 45,323 17,454

Detective and Mystery 106 1,695,201 37,230 15,992

Drama 99 1,032,602 40,100 10,430

Science Fiction 87 1,111,864 37,274 12,780

Historical Fiction 81 1,676,742 42,686 20,701
Love Stories 80 1,373,417 36,677 17,168

Table 3.1: Description of books in terms of genres, number of tokens and types-

1
https://www.gutenberg.org/

2
https://www.goodreads.com/
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At a �rst glance from Table 3.1 it is clear that there are big di�erences in terms of

number of tokens and types across genres due to the uneven number of samples per

genre. Nevertheless, on average, Short Stories and Drama texts tend to be the shortest,

whilst Historical Fiction books on average contain double the amount of tokens. At the

same time, the fact that types in Poetry add up to more than 76000, probably because

of the presence of less frequent, unusual words.

3.2 Feature construction

In this section we described the features used throughout the experiments. To extract

features to be used during the learning phase, after preprocessing the data we converted

the data into a suitable format that could be used by the classi�cation algorithms.

This means that the books in our collection were converted into numerical vectors, a

representation in nformation retrieval known as vector space model (Schütze et al.,

2008). The result was a document matrix where each row corresponds to the vector

representation of a book and each numerical value in the vectors refers to the weights

assigned to all features in the book. The weights here refer to the occurrence of a

feature in a document. The types of features used in this thesis include: bag-of-words,

bigrams, as well as syntactic n-grams and emotional features. In addition to word

frequencies, we also constructed document vectors using one of the most common

feature weighting schemes, TF-IDF, which stands for term frequency-inverse document
frequency.

C 5 − 83 5 t,d = C 5 t,d × log
#

35 t

(3.1)

Here, a higher weight is assigned to terms that appear with more frequency in few

documents, whereas the weight is lower if a term appears in many documents, or if it

appears less frequently in a document.

3.2.1 Bag-of-words features

Bag-of-words (BOW) is a standard approach in text classi�cation in which a document

is represented as a feature vector encoding the occurrence of words as features. Al-

though the word order in this representation is ignored, the main assumption is that

documents with similar BOW representation are also similar in content (Schütze et al.,

2008).

3.2.2 Bigrams features

Similarly to BOW, bigrams were created by extracting two consecutive words in a text,

hence retaining more of the original word structure and avoiding possible ambiguities

of individual terms. The main idea is that capturing more context will result in more

informative features, although this results in more sparse feature vectors. Even though

they are not commonly used as feature in text classi�cation, S. I. Wang and Manning

(2012) showed that the use of bigrams can lead to better results.

3.2.3 Syntactic N-grams

Syntactic N-grams are a special type of n-grams described in Sidorov (2019) and Sidorov

et al. (2012), which, unlike traditional n-grams, are not formed by consecutive words in

a test, but rather following the order in which these words appear in a syntax tree. This

type of representation not only makes sure that each word is paired up with its real
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“neighbour”, but at the same time introduces more linguistic information, compared to

traditional n-grams

Anna eats an apple and plays with Tom .

ROOT

nsubj

conj

cc

obj

det

obl

case

Figure 3.1: Dependency tree representation for the sentence Anna eats an apple and plays
with Tom.

In order to obtain syntactic n-grams, two main steps are performed: syntactic parsing

and generation of syntactic n-grams. It is important to underline the fact that for this

feature set, no preprocessing step was carried out, given that removing stopwords as

well as punctuation would have lead to problems in the creation of these bigrams.

For syntactic parsing, we used the Stanford Parser
3
(Klein and Manning, 2003)

version 4.2.0 to generate a typed dependency representation of all sentences (De

Marne�e et al., 2006), in which the dependencies between words are labelled with

grammatical relations, following the Universal Dependencies (UD)
4

representation

(Nivre et al., 2016).

The drawback of this process lies on the fact that the parser uses a lot of memory,

besides being very slow if the sentence to process is quite long.

The following is an example of what the output looks like for the sentence Anna eats
an apple and plays with Tom, whose dependency tree representation can be observed

in Figure 3.1:

nsubj(eats-2, Anna-1)
root(ROOT-0, eats-2)
det(apple-4, an-3)
obj(eats-2, apple-4)
cc(plays-6, and-5)
conj(eats-2, plays-6)
case(Tom-8, with-7)
obl(plays-6, Tom-8)

The �rst term in every line represents the grammatical relation between the words

in parenthesis, where the �rst word represents the head of the couple and the second

its dependent. After running the parser on the whole dataset, we used the output

to create syntactic n-grams as described by Sidorov (2019) and Sidorov et al. (2012)

using the available code
5

for Python 3. Unlike traditional n-grams, which contain

consecutive words, syntactic n-grams are created following the paths in the parse

tree, ignoring the actual order of the words. This creates, if we take into account only

bigrams, the following output:

eats[Anna]
eats[apple]
eats[plays]

3
available at :https://nlp.stanford.edu/software/lex-parser.html

4
https://universaldependencies.org/

5
http://www.cic.ipn.mx/ sidorov
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apple[an]
plays[and]
plays[Tom]
Tom[with]

Furthermore, we constructed an additional type of syntactic-based features following

the same procedure, but this time we made use of syntactic relations, rather than words:

root[nsubj]
root[obj]
root[conj]
obj[det]
conj[cc]
conj[obl]
obl[case]

In this work we chose to investigate the impact of n-grams of size 2 not only because

traditional bigrams were used, but also to avoid the creation of too sparse feature

vectors. We referred to word-based and relation-based syntactic features respectively

as syntactic bigrams and SR bigrams.

3.2.4 Emotional features

Emotional features (named emotion words in this work) refer to the feature set repre-

senting the emotional content of a book. Following the same procedure as Yako (2021),

such set is created by �ltering out words in a documents that do not convey any of

the emotions contained in the NRC Lexicon by Mohammad and Turney (2013). For

every emotion associated with a word, a value of 1 is assigned, otherwise the value

is 0. These emotions are joy, trust, anger, fear, sadness, surprise, disgust, anticipation,

positive,negative. For example, if a word having a negative connotation like devil was

found in a text, according to the lexicon it would not be removed, given that it is

associated with emotions such as anger or fear ; however, table would be �ltered out,

given that it does not convey any emotion at all. This lookup strategy is applied to

all books, which are later converted into feature vectors. Similarly to the work by

Yako (2021), we decided to run experiments using this feature set given the promising

results.

3.3 Model training

Given the size of the dataset used in this thesis, we opted for traditional machine

learning-oriented approaches to build our models.

The algorithms we use to build the models are the ones described in Section 2:

Naive Bayes (NB), K-Nearest neighbour (KNN), Support Vector Machine (SVM) and

Random forest (RF). We chose these algorithms not only because of properties that

makes them among the most popular used in text classi�cation, but also on the basis

of previous studies. KNNs and NBs classi�ers, known for being simple algorithms,

with the former being e�ective with text data and the latter not being computationally

expensive and easy to implement (Kowsari et al., 2019), were employed in Worsham

and Kalita (2018), outperforming many of the neural models used. SVM can work

e�ectively with high dimensional vectors (Dogan and Uysal, 2020) and was used in

Wan et al. (2019) alongside NB. RF, which resolves the problem of over�tting, was also

18



successfully used by Worsham and Kalita (2018), achieving better results than all deep

learning models.

To train the models, we made use of Scikit-Learn (Pedregosa et al., 2011), a popular

Python library that gives access to a set of state-of-the-art machine learning algorithms.

All the models were trained using 70% of the original dataset, leaving the remaining

30% for testing. This is the same split used by Maharjan et al. (2017) in their work.

3.4 Hyperparameter optimisation

We also experimented using di�erent parameter settings and selected the best combi-

nation using GridsearchCV (Pedregosa et al., 2011).

Choosing the optimal parameters for the various algorithms is not an easy task, as

it is derived empirically. For instance, Worsham and Kalita (2018) uses 1, 5 and 10 as

values for k using KNN, ; in Syarif et al. (2016) di�erent kernels and values for C and

gamma are used for SVM, ranging from 0.001 to 10.000.

Algorithm Parameters
NB Default

KNN k=[1,5,10,20,30,45,50]

RF tree size=[100,200,300,400,500,600,1500]

SVM kernel:[rbf,linear],

C=[0.001, 0.1, 1.0, 100.0],

gamma=[0.001, 0.1, 1.0, 100.0]

Table 3.2: Parameters for each algorithm.

Thus, we took inspiration for the choice of the parameters (see Table 4.1 from

previous works, namely Syarif et al., 2016 for SVM, Xue and F. Li (2015) and Yako

(2021) for RF, Jiang et al. (2012) for KNN and Sabbah et al. (2016) for NB.

3.5 Model Evaluation

The performance of the algorithms was estimated using strati�ed k-fold cross valida-

tion, where every fold contained the same proportion of samples from each class like

in the whole set. We chose 10 as value for k, a common value used in text classi�cation

for smaller data size.

We evaluated the e�ectiveness of the classi�ers using F-measure (see Chapter 2),

one of the most used evaluation metrics. Also known as F1-Score, it is the weighted

harmonic mean of precision and recall and it is usually preferred, given that that a

high precision results in a low recall (Lan et al., 2008).

Between the two types of F-measures, namely Macro-F1 and Micro-F1 (Pedregosa

et al., 2011), given that our dataset is imbalanced because of the di�erent number of

samples per class, we made use of Micro-F1. Unlike Macro-F1 where an equal weight

is assigned to each class, when using F1-Score the same weight is assigned to each

classi�cation decision per document (Schütze et al., 2008). This means that by using

Micro-F1, the whole dataset is taken into account, there is no class discrimination

(Uysal and Gunal, 2012).

We kept the same ratio train/test used in Maharjan et al. (2017), with 70% of the

samples used for training and the remaining 30% for testing. Since we used 10-fold

cross validation, one tenth of the training samples were used as validation set. Taking

inspiration from HaCohen-Kerner et al. (2020) and Shen et al. (2020), who selected the
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top n features in their works, we also carried out our experiments reducing the feature

space to the top 2000, 4000, 8000, and 12000 features. This allowed us not only to

select the best hyperparameters, but also the thresholds that achieved the best results.

It is important to stress the fact that given the small feature space created using SR

bigrams, for this set a threshold of 100, 200, 300, and 400 was used instead.

The �rst part of the experiments was carried out using the aforementioned feature

sets on their own and later using the best features combined for each set. The scores

helped us select the best classi�er for the �nal stage, where we carried out the �nal

evaluation on the test data.
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4 Results

In this chapter we presented the results obtained during the experiments with the

chosen algorithms and parameter settings using single and combined features. As

previously mentioned, we evaluated the performance of our models using 10-fold

cross validation in order to select the best hyperparameter settings. According to the

results obtained during our preliminary experiments with single features, we selected

the classi�ers that achieved the best performance and conducted further experiments

combining the best features for each set. The best feature combination was used in the

�nal stage, where we evaluated the performance on the test data. Given the several

thresholds used for every feature set, Table 4.1 and 4.3 displayed only the thresholds

that, in combination with the optimal hyperparameters, delivered the best results (see

Appendix 6 for all results).

4.1 Validation results

4.1.1 Experiments with single features

Results

Features

Classi�er

NB KNN SVM RF

BOW (Baseline) 0.60(8000) 0.61(2000) 0.71(2000) 0.72(4000)
BOW (TF-IDF) 0.45(2000) 0.53(2000) 0.67(2000) 0.69(2000)

BIGRAMS 0.62(8000) 0.34(8000) 0.63(2000) 0.63(2000)

BIGRAMS (TF-IDF) 0.47(2000) 0.59(4000) 0.65(2000) 0.63(4000)

Syntactic Bigrams 0.63(12000) 0.52(2000) 0.70(12000) 0.64(8000)

Syntactic Bigrams (TF-IDF) 0.52(2000) 0.57(8000) 0.70(12000) 0.68(12000)

SR Bigrams 0.49(300) 0.57(400) 0.64(400) 0.64(400)

SR Bigrams (TF-IDF) 0.34(100) 0.53 (400) 0.63(300) 0.62(300)

Emotion words 0.59(2000) 0.59(2000) 0.69(2000) 0.70(2000)

Emotion words (TF-IDF) 0.42(2000) 0.51(2000) 0.65(2000) 0.70(2000)

Table 4.1: Result on validation set using single features and corresponding thresholds in

parenthesis.

At a �rst glance, it can clearly be seen from Table 4.1 that the best models are the

ones built using RF and SVM, outperforming the models created with KNN and NB.

More speci�cally, SVM achieves the best F1-score in three out of �ve features sets

whether TF-IDF representation is used or not, whereas RF, although not as successful

when syntactic N-grams are applied, delivers a good performance using the other

BOW features, along with Emotion-words features.

SVM and RF do not bene�t from the use of bigrams features, with a drop in terms of

F1 score from 0.71 and 0.72 respectively to 0.63. The same applies to KNN, which had

the worst performance among all classi�ers, achieving 0.34 F1 score as lowest. On the

other hand, NB is positively a�ected by this feature set, improving the score to 0.62.
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Although the use of syntactic features did not lead to any improvement over the

baseline, we can see that the classi�ers were a�ected di�erently. On the one hand,

when SR Bigrams are used, all classi�ers (especially NB) deliver a poor performance,

though KNN shows “only” a 4% decrease in F1-score. On the other hand, NB is the

model that bene�tted the most from Syntactic bigrams, with an increase by 4% over the

baseline, despite having a score lower than SVM and RF. Nevertheless, SVM performed

better than all classi�ers, reaching the highest F1-score at 0.70, with a slight decrease

by 1% over the baseline.

The results obtained using emotion words shows that the classi�ers did not bene�t

from this feature set compared to the baseline either. Unlike NB, all models saw a

decrease in F1-score ranging from 2 % for KNN and SVM to 1% for RF. Despite similar

performances when SVM is employed, compared to the work by Yako (2021) the model

built with KNN had a better performance, but failed to reach the same score using RF.

Finally, applying TF-IDF to all feature sets overall did not lead to any improvement

over the baseline, although this does not mean that all algorithms were a�ected the

same way for all feature sets. When bigrams and syntactic bigrams are employed we

can see a positive e�ect on KNN models, corresponding to an increase in the scores

by 25% and 5% compared to the respective BOW representation. Applying TF-IDF

to these two feature sets also positively in�uenced the performance of RF and SVM,

with a 3% increase for the former when syntactic bigrams are used and a 2% gain in

F1-score for the latter using bigrams. Moreover, we did not see any improvement in

the score with TF-IDF neither on RF using Bigrams and Emotion Words, nor on SVM

using Syntactic Bigrams. In all features sets NB performed worse when TF-IDF is used.

Table4.2 below summarises the hyperparameters and weighting schemes that deliv-

ered the best performance for every model (except NB, where the default parameters

were used).

Features

Classi�er

KNN SVM RF

BOW(Baseline) k=5 kernel="linear",C=0.001 tree size=500

BIGRAMS k=20 (TF-IDF),kernel="linear",C=100.0 tree size=600

Syntactic Bigrams (TF-IDF),k=50 kernel="linear",C=100 tree size=500

SR Bigrams k=5 kernel="linear",C=0.001 tree size=600

Emotion words k=5 kernel="linear",C=0.001 tree size=1500

Table 4.2: Best hyperparameters and weighting scheme on validation set using single features

(if not marked, the weight is equal to the feature occurrence .

4.1.2 Experiments with combined features

Given the results obtained using single features, we selected the algorithms that per-

formed the best and trained them using the features combined. RF and SVM classi�ers

achieved overall the best results, hence we used only these two for the next experi-

ments. For each feature set we selected the type of representation that gave the best

results. In this phase, given two feature sets of size n and m, the resulting feature space

contains n + m features. The results for the combined features and the baseline are

shown in Table4.3 below.

The results show that merging two or more feature sets did not have a big impact on

the classi�cation performance. Compared to the baseline, the models built using SVM

showed a decrease in F1-score ranging from 1% when BOW features are combined

either with bigrams or SR bigrams, up to 2% with BOW and emotion words are used,
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Results

Features

Classi�er

SVM RF

BOW 0.71 0.72

BOW+Bigrams 0.70 0.72

BOW+Syntactic Bigrams 0.71 0.72

BOW+SR Bigrams 0.70 0.74

BOW+Emotion words 0.69 0.72

All feature sets 0.71 0.72

Table 4.3: Result on validation set using combined features.

whereas combining all feature sets, as well as using syntactic bigrams alongside BOW

features did not have any in�uence on the score.

Surprisingly, the RF model using SR bigrams in combination with BOW achieved an

increase of 2% over the baseline, sign that despite the much smaller size, this feature

set managed to enhance the classi�cation performance. On the other hand, the other

combinations did not show any sign of improvement. We concluded that, given the

results, the model built using RF with the combination of BOW and SR bigrams was

the model chosen for the �nal evaluation on the test set.

4.2 Test results

In this section we described the results obtained by running the best model on the test

set. As previously mentioned, the �nal evaluation on the test set was carried out using

RF with the combination of BOW and SR bigrams.

Genre Book count Precision Recall F1-score
Detective and Mistery 32 0.61 0.69 0.65

Drama 30 0.93 0.93 0.93

Fiction 33 0.57 0.39 0.46

Historical �ction 22 0.61 0.64 0.62

Love stories 21 0.83 0.24 0.37

Poetry 54 0.92 0.91 0.92

Science Fiction 26 0.89 0.65 0.76

Short Stories 75 0.67 0.92 0.78

Average F1-score = 0.74

Table 4.4: Results on test set of the RF model using BOW and SR bigrams

Table4.4 describes the performance of our model in terms of precision, recall and

F1-score for each genre and the average F1-score on the entire set.

Genres like Poetry and Drama achieved the best results, with an astonishing F1-score

of 0.93 and 0.92 respectively. On the other hand, Fiction and Love Stories texts turned

out to be the hardest to classify for our model, with a poor F1-score of only 0.46 and

0.37.

In terms of precision, our model achieves good results in Drama, Love stories, Poetry
and Science Fiction texts, ranging between 0.82 to 0.93 . This means that in 8/9 times

out of 10, texts to which these genres were assigned were correctly classi�ed. On the

other hand, the other genres turned out to be the most challenging for the model,

showing a precision score of only 0.57 on Fiction books and between 0.61 and 0.67 with

texts belonging to the Detective and Mistery, Historical Fiction, and Short Stories class.
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The results become interesting when the recall score is taken into account: apart

from Drama and Poetry, which again reach 0.92-0.93, despite the high precision, Science
Fiction and especially Love stories books have low recall scores, respectively of 0.39

and even 0.24, meaning that although they are mostly classi�ed correctly, for these

classes the number of texts that should have been detected is quite low. The same

issue is also found in Science Fiction texts, although the number of relevant books

correctly classi�ed is higher; as a matter of fact recall for this class achieves 0.65. Recall

scores for Detective and Mistery and Historical Fiction are aligned with the respective

precision values. Interestingly, out of all genres, Short stories had the second best recall

score, 0.92: not only did the system correctly detect most of the texts, but it tended to

assign this genre to many others, hence the low precision.

Figure 4.1: Confusion Matrix of RF using BOW and SR Bigrams features over all classes.

The confusion matrix in Figure 4.1 depicts in more detail which classes fooled the

model the most.

Although out of all documents labelled as Love Stories 83 % were correctly labelled,

the majority of those that was not detected was mistaken mostly with Fiction and Short
Stories books and to a lesser extent with texts belonging to the genres Detective and
Mistery and Historical �ction. At the same time, Fiction books tended to be confused

with texts belonging to the Detective and Mistery and Love stories class.

Similarly with Short Stories, despite the texts detected as Science Fiction are correctly

classi�ed, these represent only a smaller amount of all text that should have been

classi�ed as such, which were instead mostly mistaken with Short Stories books.

At this point it has become blatant that the common denominator in all these

instances is represented by the Short Stories class. If, as previously pointed out, this

genre has among the highest percentage of relevant books detected, hence the high

recall, at the same time it turns out to be the most insidious, given that many other

books belonging to other genres (except for Drama) are wrongly classi�ed as Short
stories.
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5 Discussion

The results presented in the previous chapter showed that among the features em-

ployed, syntactic bigrams showed their potential as classi�cation features in detection

of literary genres. We compared the results with this feature set against BOW features

used as baseline, as well as bigrams features and emotion words features. Preliminary

experiments using these feature sets singularly underlined the poor performance of

models built using KNN and NB, whose results fall short of those obtained using RF

and SVM. These two algorithm delivered the best results in all feature set, with SVM

slightly outperforming RF in three out of �ve feature set and RF achieving the best

results on the BOW and emotion features sets. A similar performance in terms of

F1-scores was achieved in Worsham and Kalita (2018), who carried out a Genre identi-

�cation task by means of traditional ML and deep learning models using a di�erent

dataset of books also collected from the Project Gutenberg catalogue. In his work, as

in ours, the model built on RF using BOW features also outperformed NB and KNN,

although in our case KNN performed slightly better

The idea using bigrams, hence keeping some of the original structure of the text

did not result in an enhancement in terms of F1-score, although their use in other

classi�cation tasks can lead to better results (Badr and Fatima, 2015; S. I. Wang and

Manning, 2012).

Probably the reason lies on the fact that words alone, for this task and in this dataset,

were more emblematic and at the same time more e�ective at di�erentiating genres

from one another. Although the hypothesis that enriching words by providing more

context could have been helpful, as a matter of fact it created bigrams that turned out

to be less informative, hence with a lower discriminative power than BOW features.

Linguistic information alone using syntactic features was not enough in order to

improve the results over the baseline, however, all models showed a better performance

compared to traditional bigrams when syntactic bigrams were used. Although not as

powerful as discriminative words, their ability of capturing the syntactic architecture

of a text, indeed allowed to locate patterns in sentences that could better distinguish

one genre from another, hence making them better suited for this task unlike ordinary

bigrams.

Unfortunately, SR bigrams did not achieve the same result and this is probably due

to the low number: when converting the document into feature vector, instead of

obtaining vectors of size up to 100 000, using SR Bigrams resulted in vectors of size

around 600, which maybe was not enough to make the correct predictions.

The models did not bene�t from the use of Emotion words, despite the promising

results achieved by Yako (2021), who also performed the same experiments on the same

dataset using the same classi�cation algorithms, except for NB. Despite the similar

results using SVM, in this work the KNN model achieved a better result, while RF only

0.7. The di�erent F1-score for this feature set might be due to several factors: di�erent

preprocessing techniques (di�erent tokenisation and stopwords removal), di�erent

sizes of the feature space and in the case of KNN, di�erent hyperparameters. In the

case of RF, the di�erent performance might be due to its intrinsic nature of creating

trees using random bootstrap samples, a behaviour that if not tackled might lead to

di�erent results each time the model is run (Pedregosa et al., 2011). In the performance

on the test set our model produces more reliable results in Poetry and Drama, but it
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fails at achieving a similar performance in classes such as Detective and Mistery, Short
Stories and Science Fiction. Similarly to our experiments, Love Stories and Fiction books

seemed to be a challenge for the classi�ers.

Experiments using merged feature sets highlighted the superiority of RF, which

outclassed SVM in all experiments, although the results for both classi�ers were

disappointing, as our models did not bene�t from almost all features combinations

and did not manage to produce results higher than the BOW baseline. It seemed that

rather than bene�ting from the combination of other features, the baseline using

BOW actually enhanced the performance of the other feature sets. But contrary to

our expectations, combining the BOW feature set with SR bigrams features lead to

an improvement over the baseline by 2 %, despite the smaller feature space created

when using this SR bigrams. Perhaps, providing vectors that encode the structure of

sentences, or better, the syntactic relations between words, somehow enhanced the

discriminative power of individual words that in the traditional BOW representation,

where word order is ignored.

As far as the test set is concerned, results in the �nal experiment pointed out

the weaknesses and at the same time the strengths of our model, showing di�erent

performances according to the genre. It goes without saying that except for Drama and

Poetry, the other genres, to di�erent extents, are the main cause of the problem. Fiction
books are confused with Detective and Mistery and Love stories; Love Stories books

with Fiction, Detective and Mistery and Short Stories, and books belonging to Science
Fiction and Historical Fiction are mostly mistaken with Short Stories books. This implies

the system gets fooled mostly by the Short Stories genre, to the point that despite

the high recall (0.92), the samples labelled as Short Stories by the model were more

than the actual number of books used for testing: out of 75 books, 69 were correctly

classi�ed, while 103 documents in total were labelled as Short Stories. This might be

due to a poor taxonomy, a lack of scheme that did not made a clear cut between the

aforementioned genres, especially Short Stories. As a matter of fact, a Short Stories
might include elements that are also found in Science Fiction, Historical Fiction or a

Detective and Mistery book. Otherwise, one can also argue that, although such genres

are actually well de�ned, the books used in the dataset are not enough representative

of the class they are members of. As pointed out by De Geest and Van Gorp (1999),

although all books in the dataset are assigned to a class, probably not all of them are

emblematic of their respective class. A further reason could also due to the fact that

not all books of the collection are complete, resulting in a lack of possibly helpful

terms that could have helped discriminate better between the genres.

However, a major role could also be played by the imbalance in the dataset: not all

genres are equally represented with Short Stories books summing up to 258 and Love
stories samples reaching 80 samples. In imbalanced datasets the classi�ers are biased

towards the most representative class penalising the smaller classes. This could also

be the reason why our model classi�ed more books as Short Stories than expected or

why it failed at detecting more Love stories books.
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6 Conclusion

In this thesis we carried out a text classi�cation task aimed at assessing the impact of

several feature sets in literary genre detection. The dataset we used in this thesis is

the Goodreads dataset used in the work by Maharjan et al. (2017), consisting of 1003

extracts from books belonging to eight di�erent genres. The features used included

traditional BOW features, bigrams, syntactic-based features, which are built following

the path in a syntax-tree and do not follow word order unlike traditional bigrams

(Sidorov, 2019; Sidorov et al., 2012), as well as emotional features, a set also used in

the work by Yako (2021) who performed similar experiments on the same dataset.

We developed our models using four well-known traditional ML algorithms used in

text classi�cation, namely Naive Bayes K-nearest neighbour, Support Vector Machine

and Random Forest. The performance of the algorithms was estimated using strati�ed

10-fold cross validation and we evaluated the e�ectiveness of the classi�er using one

of the evaluation metrics mostly used in text classi�cation, F-1 score. We converted all

texts into a suitable format for the algorithms, converting all documents into feature

vectors, where every entry of the vector corresponds to the frequency of a particular

feature in a text. Our experiments were �rst conducted using the feature sets singularly,

one by one, shrinking the feature space by selecting several thresholds, corresponding

to the top 2000, 4000, 8000, and 12 000 features for all sets but SR bigrams, where

thresholds of 100, 200, 300, and 400 were used. In addition to that, further experiments

were carried out converting the feature vectors into TF-IDF vectors.

The model that gives the best performance was the one built using RF with BOW

feature vector augmented with SR bigrams, in which we witnessed an increase of

2% over the baseline. The model achieved a F1-score of 0.74 on average, although

the performance varied according to genre, with Drama and Poetry genres reaching

the highest score of 92 and 93 respectively. The experiments not only showed how

some genres can bene�t from the use of syntactic features, but also their potential

as possible text classi�cation features, and their higher performance compared to

traditional bigrams. However, it should be pointed out that more experimentation

is needed in order to �nd out more speci�cally how di�erent genres are a�ected by

di�erent features and feature combinations.

In addition to that, the experiments showcased how genre identi�cation can be used

as a reference for possible users, such as publishers, given also the low computational

power required.

Future work can investigate the performance by tackling several parts of the classi-

�cation process: using entire books rather than extracts in order to capture as many

features a possible and applying feature selection methods to use the most relevant

features; building a more balanced dataset to avoid any bias towards any class; car-

rying out more empirical research using syntactic bigrams in combination also with

other features; di�erent parameters in order to assess how the classi�cation might be

a�ected. It goes without saying that more experiments should be carried out not only

to corroborate the idea that syntactic N-grams can actually improve the classi�cation

performance, but also in order to assess the impact of di�erent features on di�erent

genres. Furthermore, experimenting with neural architecture augmenting the data

with more samples should be taken into consideration.
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Appendix

Figure 6.1: F1-score achieved by Naive-Bayes in all feature sets

Figure 6.2: F1-score achieved by K-Nearest Neighbour in all feature sets

Figure 6.3: F1-score achieved by Support Vector Machine in all feature sets.
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Figure 6.4: F1-score achieved by Random Forest in all feature sets.
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