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Abstract 
Sakalis, C. 2021. Rethinking Speculative Execution from a Security Perspective. Digital 
Comprehensive Summaries of Uppsala Dissertations from the Faculty of Science and 
Technology 2089. 43 pp. Uppsala: Acta Universitatis Upsaliensis. ISBN 978-91-513-1333-7. 

Speculative out-of-order execution is one of the fundamental building blocks of modern, 
high-performance processors. To maximize the utilization of the system's resources, hardware 
and software security checks in the speculative domain can be temporarily ignored, without 
affecting the correctness of the application, as long as no architectural changes are made 
before transitioning to the non-speculative domain. Similarly, the microarchitectural state of the 
system, which is by necessity modified for every single operation (speculative or otherwise) 
also does not affect the correctness of the application, as such state is meant to be invisible on 
the architectural level. Unfortunately, while the microarchitectural state of the system is indeed 
separate from the architectural state and is typically hidden from the users, it can still be observed 
indirectly through its side-effects, through the use of "side-channels". Starting with Meltdown 
and Spectre, speculative execution, combined with existing side-channel attacks, can be abused 
to bypass both hardware and software security barriers and illegally gain access to data that 
would not be accessible otherwise. 

Embroiled in a battle between security and efficiency, computer architects have designed 
numerous microarchitectural solutions to this issue, all the while new attacks are being 
constantly discovered. This thesis proposes two such speculative side-channel defenses, Ghost 
loads and Delay-on-Miss, both of which protect against speculative side-channel attacks 
targeting the cache and memory hierarchy as their side-channel. Ghost loads work by making 
speculative loads invisible in the memory hierarchy, while Delay-on-Miss, which is both simpler 
and more secure than Ghost loads, restricts speculative loads from even reaching many levels 
of the hierarchy. 

At the same time, this thesis also tackles security problems brought on by speculative 
execution that are not themselves speculative side-channel attacks, namely microarchitectural 
replay attacks. In the latter, the attacker abuses speculative execution not to gain access to data 
but to amplify an otherwise already existing side-channel. This is achieved by trapping the 
execution of a victim application in a repeating window of speculation, forcing it to constantly 
squash and re-execute the same side-channel instructions again and again. To counter such 
attacks, Delay-on-Squash is introduced, which prevents instructions from being replayed in the 
same window of speculation, hence stopping any microarchitectural replay attempts. 

Overall, between Delay-on-Squash, Delay-on-Miss, and Ghost loads, this thesis covers a wide 
range of insecure microarchitectural behaviors and secure countermeasures for them, all the 
while balancing the trade-offs between security, performance, and complexity. 
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1. Introduction 

This thesis is a work on computer architecture and speculative execution, from 
the perspective of hardware and software security. Specifically, this thesis pro-
poses architectural defences to the security issues that speculative execution 
has inadvertently caused, namely speculative side-channel and microarchitec-
tural replay attacks. 

Modern, general-purpose processors, ranging from mobile phones to high-
end servers, depend on speculative out-of-order execution to achieve high 
performance and efficiency. Unfortunately, starting with Meltdown [29] and 
Spectre [24], speculative out-of-order execution has also been shown to be the 
cause of a number of security vulnerabilities, such as speculative side-channel 
attacks [13] and microarchitectural replay attacks [55, 56]. 

Out-of-order execution makes it possible for the processor to bypass in-
complete instructions and look further down the execution stream, achieving 
higher resource utilization and performance. This is often done speculatively, 
as it is not always possible to known the correct path down the execution 
stream without first completing all the preceding instructions. While the pro-
cessor is uncertain about the correctness of the speculation, the effects of all 
the instructions are kept hidden in the microarchitectural state of the proces-
sor, to be squashed in case of misspeculation. Only once all speculation has 
been resolved are the effects of the correct instructions made visible in the 
architectural layer. 

Although the microarchitectural state of the processor is meant to be kept 
hidden from the architectural layer, it does affect the architectural layer in 
observable ways. For example, the state of the caches and whether a cache 
line exists in the cache or not are typically not available in the architectural 
layer, but they are still possible to infer based on how long a memory access 
takes to complete. This behavior has lead to various microarchitectural side-
channels [18], which can be used (i) to observe the microarchitectural state of 
the system to infer information about an application or (ii) to use the microar-
chitectural state as a covert side-channel capable of transmitting information 
across boundaries where it would not be possible otherwise. 

By combining speculative execution with said covert channels, it is possible 
to illegally gain access to data that would otherwise be inaccessible and then 
leak them from the speculative to the non-speculative domain. For example, in 
a typical Meltdown attack [29], it is possible to speculatively access data that 
would normally lead to a page fault, encode them in the microarchitectural 
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state, and then recover them once the speculation has been resolved. Papers I– 
IV tackle these issues, focusing specifically on cache and memory speculative 
side-channel attacks. 

Paper I introduces Ghost loads [46], a mechanism for making specula-
tive loads invisible in the memory hierarchy, thus preventing side-channels 
from being formed. In addition, a method to determine when an instruc-
tion is speculative is also introduced. Then, Paper II introduces Delay-on-
Miss [48], a different mechanism for preventing cache and memory side-
channels, which works by disallowing speculative loads from even leaving 
the L1 cache. Delay-on-Miss is both simpler, more secure, and supports a 
wider range of memory models than Ghost loads, making it a clear improve-
ment over the latter. In Paper III, Delay-on-Miss is analyzed further, focusing 
on its effect on the memory level parallelism of the system and, by extension, 
the performance of the system. 

Finally, in Paper IV, we discuss speculative interference attacks, first gener-
ally and then in practice, using Delay-on-Miss. With speculative interference 
it is possible to construct a speculative side-channel by interfering with the ex-
ecution of earlier (in program order), non-speculative instructions. We explain 
how the problem of speculative interference arises from, and is essentially 
equivalent to, the problem of priority inversion, occurring at the issue stage. 
Then, using Delay-on-Miss as an example use case, we show how this insight 
can be applied in practice, to efficiently secure existing solutions against spec-
ulative interference, adeptly using existing solutions such as preemption or 
in-order scheduling. 

In addition to speculative side-channel attacks (Papers I–IV), we also tackle 
microarchitectural replay attacks (Paper V), which abuse speculative execu-
tion in a different way. Rather than a new way of gaining access to data 
illegally, microarchitectural replay is instead a way to amplify existing side-
channel attacks. This is achieved by trapping the victim application in a cycle 
of misspeculation and squashing, infinitely repeating a region of code that 
contains a side-channel. As side-channels are by nature noisy and unreliable 
communication channels, the ability to re-execute them can make the differ-
ence between a side-channel being effective or practically impossible. Pa-
per V tackles this issue of microarchitectural replay by introducing Delay-on-
Squash, a mechanism that (i) keeps track of which instructions have already 
been executed once and then squashed and (ii) prevents such instructions from 
being re-executed under the same window of speculation, effectively breaking 
the microarchitectural replay cycle. 

In summary, between Ghost loads, Delay-on-Miss, speculative interference, 
and Delay-on-Squash, this thesis studies a wide-range of speculative microar-
chitectural behaviors from the perspective of security and offers comprehen-
sive solutions that effectively balance security, the complexity, and the over-
heads introduced. 
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2. Background 

The main focus of this thesis is speculative out-of-order execution, from the 
perspective of security, focusing on speculative side-channel and microarchi-
tectural replay attacks. 

2.1 Speculative Out-of-Order Execution 
Speculative out-of-order execution is one of the fundamental building blocks 
upon which modern processors rely on to achieve high performance and en-
ergy efficiency. On the architecture level, instructions are executed one after 
the other, in exactly the same order as they are found in the program. How-
ever, executing a program in this way is not not only terribly inefficient but 
also unnecessary. Instead, on the microarchitectural level, modern processors 
are constantly speculating and re-ordering instructions. 

The concept behind speculative execution is simple: The processor is al-
lowed to speculate (guess) ahead of time which instructions will be executed 
next and how, as long as the speculation is not made visible to the user until 
it has been determined to be correct. For example, the processor is allowed 
to guess if a branch will be taken or not, as long as any instructions executed 
based on that guess are kept hidden from the user until the branch target has 
been verified. To achieve this, the processor does not permit any speculative 
instructions to modify the architectural state of the system and, if the specu-
lation turns out to be incorrect, the instructions are squashed and re-executed 
correctly. 

Unfortunately, it is possible for a user to peer under the architecture layer 
and observe, or even modify, the microarchitectural state. For example, when 
an instruction accesses data in the memory, these data are also installed in 
the caches. Since accesses that hit in the caches are significantly faster than 
accesses that reach the main memory, it is possible to determine which data 
reside in the cache and which do not. Similarly, by simply executing a memory 
access, it is possible to install data from the memory into the caches. Such 
behavior does not, by itself, affect the correctness of the application, as on 
the architectural level there is no difference between some data existing in the 
cache or in the main memory, but a malicious user can abuse this to bypass 
software and hardware security mechanisms. 
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2.2 Microarchitectural Side-Channel Attacks 
Microarchitectural side-channel attacks take advantage of the microarchitec-
tural state of modern processors to leak information under conditions where 
it is not possible to do so on the architectural level, bypassing software and 
hardware security mechanisms. For example, it is possible to monitor the 
behavior of an application on the microarchitectural level and then infer the 
value of some secret data that the application is using. Techniques have been 
demonstrated that are able to extract encryption keys from some very com-
mon ciphers by monitoring their cache access patterns [11] or the types of 
instructions they are executing [2]. In addition, a malicious user can abuse the 
microarchitectural state to construct a communication channel between parts 
of the system that are isolated on the architecture level. For example, it is 
possible to construct a communication channel between two virtual machines 
(VMs) residing on the same server [34], or even between misspeculated (to be 
squashed) and correctly executed (to be committed) instructions [13]. Such 
attacks are possible because the architectural behavior of the application di-
rectly affects the microarchitectural state of the processor in a deterministic 
and observable way. As there can be several microarchitectural states that all 
alias to the same architectural state, it is possible to use the microarchitectural 
differences to encode information, without affecting the architectural state of 
the system [35]. 

A common target for microarchitectural side-channel attacks is the memory 
hierarchy. For example, to install a cache line into the cache, all one has to do 
is access that cache line with a normal load instruction. At the same time, it 
is possible to determine if a cache line exists in the cache, and even in which 
level of the cache, by simply timing a load access to that memory location. Us-
ing a variety of techniques, such as FLUSH+RELOAD [65], a malicious user 
can exploit this behavior to construct a side-channel, by using the different 
microarchitectural states of the cache to encode information. Such techniques 
are of course not 100% reliable, as the microarchitectural state might be modi-
fied for other reasons, which introduces noise into the side-channel. However, 
much like on any other noisy communication channel, such problems can be 
remedied by implementing an appropriate communication protocol [34]. For 
side-channels that are built on top of the cache hierarchy, it is not uncommon 
to simply repeat the transmission (modifying the cache state) and the reception 
(timing memory accesses) multiple times. Even though they are not perfect, 
such side-channels offer some advantages over other side-channels, as the mi-
croarchitectural state (i) typically persists in the memory hierarchy for some 
time and (ii) it can be observed from the same thread to all the way across 
different processors sharing the same memory system. 

Another common target for side-channel attacks is resource contention. 
This can be done both on the memory hierarchy and on other processor re-
sources. For example, integer division requires more time and resources to 
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execute than an integer addition. Thus, a side-channel can be constructed by 
having a transmitted thread that performs an integer addition for transmitting a 
“0” and an integer division for transmitting a “1”. A receiver thread, running 
in parallel with the first thread (symmetric multithreading – SMT) can detect if 
the transmitter is performing a division or not by also performing a large num-
ber of divisions; if the average latency for each division is higher than normal, 
then it means that someone else (the transmitter) is also performing one at the 
same time. This is referred to as contention-based attack, since it uses resource 
contention as the side-channel. Such a side-channel has been demonstrated in 
practice (e.g., Aciicmez and Seifert [2], Skarlatos et al. [55]), but it does have a 
number of issues: It requires precise synchronization between the transmitter 
and the receiver, only one bit of information can be reliably sent at a time1, it  
requires the transmitter and the receiver to share the same integer division unit 
at the same time, and finally it is very susceptible to noise and interference 
from other operations. Due to (i) the contention only being present while the 
transmitter is active and (ii) the fact that some contention attacks require for 
the two threads to be collocated on the same core, such attacks can be less 
reliable, but are still effective. 

2.3 Speculative Side-Channel Attacks 
Speculative side-channel attacks are a class of side-channel attacks that abuse 
speculative execution to gain access to data that would otherwise be inacces-
sible, due to software or hardware security barriers. They typically consist of 
two parts: First, some speculative mechanism is abused to illegally gain access 
to some sensitive data. This is made possible when either software or hard-
ware security barriers are not correctly checked during speculative execution, 
as the instructions accessing the data illegally will eventually be squashed, 
when the processor has detected the mistake. Hence, under speculative exe-
cution it is possible for the processor to execute code and perform memory 
accesses that would have not been possible otherwise. At the same time, un-
der speculative execution, microarchitectural changes are only allowed if they 
do not affect the architectural state of the system, and incorrectly executed in-
structions are squashed before they have a chance to be made architecturally 
visible. So while it might be possible to bypass software and hardware barri-
ers while executing speculatively, it is not possible, as far as the architecture 
is concerned, to store and then retrieve any of the information obtained. To 
transfer this illegally accessed data from the speculative domain (instructions 
that will be squashed) to the non-speculative domain (instructions that will be 
committed), the second part of the attack employs a side-channel that encodes 

1Unlike cache based side-channels, where multiple cache lines can be set and probed at the 
same time. 
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1  s  e c r e t  =  * k e r n e l _ a d d r  ;  
2  l  e a k _ s e c r e t  (  s  e c r e t  )  ;  

Listing 2.1. Victim code for the Meltdown attack. 

1  s a f e _ a c c e s s  (  b y t e  * a r r a y  ,  i n t  i n d e x  )  {  
2 i f  ( i n d e x  <=  a r r a y −> l e n g t h )  
3 r e t u r n  a r r a y  [  i n d e x  ] ;  
4 e l s e  
5 r e t u r n  −1;  
6 }  
7 
8  s e c r e t  =  s a f e  _ a c c e s s  (  some_ar ray  , i n v a l i d _ i n d e x  )  ;  
9  l e a k _ s e c r e t  (  s e c r e t  )  ;  

Listing 2.2. Victim code for the Spectre attack. 

the data as part of the microarchitectural state of the processor, which can later 
by accessed by non-speculative instructions. 

For example, permission checks for memory addresses might be delayed 
or branches might be predicted incorrectly (first part of the attack). List-
ings 2.1 and 2.2 contain two cases of attacks that abuse this, namely the Melt-
down [29] (Listing 2.1) and Spectre [24] (Listing 2.2) attacks, which were 
the first to demonstrate how speculative execution can be abused. In the case 
of Meltdown, the malicious code tries to access an address that it does not 
have the appropriate permissions for (line 1). Typically, during the virtual 
to physical translation process, the processor will realize that such an access 
is not allowed and it will raise a page fault. However, depending on the exact 
pipeline implementation of the processor, such checks might not be performed 
immediately, allowing for the value to be speculatively loaded, thus bypassing 
the memory protection that is normally enforced by the hardware. While the 
processor will eventually realize this and proceed to squash any speculatively 
executed instructions, it is possible to leak the illegally accessed data using 
microarchitectural side-channels. On the other hand, in the case of the Spectre 
attack, it is a software protection mechanism that is bypassed. The attacker 
can train the branch predictor to always expect the if statement (line 2) to be 
true simply by calling the safe_access function multiple times with values 
that cause the if statement to be true. The next time the processor reaches 
that branch, even if this time the condition is false, it will still initially spec-
ulate that the condition is true, performing the out-of-bounds memory access 
(line 3). Much like in the case of the Meltdown attack, the processor will 
eventually realize that it had speculated incorrectly and squash any incorrect 
instructions, and with them any illegally obtained information. However, at 
this point it will be too late, as the secret will have already been leaked thought 
the side-channel. 
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1  b y t e  p r o b e _ a r r a y [256  CACHE_LINE_SIZE ] ; * 
2 
3  l e a k _ s e c r e t  (  b y t e  s e c r e t  )  {  
4 x = p r o b e _ a r r a y [ CACHE_LINE_SIZE s e c r e t  ] ;  * 
5 }  
6 
7  probe ( b y t e  * c a c h e _ l i n e )  {  
8 f o r ( i  = 0 ;  i < 256 ; i ++)  {  
9 t 1 = RDTSCP ( ) ; 

*10  x  =  p r o b e _ a r r a y [ i  CACHE_LINE_SIZE ] ; 
11  d e l a y  =  RDTSCP ( )  −  t 1  ;  
12 } 
13 } 

Listing 2.3. Side-channel code example, for both the Meltdown (Listing 2.1) and the 
Spectre (Listing 2.2) attack. 

Specifically, while still under speculation, the malicious code can use a 
side-channel, such as the aforementioned cache or contention based ones, to 
transmit any information it has accessed illegally. As long as the receiver is 
executing non-speculatively2, the information obtained while under specula-
tion can then be brought into the architectural level. In Listing 2.3 we can 
see an example of such a side-channel. Recall that the leak_secret func-
tion is being used by the examples in Listings 2.1 and 2.2. In this example, a 
cache side-channel is used, but other side-channels can be used as well. With 
the cache side-channel, all the leak_secret function has to do is encode the 
secret value that is to be leaked as part of an address and access one single 
cache line (line 4). In this example, a probe array that can encode 256 differ-
ent values is used and the secret is encoded by simply accessing the nth cache 
line of the array, with n being the secret value. Then, to detect which cache 
line was the one accessed by leak_secret, the cache lines of the array are 
probed one after the other, to determine which one has a fast access time (i.e., 
which one has been installed in the cache), thus leaking the secret value3. As  
already mentioned, this is just one example of a side-channel and the choice 
of side-channel is, with some restrictions, orthogonal to how the attacker has 
managed to gain access to the secret information. However, this and other 
similar cache and memory side-channels, are particularly interesting because 
the transmitter and the receiver do not have to be executed in parallel and can 
even be part of the same application. For example, if we imagine that the 
victim function in the Spectre example (Listing 2.2) is a JavaScript runtime 

2In practice, almost all instructions are executed speculatively, but this not an issue for the 
receiver as long as it is on the correct, to-be-committed path of the execution. 
3For this to work correctly, only the cache line brought in by leak_secret should be present 
in the cache, so the attacker has to have flushed the cache before mounting the attack. Be-
cause of this pattern, flushing and probing the cache, this specific side-channel is referred to as 
FLUSH+RELOAD [65]. 
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function used by a web browser to ensure that the JavaScript code being exe-
cuted does not access any memory outside of the JavaScript VM. An attacker 
could construct code similar to the one given in the example to bypass the 
software barriers put in place by the web browser and access information out-
side of the JavaScript VM. Depending on how the web browser is designed, 
the JavaScript VM might share the same process for multiple web pages or 
even the same process as sensitive internal browser state, such as stored login 
information, all of which could be leaked to the attacker. As a matter of fact, 
modern web browsers have modified their design since the Spectre attack was 
announced, to combat exactly this issue [42]. 

Overall, speculative side-channels attacks can be particularly devastating 
because they can be executed even if both the software and the hardware im-
plementation is otherwise functionally correct. In addition, since speculative 
execution is one of the basic building blocks of modern processors, it is not 
easy to fix the issue without impacting the performance and energy efficiency 
of the processor. 

2.4 Microarchitectural Replay Attacks 
The side-channels we have discussed so far are not purposely designed com-
munication channels but rather side-effects of the normal architectural and 
microarchitectural behavior of the system. As such, they are inherently noisy 
and unreliable. For example, when using a cache-based side-channel, there 
is nothing to prevent the cacheline(s) being used for the side-channel from 
being evicted by a third process in the system. Similarly, interrupts, context 
switches, and other interruptions in the application execution can also disrupt 
the side-channel. Since the system does not provide any architectural mech-
anisms for synchronizing the transmitter and the receiver during side-channel 
operations, these also have to be constructed using the side-channel itself or 
other mechanisms. 

Still, as we have seen, side-channels can be very effective. Similarly to how 
modern communication protocols are designed with the underlying channel 
characteristics in mind, so can protocols for side-channels be designed. For 
example, noise on a side-channel can be filtered out using error detection and 
correction codes, combined with statistical methods [34]. The question then 
becomes not if a side-channel can be exploited but rather how easy, reliable, 
and fast the channel is. As many of the underlying issues can be resolved 
by simply repeating the transmission of information through the side-channel 
until successful, whether a side-channel can be practically exploited becomes 
a function of the delay between each retransmission (i.e., how fast can the 
side-channel be repeated) and the average number of retransmissions neces-
sary (i.e., how many times does the side-channel have to be repeated). In some 
cases, the attacker is able to either directly execute or trigger the execution of 
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Figure 2.1. High-level overview of the MicroScope attack. 

the victim application at will, repeating the execution as many times as neces-
sary to extract the keys. However, this is not always possible, especially when 
the attacker does not have full control over the victim application. Hence, 
this ability to replay the victim code multiple times is crucial in being able to 
reliably exploit the utilized side-channel. 

Microarchitectural replay attacks (MRAs), introduced in MicroScope [55], 
can achieve exactly this. Using an MRA, an attacker can amplify the effects 
of side-channel attacks, enabling them to mount a successful attack under 
conditions where it would not be possible otherwise, as even the smallest, 
most innocuous amount of information leakage can be amplified and abused. 
MicroScope specifically targets secure enclaves (which are used for running 
security-sensitive applications in isolation from external interference) by abus-
ing a combination of speculative execution and page fault handling, in cases 
where the latter is delegated to a (malicious/compromised) operating system 
(OS). A high-level overview of MicroScope can be seen in Figure 2.1: 

1. The victim application executes a load, referred to as the “handle”, 
which misses in the translation lookaside buffer (TLB). 

2. Typically, when an address translation misses in the TLB, a page table 
walk is triggered. 

3. If a hardware (or otherwise parallel) page walker is available, the ap-
plication can continue executing in parallel to the page walk. As the 
outcome of the walk is not known yet, the execution is speculative and 
might be squashed. 

4. If the page walk does not succeed, then the application is interrupted 
(page fault), the speculatively executed instructions are squashed, and 
control is handed over to the OS. 

5. The OS is responsible for handling the page fault, usually by simply 
mapping the page to the main memory. In cases where this is not possi-
ble, then the application might be terminated, but here we are assuming 
that the page can be mapped without any issues. 

6. Once the OS has handled the page fault, the execution is handed back to 
the application, which restarts from the faulting instruction. 
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7. This time another page walk is needed, as the translation still does 
not exist in the TLB (Step 1), but since the operating system has now 
mapped the page, the page walk typically succeeds and execution can 
continue without any further issues. 

8. However, under MicroScope, this is not the case. Instead, the malicious 
OS has only pretended to map the page, without actually doing so, caus-
ing the application to go through the same cycle of speculative execution 
and squashing (Steps 1 to 7). 

Essentially, MicroScope traps the victim application in a loop where the 
application misses in the TLB, triggers a page walk and continues executing 
speculatively, triggers a page fault, squashes the speculatively executed in-
structions, re-executes the faulting instruction and misses in the TLB again. 
By triggering these loops at specific parts of the code, just before the instruc-
tions that cause the side-channel information leakage, the attacker can repeat 
the side-channel until all the underlying noise is filtered out, making even the 
least reliable side-channels easy to exploit, regardless if the application is ex-
ecuting in a secure enclave or not. 

Two more abstract examples of MRAs, which include the side-channel in-
structions, can be seen in Figure 2.2. In the first example (Figure 2.2a) a single 
handle is used, while in the second example (Figure 2.2b) two separate han-
dles are used, one after the other. In this thesis, we will also discuss more 
advanced cases, such as using other forms of speculation as handles and using 
multiple nested handles (Paper V). 

It should also be noted that even though MRAs exploit speculative execu-
tion, they are not the same as speculative side-channel attacks, as the former 
target the wrong execution path, effectively bypassing software and hardware 
barriers to access information illegally, while the latter can be used to am-
plify even the correct path of execution. Hence, existing defences that stop 
speculative data transmission [60, 66, 67] are ineffective, as they rely on the 
side-channel instructions being on the wrong path of execution. 
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3. State-of-the-Art and Related Works 

In this thesis we propose solutions for speculative side-channel and microar-
chitectural replay attacks, both of which abuse the speculative execution in 
a malicious way. We focus on side-channels exposed to the software, such 
as cache or memory side-channels. Side-channels that deal with the phys-
ical side-effects of execution, such as energy usage [25, 39] or EM emis-
sions [39] are outside the scope of this thesis. Non-malicious applications 
of side-channels, which can be used to observe and profile a system nonin-
trusively [36, 54] are also outside the scope of the this thesis, as they do not 
constitute security vulnerabilities. 
Speculative side-channel attacks: Speculative side-channel attacks were first 
introduced with Meltdown [29] and Spectre [24]. Since then numerous other 
speculative attacks have been discovered, many of which are variants of the 
two originals [13,61]. Specifically, we can categorize speculative side-channel 
attacks under two broad categories, Meltdown-style and Spectre-style. The 
first style encompasses attacks that typically bypass hardware barriers, in cases 
where permissions, addresses, etc., are not fully checked before an access is 
made. For example, Meltdown [29] works because the page permissions are 
not checked before performing the memory access (Section 2.3, Listing 2.1). 
A notable subcategory of Meltdown-style attacks are the microarchitectural 
sampling attacks, such as ZombieLoad [52], which illegally access data stored 
on microarchitectural buffers, such as the L1 data-cache (L1D) line buffer. 
Due to their nature, Meltdown-style attacks are very tightly coupled to the 
actual microarchitectural implementation of the processor, so they vary from 
vendor to vendor. 

On the other hand, Spectre-style attacks are more general in nature and ex-
ploit more fundamental principles of speculative execution, so they are more 
widespread across different vendors. They typically bypass software barriers, 
such as branches performing permission or safety checks. For example, Spec-
tre v1 [24] can be used to bypass software safety checks that are implemented 
using branches (Section 2.3, Listing 2.2). 

Finally, there also exists a variant of speculative side-channels attacks called 
“speculative interference attacks” [9]. These are not new attacks by them-
selves but rather a new way of structuring an attack to bypass some of the pro-
posed defences. Most hardware-based defences for speculative side-channel 
attacks will only act against side-channel instructions that are under specu-
lation. Speculative interference attacks take advantage of this by construct-
ing side-channels using non-speculative instructions. There are different ways 
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to achieve this but the main principle is that secret-dependent speculative in-
structions can be used to interfere with non-speculative instructions and can 
so indirectly lead to the creation of a side-channel indirectly. Thus, existing 
defences need to be modified to also protect against such attacks (Paper IV). 
Side-channels: Regardless of the style of the attack and what they exploit, all 
attacks need to use a side-channel to leak the information from under specula-
tion. Typically, this side-channel is orthogonal to the attack itself and several 
different side-channels can be used interchangeably. Papers I – IV focus on 
side-channels that try to exploit the memory hierarchy, such as cache [33], di-
rectory [63], and DRAM [40] based side-channels. Specifically, in Paper I we 
focus primarily on side-channels that work by modifying the cache state, while 
in Papers II, III, and IV we explicitly target all cache and memory based side-
channels. In Paper V we will in addition discuss non-memory side-channels, 
such as port contention [4]. Regardless of the exact type, all of these side-
channels are exploitable in software and can be done so remotely. There also 
exist other hardware side-channels that require physical access to the proces-
sor, such as energy usage [25] and EMF radiation [39], but these are outside 
the scope of our work, as are traditional side-channel attacks that do not abuse 
speculative execution. 
Side-channel defences: General, non-speculative side-channels have been 
known for a long time and many solutions have been proposed [18]. When 
it comes to cache side-channels, the majority of the existing solutions focus 
around cache partitioning [14,23,37], randomization [30,31,41], or otherwise 
obfuscating the behavior that leads to the side-channel [16, 68], sometimes 
using combinations of the previous techniques [26, 59]. Yan et al. [64] have 
proposed a way of protecting from directory based attacks using victim di-
rectories. Memory side-channels can be handled using a close-page policy 
on DRAM modules, as it has been suggested in some works (e.g.,Saileshwar 
and Qureshi [45]). In many cases, these defences can only protect from at-
tacks originating from other execution contexts/security domains and they 
cannot protect from attacks originating from within the same context/secu-
rity domain, such as the example Spectre attack in Section 2.3. In some cases, 
software modifications can also be employed, as is the case in many modern 
encryption algorithms, where the authors ensure that the observable microar-
chitectural behavior of an application is independent of the secret keys. In 
all these cases, each proposed solution tries to prevent or limit the creation 
of specific side-channels and comes with different costs and limitations. To 
create a comprehensively secure system, multiple of these solutions will have 
to be employed, each with its own limitations and overheads. To the best of 
our knowledge, no such system has been proposed yet, especially when also 
considering all possible side-channels, not just those targeting the cache and 
memory hierarchies. 
Speculative side-channel defences: For speculative attacks, as each new at-
tack was announced, software and hardware vendors released patches to fix 
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as many of them as possible. For example, the Linux kernel contains a num-
ber of mitigations for different Spectre variants [1], which unfortunately have 
introduced significant overheads (up to 69% additional latency for certain op-
erations, according to Ren et al. [43]) while still not solving all speculative 
side-channels. The MSVC compiler team has also introduced software mitiga-
tions for preventing similar attacks in the compiled software [38]. The Chrome 
web browser team has altered the architecture of the browser to isolate sites 
from one another and from the main browser [42], to prevent Spectre attacks. 
Context-Sensitive fencing [57] proposes modifying the decoding process of 
modern processors to introduce additional fences in order to prevent Spectre-
style attacks. All of these measures target specific attacks, trying to prevent 
the illegal access of information, so if new attacks are introduced new meth-
ods need to be devised. At the same time, since a lot of these methods have 
been developed and applied outside of academia, it is not easy to find concrete 
information regarding the performance overheads they introduce. The same is 
also true for hardware based solutions that vendors such as Intel have intro-
duced, either for older processors, or in some cases only for new processors, 
where it is not even possible to identify what the exact mitigations that have 
been implemented are. 

So far the solutions discussed either focus on all side-channels, regardless 
if they are used speculatively or not, or focus on mitigating specific attacks 
by preventing the illegal accesses from happening in the first place. Our work 
does not fit into neither of these two categories. Instead of focusing an all 
side-channels, the work presented focuses only on speculative side-channels. 
At the same time, the goal is not to mitigate specific attacks nor is it to pre-
vent the attacker from accessing the information illegally. Instead, we focus 
on speculative execution and how it can be abused to leak information, us-
ing side-channels. Essentially, we are not interested in if or how the attacker 
might gain access to information illegally, we are only interested in prevent-
ing the attacker for leaking that information by abusing speculative execution. 
This goal is not unique to our work, and numerous other solutions have been 
proposed, which we will broadly split into three categories: 

• Hiding speculative execution: InvisiSpec [62], Ghost loads [46] (Pa-

per I), and others [3, 21–23] allow speculative instructions, specifically 
loads, to execute speculatively, but hide all side-effects in the cache until 
the speculation has been resolved. They achieve this by preventing mem-
ory accesses from modifying the cache if they originate from a specu-
lative load, and by utilizing special buffers where the data brought in 
speculatively can be stored. If the speculation was correct, then the data 
can be installed from the buffers into the cache, otherwise they are dis-
carded. At the same time, while under speculation, the buffers can serve 
as small caches for other speculative instructions, reducing the perfor-
mance cost of such solutions. InvisiSpec also contains a coherence so-
lution for maintaining the requirements of the Total Store Order (TSO) 
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memory model, while under the Ghost loads only more relaxed memory 
models have been considered. On the other hard, Ghost loads have the 
advantage that they can allow for speculative prefetching, which, as it 
can be seen in Paper I, has a significant performance impact. 

• Delaying speculative execution: Delay-on-Miss [48, 49] (Papers II, 
III, and IV), Speculative Taint Tracking (STT) [67], Conditional Spec-
ulation [28], and NDA (Non-Speculative Data Access) [60], and oth-
ers [8, 17, 32, 53, 57] prevent speculative side-channel attacks by re-
stricting speculative execution if it can lead to observable side-effects. 
Specifically, NDA and STT restrict all instructions, in an effort to pre-
vent all side-channel attacks, but at a significant performance cost, while 
Delay-on-Miss and Conditional Speculation only focus on memory side-
channels. NDA, STT, and Conditional Speculation track safe and unsafe 
instructions based on the instruction dependency chains, while Delay-
on-Miss uses the concept of speculative shadows. It should be noted 
here that what is considered as safe or unsafe differs between each so-
lution, and sometimes multiple versions are presented for different treat 
models. 

• Undoing speculative execution: CleanupSpec [45] takes a different ap-
proach than hiding or delaying speculative execution, instead it allows 
instructions to execute unhindered and, in case of a mispeculation, their 
side-effects are undone. In practice, while this works perfectly for at-
tacks executed from within the same execution context/domain, it is still 
necessary to obfuscate and delay speculative execution to prevent attacks 
where the receiver resides in a different context/domain. Specifically, 
CleanupSpec proposes undoing the side-effects of speculative execution 
in the L1 cache by keeping track of which cache lines are installed and 
evicted by speculative loads and evicting or reinstalled them in the event 
of a mispeculation. For the L2 cache, a combination of evictions and 
randomization [41] needs to be used instead, to obfuscate the cache state 
from other execution contexts/domains. Similarly, the L2 needs to also 
be protected by randomization, and a closed-page policy is proposed for 
the DRAM. Finally, to prevent changes caused by coherence, the coher-
ence protocol needs to be modified to introduce invisible accesses and 
loads are delayed if a state change is necessary. 

Since these defences focus on speculative side-channel attacks, they typi-
cally have some point in speculative execution at which instructions transition 
from speculative (“unsafe”) to non-speculative (“safe”). For example, Ghost 
loads and Delay-on-Miss use the concept of speculative shadows, which in 
turn is based on the commit conditions discussed by Bell and Lipasti [10]. 
Other defences have similar concepts. There also exists work on moving this 
point (at which instructions become non-speculative) as early as possible, to 
further reduce the overheads of the defences, such as Tran et al. [58] and Zhao 
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et al. [69]. Both of these utilize compiler information to let defences such as 
Delay-on-Miss or InvisiSpec mark instructions “safe” as early as possible. 

So far, all of the speculative side-channel defences (and their optimiza-
tions), have one thing in common: They all need to make security trade-offs 
to reduce the defence overhead to a reasonable level. Some might only cover 
specific speculative side-channel attacks, while others only cover specific side-
channels. For example, Ghost loads and Delay-on-Miss only protect against 
memory side-channels, under the assumption that such side-channels are eas-
ier to exploit [61]. On the other hand, STT can protect against more side-
channels, but it only works if the secret to be leaked is loaded under specula-
tion; it cannot protect against attacks where the secret is already in a register. 
NDA has a variant that can protect against such attacks, but at great perfor-
mance cost. Because of these, a direct comparison is impossible and, in fact, 
some solutions are even orthogonal to one another and can potentially be com-
bined. For example, the dependency-based tracking from NDA and STT can 
also be implemented as a mechanism in InvisiSpec or Delay-on-Miss. 

Since microarchitectural replay attacks (MRAs) also abuse speculative 
execution, we would assume that existing speculative side-channel defences 
would work against them, but this is not necessarily true. As already dis-
cussed, there is a critical difference between speculative side-channel attacks 
and microarchitectural replay attacks. Speculative side-channel attacks 
abuse speculative execution to illegally gain access to data that would not 
be accessible otherwise, all the while being on the wrong (misspeculated) 
path of execution. MRAs on the other hand can be used to amplify both 
speculative and non-speculative side-channel attacks, including attacks where 
the victim can legally access the targeted data and is on the correct path 
of execution. Thus, defences that only block the wrong execution path 
(e.g., [27, 58, 69]) or defences that block the transmission of speculative 
accessed data to speculative side-channel instructions (e.g., NDA [60], 
STT [66, 67], and others [7, 8, 17, 28]) are not effective against MRAs. 
Other defences, which are not constrained the same way but only protect 
against specific side-channels (e.g., InvisiSpec [62], Delay-on-Miss [48, 49], 
and many others [3, 21–23, 45, 46, 57]), under the assumption that not all 
side-channels are equally easy to exploit, are also ineffective, as the main goal 
of MRAs is to amplify and make such hard-to-exploit side-channels possible. 
Microarchitectural Replay Attacks and Defences: At the time that this 
thesis is written, there exist three works on microarchitectural replay attacks: 
MicroScope [55], which introduced the attacks, Delay-on-Squash (Paper 
V), which generalizes the attacks and introduces defences for them, and 
Jamais Vu [56], which also introduces defences against them. While Delay-
on-Squash and Jamais Vu both work on the same underlying principle, they 
each make different assumptions about what can be considered safe or not. 
In the case of Jamais Vu, microarchitectural replay even beyond the scope 
of simply squashing and replaying is also considered. With assistance from 
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the compiler, Jamais Vu is able to identify “epochs” that can cover large 
parts of the execution, at the cost of additional performance overhead. Under 
Delay-on-Squash such large epochs are considered outside the scope of the 
work, which only focuses on replay brought on by speculation. Due to this, 
Delay-on-Squash does not need any software support and can instead identify 
“epochs” organically in hardware. At the same time, Delay-on-Squash 
compensates for the lack of larger epochs by considering more complex 
handle configurations, such as nested handles. As both defences are designed 
on the same principle and each offer their own advantages and disadvantages, 
it should be possible to cherry-pick from the two mechanisms, to match the 
security and performance requirements of the system. 
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4. Defending Against Speculative 
Side-Channel Attacks 

Papers I – IV take on speculative side-channel attacks, specifically ones that 
use side-channels in the memory hierarchy to leak sensitive information. 
While other side-channel are also possible, cache- and memory-based side-
channels are typically easier to exploit [61], especially when it is not possible 
to collocate and run in parallel the two parts of the side-channel [18, 61]. 
Therefore, to limit the overheads introduced by the defences, a security vs 
performance trade-off is made and non-cache/non-memory side-channels are 
left outside the scope of these works. 

Of those four papers, Paper I proposes Ghost loads [46], which protects 
the memory hierarchy by hiding the side-effects of speculatively executed 
load instructions, without delaying the instructions themselves. On the other 
hand, Papers II, III, and IV concern Delay-on-Miss [48–50], which protects 
the whole memory hierarchy by preventing certain speculative load instruc-
tions (those that miss in the L1 cache) from executing at all, until they become 
non-speculative. In addition to being more secure than Ghost loads, Delay-
on-Miss also has a simpler design, making it a clear improvement. 

Their differences notwithstanding, both Ghost loads and Delay-on-Miss (as 
well as Paper V – Delay-on-Squash) are all based on the concept of specula-
tive shadows, an effective and efficient way of determining the earliest point 
at which an instruction is no longer speculative, which we have introduced 
inspired by the work of Bell and Lipasti [10] on the conditions for commit, as 
well as by the work of Alipour et al. [5] on out-of-order commit. 

4.1 Paper I – Ghost Loads: What is the Cost of Invisible 
Speculation? 

Ghost loads are loads that are invisible in the memory hierarchy. In Paper I we 
explore how such loads can be implemented and employed to prevent specu-
lative side-channels, as well as how they affect the performance of the system. 
They have the following characteristics: 

1. They are issued like any other normal memory request, regardless if 
they are speculative or not. Ghost loads are not based on restricting the 
execution of speculative instructions. 
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2. They are allowed to hit in any level of the memory hierarchy, but they 
are not allowed to modify any state such as performing fills in the cache. 
One exception is the main memory, where the loads are allowed to open 
and close rows. A closed-page policy is assumed to prevent future re-
quests from being able to determine the row that was used [40]. 

3. They utilize separate Miss Status Handling Registers (MSHRs) than the 
normal, non-Ghost loads. Coalescing between Ghosts and normal ac-
cesses is allowed only if the normal access precedes (in program order) 
the Ghost access. 

4. They may notify the prefetcher, but data brought in this way are also 
marked as Ghosts. 

During a speculative side-channel attack, the attacker takes advantage of 
the side-effects of the speculatively executed instructions to leak information 
outside of the speculative domain. By performing all speculative load opera-
tions as Ghost loads we can avoid any observable side-effects, thus preventing 
any speculative side-channels in the memory hierarchy. 

As Ghost loads are not allowed to perform fills in the cache, they are, in 
essence, uncacheable accesses. However, the majority of the loads issued 
(87% on average, according to our evaluation) are issued as Ghost loads. Per-
forming such a large percentage of load operations as uncacheable loads af-
fects the performance negatively (−61% according to our evaluation), as it 
disrupts the operation of the caches and significantly reduces the amount of 
data locality that can be exploited. To remedy this issue, two optimizations 
are introduced: Materialization (Mtz) and the Ghost Buffer (GhB). Materi-
alization makes the side-effects of the Ghost loads visible once they become 
non-speculative, while the Ghost Buffer temporarily holds the data brought 
in by Ghost loads. In addition, a third optimization, the speculative shadows, 
are also introduced, to reduce the duration under which each load instruction 
remains speculative. 
Materialization: Materialization is a replay mechanism, where any specula-
tive load issued as a Ghost load is re-issued to the memory hierarchy when 
it becomes non-speculative. Similarly to how prefetching requests work, Mtz 
requests bring in data to the cache without having a specific instruction as a 
target. As materialization requests are only used as an optimization and are 
not needed for correctness the corresponding loads can retire before the ma-
terialization has been completed. This is in contrast to the Validations that 
InvisiSpec [62] utilizes, which are needed to ensure correctness according to 
the Total Store Order (TSO) memory model. Ghost loads only target relaxed 
memory models where the ordering between loads is not respected unless en-
forced by fences. On memory models where this is not the case (e.g., TSO) 
the materialization requests can be used as Validations to enforce the correct 
memory order [62], in which case each load has to wait for the materialization 
to complete before retiring. 
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The Ghost Buffer: The Ghost Buffer (GhB) is a small, hidden cache attached 
to each data cache. Its purpose is to store the data brought in by Ghost ac-
cesses. Ghost accesses under the same window of speculation can access each 
other’s data in the Ghost Buffers, regaining a degree of data locality. In addi-
tion, Materialization requests can fetch data from the Ghost Buffers into the 
data caches, avoiding duplicate requests to the higher leves of the hierarchy. 

To prevent leakage from the speculative to the non-speculative domain, only 
other Ghost loads can access the GhB, and only for data that have been brought 
in by the same execution context. Additionally, each time a misspeculation is 
detected and the pipeline is squashed, data brought into the GhB need to be 
flushed, to avoid information leakage across different speculative domains. 
More details about this and all the other security considerations for the Ghost 
Buffers can be found in the paper (Paper I). 

When the Ghost Buffer is used in conjunction with Materialization, Mtz 
requests are also allowed to access the GhB and install data from it to the 
cache. This reduces the delay between a load becoming non-speculative and 
its data appearing into the cache, while also reducing the energy cost of the 
Mtz requests. With both the Ghost Buffer and Materialization, Ghost loads 
can achieve 88% of the baseline performance, with an energy overhead of 9%. 
Part of this performance is thanks to the fact that Ghost loads support prefetch-
ing under speculation. At the time that this paper was published, no other 
similar (hiding-speculation-based) speculative side-channel defence (includ-
ing the state-of-the-art Invisispec [62]) supported prefetching. Later, a similar 
work, Muontrap [3] also came to the same conclusions about the importance 
of prefetching. 
Speculative Shadows: In addition to the Ghost loads themselves, in Paper I 
we also introduced for the first time the concept of speculative shadows, an 
efficient and effective way of determining the earliest point at which each in-
struction becomes non-speculative. The shadows are inspired by the work of 
Bell and Lipasti on deconstructing commit [10], as well as the work on out-of-
order commit [5] by colleagues in the Uppsala Architecture Research Team. 
The fundamental insight is that while, typically, all instructions are considered 
speculative until the reach the head of the reorder buffer (ROB) and can retire, 
in practice we can determine, much earlier, if an instruction meets the condi-
tions needed to be committed successfully. Out of these conditions, we have 
collected those that are external to the instruction under question (e.g., un-
resolved branches or exceptions) into the speculative shadows. Each shadow 
represents one external reason why an instruction might not be committed suc-
cessfully, such as being under an unresolved branch or being preceded by an 
instruction that might raise an exception. In essence, the shadows determine, 
assuming the instruction itself will be executed successfully, if the instruc-
tion under question is guaranteed to be committed or if it might be squashed 
by some preceding instruction. Thus, instructions that are covered by one or 
more shadows are considered speculative, as we cannot guarantee their com-
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mit, while instructions that are clear of all shadows can be considered non-
speculative, regardless if they have reached the head of the ROB or not, as 
they are bound to commit eventually. 

Each instruction in the ROB has the potential to cast one or more shadows 
to the instructions that follow it. For example, all instructions that follow an 
unresolved branch instruction are speculative under the shadow of the branch 
until we can determine that the branch has been predicted correctly. Once the 
branch is no longer unresolved and the prediction has been proven to be correct 
then the shadow can be lifted. Based on this, we define1 four shadow types, 
one for each reason that an instruction might cause a squash in the pipeline 2: 

• E-Shadows: Cast by instructions that might throw an exception, such 
integer divisions or memory instructions. The speculative side-channel 
in the Meltdown [29] attack is covered by this shadow. 

• C-Shadows: Cast by control instructions such as branches. The specu-
lative side-channel in the original Spectre [24] attack is covered by this 
shadow. 

• D-Shadows: Cast by data dependencies between stores and loads with 
unknown addresses. 

• M-Shadows: Cast by load instructions on architectures where the load-
load memory order needs to be maintained, such as on architectures 
with the TSO memory model. 

As long as an instruction is covered by one or more of these shadows, it 
is considered speculative and thus unsafe. Under Ghost loads, any loads that 
are issued while under one or more of these shadows (“shadowed loads”) are 
issued as Ghost loads, and their materialization is delayed until all the shadows 
that cover them are resolved. By using the shadows, instead of the naïve head-
of-the-ROB approach, we reduce the total number of speculative loads while 
at the same time enabling faster (from time of issue) Materializations, making 
the Ghost loads significantly more efficient. 

1Some of the terminology used here, such as the “X-Shadow” types, was actually introduced in 
Paper II but it is used here to avoid confusion. 
2Instruction replay or squashing due to speculative pipeline-stage timing is not considered here, 
but a shadow could be defined in the same way. 
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Figure 4.1. Architectural overview of the L1 cache for the Delay-on-Miss with the 
added value predictor. Figure taken from Paper II. 

4.2 Paper II – Efficient Invisible Speculative Execution 
through Selective Delay and Value Prediction 

Paper II introduces Delay-on-Miss, an alternative solution to Ghost loads, 
which restricts which loads are issued speculatively, instead of trying to is-
sue all loads and then hide their side-effects. The motivation is that while 
Ghost loads perform well, they have three big disadvantages: 

1. They require invasive modifications in the whole system, from the core 
to the memory hierarchy, potentially including the coherence protocol. 

2. Since loads are still traversing the memory hierarchy, it is not possible 
to completely hide all of their side-effects, such as the need to open and 
close pages in the DRAM. 

3. The TSO memory model, used by the x86 architecture, is not supported, 
at least not without introducing more system modifications and over-
heads. 

The first two issues are also shared with other state-of-the-art defences, such 
as InvisiSpec [62]. To efficiently solve this issues, especially (1) and (2), a dif-
ferent approach is necessary. The insight which lead to Delay-on-Miss is that 
not all loads are equally easy to hide in the memory hierarchy. Specifically, 
loads that miss in the L1 or higher level caches are complicated to hide, es-
pecially when trying to minimize the performance cost. Among other things, 
on a miss, multiple levels of the memory hierarchy need to be accessed, data 
needs to be fetched into the cache(s), and the coherence state needs to be mod-
ified. On the other hand, loads that hit in the L1 cache are significantly easier 
to hide, as their only side-effects are non-critical and can be delayed until later 
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(or even ignored). Based on this insight, Delay-on-Miss permits speculative 
loads that hit in the L1 cache to proceed unhindered, only delaying some of 
their secondary side-effects (e.g., updating the replacement data). At the same 
time, speculative loads that miss in the L1 cache are prohibited from continu-
ing any further and are delayed until they become non speculative. This design 
simplifies the architecture significantly, as it requires only small modifications 
to the core, small modifications to the L1 cache, and no modifications to any 
other part of the system, including the coherence protocol. In addition, as no 
speculative memory requests can ever leave the L1, Delay-on-Miss is more se-
cure than solutions such as Ghost loads or InvisiSpec, as, no matter how many 
measures we might take against them, it is impossible to totally hide all side-
effects of an instruction being executed on a traditional processor [35]. Finally, 
modern out-of-order processors are already capable of supporting loads with 
different latencies while maintaining their memory model, so stricter memory 
models such as TSO is supported by default, fixing all three disadvantages that 
we have identified in the Ghost loads. 

Paper II also expands on the speculative shadows, providing more detailed 
descriptions of the shadows and introducing an architectural design to effi-
ciently track them. As the shadows appear at dispatch (in order) and instruc-
tions can only be unshadowed once all previous shadows have been resolved, 
it is possible to keep track of all the speculative shadows without using large 
content-addressable memories (CAMs) or similar structures. By keeping all 
the shadows in a queue as they appear and by checking the head of the queue 
for the oldest shadow, it is easy to determine if an instruction is under any 
shadows by simply checking its age relative to the age of the shadow in the 
head of the queue. At the same time shadows can be resolved in order out 
of the head of the queue (similarly to how retirement is done in the ROB), as 
resolving younger shadows before the oldest shadow at the head will not lead 
to any instructions being unshadowed earlier. 

Finally, to reduce the cost of delaying L1 misses and to further improve the 
Delay-on-Miss approach, we have introduced a value predictor in the system. 
If a load is executed under a shadow and misses in the L1, the value predic-
tor tries to provide a value, preventing the load from stalling. A high-level 
architectural overview of this can be seen in Figure 4.1. The key insight is 
that while value prediction is in itself a form of speculation, it can be an in-
visible form of speculation, local to the core and isolated between execution 
contexts. In retrospect, this is the principle of speculative oblivious execution, 
as introduced later by Yu et al. [66]. However, because they are specula-
tive, loads that have been value predicted cast a new shadow, the VP-Shadow 
and need to be validated by performing a memory request and comparing the 
loaded value with the predicted one. As such memory requests would cause 
observable side-effects in the memory hierarchy, they have to be delayed until 
after the load becomes non-speculative. In the results presented in Paper II, 
Delay-on-Miss achieves secure, invisible speculation with 81% of the base-
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line performance and value prediction increases that to 89%.3 These results 
are close to those of our previous defence, Ghost loads, but at significant less 
complexity, a higher degree of security, and out-of-the-box support for stricter 
memory models such as TSO. 

3We will see in the next paper, Paper III, that the results for the value prediction are not as 
accurate as and that the performance benefits of it are not as significant, but Delay-on-Miss 
does maintain the same performance. 
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4.3 Paper III – Understanding Selective Delay as a 
Method for Efficient Secure Speculative Execution 

Paper III is an extension of Paper II, involving a more detailed and accurate 
performance evaluation, as well as an analysis on why Delay-on-Miss per-
forms so well when compared to other delay-based solutions. In addition, we 
performed a more accurate evaluation that resulted in the value predictor pro-
viding a significantly smaller benefit to Delay-on-Miss. After further investi-
gation, we identified that the reason in both cases is memory level parallelism. 

Exploiting memory level parallelism (MLP) is necessary for achieving high 
performance on modern processors, as multiple long-latency loads can be 
overlapped, reducing the overall delay introduced in the pipeline [19]. Delay-
on-Miss, under certain conditions, allows memory coalescing (overlapping) 
between speculative and non-speculative loads, as the latter can safely modify 
the state of the cache. In addition, speculative loads can also be coalesced with 
other, non-speculative non-load instructions, such as stores. Finally, specula-
tive loads can be coalesced with other speculative loads, although they are not 
allowed to initiate a memory access from the L1 to the L2 before at least one 
of them becomes non-speculative. These conditions allow for a large amount 
of MLP to be exploited, especially compared against solutions that delay all 
loads, not just those that miss in the L1. However, when compared to the un-
secured baseline, Delay-on-Miss does impose restrictions on the execution of 
the loads and thus some MLP is still lost, leading to Delay-on-Miss achieving 
82% (updated from Paper II) of the baseline performance. In the detailed eval-
uation presented in the paper, we see how the benchmarks that suffer most in 
performance are all benchmarks where there is a significant reduction in the 
amount of MLP being exploited. 

In addition, by introducing value prediction, we can regain some instruc-
tion level parallelism (ILP) but we do not gain any additional memory level 
parallelism (MLP), as all predicted loads still need to be validated in order. 
So while some loads are able to receive a value from the value predictor and 
execute quickly, they still need to be validated non-speculatively before they 
can be retired. Essentially, the cost of reducing the MLP is moved from the 
execution to the validation stage, but it is not eliminated. Because of this, with 
the updated simulation model, value prediction provides insignificant perfor-
mance improvements (1 percentage point on average) over Delay-on-Miss, at 
83% under the baseline. Instead, for the value predictor to significantly im-
prove the Delay-on-Miss (at 92% of the baseline) approach, the validations 
would have to be sent out immediately, which would compromise the security 
guarantees of Delay-on-Miss. This makes the usefulness of the value predictor 
questionable but Delay-on-Miss still performs well on its own, providing secu-
rity with low complexity, making it an ideal stepping stone for future research. 
In fact, subsequent research (some of which by our research group – not in-
cluded in this thesis) has shown that it is possible to improve the performance 
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Listing 4.1. Typical vs interference-based speculative side-channel attacks. 

of Delay-on-Miss by reducing the number and duration of the shadows [58,69] 
or by replacing the value predictor with a non-speculative value recomputation 
mechanism [47]. 

4.4 Paper IV – Seeds of SEED: Preventing Priority 
Inversion in Instruction Scheduling to Disrupt 
Speculative Interference 

Speculative interference attacks are a variant of the existing speculative 
side-channel attacks where the side-channel instructions exist before the point 
of misspeculation and outside of the speculative domain. Using instructions 
from within the speculative domain, the attacker interferes with the execution 
of the side-channel instructions in a secret-dependent way, thus leaking infor-
mation from the speculative to the non-speculative domain. A side-by-side 
example of the differences between typical and the interference based attacks 
can be seen in Listing 4.1. This distinction (the fact that the side-channel exists 
outside the speculative domain) is important, because a lot of the current state-
of-the-art defences (Chapter 3) depend on the side-channel existing within the 
speculative domain and thus fail to protect against interference attacks. Paper 
IV tackles this new variant of speculative side-channels, first by identifying 
the root cause that makes interference possible and then by proposing practi-
cal solutions to reinforce Delay-on-Miss against interference attacks. 

We observe that in a typical out-of-order processor the issue stage is the 
earliest stage at which instructions start being re-ordered. At the same time, 
the instruction scheduler, responsible for selecting which of the ready instruc-
tions should be issued at each cycle, has some logic which assigns priority to 
the instructions. While the exact implementation details of the schedulers on 
modern commercial CPUs are not available, age or pseudo-age based prioriti-
zation schemes have been shown to work well [51] while also being practical 
to implement [6, 12, 15, 20, 51]. After all, older instructions that occupy the 
head of the ROB prevent younger instructions from retiring, increasing the 
pressure in the ROB, so age based prioritization makes natural sense. 
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We also observe that interference attacks are made possible because 
younger (lower priority at scheduling) instructions are issued first (because 
they are ready first) and then prevent (by keeping resources occupied) older 
(higher priority) instructions from being issued. For example, in Listing 4.1b, 
the attacker constructs the attack such as that the interference instructions 
become ready (and are issued) before the interference_target instruc-
tions, affecting, in a secret dependent way, the issue and execution of the 
targeted side-channel instructions. As lower issue-priority instructions are 
interfering with higher priority instructions, this is a typical case of priority 
inversion. At the same time, as the origin of this inversion is the issue stage, 
we consider this to be a priority inversion in the scheduling of instructions. In 
practice, it is possible for the interference to be applied to stages other than 
just the issue stage (i.e., it is possible to let the targeted instructions be issued 
without interference and then interference with them later in the pipeline) 
but the root cause is still that the instructions were issued out-of-order in a 
secret-dependent way. Then, having identified the root cause, we can analyze 
at each case separately and identify fitting solutions. 

While the problem of priority inversion is known, especially in the software 
world, we cannot apply the existing solutions blindly. Instead, we need to con-
sider the specific form of interference we are trying to tackle, as each one has 
different requirements and limitations. In Paper IV we discuss solutions for 
two interference attacks that can affect Delay-on-Miss, specifically interfer-
ence involving non-pipelined functional units (FUs) and miss status handling 
registers (MSHRs). Each case needs to be handled differently, to ensure that 
the solution is both feasible to implement in practice while also limiting any 
overheads it might introduce. 

For the non-pipelined functional units we propose splitting the issue queue 
into two queues4, one for all the problematic non-pipelined instructions and 
one for the rest. Instructions are picked from the queues using the same rules 
as before, with the exception that the scheduler is only allowed to pick instruc-
tions from the non-pipelined FU queue if they are at the head of the queue, 
essentially forcing the non-pipelined instructions to be issued in order. This 
resolves the FU priority inversion problem without introducing any perfor-
mance overheads. 

On the other hand, for interference due to MSHR contention, we propose 
using MSHR preemption. Preemption has the advantage that it can be done 
on-demand, avoiding costly overheads in cases when it is not needed. Un-
der Delay-on-Miss, MSHR preemption can be implemented without the need 
for any additional probing or replay mechanisms, because loads issued spec-
ulatively under Delay-on-Miss are replayed in the cache when they become 
non-speculative anyway. By preempting speculatively allocated MSHR tar-
gets we can prevent speculative loads from interfering with older (eventually 

4Some processors already have multiple queues for different instruction types [44]. 
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non-speculative) loads, solving the interference problem. As (according to 
our evaluation) under normal execution we rarely need to preempt any targets, 
there is no observable performance overhead introduced by this change. 

These two solutions are only meant as use-case examples of how priority 
inversion can be solved, once it has been identified as such. As no defence 
is perfect, it is possible that other priority inversion cases can be identified 
for Delay-on-Miss, as there already exist for other defences. In Paper IV we 
focus on identifying the issue and showing how it can be solved, but we do not 
present an exhaustive list of solutions for each possible interference problem. 
We do show, however, that Delay-on-Miss can be augmented to protect against 
speculative interference attacks, without introducing any additional overheads. 
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5. Defending Against Microarchitectural 
Replay Attacks 

Microarchitecture replay attacks (MRAs) are software attacks that abuse spec-
ulative execution in a different way than speculative side-channel attacks do 
(Section 2.4). Specifically, MRAs are a way of amplifying other side-channel 
attacks, whether they are speculative or not. They achieve this by abusing 
speculative execution to trap a victim application in a perpetual loop of mis-
speculation, squashing, and replay, forcing the victim to repeat the same side-
channel again and again, until the attacker is able to reliably exploit it. 

5.1 Paper V – Delay-on-Squash: Stopping 
Microarchitectural Replay Attacks in Their Tracks 

Paper V takes on MRAs with Delay-on-Squash, a hardware-only defence that 
prevents speculative instructions from being executed more than once before 
the speculation has been resolved, hence preventing the side-channel from be-
ing amplified. While MicroScope [55] focuses primarily on secure enclaves, 
using page faults as the replay handles, other sources of speculation, squash-
ing, and re-execution can also be found in a modern processor. In addition, 
an attacker does not have to limit themselves to a single handle of a single 
type, instead several handles can be used in parallel. In Paper V we start by 
first characterizing what makes microarchitectural replay possible, extending 
it beyond MicroScope to include additional sources of speculation and various 
combinations of handles. We show how naïve approaches that try to defend 
only against the specific conditions exploited by MicroScope can be easily 
bypassed when more handle types and combinations are made available to 
the attacker. For example, by using “sequential” (Figure 2.2) or even “nested” 
combinations of handles the attacker can easily bypass solutions that only keep 
track of a single handle at a time. 

Instead, a more comprehensive solution is required, which is why we have 
proposed Delay-on-Squash. While the nomenclature is inspired by Delay-on-
Miss, Delay-on-Squash is quite different. Whereas Delay-on-Miss prevents 
speculative loads from making any visible side-effects to the cache and mem-
ory hierarchy, Delay-on-Squash targets all speculative instructions that might 
lead to observable side-effects, but only if they have already been executed 
once within the same window of speculation. Under the assumption that once 
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Figure 5.1. An abstract visualization of the window of speculation and how it moves 
with the instruction stream. Handles are represented with ‘H’ while other instructions 
are represented with ‘X’. Once the handle associated with the filter is resolved then 
the filter is marked as inactive, to be reused later. 

an instruction has been retired successfully it can no longer be used as a handle 
(see also Chapter 3), the window of speculation is defined, conceptually, as all 
instructions that are issued and executed speculatively under the same specu-
lative shadow, including shadows cast by instructions that have been squashed 
and re-issued while residing themselves within the window. Under normal ex-
ecution, as the various sources of speculation are resolved and instructions are 
retired, the window moves along the execution of the application, contained 
within the reorder buffer. During a microarchitectural replay attack, this nor-
mal flow is instead interrupted by the consecutive squashing and re-execution 
of instructions. Delay-on-Squash detects such disruptions and prevents the in-
structions within the window from being issued more than once, thus blocking 
the replay attack. 

To achieve this, we have modified the shadow buffer (Papers II) to construct 
the handle queue. Both structures are conceptually the same, as each shadow-
casting instruction is also a potential handle, until the speculation has been 
resolved, but they are used in a different manner. In addition, we use Bloom 
filters to efficiently keep track of the instructions that have been issued and 
then squashed under each potential handle. To solve the problem of filter 
saturation, we utilize two rolling Bloom filters. An abstract visualization of 
this mechanism can be seen in Figure 5.1. At each point in time, instructions 
are inserted into one of the filters, which is designated as “active”. As the 
window of speculation moves along the program execution, the other filter 
(designated as “inactive”) eventually falls outside the window, at which point 
it can be cleared and used to replace the currently active filter, which in turns 
becomes the inactive one. 
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Using this system, Delay-on-Squash can provide effective protection 
against microarchitectural replay attacks, without introducing significant 
overheads in the system. According to our evaluation, the performance 
overhead of Delay-on-Squash, with moderately sized Bloom filters, is only 
three percent slower than the unsecured baseline processor. At the same time, 
while itself does not protect against all side-channel attacks, only against 
those that require replay, Delay-on-Squash does provide benefits. On a 
system where microarchitectural replay is possible, even the most impractical 
side-channel can be amplified and exploited, requiring overcostly all-around 
defences to be present. On the other hand, with Delay-on-Squash preventing 
microarchitectural replay, only specialized defences (against the side-channels 
that do not require amplification) are needed. 
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6. Conclusion 

This thesis proposes three microarchitectural solutions to security issues 
brought on by speculative execution: Ghost loads, Delay-on-Miss, and 
Delay-on-Squash. The first two, Ghost loads and Delay-on-Miss, concern 
speculative side-channel attacks, while Delay-on-Squash tackles microarchi-
tectural replay attacks. 

Ghost loads are invisible loads that leave no side-effects in the memory hi-
erarchy. By performing all speculative loads as Ghost loads we can disrupt 
speculative side-channel attacks that abuse the memory hierarchy. We discuss 
how Ghost loads can be used and how to optimize them to reduce their perfor-
mance overheads (Paper I). However, Ghost loads come with some limitations, 
which Delay-on-Miss solves. Delay-on-Miss is both simpler and more secure 
than Ghost loads, without introducing any additional overheads. We discuss 
in detail how Delay-on-Miss works, including a practical mechanism for de-
termining when an instruction is speculative or not (Paper II). In addition, we 
further analyze the performance characteristics of Delay-on-Miss, focusing on 
understanding its implications to memory level parallelism (MLP – Paper III). 
Finally, we also extend the Delay-on-Miss implementation to protect against 
a new type of attack that was discovered after Delay-on-Miss was initially de-
signed, speculative interference attacks (Paper IV). We show that such attacks 
are in fact a manifestation of the priority inversion problem and that it is possi-
ble to use simple and low overhead solutions (with no additional performance 
cost) to guard against them, as long as the solutions take into consideration the 
special characteristics of the attacks. 

We then switch gears and discuss Delay-on-Squash, which protects against 
a different type of attack that also abuses speculative execution, microarchitec-
tural replay attacks (Paper V). By trapping a victim application in an infinite 
cycle of misspeculation and squashing, microarchitectural replay attacks can 
amplify existing side-channels, making it easier for the attacker to extract sen-
sitive information from the victim. Delay-on-Squash prevents such attacks by 
tracking, on the microarchitectural level, which instructions are attempting to 
be replayed while in the same window of speculation and stopping them from 
doing so. While microarchitectural replay attacks themselves are narrow in 
scope, they open up the system to a much wider range of side-channel attacks 
that might otherwise not have been possible. Hence, if we are able to prevent 
microarchitectural replay, we can limit the scope of other defences in the sys-
tem, which now no longer need to protect against side-channels that require 
microarchitectural replay. 
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Overall, a common theme in this thesis is the balance between security, 
complexity, and overhead. In practice, the only way to have a system that is 
100% secure against speculative execution attacks is to not have speculative 
execution at all [35]. However, this is not something that we want, as spec-
ulative execution is a critical component in modern high-performance pro-
cessors. Achieving the same performance of a speculative out-of-order core 
without using speculative out-of-order execution is simply too expensive, es-
pecially if we factor in the cost of redesigning the whole computer stack to 
accommodate such a change. Even if we were to design such a system, we 
still would not have a fully secure system, as numerous other vulnerabilities, 
unrelated to speculative execution, would still be present. Therefore, when 
targeting general purpose processors, security is always balanced against its 
costs in design complexity, area, performance, energy, and ease of use. The 
solutions proposed in this thesis are all hardware-only defences that require no 
modifications to the software stack and no expert knowledge from the users to 
apply them. At the same time, they all consider the balance between security 
and cost, making trade-offs between the two. For example, both Ghost loads 
and Delay-on-Miss target only cache and memory side-channels, because such 
side-channels are generally easier to exploit [61] and can also be exploited 
across different contexts/domains, cores, or even processors [18, 61]. Other, 
non-memory side-channels also exist, but defending against these would intro-
duce additional overheads or would require relaxing the security in a different 
place [60, 67]. Similarly, Delay-on-Squash only considers microarchitectural 
replay attacks within the same window of speculation, as these are the more 
prominent ones and handling attacks outside of this scope requires other addi-
tional complexities or increased overheads [56]. 

Overall, it is possible to adapt or even combine the various defences based 
on the exact requirements of the system, including both the defences proposed 
in this thesis and the defences proposed in the excellent work of other members 
of the architecture community. In this thesis we propose our own approach 
to securing speculative execution, always striving to achieve a good balance 
between security, complexity (both in design and in use), and overhead. In the 
end, we, as the architecture community, are still only at the starting point of 
this exciting new area and I hope that the work presented in this thesis will 
inspire many more interesting new ideas and insights in the years to come. 
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Svensk Sammanfattning 

Denna avhandlingen handlar om datorarkitektur och spekulativ exekvering, 
ur ett hårdvaru- och mjukvarusäkerhetsperspektiv. I avhandlingen föreslås 
arkitektoniska skyddsåtgärder mot säkerhetsproblem som oavsiktligen har or-
sakats av spekulativ exekvering, nämligen spekulativa sidokanalerattacker och 
mikroarkitektoniska återspelningsattacker. 

Moderna processorer för allmänna ändamål, från mobiltelefoner till 
avancerade servrar, är beroende av spekulativ exekvering för att uppnå 
hög prestanda och effektivitet. Sedan Meltdown och Spectre attackerna 
uppdagades så har spekulativ exekvering också visat sig vara orsaken till ett 
antal säkerhetsproblem, som till exempel spekulativa sidokanalattacker och 
mikroarkitektoniska återspelningsattacker. 

Spekulativ exekvering gör det möjligt för processorn att kringgå ofull-
ständiga instruktioner och att finna instruktioner senare i exekveringsström-
men, vilket ökar resursutnyttjande och förbättrar prestandan. Spekulation är 
nödvändig eftersom det inte alltid är möjligt att känna till den korrekta vägen 
i exekveringsströmmen utan att först slutföra alla föregående instruktioner. 
Medan processorn är osäker på om spekulationen är korrekt hålls alla effekter 
från de spekulativa instruktionerna dolda i mikroarkitekturens tillstånd, för att 
senare kunna återställas i händelse av en felaktig spekulation. Först när alla 
spekulationer har lösts så synliggörs effekterna av de korrekta instruktionerna 
i det arkitektoniska lagret. 

Även om processorns mikroarkitektoniska tillstånd är tänkt att hållas dolt 
för det arkitektoniska lagret så påverkas det ändå på observerbara sätt. Till 
exempel, information om var data finns i minneshierarkin är vanligtvis inte 
tillgänglig i det arkitektoniska lagret, men det är fortfarande möjligt att 
härleda informationen baserat på hur lång tid det tar för en minnesåtkomst att 
genomföras. Detta beteende har lett till olika mikroarkitektoniska sidokanaler, 
som kan användas (i) för att observera systemets mikroarkitektoniska tillstånd 
och därigenom få information om en applikation eller (ii) för att använda det 
mikroarkitektoniska tillståndet som en dold sidokanal som kan användas för 
att överföra information över gränser där det annars inte skulle vara möjligt. 

Genom att kombinera spekulativ exekvering med sådana dolda kanaler är 
det möjligt att få tillgång till uppgifter som annars skulle vara otillgängliga och 
sedan läcka dem från den spekulativa till den icke-spekulativa domänen. I en 
typisk Meltdown-attack är det till exempel möjligt att spekulativt få tillgång 
till data som normalt skulle leda till ett sidfel, koda datan i mikroarkitekturens 
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tillstånd och sedan återställa datan när felspekulationen har lösts. Artiklarna I-
IV tar upp dessa frågor och fokuserar särskilt på spekulativa sidokanalattacker 
i minneshierarkin. 

I Artikel I introduceras Ghost loads, en mekanism för att osynliggöra speku-
lativa åtkomster i minneshierarkin och på så sätt förhindra att sidokanaler 
bildas. Dessutom introduceras en metod för att avgöra när en instruktion 
är spekulativ. I Artikel II introduceras Delay-on-Miss, en annan mekanism 
för att förhindra sidokanaler i minneshierarkin, som fungerar genom att förb-
juda spekulativa åtkomster från att ens lämna den lokala minnesbuffern (L1-
cachen). Delay-on-Miss är både enklare och säkrare samt stödjer ett större 
utbud av minnesmodeller än Ghost loads, vilket gör den till en klar förbättring 
jämfört med den senare. I Artikel III analyseras Delay-on-Miss ytterligare, 
med fokus på dess effekt på systemets parallelism i minnsehierarkin och sys-
temprestandan. 

Slutligen diskuterar vi i Artikel IV spekulativa störningsattacker, först 
generellt och sedan i praktiken med hjälp av Delay-on-Miss. Med spekulativ 
störning är det möjligt att konstruera en spekulativ sidokanal genom att störa 
utförandet av tidigare (i programordning) icke-spekulativa instruktioner. Vi 
förklarar hur problemet med spekulativ störning uppstår och att det är i 
huvudsak likvärdigt problemet med prioritetsomvändning i instruktionss-
chemaläggaren. Vi använder Delay-on-Miss som ett exempel för att visa 
hur denna insikt kan tillämpas i praktiken för att effektivt skydda befintliga 
lösningar mot spekulativ störning, genom kompetent användning av befintliga 
lösningar så som avbrytning eller schemaläggning i programordning. 

Förutom spekulativa sidokanalsattacker (Artiklar I–IV) tar vi också itu med 
mikroarkitektoniska återspelningsattacker (Artikel V), som missbrukar speku-
lativ exekvering på ett annat sätt. Snarare än ett nytt sätt för att otillåtet få till-
gång till data, är mikroarkitektronisk återspelning i stället ett sätt att förstärka 
befintliga sidokanalattacker. Detta uppnås genom att offerprogrammet fån-
gas i en cykel av felspekulationer genom att oändligt upprepa en kodregion 
som innehåller en sidokanal. Eftersom sidokanaler till sin natur är opålitliga 
kommunikationskanaler, kan förmågan att utföra dem på nytt vara skillnaden 
mellan en effektiv sidokanal och en sidokanal som i praktiken är värdelös. I 
Artikel V behandlas denna fråga om mikroarkitektonisk återspelning genom 
att införa Delay-on-Squash, en mekanism som (i) håller reda på vilka instruk-
tioner som redan har utförts en gång och sedan återställts och (ii) förhindrar 
att sådana instruktioner utförs på nytt under samma spekulationsfönster, vilket 
bryter den mikroarkitektoniska återspelningscykeln. 

Sammanfattningsvis. I denna avhandling presenteras studier av ett brett 
spektrum av spekulativa mikroarkitektoniska beteenden ur ett säkerhetsper-
spektiv och utvecklingen av heltäckande lösningar, så som Ghost loads, Delay-
on-Miss, spekulativ störning och Delay-on-Squash som effektivt balanserar 
säkerhet, komplexitet och kostnader. 
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