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A B S T R A C T   

It is well-known that decision-making processes benefit from the inclusion of uncertainty. Such optimization 
problems typically extend over a control horizon and could span multiple locations or regions. In addition to 
uncertainty, these optimization problems require as input a trajectory of scalar values that exhibits the correct 
spatial and temporal dependencies. Probabilistic forecasts quantify the uncertainty by means of quantiles, pre-
dictive distributions or ensembles for a forecast horizon and a site or a region separately, and therefore generally 
lack spatial and temporal dependencies. One solution is to use a copula to model the spatial or temporal de-
pendencies, which, in combination with the probabilistic forecasts, can be used to issue correlated trajectory 
forecasts. However, there is currently no benchmark model available to compare multivariate probabilistic solar 
forecasts with. This paper proposes a multivariate probabilistic ensemble (MuPEn) benchmark model and shows 
that it generalizes the complete-history persistence ensemble (CH-PeEn) to the multivariate case. The proposed 
benchmark model requires a forecast issue time and a forecast horizon to construct a multivariate empirical 
distribution of historical clear-sky index measurements from which a multivariate ensemble forecast can be 
sampled. Similar to CH-PeEn, the proposed benchmark model generates forecasts that are generally calibrated 
and consistent in terms of energy score and variogram score.   

1. Introduction 

Solar power generation is inherently uncertain, predominantly due 
to cloud motion, and probabilistic forecasts are generally recognized to 
convey relevant information to decision-makers (van der Meer et al., 
2018; Yang, 2019a). Although Li and Zhang (2020) noted that the use of 
probabilistic solar forecasts is still in its early stage, various studies have 
demonstrated the benefit of using probabilistic wind forecasts, e.g., in 
the case of reserve quantification (Matos and Bessa, 2011) or unit 
commitment (Wang et al., 2011). An extensive overview of use-cases of 
probabilistic solar forecasts, such as probabilistic power flow, probabi-
listic optimal power flow or stochastic optimization is given by Li and 
Zhang (2020). 

Probabilistic forecasts are often issued as marginal distributions for 
each forecast horizon and forecast location and are consequently inde-
pendent from each other. However, stochastic optimization problems 
such as reserve quantification or unit commitment are formulated as 
multi-stage decision problems that require scenario or trajectory fore-
casts where the spatial, temporal or spatio-temporal dependencies are 
relevant (Pinson, 2013). In such use-cases, an estimate of the joint dis-
tribution across space, time and potentially various resources is 

required, which is referred to as multivariate probabilistic forecasting 
(Sweeney et al., 2020). 

Copulas are popular statistical tools that allow the forecaster to 
couple the independent probabilistic forecasts over time and space and 
issue trajectories or scenarios (Pinson, 2013). For instance, Pinson et al. 
(2009) employed a Gaussian copula to model the temporal dependence 
structure between the forecast horizons of the marginal predictive dis-
tributions of wind power, whereas Golestaneh et al. (2016) took a 
similar approach to model the spatio-temporal dependence between PV 
power forecasts. More recently, van der Meer et al. (2020) compared 
suitable copulas to generate space-time trajectories of the clear-sky 
index (CSI), i.e., the global horizontal irradiance (GHI) divided by the 
clear-sky GHI, for the Oahu Solar Measurement Grid (Sengupta and 
Andreas, 2010). In the aforementioned studies, no multivariate bench-
mark model was used. One likely reason is that there is no universal 
multivariate benchmark model, as far as I am aware. 

Recently, Yang (2019b) introduced the complete history persistence 
ensemble (CH-PeEn), which is a multiple-valued external climatology 
conditioned on the time of day (Murphy, 1988). It serves as a calibrated 
benchmark for probabilistic solar forecasts that is independent of fore-
cast horizon, training data length or training period, provided that the 
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climatology changes slowly over time (Yang, 2019b). In addition to 
calibration, multivariate probabilistic forecasts are required to exhibit 
the correct spatial, temporal or spatio-temporal dependencies. 
Randomly sampling from CH-PeEn across various forecast horizons will 
not result in the correct autocorrelation and therefore requires extension 
to be applicable as a benchmark for multivariate probabilistic solar 
forecasts. This paper proposes a multivariate probabilistic solar forecast 
benchmark model and in case-studies I show that the marginal distri-
butions are identical to CH-PeEn. Whereas CH-PeEn builds an empirical 
distribution of the historical CSI at the time the forecast is valid, the 
multivariate probabilistic ensemble (MuPEn) benchmark model builds a 
multivariate empirical distribution of historical CSI observations start-
ing from the forecast issue time t until the maximum forecast horizon h 
and for all locations z. Therefore, unlike CH-PeEn, MuPEn depends on 
the forecast horizon, which is a natural consequence of multivariate 
forecasts. 

The main contribution of this paper is the introduction of a multi-
variate probabilistic solar forecast benchmark that allows forecasters to 
compare their forecasts with, in what is expected to become a relevant 
category of forecasting (Li and Zhang, 2020). Using temporal GHI data 
recorded by the surface radiation (SURFRAD) budget network and 
spatio-temporal GHI data recorded by the Oahu Solar Measurement Grid 
(Sengupta and Andreas, 2010), I show that MuPEn is time invariant, 
insensitive to the training data length and insensitive to the number of 
ensemble members or trajectories used to construct the multivariate 
forecasts. At this point, it is helpful to note that ensemble members and 
trajectories are used interchangeably throughout this paper. 

The remainder of this paper is structured as follows. Section 2 in-
troduces multivariate probabilistic forecasting and important aspects 
thereof, whereas Section 3 outlines the construction of MuPEn. Section 4 
describes the data sets used in the paper, as well as the univariate and 
multivariate forecast verification tools. Continuing, Section 5 presents 
the temporal and spatio-temporal case studies, including a univariate 
analysis in the former case study. Finally, Section 6 concludes this paper. 

2. Multivariate probabilistic forecasts 

In probabilistic forecasting, the most common paradigm is to maxi-
mize sharpness, subject to calibration (Gneiting et al., 2007). Herein, 
sharpness relates to the average spread of the predictive distributions, 
whereas calibration refers to the statistical consistency between obser-
vations Y and predictive distributions F evaluated over a testing set. 
Another important property of forecast models is their ability to issue 
forecasts that vary depending on the prevalent conditions, which is 
referred to as resolution (Lauret et al., 2019). For instance, the single- 
valued external climatology has zero resolution but is perfectly cali-
brated as it is always the same forecast, i.e., the empirical distribution of 
the historical observations. 

Besides statistical consistency between observations and predictive 
distributions, an important aspect of multivariate probabilistic forecasts 
is the dependence structure between the marginals of the multivariate 
distribution (Thorarinsdottir et al., 2016). For instance, unit commit-
ment problems with thermal generators require ample time to ramp up 
or ramp down their generation and it is therefore important that the 
correlation between the forecast horizons is correct for the system to 
operate efficiently (Wang et al., 2011). Moreover, the multivariate 
predictive distribution F is challenging to convey, even if one assumes a 
multivariate Gaussian distribution, and one solution is to generate tra-
jectory forecasts that are equiprobable samples of F (Pinson and Girard, 
2012). Indeed, a multitude of trajectory forecasts can be fed directly to 
stochastic optimization problems in a Monte-Carlo approach (Pinson, 

2013). 
Following the motivation of Yang (2019b), the aim of MuPEn is to 

maximize the calibration1 and to minimize the resolution. Similar to 
Yang (2019b), the sharpness is left unattended. 

2.1. Calibration 

The only setting required for MuPEn—assuming MuPEn is used as a 
benchmark against forecast models with fixed forecast horizon h—is the 
number of historical trajectories m sampled at forecast issue time t. 
Intuitively, a too small number of trajectories is likely to result in an 
inaccurate estimate of the underlying climatological multivariate pre-
dictive distribution F. For instance, sampling historical trajectories only 
from clear-sky days would result in poorly calibrated trajectories, both 
in terms of the marginal predictive distributions as well as the correla-
tion between them. Ideally, one would sample as many trajectories as 
possible. However, there are practical limitations to the number of 
historical trajectories that can be sampled such as a limited amount of 
historical data. Section 5 therefore includes a sensitivity analysis to test 
the sensitivity of MuPEn with respect to the number of trajectories m. In 
all sensitivity analyses, both aspects of multivariate probabilistic fore-
cast calibration, i.e., the statistical consistency between the marginal 
predictive distributions and the observations, as well as the dependence 
between the marginal predictive distributions, are evaluated. 

2.2. Resolution 

As mentioned above, resolution measures to what extent a model 
issues varying forecasts depending on the prevalent conditions. How-
ever, as Yang (2019b) noted, GHI variability varies with temporal and 
spatial resolution, whereas CSI variability is not constant throughout the 
day. A solution is therefore to make MuPEn time-of-day dependent, such 
that the forecast issued at time t for forecast horizon h is always the 
same. 

One caveat is that the number of trajectories m should be sufficiently 
large so as to compensate for randomness induced by sampling. Whereas 
the average continuous ranked probability score (CRPS) can be 
decomposed into a reliability (i.e., calibration) term, an uncertainty 
term and a resolution term (Hersbach, 2000; Lauret et al., 2019), I am 
unaware of a similar measure for multivariate probabilistic forecasts. 
Despite the fact that the effect of the number of trajectories m on the 
resolution of MuPEn cannot be numerically determined, it is assumed 
that it is negligible for a sufficiently large number of trajectories given 
that the marginal distributions exhibit minimal resolution by design 
(Yang, 2019b). 

3. Implementing the MuPEn 

The implementation of MuPEn is straightforward in that only the 
forecast issue time stamp, the maximum forecast horizon h, the 
maximum number of locations z and the number of ensemble members 
m are required. Historical and testing samples are indexed by i and t, 
respectively. Their respective temporal resolutions are denoted by Δi 
and Δt and Δi = Δt. The following steps are followed to issue the spatio- 
temporal benchmark forecasts: 

1. At a forecast issue time stamp, extract the time component t repre-
sented by “HH:MM”. Considering d = h × z dimensions, gather all n 
historical CSI trajectories (denoted with κ) recorded from the same 
issue time such that i = t. Then, matrix Yi ∈ Rn×d can be constructed: 

1 In terms of the statistical consistency between the marginal predictive dis-
tributions and the observations, as well as the dependence between the mar-
ginal predictive distributions. 
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Yi =

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎝

κ(1)
i+Δi,1|i … κ(1)i+Δi,z|i … κ(1)i+hΔi,1|i … κ(1)i+hΔi,z|i

κ(2)
i+Δi,1|i … κ(2)i+Δi,z|i … κ(2)i+hΔi,1|i … κ(2)i+hΔi,z|i

⋮ ⋱ ⋮ ⋱ ⋮ ⋱ ⋮
κ(n)

i+Δi,1|i … κ(n)i+Δi,z|i … κ(n)i+hΔi,1|i … κ(n)i+hΔi,z|i

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎠

, (1)  

which is a matrix with unique row entries.  
2. Randomly sample—without replacement—m out of n trajectories 

from Yi to construct the multivariate probabilistic forecast Ft, such 
that Ft ∈ Rm×d.  

3. Multiply each element of Ft with the clear-sky expectation at the 
respective forecast valid time and location to compute the multi-
variate probabilistic GHI forecast. 

Notice that in Eq. (1), when h = 0, z = 1 and m = n, MuPEn is equivalent 
to CH-PeEn as it becomes a forecast ensemble of all past observations 
valid at time t. Empirical evidence will be provided in Section 5.1.1. The 
R code that is written for this study is available on https://github.com/ 
DWvanderMeer/multivariateBenchmark in order to promote open 
research (Yang et al., 2018). The data used in this study can freely be 
downloaded using SolarData (Yang, 2018). Finally, Yang (2019b) 
noted that the choice of clear-sky model affects CRPS; in this study, the 
effect of the clear-sky model on the multivariate probabilistic forecasts is 
examined. 

4. Methodology 

This section describes the two data sets used to empirically evaluate 
the proposed benchmark model. In addition, this section introduces 
forecast verification tools for univariate and multivariate probabilistic 
forecasts, organized by whether the tools are measure-oriented or 
distribution-oriented (Yang et al., 2020). 

4.1. Data 

Two data sets are used to evaluate the time and space-time trajec-
tories of the proposed benchmarks. As mentioned above, both data sets 
can be downloaded using SolarData (Yang, 2018). To evaluate the 
MuPEn time trajectories, GHI measurements from the SURFRAD 
network are used (Augustine et al., 2000; Augustine et al., 2005). The 
network consists of 7 stations spread out over the United States and each 
station measures GHI at 1 min resolution since 2009-01-01. Identical to 
Yang (2019b), the years 2016–2017 are used as testing data to evaluate 
MuPEn at each of the 7 stations (abbreviated BON, DRA, FPK, GWN, 
PSU, SXG, and TBL, see https://www.esrl.noaa.gov/gmd/grad/surfra 
d for an overview). To evaluate the time invariant property of MuPEn, 
2 year periods between 2005 and 2015 are used as training data. 

The second data set comprises 1 s GHI measurements from the Oahu 
Solar Measurement Grid, which is a dense network of 17 pyranometers 
covering roughly 1 km × 1 km (Sengupta and Andreas, 2010). In this 
study, station AP3 is removed because it contains substantially more 
zero values than the other 16 stations. The data set covers the period 
from 2010-03 to 2011-10 and herein, the 5 month period between June 
up to and including October 2011 is used as testing data. The preceding 
15 months serve as training data in which the training data length in-
creases with 3 months to evaluate whether MuPEn is sensitive to the 
length of training data. In addition, the second data set is used to eval-
uate the sensitivity of MuPEn to the number of ensemble members m. 

In order to empirically validate that MuPEn is equivalent to CH-PeEn 
in case h = 0 and m = n, both data sets are averaged to 15 min resolu-
tion. In the multivariate cases, the forecast horizon h = 24, which 
corresponds to 6 h. To convert between GHI and CSI, I use the Ineichen- 
Perez clear-sky model (Ineichen and Perez, 2002), the McClear clear-sky 
model (Lefèvre et al., 2013) and the REST2v5 clear-sky model (Guey-
mard, 2008). The Ineichen-Perez clear-sky model is chosen because of its 

relative simplicity to implement, whereas the McClear and REST2v5 
clear-sky models are chosen because of their high accuracy (e.g., Sun 
et al., 2021). The Modern-Era Retrospective Analysis for Research and 
Applications, version 2 (Gelaro et al., 2017) reanalysis provides the in-
puts to the REST2v5 clear-sky model, similar as in Sun et al. (2021). 

4.2. Forecast verification 

Murphy (1993) described the “nature of goodness in weather fore-
casting” and divided it into three aspects: (i) consistency, (ii) quality and 
(iii) value. Consistency relates to the idea that the forecast issued by a 
forecaster is his or her best judgment, which is inherently incomplete 
and imperfect and therefore should reflect his or her uncertainty 
(Murphy, 1993). On this point, proper scoring rules encourage consis-
tency in expectation (Murphy, 1993; Gneiting and Katzfuss, 2014), and 
relevant proper scoring rules for univariate and multivariate forecasts 
will be introduced in Sections 4.2.1 and 4.2.2, respectively. Quality is 
defined as the correspondence between the forecasts and the observa-
tions and can be further divided into reliability, resolution and sharpness 
(Lauret et al., 2019). In Section 2.2 it was argued that the resolution of 
MuPEn is minimal due to its design, i.e., for a specific time of day, it 
issues the same forecast barring slight randomness induced by sampling. 
Furthermore, sharpness is left unattended, which means that reliability 
is the property of quality evaluated in this study and common tools will 
be introduced in Sections 4.2.1 and 4.2.2. The final aspect of a good 
forecast relates to the incremental value it brings in a decision-making 
process (Murphy, 1993), an aspect that will not be studied here. 

4.2.1. Univariate 
In the univariate case, I consider a predictive distribution Ft with 

corresponding scalar observation yt. It is common to evaluate the con-
sistency and the quality of a forecast model, herein indexed with t and 
running from n+1 until n′. First, I introduce the CRPS, which is a proper 
scoring rule that, as mentioned above, encourages consistency in 
expectation between the forecaster’s best judgments and his or her 
forecasts. Second, I introduce the probability integral transform (PIT) 
histogram that is commonly used to evaluate the calibration of a series of 
probabilistic forecasts. 

Measure-oriented approach. In the case of solar irradiance, the CRPS is 
defined as (Gneiting and Raftery, 2007): 

CRPS(Ft, yt) =

∫ α

0
(Ft(x) − 1{yt⩽x})2dx, (2)  

where 1 is the indicator function that is 1 when the condition inside the 
curly braces is true and 0 otherwise. Furthermore, α is the maximum 
observed irradiance. The CRPS has the same units as the predictand and 
the score is negatively oriented, which means that a lower value is 
better. Finally, Eq. (2) is averaged over n’ − n test samples. 

Distribution-oriented approach. In general, for continuous (predictive) 
distributions F and observations Y, the PIT is a random variable defined 
as ZF = F(Y), where ZF is standard uniform if Y ∼ F (e.g., Gneiting and 
Katzfuss, 2014). A histogram of ZF can reveal miscalibration, e.g., a 
hump-shaped histogram indicates overdispersed probabilistic forecasts, 
whereas a right triangular histogram indicates biased probabilistic 
forecasts. 

4.2.2. Multivariate 
In the multivariate case, I consider a multivariate predictive distri-

bution Ft with corresponding observation vector yt . Recall that the total 
number of dimensions d = h × z with h forecast horizons and z locations. 
If the predictive distribution Ft is approximated by m trajectories, then 
Ft ∈ Rm×d and yt ∈ Rd. First, I introduce the energy score (ES) and var-
iogram score (VS), which are proper multivariate scoring rules. Second, I 
introduce so-called prerank functions that are used to prerank the 
observation vector so as to compute its bin in a rank histogram. 
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Measure-oriented approach. Gneiting and Raftery (2007) showed that 
the ES generalizes the CRPS by evaluating a multivariate forecast Ft and 
observation vector yt as follows: 

ES(Ft, yt) = EF‖Xt − yt‖ −
1
2

EF‖Xt − Xt
′‖, (3)  

where Xt and Xt
′ are d-dimensional independent random vectors 

sampled from distribution Ft and ‖⋅‖ denotes the Euclidean norm. 
Although the ES is straightforward to interpret, the score is unable to 
inform the user about dependence structure misspecification (e.g., Pin-
son and Girard, 2012). 

In order to evaluate the dependence structure of a multivariate 
probabilistic forecast, Scheuerer and Hamill (2015) introduced the 
variogram score of order p (VSp). Essentially, VSp is based on the pair-
wise differences of all components of the multivariate forecast. For a d- 
dimensional forecast, the score is defined as (Scheuerer and Hamill, 
2015): 

VSp(Ft, yt) =
∑d

i,j=1
wij

( ⃒
⃒yi − yj|

p
− EF|Xi − Xj|

p)2
, (4)  

where Xi and Xj are the ith and jth component of random vector X that is 
distributed according to F. In case the probabilistic multivariate forecast 
F is approximated by m d-dimensional trajectories 
(
x(1) x(2) ⋯ x(m)

)⊤
,EF|Xi − Xj|

p can be approximated by (Scheuerer 
and Hamill, 2015): 

EF|Xi − Xj|
p
≈

1
m

∑m

k=1
∣x(k)i − x(k)j |

p
, i, j = 1,…, d, (5)  

where x(k)
i and x(k)

i are the ith and jth element of the kth trajectory 
forecast. The weights wij can depend on the distance between the fore-
cast components, e.g., in a spatial setting where i and j are nearby. 
However, in this study I use identity weights, similar as Bjerregøard et al. 
(2021). Furthermore, I set p = 0.5, which allows VSp to differentiate 
between calibrated and underdispersive/overdispersive forecasts on the 
one hand and between correct and incorrect correlations on the other 
hand (Scheuerer and Hamill, 2015). However, other values for p can also 
be used (Wilks, 2019). The three numerical scores CRPS, ES and VS are 
computed using scoringRules (Jordan et al., 2019). Similar as in the 
case of the CRPS, Eqs. (3) and (4) are averaged over n’ − n test samples. 

Distribution-oriented approach. In a univariate setting, a rank histo-
gram visualizes the ranks of the scalar observations among the corre-
sponding ensemble forecasts. Similar to the PIT histogram, the rank 
histogram can be used to detect miscalibration. To be able to visually 
verify multivariate probabilistic forecasts, the forecasts and their cor-
responding observation vectors first need to be ranked before they can 
be assigned to a rank histogram bin (Wilks, 2019). Gneiting et al. (2008) 
proposed a framework that uses a prerank function to rank the obser-
vation vector among the m d-dimensional forecasts. Specifically, a pre-
rank function πB(x(k)) evaluates matrix B =

(
x(0) x(1) ⋯ x(m)

)⊤, which 

is of dimension B ∈ R(m+1)×d. Here, x(k) =
(
x(k)

1 x(k)
2 ⋯ x(k)

d
)

is the kth d- 
dimensional trajectory. The matrix B thus contains the forecasts and the 
corresponding observation vector y = x(0) (Gneiting et al., 2008). 

Thorarinsdottir et al. (2016) reviewed several prerank functions, 
although I will follow the notation of Wilks (2017). The bin number b of 
the observation vector x(0) is the rank of the prerank πB(x(0)) among the 
m+1 preranks πB(x(k)) and is an integer between 1 and m+1 that can be 
calculated as follows 

b = 1+
∑m

k=1
1
{

πB
(
x(k)) < πB

(
x(0)) }. (6)  

The first prerank function that is used is the average rank histogram 
(AVG), which was introduced by Thorarinsdottir et al. (2016). It 

requires the component-wise ranks for each element in the d-dimen-
sional vector x(k), which can be computed according to (Wilks, 2017) 

ci(x(k)) =
∑m

l=0
1{xl,i⩽xk,i}, i = 1,…, d. (7)  

The m+1 AVG preranks are then the average of the d component-wise 
ranks (Wilks, 2017) 

πAVG
B (x(k)) =

1
d

∑d

i=1
ci(x(k)). (8)  

The second prerank function, which results in the band-depth rank 
histogram (BDH), is defined as (Wilks, 2017) 

πBDH
B (x(k)) =

1
d
∑d

i=1

(
m + 1 − ci(x(k))

)(
ci(x(k)) − 1

)
. (9)  

Finally, I consider the minimum spanning tree (MST) histogram, intro-
duced by Smith and Hansen (2004) and Wilks (2004) to evaluate 
multivariate probabilistic forecast calibration. A spanning tree is a set of 
lines that connects all the pairs of points in the d-dimensional space, 
where the resulting tree contains no loops. The spanning tree that 
minimizes the total length of the tree is called the MST. The MST prerank 
function is formulated as (Thorarinsdottir et al., 2016) 

πMST
B (x(k)) =

⃦
⃦MST

[{
x(0), x(1),…, x(m)}⧹{x(k)}

] ⃦
⃦. (10)  

In other words, the MST prerank of forecast trajectory x(k) is the set of 
line segments that minimizes the total length between the connected 
points of the ensemble members and the observation vector when x(k) is 
excluded (Wilks, 2017). 

Thorarinsdottir et al. (2016) showed that employing only one pre-
rank function could lead to incorrect conclusions regarding mis-
calibration because a single prerank function cannot detect all types of 
miscalibration. The script containing the above-mentioned prerank 
functions can be downloaded as supplementary material to the publi-
cation by Thorarinsdottir et al. (2016), which also includes simulation 
studies to replicate their results. The reader is therefore referred to 
Thorarinsdottir et al. (2016),Wilks (2017) and Thorarinsdottir and 
Schuhen (2018) for extensive simulation studies and resulting histo-
grams displaying the various types of miscalibration that can occur in 
multivariate ensemble forecasts. 

5. Illustrative case studies 

This section presents two case studies in which GHI time trajectories 
and space-time trajectories are generated on the 7 stations of the 
SURFRAD network and the Oahu Solar Measurement Grid, respectively. 
To provide empirical evidence that the marginal distributions of MuPEn 
are equivalent to CH-PeEn, I start the first case study with the special 
case where the forecast horizon h = 0 and the number of trajectories 
m = n. Thereafter, I set the maximum forecast horizon h = 24, i.e., 6 h at 
15 min resolution, in both case studies. For simplicity, if during any of 
the forecast valid times {t+Δt,…, t+24Δt} the zenith angle is larger 
than 85◦, the entire forecast is removed before validation. The second 
case study on the space-time trajectories includes a sensitivity analysis 
related to the number of trajectories m; besides that, the number of 
trajectories m = 40 if unspecified. 

5.1. Time trajectories 

5.1.1. Marginal distributions 
Table 1 presents the CRPS of MuPEn, organized by the stations of the 

SURFRAD network and the years that are used as training data. Note that 
the testing data are the years 2016 and 2017. Furthermore, the table 
presents the CRPS of the clear-sky models where it can be seen that the 
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REST2 clear-sky model consistently results in the lowest CRPS. How-
ever, Table 1 shows that the difference between REST2 and McClear is 
marginal, while the Ineichen-Perez clear-sky model performs worst. 
Furthermore, Table 2 presents the range of the observed GHI at each 
SURFRAD station for all the years in the utilized data set. Especially 
noteworthy is the discrepancy in observed GHI range at DRA during 
2016–2017, i.e., the testing data, and the other years. This point will be 
further discussed in Section 5.1.2. 

The CRPS results in Table 1 can be directly compared with the CRPS 
results of CH-PeEn in Table 2 by Yang (2019b). The mean absolute 
percentage deviation in CRPS between MuPEn and CH-PeEn is approx-
imately 0.28% for the Ineichen-Perez clear-sky model and approxi-
mately 0.23% for the McClear clear-sky model, which provides 
empirical evidence that MuPEn and CH-PeEn are equivalent in case h =

0, z = 1 and m = n. Since MuPEn and CH-PeEn are equivalent and CH- 
PeEn minimizes the forecast resolution by its design (Yang, 2019b), it 
can be concluded that MuPEn similarly minimizes forecast resolution. 
Finally, Table 1 shows that MuPEn is almost independent of the choice of 
training data and is therefore nearly time invariant. 

Besides the numerical score, it is pertinent to evaluate the marginal 
calibration. Fig. 1 presents the PIT histograms of the forecasts generated 
with CSI observations from 2011–2012, including the consistency bands 
as red dashed lines. It should be noted that the consistency bands pre-
sented here do not account for serial correlation as described by Pinson 
et al. (2010), which implies that their range in fact is larger than pre-
sented here (Pinson et al., 2010). From Fig. 1 it can be seen that the 
McClear clear-sky model generally results in better calibrated probabi-
listic forecasts when compared to the Ineichen-Perez clear-sky model 
and even compared to the REST2 clear-sky model. However, at DRA and 

GWN the calibration is overall quite poor, a point that is further 
addressed in Section 5.1.2. 

5.1.2. Multivariate distribution 
As mentioned above, 40 trajectories are used in this case study to 

construct the MuPEn. Table 3 shows the ES of the multivariate proba-
bilistic forecasts for each of the 7 stations. Similar to the univariate case, 
Table 3 shows that MuPEn is nearly time invariant, which is to say that 
MuPEn is nearly independent of the choice of training data. To further 
verify that the dependence structure between the forecast horizons re-
mains similar when using various training data sets, I present the VS0.5 
in Table 4. Again, the results confirm that MuPEn is nearly independent 
of the choice of training data. Interestingly, the differences between the 
clear-sky models in terms of CRPS are larger in relative terms than the 
differences between the clear-sky models in terms of VS. It is further-
more interesting to note that the REST2 clear-sky model generally re-
sults in improved ES compared to the McClear clear-sky model, but that 
the opposite is true in case of VS. Since the REST2 clear-sky model also 
improves upon the McClear clear-sky model in terms of CRPS, it can be 
concluded from this case study that REST2 leads to more accurate 
marginal distributions while McClear leads to improved dependence 
structure modeling. Overall, these observations indicate that the choice 
of clear-sky model affects the marginal distributions and the dependence 
structure. 

Numerical scores such as CRPS, ES or VS are useful for ranking 
various forecast models and for communication purposes. However, 
these scores do not inform the user about the type of miscalibration that 
potentially exists in their forecasts. To that end, Figs. 2–4 present the 
rank histograms following the three prerank functions (AVG, BDH and 

Table 1 
CRPS (W/m2) of MuPEn forecasts on the SURFRAD stations. The columns reflect the training data used to construct the MuPEn forecasts, which shows that it is nearly 
time invariant.  

Station 2014–2015 2013–2014 2012–2013 2011–2012 2010–2011 2009–2010 2008–2009 2007–2008 2006–2007 2005–2006 

Ineichen-Perez clear-sky index 
BON 91.27 91.69 90.61 90.96 91.02 90.84 92.04 91.15 91.22 91.09 
DRA 52.33 52.34 52.50 52.27 52.36 52.61 52.82 53.27 52.87 52.54 
FPK 74.53 74.15 73.78 73.65 73.78 73.87 73.96 74.04 74.12 74.08 
GWN 94.24 94.39 94.36 94.67 94.99 94.19 94.79 94.28 94.26 94.35 
PSU 96.78 97.12 96.86 96.98 96.75 96.90 97.39 96.77 96.79 96.59 
SXF 87.06 87.39 86.84 87.20 86.89 87.12 87.20 86.94 86.85 86.74 
TBL 91.00 90.99 91.17 91.59 91.68 91.31 91.14 90.94 91.03 91.43 

McClear clear-sky index 
BON 87.56 88.09 86.47 86.57 86.66 86.70 88.07 87.06 87.02 86.85 
DRA 52.45 52.10 51.93 52.03 52.16 52.27 52.10 52.50 52.27 52.31 
FPK 74.73 73.90 72.96 72.61 72.73 73.20 73.41 73.22 73.21 73.43 
GWN 90.34 90.14 90.19 90.67 90.91 90.07 90.79 90.04 90.01 90.07 
PSU 94.47 94.86 94.15 94.12 93.97 94.23 94.82 94.05 93.99 93.79 
SXF 84.79 85.34 83.23 83.36 83.20 83.85 84.03 83.38 83.33 83.30 
TBL 89.84 89.18 88.64 88.72 88.73 88.77 88.73 88.71 88.98 89.35 

REST2 clear-sky index 
BON 86.72 87.32 85.97 86.22 86.22 86.11 87.45 86.39 86.45 86.29 
DRA 51.10 50.92 50.89 50.83 51.11 51.20 50.99 51.22 50.99 51.03 
FPK 73.51 72.80 72.26 72.04 72.17 72.63 72.80 72.64 72.75 73.13 
GWN 89.91 89.87 89.84 90.13 90.34 89.75 90.52 89.78 89.82 89.88 
PSU 93.20 93.69 93.25 93.25 93.06 93.31 93.80 92.95 92.93 92.73 
SXF 83.68 84.22 83.00 82.97 82.93 83.81 83.93 83.09 83.11 83.03 
TBL 88.50 88.15 88.06 88.22 88.27 88.23 88.11 88.09 88.36 88.80  

Table 2 
The range of the observed global horizontal irradiance (W/m2) at the SURFRAD stations during all years in the utilized data set, where 2016–2017 is the testing set.  

Station 2016–2017 2014–2015 2013–2014 2012–2013 2011–2012 2010–2011 2009–2010 2008–2009 2007–2008 2006–2007 2005–2006 

BON [0,1177] [0,1193] [0,1193] [0,1145] [0,1189] [0,1189] [0,1108] [0,1160] [0,1160] [0,1133] [0,1180] 
DRA [0,1375] [0,1277] [0,1247] [0,1244] [0,1244] [0,1206] [0,1217] [0,1274] [0,1312] [0,1312] [0,1242] 
FPK [0,1148] [0,1135] [0,1147] [0,1147] [0,1094] [0,1159] [0,1159] [0,1099] [0,1088] [0,1115] [0,1121] 
GWN [0,1241] [0,1174] [0,1207] [0,1207] [0,1185] [0,1180] [0,1180] [0,1270] [0,1270] [0,1145] [0,1143] 
PSU [0,1225] [0,1201] [0,1201] [0,1133] [0,1177] [0,1189] [0,1189] [0,1135] [0,1156] [0,1156] [0,1180] 
SXF [0,1172] [0,1112] [0,1118] [0,1118] [0,1180] [0,1180] [0,1092] [0,1181] [0,1181] [0,1081] [0,1120] 
TBL [0,1252] [0,1261] [0,1264] [0,1264] [0,1279] [0,1279] [0,1228] [0,1228] [0,1220] [0,1215] [0,1244]  
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MST) for the Ineichen-Perez, McClear and REST2 clear-sky models, 
respectively. For brevity, for each station only one training period is 
plotted, i.e., the years 2011 to 2012. Note that these figures do not 
include consistency bands due to the fact that those proposed by Bröcker 
and Smith (2007) and Pinson et al. (2010) have been developed for 
univariate probabilistic forecasts. As of yet, I am unaware of an alter-
native for consistency bands in multivariate probabilistic forecast eval-
uation, as can also be inferred from their absence in the studies by 
Thorarinsdottir et al. (2016),Wilks (2017) and Thorarinsdottir and 
Schuhen (2018). 

When comparing Figs. 2–4, several interesting observations can be 
made. First, the Ineichen-Perez clear-sky model in Fig. 2 displays signs of 
correlation misspecification at, e.g., BON and GWN, as can be seen from 
the ∩-shaped histogram following the BDH prerank function as well as 
the descending histogram following the MST prerank function. In 
addition, there are signs of underdispersion at SXF and, to a lesser 
extent, FPK. Second, the McClear clear-sky model generally results in 
better calibrated trajectories compared to the trajectories generated 
with the Ineichen-Perez clear-sky model, which is in line with the results 

from Tables 3 and 4. However, some miscalibration remains, such as 
overdispersion at BON (∩-shaped histogram following the AVG prerank 
function and ascending histogram following the BDH prerank function) 
or miscalibration at GWN, the latter of which is likely a combination of 
positive bias and overdispersion (c.f. Figs. 2 and 3 in Thorarinsdottir 
et al., 2016). Finally, it is interesting to note that the trajectories 
following the REST2 clear-sky model do not display better calibration 
than those following the McClear clear-sky model, which was also 
inferred from Table 4. In all these cases, it should be noted that it is not 
possible to compute the consistency bars and therefore it is not possible 
to evaluate the statistical significance of the deviations from uniformity. 
However, overall I conclude that the McClear clear-sky model generates 
trajectories that exhibit better calibration than the other two clear-sky 
models but that there are occasions where the Ineichen-Perez clear- 
sky model or the REST2 clear-sky model is preferred, namely at TBL and 
BON, respectively. 

There are also occasions where none of the clear-sky models result in 
calibrated trajectories. To investigate this observation further, I plot 
boxplots for each time of day that contain all CSI observations during the 

Fig. 1. Probability integral transform histograms for all stations of the SURFRAD network with 2011–2012 as training data and all three clear-sky models, including 
the consistency bands as red dashed lines. (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.) 

Table 3 
ES (W/m2) of MuPEn time trajectories on the SURFRAD stations. The columns reflect the training data used to construct the MuPEn time trajectories, which shows that 
it is nearly time invariant. The number of trajectories m = 40.  

Station 2014–2015 2013–2014 2012–2013 2011–2012 2010–2011 2009–2010 2008–2009 2007–2008 2006–2007 2005–2006 

Ineichen-Perez clear-sky index 
BON 679.80 681.29 678.22 676.12 677.87 677.71 686.12 677.74 677.24 678.26 
DRA 399.46 398.61 399.84 398.58 399.75 399.98 402.77 406.80 401.64 400.41 
FPK 583.06 584.96 582.93 583.59 583.99 583.79 582.92 582.86 582.81 581.50 
GWN 709.76 711.47 708.70 716.60 720.42 708.00 709.46 709.23 708.03 708.86 
PSU 728.82 731.89 731.20 731.18 731.29 730.18 732.14 731.82 731.69 731.82 
SXF 663.04 664.16 658.47 659.92 660.00 660.65 661.91 658.70 658.87 658.26 
TBL 721.44 721.90 723.15 725.25 725.62 723.77 723.55 720.84 720.58 723.79 

McClear clear-sky index 
BON 657.67 660.36 654.94 652.84 654.14 654.72 664.26 654.80 654.08 654.99 
DRA 394.12 390.97 390.96 390.94 393.04 393.36 393.45 396.77 393.32 393.93 
FPK 577.16 578.10 573.89 573.71 574.22 575.91 575.02 573.87 573.36 572.95 
GWN 683.80 684.10 683.08 692.08 696.23 682.48 684.64 683.46 682.45 682.96 
PSU 713.21 716.84 714.96 714.53 714.68 714.11 716.57 714.86 714.61 714.76 
SXF 647.04 649.31 637.63 638.65 638.83 641.13 642.33 637.84 638.08 637.88 
TBL 710.97 708.57 706.50 707.50 707.55 707.04 707.19 705.47 706.11 708.11 

REST2 clear-sky index 
BON 654.87 656.77 652.50 650.96 654.65 654.87 660.84 653.79 655.10 650.25 
DRA 392.99 390.94 390.52 391.04 392.17 391.83 390.08 390.30 390.23 391.42 
FPK 581.93 575.72 574.10 574.99 576.62 578.27 579.71 576.52 573.54 577.51 
GWN 679.11 682.70 681.00 686.89 688.57 679.20 679.97 680.18 680.52 680.45 
PSU 708.63 710.21 711.10 708.52 707.80 712.06 710.04 707.61 710.03 707.28 
SXF 647.14 648.90 637.78 637.69 639.02 645.65 641.61 637.79 637.15 638.25 
TBL 728.07 722.08 720.33 718.78 719.15 719.33 717.61 716.13 719.53 720.28  
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training period (2011–2012) and the testing period (2016–2017) in 
Fig. 5. Here, I focus on the MuPEn trajectories following the McClear 
clear-sky model at the DRA and FPK stations that are miscalibrated and 
calibrated, respectively (cf. Fig. 3). As Fig. 5 shows, there is a 

nonnegligible difference in the CSI distribution at DRA during the af-
ternoon where the bottom two quartiles extend lower during the testing 
period than during the training period. Since observations during the 
testing period extend lower than during the training period, there is a 

Table 4 
VS0.5 (W/m2) of MuPEn time trajectories on the SURFRAD stations. The columns reflect the training data used to construct the MuPEn time trajectories, which shows 
that it is nearly time invariant. The number of trajectories m = 40.  

Station 2014–2015 2013–2014 2012–2013 2011–2012 2010–2011 2009–2010 2008–2009 2007–2008 2006–2007 2005–2006 

Ineichen-Perez clear-sky index 
BON 14944.40 14952.22 14956.66 14947.24 14976.50 15005.61 15035.58 14947.26 14964.55 14995.92 
DRA 8572.01 8536.67 8539.73 8532.35 8545.13 8539.55 8553.10 8557.47 8562.73 8572.07 
FPK 12813.93 12904.63 12894.82 12892.35 12876.43 12886.46 12875.74 12867.77 12836.33 12821.05 
GWN 15457.27 15441.84 15403.03 15589.08 15661.42 15408.98 15402.54 15434.01 15441.31 15467.16 
PSU 16330.65 16355.82 16362.27 16347.83 16372.15 16368.57 16365.88 16407.31 16405.68 16419.55 
SXF 13464.19 13484.99 13445.22 13469.22 13457.46 13432.35 13435.76 13453.08 13466.81 13406.57 
TBL 17774.81 17807.53 17789.59 17830.99 17813.39 17839.30 17812.48 17725.14 17753.38 17826.67 

McClear clear-sky index 
BON 14903.03 14913.49 14903.08 14891.65 14921.84 14963.27 15004.19 14896.01 14910.55 14948.85 
DRA 8561.16 8525.42 8525.21 8518.40 8532.23 8526.93 8534.10 8534.19 8542.95 8555.21 
FPK 12725.48 12811.08 12807.00 12808.59 12797.17 12813.76 12794.98 12781.81 12753.64 12740.55 
GWN 15422.84 15401.83 15368.86 15549.07 15629.87 15377.26 15375.10 15393.37 15400.53 15430.96 
PSU 16253.54 16279.58 16290.80 16279.56 16302.51 16303.06 16297.46 16328.43 16325.78 16345.26 
SXF 13418.89 13439.30 13405.59 13425.61 13414.24 13395.56 13400.83 13410.72 13428.20 13374.40 
TBL 17841.83 17861.91 17839.27 17885.40 17870.07 17898.61 17881.36 17794.80 17819.21 17884.99 

REST2 clear-sky index 
BON 14988.82 15046.07 15032.36 14963.02 15063.27 15051.94 15118.88 15029.63 15053.73 14996.78 
DRA 8754.93 8706.75 8735.95 8733.30 8743.10 8723.48 8687.11 8664.40 8704.16 8693.72 
FPK 12958.75 12999.09 12941.66 13001.34 13034.51 12994.54 13076.56 13015.22 12877.14 13000.37 
GWN 15401.56 15395.22 15372.25 15485.01 15468.69 15353.05 15379.25 15360.95 15389.07 15396.57 
PSU 16304.56 16332.64 16324.61 16294.85 16346.21 16405.57 16352.45 16331.41 16319.40 16285.24 
SXF 13547.01 13597.22 13439.11 13425.43 13475.89 13538.81 13493.96 13462.68 13434.27 13438.33 
TBL 18331.83 18242.48 18170.55 18130.45 18176.44 18198.65 18128.28 18098.44 18204.13 18179.49  

Fig. 2. The rank histograms of the multivariate forecasts following the three prerank functions AVG, BDH and MST. The results are organized by SURFRAD station 
and originate from the Ineichen-Perez clear-sky model. The number of trajectories m = 40. 

Fig. 3. The rank histograms of the multivariate forecasts following the three prerank functions AVG, BDH and MST. The results are organized by SURFRAD station 
and originate from the McClear clear-sky model. The number of trajectories m = 40. 
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positive bias that results in a left-skewed AVG rank histogram and a 
slowly decreasing BDH rank histogram (cf. Fig. 3 and Fig. 2 in Thorar-
insdottir et al. (2016)). In contrast, the boxplots of the CSI distribution at 
FPK appear very similar when comparing between the training period 
and the testing period, and this results in flat rank histograms in Fig. 3. 

To validate the visual observation that the CSI distribution during 
the afternoon at station DRA is substantially different when comparing 
the training and testing periods—in contrast to the CSI distribution at 
FPK—I employ the double-sided Kolmogorov-Smirnov (KS) test (e.g., 
Conover, 1999). The null hypothesis of the double-sided KS test is that 
the CSI observations are sampled from the same distribution. Table 5 
presents the KS test statistic and the associated p-value in parentheses 
between the training period (2011–2012) and the testing period 
(2016–2017), computed for selected time slots. The KS test statistic at 
DRA is high during the early afternoon with a very low p-value, which 
indicates that it is highly unlikely that this KS test statistic would appear 

if the training and testing CSI values are indeed sampled from the same 
distribution. The relative small KS test statistic at FPK and the associated 
high p-values reflect that it is quite likely that such KS test statistics 
would be observed when the null hypothesis is true. 

5.2. Space-time trajectories 

In the previous section, it was shown that the MuPEn is nearly time 
invariant in that various periods of training data result in similar CRPS, 
ES and VS. In the present case study, I assess the impact of the training 
data length on the performance of the MuPEn, as well as the number of 
trajectories used to approximate the multivariate predictive distribu-
tion. Note that the REST2 clear-sky model is henceforth omitted for 
brevity as it improved marginally over the McClear clear-sky model in 
terms of ES and performed slightly worse in terms of VS. The decision to 
disregard REST2 is supported by Yang (2020), who noted that the 

Fig. 4. The rank histograms of the multivariate forecasts following the three prerank functions AVG, BDH and MST. The results are organized by SURFRAD station 
and originate from the REST2 clear-sky model. The number of trajectories m = 40. 

Fig. 5. Box plots of the CSI observations for each time slot of the day, recorded for the training period (2011–2012) and the testing period (2016–2017) at the 
SURFRAD stations DRA and FPK. In this figure, the McClear clear-sky model is used to compute the clear-sky index. 
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simplest clear-sky model should be chosen in case their performances 
are similar2. Moreover, the univariate distribution evaluation is omitted 
for brevity as well but it is noted that this is an important aspect of 
multivariate forecast evaluation (Scheuerer and Hamill, 2015). 

Tables 6 and 7 present the results in terms of ES and VS0.5, respec-
tively, where the rows indicate the increasing number of trajectories and 
the columns the increasing training data length. In this case study, the 
test set comprises the months June up to and including October 2011. It 
should be noted that this setup results in a rather low number of forecast- 
verification pairs (approximately 4000) relative to the high number of 
dimensions (384), which in turn results in some uncertainty related to 
the scores presented in this section (Pinson, 2013). However, the pur-
pose of this exercise is to show the dependence of the MuPEn on the 
training data length and on the number of ensemble members m rather 
than setting absolute benchmark values. If the MuPEn is used as a 
benchmark against more advanced models, it is recommended to in-
crease the number of forecast-verification pairs by, e.g., increasing the 
temporal resolution or collecting more data. 

Table 6 shows that for increasing number of trajectories m, the ES 
tends to decrease. However, the decrease of the ES is most substantial 
when the number of trajectories increases from 20 to 40. Thereafter, the 
decrease in ES stabilizes and is small in relative terms. A similar trend 
can be observed for the VS in Table 7. Interestingly, the difference be-
tween the clear-sky models in terms of the ES and VS is less pronounced 
than for the time trajectories. It is unclear what the reason for the similar 
performance is, although it could be due to local climate conditions. 
Finally, it is noteworthy that the ES and VS in the first column of Tables 6 
and 7 are identical for m⩾60, which is caused by the limited training 
data length. 

Regarding the training data length, Table 6 shows that MuPEn is 
nearly insensitive to the data length. Interestingly, the observation holds 
even when the training data does not include the same months as the 
testing data, as is the case in the first column. It is likely that the latter is 
caused by the relatively consistent local climate. Furthermore, Table 7 
shows a similar result, in that the VS varies relatively little when 
increasing the training data length. 

Finally, Figs. 6 and 7 present the rank histograms, again following 
the three prerank functions (AVG, BDH and MST) for the Ineichen-Perez 
and McClear clear-sky models, respectively. The columns of the figures 
are organized according to increasing training data length and the 
number of trajectories m = 40. A similar observation can be made here 
as for the ES and VS, which is that the difference in calibration between 
the trajectories from the clear-sky models is small. Furthermore, the 
figures show that there is limited improvement in terms of calibration 
when increasing the data length once the MuPEn is constructed using 
more than three months of data, which further attests to its insensitivity 
to data length. Generally, the calibration of the space-time trajectories 
compares favorably to the calibration of the time trajectories in Section 
5.1.2, which could be due to the fact that the training and testing periods 
are closer in time or due to the local climate. 

6. Conclusions 

This paper proposed a benchmark for multivariate probabilistic solar 
irradiance forecasts. These types of forecasts are relevant in decision- 
making processes where spatial, temporal or spatio-temporal correla-
tion plays an important role, such as reserve quantification or unit 
commitment. The multivariate probabilistic ensemble (MuPEn) is con-
structed from historical clear-sky index (CSI) observations starting at the 
forecast issue time stamp and extends up to the final forecast horizon, 
which results in a set of CSI trajectories. The dimensions of MuPEn 
therefore depend directly on the forecast horizon and the number of 

Table 5 
Kolmogorov–Smirnov test statistic and the associated p-value in parentheses 
between the training period (2011–2012) and the testing period (2016–2017), 
computed for selected time slots at SURFRAD stations DRA and FPK.  

Time DRA FPK 

14:15 1.7 × 10− 1 (1.5× 10− 9)  5.6 × 10− 2 (2.0× 10− 1)  
14:30 1.7 × 10− 1 (1.5× 10− 9)  5.3 × 10− 2 (2.5× 10− 1)  
14:45 1.5 × 10− 1 (1.7× 10− 7)  6.2 × 10− 2 (1.3× 10− 1)  
15:00 1.5 × 10− 1 (5.2× 10− 8)  4.8 × 10− 2 (3.7× 10− 1)  
15:15 1.4 × 10− 1 (2.3× 10− 6)  4.4 × 10− 2 (4.9× 10− 1)  
15:30 1.5 × 10− 1 (5.2× 10− 8)  5.2 × 10− 2 (2.8× 10− 1)  
15:45 1.0 × 10− 1 (1.4× 10− 3)  4.8 × 10− 2 (3.7× 10− 1)  
16:00 1.3 × 10− 1 (8.7× 10− 6)  6.0 × 10− 2 (1.4× 10− 1)  
16:15 1.1 × 10− 1 (2.5× 10− 4)  4.1 × 10− 2 (5.7× 10− 1)  
16:30 1.0 × 10− 1 (1.1× 10− 3)  5.2 × 10− 2 (2.8× 10− 1)  
16:45 1.1 × 10− 1 (3.2× 10− 4)  2.7 × 10− 2 (9.5× 10− 1)  
17:00 9.9 × 10− 2 (1.5× 10− 3)  4.4 × 10− 2 (4.9× 10− 1)  
17:15 3.2 × 10− 2 (8.4× 10− 1)  5.3 × 10− 2 (2.5× 10− 1)  
17:30 5.2 × 10− 2 (2.7× 10− 1)  5.7 × 10− 2 (1.8× 10− 1)  
17:45 5.9 × 10− 2 (1.6× 10− 1)  3.4 × 10− 2 (7.9× 10− 1)  
18:00 8.7 × 10− 2 (8.5× 10− 3)  4.6 × 10− 2 (4.3× 10− 1)   

Table 6 
ES (W/m2) of MuPEn space–time trajectories on the Oahu Solar Measurement 
Grid. The columns reflect the training data used to construct the MuPEn 
space–time trajectories, which shows that it is nearly independent of training 
data length. The rows represent the number of trajectories m.  

m Mar 2010- 
May 2010 

Mar 2010- 
Aug 2010 

Mar 2010- 
Nov 2010 

Mar 2010- 
Feb 2011 

Mar 2010- 
May 2011 

Ineichen-Perez clear-sky index 
20 2935.57 2915.95 2930.74 2922.01 2917.81 
40 2870.32 2851.40 2856.18 2845.80 2854.47 
60 2865.51 2826.90 2833.44 2829.09 2828.77 
80 2865.51 2815.86 2821.73 2814.62 2815.26 

100 2865.51 2810.18 2825.11 2812.89 2811.34 
McClear clear-sky index 

20 2923.47 2905.80 2919.30 2914.15 2909.29 
40 2858.40 2840.55 2844.91 2837.31 2846.60 
60 2853.93 2816.76 2822.51 2820.96 2820.78 
80 2853.93 2805.78 2810.69 2806.45 2807.20 

100 2853.93 2800.33 2814.73 2804.62 2803.35  

Table 7 
VS0.5 (W/m2) of MuPEn space–time trajectories on the Oahu Solar Measurement 
Grid. The columns reflect the training data used to construct the MuPEn 
space–time trajectories, which shows that it is nearly independent of training 
data length. The rows represent the number of trajectories m.  

m Mar 2010- 
May 2010 

Mar 2010- 
Aug 2010 

Mar 2010- 
Nov 2010 

Mar 2010- 
Feb 2011 

Mar 2010- 
May 2011 

Ineichen-Perez clear-sky index 
20 4.979× 106  4.964× 106  4.963× 106  4.957× 106  4.969× 106  

40 4.868× 106  4.854× 106  4.839× 106  4.842× 106  4.850× 106  

60 4.873× 106  4.817× 106  4.813× 106  4.808× 106  4.803× 106  

80 4.873× 106  4.800× 106  4.798× 106  4.785× 106  4.788× 106  

100 4.873× 106  4.801× 106  4.805× 106  4.776× 106  4.774× 106  

McClear clear-sky index 
20 4.977× 106  4.962× 106  4.961× 106  4.957× 106  4.969× 106  

40 4.865× 106  4.852× 106  4.837× 106  4.841× 106  4.849× 106  

60 4.870× 106  4.815× 106  4.812× 106  4.806× 106  4.802× 106  

80 4.870× 106  4.798× 106  4.796× 106  4.784× 106  4.787× 106  

100 4.870× 106  4.799× 106  4.803× 106  4.774× 106  4.773× 106   

2 In this case, the term simplest relates to the accessibility. 
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locations for which it benchmarks an advanced forecast model. 
Furthermore, MuPEn requires selecting the number of sampled CSI 
trajectories to approximate the underlying multivariate distribution. 

In general, a set of multivariate probabilistic solar irradiance fore-
casts should be calibrated in terms of the marginal distributions and the 
dependence structure between the marginal distributions in order to 
avoid biases in decision making. Two case studies have shown that 
MuPEn generally generates calibrated time and space-time trajectories. 
However, it is important to point out that the results of the first case 
study have shown that the choice of the clear-sky model has a non-
negligible effect on the calibration of the trajectories and that the 
McClear clear-sky model generally is preferred, not in the least because 
of its accessibility. 

A benchmark for multivariate probabilistic solar irradiance forecasts 
should furthermore feature minimal forecast resolution, be time 
invariant and be insensitive to training data length and parameters. By 
design, MuPEn inherently features minimal forecast resolution when the 
number of sampled trajectories is sufficiently large. In addition, the re-
sults of the case studies showed that MuPEn is time invariant and 
insensitive to both the training data length and the single parameter it 
requires, i.e., the number of trajectories. As a result, MuPEn can be 
considered as a benchmark for multivariate probabilistic solar forecasts 
because it will generate consistent trajectories for a given forecast ho-
rizon, location and data resolution in terms of energy score (ES), var-
iogram score (VS) and calibration. Consequently, MuPEn could be used 
to compute an ES or VS skill score to evaluate the relative performance 
of advanced multivariate probabilistic forecasting models. 
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Bröcker, J., Smith, L.A., 2007. Increasing the reliability of reliability diagrams. Wea. 
Forecast. 22, 651–661. https://doi.org/10.1175/WAF993.1. 

Conover, W., 1999. Practical Nonparametric Statistics, third ed. Wiley. 
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