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Abstract
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Digital Comprehensive Summaries of Uppsala Dissertations from the Faculty of Science and
Technology 2091. 38 pp. Uppsala: Acta Universitatis Upsaliensis. ISBN 978-91-513-1337-5.

The explosive growth of data in information society poses significant challenges in the timely
delivery of information in the context of communication networks. Hence, optimal utilization
of scarce network resources is crucial. This dissertation contributes to several aspects related
to the timely delivery of information, including scheduling of data flows between sources and
destinations in a network, scheduling of content caching in a base station of mobile networks,
and scheduling of information collection. Two important metrics, namely, delivery deadline and
information freshness, are accounted for. Mathematical models and tailored solution approaches
are developed via tools from optimization.

Five research papers are included in the dissertation. Paper I studies a flow routing and
scheduling problem with delivery deadline. This type of problem arises in many applications
such as data exchange in scientific projects or data replication in data centers where large
amounts of data need to be timely distributed across the globe. Papers II, III, and IV inves-
tigate content caching along time in a base station. Content caching at the network’s edge has
recently been considered a costefficient way of providing users with their requested informa-
tion. In Paper II, the schedule for updating the cache is optimized with respect to the content
requests of users and the popularity of contents over time. Paper III, as an extension of Paper
II, addresses the question of how to keep the cache information fresh, as all contents can not
be updated due to the limited capacity of the backhaul link. The freshness of information is
quantified via the notion of age of information (AoI). Paper IV investigates joint optimization of
content caching as well as recommendation; the latter contributes to satisfying content requests
in case of a cache miss. Paper V studies optimal scheduling of information collection from a
set of sensor nodes via an unmanned aerial vehicle. The objective is to keep the overall AoI
as small as possible.

In these studies, analysis of problem complexity is provided, and timeefficient solution al-
gorithms based on column generation, Lagrangian decomposition, and graph labeling are de-
veloped. The algorithms also yield a bound of global optimum, that can be used to assess the
performance of any given solution. The effectiveness of the algorithms in obtaining nearoptimal
solutions is demonstrated via extensive simulations.
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Sammanfattning på Svenska

Optimal schemaläggning utgör ett viktigt tillämpningsområde inom det veten
skapliga ämnet optimeringslära. Schemaläggning handlar om att planera ak
tiviteter och tilldelning av resurser sådant att resursanvändningen effektivis
eras. Att optimera schemaläggningen förekommer i nästa alla samhällssek
torer, till exempel produktion, logistik, samt kommunikation och transport
system. Avhandlingen bidrar till nya insikter, modeller och metoder för opti
mal schemaläggning i digitala kommunikationssystem.

Den explosiva ökningen av datamängden i informationssamhället ställer
höga krav på dagens kommunikationssystem när det gäller att överföra data
i tid. Därför är det av avgörande betydelse att nätverksresurser utnyttjas opti
malt. Denna avhandling bidrar till optimal schemaläggning så att data kan lev
ereras i tid. Datatypen som avhandlingen berör varierar beroende av specifika
tillämpningar. Det kan handla om informationsobjekt på Internet för under
hållningssyfte, eller information som samlas in från elektroniska sensorer för
fjärrövervakning. Två viktiga aspekter i sammanhanget är deadline och färsk
information. Med deadline menas att den mängd data som genererats måste
överföras inom en tidsgräns eller att en förfrågan på ett informationsobjekt
måste tillgodoses i tid. Det är även önskvärt att den information som tas emot
är färsk. Ett relativt nytt begrepp i detta sammanhang är informationsålder,
som är skillnaden mellan den nuvarande tidpunkten och den tidsstämpeln som
finns på ett informationsobjekt.

Med ovanstående utgångspunkten studerar avhandlingen tre typer av opti
meringsfrågeställningar. Den gemensamma nämnaren är schemaläggning, det
vill säga hur kommunikations och lagringsresurserna ska tilldelas och utnyt
tjas över tid. Det första frågeställningen handlar om dataöverföring mellan
multipla sändare och mottagare i ett kommunikationsnätverk med begränsad
kapacitet, med deadlinekrav på dataöverföringen. Optimeringsuppgiften är
att ta fram ett schema för dataöverföringen. Nästa frågeställning är lagring av
informationsobjekt i ett cache i en basstation i mobila kommunikationssystem.
Ett cache som lagrar ett informationsobjekt kan tillgodose en användares för
frågan på detta objekt utan att behöva någon nedladdning från kärnnätet, vilket
leder till bättre effektivitet. Ett informationsobjekts popularitet varierar över
tid. Att avgöra vilka informationsobjekt som ska lagras och uppdateras samt
när medför ett schemaläggningsproblem. Ett optimalt schema måsta ta hänsyn
till cachekapaciteten och informationsåldern, och en informationsförfråga kan
ha ett deadlinekrav. Den sista frågeställningen handlar om att samla in data
från fjällsensorer med hjälp av en drönare. Problemet består av att optimera
drönarens rutter så att informationsåldern minimeras, samt att schemalägga
laddningen av batteriet mellan rutterna.

Samtliga frågeställningar ovan leder till komplexa kombinatoriska optimer
ingsproblem. Att hitta det optimala schemat genom att räkna genom alla



möjliga kombinationer funderar inte, eftersom antalet kombinationer växer
exponentiellt med avseende på indata. Därför behövs forskning som syftar
till att ge förståelser av problemegenskaper och därigenom utveckla effektiva
matematiska modeller och metoder. Forskningen som presenteras i avhandlin
gen analyserar problemkomplexiteten och tillämpar matematisk modellering.
Modelleringen har baserat på linjär heltalsprogrammering sommatematiskt ut
trycker ett kombinatoriskt optimeringsproblem i form av linjära funktioner och
billvillkor. Via detta kan ofta standardmetoder som tidigare hade utvecklades
inom heltalsprogrammering användas för att hitta optimum så länge indata inte
är storskalig. Heltalsmodeller kan även möjliggöra problemspecifika och ef
fektiva optimeringsalgoritmer.

För att kunna hantera även storskaliga data har avhandlingen tagit fram
optimeringsalgoritmer som huvudsakligen är baserade följande koncept. Det
första är kolumngenereringsmetoden som är ett sätt att angripa strukturerade
optimeringsproblem via matematisk omformulering. Omformuleringen gör att
en problemlösning kan beskrivas som en kombination av kolumner, och en kol
umn representerar en lösning till en del av problemet, till exempel ett individu
ellt informationsflöde schemaläggas över tiden. Det finns ett exponentiellt an
tal kolumner, dock få används vid optimum, och kolumngenereringsmetoden
går ut på att systematiskt ta fram de mest lovande kolumnerna. Nästa koncept
som används är dekompositionsmetoder med hjälp av Lagrangian dekomposi
tion. Med denna metod görs problemet enklare genom att en del av bivillkor
som en problemlösning måste uppfylla tas bort. Hänsyn tas till dessa bivillkor
på ett annat sätt, nämligen de problemlösningar som inte uppfyller något av
dessa bivillkor får ett högre kostnadsvärde i kostnadsfunktionen. Det tredje
användbara angreppssätt är algoritmer från nätverksoptimering, eftersom ett
schemaläggningsproblem innehåller ofta delar med en nätverksstruktur, till ex
empel att hitta den kortaste vägen från en punkt till en annan. I sådana fall kan
etablerade algoritmer för nätverksoptimering användas som en del i den över
gripande algoritmen. Avhandlingen använder sig av ovanstående koncept och
metoder för att utveckla problemspecifika algoritmer. Beräkningsexperiment
visat att algoritmerna är effektiva på att ge schemaläggningslösningar som lig
ger nära det optimala.
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Part I:
Introduction and Overview





1. Introduction

In this chapter, we first provide the motivation and background for the prob
lems studied in this dissertation. Then, we give a highlevel explanation of
some optimization concepts and illustrate an optimal package delivery prob
lem. Next, we discuss general solution approaches for solving an optimization
problem along with advantages and disadvantages of each approach. Finally,
we provide the outline and organization of dissertation.

1.1 Motivation
Communication networks and technologies have been constantly evolving dur
ing the past decades to facilitate data communication locally and globally.
With the advent of new services and applications and the increase in the num
ber of users, explosive amounts of data are being generated. In escience
projects, for example, huge amounts of data in the order of exabytes are gath
ered and/or generated which need to be distributed across the globe over the
research networks for computing and analysis [1]. In mobile telecommunica
tions networks, according to a report of Ericsson [2], it is predicted that the
mobile data volume per month will grow from 38 exabytes in 2019 to 160 ex
abytes by 2025. The data need to be moved to places closer to end users for
better accessibility and lower access latency [3]. Data collection from remote
sensor nodes with delivery to a central station is another example of the need
for timely information [4].

The growth in data generation and the need for collecting and/or transmit
ting them put a high load on communication systems, potentially leading to
congestion resulting in poor quality of user experience. Therefore, optimal uti
lization of scarce network resources such as communication links and storage
equipment is essential to delivering data over these communication networks
in a timely manner.

This dissertation addresses several aspects related to timely delivery of
information in communication systems. Specifically, we study, scheduling
of bulk data transfer across communication networks, scheduling of content
caching in a base station of mobile networks, and scheduling of information
collection from a set of sensor nodes. Two important performance metrics in
information delivery are deadline and information freshness. In some applica
tions, such as data exchange in scientific projects, the transmission operation
has to be completed within a given time period, as otherwise the data may
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expire and becomes no longer useful. In some other applications, the informa
tion need to be regularly updated to the latest version to keep the information
as fresh as possible. Data generated by a sensor node, for example, needs to
be collected regularly to keep the state information uptodate.

Optimal scheduling of data routing and information updates requires opti
mal use of network’s resources. We study them via tools from optimization
theory and design problemtailored algorithms. We remark that the research
papers do not require any indepth knowledge of data transmission technology
or networking techniques, and we refer interested readers to [5–7] for detailed
presentation of communication networks.

1.2 What is optimization?
Optimization is about how to perform a task in the best possible way. An
optimization problem usually is stated as maximizing or minimizing some ob
jective function subject to some constraints. The objective function could be
maximizing profit, minimizing loss, minimizing risk, etc. A constraint is a re
quirement that gives restrictions on the choices that can be made. It could be
for example the number or amount of resource available, such as the number
of available employees, and/or the capacity of machines in a factory. The best
possible solution to an optimization problem is called the optimum. A problem
may have several alternative optima, clearly with the same objective function
value. A particular class of optimization problems is scheduling problems that
involves a time component.

Let us study scheduling of package delivery to illustrate optimal scheduling.
Consider a company that delivers packages to its customers in a city. There is a
depot wherein all packages are stored. The packages are of different sizes and
weights. There are a set of vehicles, each with limited capacity. Each vehicle
is repeatedly dispatched from the depot for delivering the packages. The prob
lem is how to deliver the packages in the “best” possible way. This usually
is stated as our objective, and could be the shortest possible time, minimum
fuel consumption, or the minimum number of used vehicles, for delivering all
packages. Additionally, the number of available vehicles and their capacity
are limited, which pose constraints in this optimization problem. Moreover,
the packages may also have delivery deadlines.

In general, an optimization problem can be solved by one of the following
approaches:

• We can design a problemtailored algorithm that solves the problem to
obtain an optimum.

• We may express the problem with a mathematical model, and use a
generalpurpose solver to solve the model for us.
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• We may design an algorithm that attempts to obtain a solution that is
acceptable, but may not be an optimum.

Each of the solution approaches has their own pros and cons. Designing
and developing a timeefficient problemtailored algorithm may be difficult or
even not possible due to some intrinsic problem difficulty. By using a general
purpose solver, theoretically, we eventually obtain the optimum, but it may not
be time efficient. The last approach may not be able to obtain the optimum,
but if designed carefully, it will probably find solutions close to the optimum
in a timely manner. This approach looks more promising in the sense that it
can be practical in most real situations.

In this dissertation, we use all these solution approaches or a combination
of them depending on the type of problem at hand. In general, an optimization
problem may consist of smaller subproblems and each of them can be solved
efficiently. Then their solutions can be combined to construct an overall solu
tion for the original problem. For example, in the package delivery problem,
two subproblems are which items to deliver and which route to take. Even
though such an approach may not give the optimum, usually it provides a so
lution that is satisfactory.

1.3 Dissertation Outline and Organization
The dissertation consists of two parts. In Part I, we first provide an introduc
tion to optimization methods along with the studied problems. Then in Chap
ter 2, we give an introduction of discrete optimization, its solution approaches,
and the difficulty level of problems thereof. In Chapter 3, we discuss some
problems with network structure and available solution approaches for them.
In Chapter 4, we give a short description of the studied problems along with
highlighting the main problem components. In Chapter 5, we present the con
tributions of each paper included in the dissertation. Part II is composed by the
five research papers.
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2. Discrete Optimization

Mathematical optimization is the main approach for addressing the problems
studied in this dissertation. In this section, we provide an introduction to math
ematical modeling, problem complexity, and optimization methods, focusing
on discrete optimization. For more indepth treatment of mathematical opti
mization, we refer the reader to [8–12].

2.1 Mathematical Modeling
Optimization is the science of making the best decisions in order to use re
sources in the most efficient way. A major field of optimization is mathemat
ical programming in which mathematical models are used for solving prob
lems. Note that the term “programming” here means planning activities to
utilize resources subject to constraints, and differs from coding computer pro
grams. Mathematical modeling involves formulating and expressing problems
via mathematical objects, and study their theoretical and numerical character
istics to enable to obtain the optimum of the problem. Mathematical modeling
and optimization methods are the main tools used for analyzing and solving
the problems in this dissertation. Below we give a brief overview and present
the most related concepts of mathematical programming and optimization to
this dissertation. More information can found in [8–11].

An optimization problem is mathematically expressed as:

min f(x) (2.1a)
s.t. gj(x) ≤ 0, j = 1, 2, ..., p (2.1b)

hk(x) = 0, k = 1, 2, ...q (2.1c)

where x = (x1, x2, ..., xn)
T is an ndimensional vector containing the op

timization variables, and f(x) is the objective function of the problem which
depends on x, and gj(x) and hk(x) are called constraint functions of the prob
lem. This formulation has p inequality constraints and q equality constraints.

The constraints altogether define a region that contains all possible solutions
of the problem. This region is called the feasible region, and any solution in
this region is called a feasible solution. A solution that does not satisfy at least
one constraint is out of this region and is called an infeasible solution. The best
solution is the solution that is feasible and gives the lowest value of f(·). Such
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a solution is called an optimal solution or optimum, which may be unique or
not. Amaximization problem can be easily expressed asminimization problem
via max f(x) = −min−f(x). Depending on the type of the constraints and
the objective function (linear, nonlinear) and variables (continuous, discrete),
different classes of optimization problems are obtained. Below we discuss
some of these classes further.

2.2 Linear Programming
A special problem class is linear programming (LP) in which f(·), gj(·), and
hk(·) are all linear functions and the variables are continuous. An LP can be
written in the following standard form:

min
n∑

j=1

cjxj (2.2a)

s.t.
n∑

j=1

aijxj = bi, i = 1, 2, ...,m (2.2b)

xj ≥ 0, j = 1, 2, ..., n (2.2c)

Note that an inequality constraint can be converted to an equality constraint by
adding a slack variable to a lessthanorequalto constraint and subtracting a
surplus variable to a greaterthanorequalto constraint. The above formula
tion can be written more compact in matrix form as:

min cTx (2.3a)
s.t. Ax = b (2.3b)

x ≥ 0 (2.3c)

in which c = (c1, c2, ..., cn)
T , x = (x1, x2, ..., xn)

T , b = (b1, b2, ..., bm)T ,
andA is a matrix of dimensionm×nwhere entry (i, j) is aij . Twomethods for
obtaining the optimal solution of LP problems are simplex and interiorpoint
algorithms. For LPs, an optimum is always at some of the so called extreme
points, a special type of points on the border of the feasible region [11]. In the
simplex method, the optimal solution is found by examining only the border
of the feasible region, and moving along the border toward the optimum. In
an interiorpoint method, however, the optimum is found by moving through
the interior of the feasible region [11].

By LP theory, a solution is optimal if the reduced costs of optimization vari
ables are all nonnegative. The reduced cost of an optimization variable is com
puted using its coefficients in the formulation and the optimal dual values. A
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dual value measures the change in the objective function’s value with respect
to small change in the righthand side of some constraint. The reduced cost ĉj
for variable xj is computed via formula:

ĉj = cj −
m∑
i=1

aijπ
∗
i (2.4)

in which π∗
i , i = 1, 2, ...,m, are the optimal dual values corresponding to the

constraints.

2.3 Integer Linear Programs and Combinatorial
Optimization

Integer linear programming (ILP) is an extension of LP in which a decision
variable is required to take only integer values, unlike LP where the variables
can take fractional numbers. Another extension is mixedinteger linear pro
gramming (MILP) in which a subset of variables is continuous and the rest
have to be integer numbers. An MILP can be expressed in its general form as:

min
n∑

j=1

cjxj +

ℓ∑
j=1

djyj (2.5a)

s.t.
n∑

j=1

aijxj +
ℓ∑

j=1

hijyj = bi, i = 1, 2, ...,m (2.5b)

lj ≤ xj ≤ uj , j = 1, 2, ..., n (2.5c)
l′j ≤ yj ≤ u′j , j = 1, 2, ..., ℓ (2.5d)
yj integer, j = 1, ..., ℓ (2.5e)

MILP plays a key role in modeling realworld problems such as delivery
and transportation, finance, military, energy, etc. Solution approaches for
ILPs/MILPs include branch and bound (BB) and branch and cut (BC) al
gorithms. These algorithms basically work by solving a sequence of LPs.
Namely, they solve the LP relaxations in which the integer variables are re
laxed to be continuous. BB enumerates the candidate solutions systematically
by using a search tree. The root of the tree corresponds to the LP relaxation. A
branch is made by putting some restriction on an optimization variable in the
values it may take. Thus, a branch represents a subset of the solution set. A
branch is checked against the best upper and lower bounds found so far, before
further working on the remaining candidate solutions of the branch. If it is con
cluded that a branch can not provide better solutions than the best found so far,
referred to as the incumbent, then the branch is fathomed and is not explored
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anymore. The efficiency of BB depends on the tightness of lower and upper
bounds found as well as how the branching and searching are performed.

BC involves running BB and using cutting planes for tightening the LP re
laxation. A cutting plane is a linear constraint that wipes out a part of the LP
feasible region that does not contain any integer solution. In BC, if the solu
tion is not integer, a cutting plane is added to the LP relaxation if possible. The
process is then embedded into BB.

A combinatorial optimization problem is an optimization problem in which
the feasible region consists of a finite set of solutions. A bruteforce algorithm
enumerating the set of solutions is the most naive solution approach, in which
the solutions are enumerated, and their corresponding objective function values
are computed, and hence the optimum can be found. However, the cardinality
of the set in most problems is so large, such that enumerating the solutions is
not possible in practice. For many problems, the optimum can be found with
algorithms of low complexity, without any enumeration. For other problems,
finding the optimum has higher complexity, even though there are algorithms
that run much faster than bruteforce.

The assignment problem is a combinitorial optimization problem that can
be solved with low algorithm complexity [13]. In this problem, n tasks need to
be assigned to n persons. Each task need to be assigned exactly to one person,
and vice versa. The objective is to minimize the total cost. The traveling sales
man problem (TSP) is a wellknown hard cominatorial optimization problem
in which a salesman starts from a home city, visits n cities, and returns to the
home city. Each of the n cities needs to be visited exactly once. The objective
is to minimize the total travel distance. Solving TSP is hard, in fact there is
no known algorithm solving the TSP problem to optimum with a (theoretical)
time complexity that is considered efficient. One way of solving a cominato
rial optimization problem is to model it as an MILP, and solve the model by a
solver. This guarantees always the optimum, however, it may need enormous
amount of time depending on the size of the problem.

2.4 Problem Complexity and NPhardness
Computational complexity theory helps us determine and understand the diffi
culty level of a given problem, and hence whether to target a polynomialtime
algorithm. A problem is called tractable or wellsolved if there is an algorithm
with polynomialtime complexity that solves the problem, that is, obtains an
optimum [14]. An algorithm is of polynomialtime complexity if the worst
case amount of time required to run the algorithm with respect to the input size
is bounded by a polynomial function. We say a problem is intractable if it is
not tractable.

Problem class P is defined as the set of all decision problems which are
tractable. A decision problem is simply a problem with a yesno answer. Class
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P is a subset of a larger class called nondeterministic polynomialtime (NP).
NP consists of all problems that each of them has a nondeterministic algorithm
with polynomialtime verifiability. A nondeterministic algorithm is an algo
rithm that contains at least one step that we still do not know how to perform it
in polynomial time. Polynomialtime verifiability means that yes solution of
the problem can be verified in polynomial time.

The set of the most difficult decision problems in the class NP is called NP
complete. In other words, a decision problem is NPcomplete if it is in NP,
and all other problems in NP can be reduced to this problem in polynomial
time. The NPhard class consists of all problems that are at least as difficult
as those in NPcomplete, but not necessarily in NP. If a decision version of
a problem is NPcomplete, its optimization version is NPhard. This is be
cause solving an optimization problem involves finding the optimal values of
all variables, while a yesno answer is enough for the decision version. It is
not known formally whether NPcomplete problems are intractable. However,
polynomialtime algorithms determining the correct answer are not expected.
Therefore, if a problem is proved to be NPcomplete or NPhard, developing
suboptimal algorithms is of interest due to the difficulty of the problem.

The NPcompleteness of a given problem, denoted by Pgiven, can be proved
via a reduction from a knownNPcomplete problem toPgiven. A reduction of a
problemPknown to a problemPgiven is a polynomial time algorithm that solves
the decision problem Pknown, by using a solution of the decision problem for
Pgiven. It is worth noting, we provePgiven is NPcomplete in the general sense,
and we may or may not encounter the worstcase scenario in practice. But, as
the computational complexity theory focuses on the worst case, the problem in
general is considered to be difficult. We refer the reader to [14] for a list of clas
sic NPhard problems and more information about computational complexity
theory.

2.5 Column Generation
Column generation (CG) is a concept in optimization that can be used to solve
structured LP problems, aiming at reducing the computational complexity of
solving largescale instances [15]. Here, the term “column” refers to the col
umn vector having the coefficients of an optimization variable in the con
straints. In fact, each optimization variable is associated with a column vector.
More precisely, consider LP (2.2) and variable xj , j ∈ {1, 2, ..., n}. This vari
able is associated with column vector aj = [a1j , a2j , ..., amj ]

T , where aij ,
i = 1, 2, ...,m, are the coefficients of xj in the ith constraint.

In the simplex method, the most negative reduced cost is obtained via
argminj=1,2,...,n[cj −

∑m
i=1 aijπ

∗
i ]. This requires explicit enumeration of the

reduced costs. In CG, instead, the column with the most negative reduced
cost is generated via solving an optimization problem. Namely, CG implicitly
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enumerates the reduced costs and finds the most negative one. CG generates
columns in an iterative process which is described in the following.

In CG, the problem is decomposed into a master problem (MP) and a sub
problem (SP) (a.k.a pricing problem). CG alternately solves theMP and the SP
until an optimal solution is found. CG starts by solving a restricted version of
MP (RMP), namely an MP having a limited number of columns. After solving
the RMP, we obtain the optimal dual values π∗

i , i = 1, 2, ...,m. Next, the op
timal dual values are used to construct the objective function of the SP which
is the reduced cost of an unconsidered column. After that, we solve the SP to
obtain a new column with the most negative reduced cost. The new column is
added to the RMP. We repeat this process until no new column can be gener
ated by the SP, i.e., the lowest reduced cost is nonnegative. It is worth nothing
that the objective function value of the RMP is monotonically improved by
adding the new columns. The main advantage of CG is that a small subset of
columns is generated in this process [15,16]. For more information about CG,
we refer the reader to [15, 16].

Let us illustrate CG via the cuttingstock problem. In this problem, a number
of stocks (e.g., paper rolls) with standard length L need to be cut into smaller
pieces of lengths ℓ1, ℓ2, ..., ℓm. For each piece of length ℓi, i = 1, 2, ...,m,
there are ri orders. The objective is to satisfy the orders while minimizing the
number of used stocks.

A stock can be cut into smaller pieces in an exponential number of ways.
Denote by P the set of all possible patterns by which the stock can be cut.
Denote by xp an integer variable that indicates the number of stocks that is cut
according to pattern p. Denote by y

(p)
i a constant that indicates the number of

times that piece i appears in pattern p. Then, the problem can be formulated
as shown in (2.6). The objective function is to minimize the total number
of used stocks. Constraints (2.6b) ensure that the requests are satisfied, and
constraints (2.6c) state variable domains.

min
∑
p∈P

xp (2.6a)

s.t.
∑
p∈P

y
(p)
i xp ≥ ri, i = 1, 2, ...,m (2.6b)

xp ≥ 0 and integer, p ∈ P (2.6c)

The MP is the LP relaxation of (2.6). Let P ′ denote a nonempty subset of
P . Then RMP is the LP expressed in (2.7). We solve (2.7) and obtain the
optimal dual values π∗

i , i = 1, 2, ...,m, corresponding to the constraints. Now,
in order to determine whether the current solution is optimal, we need to look
at the reduced costs of all possible columns and check whether all of them are
nonnegative. Apparently, we do not have all possible columns at hand as the
number of such columns is exponentially many. But, we can complete the task
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by solving an optimization problem that finds a column with the most negative
reduced cost.

RMP : min
∑
p∈P ′

xp (2.7a)

s.t.
∑
p∈P ′

y
(p)
i xp ≥ ri, i = 1, 2, ...,m (2.7b)

xp ≥ 0, p ∈ P ′ (2.7c)

According to formula (2.4), the reduced cost of column of pattern p can be
calculated as:

m∑
i=1

(
1− π∗

i y
(p)
i

)
= −

m∑
i=1

π∗
i y

(p)
i +m (2.8)

As the column is unknown, we do not know the values of y(p)i in advance.
Therefore, instead of y(p)i , we use an integer variable yi that represents the
number of cuts for piece i in the unknown pattern. Clearly, we would like
to minimize −

∑m
i=1 π

∗
i y

(p)
i + m in order to find the most negative reduced

cost. Moreover, we need a constraint ensuring the pattern is valid, namely, the
lengths of pieces together is less than or equal to the standard length of stock
L. These together form the SP which is shown in (2.9).

SP : min−
m∑
i=1

π∗
i y

(p)
i +m (2.9a)

s.t.
m∑
i=1

yi ≤ L, (2.9b)

yi ≥ 0 and integer (2.9c)

If solving (2.9) leads to a column of negative reduced cost, it is added to P ′.
A problem of this form can be converted to a knapsack problem. By the end of
the whole process, if the solution of RMP is fractional, then the solution need
to be converted to integer by other mechanisms, e.g., rounding algorithms.

2.6 Lagrangian Relaxation
In Lagrangian relaxation, we relax the problem by removing some constraints
and moving them to the objective function using entities called multipliers.
Violations of those constraints are penalized in the objective function via these
Lagrange multipliers. In fact, by tweaking the multipliers, we try to satisfy
(or at least nearly satisfy) the constraints without directly accounting for them.
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The formulation after relaxing the constraints is called Lagrangian subproblem.
Solving the Lagrangian subproblem becomes much easier than the original
problem. In addition, Lagrangian relaxation provides a bound on the optimal
objective function value, namely a lower bound for a minimization problem
and an upper bound for a maximization problem.

Let us illustrate the concept by applying Lagrangian relaxation to the equal
ity constraints in problem formulation (2.2). The Lagrangian subproblem is as
follows:

L(µ) =min f(x) +

q∑
k=1

µkhk(x) (2.10a)

s.t. gj(x) ≤ 0, j = 1, 2, ..., p (2.10b)

where µ = (µ1, ..., µq)
T is the vector of Lagrange multipliers, and L(µ) is

called the Lagrangian function. Note that L(µ) is an optimization problem of
which the optimal solution depends on µ, and L(µ) is always a lower bound,
i.e., L(µ) ≤ f∗ where f∗ denotes the optimal objective function value of the
original problem. In order to obtain the sharpest lower bound from L(µ), we
wish to solve the following Lagrangian dual problem.

L∗ = max
µ

L(µ) (2.11)

By above we have: L(µ) ≤ L∗ ≤ f∗. In practice, this optimization problem is
solved with an iterative process by choosing some value for µ and updating it
across the iterations until some stopping criteria are met. For more information
about Lagrangian relaxation, we refer the reader to [16].

2.7 Lagrangian Decomposition
Lagrangian decomposition (LD) (a.k.a variable splitting), first introduced
in [17], is a special form of Lagrangian relaxation. In LD, we duplicate some
variables, and then add constraints requiring the original variables to be equal
to their duplicates. Next, we apply Lagrangian relaxation to these constraints.
By doing this the problem decomposes into two subproblems that usually can
be solved much faster.

Let us illustrate the core idea of LD. Consider problem formulation (2.3)
which is rewritten as (2.12). Here, if we only have (2.12b) or (2.12c), the
problem is much easier.

min cTx (2.12a)
s.t. A1x = b1 (2.12b)

A2x = b2 (2.12c)
x ≥ 0 (2.12d)
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Now, let us duplicate x with x′ in constraints (2.12c), and add constraints
requiring that x equal to x′. We apply Lagrangian relaxation to constraints
x = x′, and then we obtain:

min cTx+ µT (x′ − x) (2.13a)
s.t. A1x = b1 (2.13b)

A2x
′ = b2 (2.13c)

x,x′ ≥ 0 (2.13d)

As can be seen (2.13) is decomposed into the following two subproblems, each
having either variable vector x or x′, and hence can be solved separately. As
A1 andA2 decomposes by themselves, both subproblems are solved rapidly.

min cTx− µTx (2.14a)
s.t. A1x = b1 (2.14b)

x ≥ 0 (2.14c)

min µTx′ (2.15a)
s.t. A2x

′ = b2 (2.15b)
x′ ≥ 0 (2.15c)
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3. Network Optimization

Networks are used everyday in our lives. Electrical networks bring electricity
to our homes. Transportation networks facilitate traveling all over the world.
Delivery networks help us receive our orders. Telecommunication networks
allow us to communicate with others globally. In all these networks, some
commodity or entity needs to be sent from one point to another. In order to
provide users with a high quality of service, the delivery needs to be done as
efficiently as possible. In addition, the network resources such as the number
of buses in a transportation network, or data transmission capacity of commu
nication links in a telecommuncation network are limited and expensive, and
hence need to be utilized effectively.

A network is typically modeled by a directed graph G = (N ,A) in which
N is the set ofN nodes andA is the set ofA arcs. The arc from node i to node
j is represented by (i, j) with capacity cij and arc length (or arc cost) lij . The
parameter lij in some scenarios may be negative. A source (or origin) node
and a destination (or sink) node are denoted by s and d, respectively.

Some basic network optimization problems that frequently arise in practice
as well as in research studies are:

1. Shortest path problem: This problem involves finding the cheapest path,
in length or cost, from s to d.

2. Maximum flow problem: The task is to send as much flow as possible
from s to d through the network without exceeding link capacities.

3. Minimum cost flow problem: In this problem, there is a cost per unit
flow on the links, and the task is to minimize the total cost of sending re
quired amount of flows from sources nodes to destination nodes without
exceeding link capacities.

4. Multicommodity flow problem: This is a generalized version of mini
mum cost flow problem. Instead of sending only one commodity, several
commodities need to be sent subject to link capacities. Each commodity
has its own source and destination nodes.

Shortest path is the special case of the minimum cost flow problem in which
one unit of flow is sent from a source node to a destination node and arc ca
pacities all equal one.. However, the shortest path problem is discussed sep
arately in this chapter, because there are some specialized solution methods.
One naive way of solving these problems is to enumerate all possible solutions
and pick the best one. However, this approach is impractical as the number
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of possible solutions is too high. A viable approach is to design problem
tailored algorithms. We discuss these problems in more detail and briefly dis
cuss available solution approaches for them. For more details, we refer the
reader to [16, 18, 19].

3.1 Shortest Path Problem
Shortest path problem is the most basic problem in network optimization. It is
of importance because it frequently arises in practice or appears as a subprob
lem in more complex network problems (see for example Paper II, Paper III,
and Paper IV). There are several variations of the problem depending on the
topology of network (e.g., acyclic or cyclic) and arc costs (e.g., negative or
positive). Most of the variations can be solved in polynomial time. Note that
finding a shortest path containing no cycle in a network having negative cycles
is NPhard. Let us consider a basic problem version, namely finding the short
est path between nodes s and d in a directed graph with no negative cycles.
The length of a path is defined as the sum of the lengths of arcs in the path.
We would like to find the path with minimum length. More information and
discussion of problem variants and how to solve them can be found in [16].
The basic version of shortest path problem can be solved efficiently. Below
we discuss some algorithms for it.

• Labelingbased algorithms: Labelingbased algorithms work in an iter
ative manner in which distance labels are assigned to the nodes and pro
gressively updated across the iterations. A label of a node is the distance
from the source node to that node along some path. Labelingbased algo
rithms can be classified into two groups, namely, labelsetting and label
correcting algorithms. They differ by how the labels are updated. In the
former, one label is identified to be optimal at each iteration, while in the
latter all labels are temporary until the last step, when they all become op
timal. Labelcorrecting algorithms can solve more general problem ver
sions than labelsetting algorithms but at a cost of higher complexity. For
example, labelcorrecting algorithms can handle graphs with negative
arc costs, while labelsetting ones can not. Two wellknown labeling
setting and labelcorrecting algorithms are Dijkstra’s algorithm [20] and
BellmanFord’s algorithm [21].

• LP approach: The shortest path problem can be viewed as sending one
unit of flow with minimum cost from node s to node d. It can be formu
lated as the LP shown in (3.1). Here, xij is an optimization variable that
takes positive value if arc (i, j) is used, and zero otherwise. The objec
tive function (3.1a) is minimizing the total length. The constraints (3.1b)
are called node balance constraint ensuring the incoming flow is equal to
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the outgoing flow except for source and destination. The outgoing flow
of the source node is 1, and the incoming flow of the destination node is
−1. The difference between incoming flow and outgoing flow of other
nodes is zero. Note that the optimal solution of the formulation above is
always integer, namely xij takes either zero or one [11]. By solving this
LP, we can obtain the optimal solution. There are also specialized and
efficient simplex algorithms for solving shortest path problems [16,22].

min
∑

(i,j)∈A

lijxij (3.1a)

s.t.
∑

{j:(i,j)∈A}

xij −
∑

{j:(j,i)∈A}

xji =


1, if i = s

−1, if i = d

0, otherwise
(3.1b)

0 ≤ xij ≤ 1, (i, j) ∈ A (3.1c)

3.2 Maximum Flow Problem
Maximum flow problem is another basic network optimization problem. As
with shortest path problems, it is practically relevant and appears as a com
ponent of more complex network problems, see for example a combination
of maximum flow and multicommodity flow (discussed in Section 3.4) in Pa
per I. In the maximum flow problem, we have arc capacities but no arc costs.
The task is to send as much flow as possible from a source node to a destination
node through the network without exceeding the capacity of any arc.

• Solution algorithms: The most basic algorithm type for solving this
problem is augmentingpathflowbased algorithms. This type of algo
rithm works based on the concept of residual capacity. Given a feasible
though not maximum flow, the residual capacity rij of arc (i, j) is de
fined as the maximum additional flow that can be sent from i to j using
arc (i, j) and by canceling the current flow on arc (j, i). Thus, the resid
ual capacity consists of the remaining capacity of arc (i, j) and the cur
rent amount of flow xji on arc (j, i), namely rij = cij − xij + xji. The
network consisting of the arcs with positive residual capacities is called
the residual network. The algorithmic idea is to find a directed path from
the source node to the destination node in the residual network. Such a
path is called an augmenting path. The algorithm iteratively finds aug
menting paths and augments flows on these paths. The solution is grad
ually improved until no augmenting path can be found.
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Amore efficient type of algorithms is preflowpushbased algorithms. In
this algorithm, unlike augmentingpathflowbased algorithms, the solu
tion is infeasible, and the algorithm tries to make it feasible. A preflow
pushbased algorithm works based on pushing flow on individuals arcs
rather than on augmenting paths. For this reason, the node balance con
straints are not satisfied in the intermediate steps. The word preflow
refers to the situation where the incoming flow is greater than outgoing
flow. The algorithm repeatedly calculates the amount of excess flow
at each node, and pushes them on arcs toward the destination node or
backward toward the source node, until no node with positive excess re
mains. It is worth noting that preflowpushbased algorithms perform
better than augmentingpathflowbased algorithms in terms of theoreti
cal algorithm complexity as well as in practice [16, 23]. Algorithms uti
lizing parallelization can found in [24, 25]. We refer interested readers
to [19, 26] for more information and discussion.

• LP approach: Another way of solving the maximum flow problem is
formulating it as an LP, and then solve it via an offtheshelf solver. There
are also specialised and more efficient methods for solving this particular
LP [16, 27].

max v (3.2a)

s.t.
∑

{j:(i,j)∈A}

xij −
∑

{j:(j,i)∈A}

xji =


v, if i = s

−v, if i = d

0, otherwise
(3.2b)

0 ≤ xij ≤ cij , (i, j) ∈ A (3.2c)
v ≥ 0 (3.2d)

Here, v is an optimization variable indicating the amount of flow that is
maximized in the objective function. At the source, the outgoing flow is
v and this amount has to arrive at the destination. For other nodes, the
flow has to be in balance. Constraints (3.2c) ensure that the capacities
of arcs are not violated. By solving this LP, we can obtain the optimal
solution. The optimum is integral as long as the demand, supply, and
capacities are integers.

3.3 Minimum Cost Flow Problem
Minimum cost flow problems are a generalization of the shortest path andmax
imum flow problems, in the sense that both arc costs and arc capacities are
present. In the network, there are a set of supply nodes S and a set of demand
nodes D with specified amounts of supply and demand. It is assumed that the
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total supply equals the total demand. Then the problem is to find the optimal
flow pattern between the supply and demand nodes with minimum total cost.
A version of this problem arises in Paper III.

• Solution algorithms: The algorithms available for solving minimum
flow cost problems use the ingredients of the shortest path and maxi
mum flow algorithms. Many of these algorithms work based on repeat
edly finding shortest paths in residual networks and augmenting paths.
Here, the residual network accounts for both the costs and capacities of
arcs. Specifically, each arc (i, j) is replaced by two arcs (i, j) and (j, i).
Arc (i, j) has cost ℓij and residual capacity rij = cij − xij and arc (j, i)
has cost ℓji = −ℓij and residual capacity rji = xij . Here, xij is the cur
rent amount of flow on arc (i, j). The residual network consists only of
arcs with positive residual capacity. The most basic algorithm is cycle
canceling algorithm where a feasible solution is maintained in each iter
ation of the algorithm and gradually improved until an optimal solution
is found. More specifically, the algorithm first computes a feasible so
lution. Then, it finds augmenting cycles with negative flow costs with
respect to the residual network. Next, an amount of flow is augmented on
the obtained cycle. This process is repeated until no cycle with negative
flow costs can be obtained. Other solution methods include successive
shortest path [28], primaldual [29], and outofkilter [30] algorithms.
Moreover, a parallel algorithm is presented in [31].

• LP approach: Another way of solving minimum cost flow problems is
formulating it as an LP, and then solve it via a solver. Note that there
are specialized and efficient simplex algorithms for solving this prob
lem [32].

min
∑

(i,j)∈A

lijxij (3.3a)

s.t.
∑

{j:(i,j)∈A}

xij −
∑

{j:(j,i)∈A}

xji =


vi, if i ∈ S
−vi, if i ∈ D
0, otherwise

(3.3b)

0 ≤ xij ≤ cij , (i, j) ∈ A (3.3c)

Here, vi and −vi indicate the amount of supply and demand of node i,
respectively. Variable xij is the amount of flow on arc (i, j). The objec
tive function is minimizing the total cost. Constraints (3.3b) and (3.3c)
are for flow balance constraints and capacities of arcs, respectively. The
optimum is integral as long as the demand, supply, and capacities are
integers.
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3.4 Multicommodity Flow Problem
A generalized version of minimum cost flow is multicommodity flow where
instead of sending one type of commodity, several types of commodities need
to be sent over the network from their source nodes to their respective destina
tion nodes. All commodities need to share the capacities of the links, binding
the commodities together. In fact, the important aspect in the multicommodtiy
problem is how to allocate the capacity of each arc to individual flows without
exceeding the arc capacity. This type of problem also arises in telecommuni
cation networks where multiple streams of information need to be transmitted
over the network. In this application, each flow has one source and one des
tination. Moreover, the term commodity is interpreted as a pair of source and
destination nodes with flow demand between them. This problem arises in Pa
per I. Let us denote the set of flows by F = {1, 2, ..., F}. Each flow f ∈ F ,
is associated with sending an amount of data denoted by bf from source node
sf to destination node df .

A network with 9 nodes and 11 links (or 22 arcs) is shown in Figure 3.1.
Each arc has a capacity. There are three colorcoded flows. Each of them has
a source node, a destination node, and an amount of data. This problem can
be mathematically formulated in two ways: We can define flows on arcs or on
paths. The former enables a solution method based on decomposition into the
minimum cost flow problem, and the latter enables column generation.

Source 2

Destination 2

Source 1

Destination 1

Source 3

Destination 3

Figure 3.1. A multicommodity flow problem with three flows.

• Arcbased formulation: Let us denote by xfij the amount of flow f
on arc (i, j). The multicommodity minimum cost flow problem is math
ematically formulated in (3.4). Similar to the previous problems, con
straints (3.4b) are the balance constraints for each flow and each node.
Constraints (3.4c) ensure that the total flow on each arc is no more than
its capacity, and the objective function is to minimize the total cost of
all flows. An offtheshelf LP solver can be used to solve this problem,
but research has been carried out for more efficient algorithms. Some
of these are based on relaxing constraints (3.4c). This leads to decom
posing the problem into a set of F shortest path problems. One type of
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algorithms relaxes constraints (3.4c) and moves them to the objective
function with Lagrangian multipliers [33]. Another type of algorithms
allocates a certain amount of arc capacity to each flow [34]. Then, the al
gorithm iteratively reallocates the amount of capacity to each flow until
converging to an optimal solution.

min
∑
f∈F

∑
(i,j)∈A

lijxfij (3.4a)

s.t.
∑

{j:(i,j)∈A}

xfij −
∑

{j:(j,i)∈A}

xfji =


bf , if i = sf

−bf , if i = df f ∈ F , i ∈ N
0, otherwise

(3.4b)∑
f∈F

xfij ≤ cij , (i, j) ∈ A (3.4c)

xfij ≥ 0, f ∈ F , (i, j) ∈ A (3.4d)

• Pathbased formulation: Denote by Pf the set of all paths from source
node sf to destination node df . Denote by aijp a binary parameter that
indicates if arc (i, j) is in path p ∈ Pf . Let optimization variable yfp
denote the amount of flow f on path p. The cost of sending one unit
of data using path p is the sum of costs of the arcs in the path. This
cost is cfp =

∑
(i,j)∈A aijpℓij . Then, the problem can be formulated

as shown in (3.5). Constraints (3.5b) model the capacity limit of arcs.
Constraints (3.5c) ensure that the demand of each flow is satisfied. Ap
parently, in this formulation, the number of paths is exponentially many.
However, most of them will not be used in the optimal solution. Hence,
we attempt to find promising paths. This can be done in a column gen
eration process where the most promising paths are generated. Here, the
subproblem decomposes to F shortest path problems each correspond
ing to one flow. A survey of solution methods and applications of the
multicommodity flow problem can be found in [35].

min
∑
f∈F

∑
p∈Pf

cfpyfp (3.5a)

s.t.
∑
f∈F

∑
p∈Pf

aijpyfp ≤ cij , (i, j) ∈ A (3.5b)

∑
p∈Pf

yfp = bf , f ∈ F (3.5c)

yfp ≥ 0, f ∈ F , p ∈ Pf (3.5d)
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4. Information Scheduling Problems in
Communication Systems

4.1 Data Delivery in Communication Networks
Data transmission in communication networks is of importance to many ap
plications, such as data exchange in scientific projects [1], data replica
tion between datacenters [36], and data processing by multimedia service
providers [37]. A data transmission task may require a delivery deadline. For
instance, the data may be collected information from weather stations which
need to be delivered in time [38]. In fact, in a customer survey conduced by
Microsoft, it is revealed that most of users desire a deadline guarantee for data
delivery [39]. These applications lead to network flow optimization, where the
flow is for data transmission.

When there are multiple flows, it is a type of multicommodity flow problem.
However, classic multicommodity flows have no notion of time. Here, each
data flow is associated with an origin node, a destination node, and an amount
of data to be delivered within its deadline. Due to the deadline, there is a time
scheduling aspect that is not present in classic flow problems. Moreover, in
data networks, the capacity allocation may have to be discrete [37,40]. So the
problem is not an LP anymore. Let us illustrate the problem and highlight its
difference with classic flow problems via an example.

Consider three data flows for transmission in the network shown in Fig
ure 4.1. The specification of data flows is given in Table 4.1. The capacity of
a link is the maximum amount of data that can be transmitted over the link per
time unit. Here, the capacity of each link is one Megabit per second (Mbps)
and this capacity unit can be allocated only to one data flow at any time point.
Obviously, all data can not be delivered in only one second. However, we can
schedule data transmission over time to obtain a solution. A feasible solution
is shown in Figure 4.1. As can be seen, the routing and transmission rates of
the flows have a structure of multicommodity flow, with the difference that
the capacity allocation is not continuous here. Moreover, the solution of rout
ing and transmission rate changes over time and hence the optimization must
account for the time dimension.

4.2 Content Caching
With the advent of new services and applications (e.g., recent services in Face
book and TikTok) and the increase in the number of users, the amount of data
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Figure 4.1. Graph topology with six bidirectional links.

Table 4.1. An example of data flows with deadline.

Flow Origin Destination Size Deadline
(in Mbits) (in seconds)

A 3 5 1 1
B 1 5 2 2
C 2 4 3 3

time0 1 2

1

2 4

3
5 1

2 4

3
5 1

2 4

3
5

3

A: 1

B: 1

C: 0

A: Completed

B: 1

C: 1

A: Completed

B: Completed

C: 2

Figure 4.2. A possible solution of the problem with a completion time of three. The
numbers shown beside the flows are the amount of data delivered in each second.

traffic is growing exponentially in mobile networks. This growth of data traf
fic puts a heavy load on backhaul links, causing congestion, and hence leading
to lower quality of service [41]. The major portion of the data traffic, however,
originates from multiple downloads of some popular contents [42]. Caching
popular contents at the edge of network has been considered a promisingway to
alleviate the load of backhaul and reduce content access latency [3,41,43–46].
In fact, the measurement studies in [47, 48] showed up to 66% of traffic vol
ume reduction in 3G and 4G networks via caching techniques. Hence, efficient
caching solutions are beneficial for the deployment of 5G.

A system scenario of content caching in a base station (BS) is shown in Fig
ure 4.3. The scenario consists of a set of content items, a server having all
contents, a BS with limited caching capacity, and a set of users. The BS is
connected to the server via a backhaul link by which contents can be down
loaded and updated. In the figure, there are some contents that are cached and
updated along time. A content request made by a user can be satisfied from
the cache if the content is stored, or otherwise from the server. Satisfying the
request from the cache is preferred, because it avoids communication with the
server.
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Figure 4.3. Scheduling content caching in a base station.

The performance of content caching can be improved by taking into account
the following factors:

• The popularity of contents [49–54]: As the popularity of contents (e.g.,
number of requests) may change over time, the cache needs to be up
dated accordingly. Although updating the cache along time will benefit
the performance, each update incurs a downloading cost due to getting
the content from the server to the BS cache. Therefore, which contents
to cache and when and how to update the cache need to be carefully
scheduled.

• Delivery deadline [55–59]: A content request either need to be served
instantly (a.k.a onthespot offloading), or can wait for some time (a.k.a
delayed offloading). Both cases can be modeled by considering deadline
of delivery for the requests. In the former, the deadline is set to the time
of request, and in the latter the deadline is set to a later time point. It is
shown that by longer deadlines about one hour, a reduction of about 29%
of mobile data traffic can be achieved [55].

• Age of information [60–67]: Recently, age of information (AoI) has
become an important performance metric for characterizing the fresh
ness of information [60]. Namely, lower AoI indicates fresher infor
mation, and vice versa. AoI is defined as the amount of time elapsed
with respect to the time stamp of the information received in the most re
cent update [60]. Information freshness naturally arises in the context of
caching [61]. As information may become obsolete over time, we need

24



to update the content to keep the information fresh. Therefore, which
contents to update and when to update with respect to AoI are relevant
in content caching.

• Recommendation [68–82]: Originally, recommender systems have
been used for recommending content items that best match the interests
and preferences of users. In fact, the reports in [83,84] showed that 80%
of requests on content distribution platforms are due to content recom
mendations. Recently, content recommendation is utilized to improve
the performance of content caching. One way is to utilize recommenda
tion for steering user requests toward the contents that match user’s in
terests, but also toward those stored in the cache [68–76]. Another way,
which is less explored, is to use recommendation to satisfy a request if
the content is not available in the cache by recommending alternative,
cached, and related contents [77–82]. In other words, for a requested
content that is absent from the cache, a set of related contents is recom
mended to the user. If the user accepts one of them, then the request is
satisfied without involving the server. Otherwise, the request need to be
satisfied from the server. This type of recommendation is of interest, in
particular, to entertainmentbased applications [77].

4.3 Information Collection via UAV
Recently, unmanned aerial vehicles (UAVs) have been employed for informa
tion collection from remote sensor nodes (SNs) [4]. A UAV can travel to re
mote areas, collect information, and carry them back to a BS for computing and
analysis. The freshness of collected information is of importance in many ar
eas such as remote machine monitoring, safety, and InternetofThingsbased
applications [85–88]. We quantify information freshness via AoI. Depending
on the type of information that an SN collects, the SNs differ in the importance
of information and AoI. A UAV’s battery is of limited capacity. Thus, a UAV
can visit only a subset of SNs, and then need to return to the BS. The battery
can be recharged at the BS, after which the UAV can be dispatched again for in
formation collection. As can be seen, several aspects in information collection
via UAVs need to be considered.

We consider the system scenario consisting of a BS, a UAV with limited
battery capacity, a set of SNs, and a scheduling time horizon. The UAV is
repeatedly dispatched from the BS to collect information from the SNs and
carry them back to the BS. The objective is to minimize the total average AoI
of the SNs over the scheduling time horizon. This problem includes several
interconnected optimization components: Which routes to take, when to return
to the BS for information delivery, and when to recharge the battery and for
how long.
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Figure 4.4 illustrates the system scenario. There are three SNs denoted by
A, B, and C of different importance and AoI cost functions. Two example
routes are shown in the figure. We can take any combination of the two routes
and obtain a solution of the problem. For example, we can take routes one
and two, route one twice, route two twice, etc. Each of these solutions leads
to some specific average AoI. Clearly, we are interested in finding the optimal
solution, namely a combination of routes with the smallest total average AoI.
With a long scheduling time horizon, however, we also need to account for the
battery recharging of the UAV.

SN A

Charging station

BS

SN C

SN B

Battery

Route 1
Route 2

UAV

Figure 4.4. Information collection via UAV.
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5. Contributions and Summary of Papers

The second part of this dissertation consists of five research papers. In all pa
pers, the main research idea, system model, optimization formulations, and
the key theoretical results are developed and derived by discussion among the
authors. The author of this dissertation is the main and corresponding author
of all papers. He has been responsible for the majority of writing, theoretical
analysis and part of the theorem/lemma proofs, developing the mathematical
formulations, implementing the algorithms, and conducting the simulations as
well as result analysis. We provide a summary of the papers and their contri
butions as follows.

Paper I: Routing and Scheduling of Network Flows with Deadlines and
Discrete Capacity Allocation

This paper studies scheduling of information delivery in communication
networks with the presence of deadline constraints. A communication net
work consists of a set of nodes and a set of capacitated links. The capacity of
a link is the maximum amount of data that can be transmitted via the link in
unit time, e.g., bits per second. A set of data flows are given in which each
data flow is characterized by a source, a destination, an amount of data, and a
delivery deadline. The objective is to deliver the data of all flows within their
respective deadlines in minimum possible time duration. The scheduling as
pect of the problem arises from the time dimension, as the transmission rate is
provided in bits per second, whereas the amounts of data to be delivered are
in bits. The routing aspect deals with determining the paths via which the data
are transmitted.

We provide complexity analysis of the problem. First, we show the problem
is NPhard by a reduction from the 3SAT problem that is NPcomplete. Sec
ond, we prove the tractability of a special case of the problem, namely when
the possible paths of flows all share one common link.

For algorithm design, we provide an integer linear formulation of the prob
lem based on a time slicing approach (TSA); this amounts to a discretization
of the time into time slices to enable to formulate the deadline constraints. The
drawback of TSA is that a large number of time slices need to be used to pro
vide global optimality. TSA is hence timeconsuming to be solved. On the
other hand, if too few time slices are used, the formulation either may give a
very suboptimal solution, or becomes infeasible. To deal with this issue, we
provide a reformulation of the problem that enables a column generation algo
rithm (CGA). We define a column as an endtoend transmission rate vector
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for all sourcedestination pairs that can be achieved by some capacity alloca
tion along one or multiple paths. CGA generates such transmission rates via
a pricing problem. The time durations of using the rate vectors (i.e., columns)
are determined in the master problem. A greedy algorithm based on maximum
flow (MFA) is also proposed for performance study.

We perform extensive numerical experiments over three networks with dif
ferent sizes. The results show that TSA is a good candidate for solving small
problem instances as it is faster than MFA and CGA. For medium and large
problem instances, either CGA orMFA can be used depending on if optimality
or solution time is preferred.

This paper is published in Networks.

Paper II: Optimal Scheduling of Content Caching Subject to Deadline
This paper investigates optimal scheduling of content caching in a base sta

tion in mobile networks. We consider a timeslotted system model in which
the deadline of content requests and timevarying popularities of the contents
are jointly accounted for. For the problem complexity analysis, we prove that
the problem is NPhard by a reduction from the Partition problem. Next, we
formulate the problem as an ILP in which the size of contents, the capacity of
the cache, deadlines of requests, and costs of content downloading and cache
updating are all modeled. The ILP can be solved directly via an offtheshelf
solver (e.g., Gurobi [89]). However, the simulation results show that using
a solver does not scale with the size of the problem. Therefore, we derive a
problemtailored CGA, similar to Paper I.

A column in the CGA, here, is defined as the caching decisions of one con
tent across all time slots. An important feature of the subproblem, here, is that
it decomposes by content to smaller problems where each of them can be re
cast as a shortest path problem. The final solution of CGA may be fractional,
however. Thus, we design a tailored rounding algorithm (TRA) to construct
integer solutions. CGA and TRA are applied repeatedly and alternately un
til an integer solution is obtained. This process forms the solution approach
which is called repeated column generation algorithm (RCGA). RCGA also
provides a lower bound of the problem that can be used to gauge the quality of
any given solution.

We also propose two greedy algorithms based on existing algorithms in
the literature, i.e., popularitybased caching (PBC) and randombased caching
(RBC). In PBC, contents are cached based on the number of requests, and
in RBC contents are selected randomly with probabilities being proportional
to their popularities. Even though these algorithms may fail to provide high
quality solutions, they are of interest for solving largescale problem instances
due to their low complexity.
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We conduct simulations to evaluate the performance of solving the ILP,
RCGA, and the two heuristic algorithms. The results show an ILP solver works
for small problem instances, whereas RCGA provides solutions within 1.6%
of global optimality, and the greedy algorithms provide solutions with about
10% to 30% deviation from global optimality.

This paper is published in IEEE Open Journal of the Communications So
ciety.

Paper III:Optimal Scheduling of Agecentric Caching: Tractability and Com
putation

A limitation of Paper II is that the freshness of content information is not
accounted for. The freshness of information has recently become an important
performance metric in information delivery. In this work, we consider a utility
function based on AoI for each content item, and maximize the overall utility
of the cache over contents and time. Similar to Paper II, we consider a time
slotted system and a given scheduling horizon. The system scenario consists
of a cache with limited capacity and a set of content items of different sizes.
All content items in a time slot can not be updated in a time slot due to the
limited capacity of the backhaul link that connects the cache to the server. Each
content item has an AoI utility function that is decreasing in AoI. The AoI
functions are contentspecific and timespecific to capture the timevarying
popularities of content items. In addition, we account for how long a content
item has been absent from the cache by considering an absence cost function.
For this problem setup, we are interested in scheduling content caching and
cache updates subject to limited capacities of the cache and the backhaul link.

Our contributions are summarized as follows. We provide theoretical re
sults of problem tractability. We prove the tractability of a special case of the
problem, namely when contents are of uniform size and there is no absence
cost. The tractability is proved by mapping this problem class to a graph, and
proving the optimal schedule is a minimumcost flow in the graph. For the
general problem setting, we show it is NPhard. We formulate the problem
as an ILP for smallscale problem instances. Next, we derive a mathematical
reformulation of the problem that enables an effective solution approach based
again on repeatedly applying column generation. Here, a column is defined as
the evolution of the AoI over time for each content item. Our RCGA computes
a bound that can be used to evaluate the quality of any given solution. We also
provide a greedy algorithm. We conduct extensive simulations to evaluate the
performance of the ILP, RCGA, and the greedy schedule. Simulation results
show that a solver can solve the ILP for small problem instances. RCGA is
able to provide solutions within 3% of global optimality, whereas the greedy
schedule provides solutions with about 13% of global optimality.

This paper is published in IEEE Transactions on Mobile Computing.
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Paper IV: Optimal Content Caching and Recommendation with Age of Infor
mation

As an extension of Paper III, we consider content recommendation in Pa
per IV. The efficiency of content caching can be improved via recommenda
tion. In addition to the basic input of caching optimization in Papers IIIII,
each content request may be satisfied by a related cached content via recom
mendation in case of a cache miss. If the requested content is absent from the
cache and none of the recommending contents is accepted, then the request
will be satisfied from the server. We account for the AoI of cached as well as
recommended contents.

Our contributions are summarized as follows. We prove the problem is NP
hard even for a single time slot and uniform content size. The NPhardness
proof is based on a reduction from the 3SAT problem. Next we formulate the
problem as an ILP. For large problems, we develop a Lagrangian decomposi
tion algorithm (LDA). In LDA, the problem decomposes to two subproblems.
The first subproblem decomposes further to smaller problems, each being a
shortest path problem. The second subproblem can be solved by applying col
umn generation. In addition, LDA provides a lower bound that can be used to
measure the performance of any other algorithm. We also propose a greedy al
gorithm (GA) for comparison. We have conducted simulations to evaluate the
performance of ILP, LDA, and GA. ILP requires significant amount of mem
ory and computational time. LDA and GA both require less time and memory.
Among them, LDA is supervisor in terms of finding good solutions within 8%
of optimum.

This paper is submitted for journal publication.

Paper V: AgeOptimal UAV Scheduling for Data Collection with Battery
Recharging

We study an optimization problem in which a UAV with limited battery
capacity is utilized to collect information from a set of sensor nodes (SNs). The
SNs may be of any topology. For each SN, we define a cost function based on
AoI and the importance of the SN.We allow for the use of any cost function that
is increasing in AoI. The problem is how to schedule information collection
from the SNs and battery recharging to have a minimum total average AoI
during a given time horizon.

Our contributions are as follows. We prove the problem is NPhard by a re
duction from the Hamiltonian path problem. Moreover, we prove the tractabil
ity of a special case of the problem, namely, when the cost functions and travel
times are both uniform. As the problem resembles to some extent finding an
optimal path in a graph, we develop a polynomialtime algorithm based on the
notion of graph labeling. The tradeoff between computational effort and so
lution optimality can be tuned by the number of labels stored for the nodes.
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Simulations show the effectiveness of our algorithm in comparison to greedy
solutions.

This paper is published in IEEE Communications Letters.
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Abstract

Joint scheduling and routing of data flows with deadline constraints
in communication networks has been attracting research interest. This
type of problem distinguishes from conventional multicommodity flows
due to the presence of the time dimension. In this paper, we address a
flow routing and scheduling problem with delivery deadline, where the
assignment of link capacity occurs in discrete units. Discrete capacity al-
location is motivated by applications in communication systems, where
it is common to have a base unit of capacity (e.g., wavelength channel
in optical communications). We present and prove complexity results of
the problem. Next, we give an optimization formulation based on a time
slicing approach, which amounts to a discretization of the time into time
slices to enable to formulate the deadline constraints. We then derive
an effective reformulation of the problem, via which a column genera-
tion algorithm is developed. In addition, we propose a simple and fast
Max-Flow based Algorithm. We use a number of networks and traffic
scenarios to study various performance aspects of the algorithms.

1 Introduction

We consider a flow routing and scheduling problem in telecommunication net-
works, where each flow is characterized by a source, a destination, and an
amount of data to be delivered. The capacity allocated to a flow on a link cor-
responds to the data transmission rate. The scheduling aspect of our problem
arises from the time dimension, as the transmission rate is provided in bits per
second, whereas the amount of data to be delivered is in bits. A flow may be
subject to a deadline, before which the entire amount of data has to be deliv-
ered to the destination. The objective is to minimize the overall completion
time. We consider, what was not studied extensively earlier, that the capac-
ity of a link can be allocated to flows only in the form of discrete units; each
unit is allocated to at most one flow. This is rather common in communication
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networks, where capacity allocation among flows has limitation in granularity.
For example, in optical networks the capacity of a link is often defined by the
number of transmission channels (wavelengths), and a wavelength channel is
not shared among flows.

The joint optimization of routing and scheduling of data flows across net-
works is of importance to many applications, such as data exchange in scien-
tific projects [1], data replication between datacenters [2], as well as reducing
carbon footprint [3] and electrical expenses [4] of datacenter networking. A
data flow may be subject to a delivery deadline [5]. For example, a flow may
be data exchange between weather stations subject to a deadline in time [6]. In
fact, a survey of customers by Microsoft [7] reveals that most of them desire
a deadline guarantee for data delivery, and timely delivery carries economic
incentives as well [8].

A specific application area of data flow routing and scheduling consists
of bulk data transfer across geographically distributed datacenters hosting ser-
vices such as online search, and web and cloud storage [9]. These services
require geo-replication for bringing the service close to the end users as well
as for better reliability. The datacenters are connected via a wide-area net-
work, and large amount of data need to be exchanged between the datacenters
regularly in order to have the data synchronized. For example, a web search
application needs to propagate a new index across the datacenters every day,
and web hosting services commonly geo-replicate user data in regular time
intervals to ensure that the event of datacenter outage will only cause loss of
updates made in the most recent interval. For these example applications, the
constraint of deadline arises [10], because there is some time limit on perform-
ing the synchronization task within the time interval in order to meet service
level agreements with the customers. Another application of bulk data trans-
fer is e-science, in which large amount of data need to be timely distributed
across the globe via research networks for analysis and computing [11]. To
address bulk data transfer with deadline, new communication architecture has
been proposed recently [12]. Our objective is to address this type of prob-
lem from an operations research perspective, via mathematical modeling and
optimization methods.

The key difference between our problem setting and classic flow problems
(in particular minimum-cost multicommodity flow, e.g., [13–15]) is the time
component and scheduling aspect because of the presence of deadline. Some
works (e.g., [6, 9, 11, 12, 16–18]), which we will review in more detail in Sec-
tion 2, have addressed the time aspect, though not for discrete capacity alloca-
tion. The combination of deadline constraint and discrete capacity allocation
imposes challenges.

There are several objectives of our study. First, we would like to examine
if scheduling with deadline impacts problem complexity. Second, our study
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targets developing mathematical formulations and understanding to what ex-
tent they enable problem solution. Another key objective is to derive efficient
solution algorithms in terms of optimality and time efficiency. Finally, we aim
at using computational study to shed light on how well algorithms perform for
application scenarios of interest.

Our main findings, with respect to the above objectives, are as follows.

• As we prove the problem is NP-hard, not only because of routing with
discrete capacity allocation, but also inherently due to the time schedul-
ing aspect. Namely, the problem is NP-hard even if routing is fully fixed.

• A linear integer formulation can be derived using time slicing, i.e., the
time is partitioned into slices (a.k.a time slots). If there are too few
slices, however, the formulation does not represent exactly the original
problem, hence the solution is sub-optimal in general and the formu-
lation may be infeasible even if feasible solutions exist to the original
problem. Using many slices, on the other hand, increases the problem
size.

• We derive an alternative formulation, in which the possible routing pat-
terns (with associated capacity allocations) are the key components, and
the time durations of using these patterns are the optimization variables.
As there are exponentially many routing patterns, we develop a column
generation algorithm. Applying the algorithm until its termination gives
the optimal solution.

• We also consider an intuitive and fast heuristic algorithm based on max-
imum flows. The algorithm uses the deadlines to set priorities of the
flows.

• Via extensive numerical results, it is observed that the column gener-
ation algorithm outperforms the time slicing approach. The max-flow
based algorithm, although fast, has issues with optimality and feasibil-
ity. However, we found that column generation can be combined with
the heuristic, to gain reduction of computing effort.

The remainder of the paper is organized as follows. In Section 2, we review
the related works. In Section 3, we provide problem definition, illustrative ex-
amples, as well as complexity analysis. In Section 4, we formulate the problem
using the time-slicing approach, and highlight potential drawbacks of this ap-
proach. Next, we reformulate the problem using routing patterns, and present
our column generation algorithm in Section 5. The heuristic algorithm is then
presented in Section 6. Performance evaluation is given in Section 7, followed
by conclusions in Section 8.
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2 Related works

Existing studies of scheduling flows in networks with deadlines can be catego-
rized into two groups. The first group is based on heuristic algorithms that offer
sub-optimal solutions. For example, fair sharing that divides the link capacity
equally among flows, is known to be far from optimum in terms of minimizing
the overall completion time [19] and meeting the flow deadlines [20]. Schedul-
ing flows with respect to their deadlines is known to minimize the number of
late flows, whereas sending flows with smaller sizes first minimizes the mean
flow completion time [21]. The authors of [22] proposed an algorithm based
on solving a sequence of maximum flow problems. As it is apparent, none
of such algorithms guarantees obtaining the optimal solution and they may
fail in obtaining a feasible solution, even though they generally run fast. The
second group of algorithms use the idea of discretization of time into slices.
The problem in question is divided into several interconnected sub-problems,
where each sub-problem deals with one time slice in which some amount of
data is delivered.

Chen and Primet [17] investigated multiple bulk data transfer (MBDT)
subject to deadline constraints with given routing paths. The problem is for-
mulated as bandwidth allocation over time to minimize the network conges-
tion factor. Within every time slice, some bandwidth is reserved for each data
transfer. Rajah et al. [23] studied the problem of dynamic MBDT with dead-
lines, and proposed a scheduling framework based on dividing time into uni-
form slices. The problem is then formulated as a maximum concurrent flow
problem, using throughput as the performance objective. Extending this work,
in [11] the authors proposed a non-uniform time slicing method and introduced
admission control along with scheduling algorithms to minimize the request
rejection ratio. Wang et al. [9] studied the problem of MBDT with deadlines
and time-varying link capacity. Assuming the presence of delay tolerance, the
problem amounts to reducing the peak traffic load on links along the temporal
dimension via store-and-forward. Time slicing is used for problem formu-
lation. In [24], the authors studied MBDT in inter-datacenter networks for
backups and recovery purposes in case of natural disasters. In this work, the
destination (backup site) of a data flow is unknown and is subject to optimiza-
tion. The objective is to minimize the time for the backup process. In [25],
the authors investigated MBDT with soft and hard deadlines. They proposed
a bandwidth on demand broker model. The works in [24] and [25] considered
discrete capacity allocation using an optical wavelength channel as the base
unit. Zuo and Zhu [6] studied the problem of scheduling multiple bandwidth
reservation requests on one reservation path. Two performance metrics, the
completion time and the scheduled duration of individual flows, were consid-
ered. The authors of [6] proved that both problems are NP-complete. The
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authors also presented improvements of two heuristic algorithms previously
given in [16]. The authors of [12] studied dynamic inter-datacenter data trans-
fers with guaranteed deadlines. They used time slots to model the time line,
and proposed two methods to determine whether or not a new coming flow
can be accommodated. The work in [18] considered transferring data from
one source to multiple destinations, which is related to the Steiner tree prob-
lem.

As was mentioned earlier, the two key elements in the problem we study
are scheduling with deadline and integer capacity allocation. In respect of
these, the current literature presented above use either heuristics or time slic-
ing formulations to approach problem solutions. To the best of our knowl-
edge, there is a lack of studies investigating problem complexity inherently
connected to the scheduling element, and alternative formulations that enable
computing the optimum efficiently.

3 Problem Definition and Complexity Analysis

3.1 Problem Definition

A network is modeled by a directed graph G = (N ,A) where N is the set
of N nodes and A is the set of A arcs. The arc from node i to node j is
represented by (i, j). The set of flows is denoted by F = {1, . . . , F}. Each
flow f , f ∈ F , requires an amount of data to be sent from an origin node to a
destination node. A flow may have a deadline before which its entire amount
of data must be delivered to the destination. A flow f is specified by a 4-
tuple (of , df , tf , sf ) where of , df , tf , and sf denote the origin, destination,
deadline, and size (i.e., amount of data), respectively.

Denote by U = {u1, u2, . . . , uk} the set of available capacity units. In
some scenarios (e.g., allocation of so called wavelength channels in optical
networks), there is one single capacity unit. However we allow a set of units
for the sake of generality. A capacity unit represents a specific rate, in bits
per second, at which data transmission can take place in a telecommunication
system. Multiple instances of one or several capacity units can be bundled
together for higher rate of a flow. However, as discussed earlier, the system
does not admit fractional use of a capacity unit. For each arc and flow, the
amount of the arc capacity allocated to a flow is thus a nonnegative integer
combination of the elements of U , and this allocated capacity represents the
(maximum) transmission rate at which the data of this flow can be transmitted
on the arc. Multiple flows may be in transmission on an arc simultaneously.
However, the sum of the allocated transmission rates of all flows of an arc (i, j)
may not exceed the total arc capacity that is denoted by cij . For convenience, in
Appendix A, we provide a summary of the notion used for problem definition
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as well as those used in the algorithms in later sections.
We say a flow is scheduled, if some positive amount of rate for this flow,

from the origin to the destination (hereafter referred to as end-to-end rate), is
achieved by capacity allocation along one or multiple paths. Suppose for a
specific allocation, the end-to-end rate of flow f equals rf . If the allocation
is scheduled for a time duration of τ , the amount of data (in bits) delivered is
τrf . The deadline constraint requires that the total amount of data delivered
until time point tf is sf . Thus, if exactly one end-to-end rate rf is allocated for
flow f throughout, then the deadline requirement, in effect, states that rf ≥
sf/tf . However, in general, the end-to-end rate of a flow changes over time
and this rate may be zero for some time periods (in which some other flows
are scheduled), after which the flow is scheduled again to deliver more data [9,
11]. In other words, a flow may be scheduled in multiple but not necessarily
consecutive time periods. In each time period, some portion of data is sent and
its amount depends on the duration of time period and the end-to-end rate.

Note that path selection and capacity allocation generally differ from one
time period to another. Therefore, the duration of time period, the capacity
allocation, as well as route selection are to be jointly optimized. That capacity
allocation has to be some integral combinations of the available capacity units
restricts the flow solution to be what is commonly known as integer flows.
Hence we call our problem the Integer Flow with Deadline Problem (IFDP),
in which routing and scheduling are strongly intertwined. The objective is to
complete all the flows (a.k.a makespan in some other context), subject to ca-
pacity and deadline constraints. We remark that, if a flow is scheduled in some
non-consecutive time periods, the intermediate period will always be utilized
for other flows, because our objective function is to minimize the makespan.
That is, there will not be any idle time period in the optimal schedule. More-
over, for land-based telecommunication systems, the signal propagation delay
along a path (typically in some milliseconds) is negligible in comparison to the
time for bulk data transfer (typically in minutes, if not longer), and hence the
former does not appear in our problem modeling.

3.2 Illustrative Examples

We provide an example of IFDP in Figure 1, for a simple network of three
nodes and three arcs. All arcs have capacity 1 that is also capacity unit. Each
flow has one possible path. It is apparent that, at any time, only one flow can be
scheduled due to discrete capacity allocation. It is easy to see that the optimal
schedule begins with flow A for 0.5 time unit, followed by flow B for 1.5 time
unit, and finally flow C for 1 time unit. The overall completion time is 3. Note
that if continuous capacity allocation is allowed, the corresponding optimum
would route flows A, B, and C simultaneously, each with 0.5 unit of capacity,
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for 1 time unit, meeting the demand of flow A by its deadline. The remaining
sizes of flows B and C are 1.0 and 0.5, respectively. Next, flow B is emptied
using 1 capacity unit for a duration of 1 time unit, and the deadline is satisfied.
Finally, flow C, of which the remaining size is now 0.5, is scheduled utilizing
1 capacity unit, for a duration of 0.5 time unit. The overall completion time is
thus 2.5.

2

3
c31 = 1

c12 = 1 c23 = 1

1

(a) Network topology.

Flow Origin Destination Size Deadline

A 1 3 0.5 1
B 2 1 1.5 2
C 3 2 1 3

(b) Flow parameters.

Figure 1: An example with 3 flows on a network with link capacity one.

As can be seen from the example and its solution, the routing aspect of
IFDP clearly assembles integer flows applied to telecommunication networks (e.g.,
[14, 26]). On the other hand, the scheduling aspect that takes place along the
time dimension, and the presence of deadlines make IFDP different from clas-
sical flow problems.

2

1

3

4 5
c45 = 1

c34 = 1

c14 = 1

c24 = 1

(a) Network topology.

Flow Origin Destination Size Deadline

A 1 5 1 1
B 2 5 1 2
C 3 5 1 3
D 2 4 2 3

(b) Flow parameters.

Figure 2: An example for which a flow is not scheduled in consecutive time periods
at optimum.

We give a second example in Figure 2 to illustrate non-consecutive schedul-
ing of a flow along time. As for the previous example, all arcs have unit ca-
pacity. Consider first flows A, B, and C. Because they share a common arc,
the only feasible solution to meet their deadlines is to schedule A, B, and C,
for the given order using one time unit each. The overall completion time is
3. Now consider flow D, with size 2 and deadline 3. The path of flow D is in
conflict with that of flow B. However, flow D can be scheduled first together
with flow A in the first time unit, and then again with flow C in the third time
unit, meeting the deadline of flow D and the overall completion time remains
3.
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3.3 Complexity Analysis

Solving IFDP has to consider jointly flow routing and scheduling. For flow
routing, capacity allocation consists of non-negative integer combinations of
the capacity units. This is also known as integer multicommodity flow. In [27],
it has been proved that for integer multicommodity flow, determining whether
or not there exists a feasible solution is NP-complete, even if the problem
is restricted to two flows and one capacity unit. As the result is derived for
feasibility check, it holds independently of the objective function. In view
of this, the NP-hardness of IFDP is expected, and indeed it is not difficult to
derive a reduction of the problem in [27] to IFDP.

A more interesting aspect of problem complexity arises when the path se-
lection is fixed. Note that multicommodity flow with integer capacity alloca-
tion is no longer NP-hard, if one fixed path is given for each commodity, as the
problem will then reduce to a simple feasibility check. In the following, we
show the fact that the complexity of IFDP is not only due to integer capacity
allocation, but also inherently connected to scheduling along the time dimen-
sion. Namely, the problem is NP-hard, even if the paths of the flows are fully
fixed.

Theorem 1. IFDP with given paths is NP-hard.

Proof. We adopt a polynomial-time reduction from the 3-satisfiability (3-SAT)
problem that is NP-complete [28]. Consider any 3-SAT instance with m Boolean
variables n1, n2, . . . , nm, and k clauses c1, c2, . . . , ck. A variable or its nega-
tion is called a literal. Denote by n̂i the negation of ni, i = 1, 2, . . . ,m.
Each clause consists of a disjunction of exactly three different literals, e.g.,
n1 ∨n2 ∨ n̂3. We use Zi and Ẑi to denote the sets of clauses in which variable
ni and its negation n̂i appear, respectively. Also, Zi and Ẑi are used to denote
the respective cardinalities. We assume that no clause contains both a variable
and its negation, and any literal appears in at least one clause and at most k−1
clauses.

We construct a reduction from 3-SAT as follows. There are F = 2m + k
flows referred to as literal and clause flows respectively. For convenience,
notation for literal and clause of 3-SAT are reused for the corresponding flows.
Thus n1, n̂1, . . . , nm, n̂m denote the 2m literal flows and c1, . . . , ck denote
the k clause flows. The deadlines of literal and clause flows equal two and
one time units, respectively, i.e., ti = 2, for i = 1, . . . , 2m, and ti = 1, for
i = 2m + 1, . . . , 2m + k. The size of each flow is one, i.e., si = 1 for
i = 1, . . . , 2m+ k. The capacity of each arc can be allocated to flows in units
of 1, i.e., U = {1}.

For clause flow cj , we use ocj and dcj to denote the origin and destination
nodes, respectively. We define an arc from ocj to an intermediate node ecj with
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capacity three and an arc from ecj to destination node dcj with capacity one.
This path is referred to as clause path cj , consisting of two arcs, see Figure 3.

ocj ecj dcj
c = 3 c = 1

Figure 3: Clause path cj .

For each pair of literal flows ni and n̂i, we define a set of four nodes. Two
of these nodes are denoted by oli and ôli representing the origins of the two
flows, respectively. The other two nodes are denoted by bi and b′i for the sake
of reference. We define an arc from each of the two origins oli and ôli to node
bi, and an arc from bi to b′i. Arc (bi, b′i) is hence the bottleneck arc for flows ni

and n̂i. These three arcs all have capacity one. Thus, at most one of the two
flows can be routed at a time. See Figure 4. All literal flows share a common
destination, denoted by dl.

For each literal flow, we designate one single path for routing, referred to
as literal path. Specifically, for literal flow ni, the path consists of arcs (oli, bi),
(bi, b

′
i), followed by traversing through the first arc of all clause paths cj where

cj ∈ Ẑi, and finally to destination node dl. For this purpose, we need to define
some additional arcs as follows. Denote by cj1 , . . . , cjẐi

the clauses in Ẑi.
First, we define an arc from b′i to the first node of clause path cj1 , i.e., origin
ocj1 . Next, we define one arc from ecjh which is the middle node of clause
path for jh, to ocj(h+1)

which is the origin node of clause path for jh+1, for

h = 1, . . . , Ẑi − 1. Finally, we define an arc ocjẐi
to the destination of literal

flow dl. The capacity of all these new arcs equals one. For literal flow n̂i, a
similar construction applies to Zi.

ô
l

i

bi b
0

i

o
l

i

Figure 4: The set of four nodes defined for pair ni and n̂i.

By the constructions above, each flow has one single path in the network,
i.e., routing is fully fixed. Moreover, the reduction is clearly polynomial. We
make the following observations. First, the literal flows of each pair are mutu-
ally exclusive, that is, we can either schedule ni or n̂i, but not both simultane-
ously. Second, scheduling literal flow ni has two effects. First, one capacity
unit becomes occupied on the first arc of each clause path for which the clause
is in Ẑi. Second, the first arc of each clause path for which the clause is in Zi

has at least one capacity unit available. Scheduling n̂i has the opposite effects.
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Having these observations in mind, in the following we show the equivalence
of the 3-SAT instance and the IFDP instance in terms of feasibility.

Suppose there is a yes-answer to the 3-SAT instance. For each pair of
literals ni and n̂i, we schedule the literal flow with value true in the first time
unit, and the other in the second time unit. By doing so, all the literal flows are
delivered within the deadline of two time units. For any clause cj , at least one
of the literals of this clause holds true. Therefore, at least one unit of capacity
is available on the first arc of clause path cj . This, together with the fact that
the second arc of clause path cj is defined only for this clause, implies that the
clause flow can be scheduled and delivered within the first time unit.

Conversely, assume we have a feasible solution for the IFDP instance with
the given paths. Note that the deadline for the clause flows is one time unit,
and for any clause flow, its end-to-end rate can be at most one. Therefore,
the end-to-end rate of a clause flow must equal one throughout the entire time
line of the IFDP scheduling solution. Thus, no matter the time point taken,
for the first arc of any clause path, at least one capacity unit is available. Now
consider any time point of the IFDP solution. For each pair of literal flows,
if ni is scheduled, we assign value true to variable ni. Otherwise we set ni

to be false. This gives a true/false assignment of the 3-SAT instance. For this
value assignment, as least one literal of each clause holds true. This is because
at least one of the three corresponding literal flows is scheduled at the time
moment, as otherwise no capacity of the first arc of the clause path would be
available to the clause flow. Hence the value assignment of the 3-SAT instance
makes all clauses satisfied. We remark that, in general, the flow scheduling
solution may change over time, however the feasibility of the IFDP instance
implies that the solution of any time point gives a feasible solution to the 3-
SAT instance. We can now conclude that the recognition version of IFDP with
given paths is NP-complete and its optimization version is NP-hard.

We end the section by a special case, for which IFDP can be solved in
polynomial time. Namely, there is exactly one bottleneck link on which all
flows interact in terms of capacity sharing, which for example appears in some
application scenarios [6]. Note that the paths to be used by the flows are not
given, however all candidate paths include the bottleneck link. In this case,
IFDP reduces to a sequence of maximum flow problems.

Theorem 2. If the possible paths of flows all share exactly one common link,
of which the capacity is non-redundant for any flow (i.e., the maximum end-to-
end rate of the flow equals the capacity, even if the other flows are discarded),
then the optimum of IFDP is to route and schedule the flows separately in time,
in ascending order of the deadlines.

Proof. Consider an optimal solution to IFDP, and suppose there exists a time
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interval of length δ, in which F ′ > 1 flows are scheduled and routed through
the common arc. Without loss of generality, suppose the flow indexes are
1, . . . , F ′. Moreover, denote by µf the amount of capacity of the arc, or equiv-
alently, the end-to-end rate, allocated to flow f, f ∈ {1, . . . F ′}. Hence the
amount of demand delivered in this time interval is δµf , f ∈ {1, . . . F ′}. Note
that none of these flows’ deadlines is before the end of the time interval.

Consider replacing the scheduling solution for the time interval as follows.
The amount of arc capacity c =

∑F ′

f=1 µf is allocated to one flow at a time,
and this is also the end-to-end rate of the flow. The order of the flows can be
arbitrary. This change is feasible because the arc is the only common one of
all flows, and the arc is also the bottleneck for each individual flow. Moreover,
the scheduling time of flow f is set to δµf/c. After the update, for any flow
f , the amount of demand delivered remains δµf as before. In addition, the
total scheduling time is δ

∑F ′

f=1 µf/c = δ, i.e., the length of the time interval.
Hence the updated solution has no impact on the overall completion time nor
solution feasibility in meeting the deadlines. Thus the new solution remains
optimal.

Applying the above to all time intervals in which multiple flows are sched-
uled, we obtain an optimal solution in which one single flow is scheduled at
any time point. At this stage, suppose any two flows f ′ and f are scheduled
consecutively, with tf < tf ′ . Swapping the two flows in the schedule with
their respective time durations obviously will not affect the feasibility or opti-
mality of the solution. Doing so repeatedly if necessary, we eventually obtain
an optimal solution in which the flows are scheduled individually in ascending
order of the deadlines.

4 Mathematical Formulation using Time-slicing

4.1 Problem formulation

Mathematically formulating IFDP in not very obvious. One possibility of rep-
resenting the problem is the Time-Slicing based Approach (TSA). In TSA,
time is divided into time slices, of which the set is denoted by T , and the
length of time slice τ is denoted by |τ |. Each time slice is associated with a ca-
pacity allocation. This allocation is used throughout the time slice. Hence this
is an approximate formulation, and the accuracy depends on the granularity of
time slicing. For each time slice, the problem is similar to integer multicom-
modity flows. The time slices are then considered jointly with respect to data
demands and deadlines. The concept of time slicing has been used for mod-
eling and solving problems related to IFDP, see [9, 11, 17, 23]. The TSA we
present below is an adaption of the concept to our problem.
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We use variable yτfij to denote the rate allocated to flow f on arc (i, j) in
time slice τ . Variable rτf is used to represent the total end-to-end rate of flow
f in time slice τ . Consequently, |τ |rτf is the amount of data of flow f that is
delivered in this time slice. Denote by set Tf all time slices that end before the
deadline of flow f . Let zm,τ

fij ∈ Z+ be a non-negative integer variable, denoting
how many times capacity unit m is allocated to f on (i, j) in τ . Finally we use
binary variable wτ to denote if there is any flow with positive rate in time slice
τ . The TSA formulation is given below.

min
∑
τ∈T
|τ |wτ (1a)

s.t.
∑

{j:(i,j)∈A}

yτfij −
∑

{j:(j,i)∈A}

yτfji =


rτf , if i = of

−rτf , if i = df , f ∈ F , i ∈ N , τ ∈ T
0, otherwise

(1b)∑
τ∈Tf

|τ |rτf = sf , f ∈ F (1c)

yτfij ≤
k∑

m=1

umzm,τ
fij , f ∈ F , (i, j) ∈ A, τ ∈ T (1d)

∑
f∈F

k∑
m=1

umzm,τ
fij ≤ cijwτ , (i, j) ∈ A, τ ∈ T (1e)

|τ |rτf ≤ sfwτ , f ∈ F , τ ∈ T (1f)

wτ ≤ wτ−1, τ ∈ T : τ ≥ 2 (1g)

wτ ∈ {0, 1}, τ ∈ T (1h)

yτfij ≥ 0, f ∈ F , (i, j) ∈ A, τ ∈ T (1i)

zm,τ
fij ≥ 0, integer, f ∈ F , (i, j) ∈ A, τ ∈ T ,m ∈ {1, . . . , k} (1j)

rτf ≥ 0, f ∈ F , τ ∈ T (1k)

The objective function (1a) states the minimization of the total time dura-
tion. The flow conservation constraints are formulated in (1b). The next set of
constraints (1c) state that the entire amount of data of a flow has to be delivered
in the time slices before the deadline. Inequality (1d) bounds the arc rate to
what is permitted by the values of z-variables and the right-hand side is a non-
negative integer combination of the capacity units. Note that the inequality
allows the rate of flow on link to be smaller than the allocated capacity. This is
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because we have formulated (1c) using equality. The arc capacity constraint is
given in (1e). It should be remarked that the formulation remains valid with-
out the presence of wτ on the right-hand side. The inclusion of wτ is for the
purpose of strengthening the linear programming (LP) relaxation. In (1f), the
w-variables are linked to the end-to-end rate variables, such that wτ = 1 if
there is any positive rate of any flow in time slice τ , otherwise wτ = 0 due to
minimization. By (1g), time slices have to be used consecutively, starting with
the first slice. This, together with (1a), implies that the optimal solution does
lead to the minimum overall completion time.

4.2 Remarks on TSA

As TSA is an integer linear model, standard integer programming solvers can
be used for its solution. One difficulty of using TSA is that it is not obvious
how many time slices should be defined. Clearly, by increasing the number of
time slices, all feasible solutions of IFDP are eventually feasible solutions of
TSA as well, and hence solving TSA leads to the optimum of IFDP. A large
number of slices, however, significantly increases the size of the TSA model.
On the other hand, if too few slices are used, solving the TSA model may
give a sub-optimal solution, and it may happen that no feasible solution can
be found at all via the model, even though such solutions exist to the original
IFDP instance.

Consider again the example given in Figure 1. Suppose time is divided
into three time slices, each having |τ | = 1, i.e., [0, 1], (1, 2], and (2, 3]. It
is easy to see that there is no feasible solution to the TSA formulation. With
continuous capacity, however, the problem instance is feasible. The optimal
solution is illustrated in Figure 5(b), consisting of scheduling 0.5 unit of each
flow in time slice [0, 1], followed by scheduling 1 unit of flow B using full
capacity of arcs (2, 3) and (3, 1) in time slice (1, 2], and finally allocating 0.5
unit of capacity of arcs (3, 1) and (1, 2) to flow C in the last time slice (2, 3].
The overall completion time is 3. Note however this value originates from the
granularity in time slicing; in fact, the completion time would be shorter if the
last time slice can be broken into smaller segments.

Next, suppose we use a higher granularity and set |τ | = 0.5, resulting in
six time slices: [0, 0.5], (0.5, 1], . . . , and (2.5, 3]. In this case, feasible solu-
tions exist also with discrete capacity allocation. The optimum with discrete
allocation is to schedule flow A in the first time slice, flow B in the next three
time slices, and flow C in the last two time slices. The deadlines are met, and
the solution has a completion time of 3, see Figure 5(c). With continuous ca-
pacity allocation, an optimal solution is illustrated in Figure 5(d), consisting of
scheduling 0.5 unit of each flow in the first two time slices, followed by deliv-
ering 1 unit of flow B using full capacity of arcs (2, 3) and (3, 1) in the next
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two time slices, and finally allocating full capacity of arcs (3, 1) and (1, 2) to
flow C in the next time slice. This gives a completion time of 2.5.

0 0:5 1 1:5 2 2:5 3

(d) Continuous

(b) Continuous

(a) Discrete

(c) Discrete
1 1 1 1 1 1

2 2 2 2 2

3 3 3 3 33

2

1 1 1 1 1 1

2 2 2 2 2 2

3 3 3 3 3 3

Time

3 1 1

2 2

3 31

2

3 1 1

2 2

3 31

2
flow A
flow B
flow C

infeasible infeasible infeasible

Figure 5: Solutions with continuous and discrete capacity allocation.

From the above, if the number of time slices is too few, the approach may
fail even if there exist feasible solutions. In fact, for the example, using three
time slices of uneven durations, and, more specifically, [0, 0.5], (0.5, 2], and
(2, 3] respectively, does lead to feasibility as well as optimality. However, in
general there is no recipe for how to choose the slice durations. Using a higher
number of time slices will mitigate the infeasibility issue, however at the cost
of larger problem size and hence longer solution time. We also remark that,
provided that the original problem IFDP is feasible, one can easily prove that
using continuous capacity allocation leads always to a feasible solution with
any time slicing. However it is rather hard to make use of the solution to
derive a solution to the original problem. Moreover, it shall be remarked that,
instead of using fixed time slices, one can treat the durations of the time slices
as continuous variables. Doing so leads to a nonlinear formulation, because
the amount of data delivered for a flow in a time slice is the product of the
end-to-end rate, which is a variable, and the duration of the slice.

Even though solving TSA may not be an effective approach to obtain a
high-quality solution for IFDP, formulation (1) may be useful for the purpose
of bounding. In particular, consider a chosen time length of T and the LP
relaxation of (1) with one single time slice of [0, T ]. If the LP relaxation is
infeasible, then T is a lower bound of the optimum of IFDP. The highest lower
bound can be obtained via examining the largest T (e.g., via bi-section search)
for which LP infeasibility remains. The bound can be used to determine the
optimality gap of a solution.

5 Problem reformulation and column generation

We present a problem reformulation that enables a column generation algo-
rithm (CGA), that decomposes the problem into the so called master problem
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(MP) and subproblem (SP). The algorithm iterates between a restricted MP
(RMP) and SP [29]. A key aspect in designing a column generation algorithm
is how to define the “colum”. In our case, a column corresponds to an end-
to-end rate vector of the flows, resulted from a specific routing and capacity
allocation solution. More specifically, a rate vector is generically denoted by
v = [rv1 , r

v
2 , . . . , r

v
F ], in which element rvf , f ∈ F , represents the end-to-end

rate at which flow f is sent from its origin to the destination. The set of all pos-
sible vectors is denoted by V , of which the cardinality is clearly finite. For later
use, we also define a subset of V denoted by Vf which consists of those vectors
in V for which the rate of flow f is strictly positive, i.e., Vf = {v ∈ V|rvf > 0}.
Note that any feasible rate vector must satisfy flow conservation, flow rate, and
arc capacity constraints. These constraints will be utilized in the SP for con-
structing new columns.

5.1 MP and RMP

For rate vector v ∈ V , we define a continuous, non-negative variable xv that
represents how long time rate vector v is used in a problem solution. Also,
without loss of generality, we assume that the flow indices follow the ascending
order of deadlines. The full MP is as follows.

min
∑
v∈V

xv (2a)

s.t.
∑
v∈Vf

rvf xv = sf , f ∈ F (2b)

∑
v∈V1∪···∪Vf

xv ≤ tf , f ∈ F (2c)

xv ≥ 0, v ∈ V (2d)

The objective function is to minimize the total time used by the rate vec-
tors. Constraints (2b) state that for each flow, the total amount of data sent from
the origin and received at the destination equals its specified size. Constraints
(2c) are formulated for deadlines.

We remark that, while addressing the deadline requirements, the order of
the rate vectors in the schedule is of significance. Indeed, at the first glance,
it appears that using only the x-variables is not sufficient – we need also vari-
ables indicating the position of each vector in the scheduling solution. In the
following, we show that this is not necessary. Namely, the x-variables together
with (2c) which has the effect of partial ordering, correctly consider the dead-
line constraints. To this end, let us first consider the derivation of a schedule
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based on the values of the x-variables of the MP. This is necessary, because
the x-variables themselves do not carry any information of how the rate vec-
tors should be sequenced.

We present Algorithm 1 that derives a schedule using the x-variables. The
input set to the algorithm, V+, consists of rate vectors for which the x-variables
have strictly positive value at the optimum of the RMP. As there are 2F con-
straints in the MP, the number of such rate vectors is at most 2F . The algo-
rithm considers each vector v in V+, and finds the lowest flow index f with
positive rate rvf . The vector is then added to the corresponding set Qf . When
all the vectors in V+ have been examined, the algorithm goes through sets
Q1, . . . ,QF , to retrieve the vectors and their respective time durations for
problem solution. Notation pf in the algorithm represents a time point by
which flow f is surely completed.

Algorithm 1: Constructing a schedule from MP
Input: V+

1: p0 ← 0, Qf ← ∅, f ∈ F
2: for v ∈ V+ do
3: f+ ← min{f ∈ F : rvf > 0}
4: Qf+ ← Qf+ ∪ {v}
5: for f = 1 : F do
6: Schedule rate vectors v ∈ Qf with the respective time durations
7: pf ← pf−1 +

∑
v∈Qf

xv

The complexity of Algorithm 1 is determined by its first for-loop, since
the second for-loop simply retrieves the solution. As the size of V+ is at most
2F , the first for-loop goes though no more than 2F vectors. For each of them,
determining the flow index by the min-operator clearly has a complexity of
O(F ). Hence the overall algorithm is of complexity O(F 2).

Lemma 3. For any input representing a feasible solution of the MP, the output
of Algorithm 1 corresponds to a feasible schedule.

Proof. Consider any flow f , f ∈ F . According to the definition of Qf , flow
f is not scheduled after time point pf , because after this time point there is
no vector with positive rate for flow f . Thus, the overall amount of data
delivered for f is

∑f
i=1

∑
v∈Qi

rvf xv. This is equal to
∑

v∈Vf

rvf xv which in

turn equals sf by (2b). Denote the completion time of flow f by χf . The
total time for scheduling flows in range [1, f ] is

∑
v∈Q1∪···∪Qf

xv. We have

χf ≤
∑

v∈Q1∪···∪Qf

xv =
∑

v∈V1∪···∪Vf

xv which is no greater than tf by (2c).
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Note that the last equality follows from that Qf = {v ∈ Vf |rvi = 0 for i ∈
{1, .., f − 1}& xv > 0}.

What still remains is to show that (2c) itself is correct, in the sense that if
IFDP is feasible, then there must exist a solution satisfying (2c).

Lemma 4. If IFDP is feasible, then there exists an x-solution satisfying (2c).

Proof. Clearly, a solution to IFDP includes a set of rate vectors as well as their
time durations. The latter are the x-variables in (2a). Assume feasibility, that
is, there is some ordering of these rate vectors, such that the sequence together
with the values of the corresponding x-variables satisfy all the deadlines. Now
suppose f ′ < f , and in the sequence, a rate vector v that has positive rate for
flow f but zero rate for all flows 1, . . . , f ′, is scheduled before a rate vector
v′ with positive rate for flow f ′. Because all deadlines are met, tf ′ is not
reached by the end of the use of v′. Consider updating the solution, by putting v
immediately after v′ instead. Thus v′, along with all vectors scheduled between
v and v′ in the original sequence, are shifted earlier in time by xvf . Now the
ending time of vector v equals that for v′ before the update. Because tf ′ ≤ tf ,
the deadline of f remains satisfied. The deadlines of the other flows are clearly
also satisfied. Repeating if necessary, it is apparent that after a finite number
of updates, the new x-solution satisfies (2c), and the result follows.

By the above result, the MP formulation is indeed a correct mathematical
model of IFDP. Thus, even if there is an inherent time line in IFDP, the x-
variables are sufficient for formulating the deadlines.

The RMP is a restricted version of MP, such that Vf is replaced by a subset
V ′f , with |V ′f | ≪ |Vf |, f ∈ F . Let V ′ = V ′1 ∪ · · · ∪ V ′F . Apart from this differ-
ence, MP and RMP have the same objective function and constraints. Hence
we do not write out RMP in its full form to save space. Also, for convenience,
we will use (2b) and (2c) to refer to the constraints of RMP with the restricted
sets, as long as this does not lead to ambiguity. When constructing RMP ini-
tially, it is preferable that V ′ results in a feasible solution. This is however not
really a crucial issue, as one can apply a penalty-like phase in case of initial
infeasibility.

5.2 SP Formulation

After solving the RMP, we need to determine whether the current solution is
optimal. As the MP is an LP, this amounts to finding an unconsidered rate
vector with negative reduced cost [29]. The task is accomplished via solving
an SP, of which the solution is an end-to-end rate vector, resulted from routing
and capacity allocation. For SP, we reuse the notation y and z for variables.
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The difference to Section 4 is that there is no time slice index for these variables
here. The end-to-end rate of flow f is denoted by variable rf .

Denote by λ∗
f and π∗

f the optimal dual variable values of (2b) and (2c) of
flow f in the RMP. Note that, by the structure of (2c), π∗

f appears in the re-
duced cost if and only if the rate vector to be generated has strictly positive rate
for any of the flows 1, . . . , f . Hence, if we know f+ is the first flow index with
positive rate in the generated rate vector, the SP can be formulated as follows,
where the objective function together with the constant term−

∑F
f=f+ π∗

f cor-
responds to the reduced cost.

min 1−
F∑

f=f+

rfλ
∗
f (3a)

s.t.
∑

{j:(i,j)∈A}

yfij −
∑

{j:(j,i)∈A}

yfji =


rf , if i = of

−rf , if i = df , f ∈ F , i ∈ N
0, otherwise

(3b)

yfij ≤
k∑

m=1

umzmfij , f ∈ F , (i, j) ∈ A (3c)

k∑
m=1

∑
f∈F

umzmfij ≤ cij , (i, j) ∈ A (3d)

rf ≥ 0, f ≥ f+ (3e)

rf = 0, f < f+ (3f)

yfij ≥ 0, f ∈ F , (i, j) ∈ A (3g)

zmfij ≥ 0, integer, f ∈ F , (i, j) ∈ A,m ∈ {1, . . . , k} (3h)

In the formulation, (3b), (3c), and (3d) deal with flow conservation, ca-
pacity allocation, and capacity limit, respectively. These constraints are the
counterparts of (1b), (1d), and (1e), respectively. The other constraints state
the variable domains. Among them, (3e) and (3f) set the domains of the rate
values with respect to index f+.

If at the optimum r∗f , f ∈ {f+, . . . , F}, 1 −
∑F

f=f+ r∗fλ
∗
f −

∑F
f=f+ π∗

f ,
which is the most negative reduced cost among all possible rate vectors, is
negative, we add the optimal rate vector, v∗ = [r∗1, . . . , r

∗
F ], to the RMP, and

move to the next iteration. Otherwise, the current solution via the RMP is
optimal.

A solution of (3) does not necessarily have strictly positive rate for f+.
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This is because one cannot enforce something to be positive but allow the
amount to be arbitrary in optimization. Hence, to be more precise, f+ is
the first flow index of which the rate may be positive. Note that −πf , f ∈
{1, . . . , F}, are non-negative, hence they are costs in minimization. In (3),
the costs of allowing positive rates for flows f+, . . . , F are taken into ac-
count and hence these flows may be allocated positive rates, whereas for flows
1, . . . , f+ − 1, the costs are excluded and they must have zero rate. We also
remark that, if it turns out that the first index of positive flow is f++ > f+,
the correct reduced cost equals 1 −

∑F
f=f+ r∗fλ

∗
f −

∑F
f=f++ π∗

f as −πf , f ∈
{f+, . . . f++−1} have to be omitted. Note that in the first sum, the first index
can be either f+ or f++ without affecting its correctness.

5.3 Solving the SP

That f+ is in fact unknown and can be addressed by solving a sequence of SPs
with different values of f+. Intuitively, one can set f+ to 1, . . . , F and solve
the SP exactly F times. In the following, we show that better efficiency may
be achieved by observing the first positive flow in the solution, while going
through the sequence.

Denote by SPf+ the SP for given index f+ indicating the first flow that
may have positive rate. Thus flows 1, . . . , f+ − 1 have zero rate, and flows
f+, . . . , F have non-negative rate in the solution of SPf+ . Suppose that in
the solution of SPf+ , f++ ≥ f+ + 1 is the first flow having positive rate.

Hence the current objective function value is 1 −
F∑

f=f++

r∗fλ
∗
f −

F∑
f=f++

π∗
f .

The following lemma states that this value cannot be improved by solving
SPf++1, . . . ,SPf++ .

Lemma 5. If after solving SPf+ , the first flow with positive rate is flow f++ ≥
f+ + 1, then SPf++1, . . . SPf++ can be discarded without loss of optimality.

Proof. Denote by θf+ the most negative reduced cost obtained by solving

SPf+ . For the statement in the lemma, θf+ = 1 −
F∑

f=f++

r∗fλ
∗
f −

F∑
f=f++

π∗
f .

Consider any m ∈ [f++1, f++]. Any feasible solution of SPm is also feasible
in SPf+ . This is because the first flow that may be positive in the former is m,
and m > f+. In other words, the solution space of SPf+ is greater. More-
over, the optimum of SPf+ is feasible in SPm because m ≤ f++. Therefore
this solution must also be optimal to SPm. Hence θm = θf+ , and the lemma
follows.

Based on what has been derived thus far, we present the procedure of solv-
ing the SP in Algorithm 2. Here r∗f shall be understood as a short-hand notation
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of rv
∗

f . Also, note that the algorithmic process leads to multiple vectors with
negative reduced costs (but with different flow indices as the first positive el-
ement). Thus in every iteration, multiple columns are generated and added to
the RMP.

Algorithm 2: Algorithm for solving the SP
Input: π∗

f , λ
∗
f , f ∈ F

Output: STOP
1: STOP← 1
2: f+ ← 1
3: while f+ ≤ F do
4: Solve SPf+

5: f++ ← min{f ∈ {f+, . . . , F |r∗f > 0}}

6: if (1−
F∑

f=f++

r∗fλ
∗
f −

F∑
f=f++

π∗
f < 0) then

7: V ′f++ ← V ′f++ ∪ {[0, . . . , 0, r∗f++ , . . . , r
∗
F ]}

8: STOP← 0
9: f+ ← f++ + 1

It should be remarked that, instead of the above algorithm, one can solve
one single problem for all the flows. This is achieved by introducing another
set of binary variables qf , f ∈ F , such that qf = 1 if f is the first flow
index for which the rate may be positive (i.e., f = f+), and qf = 0 other-
wise. The objective function then includes all flows: min 1 −

∑F
f=1 λ

∗
frf −∑F

f=1 π
∗
f (
∑f

h=1 qh). The constraints are (3b)-(3d), and the following addi-
tional constraints, stating that at most one index is selected, and the rate must
be zero if the index is smaller than that selected, respectively.

∑
f∈F

qf ≤ 1

yfij ≤ cij

f∑
h=1

qh, f ∈ F , (i, j) ∈ A

Although it is possible to solve one single problem (of larger size) for
SP instead of a sequence of problems, the former is not advantageous. The
reason is that the sequential algorithm in Algorithm 2 admits the generation
of multiple columns per iteration, and, by numerical experiments, we observe
doing so leads to significantly less solution time of CGA in comparison to
generating one column per iteration.
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5.4 Summary of CGA

We provide a summary of CGA in an algorithmic form in Algorithm 3. The
correctness of CGA in terms of optimality is then formally stated.

Algorithm 3: CGA
1: Start with an initial set of rate vectors V ′
2: repeat
3: Solve the RMP
4: Apply Algorithm 2 and obtain STOP
5: until (STOP = 1)

Theorem 6. CGA solves IFDP to global optimality within a finite number of
steps.

Proof. The results follows directly from LP optimality, that there are a finite
number of rate vectors, as well as Lemmas 3-5.

There is no unique way of performing the first line in Algorithm 3. An
obvious choice is to apply a scheme similar to phase one of LP, namely, to
introduce additional, so called artificial variables to represent the amount of
demand not satisfied, and minimize the total unsatisfied demand. For this rea-
son, we will use Phase I to refer to the first step of CGA. Moreover, recall that
SP is an integer multicommodity problem that is NP-hard, hence from a theo-
retically viewpoint, Algorithm 2 is of exponential time complexity. This holds
also for Algorithm 3 as it uses Algorithm 2 repeatedly. Numerically, however,
CGA performs quite well in scalability, as will be shown later in Section 7.

6 Maximum-Flow based Algorithm

In this section, we present a heuristic, referred to as Maximum-Flow based
Algorithm (MFA). MFA is different from the classic maximum flow in the
sense that we maximize the end-to-end rate of all flows. Hence, it is a type of
multicommodity flow.

The rationale of MFA is rather intuitive. Namely, the flows are prioritized
with respect to their deadlines. The priorities are represented using weights.
The sum of weighted rates of flows is maximized. Then, the corresponding
rate vector is used, until one of the flows becomes completed. Next, the rates
of completed flows are set to zeros. The process then repeats for the remaining
flows with updated demand size. Mathematically, the optimization problem
can be formulated as follows, where 1

t2f
is used as an example of the weight for
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flow f . In the following, we use r∗ to denote the optimum rate vector of the
formulation.

MFA: max
∑
f∈F

1

t2f
rf (5a)

s.t. (3b), (3c), (3d), (3g), (3h)

Algorithm 4: Maximum-Flow based Algorithm
1: χ← 0
2: while (∃f, f ∈ F , with sf > 0) do
3: Fix rf = 0 if sf = 0, f ∈ F
4: Solve MFA and obtain optimum rate vector r∗

5: δ∗ ← minf∈{1,...,F :r∗f>0} sf/r
∗
f

6: f∗ ← argminf∈{1,...,F :r∗f>0} sf/r
∗
f

7: if χ+ δ∗ ≤ tf∗ then
8: sf ← sf − r∗fδ

∗, f ∈ F
9: χ← χ+ δ∗

10: else
11: Return ”No Solution”
12: Return χ

MFA is formalized in Algorithm 4. For the completed flows (i.e., flows
with zero demand size), their rates are set to zeros in Line 3. For the uncom-
pleted flows, Line 4 computes maximum weighted rate vector. Next, the flow
with minimum (remaining) time necessary to be completed is computed by
Lines 5-6. Whether this flow can be delivered within its deadline or not is
checked in Line 7. If not, MFA fails in finding a feasible solution. Otherwise,
the demand size and overall completion time are updated in Lines 8 and 9,
respectively.

In addition to acting as a fast heuristic for large-scale instances of IFDP,
MFA can be used to speed up CGA. Namely, if a feasible solution is found by
MFA, this solution can be used to initialize the columns in CGA, thus elimi-
nating the need of Phase I of LP in the context of CGA.
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7 Performance Evaluation

7.1 Scenario Setup

We consider three network topologies with different sizes, depicted in Fig-
ures 6, 7, and 8, respectively. The first is a small network composed of 6 nodes
and 8 bidirectional links. The second network topology is of Softlayer Inc [30],
consisting of 11 nodes and 17 bidirectional links. The last topology is Geant
network [31] that consists of 22 nodes and 36 bidirectional links.

Figure 6: Small network with 6 nodes and 8 bidirectional links.
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Figure 7: Softlayer network with 11 nodes and 17 bidirectional links.
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Figure 8: Geant network with 22 nodes and 36 bidirectional links.

To gain a comprehensive performance view, five different traffic scenarios
with 5, 10, 20, 50, and 100 flows are considered. Note that a flow is charac-
terized by its deadline, in addition to origin and destination nodes. Hence for
the small network, when there are many flows, some will have the same origin
and destination, though different deadlines. The origin and destination of each
flow are uniformly and randomly chosen from the network nodes. The sizes
of flows are also uniformly generated in the range of [1, 100]. As the problem
difficulty increases by the number of capacity units, we have conducted some
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preliminary experiments in order to gain understanding of instances that are
meaningful for comparison of the algorithms. The experiments showed that
using one capacity unit and setting it to be one fifth of link capacity lead to
instances that are challenging, though not excessively difficult. The specific
values of capacity (for all links) and capacity unit are set to 10 and 2, respec-
tively.

To systematically study the impact of deadline, we set the deadline of flow
f to df = αef , where α is referred to as deadline factor and ef denotes the
earliest possible completion time of flow f assuming that all network capacity
is available to this flow. We set α to obtain two types of scenarios, tight and
moderate. In the tight-deadline scenario, α is set such that the instances are
close to the feasibility/infeasibility boundary. Next, we increase α by 30%,
giving the moderate-deadline scenario. In TSA, the number of time slices is a
multiple (1x, 2x, 3x) of the number of flows. In 1x, the time slices are defined
by the deadlines, the first slice is from time zero to the first deadline, the second
slice is from the first deadline to the second deadline, and so on. In 2x and 3x,
more time slices are created, starting from the 1x case, followed by subdividing
the longest time slice into two equal ones repeatedly, until the desired number
of slices is obtained.

For each network topology and traffic scenario, we generate 10 instances
and report the average performance. For Small and Softlayer networks, we use
a computational time limit of 500 seconds for cases of up to 50 flows, and a
time limit of 1000 seconds when there are 100 flows. For the Geant network,
the corresponding time limits are 1500 and 3000 seconds. The experiments
were run on a Core i7 PC with a CPU 2.9 GHz and 16 Gigabyte RAM, running
the operating system Windows 10. The Gurobi optimizer [32] (version 7.5.0)
is used for solving the mathematical models in TSA, CGA, and MFA. The
implementation has used AMPL [33] scripts to interact with the the Gurobi
optimizer. To eliminate any bias due to the choice of language, the solution
time reported excludes that used by the AMPL scripts. The code is available
upon request for academic purposes.

7.2 Performance Results for Tight Deadlines

For tight deadlines, CGA is always able to obtain the optimal solution of all
instances, whereas TSA and MFA fail to deliver a feasible solution for many
and sometimes all of the instances. Therefore, we first report the failure rates
of TSA and MFA, as shown in Table 1. The failure rate is defined as the ratio
of the number of instances for which a solution could not be obtained over the
total number of instances. For TSA, the infeasibility can be of two reasons.
First, the instance with time slicing is in fact infeasible due to an insufficient
number of time slices. Second, the instance could be feasible but the solver is

66



not able to verify it within the time limit. For MFA, infeasibility is purely due
to the algorithm, not because of the time limit.

TSA (in %)
Network F 1x 2x 3x MFA (in %)

5 80|0 80|10 60|30 90
10 40|50 30|40 30|40 100

Small 20 30|70 10|90 0|80 100
50 40|60 40|60 0|100 100
100 0|100 0|100 0|100 100

5 100|0 70|20 70|20 100
10 80|20 50|40 30|60 100

Softlayer 20 10|90 10|80 0|80 100
50 30|70 10|90 0|100 100
100 0|100 0|100 0|100 100

5 40|30 30|20 30|20 40
10 30|40 40|10 30|20 90

Geant 20 10|70 0|60 0|40 90
50 0|100 0|100 0|100 100
100 0|100 0|100 0|100 100

Table 1: Failure rates for TSA and MFA for instances with tight deadlines. All val-
ues represent the percentage. For TSA, with notation p|q, p stands for the
percentage of instances that are infeasible and q represents the percentage
that a solution is not found due to time limit. CGA has zero failure rate and
therefore it is not included in the table.

On average, for Small, Softlayer, and Geant networks, TSA fails for 90%,
95%, and 74% of the instances respectively. For Small network, this is mainly
because the number of time slices is too few in relation to the tight deadlines.
This is also the case of Softlayer and Geant networks, where there are relatively
small numbers of flows. When there are many flows, the failure is to a large
extent caused by the time limit. By increasing the number of time slices, fewer
instances tend to be infeasible in TSA. This is expected by the approach of time
slicing. On the other hand, using a greater number of time slices makes the
problem size significantly larger, and consequently the solution time becomes
the bottleneck. Note that TSA has a lower failure rate for 5, 10, and 20 flows
in the Geant Network. The reason is that this network is larger than the other
two networks, hence it is easier to obtain feasibility when there are few flows.

MFA has an extremely high failure rate. Feasibility is attained only for the
Geant network and some of the instances with small numbers of flows. Thus,
an intuitive heuristic, such as MFA, that uses deadline as priority is not a good
choice if the deadlines are tight.

The average time used by CGA to solve the instances is shown in Figure 9.
CGA never hits the time limit, hence the solutions are optimal. The time in-
creases with respect to network size as well as the number of flows. However,
the rate of increase is relatively moderate. For example, when the number of
flows grows from 50 to 100, the increase in solution time is less than 2.5 times.
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Figure 9: Solution time of CGA for the tight-deadline instances.

7.3 Performance Results for Moderate Deadlines

For instances with moderate deadlines, we examine three performance aspects:
1) the optimality gap of TSA and MFA, 2) the failure rate of these two ap-
proaches, and 3) the solution time of them in comparison to CGA. The numer-
ical results are shown in Figures 10-12. We make the following observations
based on the results.

7.3.1 Optimality gap and failure rate

TSA and MFA show consistent results for the three networks. As the number
of flows increases, the optimality gap of TSA decreases. This is because the
base number of time slices equals F , hence the granularity increases with F .
For example for the Softlayer network, the gap by TSA(1x) is about 12% for 5
flows and decreases to only 3% for 50 flows. It can be seen that the optimality
gap for 100 flows increases again, this is due to the fact that TSA hits the
time limit, see Figure 11(a). The failure rate increases very significantly, see
Figure 11(b), because of a higher risk that TSA terminates pre-maturely due
to the time limit. Moreover, the effect of scaling up, i.e., going from 1x to 2x
and 3x, is apparent for small F , because the granularity becomes significantly
improved. For large F , it has little impact on optimality gap, but leads often
to infeasibility as the problem size grows considerably. For Softlayer network
and 100 flows, for example, the failure rate of TSA(1x) is 80%, and increases
to 90% for both TSA(2x) and TSA(3x).

The optimality gap of MFA is clearly larger than that of TSA, and peaks at
approximately 20% for Small network. Note that the optimality gap of MFA
grows first, but then decreases in F . One explanation is that the sub-optimality
of MFA, due to imposing priority strictly following deadlines, is first magnified
by the problem size, here the number of flows. However, when there are many
flows, the scheduling order in high-quality solutions becomes more coherent
with the deadlines, as it is less likely that combining flows with deadlines being
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far apart will result in feasibility. As for the failure rate, MFA performs well in
this aspect for the three networks.

7.3.2 Solution time

The solution times are the average values over the instances for which TSA
and MFA were able to obtain a feasible solution within the time limit. As a
general trend, TSA is faster in delivering its solution for small number of flows,
see Figures 10(d)-12(d), and in such cases feasibility is not an issue for TSA.
Note that the difference in time can be very significant. For the Geant network
and 20 flows, for example, CGA needs 10 seconds, whereas the solution time
of TSA(1x) is a couple of seconds. The solution of the latter is not optimal,
however the gap is quite small. For large number of flows, however, CGA
clearly outperforms TSA in time. For MFA, the solution time is very attractive
– it is one or even two orders of magnitude faster than TSA and CGA. However
MFA has the highest optimality gap.

As the overall observation, CGA outperforms TSA and MFA, in delivering
optimum with zero failure rate. On the other hand, even if neither TSA nor
MFA gives satisfactory results by themselves, they can be used together with
CGA, either to speed up the latter, or for the purpose of bounding.
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Figure 10: Performance results for Small network.
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Figure 11: Performance results for Softlayer network.
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Figure 12: Performance results for Geant network.
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7.4 Additional Results

To reach an initial feasible solution (IFS), CGA runs Phase I in which the
objective is to minimize a penalty function of infeasibility. We refer to the
process of reaching optimality, starting from the IFS, as Phase II. From the
results of MFA, we observe that when this algorithm does deliver a feasible
solution, the time required is much shorter than that of Phase I of CGA. Hence,
it is of relevance to see if using the solution of MFA as an IFS would speed
up CGA. We refer to this combination as MFA-CGA. In addition to reducing
the time of Phase I, using the IFS originating from MFA also affects the time
of Phase II in CGA. As the solution of MFA is not necessarily better than the
IFS from running Phase I, there is no guarantee for time saving of Phase II,
however.

Table 2 summarizes the results of MFA-CGA. We have used the moderate-
deadline scenarios (see Section 7.1). As the solution time is not an issue for
small number of flows, we focus on instances with 50 and 100 flows. The table
shows the average solution times of Phase I and Phase II of CGA, and the time
reductions achieved.

Solution Time of CGA (s) Time Reduction by MFA-CGA (%)
Network F Phase I Phase II Phase I Phase II Overall

Small 50 6.79 13.39 11.77 -17.63 -6.82
100 20.20 24.93 34.93 3.68 17.66

Softlayer 50 9.28 17.50 22.08 -25.85 -6.18
100 29.68 31.91 41.10 -6.85 18.12

Geant 50 19.73 36.91 48.24 5.68 23.39
100 87.24 102.98 63.58 24.97 43.23

Table 2: Average solution time of CGA and average time reduction by MFA-CGA.

We observe that both phases of CGA require the same order of magnitude
in time. Therefore time reduction is of importance for both. MFA-CGA yields
a considerable amount of time reduction for Phase I. For the largest scenario
of Geant network and 100 flows, the time reduction is above 60%. The reason
is that the solution time of MFA grows with a much slower rate than that of
running Phase I of CGA. However, for Phase II, the time in fact increases for
some of the scenarios, because the solution of MFA does not outperform the
IFS of Phase I of CGA in these cases. In fact, for Small and Softlayer networks
with 50 flows, the overall time also increases by a few percent. On the other
hand, for 100 flows, there is a consistent overall time reduction, and for the
Geant network the overall saving is above 40%. Hence the combination MFA-
CGA is useful for large-scale instances.

By utilizing the dual information, one can derive a lower bound in every
iteration of CGA, and take the the highest value (over all iterations so far) as
the incumbent. Moreover, as discussed in Section IV.B, TSA can be used to
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Figure 13: Results of lower bounds.

provide a lower bound as well. In Figure 13, we show the average values of
the lower bounds. The results are for the Softlayer network with 50 flows and
moderate deadlines. The results are normalized both in value and iterations,
such that 100 represents both the optimum and the number of iterations for
CGA to prove optimality. From the figure, we observe that the lower bound
of CGA remains quite far from optimum (> 25%) in 90% of the iterations,
after which it rapidly grows towards the optimal value. On the other hand,
the bound from TSA is very tight. Thus, if there is an optimality tolerance,
the bound of TSA can be used in conjunction with the tolerance parameter to
reduce the time of Phase II. From the figure, setting the optimality tolerance to
5% and 10% would lead to a time reduction of approximately 25% and 50%,
respectively. We remark that even though the TSA bound is tight, there are a
plenty of fractional variables, and for this reason it is not effective to use the
solution itself for constructing an integer one.

The results reported so far have been obtained with a single capacity unit.
We have conducted additional experiments, to see the impact of the number
of capacity units. Specifically, we have considered the Geant network with 50
flows and moderate deadline, and augmented the set of capacity units from {2}
to {2, 5}. For TSA(2x), the average factor of time increase is 1.7, whereas for
CGA the corresponding number is 1.3. Thus CGA exhibits better scalability
with respect to the number of capacity units.

8 Conclusions

We have investigated flow routing and scheduling with the presence of dead-
line constraints and capacity allocation with discrete units. In addition to ex-
amining problem complexity, we have considered three solution approaches,
TSA, CGA, and MFA. They use time slicing, problem reformulation and col-
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umn generation, and multicommodity maximum flow, respectively. Among
them, CGA delivers global optimum. Our performance evaluation shows that,
with tight deadlines, TSA and MFA often fail to obtain a feasible solution.
When the deadlines are less stringent, TSA provides solution faster than CGA
if the number of flows is relatively small, though the optimality gap is non-
negligible. MFA is fastest among the three approaches when infeasibility is
not an issue. However, it also has the largest optimality gap. Overall, CGA
represents a viable solution approach for global optimality. Moreover, there
are relevant use cases of the solution from MFA and the bound from TSA, in
the context of CGA, particularly for large-scale instances.

Further work includes extensions of the problem, to which adaptations of
the proposed approaches will be studied. One specific case is the data backup
problem studied in [24] that applies TSA for problem solution. In this prob-
lem, a source has multiple candidate destinations for data backup. At any time,
a source may choose at most one destination, and a destination may be used
by at most one source. No deadline is present. We remark that CGA can be
adapted by setting a large value for all flow deadlines, and tailoring the sub-
problem formulation such that no common source or destination is used by the
flows with positive rates in the rate vectors. Some preliminary results indi-
cate the relative performance between TSA and CGA is coherent with those
in Section 7 in terms of solution time and optimality gap. Extensive perfor-
mance evaluation as well as extensions to other related problems are subjects
for further study.

A Appendix

Symbol Definition Symbol Definition

G network N set of nodes
N number of nodes A set of arcs
A number of arcs (i, j) arc from i to j

cij capacity of arc (i, j) U set of discrete capacity units
ui size of capacity unit i F set of flows
F number of flows of origin of flow f

df destination of flow f tf deadline of flow f

sf size of flow f

Table 3: Basic notation.
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Symbol Definition

T set of time slices
Tf set containing all time slices that end before the deadline of flow f

τ a time slice
|τ | length of time slice τ

yτfij continuous variable, denoting the rate of flow f on arc (i, j) in time slice τ

rτf continuous variable, indicating the end-to-end rate of flow f in time slice τ

wτ binary variable that takes value one if any flow is scheduled in time slice τ , and zero
otherwise

zm,τ
fij integer variable that denotes the number of times that flow f uses capacity unit um on arc

(i, j) in time slice τ

Table 4: Notation related to the time slicing approach (TSA).

Symbol Definition

χ overall completion time
r∗ optimum rate vector
δ∗ the minimum time required to complete one of the flows
f∗ the flow that completes first among the remaining flows

Table 5: Notation related to the max-flow based algorithm (MFA).

Symbol Definition

V set of rate vectors
v an end-to-end rate vector in form of [rv1 , r

v
2 , . . . , r

v
F ]

rvf the rate of flow f in vector v
Vf set of rate vectors in which flow f has positive end-to-end rate: {v ∈ V|rvf > 0}
yfij continuous variable, indicating the rate of flow f on arc (i, j)

rf continuous variable, denoting the end-to-end rate of flow f

xv continuous variable, denoting the time duration that vector v is scheduled
zmfij integer variable, denoting the number of times that capacity unit um is used by flow f on

arc (i, j)

f+ the first flow index with positive rate in a rate vector
λ∗
f optimal dual value corresponding to the demand constraint of flow f

π∗
f optimal dual value corresponding to deadline constraint of flow f

Qf set of rate vectors in which f is the first flow of positive rate: {v|v ∈ Vf \ (V0 ∪ · · · ∪
Vf−1)}

pf a time point by which the data transmission of flow f is completed

Table 6: Notation related to the column generation algorithm (CGA).

Symbol Definition

α deadline factor
ef the earliest possible completion time of flow f if all capacity of the network is given to

this flow
1x use of F time slices in TSA
2x use of 2F time slices in TSA
3x use of 3F time slices in TSA

Table 7: Notation related to the simulation setup.
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Abstract

Content caching at the edge of network is a promising technique to
alleviate the burden of backhaul networks. In this paper, we consider
content caching along time in a base station with limited cache capac-
ity. As the popularity of contents may vary over time, the contents of
cache need to be updated accordingly. In addition, a requested content
may have a delivery deadline within which the content needs to be ob-
tained. Motivated by these, we address optimal scheduling of content
caching in a time-slotted system under delivery deadline and cache ca-
pacity constraints. The objective is to minimize a cost function that cap-
tures the load of backhaul links. For our optimization problem, we prove
its NP-hardness via a reduction from the Partition problem. For prob-
lem solving, via a mathematical reformulation, we develop a solution
approach based on repeatedly applying a column generation algorithm
and a problem-tailored rounding algorithm. In addition, two greedy al-
gorithms are developed based on existing algorithms from the literature.
Finally, we present extensive simulations that verify the effectiveness of
our solution approach in obtaining near-to-optimal solutions in compar-
ison to the greedy algorithms. The solutions obtained from our solution
approach are within 1.6% from global optimality.

1 Introduction

1.1 Motivations

Whereas the amount of data traffic is exponentially growing, it has been real-
ized that the major portion of the data traffic originates from duplicated down-
loads of a few popular contents [1]. These duplicated downloads congest the
backhaul links, hence lowering the quality of service. It is costly to increase
the capacity of backhaul links, hence they should be used more effectively. A
promising technique is to store the popular contents on the edge of network
such as BSs with caching capability [2–4]. This technique helps to improve
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the efficiency of communications systems via providing the contents of inter-
est from the BSs instead of from the core network. In fact, the measurement
studies in [5, 6] showed up to 66% of traffic reduction in 3G and 4G networks
via caching techniques. Local content caching is part of the 5G systems. In
particular, it is an operator use case in mobile edge computing, see [7, Chap-
ter 4]. Hence, efficient caching solutions are beneficial for the deployment of
5G.

By the literature, optimal content caching heavily depends on the following
factors:

• The number of requests for contents and how this changes over time [8–
12]: the number of requests for a content, referred to as the popularity of
a content, determines how beneficial is to store the content in the cache.
As the number of requests may vary over time, the contents of the cache
need to be updated accordingly. Moreover, updating the cache along
time will benefit the performance, though each update incurs a down-
loading cost due to getting contents from the server to the BS cache.

• Delivery deadline of the requests [13–18]: a content request either needs
to be served instantly (a.k.a on-the-spot offloading) or can wait some
time before it is served (a.k.a delayed offloading). We consider delivery
deadlines for the requests such that they are set individually. Because
setting the deadline to be the same time slot in which the request is
made corresponds to on-the-spot offloading, our system model covers
both offloading schemes.

To the best of our knowledge, the joint impact of delivery deadline and
cost of updating the cache has not been investigated in the literature. In order
to close this gap, we study content caching along time in a BS with limited
caching capacity. We address optimal scheduling of cache updates taking into
account the downloading cost subject to delivery deadline and cache capacity
constraints.

1.2 Related Works

Content caching has been studied in various system scenarios in the context of
wireless communication networks. We provide a review with emphasis on the
recent developments. We refer the reader to [19] for a comprehensive survey.

The review of the related studies is structured as follows. We categorize the
existing studies based on the considered type of deadline constraints (i.e., on-
the-spot offloading or delayed offloading). Next, for each category we further
classify the studies based on the content popularity distribution (i.e., static or
time-varying). Finally, we outline the contributions of our work in relation to
the most related papers in the literature.
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The works such as [4, 20–25] studied content caching in BSs when the
popularity distributions of contents are known. In [4], given the quality of
links between users and BSs, the average downloading delay of users is op-
timized with uncoded and coded caching schemes. In [20, 21], collaborative
content caching among BSs was considered with the objectives of minimizing
an operational cost and average downloading delay, respectively. In [22], de-
centralized content caching was studied with the presence of multi-hop com-
munications. The authors showed that the coded caching scheme is able to
enhance the capacity of cellular networks by a factor of log(n) in which n is
the number of users. In [23], geographic content caching was investigated with
the objective of maximizing cache hit probability via serving a content request
by more than one BS. In [24], by exploiting the known trajectory of mobile
users, the cache space of BSs are optimized. Different from most of the works
in the literature that try to minimize the use of backhual links, in [25] content
placement is studied with the objective of minimizing total energy consump-
tion.

In contrast to the aforementioned works, the studies such as [26–29] inves-
tigated content caching in BSs when the popularity distributions of contents
are unknown. The work in [26] determined the popularity of a content based
on the previously stored contents. The work in [27] computed the popularity
of a content using a big dataset, and proposed an optimal content caching al-
gorithm to minimize the average backhaul load. In [28], the authors estimated
the popularity of contents via local interest for the content and then proposed a
caching algorithm to maximize the hit rate. In [29], an online algorithm is pro-
posed to estimate the popularity of contents based on the incoming requests.

In all works mentioned so far, the popularity distribution of contents is in-
variant along time. The studies in [8–12] relaxed this assumption and consid-
ered content caching with time-varying popularities. In [8], the authors studied
content caching in which a learning-based method was designed to predict un-
known popularity distribution of contents along time. In [9] the main effort
was devoted to predicting the popularity of contents in an online fashion when
the content lifespan is finite. In [10], collaborative caching among a set of BSs
is formulated as a markov decision process. Two simplifications of the prob-
lem were studied as the problem was difficult to solve. The first one was when
a content can be stored in one BS and the other when the number of cache
updates were limited. In [11], content caching in a BS was studied in which
the cost of cache updates and freshness of the contents were jointly optimized.
In [12], content caching with updates were considered in D2D networks. A
queuing system is used to store content requests from users and an algorithm
based on Lyapunov optimization was proposed to solve the problem.

In all these works, it is assumed that a requested content needs to be served
instantly after the request is made (a.k.a on-the-spot offloading). This may not
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be true in some circumstances when a requester can wait before the content is
delivered until a time point, that is deadline (a.k.a delayed offloading) [13].

Some works [13–18] have considered delivery deadline for the content re-
quests, however cache updating was not considered. In [13], the authors stud-
ied the effect of deadline on the system performance. The study showed that
the tightness of the deadline has large impact on the amount of data traffic. For
example by postponing the deadline by an hour or longer, about 29% reduction
of mobile data traffic can be achieved. In [14], the authors studied how much
the network performance can be improved with coded caching under delivery
deadline constraints. In [15–18], impact of user mobility on content caching
was studied when the content requests need to be satisfied within a predefined
deadline. In [15, 16], the users obtain contents from the BSs. The authors
showed that optimal solutions can be obtained if the deadlines are stringent,
while longer deadlines makes the problem more challenging and only subop-
timal solutions can be obtained. In [17], the users obtain contents from each
other via D2D communication when they encounter each other, and an algo-
rithm based on dynamic programming was proposed for cost minimization.
In [18], deadline differentiation with respect to content types was investigated
in order to improve the quality of experience of users. In [30], content caching
with time-varying popularity was considered in vehicle-to-vehicle networks.
Cache updating was considered and mobility of vehicles was modeled via the
inter-contact model. In this model, the vehicles can exchanges contents when
they are in the communication range of each other. The inter-contact time
is the time duration between two consecutive contacts which is modeled via
Poisson distribution.

In [4, 8–12, 20–29] requested contents need to be served instantly. More-
over, either the main effort was devoted to estimating the popularity distribu-
tion of contents, or the possibility of cache updating was neglected. In [13–18]
content requests with deadlines are studied. However, none of them addressed
the joint effect of time-varying popularity and dynamic cache updates. In these
works, the deadlines are uniform for all requests, while in our scenario, the
deadlines are individual. Thus our problem setup is an extension of the sce-
narios studied in the literature. We investigate joint impact of deadline con-
straint and cache updates in content caching and show how much gain can be
achieved. As another contribution, we provide a systematic optimization ap-
proach for solving the problem via applying column generation. To the best
of our knowledge, this is the first time that a solution approach based on col-
umn generation is used for scheduling of content caching, and our solution
approach could be useful for other related problems.
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1.3 Our Contributions

We investigate scheduling of content caching in a BS with limited caching ca-
pacity in a time-slotted system under delivery deadline and cache capacity con-
straints. Our main contribution lies on the joint consideration of time-varying
popularity of contents and the deadlines of requested contents. Our objective
is to optimally schedule the updates across the time slots so as to minimize the
total cost of obtaining the requested contents by users. The main contributions
of this work are summarized as follows:

• We formally prove the NP-hardness of the problem based on a reduction
from the Partition problem.

• We provide a mathematical problem formulation. Specifically, the prob-
lem is formulated as an integer linear program (ILP), taking into account
the size of contents, capacity of the cache, deadlines of requests, and
costs of content downloading and cache updating.

• We mathematically reformulate the problem. Based on the reformu-
lation, we derive a column generation algorithm (CGA). However, the
CGA provides only fractional solutions. Thus, we design a problem-
tailored rounding algorithm (TRA) to construct integer solutions from
the solutions of CGA. These algorithms repeatedly are applied to our
problem until an integer solution is constructed. CGA and TRA together
form our solution approach that we call it Repeated Column Genera-
tion Algorithm (RCGA). Moreover, RCGA provides an effective lower
bound (LB) of global optimum such that the LB can be used to measure
the effectiveness of any suboptimal algorithm. Note that we have specifi-
cally designed CGA, TRA, and RCGA, and they are not general-purpose
methods in the literature, hence these algorithms are our contributions
for solving the problem.

• We propose two greedy algorithms based on existing algorithms in the
literature. Even though these algorithms cannot provide high-quality
solutions, they are of interest because of their low complexity and con-
sequently fast solutions for large-scale problem instances.

• Finally, we conduct extensive simulations to verify the effectiveness of
RCGA, and greedy algorithms by comparing them to the LB. Simula-
tions results manifest that the solutions obtained from RCGA and the
greedy algorithms are within 1.6% and 20% of global optimum, respec-
tively.
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2 System Scenario and Complexity Analysis

2.1 System Scenario

The system scenario consists of a content server, a base station (BS), U users
within the coverage of the BS, and F contents. The set of users is denoted by
U = {1, 2, . . . , U}. The server has all the contents, and the BS is equipped
with a cache of size S. Denote by F = {1, 2, . . . , F} the set of contents.
Denote by lf the size of content f ∈ F . The system scenario is shown in
Fig. 1.
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Figure 1: System scenario.

We consider a time-slotted system in which a time period is divided into T
time slots. Denote by T the set of time slots with T = {1, 2, . . . , T}. At the
beginning of each time slot, the contents of the cache are subject to updates.
Namely, some stored contents may be removed from the cache and some new
contents may be added to the cache by downloading from the server.

The popularity of a content is determined by the number of requests for the
content. In our model, user u ∈ U , requests at most Ru contents within the T
time slots based on its interest. The set of requests for user u is denoted byRu.
The length of a time slot is long enough to complete the downloading process
of the requests from the BS or the server. We assume the time of making each
request is known or can be predicted via using a prediction model [31]. In
addition, each request has a deadline before which the requested content must
be delivered to the user. For user u and its r-th request, the requested content,
the time slot of request, and the deadline of request, are denoted by h(u, r),
o(u, r), and d(u, r), respectively. A content request must be satisfied in one
of the time slots t ∈ o(u, r), . . . , d(u, r) either from the cache if the content
is stored, or from the server. This means that by time slot d(u, r) the request
must be met, and after the deadline the request does not exist any more. The
cost of downloading from the cache is cheaper than that of the server.

A content may become available or unavailable in the cache from a time
slot to another due to cache updates. Denote by cs and cb the costs for down-
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loading one unit of data from the server and from the cache, respectively. In-
tuitively, cs > cb to encourage downloading from the cache. In practice these
cost can be set by the system administrator. The time duration for downloading
data from the server to the BS is neglected as the backhaul capacity is signif-
icantly higher than that of wireless access. The problem is how to optimally
Schedule Content Caching subject to Deadline (SCCD) with the objective of
minimizing the total cost of content downloading. The most important notation
related to the system model is summarized in Table 1.

Table 1: Notation related to system model.
Notation Definition

U set of users with cardinality U
Ru set of requests of user u with cardinality Ru

F set of contents with cardinality F
lf size of content f
T set of time slots with cardinality T
S cache capacity

o(u, r) time slot of r-th request of user u
d(u, r) deadline of r-th request of user u
h(u, r) requested content of the r-th requested of user u
D(u,r) {o(u,r),. . . ,d(u,r)}

α tightness of deadlines
ρ cache capacity in relation to the total size of contents
cs downloading cost form server
cb downloading cost from base station

Remark 1. The scheduling time period T , downloading costs cb and cs, and
cache capacity S are all system parameters, and they can be set by the sys-
tem operator. The set of contents can be obtained via historical data, recent
incoming requests, and learning-based methods, see e.g., [26–28]. Similar ap-
proaches can be used to obtain the knowledge of users’ content requests, see
e.g., [31]. Note that the optimization can run in a rolling horizon fashion, that
is, the optimized schedule is run for the initial time slots, and re-optimized as
soon as more accurate predictions become available, where re-optimization
uses the current schedule as the starting point.

Remark 2. Unlike physical-layer caching [32], the problem we address con-
sists in scheduling of content delivery to a user via its serving BS at the ap-
plication level. In case of physical-layer caching, the exact scheme of acquir-
ing channel state information (CSI), as well as the physical-layer cooperative
transmission details and frame structure need to be designed. When content
scheduling is optimized from an application viewpoint (see, e.g., [16, 20, 24]),
system modeling typically does not go down to physical-layer details or trans-
mission scheduling at the micro level. One particular reason is that the time
slots and scheduling horizon (in minutes or longer) are at a very different
magnitude than those of the physical layer. Thus, the users for which content
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delivery is feasible of a time slot is determined based on some long-term aver-
age channel information and estimation, and the system model targets users of
a BS for which the average channel condition admits content delivery during
a time slot.

2.2 Complexity Analysis

In this section, we formally prove the NP-hardness of the problem based on a
reduction from the Partition problem.

Theorem 1. SCCD is NP-hard.

Proof. The proof is based on a polynomial-time reduction from the Partition
problem that is NP-complete [33]. Consider a Partition problem with a set of
N = {n1, . . . , nN} integers. The task is to determine whether it is possible to
partition N into two subsets N1 and N2 with equal sum.

We construct a reduction from the Partition problem as follows. We set
F = {1, . . . , N}, lf = nf for f ∈ F , S = 1

2

∑
f∈F lf , and T = 1. In

this case, there is no updating cost and we only have downloading cost. The
time slots of requests and deadlines for all requests are set to 1, i.e., o(u, r) =
d(u, r) = 1 for u ∈ U and r ∈ Ru. Denote by m1f the number of users
requesting content f in this time slot. We set m1f = 2 for f ∈ F , cs = 2, and
cb = 1. If content f is cached, the m1f users can download content f from
the cache, thus the downloading cost for content f is m1f lfcb + lf (cs − cb).
Otherwise, the m1f users have to download content f from the server, giving
rise to the downloading cost of m1f lfcs. That is, if the cache stores content f ,
it will obtain m1f lfcs−m1f lfcb−lf (cs−cb) = nf gain. By this construction,
the total gain that can be achieved is upper-bounded by 1

2

∑
f∈F lf . Now the

question is whether we can achieve this gain. Solving the defined instance of
SCCD will answer this question and also the Partition problem. Namely, after
solving this instance of SCCD, if a total gain of 1

2

∑
f∈F lf is achieved, then

the answer to the Partition problem is yes, and the contents inside and outside
the cache correspond to the two subsets N1 and N2, respectively. Otherwise,
the answer to the Partition problem is no. Hence the conclusion.

3 Problem Definition and Integer Linear Programming For-
mulation

3.1 Cost Model

Denote by yurt a binary optimization variable which equals one if and only if
the r-th request of user u is downloaded in time slot t ∈ D(u,r) = {o(u, r),
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. . . , d(u, r)} from the cache. The downloading cost for user u to obtain the
content requested in the r-th request, denoted by Cur, is expressed as:

Cur = cblh(u,r)

d(u,r)∑
t=o(u,r)

yurt + cslh(u,r)(1−
d(u,r)∑

t=o(u,r)

yurt). (1)

where the first term indicates that if the content is downloaded before its dead-
line from the cache, the downloading cost is cblh(u,r). Otherwise, it is down-
loaded from the server with cost cslh(u,r). Note that the variables yurt for

t ∈ {o(u, r), . . . , d(u, r)} are subject to the constraint
∑d(u,r)

t=o(u,r) yurt ≤ 1.
This means that at most one of the yurt variables can take value one.

The downloading cost for completing all requests of user u, denoted by
Cu, is:

Cu =

Ru∑
r=1

Cur. (2)

Thus, the downloading cost for completing all requests for all users, de-
noted by Cdownload, is expressed as:

Cdownload =

U∑
u=1

Cu. (3)

For the cache, the cost due to cache updates is referred to as the updating cost.
This cost over the time slots, denoted by Cupdate, is expressed as:

Cupdate =

T∑
t=1

F∑
f=1

lf (cs − cb)atf , (4)

where atf takes value one if and only if the cache does not store content f in
time slot t− 1 and stores the content in time slot t, and lf (cs − cb) is the cost
for downloading content f from the server to the cache.

For later use, we define optimization variable x which is an T × F matrix
for the F contents and the T time slots:

x = {xtf , t ∈ T and f ∈ F},

where xtf is a binary variable that equals one if and only if content f is stored
in time slot t. The relation between a and x is that variable atf takes value
one if and only if x(t−1)f = 0 and xtf = 1. In addition, yurt can take value
one only if the requested content is available in the cache, thus we have the
relationship yurt ≤ xth(u,r).
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3.2 Problem Statement

In this section we explicitly define the required inputs, the optimization task,
and the constraint of SCCD:

• Problem input:

– The set of contents F = {1, . . . , F} and the size of each content
lf ∈ F .

– Cache capacity S.

– Number of time slots T .

– The set of users U = {1, . . . , U}.
– Information related to the content requests of users, namely the

time slot o(u, r) when the request is made, deadline d(u, r), and
the requested content of each request h(u, r).

– Downloading cost of one unit of data from the cache cb.

– Downloading cost of one unit of data from the server cs.

• Optimization task: minimizing the total cost of content downloading
Cdownload +Cupdate in which Cdownload and Cupdate are given by equa-
tions (3) and (4), respectively.

• Constraints:

– The used cache space must be less than or equal to capacity of the
cache in each time slot.

– The requested content of each user must be satisfied before the
deadline of the request either from the cache or from the server.

3.3 Problem Formulation

In general, as the popularity of contents changes over time, storing popular
contents in each time slot will reduce the downloading cost, but it significantly
increases the updating cost. On the other hand, if the stored contents remain
unchanged over the time slots, the updating cost is low, but the downloading
cost will be high. Based on this, our optimization problem is to minimize the
total cost consisting of the downloading and the updating cost by optimizing
decisions in terms of caching the contents over the time slots. SCCD can be
formulated as an integer linear program (ILP) and shown in (5).

Constraints (5b) indicate that the total amount of cache space used for stor-
ing the contents is less than or equal to the cache capacity in each time slot.
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(ILP) min
x,a,y

Cdownload + Cupdate (5a)

s.t.
∑
f∈F

xtf lf ≤ S, t ∈ T (5b)

atf ≥ xtf − x(t−l)f , t ∈ T \ {1}, f ∈ F (5c)

atf ≤ 1− x(t−1)f , t ∈ T \ {1}, f ∈ F (5d)

atf ≤ xtf , t ∈ T \ {1}, f ∈ F (5e)

a1f = x1f , f ∈ F (5f)

yurt ≤ xth(u,r), u ∈ U , r ∈ Ru, t ∈ D(u,r) (5g)
d(u,r)∑

t=o(u,r)

yurt ≤ 1, u ∈ U , r ∈ Ru (5h)

xtf , atf ∈ {0, 1}, t ∈ T , f ∈ F (5i)

yurt ∈ {0, 1}, u ∈ U , r ∈ Ru, t ∈ D(u,r). (5j)

Constraints (5c), (5d), (5e), and (5f) together ensure that atf is one if and only
if the cache does not store content f in time slot t − 1, but stores the con-
tent in time slot t. Constraints (5g) state that yurt can take value one only if
xth(u,r) = 1, i.e., content h(u, r) is stored in the cache in time slot t. Con-
straints (5h) say that request r from user u is met in at most one of the time
slots between the time slot of request and its deadline. The most important
notation related to the ILP is summarized in Table 2.

ILP (5) can be solved by an off-the-shelf integer programming algorithm
from optimization packages. However, for large-scale problem instances solv-
ing the problem needs significant computational effort. Therefore, we develop
a column generation algorithm and rounding mechanism, presented in Section
5, to obtain near-to-optimal solutions of SCCD.

Table 2: Notation related to ILP.
Notation Definition
yurt binary variable that equals one if the r-th request of user u is downloaded in time slot

t, and zero otherwise
xtf binary variable that takes value one if and only if content f is stored in time slot t
atf binary variable that equals one if and only if the cache does not store content f in time

slot t− 1, but stores the content in time slot t
Cur downloading cost for user u to obtain the content requested in the r-th request
Cu downloading cost for completing all requests of user u
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4 Problem Reformulation

In combinatorial optimization, a problem can often be modeled using sev-
eral different mathematical formulations. These formulations are equivalent
in terms of the optimal objective function value. However, they may perform
very differently, and in many cases one formulation may enable a solution ap-
proach that cannot be derived via the others. In this section, we provide a
reformulation of SCCD that enables a column generation algorithm. We will
see in Section 7 that the algorithm achieves near-to-optimal solutions.

We define sequence xf = [x1f , x2f , . . . , xTf ]
T to represent the caching

solution of content f over the T time slots. As xtf ∈ {0, 1} for t ∈ T , in
total K = 2T possible sequences exist for content f . Denote by K a set,
with K = {1, 2, . . . ,K}. The cardinality of K is large. As will be explained
in Section 5, we do not need to have K. The proposed solution approach
starts with sequence [0, . . . , 0]T and generates iteratively an optimal subset
of K via a column generation algorithm. Denote by wfk a binary variable
where wfk = 1 if and only if the k-th sequence of content f is selected,
otherwise zero. Exactly one of them is used in the solution of the problem,
thus

∑K
k=1wfk = 1. For any given sequence, the total cost of the sequence

can be calculated as the sequence contains known caching decisions. The total
cost for content f with respect to the k-th sequence is denoted by Cfk and is
expressed in (6). Denote by constants x

(k)
tf , y(k)urt, and a

(k)
tf the values of xtf ,

yurt, and atf with respect to the k-th sequence, respectively.

Cfk =

U∑
u=1

Ru∑
r=1

lh(u,r)[cb

d(u,r)∑
t=o(u,r)

y
(k)
urt + cs(1−

d(r,h)∑
t=o(r,h)

y
(k)
urt)]

+

T∑
t=1

lfcsa
(k)
tf .

(6)

Based on the above notion, SCCD is reformulated as (7). Constraints (7b)
formulate cache capacity over the time slots. These constraints have the same
effect as constraints (5b). Constraints (7c) say that exactly one sequence has
to be selected for each content. Constraints (5c)-(5h) are implicitly handled in
the definition of the sequence, because the sequence tells a complete caching
solution over time of one content, and consequently the values of y(k)urt and a

(k)
tf

can be determined from the values of the sequence. Therefore, we do not need
them anymore in form of explicit constraints as in (5).

As can be seen both (5) and (7) are valid optimization formulations of
SCCD. However they differ in structure.

Theorem 2. Denote by vLP and v′LP the optimal values of the linear program-
ming relaxations of (5) and (7), respectively. We have vLP ≤ v′LP .
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min
w

∑
f∈F

∑
k∈K

Cfkwfk (7a)

s.t.
∑
f∈F

∑
k∈K

lfx
(k)
tf wfk ≤ S, t ∈ T (7b)

∑
k∈K

wfk = 1, f ∈ F (7c)

wfk ∈ {0, 1}, f ∈ F , k ∈ K. (7d)

Proof. Denote by w̄ any feasible solution of (7) in which the last constraint is
relaxed to 0 ≤ wfk ≤ 1, f ∈ F , k ∈ K. Define x̄tf =

∑
k∈K x

(k)
tf w̄fk, ātf =∑

k∈K a
(k)
tf w̄fk f ∈ F , k ∈ K, and ȳurt =

∑
k∈K y

(k)
urtw̄fk, u ∈ U , r ∈

Ru, t ∈ D(u,r). Note that, due to (7d), the defined entities are convex combi-
nations of their corresponding values in the sequence set K. Hence the values
of x̄, ā, and ȳ are all between zero and one, i.e., they satisfy (5i) and (5j).

Consider linear inequality (5c). For any content f and sequence k ∈ K,
it is obvious that x(k)tf , a(k)tf , and x

(k)
(t−1)f satisfy the constraint. It follows from

the fact that any convex combination of the inequalities defined for k ∈ K
remains feasible with respect to the constraint. Hence x̄tf , ātf , and x̄(t−1)f

satisfy (5c). The same arguments apply to (5d)-(5h). That (5b) is satisfied
by x̄ following directly its definition x̄tf =

∑
k∈K x

(k)
tf w̄fk and (7b). Finally,

from the definitions of (5a) and (6), w̄ in (7) gives the same objective function
value as x̄, ā, and ȳ in (5).

By the above, for any solution of the linear programming approximation
of (7), there is a corresponding solution with the same objective function value
in the linear programming approximation of (5), i.e., the solution space of the
former is a subset of that of the latter. Hence the conclusion.

By Theorem 2, the optimum of the linear programming approximation of
(7), is promising as a tight lower bound of the global optimum. Moreover,
an algorithm based on (7) is more likely to be able to exploit the underlying
structure of our optimization problem.

5 Algorithm Design

In this section, we present our solution approach. We first consider the con-
tinuous version of formulation (7) and apply column generation to derive its
global optimum. This gives obviously a lower bound to the global optimum
of SCCD. Next, if the solution obtained from the column generation algorithm
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(CGA) is fractional, we use a tailored rounding algorithm (TRA) to obtain in-
teger solutions. Using TRA, some of the decisions in terms of caching will be
fixed and CGA will be used again to resolve the new problem subject to these
decisions. This process will continue until an integral solution is obtained.
We refer to this solution approach as repeated column generation algorithm
(RCGA).

5.1 Column Generation Algorithm

Column generation is a concept in optimization that can be used to solve some
structured linear programming problems. The idea of column generation is
discussed in [34]. For its applications, see for example [35–37]. Column gen-
eration can reduce the computational complexity for solving large-scale sce-
narios [34]. The main advantage of using column generation is that the optimal
solution can be obtained without the need of considering the set of all possi-
ble columns of which the number is typically exponentially many. However,
whether or not one can apply column generation to a particular problem at
hand is not known a priori. In other words, one needs to investigate if there
is some reformulation of the problem that enables a column generation algo-
rithm. In addition, given a reformulation, how to apply column generation is
also subject to investigation. Finally, the way of designing CGA has to be
problem-tailored, namely, there is no universal design.

In column generation, the problem under consideration is decomposed into
a so called master problem (MP) and a subproblem (SP). The algorithm iter-
ates between a restricted MP (RMP) and SP. The idea is to start with a very
limited set of columns. The algorithm solves the SP to generate one or multi-
ple new columns that improve the objective function of the RMP. This process
is repeated until no improving column exists. In SCCD, a column is defined as
a value assignment of sequence [x1f , x2f , . . . , xTf ]

T.

5.1.1 MP and RMP

MP is the continuous version of formulation (7). CGA starts with a small
subset K′

f ⊂ K for any content f ∈ F . This leads to a so-called restricted
version of the MP problem referred to as RMP, which is expressed in (8).
Denote by K ′

f the cardinality of K′
f .

5.1.2 Subproblem

The SP uses the dual optimal solution to generate new columns. Denote by
w∗ the optimal solution of (8). Denote by π∗ and β∗ the optimal values of
the corresponding dual variables of constraints (8b) and (8c), respectively.
Here, w∗ = {w∗

fk, f ∈ F and k ∈ K′
f}, π∗ = [π∗

1, π
∗
2, . . . , π

∗
T ]

T and
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(RMP) min
w

∑
f∈F

∑
k∈K′

f

Cfkwfk (8a)

s.t.
∑
f∈F

∑
k∈K′

f

lfx
(k)
tf wfk ≤ S, t ∈ T (8b)

∑
k∈K′

f

wfk = 1, f ∈ F (8c)

0 ≤ wfk ≤ 1, f ∈ F , k ∈ K′
f . (8d)

β∗ = [β∗
1 , β

∗
2 , . . . , β

∗
F ]

T. After obtaining w∗, checking if w∗ is the optimum
of MP can be determined by finding a column with the minimum reduced cost
for each content f ∈ F . If all these values are nonnegative, then the current so-
lution is optimal. Otherwise, we add the columns with negative reduced costs
to their respective sets.

Given (π∗,β∗), the reduced cost of content f ∈ F for column xf =

[x1f , x2f , . . . , xTf ] is Cf −
∑T

t=1 lfπ
∗
t xtf − β∗

f . Here, Cf is expression (6)

in which y
(k)
urt and a

(k)
tf are replaced with their counterparts of optimization

variables. To find the column with minimum reduced cost for content f ∈ F ,
we need to solve subproblem SPf , shown in (9). Denote by x∗

f the optimal
solution of SPf , i.e., x∗

f = [x∗1f , x
∗
2f , . . . , x

∗
Tf ]

T. If the reduced cost of x∗
f is

negative, we add x∗
f to K′

f . Note that term −β∗
f is a constant and thus dropped

from the objective function.

(SPf ) min
x,a,y

Cf −
T∑
t=1

lfπ
∗
t xtf (9a)

s.t. atf ≥ xtf − x(t−1)f , t ∈ T \ {1} (9b)

atf ≤ xtf , t ∈ T \ {1} (9c)

atf ≤ 1− x(t−1)f , t ∈ T \ {1} (9d)

a1f = x1f (9e)

yurt ≤ xth(u,r), u ∈ U , r ∈ Ru, t ∈ D(u,r) (9f)
dur∑

t=our

yurt ≤ 1, u ∈ U , r ∈ Ru (9g)

xtf , atf ∈ {0, 1}, t ∈ T (9h)

yurt ∈ {0, 1}, u ∈ U , r ∈ Ru, t ∈ D(u,r). (9i)

Even though SPf is an ILP, we show that it can be solved in polynomial
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Cf −
∑
t∈T

lfπ
∗
tfxtf

=
∑
u∈U

∑
r∈Ru:h(u,r)=f

lf [

d(u,r)∑
k=o(u,r)

yurkcb + (1−
d(u,r)∑

k=o(u,r)

yurk)cs] +

T∑
t=1

lf (cs − cb)atf −
T∑

t=1

lfπ
∗
tfxtf

=
∑
u∈U

∑
r∈Ru:h(u,r)=f

lf cs︸ ︷︷ ︸
Qf

+

lf (cs − cb)︸ ︷︷ ︸
qf

a2f + (−lfπ
∗
2)︸ ︷︷ ︸

p2f

x2f

−


∑
u∈U

∑
r∈Ru:

h(u,r)=f
o(u,r)=1 or 2
d(u,r)≥2

lf (cs − cb)yurk


︸ ︷︷ ︸∑2

i=1 g
≥2
it

.
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Figure 2: Graph of the shortest path problem for SPf .

time by mapping to a shortest path problem.

5.2 Subproblem as a Shortest Path Problem

For SPf , we construct an acyclic directed graph where finding the shortest path
from defined source to distention is equivalent to solving the subproblem. De-
note by Qf the total downloading cost for content f when all requests over all
time slots are served from the server, i.e., Qf =

∑
u∈U

∑
r∈Ru:h(u,r)=f lfcs.

Denote by qf = lf (cs − cb) the updating cost when the content is not stored
in the previous time slot, but is stored in the current time slot. Denote by
ptf = −lfπ∗

t the cost related to the dual optimal solution in time slot t. De-
note by g≥d

tf the cost of the requests made for content f in time slot t with
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deadline greater than or equal to time slot d, that is:

g≥d
tf =

∑
u∈U

∑
r∈Ru:

h(u,r)=f
o(u,r)=t
d(u,r)≥d

lf (cs − cb).

(11)

The graph is shown in Fig. 2. We first introduce the vertices and then
the arcs. Two vertices Sf and Df are defined to represent the source and
destination, respectively. V00f is a vertex representing x0f = 0. For time
slot t ∈ T , in total t + 1 vertices are defined, represented by Vt1f and V k

t0f ,
k ∈ {0, . . . , t− 1}. Vertex Vt1f represents decision xtf = 1 and vertices V k

t0f ,
k ∈ {0, . . . , t − 1}, represent decision xtf = 0 for the following scenarios.
Vertex V 0

t0f indicates that the content has not been stored in the cache in time
slots 1, . . . , t, i.e., xjf = 0 for j ∈ {1, . . . , t}. Vertex V k

t0f , k ∈ {1, . . . , t −
1}, indicates the content has been in the cache in time slot k, but not in the
subsequent time slots until time slot t, i.e., xkf = 1 and xjf = 0 for j ∈
{k + 1, . . . , t}. These vertices are defined to trace the most recent time slot
that the content was in the cache. Tracing enables to define the cost of each arc
with respect to deadline.

Now, we introduce the arcs and their weights. There is an arc from Sf to
V00f with weight Qf . For time slot 1, there are two outgoing arcs from V00f ,
one to V11f with weight qf −p1f −g≥1

1f and the other to V 0
10f with weight zero.

Consider time slot t ∈ {2, . . . , T}, for vertex Vt1f there are t incoming arcs
such that one comes from V(t−1)1f with weight ptf −g≥t

tf , and the others come

from V k
(t−1)0f for k ∈ {0, . . . , t − 2} with weight qf + ptf −

∑t
i=k+1 g

≥t
if ,

respectively. Selecting vertex V k
(t−1)0f in the path means that no request has

been served in time slots k+1, . . . , t as xjf = 0 for j ∈ {k+1, . . . , t}, hence
the third term in the weight is defined to serve all requests that are made in
time slots k+1, . . . , t with deadline later than or equal to time slot t. For each
vertex V i

t0f , i ∈ {0, . . . , t − 2}, there is one incoming arc from V i
(t−1)0f with

weight zero. For vertex V t−1
t0f the arc comes from V(t−1)1f with weight zero.

There are T + 1 arcs from vertices VT1f and V i
T0f to Df all having weight

zero.

Theorem 3. For each content f ∈ F , SPf can be solved in polynomial time
as a shortest path problem.

Proof. We show that the optimal solution of the subproblem can be obtained
from the shortest path of the graph defined above. Assume the optimal solution
of SPf , i.e., x∗, a∗, and y∗ are given. The path is constructed as follows. One
of the following three scenarios may happen in time slot t ∈ T . First, if
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xtf = 1, the vertex on the path is Vt1f . Second, if x1f = · · · = xtf = 0,
the next vertex is V 0

t0f . Third, if xif = 1 for time slot i ∈ {1, . . . , t − 1} and
xjf = 0 for all j = i + 1, . . . , t, the next vertex is V i

t0f . By construction of
the graph, this path from Sf to Df gives the same objective function of SPf as
x∗, a∗, and y∗.

Conversely, assume the shortest path is given. For time slot t, if the path
contains one of the vertices V i

t0f for i ∈ {0, . . . , t−1}, we set xtf = 0. Other-
wise, the path contains vertex Vt1f , and we set xtf = 1. As soon as the values
of xtf for t ∈ T and f ∈ F are known, the values of atf for t ∈ T and f ∈ F
and yurt for u ∈ U , f ∈ F , and t ∈ D(u,r) = {o(u, r), . . . , d(u, r)} can be eas-
ily determined. The value of yurt is set to the first time slot that the request can
be served. By the construction of the graph, this solution gives the same objec-
tive function value as the shortest path. To clarify why this is correct we give
an example. Assume that the shortest path Sf , V00f , V

0
10f , V21f , V

2
30f , ..., Df

is given which has length Qf + qf + a2f −
∑2

i=1 g
≥2
if . Then, we set xtf = 0

for t ∈ T \ {2} and x2f = 1, a2f = 1, and yurt = 1 for all requests that can
be served in time slot 2. With these setting of variables, the objective function
has the same value as the length of the shortest path, as shown in (10). Based
on the rationale illustrated in the example, it is straightforward to conclude the
correctness in general.

Finally, the shortest path problem can be solved in polynomial time [38].
Hence, the conclusion.

The CGA is shown in Algorithm 1. The algorithm first initializes K′
f for

f ∈ F with sequence 0T . Next, CGA solves the RMP and obtains the optimal
values of dual variables. After that, the SP is solved for each content. For the
content f ∈ F with most negative reduced cost, the corresponding column will
be added to K′

f . If all reduced costs are non-negative, Algorithm 1 terminates.
This process is illustrated in the flowchart shown in Figure 3.

5.3 Rounding Algorithm

As the solution obtained from the RMP (i.e., w∗) may be fractional, we need a
mechanism to obtain a feasible integer solution. One straightforward way is to
round the fractional elements of w∗. However, this way of rounding has some
limitations. First, the solution may easily become infeasible. Second, even if
the solution is feasible, it may be far from the global optimum. Third, when
an element of w∗, say wfk, becomes fixed in value, the caching decisions of
content f for all time slots are made, and consequently there is no opportunity
to improve the solution of content f .

In order to overcome the above limitations, we make a rounding decision
for one content and one time slot at a time. More specifically, the caching
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Algorithm 1: Column Generation Algorithm (CGA)
Input: S, cb, cs, lf for f ∈ F , o(u, r), h(u, r) and d(u, r) for

t ∈ T , u ∈ U , f ∈ F , r ∈ {1, . . . , Ru}
Output: w∗

1: K′
f ← {0T}, f ∈ F

2: STOP← 0
3: while (STOP= 0) do
4: Solve RMP and obtain w∗ and (π∗,β∗)
5: STOP← 1
6: for f = 1 to F do
7: Solve SPf using (π∗,β∗) and obtain x∗

f

8: if C∗
f −

∑T
t=1 lfπ

∗
t x

∗
tf − β∗

f < 0 then
9: K′

f ← K′
f ∪ {x∗

f}
10: STOP← 0
11: Return w∗ as the optimal solution

decision of content f in time slot t is made based on the value of ztf , and ztf
is the sum of those elements of w∗ such that the corresponding columns store
content f in time slot t, that is, ztf =

∑
k∈K′

f
x
(k)
tf w∗

fk. In fact, the value of ztf
can be viewed as an indicator of how probable it is to store content f in time
slot t at optimum. In the following we prove a relationship between z and w∗

and then base our algorithm on this result.

Theorem 4. For any content f ∈ F and k ∈ Kf , w∗
fk is binary if and only if

every element of zf is binary, where zf = [z1f , z2f , . . . , zTf ].

Proof. For necessity, for any content f ∈ F , if w∗
fk is binary for any k,

k ∈ K′
f , it is obvious that all elements of zf are binary. Now, we prove

the sufficiency. For any content f ∈ F , assume that every element in zf is
binary. Assume that w∗

fk is larger than zero for k ∈ K′′
f ⊆ K′. As element

ztf =
∑

k∈K′′
f
x
(k)
tf w∗

fk is either zero or one, the value of x
(k)
tf for k ∈ K′′

f

must be either all zero or all one. Otherwise, as
∑

k∈K′′
f
wfk = 1, one of

the elements of zf will become fractional. This means that all columns cor-
responding to w∗

fk for k ∈ K′′
f must be the same. Having two columns with

the same values violates the fact that the sequences of any two w∗
fk differ in at

least one element. Therefore, for any content f ∈ F , if ztf is binary for any
t ∈ T , then w∗

fk is an binary for any k ∈ K′
f . Hence the proof.

The core of TRA is as follows. First, TRA makes a caching decision based
on the distance of ztf to 0 and 1. If ztf is closer to 1 and there is enough
cache capacity, the decision is to store content f in time slot t. Otherwise,
the content is not stored in this time slot. Second, when a caching decision
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is made, the decision will remain in all subsequent iterations. Third, the CGA
will be applied subject to the decisions made earlier to obtain the new w∗. This
process is repeated until a feasible integer solution is obtained.

Based on how many decisions are made per iteration, a family of algo-
rithms can be proposed. TRA makes the caching decisions gradually. Specifi-
cally, TRA fixes the caching decision of content f in time slot t if ztf = 1, i.e.,
the distance to one is zero. For the fractional values of z, TRA fixes only one
decision per iteration. It fixes the caching decision of content f in time slot t
if among all z-variables ztf is the closest to zero or one.

An important observation is that the SPf , f ∈ F , with the giving caching
decisions still can be solved via shortest path. If xtf = 1, we simply remove
vertices V i

j0, for j = t, . . . , T and i = 1, . . . , t, and the arcs connected to these
vertices from the graph. If xtf = 0, we remove vertex Vt1 and its connected
arcs.

The full steps of TRA is presented in Algorithm 2. Symbol ← is used
when a value is assigned to a programming variable and symbol ⇔ is used
when an optimization variable is fixed to a value. The details of TRA are as
follows. First, in Line 1, z is calculated. For each t ∈ T and f ∈ F , if ztf
has value one, then TRA fixes xtf = 1 in SPf by Line 2. In addition, as xtf
is fixed to one, the columns in K′

f that have value zero in time slot t cannot
be used any more and they are discarded. To achieve this, we fix wfk = 0,
k ∈ K′

f , if x(k)tf = 0. This is done by Line 3.
Second, as long as w∗ is not an integer solution, then by Theorem 4 at least

one element of z must be fractional. The fractional value of z being nearest to
zero, its corresponding time slot, and content are calculated by Lines 4-5, and
these are denoted by

¯
z,
¯
t, and

¯
f respectively. Likewise, the fractional value of

z being nearest to one, its corresponding time slot, and content are calculated
by Lines 6-7, and these are denoted by z̄, t̄, and f̄ respectively. If

¯
z is less than

z̄, TRA fixes the value of time slot
¯
t to zero by Line 9. Furthermore, those

columns not compatible with the decision are discarded from K′
f̄
. This is done

by Line 10. Otherwise, TRA checks whether there is enough spare space to
store content f̄ . If yes, then the value of time slot t̄ is fixed to one in SPf̄ by
Line 12, and the columns with value zero in time slot t̄ are discarded from K′

f̄

by Line 13. If no, the value of time slot t̄ is fixed to zero by Line 15 and the
columns with value one in time slot t̄ are discarded from Kf̄ by Line 16.

Third, TRA fixes xtf = 0 for the contents that have size larger than the
remained spare cache space. This is done by Lines 21-23.

Finally, the above operations may lead to discarding all columns of a con-
tent such that the RMP becomes infeasible. To avoid this, an auxiliary col-
umn for each content is added such that the column has value one in the time
slots that are fixed to one so far, and zero in the other time slots. This is ac-
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complished by Line 25. Note that the fixed variables remain in effect in all
subsequent iterations of RCGA.

Algorithm 2: Tailored Rounding Algorithm (TRA)

Input: w∗, x(k)
tf , t ∈ T , f ∈ F , k ∈ Kf

1: Compute z = {ztf , t ∈ T , f ∈ F}, where ztf =
∑

k∈K′
f
x
(k)
tf w∗

fk

2: xtf ⇔ 1 in SPf if ztf = 1, t ∈ T , f ∈ F
3: yfk ⇔ 0 in RMP if x(k)

tf = 0, k ∈ K′
f , t ∈ T , f ∈ F

4:
¯
z ← min{ztf |ztf > 0 and ztf < 1}

t∈T ,f∈F
5: (

¯
t,
¯
f)← argmin{ztf |ztf > 0 and ztf < 1}

t∈T ,f∈F
6: z̄ ← min{1− ztf |ztf > 0 and ztf < 1}

t∈T ,f∈F
7: (t̄, f̄)← argmin{1− ztf |ztf > 0 and ztf < 1}

t∈T ,f∈F
8: if (

¯
z < z̄) then

9: x
¯
t
¯
f ⇔ 0 in SP

¯
f

10: y
¯
fk ⇔ 0 if x(k)

¯
t
¯
f = 1, k ∈ K′

¯
f

11: else if (lf̄ ≤ S′) then
12: xt̄f̄ ⇔ 1 in SPf̄

13: yf̄k ⇔ 0 if x(k)

t̄f̄
= 0, k ∈ K′

f̄

14: else
15: xt̄f̄ ⇔ 0 in SPf̄

16: yf̄k ⇔ 0 if x(k)

t̄f̄
= 1, k ∈ K′

f̄

17: for t = 1 to T do
18: F ′ ← {f ∈ F|xtf is fixed to one}
19: S′ ← S −

∑
f∈F ′ lf

20: for f ∈ F\F ′ do
21: if lf > S′ then
22: xtf ⇔ 0 in SPf

23: yfk ⇔ 0 in RMP if x(k)
tf = 1, k ∈ K′

f

24: for f = 1 to F do
25: K′

f ← K′
f ∪ {[x1f , . . . , xTf ]

T } where xtf = 1, t ∈ T , if xtf is previously
fixed to one and xtf = 0 otherwise

5.4 Framework of RCGA

Note that as none of the variables in the SPs or RMP is fixed when CGA is ap-
plied for the first time (i.e., in the first iteration of Algorithm 3), the cost from
CGA provides a lower bound to the global optimum of SCCD. This lower
bound can be used to measure the effectiveness of the final solution from Al-
gorithm 3 or the solution obtained from any other suboptimal algorithm. The
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RCGA framework is shown in Algorithm 3 and flowchart 3. The most impor-
tant notation related to the RCGA is summarized in Table 3.

The complexity of RCGA is fundamentally determined by the equivalence
relation between optimization and the so called separation problem [39], and
the implication of the ellipsoid method for linear programming [40]. More
specifically, solving (7) with CGA is equivalent to optimizing its dual by cut-
ting plane [34]. The separation problem is nothing but our subproblem. By the
notion of the ellipsoid method, the complexity until convergence is O(n4) [40,
Chapter 8], where n is the number of variables in the dual (which equals the
number of constraints of (7), i.e., n = F + T ). To account for the complexity
of solving the SP, note that there are F contents, and for one content find-
ing the shortest path has the complexity in the order of the number of arcs,
which is O(T 2), cf. Fig. 2. Thus the SP has complexity of O(FT 2). Finally,
the complexity incurred due to rounding is bounded by FT . Hence the over-
all complexity of RCGA becomes O(n4(T 2F )(TF )). Thus, RCGA has the
property of polynomial running time of the problem input size, meaning that
RCGA is a scalable algorithm, in contrast to exponential-time algorithms.

Algorithm 3: Framework of RCGA
1: STOP← 0
2: while (STOP= 0) do
3: Apply CGA with fixed variable values so far and obtain w∗

4: if (w∗ is an integer solution) then
5: STOP← 1
6: else
7: Apply TRA to w∗

Table 3: Notation related to column generation.
Notation Definition
wfk binary variable that equals one if and only if the k-th sequence of content f is selected,

otherwise zero
xf indicates sequence/column [x1f , x2f , . . . , xTf ]

T that represents the caching solu-
tion of content f over the T time slots

K set of all sequences with cardinality K
K′

f set of generated columns for content f with cardinality K′
f

x
(k)
tf value of xtf with respect to the k-th sequence

y
(k)
urt value of yurt with respect to the k-th sequence
a
(k)
tf value of atf with respect to the k-th sequence

Cfk the total cost of the k-th sequence for content f
π∗ the optimal values of the corresponding dual variables of constraints (8b)
β∗ the optimal values of the corresponding dual variables of constraints (8c)
ztf an indicator that shows how probable is to store content f in time slot t
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Solve RMP

No

Yes

No

End

Start

Yes

Solve SP Add column

Algorithm 2

Algorithm 1

Is reduced cost<0

Integer Solution?

Inspect the fractional values in z

and make a decision accordingly

If ztf = 1 and there is enough

capacity, store content f in slot t

Figure 3: Flowchart of RCGA showing the cores of Algorithms 2 and 3, and
how they interact with each other.

6 Greedy Algorithms

In this section, we consider greedy algorithms. We develop and adapt two
caching algorithms in the literature, i.e., popularity-based caching (PBC) [41]
and random-based caching (RBC) [42]. Both greedy algorithms deal with one
time slot at a time. In PBC, a content is chosen as a candidate to be stored
in the cache based on how frequently it is requested. In RBC, the candidate
content will be chosen randomly and proportionally to its popularity. That is,
the higher a requested content is, the more likely this content will be selected
as a candidate content. Popularity of content f in time slot t is modeled by the
total number of the requests that must to be satisfied in this time slot, namely,
all requests with deadline t. Denote by Ptf the set of these requests for content
f in time slot t. Denote by Ptf the cardinality of set Ptf . Ptf can be computed
as:

Ptf = {(u, r) : u ∈ U , r ∈ Ru, h(u, r) = f, d(u, r) = t} (12)

The flow of the two algorithms is similar and a general description is as
follows. The time slots will be considered one by one starting from the first
time slot. The cache is initialized with size of S units of spare capacity. For
each time slot under consideration, the algorithms treat contents one by one
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based on popularity in PBC and randomness in RBC. Once a content is selected
as a candidate to be stored in the cache, the algorithms use an updating strategy
based on the one in [43] to decide whether to store the content in this time
slot. The updating strategy is as follows. For candidate content f , one of the
following scenarios may arise:

1. If there is no enough spare space in the cache to store content f , the
algorithms set xtf = 0.

2. If the cache has enough spare space and the content was stored in the
previous time slot, the decision is to keep the content, i.e., xtf = 1.

3. If there is enough spare space but the content needs to be downloaded
from the server, then the algorithms store the content if it is at least as
popular as some of the stored contents in the previous time slot. Specif-
ically, content f should be at least popular as the least popular contents
with total size similar to lf . This comparison is due to the fact that stor-
ing the candidate content leads to deleting the contents that were in the
cache in the previous time slot. Thus, it is beneficial to put this content
in the cache only if it is at least as popular as them.

Both algorithms are of polynomial-time complexity O(TF 2). Because for
each time slot the algorithms go through all consents, and for each content
there is a while-loop that repeats at most O(F ) times. We see that the greedy
algorithms have lower complexity than RCGA. However, as will be shown
below, this comes at the cost of significantly lower performance in terms of
minimizing the total cost.

7 Performance Evaluation

In this section, we conduct simulations to evaluate the performance of RCGA,
PBC, and RBC by comparing them to the lower bound of global optimum;
the lower bound is hereafter referred to as LB. As explained in Section 5.4,
the LB is provided by the solution of the first iteration of Algorithm 3. In
general, deviations of RCGA, PBC, and RBC from global optimum are hard
to obtain, because it is difficult to calculate the global optimum of SCCD as it
is an NP-hard problem. Therefore, we use the LB to measure the effectiveness
of the algorithms because the deviation to the global optimum cannot exceed
the deviation to the LB. Hereafter, we refer to the relative deviations of RCGA,
PBC, and RBC from LB as the (worst-case) optimality gaps.
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Algorithm 4: The flow of PBC and RBC
Input: S, lf , cb, and cs
Output: x

1: xf0 ← 0,∀f ∈ F
2: for t = 1 to T do
3: S′ ← S
4: Calculate Ptf , f ∈ F
5: PBC: sort contents based on their popularity and put them in the sorted order

in set F
6: RBC: select contents randomly proportionally to their popularity and put

following resulting order in set F
7: for f = 1 to F do
8: if lf > S′ then
9: xtf ← 0

10: else if (lf ≤ S′ and x(t−1)f = 1) then
11: xtf ← 1
12: S′ ← S′ − lf
13: else if (lf ≤ S and x(t−1)f = 0) then
14: Ψ← {i ∈ {f + 1, . . . , F}|x(t−1)i = 1}
15: Edel ← 0
16: ldel ← 0
17: while (ldel ≤ lf and |Ψ| > 0) do
18: Edel

t ← Edel
t +min

f∈Ψ
{Ptf}

19: f ′ ← argmin
f∈Ψ

{Ptf}

20: ldel ← ldel + lf ′

21: Ψ← Ψ \ {f ′}
22: if Ptf ≥ Edel then
23: xtf ← 1
24: S′ ← S′ − lf
25: else
26: xtf ← 0
27: return x
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7.1 Simulation Setup

For the simulation setup, we set T = 24 where each time slot has a length
of one hour [44, 45]. Similar to the works in [26, 46], we set U = 600 and
F = 200 where the sizes of contents are uniformly generated within interval
[1, 10]. The capacity of the cache is set as S = ρ

∑
f∈F lf . Here, ρ ∈ [0, 1]

is a parameter that shows the size of cache in relation to the total size of all
contents. The number of requests for each user is uniformly distributed in
interval [1, 10]. o(u, r), u ∈ U and r ∈ Ru, are randomly selected between
time slots 1 and T . The deadlines of content requests are uniformly selected in
interval [o(u, r), o(u, r) + α(T − o(u, r))] in which α indicates the tightness
of deadlines. We will show the impact of α on the system cost.

Same as many works (e.g., [4]) in the literature, the content popularity
distribution is modeled by a ZipF distribution, i.e., the probability that a user
requests the f -th content is f−γ∑

i∈F i−γ . Here γ is the shape parameter of the
ZipF distribution and is set to γ = 0.56 [4]. The requests for contents are gen-
erated with varying content popularity over time. We will vary the parameters
α, T , U , F , ρ, and γ in the simulations to show their impact on the system
cost.

7.2 Performance Comparison

The performance results of algorithms are reported in Figs. 4-9. The lines in
black, green, blue, and red represent the costs originating from the LB, RCGA,
PBC, and RBC, respectively. The curves of RCGA and the LB are virtually
overlapping in all figures, and the optimality gap of RCGA is consistently at
most 1.6%, thus the RCGA performance is impressive when it comes to so-
lution quality. RCGA, based on reformulation (7), is able to mathematically
exploit well the problem’s underlying structural properties. In particular, by
Theorem 2, the LP approximation of (7) outperforms that of the straightfor-
ward formulation (5). In the figures, the black curves are the lower bounds
via LP approximation, and the distance to the global optimum can be no more
than that to the lower bound. That is why the results of RCGA (the green
curves) are almost overlapping the lower bound; it demonstrates that RCGA’s
performance is very close to global optimum. RCGA outperforms both PBC
and RBC because RCGA exploits the mathematical structure of the problem
to obtain high-quality solutions. For the greedy algorithms, PBC outperforms
RBC, because PBC tries to store more frequently requested contents, and con-
sequently satisfies more requests from the cache which leads to better solutions
than RBC.

Fig. 4 shows the impact of tightness of deadlines on the cost. Larger value
of α means less stringent deadline, and thus the system has more opportunities
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Figure 4: Impact of α on cost when T = 24, U = 600, F = 200, ρ = 0.5,
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Figure 5: Impact of T on cost when U = 600, F = 200, ρ = 0.5, γ = 0.56,
α = 1,cs = 10, and cb = 1.

to satisfy the requests via the cache. This should result in a lower cost. When α
increases from 0 to 1, the costs obtained from RCGA, PBC, and RBC decrease
by approximately 33%.

Fig. 5 shows the impact of number of time slots on the cost. In general,
larger T means more difficult scenarios for optimization since the size of prob-
lem increases. On the other hand, with larger T there are more opportunities to
update the cache, and more requests can be satisfied via the cache during the
time period. It can be seen that the optimality gaps of algorithms increase with
T . The costs decrease with respect to the number of time slots.

Figs 6 and 7 show the impact of U and F on the cost respectively. As can
be seen, the cost increases with respect to U and F . Obviously, this is because
with larger U , the total number of requests increases accordingly which leads
to a higher cost. Also, when F increases, the diversity of requested contents

107



400 500 600 700 800 900
3

3.5

4

4.5

5

5.5

6

6.5

7

C
o
st

10
4

LB

RCGA

PBC

RBC

Figure 6: Impact of U on cost when T = 24, F = 200, ρ = 0.5, γ = 0.56,
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Figure 7: Impact of F on cost when T = 24, U = 600, ρ = 0.5, γ = 0.56,
α = 1, cs = 10, and cb = 1.

increases, and as the cache capacity is limited, more requests need to be down-
loaded from the server which leads to a higher cost. In this case, utilizing the
cache capacity is more important.

In general, the optimality gaps of RCGA, PBC, and RBC slightly increase
with respect to U . We can say that even if the size of problem increases with U
(i.e., more difficult), the solution quality of algorithms slightly decreases. The
quality of solutions of RCGA does not decrease for all values of F , while the
optimality gaps of PBC and RBC increase by a few percentages. This shows
that RCGA can effectively utilize the cache capacity, while PBC and RBC are
not able to achieve this.

Fig. 8 shows the effect of cache size in relation to the total size of contents.
Larger ρ indicates more cache capacity, and means more opportunity to serve
the requests from the cache. Thus, when ρ grows from 0.1 to 0.9, the cost
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Figure 8: Impact of ρ on cost when T = 24, U = 600, F = 200, γ = 0.56,
α = 1, cs = 10, and cb = 1.

and optimality gaps obtained from RCGA, PBC, and RBC all significantly
decrease. RCGA has much better performance than both PBC and RBC when
γ = 0.1. The reason is that the capacity is extremely limited, and it is crucial
to utilize the capacity efficiently. RCGA is able to achieve this compared to
PBC and RBC. When the caching space increases, the costs and optimality
gaps start to decrease. When the caching space becomes excessively large
such that most of the requested contents can be stored in the cache, optimizing
the caching space becomes rather a trivial task and all algorithms have similar
performance.

Finally, Fig. 9 shows the impact of popularity of contents on the cost. As
can be seen the costs and optimality gaps decrease with respect to γ. Note that
when γ increases, the popularities of contents become more distinct and thus
it is easier for the algorithms to determine which contents should be stored in
the cache in order to achieve low cost.

8 Conclusions

This paper has investigated a content caching problem where the joint impact
of content downloading cost and deadline constraints are accounted for. First,
the problem is formulated as an integer linear program (ILP). Even though
the ILP can provide optimal solutions, it needs significant computational time
for large-scale problem instances. Thus, three algorithms are developed for
problem solving. The first one is a solution approach based on a repeated col-
umn generation algorithm (RCGA). The second and third algorithms are de-
veloped from popularity-based (PBC) and random-based caching (RBC) from
the literature. PBC and RBC are simple and fast and thus they are suitable for
very large-size problem instances. Simulation results have demonstrated that
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Figure 9: Impact of γ on cost when T = 24, U = 600, F = 200, ρ = 0.5,
α = 1, cs = 10, and cb = 1.

RCGA outperforms PBC and RBC algorithms and provides nearly optimal so-
lutions within approximately 1.6% gap of global optimum. In addition, simu-
lation results show that one-third of the system cost can be cut off when content
requests have longer deadlines. PBC and RBC are suitable for the scenarios
when the cache capacity is fairly large or the popular contents are apparent,
because for such scenarios they can provide solutions with qualities nearly the
same as RCGA. The RCGA can be useful in other problem settings where the
system has storage capacity, the time is slotted, and optimization consists of
scheduling storage decisions along time. An interesting extension of this work
is to consider combining RCGA with algorithms, such as machine learning,
that predict user content requests, and study their join impact on system per-
formance. Another line of extension is to take a cross-layer view, in order to
explore connections and potential synergy with physical-layer caching.
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Abstract

The notion of age of information (AoI) has become an important
performance metric in network and control systems. Information fresh-
ness, represented by AoI, naturally arises in the context of caching. We
address optimal scheduling of cache updates for a time-slotted system
where the contents vary in size. There is limited capacity for the cache
for making updates. Each content is associated with a utility function
that depends on the AoI and the time duration of absence from the cache.
For this combinatorial optimization problem, we present the following
contributions. First, we provide theoretical results of problem tractabil-
ity. Whereas the problem is NP-hard, we prove solution tractability in
polynomial time for a special case where all contents have the same size,
by a reformulation using network flows. Second, we derive an integer
linear formulation for the problem, of which the optimal solution can be
obtained for small-scale scenarios. Next, via a mathematical reformula-
tion, we derive a scalable optimization algorithm using repeated column
generation. In addition, the algorithm computes a bound of global op-
timum, that can be used to assess the performance of any scheduling
solution. Performance evaluation of large-scale scenarios demonstrates
the strengths of the algorithm in comparison to a greedy schedule. Fi-
nally, we extend the applicability of our work to cyclic scheduling.

1 Introduction

The research interest in age of information (AoI) has been rapidly growing in
the recent years. The notion of AoI has been introduced for characterizing the
freshness of information [1]. AoI is defined as the amount of time elapsed
with respect to the time stamp of the information received in the most recent
update. The AoI grows linearly between two successive updates. For a wide
range of control and network systems, e.g., status monitoring via sensors, AoI
has become an important performance metric.
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The AoI aspect arises naturally in the context of caching for holding con-
tent items with dynamic updates [2]. Consider a local cache for which updates
of content items take place via a network such as a backhaul link. Rather than
obtaining content items via the backhaul network, users can download them
from the cache if the content items of interest are in the cache, thus reduc-
ing network resource consumption. Due to limited backhaul network capacity,
not all content items can be updated simultaneously to the cache. Hence, at a
time point, the performance of caching depends on not only the cached content
items, but also how old these items are; the latter can be characterized by AoI.

We address optimal scheduling of cache updates, where the utility of the
cache is based on AoI. The system under consideration is time-slotted, with a
given scheduling horizon. The content items are of different sizes. Updating
the cache in a time slot is subject to a capacity limit, constraining which content
items that can be downloaded in the same time slot. Moreover, the cache
itself has a capacity. For each content item, there is a utility function that
is monotonically decreasing in the AoI, and because the content items differ
in popularity, the utility function is allowed to be content-specific and time-
specific. Moreover, when adding a content, the system distinguishes between
if this content was cached in the previous time slot, or it has been absent and
for how long. The former has lower utility as the incremental change in the
content itself is smaller. For every time slot, the optimization decision consists
of the selection of the content items to be updated in the cache, subject to
the network and cache capacity constraints. Thus the problem falls into the
domain of combinatorial optimization. The objective is to find the schedule
maximizing the total utility over the scheduling horizon.

Our work consists in the following contributions toward understanding and
solving the outlined AoI-driven cache optimization problem (ACOP).

• We provide theoretical results of problem tractability. Specifically, for
the special case where all contents have the same size and no cost of ab-
sence, the global optimum of ACOP admits polynomial-time tractability
(even if the problem remains combinatorial optimization). We establish
this result via mapping the problem to a graph, and proving that the op-
timal schedule is a minimum-cost flow in the graph. For non-uniform
content size, the problem is NP-hard due to the knapsack structure.

• We derive an integer linear programming (ILP) formulation for ACOP in
its general form, enabling the use of off-the-shelf optimization solvers to
approach the problem. This is particularly useful for examining the per-
formance of sub-optimal solutions for small-scale scenarios, for which
the global optimum is computed via ILP.

• We derive a mathematical reformulation, by considering sequences rep-
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resenting the evolution of the AoI over time for each content item. The
reformulation enables a scalable solution approach. Specifically, we
present a column generation algorithm that addresses the linear pro-
gramming (LP) version of the reformulation, by keeping only a small
subset of all possible sequences and augmenting the subset based on
the optimality condition. To obtain integrality, we present a rounding
concept based on disjunctions rather than on fractional variables, such
that column generation is repeated for improvement after rounding. Per-
formance evaluation demonstrates the strengths of the repeated column
generation algorithm in comparison to a greedy schedule. Moreover, as
the algorithm provides an optimality bound in addition to a problem so-
lution, it is possible to gauge performance even if the global optimum
is out of reach. Using the bound, our results show the algorithm consis-
tently yields near-to-optimal solutions for large-scale problem instances.

• Finally, we discuss the extension of our results to cyclic scheduling, i.e.,
the schedule is repeated in a cyclic manner. In this case, the AoI val-
ues at the beginning of the schedule are determined by the caching up-
dates made later in the schedule. We present adaptations, such that the
tractability analysis, the ILP formulation, and the repeated column gen-
eration algorithm all remain applicable.

2 Related Work

The notion of AoI was introduced in [1]. Generalizations to multiple informa-
tion sources have been studied in [3]. The aspect of queue management has
been introduced in [4, 5, 6]. Early application scenarios of AoI include channel
information [7] and energy harvesting [8]. In [9], the authors address optimal
update policy for AoI, and provide conditions under which the so called zero-
wait policy is optimal. In [10], the authors have considered AoI under a pull
model, where information freshness is relevant (only) when the users are inter-
ested in the information. For transmission scheduling with AoI minimization,
[11] considers a system model with error probability of transmission, and [12]
proposes algorithms for multiple link scheduling with presence of interference.
We refer to [13] for a comprehensive survey of research on AoI. Below we
outline very recent developments that demonstrate a rapidly growing interest
in the topic.

One line of research has consisted in sampling, scheduling, and updat-
ing policies for various system models that have queuing components with
AoI as the performance objective. In [14], the scenario has multiple source-
destination pairs with a common queue, along with a scheduler. In [15], the
authors have investigated optimal sampling strategies addressing AoI as well
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as error in estimating the state of a Markov source. The system model in [16]
combines stochastic status updates and unreliable links; the authors make an
approximation of the Whittle index and derive a solution algorithm thereby.
The study in [17] considers an energy-constrained server that is able to har-
vest energy when no packet from the source requires service. The notion of
preemption has been addressed in [18, 19] for a single flow in a multi-hop net-
work with preemptive intermediate nodes, and multiple flows such that differ-
ent flows preempt each other, respectively. The authors of [20] have proposed
the use of dynamic pricing to provide AoI-dependent incentives to sampling
and transmission. For network control systems (NCPs), [21] has addressed
sampling and scheduling, relating estimation error to AoI, and [22] has focused
on approximately optimal scheduling strategy for multi-loop NCPs, where the
centralized scheduler takes a decision based on observed AoI.

Another line of research arises from the introduction of AoI to various
applications and networking context. By including energy constraints, [23]
extends [12] for optimal link activation for AoI minimization in wireless net-
works with interference. The study in [24] is similar to [12] and [23] in terms
of the scheduling aspect and the presence of interference, however the system
model considers AoI for all node pairs of the network, and the emphasis is
on performance bounds. The work in [25] considers a two-way data exchang-
ing system, where the AoI is constrained by the uplink transmission capability
and the downlink energy transfer capability. Application of the AoI concept
in camera networks where information from multiple cameras are correlated
has been presented in [26]. For remote sensor scenarios, [27, 28] have stud-
ied AoI-optimal trajectory planning for unmanned aerial vehicles (UAVs). In
[29], the average AoI of data generated by an energy harvesting sensor node is
minimized.

In [30] content freshness in opportunistic mobile networks with device-to-
device communications is investigated. The trade-off between delay and data
staleness has been studied in [31] for distributed content storage systems, and
in [32, 33] for vehicular networks. In [34], a learning algorithm is proposed to
minimize cache updates in Internet-of-Things (IoT) networks subject to data
freshness. In [35], the authors have studied AoI with respect to orthogonal
multiple access (OMA) and non-orthogonal multiple access (NOMA), and re-
vealed that NOMA, even though allowing for better spectral efficiency, is not
always better than OMA in terms of average AoI. AoI has also appeared as
the performance metric in using machine learning as a tool in communication
systems. In [36], online adaptive learning has been used for addressing error
probability in the context of AoI minimization. In [37], learning is used for
optimal data sampling to minimize AoI.

In [38, 39] content caching accounting for both popularity and AoI are
studied. In [38], cache miss is minimized, and in [39] the load of backhaul
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link is minimized via balancing the AoI and cache updates. In [40], using
tools from stochastic geometry and queuing theory, random content caching
with the AoI metric is analyzed. Additional research for caching with AoI are
available in [2, 41, 42, 43]. The general problem setup resembles the system
model we consider. However, our work has significant differences. First, it
is (implicitly) assumed in these works that the items are of uniform size. We
do not have this restriction. Second, these works derive updating policy with
respect to expected AoI, whereas our problem falls into the domain of com-
binatorial optimization and we use methods thereof. Moreover, the problems
in these works are approached by either assuming given intervals of updating
the cache for each item or a given total number of cache updates. In our work,
these entities remain optimization variables throughout the optimization pro-
cess. Finally, in these works only linear or binary AoI-cost functions can be
used, whereas our system model admits any type of functions.

Optimizing caching for AoI applies to scenarios where content items them-
selves are continuously updated. One such scenario with this type of property
is caching of user-generated content (UGC) [44]. Another scenario, used in
[2] for AoI-driven caching, is news distribution where the news are updated
continuously and the cache is used for holding local copies.

We remark that there is a significant amount of work on time-to-live (TTL)
driven caching, in which the cached contents are evicted based on timers [45].
For this type of caching problems, there is some underlying assumption on
the content request model (typically Markov arrival processes). The task is
to determine a cache replacement policy, such as first-in-first-out (FIFO) and
least-recently-used (LRU) when a timer expires. Whereas FIFO favors consis-
tency and hence more useful for UGC, LRU leads to a higher hit rate but the
content gets outdated more easily. We refer to [45] and the references therein
for performance analysis of TTL-based caching. As noted earlier, UGC is a
scenario that can be addressed with the AoI metric. However, our system setup,
similar to that in [2, 41], does not explicitly have individual content requests
or request arrival model. In addition, without updates, the value of a cached
content gradually degrades rather than a hard timer. Moreover, the task in our
problem is not to derive a policy, but a full schedule specifying the updates
(i.e., the cache should be updated for which contents in each time slot) with
respect to aggregated input data of content popularity over time, obtained via
historical observations and/or prediction.

Unlike request-driven caches, publisher-driven caching [46, 47] has the
focus on users that generate and publish contents. The key question is then
which contents to add and remove after a content is published (rather than
when specific requests are made). As publisher-driven caching concerns UGC,
the contents may become outdated quickly, and hence it is related to the notion
of AoI. In [46], the authors analyze timeline and publisher-driving cache, and
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derive algorithms for workload shaping, and admission control and pricing.
In [47], the authors propose an analytical model and a fairness-based news
feed design, using real data from a parliament election. In these works, the
modeling approach assumes specific arrival processes of content publishing
and the cache updates are mainly based on TTL. In our case we do not assume
specific stochastic content update processes and the optimization delivers an
update schedule without the use of TTL.

For UGC, one aspect is to deal with long-tailed contents (i.e., contents
that are of long-term interest though low popularity). An effective approach,
proposed in [44], is to optimize the schedule of distribution of such contents
among geographically diverse points of storage, to achieve significant reduc-
tion of bandwidth costs as well as delay when a content is requested. The
approach utilizes information of social relationships (via social networks), dif-
ference of time zones of users interested in a content, and regularities in request
patterns. The last aspect is related to cyclic scheduling. However, different
from [44], in our study the focus is not on individual user requests or distribu-
tion cost, but AoI-driven cache update scheduling.

In [48], the authors have considered a hierarchical caching architecture
using RAM and hard drive, and derived a cache updating policy that is asymp-
totically optimal. Similar to our scenario, the contents vary in size and hence
the cache capacity exhibits a knapsack constraint. The main differences to our
work are that [48] focuses on the asymptotic performance and the performance
metric does not involve AoI.

3 Preliminaries

3.1 System Model

Consider a cache of capacity C. The content items for caching form a set
I = {1, . . . , I}. Item i ∈ I is of size si. Time is slotted, and the time horizon
consists of a set of time slots T = {1, . . . T}. In each time slot, the cache
can be updated via a backhaul communication link whose capacity is denoted
by L.

The AoI of an item in the cache is the time difference between the current
slot and the time slot in which the item was most recently downloaded to the
cache. Each time the cache is updated for an item, the item’s AoI is zero,
i.e., maximum information freshness. The AoI then increases by one for each
time slot, until the next update. In other words, the AoI of any cached content
item is linear in time, if the content is not refreshed. The value of holding
content item i cached in time slot t is characterized by a utility function fita
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that is monotonically decreasing1 in AoI a. The utility function is item-specific
and time-specific to reflect, for example, the difference in the popularity of
the content items and the variation of popularity in time. The utility value
of adding content item i in time slot t if the content has been absent for the
previous τ time slots is denoted by vitτ .

It is worth pointing out the following underlying system assumptions be-
fore presenting the optimization problem.

• All downloads of contents (up to the backhaul link capacity) for a time
slot can be carried out, i.e., there is zero download delay.

• All contents are retrieved from the same source, i.e., it is not the case
that some contents are harder to download than others.

• All contents are ephemeral, i.e., without updating by new downloads
they become less useful as time elapses, thus the utility monotonically
decreases with AoI.

• Except for the extension to cyclic scheduling (Section 8), there is a finite
scheduling horizon.

• The entities defined for the system model and hence the input parameters
to our optimization problem are deterministic.

• Optimal scheduling of when and how to update the cache occurs at the
aggregated level of content popularity, i.e., optimization is not for indi-
vidual content requests.

Our AoI-driven cache optimization problem, or ACOP in short, is to de-
termine which content items to store in each time slot and when to do cache
updates for them, such that the total utility over the time horizon 1 . . . T is max-
imized, subject to the capacity limits of the cache and the backhaul. Later in
Section 8, we will consider the case of optimizing a cyclic schedule of cache
updates. We remark that as ACOP is a regular combinatorial optimization
problem rather than a stochastic one, its optimum is specified by which con-
tents are downloaded to the cache in every time slot, rather than an update
policy with random components. Thus, the optimum is fully determined by
the problem input including the initial condition (e.g., initial AoI of the con-
tents).

As mentioned earlier, the utility function of AoI depends on both content
and time. One example is fita = ϵi−pit

T a + pit. Here pit represents the popu-
larity of content i in time slot t. By this function, if the AoI a = 0, the utility

1The utility function is not necessarily strictly monotonically decreasing. For a content that
gets seldom updated itself, the utility function may be set to decrease slowly in AoI.
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is pit. The utility then linearly decreases in AoI, and if the AoI is as large as
the scheduling horizon T , the value becomes ϵi that is a small positive value
set for content i. Another example is the nonlinear utility function fita = pit

a+1 .
As for the linear case, the utility is pit if a = 0. However, the utility degrades
more rapidly than the linear function in the AoI. A third example, originated
from [49], is the inverse exponential function fita = 1

eapit . In our numerical
study we will use these types of utility functions. However, for the algorithms
we will use the generic form of the function for the sake of generality.

Remark 1. Our system model is not necessarily restricted to caching scenar-
ios. For example, consider a system monitoring a number of remote sites, for
which the information generated differ in size. The amount of information that
can be sent to the monitoring center is constrained by the network bandwidth,
and the task is optimal scheduling of updates to address AoI as well as infor-
mation absence. This setup corresponds to ACOP without the cache capacity
constraint.

Remark 2. The above system model has no downloading costs for adding
contents to the cache or refreshing contents in the cache. However, the system
model can be easily adapted to accommodate a downloading cost that natu-
rally grows linearly in content size. Namely, the utility of zero AoI of a content
can be reduced by subtracting the downloading cost of this content, as the AoI
is zero if and only if the cache is updated for the content. Thus the aspect
of downloading cost is easily addressed by updating the problem input data.
The reason of not explicitly including downloading cost is that our focus is on
content-centric performance metric, i.e., having as many contents as possible
and keeping them as fresh as possible.

We end the system model by a mathematical model of ACOP. We use
binary variable xita that equals one if the AoI of item i in time slot t is a,
otherwise the variable equals zero. Note that index a is up to t−1, because the
AoI in slot t can never exceed t − 1. Also, xit0 = 1 means item i is added to
the cache or updated in the cache in time slot t. Binary variable yit is used to
indicate if item i is in the cache in time slot t or not. Moreover, binary variable
zitτ equals one if item i is added to the cache in time slot t and the item has
been absent from the cache in the previous τ consecutive time slots.

The objective function (1a) is to maximize the overall utility. As stated by
(1b), xita = 1 for a ≥ 1 if and only if three conditions hold: item i is in the
cache (yit = 1), it has AoI a−1 in the time slot t−1 (xi(t−1)(a−1) = 1), and it
is not downloaded again in t (xit0 = 0). The definition of zitτ in (1c) follows a
similar rational, i.e., item i is added to the cache in t but not in the previous τ
time slots. The next two constraints state cache and backhaul capacity limits,
respectively.
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max
x,y,z∈{0,1}

∑
i∈I

∑
t∈T

(
t−1∑
a=0

fitaxita +

t−1∑
τ=1

vitτzitτ

)
(1a)

s.t. xita =

{
1 yitxi(t−1)(a−1)(1− xit0) = 1

0 Otherwise
,

i ∈ I, t ∈ T \ {1}, a = 1, . . . , t− 1 (1b)

zitτ =

{
1

∏t−1
k=t−τ (1− yik)xit0 = 1

0 Otherwise
,

i ∈ I, t ∈ T \ {1}, τ = 1, . . . , t− 1 (1c)∑
i∈I

siyit ≤ C, t ∈ T (1d)∑
i∈I

sixit0 ≤ L, t ∈ T (1e)

The system model and the optimization formulation essentially deal with
offline caching scheduling. To address more dynamic scenarios, scheduling
that is reactive to changes in the set of contents as well as their popularities
becomes relevant. One approach of reactive scheduling is to embed our op-
timization problem into a rolling horizon scheme. With rolling horizon, the
scheduling process optimizes the schedule based on the current knowledge of
contents and their popularities, but the optimized schedule is only executed
partially, i.e., for some number of time slots. A new optimization problem is
then solved accounting for dynamic updates in the input.

3.2 Greedy Solution

For a combinatorial problem, a simple and greedy strategy typically serves as a
reference solution. For ACOP, a greedy solution is to maximize the total utility
of each time slot by simply considering the utilities of the individual items if
they are added to the cache or become updated in the cache. This solution for
a generic time slot t is given in Algorithm 1.

In the algorithm, I ′ is the candidate set of items for caching, r is the resid-
ual cache capacity, and H′ is used to keep track on those items that are cur-
rently in the cache and selected for update. The item i∗, if added or updated in
the cache, leading to the maximum utility, is selected and then removed from
I ′. If i∗ is in the cache, it gets updated and recorded in H′. Otherwise, if
the remaining download capacity admits and there will be sufficient residual
capacity by removing cached items except those inH′, the algorithm removes
items in ascending order of their utility values with respect to the current AoI,
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Algorithm 1 Greedy solution for a generic time slot
Input: I, si, i ∈ I, current cacheH, current AoI ai, i ∈ I, current duration of
absence bi, i /∈ H
Output: H

1: I ′ ← I; L′ ← L; r ← C −
∑

i∈H si;H′ ← ∅
2: while I ′ ̸= ∅ and L′ > 0 do
3: i∗ ← argmaxi∈I′(fit0 + vitτi)
4: I ′ ← I ′ \ {i∗}
5: if i∗ ∈ H and si∗ ≤ L′ then
6: Update cache item i∗ ∈ H
7: H′ ← H′ ∪ i∗

8: L′ ← L′ − si∗

9: else
10: if r +

∑
i∈H\H′ si ≥ si∗ and si∗ ≤ L′ then

11: while r < si∗ do
12: i′ ← argmini∈H\H′fitai
13: H ← H \ i′
14: r ← r + si′

15: H ← H∪ {i∗}
16: H′ ← H′ ∪ {i∗}
17: r ← r − si∗

18: L′ ← L′ − si∗

followed by adding item i∗. The process ends when the candidate set I ′ be-
comes empty.

4 Problem Complexity Analysis

4.1 NP-Hardness

ACOP is in the domain of combinatorial optimization. As the capacity limits
of the cache and the backhaul link imply constraints of knapsack type, it is not
surprising that ACOP is NP-hard in general, with a proof based on the binary
knapsack problem. This result is formalized below.

Theorem 1. ACOP is NP-hard.

Proof. Consider a knapsack problem with N items and knapsack capacity B.
Denote the value and weight of item i by vi and wi, respectively. We construct
an ACOP instance by setting T = 1 (i.e., single time slot), I = N , L = C =
B, and si = wi, i = 1, . . . , I . The utility of having items is defined such
that fi10 = vi, i = 1, . . . , I , and the utility of adding contents are not needed
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as there is one single slot. Downloading a content item to the cache amounts
to selecting the corresponding item in the knapsack problem. Obviously, the
optimal solution maximizing the total utility of the cache leads to the optimum
of the knapsack problem, and the result follows.

4.2 A Tractable Case

Next, we consider a special case of ACOP where the items are of uniform size
and the utility of each item i is fully determined by the AoI along time (i.e.,
vitτ = 0 for any t and τ ). We denote this case by ACOPu. Due to uniform size,
both cache and backhaul capacities can be expressed in the number of items.
Even though the problem is still combinatorial along the time dimension, we
prove it is tractable, i.e., the global optimum can be computed in polynomial
time. The key is to transform the problem into a minimum-cost flow prob-
lem [50] in a specifically constructed graph.

In the following, we assume that the backhaul capacity constraint, stating
that the number of items downloaded in a time slot is upper bounded by L, is
non-redundant with respect to the cache capacity C. In particular, the backhaul
capacity constraint is always active, and hence we assume L < C. Moreover,
the download capacity L is always fully used, because making cache updates
always leads to better or equal utility (or lower or equal cost for the minimum-
cost flow problem).

4.2.1 Graph Construction

In optimization, a network flow problem is defined in a (directed) graph of a
set of nodes and a set of arcs (i.e., directed links). A node is called a source if it
has some amount of flow to be sent, and a sink if it has to receive some amount
of flow. The amount of flow to be sent from or received by a node is typically
an integer. Each arc has a cost that is linearly growing in the amount of flow
put on the arc. Moreover, an arc has an upper bound and sometimes a lower
bound on the flow on this arc. The task is to find a flow pattern, to route the
flows from the sources to the sinks, such that the total flow cost is minimum,
subject to the upper and lower bounds of the arc flows. For a mathematical
representation and solution algorithms, please see [50].

The graph we construct for proving the tractability of ACOPu is illustrated
in Fig. 1. For clarity, we illustrate the construction for two items and the first
two time slots. The construction of the remaining time slots follows the same
pattern. There is one source node, n0, and one sink node nT . The source node
generates I flow units to be sent to the sink through the network.

The underlying rationale is as follows. There are three types of nodes.
First, for each item i and time slot t, node αita represents that item i is in the
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Figure 1: An illustration of the network flow problem corresponding to
ACOPu.

cache in slot t with AoI a. Second, nodes nt, t = 1, . . . , T − 1 act as the
collection points for all items except those to be kept in the cache in time slot
t. Third, nodes mt, t = 0, . . . , T − 1, are collection points for items to be
added or updated in the cache.

Each arc of the graph is associated with tuple (c, l, u), where c is the cost
per flow unit, and l and u are the lower and upper bounds of the arc flow,
respectively. These values are shown in the figure, however not for the arcs
entering the nodes nt, t = 1, . . . , T due to lack of space. For these arcs, the
tuple is (0, 0, 1). Moreover, we do not show explicitly the tuples for some arcs
of time slot two for the sake of clarity; the tuple values of any such arc are the
same as for the corresponding arc in the previous time slot. We remark that
in the graph construction, the costs, representing the negative values of utility,
are all associated with arcs. The network nodes do not have any cost value.

Let us consider the first time slot with any integer flow solution. The I flow
units leaving source n0 have to either enter m0 or n1. Note that the maximum
number of units entering m0 has upper bound L, allowing at most L items to
be added or updated. Node m0 has an arc of capacity one to node αi10 of item
i, i = 1, . . . , I . Having a flow of one unit on the arc corresponds to putting
item i in the cache, generating utility fi10 that is equivalent to an amount of
−fi10 in cost minimization. There will be L such items as it is optimal to fully
use the backhaul capacity. The flow units from n0 to n1 correspond to the
items not cached in time slot one. Note the flow lower bound of arc (n0, n1) is
I − C, meaning that at least I − C flow units must enter node n1, i.e., at least
I − C items are outside the cache.

For a generic time slot t and item i, if one unit of flow enters node αita,
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then the flow has two choices by graph construction. Either it goes to node
αi(t+1)(a+1), representing that item i remains in the cache, with AoI a+ 1 for
the next time slot and the corresponding utility, or it has to be sent to the col-
lection node nt+1. The latter case represents that the item is removed from the
cache, and, from nt+1, the unit flow either enters αi(t+1)0 via node mt+1 (i.e.,
item i is downloaded again to the cache with AoI zero), or it enters collection
node nt+2 meaning that item i stays outside the cache.

Remark 3. In Fig. 1, some of the nodes (and hence also their adjacent arcs)
are redundant. For example, no flow will enter nodes α122 and α123, because
the AoI will never attain two or three in time slot two. These nodes are however
kept in the figure to better reflect the general structure of graph construction.

4.2.2 Tractability Analysis

Lemma 2. The optimal solution to ACOPu corresponds to an integer flow
solution for the constructed graph with equivalent objective function value.

Proof. See Appendix A.

Lemma 3. The optimal integer flow solution in the constructed graph corre-
sponds to a solution of ACOPu with equivalent objective function value.

Proof. See Appendix B.

Theorem 4. ACOPu is tractable with polynomial-time complexity.

Proof. The maximum possible AoI of any item in the cache is bounded by the
number of time slots T . Hence the size of the constructed graph is polynomial
in I and T . Moreover, the graph is clearly acyclic. For minimum-cost flow
problems with integer input, there is an optimal solution in which the arc flows
are integers, and there are (strong) polynomial algorithms for the problem in-
cluding that with negative costs in an acyclic graph[50]. These facts, together
with Lemmas 2-3, establish the theorem.

Remark 4. For minimum-cost flow problems, the corresponding integer lin-
ear optimization formulation has a constraint matrix that is always totally
unimodular [50, Chapter 11]. Consequently, solving the linear relaxation,
which is tractable in polynomial time, will yield the integer optimum. Note that
for minimum-cost flow, there are specialized polynomial-time algorithms [50,
Chapter 10] that run faster than solving it as a generic linear program. It
is also interesting to note that the notion of total unimodularity is generally
useful for proving tractability. In [51], for example, the authors used this no-
tion to prove the tractability of a special case of another caching optimization
problem that is NP-hard in general.
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Remark 5. For combinatorial optimization problems, tractable problem sub-
classes are often identified by proving that a greedy solution leads to optimum.
For ACOPu, however, the greedy solution in Section 3.1 remains sub-optimal.
This is due to item-specific utility function and backhaul capacity. Consider
a simple example of two items. Both are of size one. The capacity values are
C = 2 and L = 1. For item one, the utility function f1t0 = 2k (with k > 1)
for any t and f1ta = 0 for a ≥ 1 and any t. For item two, f2ta = k for a ≤ t′,
where t′ is a positive integer, and f2ta = 0 for a ≥ t′ + 1. The greedy solution
would cache and update item one in all time slots. Thus for T = t′, the total
utility is 2kt′. The optimal solution is to cache item two in time slot one. Then,
item one is added and kept updated in the next t′ − 1 time slots. This gives a
total utility of kt′ + 2k(t′ − 1) = 3kt′ − 2k. As a result, the greedy solution
becomes highly sub-optimal for large t′. Thus the notion of network flows is
necessary for arriving at the conclusion of the tractability of ACOPu.

5 Integer Linear Formulation

We derive an integer linear programming (ILP) formulation for ACOP. This
leads to a solution approach of using an off-the-shelf optimization solver (e.g.,
[52]). Even though the approach does not scale, it can be used to obtain the
optimum of small-size problem instances, for the purpose of performance eval-
uation of other algorithms. The ILP formulation is given below. In the formu-
lation, we reuse the binary variables defined for (1).

max
x,y,z∈{0,1}

∑
i∈I

∑
t∈T

(
t−1∑
a=0

fitaxita +

t−1∑
τ=1

vitτzitτ

)
(2a)

s.t.
t−1∑
a=0

xita = yit, i ∈ I, t ∈ T (2b)

xita ≥ yit + xi(t−1)(a−1) − xit0 − 1,

i ∈ I, t ∈ T \ {1}, a = 1, . . . , t− 1 (2c)

xi(t−1)(a−1) ≥ xita,

i ∈ I, t ∈ T \ {1}, a = 1, . . . , t− 1 (2d)
t−1∑
τ=0

zitτ = xit0, i ∈ I, t ∈ T (2e)

zitτ ≤ 1− yik,

i ∈ I, t ∈ T , τ = 1, . . . , t− 1, k = t− τ, . . . , t− 1 (2f)

(1d), (1e).
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The objective function (2a) is the same as in (1). By (2b), if item i is
cached in a time slot t, i.e., yit = 1, then exactly one of the binary variables
representing the possible AoI values is one, otherwise these binary variables
have to be zeros. Inequality (2c) states that if item i is cached with AoI a − 1
in time slot t − 1, then for time slot t, the AoI becomes a (represented by
xita = 1), unless it gets refreshed (represented by xit0 = 1) or the item is no
longer in the cache (represented by yit = 0). By (2d), if item i is cached with
AoI a ≥ 1, it must have AoI a − 1 in the previous time slot. Constraints (2e)
and (2f) together have the effect that zitτ can be one only if the item is added
or refreshed in time slot t and it has been absent in the previous τ slots where
τ ∈ {0, . . . , t− 1}.

6 Repeated Column Generation Algorithm

For efficient solution of ACOP, we propose an algorithm based on repeated col-
umn generation. Column generation is an efficient method for solving large-
scale linear programs with the following two structural properties [53]. First,
there are exponentially many columns (i.e., variables), hence including all is
not practically feasible and the method deals with only a small subset of them.
Second, identifying new columns that improve the objective function value
can be performed by solving an auxiliary problem, named the pricing problem
or sometimes the subproblem. This enables successive addition of new and
promising columns until optimality is reached.

6.1 Problem Reformulation

Applying column generation to ACOP is based on a reformulation. In the
reformulation, a column of any item is a vector representing the caching and
updating decisions of the item over all time slots. We denote by Li the index
set of all possible such vectors for item i. For each column ℓ ∈ Li, there is a
tuple (bitℓ, uitℓ) for every time slot t. Both elements are binary. Specifically,
a column is represented by [(bi1ℓ, ui1ℓ), (bi2ℓ, ui2ℓ), . . . , (biT ℓ, uiT ℓ)] in which
bitℓ and uitℓ are one if and only if item i is cached and updated in the cache,
respectively, in time slot t. Note that there are exactly three possible outcomes
of the tuple values: (0, 0), (1, 0), and (1, 1). As a result, the cardinality of set
Li is bounded by 3T .

Because a column ℓ fully specifies the caching and updating solution, the
associated AoI values as well as the time of being absent from the cache over
time are known for any given column. Hence, the overall utility of column ℓ
for item i, denoted by fiℓ, can be computed.
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The problem reformulation uses a binary variable χiℓ for each item i ∈ I
and column ℓ ∈ L. This variable is one if column ℓ is selected for item i, and
zero otherwise. The reformulation is given below.

max
χ

∑
i∈I

∑
ℓ∈L

fiℓχiℓ (3a)

s.t.
∑
ℓ∈L

χiℓ = 1, i ∈ I (3b)∑
i∈I

∑
ℓ∈L

bitℓsiχiℓ ≤ C, t ∈ T (3c)∑
i∈I

∑
ℓ∈L

uitℓsiχiℓ ≤ L, t ∈ T (3d)

χiℓ ∈ {0, 1}, i ∈ I, ℓ ∈ Li (3e)

In (3), (3b) states that exactly one column (i.e., caching and updating solu-
tion) has to be selected for every item. The next two constraints formulate the
cache and backhaul capacity, respectively. Note that both (3) and (2) are valid
optimization formulations of ACOP. However they differ in structure.

6.2 Column Generation

The structure of (3) can be exploited by using column generation [53]. The un-
derlying principle originates from the well-known simplex method for linear
programming (LP). In every iteration of this method, the variables are parti-
tioned into basic variables with positive values (except for the case of degener-
acy), and non-basic variables that are zeros. The method updates this partition
of variables from one iteration to another. The update is based on the so called
reduced cost that in turn is dependent on the values of dual variables associated
with the constraints.

Some linear programs, such as (3), are too large in the number of variables,
so not all of them can be considered explicitly. However, at optimum, most of
the variables will be non-basic with value zero. Note that a variable with value
zero has the same effect as not having the variable present at all. Column
generation utilizes this fact by excluding a large portion of the variables (i.e.,
treating them as non-basic ones). In each iteration, if any of these shall be-
come a basic variable, it becomes included in the problem. The difference to
the regular simplex method is that, since the reduced cost cannot be directly
computed for the excluded variables, an auxiliary optimization problem needs
to be solved in order to find one such variable that needs to be included for
improvement.

Consider the linear programming counterpart of (3), where (3e) is replaced
by the relaxation 0 ≤ χiℓ ≤ 1, i ∈ I, ℓ ∈ L. Moreover, for each item i, a small
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subset L′i ⊂ Li is used and successively augmented to approach optimality.
Initially, L′i can be as small as a singleton, containing only the column repre-
senting not caching the item at all. One iteration of column generation solves
the following LP, referred to as the restricted master problem (RMP) because
L′i is a subset of Li.

max
χ

∑
i∈I

∑
ℓ∈L′

i

fiℓχiℓ (4a)

s.t.
∑
ℓ∈L′

i

χiℓ = 1, i ∈ I (4b)

∑
i∈I

∑
ℓ∈L′

i

bitℓsiχiℓ ≤ C, t ∈ T (4c)

∑
i∈I

∑
ℓ∈L′

i

uitℓsiχiℓ ≤ L, t ∈ T (4d)

0 ≤ χiℓ ≤ 1, i ∈ I, ℓ ∈ L′i (4e)

At the optimum of (4), denote by λ∗
i (i ∈ I), π∗

t (t ∈ T ), and µ∗
t (t ∈ T )

the corresponding optimal dual variable values of (4b), (4c), and (4d), respec-
tively. For any item i, the LP reduced cost of column ℓ equals fiℓ − λ∗

i −∑
t∈T bitℓsiπ

∗
t −

∑
t∈T uitℓsiµ

∗
t . We are interested in knowing if there exists

any column with a positive reduced cost (among those in Li \L′i for item i). If
so, adding the column to (4) shall improve the objective function value. This
can be accomplished by finding the column of maximum reduced cost for each
item. Clearly, the resulting optimization task decomposes by item.

Recall that any column ℓ is characterized by a vector of tuples of binary
values [(bi1ℓ, ui1ℓ), (bi2ℓ, ui2ℓ), . . . , (biT ℓ, uiT ℓ)]. Finding the column of maxi-
mum reduced cost amounts to setting binary values of the tuples, such that the
corresponding reduced cost is maximized. These values represent the update
and caching decisions of one item, and hence we can use the variable defini-
tions in Section 5. The subproblem for a generic item i is formulated below
in (5).

There are clear similarities between (5) and (2), as both concern optimiz-
ing caching and updating decisions. However, they differ in several significant
aspects. First, (5) deals with a single item. Second, the cache and backhaul
capacities are not present in (5) because these are addressed in (3). Finally, the
objective function (5a) contains the dual variables as the purpose is to maxi-
mize the reduced cost. Note that dual variable λ∗

i is a constant for item i and
hence it is not explicitly included in (5a).

Subproblem (5) is an integer linear problem. As illustrated in Fig. 2, it can
be transformed into a shortest path problem that is polynomial-time solvable.
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Figure 2: The graph for which finding the shortest path gives the opti-
mum of (5).

Note that the dual variables appear as part of the arc costs in the graph. In the
figure, notation κ∗t is the sum of dual variables π∗

t and µ∗
t .

(SPi) q∗i = max
x,y,z

∑
t∈T

(
t−1∑
a=0

fitaxita +

t−1∑
τ=1

vitτzitτ

)
−

si
∑
t∈T

(π∗
t yit + µ∗

txit0) (5a)

s.t.
t−1∑
a=0

xita = yit, t ∈ T (5b)

xita ≥ yit + xi(t−1)(a−1) − xit0 − 1,

i ∈ I, t ∈ T \ {1}, a = 1, . . . , t− 1 (5c)

xi(t−1)(a−1) ≥ xita,

t ∈ T \ {1}, a = 1, . . . , t− 1 (5d)
t−1∑
τ=0

zitτ = xit0, t ∈ T (5e)

zitτ ≤ 1− yik,

t ∈ T , τ = 1, . . . , t− 1, k = t− τ, . . . , t− 1 (5f)

xita ∈ {0, 1}, t ∈ T , a = 0, . . . , t− 1 (5g)

yit ∈ {0, 1}, t ∈ T (5h)

zitτ ∈ {0, 1}, t ∈ T , τ = 0, . . . , t− 1 (5i)
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Theorem 5. The shortest path from node n0 to nT gives the optimal solution
of (5).

Proof. To establish the theorem, we show that there is a one-to-one mapping
between a path from node n0 to node nT in Fig. 2 and a sequence of caching
decisions of a generic item i. In the figure, the α-nodes of a time slot represent
caching the item with different AoI values. For example, a path entering node
αi31 corresponds to caching the content item in time slot 3 with AoI 1. The
β-nodes are introduced to represent that the item is outside the cache and to
keep track on how long time it has been absent from the cache. For example, a
path entering βi32 means the item is not cached in time slot 3 with a duration
of two time slots (i.e., time slots 2 and 3).

To see the one-to-one mapping, we first observe that the graph in Fig. 2 is
acyclic, and by its construction, a path from n0 to nT will have to pass exactly
one arc between the two sets of nodes connecting two consecutive time slots t
and t+ 1. There are four types of such arcs.

1. An arc from an α-node of time slot t to some α-node of time slot
t + 1 corresponds to having the content in both time slots. For a ge-
netic α-node αita, there are two possible arcs by graph construction,
connected to αi(t+1)0 and αi(t+1)(a+1), respectively The former rep-
resents to update the cache by refreshing the content, and the cost is
−fi(t+1)0 + siκ

∗
t+1 = −fi(t+1)0 + si(π

∗
t+1 + µ∗

t+1). This value is the
negation of the objective coefficients of having xi(t+1)0 = 1 in the sub-
problem. The latter arc means to continue caching the content without
update, and the arc cost equals that in the objective function (5a) for
xi(t+1)(a+1) = 1.

2. An arc from a β-node to an α-node corresponds to adding the item
(that has been absent from the cache for at least one time slot) to the
cache. By graph construction, for node βitτ there is only one such arc
(βitτ , αi(t+1)0), i.e., the AoI of the item in the next time slot is zero.
The cost value is−fi(t+1)0− vi(t+1)τ + siκ

∗
t+1 =−fi(t+1)0− vi(t+1)τ +

si(π
∗
t+1 + µ∗

t+1). This is the negation of the corresponding utility in the
subproblem and the only difference to the above case is the utility term
vi(t+1)τ of adding item to the cache after being absent for τ time slots.

3. An arc from an α-node to a β-node corresponds to removing a cur-
rently cached content item. For node αita, there is only one such arc
(αita, βi(t+1)1), i.e., in the next time slot the item is absent from the
cache with a duration of one time slot. The arc cost is zero because there
is no utility of having the item outside the cache in the next time slot.
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4. Finally, an arc from a β-node to another β-node corresponds to keeping
the content outside the cache. Note that for any β-node, say βitτ , there is
only such arc, leading to βi(t+1)(τ+1), that is, if the content item has been
outside the cache in time slot t for τ time slots and it remains outside
the cache in the next time slot t + 1, the duration of absence is τ + 1.
The arc cost is again zero because this action gives zero utility in the
subproblem.

In addition to the above, any path has to use one of the arcs connecting
the nodes defined for time slot T to node nT ; these arcs all have cost λi as the
reduced cost has a constant utility term of −λi.

By the analysis, there is a one-to-one mapping between the paths in the
graph and the subproblem solutions, and the shortest path problem (or the
longest path problem if we do not take the negation of the values) from n0 to
nT gives the optimal subproblem solution. The theorem then follows from that
the graph is acyclic and its size is polynomial in instance size.

Remark 6. Suppose a partial decision is taken such that an item shall not be
cached in some particular time slot. This amounts to simply deleting all arcs
entering the α-nodes for that time slot. Conversely, requiring that the item is
cached in a time slot corresponds to removing all arcs entering the β-nodes
of the time slot. Moreover, accounting for adding or refreshing the content in
a particular time slot corresponds to removing the arcs except those entering
the α-node of AoI zero. Thus solving the subproblem can easily accommodate
partial decisions. This observation is useful for attaining an integer solution
(Section 6.3).

Algorithm 2 Column generation
Input: I, T , si, i ∈ I, C, L, fita, i ∈ I, t ∈ T , a ∈ T , vitτ , i ∈ I, t ∈ T , τ ∈
T
Output: χ∗

1: Initialize Li, i ∈ I
2: Stop← False
3: while Stop = False do
4: Solve (4) to obtain optimum χ∗ and dual optimum (λ∗,π∗,µ∗)
5: Stop← True
6: for i = 1, . . . , I do
7: Solve (5)
8: if q∗i − λ∗

i > 0 then
9: Stop← False

10: Add the column corresponding to q∗i to L′i
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Column generation for ACOP is summarized in Algorithm 2. Applying
Algorithm 2, the optimal objective function value is the LP optimum of (3)
and is therefore an upper bound of the global optimum of ACOP. This upper
bound is very useful to gauge the performance of any suboptimal solution,
because the deviation from the global optimum is bounded by that to the upper
bound.

6.3 Attaining Solution Integrality

The solution by Algorithm 2 may be fractional. A naive rounding algorithm
would pick some fractional χ-variable of some item i and round it either up
to one or down to zero, depending on the value. This way of rounding is
rather aggressive, however, because the caching and updating decisions over
all time slots become fixed if a variable is set to be one, and there would be no
opportunity to make any further decision for item i.

We consider performing rounding more gracefully. The idea is to make a
rounding decision for one item and one time slot at a time. Given the optimum
LP solution χ∗ via column generation, we define (cf. variables used in formu-
lation (2) in Section 5) wit =

∑
ℓ∈L′

i
bitℓχ

∗
iℓ and rit =

∑
ℓ∈L′

i
uitℓχ

∗
iℓ. These

entities can be interpreted as the likelihood of caching and updating item i in
time slot t, respectively. Note that for item i, there may be multiple (and fac-
tional) χ∗-variables contributing to the values of wit and rit. The following
theorem states that, to attain an integer solution for (4), it is sufficient that wit

and rit, i ∈ I, t ∈ T , become integer.

Theorem 6. χ∗ is integer if and only if r and w are integer.

Proof. The necessity is obvious by the definition of r and w. For sufficiency,
assume r and w are integer. Suppose χ∗ is fractional, and assume more specif-
ically 0 < χ∗

iℓ < 1. By (4b), there must exist at least another χ-variable for
item i that has fractional value. Let L̂i denote the column index set of the frac-
tional χ-variables of item i. Because there are no identical columns inL′i, there
must exist some time slot t, for which L̂i can be partitioned into two sets, L̂0i
and L̂1i , such that btℓ = 0, ℓ ∈ L̂0i and btℓ = 1, ℓ ∈ L̂1i , and none of the two sets
is empty. Thus wit =

∑
ℓ∈L′

i
btℓχ

∗
iℓ =

∑
ℓ∈L̂1

i
btℓχ

∗
iℓ < 1, contradicting that

wit is integer. The same argument applies to r, and the theorem follows.

By the above result, rounding can be performed on r and w, instead of χ∗.
This amounts to considering disjunctions, i.e., a partition of the χ-variables
into two subsets rather than considering a single χ-variable (cf. the proof
of Theorem 6), and resembles the use of disjunctions in branch-and-bound
in solving integer programs [54]. Hence we use the term disjunction-based
rounding (DR) to refer to the rounding concept.
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After performing DR, column generation is applied again. This is because
additional columns may be needed to reach the LP optimum given the con-
straint imposed by rounding. For example, setting wit = 0 means to exclude
columns {ℓ ∈ Li : bitℓ = 1} and since the current L′i is a small subset of Li,
some new column ℓ /∈ L′i with bitℓ = 0 may improve the objective function.
This yields the repeated column generation algorithm, or RCGA in short.

Note that, after a DR operation, both (4) and the subproblem of column
generation have to comply with the rounding decision. Namely, if wit = 0
by DR, then {ℓ ∈ L′i : bitℓ = 1} are removed from (4). If wit = 1, then
{ℓ ∈ L′i : bitℓ = 0} are removed from (4). Similar updates apply for DR on r.
The subproblem graph is updated accordingly as well (see Remark 6).

6.4 Algorithm Flow

The algorithm flow has the following key components.

• In each major iteration, column generation is used to solve the linear
programming version of (3) in which some of the caching and updat-
ing decisions (represented by w and r) are made. To this end, column
generation iterates between the RMP (4) and the subproblem (5) until
optimality is reached.

• After a major iteration, based on the values of w and r, the items and
time slots that have integer values will be fixed. Next, one content item
i and time slot t with fractional value is selected, for which the value of
either wit or rit is set to be one or zero.

• Next, the algorithm removes the columns in RMP that are not compati-
ble with the rounding decision, and makes the corresponding restriction
to the subproblem. The process then repeats until an integer solution is
obtained.

The details of DR is presented in Algorithm 3. In the algorithm, symbol←
and symbol ⇔ both represent the assignment of a value to an entity. The
difference is that with the latter symbol ⇔, the assignment value will be kept in
all subsequent algorithm steps, with the purpose of making the algorithm easier
to follow. Algorithm 3 uses two subroutines presented in Algorithms 4 and 5.

Algorithm 4 calculates r and w (Lines 1-2), and makes fixing decisions
of x and y in the subproblem (Lines 3 and 5), and discards non-complying
columns from the RMP (Lines 4 and 6). Lines 7-10 calculate the remaining
spare backhaul and cache capacities, denoted by L′ and C ′, respectively. Fi-
nally, Lines 11 and 12 compute the number of fractional elements of r and
w, denoted by ξ and η, respectively. The values of ξ and η are returned to
Algorithm 3.
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If both ξ and η equal zero, the current solution is integer by Theorem 6.
Otherwise, one DR is applied for r if ξ > 0 (Lines 3-13). If r is integer but
η > 0, DR is applied to a fractional element of w (Lines 15-27).

More specifically, Line 3 finds the fractional element of r being closest
to zero, and the corresponding item and time slot. These entities are denoted
by

¯
r,
¯
i, and

¯
t, respectively. The corresponding entities in examining the frac-

tional element of r that is closest to one (Line 4) are denoted by r̄, ī, and t̄,
respectively. If

¯
r < r̄, DR fixes x

¯
i
¯
t0 to be zero by Line 6. Furthermore, the

non-complying columns are discarded from L̄i by Line 7. If
¯
r ≥ r̄, the al-

gorithm checks whether or not there is enough remaining backhaul capacity
to download item ī. If the answer is positive, xīt̄0 is fixed to be one in SPī

by Line 9, and the non-complying columns are deleted from Lī by Line 10.
If the remaining capacity does not permit to download ī, xīt̄0 is fixed to be
zero by Line 12 and the non-complying columns will be discarded from L′

ī
by

Line 13. DR based on w is similar to that for r, and the details are presented
in Lines 15-27.

As the next step, the algorithm calls Algorithm 5 to update the remaining
spare backhaul and cache capacity limits (Lines 2-5). Thereafter, Algorithm 5
examines if any content item has a larger size than what can be admitted by
the capacity limit in any time slot. For any such item and time slot, the cor-
responding variable is fixed to zero, and the non-complying columns are dis-
carded (Lines 6-13).

6.5 Algorithm Summary

The framework of RCGA is shown in Algorithm 6 that iterates between CGA
and DR. As there are I items and T time slots, and at least one element of x
and y becomes fixed in value in each iteration, Algorithm 6 terminates in at
most I × T iterations.

We remark that Algorithm 6 is deterministic. That is, the algorithm will
return a solution specifying fully the cached contents and updates in every time
slot.

7 Performance Results

In this section, we present performance evaluation results of RCGA and the
greedy algorithm (GA). We consider ACOP instances of both small and large
sizes. For the former, we compare the utility achieved by RCGA and GA to
the global optimum obtained from solving ILP (2). For ILP, we use Gurobi
optimizer [52]. By using global optimum as the reference, we obtain accurate
evaluation in terms of the (relative) deviation from the optimum, referred to as
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Algorithm 3 DR Algorithm
1: Run Algorithm 4 and obtain ξ and η
2: if ξ > 0 then
3: (

¯
r,
¯
t,
¯
i)← min{rit|rit > 0 and rit < 1}

i∈I,t∈T
4: (r̄, t̄, ī)← min{1− rit|rit > 0 and rit < 1}

i∈I,t∈T
5: if (

¯
r < r̄) then

6: x
¯
t
¯
i0 ⇔ 0 in SP

¯
i

7: χ
¯
iℓ ⇔ 0 if u

¯
i
¯
tℓ = 1, ℓ ∈ L′

¯
i

8: else if (sī ≤ L′) then
9: xīt̄0 ⇔ 1 in SPī

10: χīℓ ⇔ 0 if uīt̄ℓ = 0, ℓ ∈ L′
ī

11: else
12: xīt̄0 ⇔ 0 in SPī

13: χīℓ ⇔ 0 if uīt̄ℓ = 1, ℓ ∈ L′
ī

14: else if η > 0 then
15: yit ⇔ 1 in SPi if wit = 1, i ∈ I, t ∈ T
16: χiℓ ⇔ 0 in RMP if bitℓ = 0, i ∈ I, t ∈ T , ℓ ∈ L′

i

17: (
¯
w,

¯
t,
¯
i)← min{wit|wit > 0 and wit < 1}

i∈I,t∈T
18: (w̄, ī, t̄)← min{1− wit|wit > 0 and wit < 1}

i∈I,t∈T
19: if (

¯
w < w̄) then

20: y
¯
i
¯
t ⇔ 0 in SP

¯
i

21: χ
¯
iℓ ⇔ 0 if b

¯
i
¯
tℓ = 1, ℓ ∈ L′

¯
i

22: else if (sī ≤ C ′) then
23: yīt̄ ⇔ 1 in SPī

24: χīℓ ⇔ 0 if bīt̄ℓ = 0, ℓ ∈ L′
ī

25: else
26: yīt̄ ⇔ 0 in SPī

27: yīℓ ⇔ 0 if bīt̄ℓ = 1, ℓ ∈ L′
ī

28: Run Algorithm 5
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Algorithm 4 Retriving fractional values
1: Compute r = {rit, i ∈ I, t ∈ T }, where rit =

∑
ℓ∈Li

uitℓχ
∗
il

2: Compute w = {wit, i ∈ I, t ∈ T }, where wit =
∑

ℓ∈Li
bitℓχ

∗
iℓ

3: xit0 ⇔ 1 and yit ⇔ 1 in SPi if rit = 1, i ∈ I, t ∈ T
4: χiℓ ⇔ 0 in RMP if uitℓ = 0, i ∈ I, t ∈ T , ℓ ∈ L′

i

5: xit0 ⇔ 0 and yit ⇔ 0 in SPi if wit = 0, i ∈ I, t ∈ T
6: χiℓ ⇔ 0 in RMP if bitℓ = 1, i ∈ I, t ∈ T , ℓ ∈ L′

i

7: I ′ ← {i ∈ I|xit0 is fixed to one}
8: I ′′ ← {i ∈ I|yit is fixed to one}
9: C ′ ← C −

∑
i∈I′ si

10: L′ ← L−
∑

i∈I′′ si
11: ξ ← cardinality{rit|rit > 0 and rit < 1}

i∈I,t∈T
12: η ← cardinality{wit|wit > 0 and wit < 1}

i∈I,t∈T

Algorithm 5 Removal of non-compatible columns
1: for t = 1 to T do
2: I ′ ← {i ∈ I|xit0 is fixed to one}
3: I ′′ ← {i ∈ I|yit is fixed to one}
4: C ′ ← C −

∑
i∈I′ si

5: L′ ← L−
∑

i∈I′′ si
6: for i ∈ I\I ′ do
7: if si > L′ then
8: xit0 ⇔ 0 in SPi

9: χiℓ ⇔ 0 in RMP if uitℓ = 1, ℓ ∈ L′
i

10: for i ∈ I\I ′′ do
11: if si > C ′ then
12: yit ⇔ 0 in SPi

13: χiℓ ⇔ 0 in RMP if bitℓ = 1, ℓ ∈ L′
i

Algorithm 6 Framework of RCGA
1: STOP← 0
2: while (STOP= 0) do
3: Apply Algorithm 2 to obtain χ∗ subject to DR decisions made
4: if (χ∗ is an integer solution) then
5: STOP← 1
6: else
7: Apply Algorithm 3
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the optimality gap. For large-size ACOP instances, it is computationally diffi-
cult to obtain global optimum. Instead, we use the upper bound derived from
the first iteration of RCGA as the reference value. This is a valid comparison
because the deviation with respect to the global optimum does not exceed the
deviation from the upper bound. We will see that, numerically, using the upper
bound remains accurate in gauging the optimality gap.

We use content-specific and time-specific utility functions based on the
literature [9, 49, 55]. Specifically, for each content one of the following func-
tions is randomly selected (cf. the example functions given in Section 3.1):
fita = ϵi−pit

T a + pit, fita = pit
a+1 , and fita = 1

eapit . By the first function, the
utility decreases linearly in the AoI variable a, in the latter two cases (inverse
function and inverse exponential function) the utility decreases non-linearly in
the AoI. The functions are made content-specific by varying parameter ϵi and
popularity pit. We remark that the performance in terms of optimality and so-
lution time remains largely the same if only one type of function is used for all
contents. The use of multiple functions is to show that the algorithm works in
general with diverse functions.

A target application of ACOP is caching at network edge. The cached
contents could be local copies of a database, or popular video clips stored
at a base station, etc. Such applications are studied in [56, 57], and in [2]
from an AoI perspective. We set the instance parameters similar to those in
the references. The number of content items is up to 100 (see [2]) with sizes
generated in interval [1, 10]. The number of time slots is set to 24, each with
length of one hour [56]. The cache and backhaul capacities are set to C =
0.5
∑

i∈I si and L = ρ
∑

i∈I si respectively, where parameter ρ steers the
backhaul capacity in relation to the total size of content items. Parameter vitτ
is set to be fit0 for τ = 1 and grows linearly in τ . We will vary parameters I ,
T , and ρ to study their impact on the overall utility. The instances as well as
the code used for the experiments are made available on the web [58].

7.1 Algorithm Performance in Utility

Figs. 3-5 and Figs. 6-8 show the performance results for the small-size and
large-size problem instances, respectively. In Figs. 3-5, the magenta line rep-
resents the global optimum computed using ILP (2). In Figs. 6-8 the black
line represents the upper bound. In all figures, the green and blue lines rep-
resent the utility achieved by RCGA and GA, respectively. Overall, RCGA
delivers close-to-optimal solutions (with a few percent of deviation from opti-
mum). For GA, the deviation from optimality is significantly larger. Moreover,
it can be seen that, the results for small-size problem instances are consistent
with those for larger problem size. Thus we will mainly discuss the results
for small-size problem instances, even though we will also comment on the
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difference when the instance size grows.
Fig. 3 shows the impact of the number of content items on utility. Appar-

ently, the overall utility increases with the number of items. This is because
when there are more content items, there are more opportunities to exploit the
item-specific utility values in optimizing the cache. However GA is less ca-
pable of doing so in comparison to RCGA, as the optimality gap of RCGA is
consistently around 3% only, whereas the optimality gap of GA is about 13%.

The overall utility will obviously increase for a longer caching time hori-
zon. This is seen in Fig. 4. RCGA and GA offer solutions that are approx-
imately 2% and 12% from global optimality for values of T from 8 to 12.
These optimality gap values are quite constant over T , and the reason is that
extending the time has little structural effect on ACOP.

Fig. 5 shows the impact of ρ on utility. Larger ρ means higher backhaul
capacity and thus higher utility as well. There is a saturation effect, however,
as when ρ approaches 0.5 (which corresponds to the cache capacity), the back-
haul capacity hardly constrains the performance. For the lowest ρ-value of 0.1,
both algorithms have an optimality gap of 20%, and in fact GA gives slightly
better result. The increase in optimality gaps of both algorithms shows that
ACOP becomes noticeably harder if very few content items can be updated
per time slot.

The results in Figs. 6-8 follow a similar trend as the first three performance
figures. Interestingly, for large-size ACOP instances, RCGA delivers better
performance, as the achieved utility by RCGA virtually overlaps with the up-
per bound. We believe this is an effect of the knapsack structure of ACOP.
When the number of content items is small, even few sub-optimal caching and
updating decisions made by RCGA have noticeable impact on the overall sub-
optimality. This is less an issue with many content items. GA, however, has a
worse performance for larger-size problem instances. The observation demon-
strates the strength of RCGA over the simple greedy schedule. Finally, our
performance evaluation using the upper bound is accurate, because the global
optimum is between the utility by RCGA and the upper bound that are almost
overlapping.

7.2 Additional Results

In Table 1, we report the running times of solving the ILP (2) and RCGA,
as well as the optimality gap values, for three groups of instances that differ
in the number of contents I and the number of time slots T . For ILP (2),
we set a time limit of 50, 100, and 300 seconds, for the easy, medium, and
hard instances, respectively. The optimality gap of ILP is the one reported by
the Gurobi optimizer; this value is positive if the running time hits the time
limit. For RCGA, the optimality gap is that to the upper bound (hence the true
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Figure 5: Impact of ρ on utility when I = 26, T = 10, and C = 0.5
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i∈I si.

deviation to global optimum may be smaller). For each combination of I and
T , the table reports the average results of five instances.

From the table, we observe that for easy instances, computing the global
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optimum via ILP is feasible in terms of time. For these instances, RCGA has
significantly lower computing time though there is a small optimality gap. For
medium and hard instances, global optimum is beyond reach, as the solver
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Table 1: Average solution time and optimality gap.
ILP RCGA

Class I T gap (%) time (s) gap (%) time (s)

50 6 0.00 2.88 1.24 0.82
75 6 0.00 4.23 0.92 0.91

Easy 100 6 0.00 6.49 1.55 0.95
50 9 0.00 23.94 1.31 2.79
75 9 0.00 31.93 0.84 3.65

100 9 0.00 49.51 0.73 5.05

50 12 0.00 85.00 0.24 6.96
75 12 0.20 100.00 0.44 8.06

Medium 100 12 7.13 100.00 0.55 11.43
50 18 33.30 100.00 1.00 22.40
75 18 33.92 100.00 0.58 28.01

100 18 34.09 100.00 0.56 37.41

50 24 63.26 300.00 0.72 63.25
75 24 74.24 300.00 0.64 82.32

Hard 100 24 79.70 300.00 0.40 99.36
50 30 103.82 300.00 0.75 154.16
75 30 109.74 300.00 0.63 186.29

100 30 115.12 300.00 0.70 201.36
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Figure 9: An illustration of the progress of solving ILP.

hits the time limit with large optimality gap except for one instance. From
the gap values, using the solver as a heuristic for finding good solutions does
not appear to be a viable approach. RCGA, on the other hand, is able to de-
liver close-to-optimal solutions with 1% or smaller optimality gap in much less
time. Another observation from these results is that the difficulty of problem
solving with respect to problem size originates mainly from the number of time
slots T rather than the number of content items I .

Fig. 9 shows the progress of solving ILP (2) using Gurobi optimizer for a
representative instance with I = 100 and T = 18. The two curves show the
best bound and incumbent (best-known integer solution) over time. The gap
between the two is over 100% at the beginning, and drops to approximately
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30% within one minute. The solver makes then small progress in more than 10
minutes. By the end of 15 minutes, the gap is reduced to 6%. It is observed,
however, that the solver finds a good integer solution in about 100 seconds,
and the difficulty is to improve the bound. For the same instance, RCGA has a
running time of about 30 seconds and an optimality gap of 0.46% that is better
than the final gap in the figure.

For column generation, a classic approach to obtain an integer solution is to
solve the integer version of the problem with the restriction to those variables
generated in the column generation process. We have carried out additional
tests and comparisons based on this approach. It turns out that solving the
resulting integer problem remains very challenging in solution time. However,
if we allow pre-mature termination by an optimality tolerance of a couple of
percent, the Gurobi optimizer is able to complete the solution process much
faster, and in many cases it leads to comparable solutions but less time in
comparison to RCGA. There are however a couple of disadvantages of such an
approach, namely theoretically it has exponential solution time, and a suitable
tolerance parameter is not known a priori hence it requires parameter tuning.

Another variation of the algorithm is randomized rounding. We have done
some computational tests in which the fractional variable for rounding is se-
lected randomly, and then rounded to zero or one depending on the fractional
value. The tests show that such a scheme leads to similar computing time, but
slightly worse performance in terms of utility.

8 Extension to Cyclic Schedule

Suppose the caching and updating schedule is cyclic. Namely, the schedule
repeats itself for every T time slots. Hence the AoI of an item in time slot one
depends on the scheduling decisions made for the item in later time slots. In
this section, we discuss applying our results and algorithmic notions to cyclic
schedule.

The NP-hardness of cyclic scheduling clearly remains, as the proof of The-
orem 1 applies directly. The tractability stated in Theorem 4 can be general-
ized to cyclic schedule based on the notion of flow circulation, which refers
to a flow pattern satisfying flow balance at every node of a graph without
source or destination nodes. We modify the network graph (in Fig. 1) such
that the last node nT coincides with the first node n0. Moreover, each node
ni, i = 1, . . . , T −1 is split into two nodes ni and n′

i connected by a single arc
(ni, n

′
i) of tuple (0, I, I), i.e., there will be exactly I flow units on this arc for

every time slot. Finding the optimal cyclic schedule corresponds then to solv-
ing the minimum-cost circulation flow problem for which the optimum can be
computed in polynomial time (e.g., [59]).
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Adapting the ILP formulation in Section 5 to cyclic scheduling is easy;
this amounts to adding an additional constraint of type (2d) to connect together
time slots 1 and T . The reformulation (3) and our algorithm RCGA remain ap-
plicable. The difference from acyclic schedule lies in the subproblem. Namely,
instead of finding a shortest path with graph construction shown in Fig. 2, the
subproblem consists in finding minimum cost circulation in a modified graph
as discussed above.

Finally, we remark that the underlying rationale of the greedy solution in
Section 3.2 does not appear very logical for a cyclic schedule. The greedy
algorithm works slot by slot, and, for each slot, the algorithm uses the AoI
values of the previous slot as input. With cyclic scheduling, this input is not
available as it depends on the whole scheduling solution. Nevertheless, the
greedy acyclic schedule is still a valid solution to be used as a cyclic schedule,
though the true utility values need to be evaluated afterward.

9 Conclusions

We have considered the optimization problem of time-dynamic caching where
the performance metric is age-centric. Our work has led to findings in problem
complexity. In addition, column generation offers an effective approach for
problem solving in terms of obtaining close-to-optimal solutions. As another
concluding remark, we believe our results and algorithm admit extensions to a
couple of other related performance functions. An example is the minimization
of average AoI. Moreover, we remark that a key problem structure is the knap-
sack constraint due to cache capacity, and for the regular knapsack problem
there exist good approximations including a fully polynomial-time approxi-
mation scheme [60]. Hence an interesting direction of research is to investi-
gate if good approximation algorithms of the problem can be derived. Finally,
we remark that column generation can be embedded into a branch-and-bound
algorithm (or more commonly known as branch-and-price in the context of
column generation). An effective implementation of the algorithm constitutes
an extension of the current work.

Appendix A: Proof of Lemma 2

Proof. Consider an optimal solution to ACOPu. For time slot one, L items are
downloaded, and the flow on arc (n0,m0) is set to L, whereas I − L units
of flow are put on (n0, n1). For each downloaded item i, we set the flow on
(m0, αi10) to be exactly one unit, generating the (negative) cost of −fi10.

Consider a generic time slot t. For the next time slot t + 1, denote the
number of deleted items by Id, and the numbers of items updated in the cache
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and added to the cache by Iu and Ie, respectively. Denote by Î the number of
items not in the cache in the ACOPu solution for time slot t. Thus there are Î
flow units on arc (nt−1, nt). If a cached item i in the ACOPu solution is kept
in the cache in t + 1, we set one flow unit on the arc representing this state.
That is, if the AoI of i is a, we set one flow unit on arc (αita, αi(t+1)(a+1)),
generating a (negative) cost of −fit(a+1). For any item i that is either to be
deleted or updated for t+ 1, we set one flow unit on arc (αita, nt). Thus there
are Id + Iu flow units in total arriving nt via these arcs, and the total amount
of incoming flow to nt equals Id + Iu + Î .

We set L flow units on arc (nt,mt). Next, observe that L = Ie + Iu,
because at optimum the backhaul capacity is always fully utilized. From mt,
for any item i that is either updated in the cache or added to the cache in
t + 1, we set one unit flow on arc (mt, αi(t+1)0), giving the (negative) cost
of −fi(t+1)0. By flow balance, the amount of outgoing flow on arc (nt, nt+1)

equals In = Î + Id + Iu − L = Î + Id + Iu − Ie − Iu = Î + Id − Ie,
and we need to prove In is between the flow bounds I − C and I . If the
cache is full, then clearly Ie = Id, and the conclusion follows. Suppose the
cache is not full (this occurs at the first few time slots if downloading capacity
L is much smaller than cache capacity C), such that the spare capacity can
hold ∆ items. In this case, at optimum, if Id > 0, then each deleted item
will be replaced by an added item, as otherwise it is optimal not to delete.
Let ∆′ = ∆ + Id. We have Ie = min{L,∆′}. Moreover, as C − ∆ items
are cached, the number of items outside the cache Î = I − C + ∆. Thus
In = Î+Id−Ie = I−C+∆+Id−min{L,∆′} = I−C+∆′−min{L,∆′}.
Note that ∆′−min{L,∆′} ≥ 0, thus In ≥ I−C. That In ≤ I follows simply
from that ∆′ ≤ C.

In addition to the above, it is straightforward to see that the flow construc-
tion satisfies the flow balance at nodes representing the items’ possible AoI
values, and adheres to the bounds of their adjacent arcs. At the last stage, for
all cached items in slot T , we set one unit of flow from the node representing
the AoI to nT . These flow units, together with those on arc (nT−1, nT ) that
represent the number of items outside the cache, arrive the destination node
nT with a total flow of I . Hence the lemma.

Appendix B: Proof of Lemma 3

Proof. For any integer flow solution, all arcs adjacent to nodes aitα, i =
1, . . . , I , t = 1, . . . , T , a = 1, . . . , T − 1, have either zero or one unit of
flow. Moreover, obviously an optimal flow will have L flow units on arcs
(nt−1,mt−1), t = 1, . . . , T .

Consider the flows on the outgoing arcs of node m0. Exactly L arcs have
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one unit of flow, and the other arcs have zero flow. For any arc (m0, αi10) with
one flow unit, the corresponding solution of ACOPu downloads and caches
item i for time slot one. Doing so for all time slots gives the ACOPu solution
in terms of the items that are added to or updated in the cache over time. More-
over, any arc (αita, αi(t+1)(a+1)) with a flow unit means to keep the item i in
the cache from t to t+1. Thus the flow solution leads to a caching solution for
ACOPu. Note that the solution is feasible with respect to cache capacity. This
is because there are at least I − C flow units on arc (nt−1, nt), and by flow
balance, for any time slot t, t = 1, . . . , T , there are at most C flow units in total
on the incoming arcs of αita, i = 1, . . . , I, t = 1, . . . , T, a = 1, . . . , T − 1.
Finally, the constructed solution clearly gives an objective function value that
equals the negation of the optimal flow cost, and the lemma follows.
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and E. Altman, “Fairness in online social network timelines: Measure-
ments, models and mechanism design,” Performance Evaluation, vol.
129, pp. 15–39, 2019.

[48] G. Neglia, D. Carra, M. Feng, V. Janardhan, and P. Michiardi, “Access-
time-aware cache algorithms,” ACM Transactions on Modeling and Per-
formance Evaluation of Computing Systems (TOMPECS), vol. 2, pp. 1–
29, 2017.

154



[49] Y. Sun and B. Cyr, “Sampling for data freshness optimization: Non-linear
age functions,” Journal of Communications and Networks, vol. 21, no. 3,
pp. 204–219, 2019.

[50] R. K. Ahuja, T. L. Magnanti, and J. B. Orlin, Network Flows: Theory,
Algorithms, and Applications. Pearson Press, 2014.

[51] M. Dehghan, B. Jiang, A. Seetharam, T. He, T. Salonidis, J. Kurose,
D. Towsley, and R. Sitaraman, “On the complexity of optimal request
routing and content caching in heterogeneous cache networks,” ACM
SIGMETRICS Performance Evaluation Review, vol. 25, pp. 1635–1648,
2017.

[52] GUROBI, “GUROBI Optimizer 9.0,” http://www.gurobi.com/, 2020.

[53] M. Lubecke and J. Desrosiers, “Selected topics in column generation,”
Operations Research, vol. 53, pp. 1007–1023, 2004.
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Abstract

Content caching at the network edge has been considered an effec-
tive way of mitigating backhaul load and improving user experience.
Caching efficiency can be enhanced by content recommendation and by
keeping the information as fresh as possible. To the best of our knowl-
edge, there is no work that jointly takes into account both these aspects in
content caching. By content recommendation, a requested content that is
not in the cache can be alternatively satisfied by a related cached content
recommended by the system. Information freshness, arising naturally
in content caching can be quantified by age of information (AoI). We
address, optimal scheduling of cache updates for a time-slotted system
accounting for both content recommendation and AoI, subject to cache
capacity as well as backhaul capacity for updating the cache. For each
content, there are requests that need to be satisfied, and there is a cost
function capturing the freshness of information which is monotonically
increasing in the AoI. We present the following contributions. First,
we prove that the problem is NP-hard even with contents of uniform
size. Second, we derive an integer linear formulation for the problem,
by which the optimal solution can be obtained for small-scale scenar-
ios. Third, we develop an algorithm based on Lagrangian decomposi-
tion. Fourth, we develop efficient algorithms for solving the resulting
subproblems. In addition, our algorithm computes a bound that can be
used to evaluate the performance of any suboptimal solution. Finally,
we conduct simulations to show the effectiveness of our algorithm in
comparison to a greedy schedule.

1 Introduction

Content caching at network edge, such as base stations, is a promising solution
to deal with the explosively increasing traffic demand and to improve user
experience [1]. This approach is beneficial for both the users and the network
operators as the former can access the content at a reduced latency, and latter
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can alleviate the load on backhaul links. The performance of edge caching,
however, can be further improved by utilizing content recommendation and
optimizing information freshness.

Originally, recommender systems have been used for presenting content
items that best match user interests and preferences. In fact, the reports in [2,3]
show that 80% of requests on content distribution platforms are due to content
recommendations. Recently, a number of studies have proposed to utilize con-
tent recommendation for improving caching efficiency. In [4, 5], recommen-
dation is utilized to steer user requests toward the contents that are both stored
in the cache and of interest to users. More recently, content recommendation
is employed to satisfy content requests using alternative and related contents.
Namely, instead of the initially requested content that is absent from the cache,
some other related contents are recommended [6–8]. This approach is of inter-
est to many applications such as video and image retrieval, and entertainment-
based ones [6].

Another important aspect that arises naturally in the context of content
caching is the freshness of information [9]. As cached contents may become
obsolete with time, we need to also account for updating the content items. In-
formation freshness is quantified by age of information (AoI) which is defined
as the amount of time elapsed with respect to the time stamp of the information
in the most recent update [10]. The AoI grows linearly between two successive
updates.

In this study, we address optimal scheduling for updating the cache for
a time-slotted system where content recommendation and AoI are jointly ac-
counted for. The cache has a capacity limit, and the content items vary by size.
Moreover, updating the cache in a time slot is subject to a network capacity
limit. For a content request, if the content is available in the cache, the request
is served using the stored content. Otherwise, a set of related and cached con-
tents will be recommended. If one of the recommended contents is accepted,
then the request will be again served from the cache with the accepted content.
If not, the request will be served by the remote server with a higher cost. It
is worth noting that incentive mechanisms may be utilized to motivate users
to accept the recommended contents (e.g., zero-rating services) [6]. For each
content item, there is a cost function that is monotonically increasing in the
AoI. Thus, caching a content with higher AoI results in a higher cost.

The optimization decision consists of, the selection of the content items
for updating the cache, and a recommendation set for each non-cached con-
tent. The objective is to find the schedule minimizing the total cost over the
scheduling horizon.

Our work consists in the following contributions for the outlined cache
optimization problem with recommendation and AoI (COPRA):
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• We rigorously prove the NP-hardness of the problem, even when con-
tents are of uniform size, based on a reduction from 3-satisfiability (3-
SAT).

• We derive an integer linear programming (ILP) formulation for the prob-
lem in its general form, enabling the use of general-purpose optimization
solvers to approach the problem. This is particularly useful for solving
small-scale problem instances to optimality, and to enable to accurately
evaluate low-complexity though sub-optimal algorithms.

• For problem solving, we apply Lagrangian decomposition to the ILP,
allowing for decomposing the problem into two subproblems, each with
special structures. The first subproblem itself further decomposes into
smaller problems, each of which can be mapped to finding a shortest
path in a graph. The second subproblem also decomposes to smaller
problems. However, the problem size remains exponential, and there-
fore we propose column generation for gaining optimality. Moreover,
we demonstrate that the pricing problem of column generation can be
solved via dynamic programming (DP). It is also worth noting that, de-
composition enables parallel computation. In addition, our algorithm
computes a lower bound (LBD) that can be used to evaluate the quality
of any given solution.

• Finally, we conduct extensive simulations to evaluate the performance
of our algorithm by comparing its solution to global optimum for small-
scale scenarios, and to the LBD otherwise. The evaluations show that
our algorithm provides solutions within 8% of global optimality.

2 Related Work

To the best of our knowledge there is no work that jointly study content caching,
recommendation, and AoI. In the following, we first review the works that have
studied content caching and AoI, and then those on caching and recommenda-
tion.

The works in [9, 11–17] have studied content caching when AoI is ac-
counted for. The general problem setup in these works is what contents to
cache and when to update them with an objective function based on AoI.
In [9,11] the objective is minimizing the expected AoI when inter-update inter-
vals of each item or the total number of updates are known. In [12–14] content
caching is studied where both popularity and AoI are considered. In [12],
cache miss is minimized, and in [13] the load of backhaul link is minimized
via balancing the AoI and cache updates. In [14], partially updating a content,
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which depends on the type of content and its AoI, is enough to completely up-
date the content. In [15], the overall utility of a cache defined based on AoI of
contents is maximized, subject to limited cache and backhaul link capacities.
For a given origin, a set of users, and a (set of) cache between them, the AoI
at the cache(s) and users is analyzed in [17]. As an extension of [17], the work
in [16] studied the trade-off between obtaining a content from the origin with
longer transmission time and from the cache with higher AoI. A recent survey
of AoI can be found in [18].

In general, the works that studied content caching and recommendation can
be classified into two categories. In the first category, content recommendation
is utilized to shape the requests and steer the content demand toward the con-
tents that are both stored in the cache and interesting to the users [4,5,19–25].
In [4, 5] a preference “distortion” tolerance measure is used to quantify how
much the engineered recommendations distort the original user content prefer-
ences. In [19], an experiment is conducted to demonstrate the effect of content
recommendation on caching efficiency in practice. In [20], the objective is
to maximize both the quality of recommendation and streaming rate, and the
authors proposed a polynomial-time algorithm with approximation guarantee.
In [21,22], caching and recommendation decisions are optimized based on the
preference distribution of individual users. In [23], content caching and recom-
mendation are optimized taking into account the temporal-spatial variability of
user requests. In [24], the authors study the fairness issues of recommendation
where some contents get more visible than others by recommendation. In [25],
reinforcement learning is utilized for learning user behavior and optimizing
caching and recommendation.

In the second category of studies, recommendation is utilized to satisfy a
request when the requested content is not available in the cache, by recom-
mending some other cached and related contents [6–8, 26–28]. The idea of
recommending related contents in case of a cache miss is formally introduced
in [6] where the authors referred to the scenario as “soft cache hit”. In this ref-
erence, the authors illustrate how “soft cache hit” is able to improve the caching
performance. They also consider a caching problem with the objective of max-
imizing the cache hit rate where all contents in the cache can be recommended.
Using the submodularity property of the objective function, they propose al-
gorithms with performance guarantee. Later, in [8], the authors consider a
more realistic system model in which only a limited number of contents can
be recommended. Then, they propose a polynomial-time algorithm based on
first solving the caching problem, and then finding the recommendations sets.
In [26], the authors model the relation among contents as a graph, and then
studied the characteristics of this graph to predict whether it is worth to find
the optimal solution or a low complexity heuristic will be sufficient. In [27],
the authors try to find the best caching policy for a sequence of requests where
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recommendation is accounted for. In [28] a multi-hop cache network is studied
where soft cache hit is allowed in one of the caches along the path to the end
node that stores the initially requested content.

The closest works to our study are [6, 8] in the sense that they also con-
sidered soft cache hits. However, there are significant differences. To the best
our knowledge, it is novel that that caching decision, content recommendation,
and information freshness are jointly optimized. Moreover, in our work we
account for cache update costs, as well as the capacities of cache and backhaul
links.

3 System Scenario and Complexity Analysis

3.1 System Scenario

The system scenario consists of a content server, a base station (BS), and a set
of content items I = {1, 2, . . . , I}. The server has all the contents, and the
BS is equipped with a cache of capacity S. The BS is connected to the content
server with a communication link of capacity L via which the cache contents
can be updated. The size of content item i ∈ I is denoted by si.

We consider a time-slotted system with a time period of T time slots, de-
noted by T = {1, 2, . . . , T}. At the beginning of each time slot, the contents
of the cache are subject to updates. Namely, some stored contents may be
removed from the cache, some new contents may be added to the cache by
downloading from the server, and some existing contents may be refreshed.

The AoI of an item in the cache is the time difference between the current
slot and the time slot in which the item was most recently downloaded to the
cache. Each time an item is downloaded to the cache, the item’s AoI is zero,
i.e., maximum information freshness. The AoI then increases by one for each
time slot, until the next update. In other words, the AoI of any cached content
item is linear in time, if the content is not refreshed. For content i ∈ I, the
relevant AoI has a limit Ai. The content is considered obsolete if the AoI
exceeds Ai. Hence, a cached content i in time slot t can take one of the AoIs
in Ati = {0, ...,min(Ai, t− 1)}. The cost associated with content item i with
AoI a in time slot t is characterized by a cost function ftia that is monotonically
increasing in AoI a.

For a request of content i, if the content is stored in the cache and the AoI
is no more than Ai, the request is satisfied from the cache. Otherwise, a set
of related cached contents, hereinafter referred to as a recommendation set, is
recommended to the user. If the user accepts any element of the recommen-
dation set, the request is satisfied by the cache. If not, the request needs to be
satisfied from the server. Note that since a user may not be interested in getting
a long list of recommended contents, we limit the size of recommendation set
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to be at most N [8,29]. Denote byRi = {1, 2, ..., Ri} the index set of all con-
tents related to content i. This set can be determined from past statistics and/or
learning algorithms [6]. Obviously, the index set of any recommendation set
for content i is a subset of Ri. Note that the recommendation set may change
from a time slot to another.

Denote by hti the number of requests for content i ∈ I in time slot t ∈ T .
The value of hti can be estimated via recent requests of the contents, popularity
of the contents, and/or machine learning algorithms [6, 30]. In this study, for
the ease of exposition, we consider the total number of requests for a content
instead of individual user requests. Similarly, the acceptance probability of a
content does not vary from a user to another. Note that individual user requests
and acceptance probability can be easily accommodated in our formulations
and algorithms. Denote by cs and cb the costs for downloading one unit of data
from the server and from the cache to a user, respectively. Downloading cost
from server to cache is cs − cb. Intuitively, cs > cb to encourage downloading
from the cache.

The cache optimization problem with recommendation and AoI, or CO-
PRA in short, is to determine which content items to store, update, and recom-
mend in each time slot, such that the total cost of content requests over time
horizon 1, 2, ..., T is minimized, subject to cache and backhaul link capacities.

3.2 Cost Model

Denote by xtia a binary optimization variable that equals one if and only if
content i with AoI a is stored in the cache at time slot t. Hence, xti0 = 1
means that the content i at time slot t is just downloaded from the server to
the cache with AoI zero. Then, the overall downloading cost is shown in (1).
In (1), the first term is the downloading cost from server to the cache due to
cache updates and the second term is the downloading cost of requests that are
delivered using cached contents.

∆download =
∑
t∈T

∑
i∈I

(
(cs − cb)sixti0 +

∑
a∈Ati

cbsihtiftiaxtia

)
(1)

Next, we calculate the downloading cost related to content recommenda-
tion. Denote by pija the probability of accepting content j ∈ Ri with AoI a
instead of content i. This probability depends both on the correlation between
the two contents as well as the AoI of content j. The value of pija can be calcu-
lated based on historical statistics [6], item-item recommendation [31], and/or
collaborative filtering techniques [32]. Denote by c a generic candidate set of
contents for recommendation. Because of AoI, each element of c is a tuple of
a recommended content and its AoI. We refer to c as the recommendation set.
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Denote by Cti the set of all such recommendation sets for content i ∈ I in time
slot t. Denote by vtic a binary optimization variable that takes value one if and
only if (some content) in recommendation set c ∈ Cti is accepted instead of
content i in time slot t. The probability of not accepting any of the contents in
c is P̃ic =

∏
(j,a)∈c(1 − pija). Thus, the probability of accepting at least one

of them is 1− P̃ic, and hence the expected cost1 is:

∆recom =
∑
t∈T

∑
i∈I

∑
c∈Cti

(
cb(1− P̃ic) + csP̃ic

)
sihtivtic (2)

Finally, the total cost of system is the sum of ∆download and ∆recom.

3.3 Problem Formulation

COPRA can be formulated using integer-linear programming (ILP), as shown
in (3). In (3), we use yti as an auxiliary binary variable that equals one if and
only if content item i is cached in time slot t. Constraints (7b) state that if
content i is cached in time slot t, then it should exactly take one of the possible
AoIs a in Ati. Constraints (7c) and (7d) together ensure that content i in time
slot t has AoI a (i.e., xita = 1) if and only if three conditions hold: Item i is
in the cache (yti = 1), it has AoI a − 1 in time slot t − 1 (xi(t−1)(a−1) = 1),
and it is not refreshed again in slot t (xit0 = 0). Constraints (3e) indicate that
either content i is cached in time slot t or some set c ∈ Cti is recommended.
Constraints (3f) ensure that the contents in recommendation set c are indeed
cached. Constraints (3h) and (3g) formulate the cache and backhaul capacities.
Finally, Constraints (3i)-(3k) state the variable domain.

As the number of recommendations set are exponentially many, the ILP
is exponential in size. However, the ILP is of interest for solving small-scale
problem instances for gauging the performance of other suboptimal solutions.

4 Complexity Analysis

In this section, we rigorously prove the NP-hardness of COPRA based on a
reduction from the 3-SAT. Next, we show the tractability of the problem for
a single time slot when the contents are partitioned into subcategories with
uniform probabilities.

Theorem 1. COPRA is NP-hard.

Proof. We adopt a polynomial-time reduction from the 3-SAT problem that is
NP-complete [33]. Consider any 3-SAT instance with k clauses and n Boolean

1In this cost, 1 − P̃ic is multiplied by the size of initially requested content i.e., si. The
reason is that we consider recommending only contents with similar size to si.
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ILP : min
y,x,v

∆download +∆recom (3a)

s.t.
∑
a∈Ati

xtia = yti, t ∈ T , i ∈ I (3b)

xtia ≥ yti + x(t−1)i(a−1) − xti0 − 1,

t ∈ T \ {1}, i ∈ I, a ∈ Ati \ {0} (3c)

xtia ≤ x(t−1)i(a−1),

t ∈ T \ {1}, i ∈ I, a ∈ Ati \ {0} (3d)∑
c∈Cti

vtic + yti = 1, t ∈ T , i ∈ I (3e)

∑
c∈Cti:(j,a)∈c

vtic ≤ xtja, t ∈ T , i ∈ I, j ∈ Ri (3f)

∑
i∈I

siyti ≤ S, t ∈ T (3g)∑
i∈I

sixti0 ≤ L, t ∈ T (3h)

yti ∈ {0, 1}, t ∈ T , i ∈ I (3i)

xtia ∈ {0, 1}, t ∈ T , i ∈ I, a ∈ Ati (3j)

vtic ∈ {0, 1}, t ∈ T , i ∈ I, c ∈ Cti (3k)

variables u1, u2, ..., un. A variable or its negation is called a literal. Denote
by ûi the negation of ui, i = 1, 2, ..., n. Each clause consists of a disjunction
of exactly three different literals, for example, û1 ∨ u5 ∨ u7. The task is to
determine if there is an assignment of true/false values to the variables, such
that all clauses are satisfied (i.e., at least one literal has value true in every
clause).

We construct a reduction from 3-SAT as follows. Each literal or clause
represents a content, referred to as literal and clause contents, respectively.
Moreover, n auxiliary contents are defined, one for each pair of variable and its
negation. Hence, there are in total 3n+k contents, and I = {1, 2, ..., 3n+k}.
All contents have unit size, i.e., si = 1 for i ∈ I. Each variable, its negation,
and the corresponding auxiliary content are related mutually with acceptance
probability of 1. Thus, the requests made for any of them can be fully satisfied
by any of the other two contents. The number of time slots is one, i.e., T =
{1}, and the size of cache is n, i.e., S = n. The number of requests for each
clause and literal content is 1, i.e., h1i = 1 if i is a literal or a clause content.
Each clause content is related to the corresponding three literal contents with
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acceptance probability of 1. Hence for a request made for a clause content,
the system can recommend the three literals if some or all of them are cached.
There are n+k+1 requests for each auxiliary content, i.e., h1i = n+k+1 if i is
an auxiliary content. No relation is present between contents other than those
specified above. Note that the acceptance probability is symmetric between
any two related contents.

Parameters cb and cs are set to 1 and 2, respectively. We now show there
is an optimal solution such that the cache stores exactly either a variable or its
negation. Suppose an auxiliary and/or a clause content is cached. In the former
case, swapping this auxiliary content with a non-cached literal content of the
corresponding pair will not increase but possibly improve the cost. Because,
by swapping, more clause contents may also be satisfied from the cache. Now,
suppose a clause content is cached. Then, at least one auxiliary content must
be served using the server with cost 2(n + k + 1). For the other contents,
the best possible outcome is (n − 1)(n + k + 1) + 2n + k + 1. Hence, the
total cost is ∆1 = 2(n + k + 1) + (n − 1)(n + k + 1) + 2n + k + 1. The
cost when exactly one literal of each literal pair is cached is no more than
∆2 = 3n+ n(n+ k + 1) + 2k, assuming all clause contents are served using
the server. It can be verified easily that ∆1 > ∆2. Therefore, at an optimum,
the cache stores exactly either a variable or its negation. Thus the optimal total
cost for the literal and auxiliary contents is known.

Clearly the construction above is polynomial in size. If there is no solution
to the 3-SAT, then at least one clause content need to be downloaded from
server with cost cs = 2, and each of the other clause contents has at least the
cost of cb = 1. Thus, the total cost is at least δ1 = k + 1. If there is a solution
to 3-SAT, then the cost for all clause contents is at most δ2 = k. As can be
seen δ1 > δ2. Thus, whether or not there exists a caching strategy with a
total cost of no more than δ2 gives the correct answer to 3-SAT. Therefore, the
recognition versions of COPRA is NP-complete and its optimization version
is NP-hard.

In practice, the content items may naturally fall into different subcategories
based on the type of the content, e.g., video contents can be catagorized based
on if it is science fiction, drama, or comedy, etc., [21, 22]. If all items in a
subcategory are related with the same acceptance probability, then we show
the optimal solution of the problem with uniform size and one time slot can be
computed in polynomial time via DP. Note that the probability from a subcat-
egory to another may still differ. We refer to this special case as COPRA-CAT.

Theorem 2. COPRA-CAT can be solved in polynomial time.

Proof. We compute a matrix, called cost matrix and denote it by g, in which
entry g(k, i) represents the total cost by caching i content items of category
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k. This value is computed simply from the first i contents with the highest re-
quests. Below, a recursive function is introduced to derive the optimal caching
solution over all categories. We define a second matrix, called the optimal
cost matrix, and denote it by w, in which w(k, s′) represents the cost of the
optimal solution by considering the first k categories using a cache size of s′,
s′ = 0, 1, ..., S. The value of w(q, s′) is computed by the following recursion:

w(k, s′) = min
r=0,1,...,s′

{g(k, r) + w(k − 1, s′ − r)} (4)

Using Equation (4), the optimal cost for the first k categories is computed
given the optimal cost of the first k−1 categories. For the overall solution, the
optimal cost can be computed using the above recursion for cache size S and K
categories. We prove it by induction. First, when k = 1, i.e., we have only one
category, We have w(1, s′) = minr g(1, r) for all r = 0, 1, ..., s′. Obviously
r∗ = s′, that is, to allocate the whole capacity to this category. Now, assume
w(l, s′) is optimal for some l. We prove that w(l+1, s′) is optimal. According
to the recursive function:

w(l + 1, s′) = min
r
{g(l + 1, r) + w(l, s′ − r)} (5)

The possible values for r = 0, 1, ..., s′, and for each of the possible values of
r, w(l, s′− r) is optimal. This together gives the conclusion that the minimum
will be obtained indeed by the min operation. Thus, w(l + 1, s′) is optimal.

Finally, we show that w(K,S) can be computed in polynomial time. The
complexity of computing g is of O(KI). By the above, the computational
complexity of w is of O(KS2) where S is up to the number of contents.

5 Greedy Algorithm

A commonly considered strategy for fast but suboptimal solution is a greedy
approach (GA) that builds up a solution incrementally. GA tries to minimize
the total cost of each time slot by considering the items one by one. The
algorithm is shown in Algorithm 1.

For each time slot and each item, GA calculates an overall score based
on the number of requests, the relations to other contents, and the size of the
content, see Line 7. Then, GA treats items based on their scores in descend-
ing order. For a content under processing, it is downloaded from server to
the cache if there is enough cache and backhaul capacities, see Lines 11-13.
Otherwise, GA checks if the content is cached in the previous time slot, and
if there is enough cache capacity to store the content, see Lines 14-17. When
all contents are processed, GA finds recommendation sets for the non-cached
items. For each non-cached item, GA looks at the cached and related items,
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and pick the ones of highest acceptance probabilities, see Lines 18-21. GA is
simple but it turns out the performance is not satisfactory, and therefore there
is a need of developing a better algorithm.

Algorithm 1: Greedy Algorithm
Input: T , S, L, p, h, Ai, si, i ∈ I
Output: y∗, x∗, v∗

1: y ← {0, t ∈ T ∪ {0}, i ∈ I}
2: x← {0, t ∈ T , i ∈ I, a ∈ Ati}
3: C′ti ← ∅, t ∈ T , i ∈ I
4: v ← {0, t ∈ T , i ∈ I, c ∈ C′ti}
5: for t ∈ T do
6: I ′ ← I, L′ ← L, S′ ← S
7: θti ← (

∑
j∈I pji0htj)/si, i ∈ I

8: while I ′ ̸= ∅ and S′ > 0 do
9: i∗ ← argmaxi∈I′ θti

10: I ′ ← I ′ \ {i∗}
11: if (si∗ ≤ L′ and si∗ ≤ S′) then
12: L′ ← L′ − si∗ , S′ ← S′ − si∗

13: yti∗ ← 1, xti∗0 ← 1
14: else if (y(t−1)i∗ = 1 and si∗ ≤ S′ and xti∗A∗

i
̸= 1) then

15: S′ ← S′ − si∗

16: a∗ ← argmaxa x(t−1)i∗a

17: yti∗ ← 1, xti∗(a∗+1) ← 1
18: for i ∈ I ′ do
19: c ← {(j, a) : xtja = 1, j ∈ Ri, a ∈ Atj}
20: C′ti ← {the first N elements in c with the highest probabilities

with respect to i}
21: vtic ← 1

6 Algorithm Design

We propose an algorithm by applying Lagrangian decomposition (LD) to ILP (3).
In LD, some variables are duplicated, with equalities constraints requiring that
the duplicates are equal to the original variables. Next, these constraints are
relaxed using Lagrangian relaxation and some method (often a subgradient
method [34, 35]) is applied to solve resulting Lagrangian dual.
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6.1 Lagrangian Decomposition

In our LD-based algorithm (LDA), we duplicate the x variables. Specifically,
we replace x variables in AoI constraints (3b)-(3d) by x′ and add a set of con-
straints requiring x = x′. Next, we relax constraints x = x′ with multipliers
λ, and the resulting Lagrangian relaxation is given in (6). Note that ∆′

download

is the same as ∆download but the x variables are replaced by x′.

min
y,x,x′,v∈{0,1}

∆′
download +∆recom+∑

t∈T

∑
i∈I

∑
a∈Ati

λtia(x
′
tia − xtia) (6a)

s.t.
t−1∑

a∈Ati

x′tia = yti, t ∈ T , i ∈ I (6b)

x′tia ≥ yti + x′(t−1)i(a−1) − x′ti0 − 1,

t ∈ T \ {1}, i ∈ I, a ∈ Ati \ {0} (6c)

x′tia ≤ x′(t−1)i(a−1), t ∈ T \ {1}, i ∈ I, a ∈ Ati \ {0} (6d)

(3e)− (3h)

As can be seen ILP (6) is decomposed into to two subproblems, one con-
sists of all terms containing x′, and the other all terms with x. Below, we
formally state each of them.

6.2 Subproblem One

Subproblem 1, hereinafter referred to as SP1, is shown in (7). The SP1 consists
of all terms having x′, namely the downloading cost and Lagrangian multiplier
terms as the objective function, and constraints related to AoI.

We exploit the structure of SP1 as follows. First, as there is no constraint
bundling the content items together, SP1 decomposes by content, leading to I
smaller problems. The optimization problem corresponding to content i ∈ I
is denoted by SP(i)

1 and consists of the terms of SP1 for content i. Second, we
show that SP(i)

1 , i ∈ I, can be solved as a shortest path problem.

Theorem 3. SP(i)
1 , i ∈ I, can be solved in polynomial time as a shortest path

problem.

Proof. Consider content i ∈ I. We construct an acyclic directed graph such
that finding the shortest path from the origin to distention is equivalent to solv-
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Figure 1: Graph of the shortest path for SP(i)
1 corresponding to content item i.

SP1 : min
y,x′∈{0,1}

∆′
download +

∑
t∈T

∑
i∈I

∑
a∈Ati

λtiax
′
tia (7a)

s.t.
∑
a∈Ati

x′tia = yti, t ∈ T , i ∈ I (7b)

x′tia ≥ yti + x′(t−1)i(a−1) − x′ti0 − 1,

t ∈ T \ {1}, i ∈ I, a ∈ Ati \ {0} (7c)

x′tia ≤ x′(t−1)i(a−1),

t ∈ T \ {1}, i ∈ I, a ∈ Ati \ {0} (7d)

ing SP(i)
1 . The graph is shown in Figure 1. The objective function of SP(i)

1

is:

∑
t∈T

(
(cs − cb)six

′
ti0 +

∑
a∈Ati

cbsihtiftiax
′
tia

)
+
∑
t∈T

∑
a∈Ati

λtiax
′
tia

=
∑
t∈T

(cs − cb)six
′
ti0 +

∑
t∈T

∑
a∈Ati

(cbsihtiftia + λtia)x
′
tia

(8)

The graph is constructed as follows. Nodes O and D are used to represent
the origin and destination respectively. For time slot t, there are 1+min{Ai, t−
1} vertically aligned nodes. A path passing node V 0

ti and V 1
tia corresponds to

the following two scenarios, respectively:

1. The content is not in the cache.

2. The content is in the cache and has AoI a, a ∈ Ati.
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For each node V 0
ti there are two outgoing arcs, one to V 0

(t+1)i which cor-
responds to that the content is not stored in the next time slot and the arc
hence has weight zero, and the other to V 1

(t+1)i0 which has weight d(t+1)i0 =

(cs − cb)si + cbsih(t+1)if(t+1)i0 + λ(t+1)i0 corresponding to the case that the
content is downloaded to the cache in the next time slot and has AoI zero. For
each node V 1

tia there three outgoing arcs to V 0
(t+1)i, V

1
(t+1)i0, and V 0

(t+1)i(a+1),
respectively. A path passing through the first, second, and the third arcs corre-
sponds to the following three scenarios, respectively:

1. Content is deleted for the next time slot with arc weight zero.

2. The content is re-downloaded from the cache and has AoI zero with
weight d(t+1)i0.

3. The content is kept and its AoI increases with one time unit and has
weight d(t+1)i(a+1) = cbsih(t+1)if(t+1)i(a+1) + λ(t+1)i(a+1).

Finally, there are T arcs from V 0
T i0 and V 1

T ia to D, each with weight zero.
Given any solution of SP(i)

i , by construction of the graph, the solution di-
rectly maps to a path from the origin to the destination with the same objective
function. Conversely, given a path we construct an ILP solution. For time slot
t, if the path contain node V 0

ti and V 1
tia, we set yti = 0. If the path passes

through node V 1
tia, we set yti = 1 and x′tia = 1. The resulting ILP solution

has the same objective function value as the path length in terms of the arc
weights. Hence the conclusion.

6.3 Subproblem Two

Subproblem 2, hereinafter referred to as SP2, consists of all those terms of (6)
containing x. SP2 decomposes by time slot, leading to T smaller problems.
Denote by SP(t)

2 the problem corresponding to time slot t, shown in (9).
The number of v variables in SP(t)

2 is exponentially many, as there are ex-
ponential number of recommendation sets. Hence, having all v variables in
the ILP is impractical. To deal with this issue, we apply column generation
to the v variables in the LP relaxation of (9), to generate only the promising
recommendation sets. Column generation is a powerful method to obtain the
global optimum of some structured linear programs with exponential number
of variables. In a column generation algorithm, the most promising variables
are generated in a iterative process by solving alternatively a master problem
(MP) and a pricing problem (PP). Each time PP is solved, a new variable that
possibly improves the objective function is generated. The benefit of column
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generation is to exploit the fact that at optimum only a few variables are pos-
itive. Below we define the MP and PP for solving SP(t)

2 . In the following, to
ease the presentation, we consider a generic time slot and drop the index t.

SP(t)
2 : min

∑
i∈I

∑
c∈Ci

(
cb(1− P̃ic) + csP̃ic

)
sihtivtic −

∑
i∈I

∑
a∈Ati

λtiaxtia

(9a)

s.t.
∑
a∈Ati

xtia = yti, i ∈ I (9b)

∑
c∈Ci

vtic + yti = 1, i ∈ I (9c)

∑
c∈Ci:(j,a)∈c

vtic ≤ xtja, , i ∈ I, j ∈ Ri (9d)

∑
i∈I

siyti ≤ C (9e)∑
i∈I

sixti0 ≤ L (9f)

yti ∈ {0, 1}, t ∈ T , i ∈ I (9g)

xtia ∈ {0, 1}, t ∈ T , i ∈ I, a ∈ Ati (9h)

vtic ∈ {0, 1}, t ∈ T , i ∈ I, c ∈ Cti (9i)

6.3.1 MP and RMP

MP is the continuous version of (9). Restricted MP (RMP) is the MP but with
a small subset C′i ⊆ Ci for any content i ∈ I. Denote by C ′

i the cardinality
of C′i.

6.3.2 Pricing problem

The PP uses the dual information to generate new variables/columns. Denote
by v∗ the optimal solution of RMP. After obtaining v∗, we need to check
whether v∗ is the global optimum of RMP. This can be determined by finding
a column with the minimum reduced cost for each content i ∈ I. This means
the PP decomposes to I smaller problems, one corresponding to each content i.
If all these minimum reduced cost values are nonnegative, the current solution
is optimal. Otherwise, we add the columns with negative reduced costs to their
recommendation sets.
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Consider content i ∈ I. Denote by π∗
i and β∗

i = {βija|j ∈ Ri, a ∈ Ai}
the optimal dual values of the counterpart constraints of (9c) and (9d) in the
RMP, respectively. Hence, the reduced cost of the v-variable of content i and
recommendation set c is:(

cb(1− P̃ic) + csP̃ic

)
sihi − π∗

i +
∑
j∈Ri

∑
a∈Aj

β∗
ija =

(
sihi(cs − cb)P̃ic

)
+ cbsihi − π∗

i +
∑
j∈Ri

∑
a∈Aj

β∗
ija

(10)

in which P̃ic =
∏

(j,a)∈c(1 − pija). This reduced cost is nonlinear due to the
term P̃ic . But, we can linearize it using logarithm. Let

p′ = log

hisi(cs − cb)
∏

(j,a)∈c

(1− pija)


= log (hisi(cs − cb)) +

∑
(j,a)∈c

log(1− pija)

(11)

Now, the reduced cost can expressed as:

10p
′
+ cbsihi − π∗

i +
∑
j∈Ri

∑
a∈Aj

β∗
ija (12)

where p′ = log (hisi(cs − cb)) +
∑

(j,a)∈c log(1 − pija). As pija ∈ (0, 1),∑
(j,a)∈c log(1−pija) is zero or a negative value. Thus, the minimum and max-

imum values that p′ can take are p′min = log (hisi(cs − cb))+
∑

(j,a)∈c log(1−
pija). and p′max = log (hi(cs − cb)), respectively. Hence p′ ∈ [pmin, pmax].
The above expression is for a given v-variable. In the following, we define
PP, that is an auxiliary problem, of which the optimum will tell us the not-yet-
present variable with minimum reduced cost.

Denote by PP(i) the PP corresponding to content i. Let zja be a binary
optimization variable that takes value one if and only if content j with AoI
a is in the set to be generated. Then PP(i) can be expressed as (13). Note
that the terms cbsihi and π∗

i are constants here, and hence can be dropped in
the optimization process. Constraints (13c) ensure that for each content in the
recommendation set, exactly one AoI value is selected. Constraint (13d) states
that the total number of contents in the recommendation set can not exceed the
given upper bound. In the following, we show that PP(i) can be solved via DP.
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PP(i) : min 10p
′
+

∑
j∈Ri

∑
a∈Aj

β∗
ijazja (13a)

s.t. p′ = log (hisi(cs − cb)) +
∑
j∈Ri

∑
a∈Aj

log(1− pija)zja (13b)

∑
a∈Aj

zja ≤ 1, j ∈ Ri (13c)

∑
j∈Ri

∑
a∈Aj

zja ≤ N (13d)

zja ∈ {0, 1}, j ∈ Ri, a ∈ Aj (13e)

p′ ∈ [pmin, pmax] (13f)

Theorem 4. PP(i) can be solved to any desired accuracy via DP.

Proof. We first perform two prepossessing steps, and then apply DP to the
resulting problem. First, as the objective function is minimization and p′ is a
continuous variable, constraint (13b) can be stated equivalently as a greater-
than-or-equal constraint. We re-express the constraint as:∑

j∈Ri

∑
a∈Aj

− log(1− pija)zja ≥ log (hisi(cs − cb))− p′ (14)

Since p′ ∈ [pmin, pmax], the minimum and maximum values that the right-
hand-side of the constraint can take are zero and

∑
j∈Ri

∑
a∈Aj

− log(1 −
pija), respectively.

Second, the problem can be solved to any desired accuracy (though not
exactly the optimum), by quantizing the interval of p′ into W steps; this cor-
responds to multiplying the coefficients with some number M and rounding.
Let W = M

∑
j∈Ri

∑
a∈Aj

− log(1 − pija) denote the maximum value of
the right-hand-side of (14) after multiplying it by M . Similarly let qja =
−M log(1 − pija) for j ∈ Ri, a ∈ Aj . Note that the minimum value that the
right-hand-side can take is still zero. Hence, p′ ∈ [0,W ].

After these two steps, (13) can be re-expressed as (15). Formulation (15)
resembles an inversed multiple-choice knapsack problem with an upper bound
(15d) on the number of items. The difference is that we have p′ as one ad-
ditional variable with a term in the objective function. The selection of p′

affects the right-hand-side, corresponding to changing the knapsack capacity.
Knapsack problem is solved via DP efficiently. The interesting point is that
DP provides not only the optimal function value of z with the given capacity,
but also those for all intermediate values starting from zero, implying that one
computation is enough to examine the effect of all p′ values. Then the optimum
can be obtained by post processing considering the function term with p′.
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min 10p
′
+

∑
j∈Ri

∑
a∈Aj

β∗
ijazja (15a)

s.t.
∑
j∈Ri

∑
a∈Aj

qjazja ≥W (15b)

∑
a∈Aj

zja ≤ 1, j ∈ Ri (15c)

∑
j∈Ri

∑
a∈Aj

zja ≤ N (15d)

zja ∈ {0, 1}, j ∈ Ri, a ∈ Aj (15e)

p′ ∈ [0,W ] (15f)

The DP algorithm for solving PP(i) is shown in Algorithm 3. Lines 1-5 are
the initialization steps. Lines 6-13 solves (15) with maximum capacity W in
which matrix B∗ is the optimal cost matrix. Entry B∗(w, j, n) represents the
cost of the optimal solution when up to n contents of the first j contents can be
in the recommendation set with a knapsack capacity w ∈ [0,W ]. Matrix A∗

is an auxiliary matrix that stores the AoI corresponding to optimum for each
tuple (w, j, n) where w ∈ [0,W ], j = 1, .., Ri, and n = 1, 2, ...,min{j,N}.
Lines 14-32 perform the post processing step. Namely for each intermediate
value p′ ∈ [0,W ], the corresponding objective function value is calculated and
compared to the minimum value found so for, in order to find the global min-
imum of the problem. The complexity of this algorithm is of O(WRiNAi).
The column generation algorithm for solving SP(t)

2 is shown in Algorithm 2 in
which Algorithm 3 is used for solving PP(i), i ∈ I.

Algorithm 2: Column generation for SP(t)
2

1: Initialize C′i for i ∈ I
2: Stop← False
3: while Stop = False do
4: Solve RMP (9) and obtain dual optimum values π and β
5: Stop← True
6: for i ∈ I do
7: Solve PP(i) by Algorithm 3
8: if the reduced cost< 0 then
9: Stop← False

10: Add the column to C′i
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Algorithm 3: Dynamic programming for PP(i)

1: Create matrix B∗ of size (1 +W )× (1 +Ri)× (1 +N)
2: Create matrix A∗ of size (1 +W )× (1 +Ri)× (1 +N)
3: B∗[0, j, n]← 0 for any j and n
4: B∗[w, 0, n]←∞ for any w > 0 and any n
5: w ← 1, Stop← False
6: while Stop = False do
7: for j = 1, ..., Ri do
8: for n = 1, ...,min{j,N} do
9: B∗(w, j, n)← min

a∈Aj

{βija+B∗(w′, j−1, n−1), B∗(w, j−1, n′)},

A∗(w, j, n)←
argmin
a∈Aj

{βija +B∗(w′, j − 1, n− 1), B∗(w, j − 1, n′)},

where
w′ = max{0, w − qja} and n′ = min{j − 1, n}

10: if B∗(w,Ri, N) =∞ or w = W then
11: Stop← True
12: else
13: w ← w + 1
14: OPT←∞, w ← 1, Stop← False
15: while Stop = False do
16: q∗ ← 0, w′ ← w, j′ ← Ri, n′ ← N
17: if B∗(w′, j′, n′) =∞ or w > W then
18: Stop← True
19: else
20: while j′ ≥ 1 and n′ ≥ 1 do
21: if B∗(w′, j′, n′) < B∗(w′, j′ − 1, n′) then
22: a∗ ← A∗(w′, j′, n′)
23: w′ ← min{0, w′ − qj′a∗}
24: q∗ ← q∗ + qj′a∗

25: n′ ← n′ − 1
26: else
27: n′ ← min{j′ − 1, N}
28: j′ ← j′ − 1
29: p← log (hisi(cs − cb))− q∗/M
30: if 10p + cbsihi − π∗

i +B∗(w,Ri, N) < OPT then
31: OPT← 10p + cbsihi − π∗

i +B∗(w,Ri, N)
32: w ← w + 1
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6.4 Attaining Integer Feasible Solutions

The solutions of the two subproblems will likely violate some original con-
straints, and we present an approach to generate feasible solutions based on
SP2. We take the solutions of SP(t)

2 , t ∈ T , and “repair” them in order to
construct an integer solution for COPRA. The reason of using SP(t)

2 , t ∈ T is
that its solution contains the information of recommendation sets, and hence it
resembles more a solution to the original problem. However, these solutions
do not respect the AoI evolution of contents across the time slots as each SP(t)

2 ,
t ∈ T , is solved independently from the others. The repairing algorithm (RA)
is shown in Algorithm 4, which consists of three main steps. In the algorithm,
symbol← is used to indicate the assignment of a value. Symbol ⇔ is used to
indicate that an assigned value of an optimization variable is kept fixed subse-
quently.

In the first step, we take the solution of SP(t)
2 , t ∈ T , and perform an iter-

ative rounding process on the y-variables to obtain an integer solution. More
specifically, we first fix the current y-variables having value one, followed by
fixing the variable with the largest fractional value to one if there is enough
capacity and zero otherwise. We then solve SP(t)

2 again. Now, if the solution
is integer, we stop. Otherwise, this process is repeated until an integer solution
is obtained. Obviously, in the worst case, I iterations are needed to obtain an
integer solution. Denote by ŷ = {ŷti : t ∈ T and i ∈ I} the obtained values
of y-variables of each SP(t)

2 for t ∈ T . This step corresponds to Lines 1-9 in
Algorithm 4.

In the second step, we utilize ŷ as input to the optimization problem stated
in (16). Therein, the y-variables have the same meaning as defined earlier
in Section 3.3. Solving (16) provides a caching solution in which the AoI
evolution of contents across time slots are respected. The objective function
is maximization, to encourage setting the y-variables to be as similar to ŷ as
possible. Here, ϵ is a small positive number, to encourage caching contents
even if ŷ is zero. This step corresponds to Line 10 in Algorithm 4.

max
y,x∈{0,1}

∑
t∈T

∑
i∈I

(ϵ+ htisiŷti)yti (16a)

s.t. (3b), (3c), (3d), (3g), (3h)

After these two steps, we have a complete caching solution over time slots.
Finally, for each non-cached content item, we choose the N highest related
cached contents as its recommendation set. This step corresponds to Lines 11-
13 in Algorithm 4. We remark that formulation (16) is an integer program.
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However in practice this is solved rapidly. Moreover, the repairing operation
does not need to be done in every iteration of subgradient optimization.

Algorithm 4: RA for constructing integer solutions

Input: SP(t)
2 for t ∈ T

Output: An integer solution for COPRA
1: for t ∈ T do
2: while (exists yti with fractional value) do
3: yti ⇔ 1 if yti = 1
4: g = max{yti : 0 < yti < 1}
5: j = argmax{yti : 0 < yti < 1}
6: Φ← L if (t = 1) else Φ← S
7: ytj ⇔ 1 if (sj +

∑
i∈I
yti=1

si ≤ Φ) else ytj ⇔ 0

8: Solve SP(t)
2

9: ŷ ← {yti : t ∈ T , i ∈ I}
10: Solve formulation (16) and obtain the values of y
11: for t ∈ T do
12: for i ∈ I : yti = 0 do
13: c ← the first N elements in {(j, a) : xtja = 1, j ∈ Ri, a ∈ Atj}

with the highest relations to i

6.5 Algorithm Summary

The main steps of LDA is shown in Algorithm 5. Line 1 initialize the total
number of iterations K to perform, and tolerance parameters ϵ1 and ϵ2. Lines 2
and 3 initialize the vector of Lagrangian multiplier λ to 0, the iteration counter
k = 1, the lower bound LBD to zero, and the best found solution w̄ to ∞.
Lines 5 and 6 solve the SP(i)

1 for i ∈ I and SP(t)
2 for t ∈ T , respectively.

Lines 7 and 8 calculate the Lagrangian function value, and update the LBD
if a higher lower bound is found. Lines 9 finds a solution for the problem,
and then Line 10 updates the current upper bound if a solution with lower
objective function value is obtained. Line 11 updates the Lagrange multipliers,
and Line 12 increases the iteration counter by one. Finally, Line 13 checks
whether a stopping criterion is met.

7 Performance Results

In this section, we present performance evaluation results of LDA and GA.
We first consider small-size problem instances, and evaluate the performances
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Algorithm 5: The main steps of LDA
1: Initialize K, ϵ1, and ϵ2
2: λ← 0, k ← 1
3: LBD← 0, w̄ ←∞
4: repeat
5: Solve SP(i)

1 for i ∈ I and obtain x(k)

6: Solve SP(t)
2 for t ∈ T by Algorithm 2 and obtain x′(k)

7: Calculate L(λ(k)) which is (6a)
8: if L(λ(k)) >LBD then LBD← L(λ(k))
9: Apply Algorithm 4 to obtain an integer solution and its objective

function value U
10: if U < w̄ then w̄ ← U
11: Calculate λ(k+1) = λ(k) + t(k)d(k) where t(k) = η w̄−L(λ(k))

||d(k)||2 ,

d(k) = x(k) − x′(k)

12: k ← k + 1
13: until ||d(k)|| > ϵ1 and ∥λ(k+1) − λ(k)∥ > ϵ2 and k > K

of LDA and GA by comparing them to the global optimum obtained from
ILP (3). We report the (relative) deviation from the optimum, referred to as the
optimality gap. For large-size problem instances, it is computationally difficult
to obtain global optimum. Instead, we use the LBD derived from LDA as the
reference value. This is a valid comparison because the deviation with respect
to the global optimum will never exceed the deviation from the LBD. We will
see that, numerically, using the LBD remains accurate in evaluating optimality.

The content popularity is modeled by a ZipF distribution, i.e., the proba-
bility where the i-th content is requested is i−γ∑

i∈I i−γ [36, 37]. Here γ is the
shape parameter and it is set to γ = 0.56 [36]. The sizes of content items are
generated within interval [1, 10]. We have set the the cache capacity to 50% of
the total size of content items, i.e., C = 0.5

∑
i∈I si. The capacity of backhaul

link is set to L = ρ
∑

i∈I si where parameter ρ steers the backhaul capacity in
relation to the total size of content items. The probability of accepting a related
content is generated in interval [0.6, 1). The maximum AoI that a content can
take is set to two. We use content-specific and time-specific functions includ-
ing linear and nonlinear ones from the literature [38,39] to model the AoI cost
of content items. Specifically, for each content, one of the following functions
is randomly selected: ftia = 1 + αtia, ftia = 1

1−αtia
, and ftia = eαtia. The

functions are made content-specific and time-specific by varying parameter
αti. We remark that the performance of LDA remains largely the same if only
one type of function is used for all contents. The use of multiple functions is
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to show that the algorithm works in general with diverse functions. We will
vary parameters I , T , and ρ, and study their impact on the overall cost and
algorithm performance. For each input setup, we have generated 10 problem
instances and we report the average cost.

Figure 2 shows the total cost returned by LDA when recommendation is
utilized, and LDA with no recommendation (denoted by LDC-NC). The fig-
ure shows that, interestingly, the total cost decreases by more than 50% with
recommendation. Another interesting point is that the reduction is even more
when the number of content items increases. From this result, the considera-
tion of recommendation optimization is relevant.
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Figure 2: Impact of I on total cost when T = 12, S = 0.5
∑

i∈I si, L =
0.3

∑
i∈I si, and γ = 0.56. The blue and pink lines show the total cost with

and without recommendation, respectively.

Figures 3-5 and Figures 6-8 show the performance results for the small-
size and large-size problem instances, respectively. In Figures 3-5, the green
line represents the global optimum computed using ILP (3). In Figures 6-8,
the black line represents the LBD obtained from LDA. In all figures, the blue
and red lines represent the overall cost returned by LDA and GA, respectively.
The deviation from global optimum for LDA is within a few percent, while
for GA it is significantly larger. Moreover, the results for both small-size and
large-size problem instances are consistent.

Figure 3 shows the impact of content items on the total cost for small-
size problem instances. The overall cost slightly decreases with the number of
contents. This is due to the fact that the capacity of cache is set relatively to the
total. Namely, with larger number of contents, more capacity is available, and
hence more opportunity to serve content requests from the cache. This effect,
however, can not be seen for large problem instances due to a saturation effect,
see Figure 6. As can be seen the cost has fluctuations due to instable solutions
of GA. For small-size problems, the optimality gap of GA is about 57%, while
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for LDA it is about 7% from global optimum. For large-size problems, the
performance of LDA remains the same, while that of GA increases to 70%.
Intuitively, the reason is that with larger number of items, the problem becomes
too difficult for a simple algorithm such as GA.

Figures 4 shows the impact of time slots for small-size problem instances.
As can be seen, the cost increases with number of time slots. Apparently, this
is because with more time slots, there are more requests to serve, and hence
higher cost. GA has an optimality gap around 60%, while for LDA the gap
is only 8%. The results for large-size problems are shown in Figure 7. LDA
consistently shows good performance, whereas the results of GA are very sub-
optimal. It is worth noting that the optimality gaps of both LDA and GA
slightly increase with the number of time slots.

Figure 5 shows the impact of ρ on the total cost. Larger ρ means higher
backhaul capacity. The costs of both LDA and GA decrease sharply when ρ
increases from 10% to 20%, then the decrease slows down due to a saturation
effect. The optimality gap of LDA is 17.5% when ρ = 10%. This is because
when the backhaul capacity is extremely limited, very few content items can
be updated in a time slot, and as a result even one or two sub-optimal choices
would largely impact the performance. When ρ increases to 20%, the cost
significantly decreases and the optimality gap decreases as well to 7.8%. For
higher value of ρ, the gap slightly decreases further and stays around 7%. For
GA the deviation from optimality is high no matter ρ is small or not. Similar
trends can be seen for large-size problems, see Figure 8. Note that in the figure
it may not be clear that the result of LDA and LBD both decrease with ρ. To
show this, we have plotted a subfigure in the middle-right section of the figure.
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Figure 3: Impact of I on total cost when T = 6, S = 0.5
∑

i∈I si, L =
0.3

∑
i∈I si, and γ = 0.56.
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Figure 4: Impact of T on total cost when I = 20, S = 0.5
∑

i∈I si, L =
0.3

∑
i∈I si, and γ = 0.56.
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Figure 5: Impact of ρ on total cost when I = 20, T = 6, S = 0.5
∑

i∈I si,
and γ = 0.56.
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Figure 6: Impact of I on total cost when T = 12, S = 0.5
∑

i∈I si, L =
0.3

∑
i∈I si, and γ = 0.56.
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Figure 7: Impact of T on total cost when I = 50, S = 0.5
∑

i∈I si, L =
0.3

∑
i∈I si, and γ = 0.56.
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Figure 8: Impact of ρ on total cost when I = 50, T = 12, S = 0.5
∑

i∈I si,
and γ = 0.56.

8 Conclusions

We have studied optimal scheduling of cache updates where AoI of contents
and recommendation are jointly taken into account. With both AoI and recom-
mendation, the problem is hard even for one single time slot. We formulated
the problem as an integer liner program (ILP). The ILP provides optimal so-
lutions, but it is not practical to large problem instances. Simple algorithms
are not likely to be effective, and this finding is obtained via the poor per-
formance of a greedy algorithm (GA). To arrive at good solutions efficiently,
one has to analyze and exploit the structure of this optimization problem. We
achieve this by the Lagrangian decomposition algorithm (LDA) that allows for
decomposition for handling large-scale problem instances. LDA decomposes
the problem into several subproblems where each of them can be solved effi-
ciently. The algorithm provides solutions within a few percentage from global
optimality.
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Abstract

We study route scheduling of a UAV for data collection from sensor
nodes (SNs) with battery recharging. The freshness of the collected in-
formation is captured by the metric of age of information (AoI). The ob-
jective is to minimize the average AoI cost of all SNs over a scheduling
time horizon. We prove that the problem in its general form is NP-hard.
Then, for a special case of the problem, we prove that optimum can be
computed in polynomial time. Next, we develop an algorithm based on
graph labeling. Finally, we show the effectiveness of our algorithm in
comparison to greedy scheduling.

1 Introduction

1.1 Motivations

UAVs are becoming employed for data collection from sensor nodes (SNs) [1].
A UAV can travel to hard-to-reach areas, collect information, and carry them
back to a base station (BS). In the literature, data collection via UAV with per-
formance metrics such as throughput and delay has been studied. However,
such metrics may fall short in quantifying the freshness of information, be-
cause they do not account for the generation time of the information [2, 3]. As
pointed out in [3–6], the freshness of the collected information from SNs is
crucial in many areas such as remote machine monitoring, safety, and Internet-
of-Things-based applications. We quantify the freshness of information using
the concept of age of information (AoI), defined as the amount of time elapsed
since the generation time of latest received information [2].

We study the problem of AoI-optimal data collection via a UAV from a set
of SNs, for which we do not assume any particular topology. As the SNs may
differ in importance, we allow for the use of different functions to model the
AoI costs of SNs. For this problem we prove its NP-hardness. Moreover, we

191



prove tractability of a special class of the problem with symmetric topology,
though the focus of our work is on general typologies. The works [3–11],
have studied data collection via UAV with objectives related to AoI. In [4],
assuming Euclidian distances between the SNs, maximum and average AoIs
are minimized using a genetic algorithm. In [5], the authors extended the work
in [4] to the scenario where the UAV collects data from a set of SNs at a so-
called data collection point, and proposed a dynamic programming algorithm
to minimize the maximum AoI. In [6], UAV is used as a relay to minimize
the maximum AoI, and an iterative algorithm is proposed. In [7], the average
AoI under energy constraint of SNs is minimized. In [8], an AoI-optimal data
collection and dissemination problem on graphs is studied, where a UAV flies
along the randomized trajectory.

In [3, 9–11], learning-based algorithms are utilized for age-optimal UAV
routing. In [9], the authors studied UAV path planning for collecting deadline-
sensitive information with the objective of minimizing the expired packets.
In [10], data collection via multiple UAVs with the objective of maximizing
the energy efficiency is studied. The works in [3, 11], studied UAV data col-
lection from a set of energy constrained SNs with the objective of minimizing
weighted sum of the AoIs.

The works [4–9] assumed all SNs must be visited by the UAV before fly-
ing back to the BS. However, this may not be AoI optimal. In addition, stud-
ies [4–10] assume equal importance of the SNs, whereas in reality the AoI cost
function may be SN-specific. In [3, 11], the SNs differ in weights, however,
nonlinear AoI functions can not be accommodated. Moreover, even though
some of these studies account for battery capacity, only one trip (i.e., flying
from the BS to visit a subset of SNs) of UAV for data collection is investi-
gated, and none of them have considered battery recharging. In our study, in
addition to the battery capacity, we consider battery recharging of the UAV
which enables the UAV for performing multiple trips. These aspects motivate
our work.

1.2 Contributions

We study optimal scheduling of a UAV over a given time horizon with SN-
specific AoI cost function. The UAV is of limited battery capacity. Our contri-
butions are as follows:

• We provide analysis of problem complexity. We prove the NP-hardness
of the problem in its general form. Then, we prove tractability of the
problem for a uniform scenario.

• For problem solving, we develop a polynomial-time algorithm based on
the concept of graph labeling in which the trade-off between computa-
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tional effort and solution optimality can be tuned by a simple control
parameter.

• We conduct simulations and evaluate the performance of our algorithm,
by comparing it to a greedy schedule. Simulation results show that our
algorithm outperforms the greedy solution.

2 System Model

There are a BS, a UAV with battery capacity of size B, and a set of SNs with
index set S = {1, . . . , S}. See Fig. 1 for an illustration. We define S+ =
{0} ∪ S in which 0 represents the BS. Traveling from i ∈ S+ to j ∈ S+
takes tij amount of time and consumes bij amount of energy. For the sake
of generality, the system model does not restrict itself to a specific way of
calculating tij and bij , i, j ∈ S+. As an example, the value of tij can be
calculated based on the operation mode that the UAV flies at fixed height h
with constant velocity v; this model is adopted in [4]. Specifically, tij =

dij
v

where dij is the distance between SNs i and j. The value of bij for this mode
of operation can be calculated as bij = φtij+ρ in which constants φ and ρ are
determined based on h, v, and UAV’s specification; this model is used in [12].

SN 1 SN 2

SN 3

SN 4base station

battery

Figure 1: System scenario.

The UAV repeatedly departs from the BS and visits a subset of the SNs for
data collection. The sampling policy here is that each time an SN is visited, the
UAV hovers over the SN, and establishes a communication link, then the SN
senses information and generates a data packet, and transmits it to the UAV [4].
We assume that the channel between the SNs and UAV is dominated by line-
of-sight links [3,4]. Hence, the time duration for transmitting the data from an
SN to the UAV is constant, and without loss of generality, is embedded into the
travel time of the UAV to the SN. Moreover, same as [4], we assume that the
sampling time is negligible. Before the UAV’s battery becomes exhausted, it
has to return to the BS for either partially or fully recharging its battery. Denote
by g(·) the recharging function of the battery. Note that we do not assume that
g(·) has to be linear.
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At the BS, u(s, t) stands for the timestamp of the most recently received
information of SN s at time t. Denote by a(s, t) the AoI of SN s at time t.
Thus, the AoI at time t can be calculated as a(s, t) = t − u(s, t). The AoI
vector of all SNs at time t is represented by a(t). Notation fs(·) is used for
the AoI cost function of SN s ∈ S. The problem consists in age-optimal UAV
scheduling (AUS) for data collection from the SNs over the time horizon of
duration T , with the objective of minimizing the average AoI cost.

3 Problem Formulation

Denote by M the maximum number of locations that can be possibly visited
by the UAV during time horizon T . The value of M can be calculated as
M =

⌊
T

tmin

⌋
where tmin is the minimum of travel times between the locations,

i.e., tmin = min{tij , ∀i, j ∈ S+}. Note that by this construction, the UAV
visits at most M locations, and how many and when to visit the locations
are both subject to optimization. The AUS is formulated mathematically as
shown in (1).

min
1

ST

∑
s∈S

M−1∑
k=1

∫ αsk+yk+1−yk

αsk

fs
(
x
)
dx (1a)

s.t.
∑
s∈S+

xsk = 1, k = 2, . . . ,M (1b)

yk = yk−1 + x0(k−1)x0kwk−1 +
∑

s′∈S+

∑
s∈S+

xs′(k−1)xskts′s,

k = 2, . . . ,M (1c)

ek−1 ≥
∑

s′∈S+

∑
s∈S+

xs′(k−1)xskbs′s, k = 2, . . . ,M (1d)

ek = ek−1 + x0(k−1)x0kg(wk−1)−
∑

s′∈S+

∑
s∈S+

xs′(k−1)xskbs′s,

k = 2, . . . ,M (1e)

zsk =

{
yk, if xsk = 1

zs(k−1), otherwise
, s ∈ S, k = 2, . . . ,M (1f)

αsk = yk − zsk, s ∈ S, k = 1, . . . ,M (1g)
ek ≥ 0, k = 1, . . . ,M (1h)
y1 = 0; yM = T ; 0 ≤ yk ≤ T, k = 2, . . . ,M − 1 (1i)

x01 = 0;xsk ∈ {0, 1}, s ∈ S+, k = 2, . . . ,M (1j)
wk ≥ 0, k = 1, . . . ,M − 1 (1k)
zs1 = 0, s ∈ S; zsk ≥ 0, k = 2, . . . ,M (1l)
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Binary variable xik equals one if the k-th visited location is i ∈ S+, and zero
otherwise. We use variable yk to capture the time point when the k-th location
is visited. As the UAV starts from BS at time zero, y1 = 0 and x01 = 1.
Moreover, yM = T as the time horizon is T . Variable ek tracks the energy
of the UAV at the k-th location and variable wk indicates the amount of time
that the UAV has stayed in BS for battery recharging. Variable zsk denotes,
when the UAV is at the k-th location, the most recent time point when the
information of SN s is collected by the UAV. Finally, variable αsk captures
the AoI of SN s at the k-th location. The objective function is minimizing
the average overall AoI cost. Constraints (1b) ensure that the UAV must be
exactly in one of the locations i ∈ S+ for any k. Constraints (1c) capture
the time point when the k-th location is visited. Constraints (1d) ensure that
the UAV has enough energy for flying to a location. Constraints (1e) model
the energy evolution of the UAV. Constraints (1f) capture the most recent time
when the information of SNs are collected. Finally, Constraints (1g) model the
AoIs of SNs. The remaining constraints are variable domains.

4 Complexity Analysis

Theorem 1. AUS is NP-hard.

Proof. We show that the Hamiltonian path problem (HPP) is a special case of
AUS with a stepwise AoI-cost function. Hence, AUS is at least as difficult as
the HPP that is NP-complete [13]. In the HPP, there are a set of nodes N and
a set of edges E . The task is to determine if there is a path visiting every node
exactly once.

We construct the transformation as follows. We set S = N , and for any
two SNs i and j, if (i, j) ∈ E , we set tij = 4, otherwise tij = 16. We define
an edge between the BS and each SN s ∈ S with t0s = 8. The value of bij can
be any positive value, e.g., bij = tij . Let B =

∑
(i,j)∈E bij . The time horizon

is T = 4S + 14 and an AoI-cost function is defined for all SNs as follows:

fs(x) =

{
0 x ≤ 4S + 13
100 x > 4S + 13

(2)

Now, solving this instance of AUS will solve the HPP. Because, if the AoI
cost at the optimum is zero, it means that the UAV departs from the BS at time
zero, visits each SN s ∈ S exactly once, returns to the BS, and delivers the
collected data at time 4S+12. For any other tour, either the data of at least one
SN is not collected within the time horizon and hence the AoI is 100, or an SN
is visited twice in which the UAV can not deliver the collected data before time
point 4S + 15, or the tour is not using the edges of the original graph and the
UAV can not deliver the collected data before time point 4S + 24. Therefore,
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the AoI cost of at least one SN is 100 in time interval (4S+13, 4S+14], and the
overall average AoI cost has to be at least 100

S(4S+14) . Hence the conclusion.

In the following we consider a special case of AUS, referred to as sym-
metric AUS (S-AUS). This problem corresponds to the scenario where the SNs
are located on a circle and the BS is at the center. The special case is of in-
terest from theoretical point of view with respect to tractability. Moreover, for
ring-resembling typologies, our solution procedure may be useful for deriving
a more scenario-tailored algorithm.

Definition. S-AUS is a special case of the AUS in which all SNs have the same
travel time r from the BS with the same AoI cost function, i.e., fs(a) = f(a)
for s ∈ S. The battery, when fully charged, allows for an operation time of 2r.

We use the term trip to refer to getting to one SN from the BS, collecting
the information, and returning to the BS. By the definition of S-AUS, a sched-
ule of the UAV has to consist of a sequence of trips. The following results
provide optimum of S-AUS for which the proofs can be found in [14].

Lemma 2. For S-AUS, if the UAV performs one trip starting at time t0 in time
interval [t0, t1] where t1 − t0 ≥ 2r, then the trip to the SN having the largest
AoI is optimal.

Theorem 3. For S-AUS and M consecutive trips, visiting the SN with the
largest AoI in each trip is optimal.

5 Algorithm Design

5.1 Background

The NP-hardness of AUS motivates the use of sub-optimal algorithms. We
develop a graph labeling algorithm (GLA) in which we construct a time-space
graph. In the graph a path from a source node to a destination node corre-
sponds to a routing solution of the UAV. For optimal path, labeling is a class of
algorithms and the well-known Dijkstra’s algorithm is a special case of GLAs
for finding the shortest path. Even if path optimization for AUS is not a regu-
lar shortest path problem, GLA can be adapted to it. The main components of
GLA are illustrated via the following example.

5.2 Illustrative Example

In this example S = 3, T = 8 time units, the travel time between any pair of
locations is 1 time unit, and the battery capacity allows for operation of 3 time
units. The AoI-cost function of SN s ∈ S is defined as its AoI.
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Graph construction: Suppose we slice the time horizon into 8 time slots,
each of length 1. For the BS and the first time slot, we define a node referred
to as the source. Similarly, for the BS and the last time slot we define a node
refereed to as the destination. For each other time slots and each location, we
define a node. The nodes of the graph are shown in Fig. 2. One can see each
node corresponds to a potential time-location combination of the UAV.

Label creation: Two candidate solutions are shown in Fig. 2. In the blue-
colored solution, the UAV departs from the BS to visit SNs 1 and 2, then
returns to the BS for battery recharging for 2 time units. With a linear recharg-
ing function, this allows for subsequently visiting SN 3. For each solution
shown in Fig. 2, a visited node corresponds to a partial solution. GLA stores
such partial solutions in the nodes. Hereafter we refer to a partial solution as a
label.

Label domination: As the number of possible labels is too many, GLA
stores only a subset of them, i.e., the promising ones. In this example, if GLA
stores one label in each node, then in the node defined for time slot 4 and the
BS, only one of the partial solutions can be stored which would be the more
promising one, i.e., the solution with lower AoI cost.

0 1 2 3 4 5

time

BS

SN 1

SN 2

SN 3

location

6 7 8

S D

slot 1 slot 2 slot 3 slot 4 slot 5 slot 6 slot 7 slot 8

Candidate solution 1

Candidate solution 2

Figure 2: An illustration of the time-space graph for GLA.

5.3 Graph Construction

We slice the time horizon T into a set ofN = {1, 2, . . . , N} time slots, each of
length τ = T

N . Slot n ∈ N is defined for time interval [(n− 1)τ, nτ). Hence,
the approach provides an approximation of AUS where the solution accuracy
depends on the granularity of time slicing.

We construct a directed and acyclic graph G = (V,A) as follows. For
slot 1 and BS, we define a node refereed to as source node. For slot N and the
BS, we define a node referred to as destination node. For slot n ∈ N \{1, N},
we define S + 1 nodes. Denote by vsn the node defined for location s ∈ S+
and slot n ∈ N . The arc set A consists of valid moves between nodes. For
nodes s ̸= s′ ∈ S+ in slots n and n′, traversing arc (vsn, vs′n′) means to depart
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from s at the beginning of slot n and reaching s′ during slot n′. Intuitively, this
is a valid move if n′ − n ≥ tss′ . Arc (v0n, v0m) represents staying at the BS
for m− n slots for battery recharging.

5.4 Label Creation

GLA creates labels at graph nodes and stores the promising ones. A label
ℓ in GLA is defined as tuple (Bℓ,Mℓ, zℓ,aℓ, hℓ) where Bℓ is the remaining
energy, setMℓ records the visited SNs since the most recent departure from
the BS, vector zℓ records the timestamps of collected data of the SNs, vector
aℓ contains the AoIs of SNs, and hℓ is the average AoI cost.

We use matrix L of (S + 1) × N to store the labels. Entry Lsn is a set
that stores the labels for location s and time slot n. Denote by Lsn the number
of stored labels in this entry. GLA stores a maximum of K labels for each
entry. Parameter K can be tuned for the trade-off between solution quality and
computational effort. GLA creates labels as follows.

Consider node vsn with label ℓ. If s = 0, the UAV can either fly to one
of the SNs, or stay at the BS for battery recharging. If s ̸= 0, the UAV can
either go to the BS for information delivery or fly to one of the SNs in S \Mℓ.
Denote by s′ a candidate node that the UAV visits in slot n′. GLA creates
candidate label ℓ′ for Ls′n′ . One of the following cases arises:

• If s = s′ = 0: UAV stays for w time slots for battery recharging where
w = 1, . . . ,min{N − n,wmax}. Hence Bℓ′ = Bℓ + g(w), where func-
tion g(w) returns the amount of recharging for time duration w, and
wmax is the maximum remaining time before full charge. Here, zℓ′ and
Mℓ′ are the same as those in ℓ, i.e., zℓ′ = zℓ and Mℓ′ = Mℓ. All
elements of aℓ increase by wτ , i.e., aℓ′ = aℓ + wτ . Finally, hℓ′ =
hℓ +

∑
s∈S

∑w
i=1 fs(aℓ(s) + iτ). This case corresponds to Lines 7-11

in Algorithm 1.

• If s ∈ S+ and s′ ∈ S: The battery decreases to Bℓ′ = Bℓ − bss′ , as
bss′ is the energy consumption of getting from node s to node s′. For
zℓ′ , zℓ′(s) = zℓ(s) for s ∈ S \ {s′}, and zℓ′(s

′) = (n + tss′)τ . SN
s′ is added to the visited SNs, i.e., Mℓ′ = Mℓ ∪ {s′}. All elements
of aℓ increase by tss′τ , i.e., aℓ′ = aℓ + tss′τ . Finally, hℓ′ = hℓ +∑

s∈S
∑tss′

i=1 fs(aℓ(s) + iτ). See Lines 12-18.

• If s ∈ S and s′ = 0: The amount of battery is reduced to Bℓ′ = Bℓ −
bss′ , zℓ′ = zℓ, Mℓ′ = {}, aℓ′ = (n + tss′)τ − zℓ′ , and hℓ′ = hℓ +∑

s∈S

(∑tss′−1
i=1 fs(aℓ(s) + iτ) + fs(a

′
ℓ(s))

)
. See Lines 19-23.
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5.5 Label Domination

GLA utilizes a dominance check algorithm (DCA) to remove labels that are
either evidently non-optimal or less promising. Consider a node vsn and two
labels ℓ and ℓ′. If ℓ has lower battery than ℓ′ (i.e., Bℓ′ ≤ Bℓ), ℓ has higher AoI
than ℓ′ (i.e., aℓ′ ≥ aℓ), and ℓ has higher cost than ℓ′ (i.e., and hℓ′ > hℓ), then
clearly ℓ can not lead to a better solution than ℓ′. In such a case, ℓ′ dominates
ℓ.

If a stored label ℓ dominates a new candidate label ℓ′, DCA discards ℓ′, see
Lines 4-5. Conversely, if ℓ′ dominates ℓ, DCA removes ℓ, see Lines 7-9. If ℓ′

is not discarded and less than K labels are stored, DCA stores ℓ′, see Lines 10-
11. If none of these applies and there is no capacity to store more labels, then,
if hℓ < maxℓ∈Ls′n′{hℓ}, DCA removes the label with the maximum AoI cost
and stores ℓ′ instead, see Lines 12-14. Otherwise, ℓ′ is discarded.

As a new label ℓ′ needs to be compared with K labels, and each compari-
son concerns two vectors of size S, the complexity of DCA is of O(KS). For
the complexity of GLA, for each slot and node, there are a maximum of K
labels, and for each label a maximum of S +N − 1 choices exist. As for each
choice, the value of hℓ needs to be calculated which is of complexity O(SN)
and DCA needs to be run, the complexity of GLA is of O((N−1)(S+1)(S+
N − 1)NS2K2).

Algorithm 2: Dominance Check Algorithm (DCA)
Input: ℓ′, s, n, s′, n′, Ls′n′

Output: Ls′n′

1: X ← 1, i← 1
2: while (X = 1 and i ≤ Ls′n′ ) do
3: ℓ← Ls′n′(i), i← i+ 1
4: if (Bℓ′ ≤ Bℓ and aℓ′ ≥ aℓ and hℓ′ > hℓ) or

(Bℓ′ < Bℓ and aℓ′ ≥ aℓ and hℓ′ ≥ hℓ) or
(Bℓ′ ≤ Bℓ and aℓ′ > aℓ and hℓ′ ≥ hℓ) then

5: X ← 0
6: if X = 1 then
7: for ℓ ∈ Ls′n′ do
8: if (Bℓ′ ≥ Bℓ and aℓ′ ≤ aℓ and hℓ′ < hℓ) or

(Bℓ′ > Bℓ and aℓ′ ≤ aℓ and hℓ′ ≤ hℓ) or
(Bℓ′ ≥ Bℓ and aℓ′ < aℓ and hℓ′ ≤ hℓ) then

9: Delete label ℓ from Ls′n′

10: if Ls′n′ < K then
11: Ls′n′ ← Ls′n′ ∪ {ℓ′}
12: else if hℓ′ < maxℓ∈Ls′n′{hℓ} then
13: Delete argmaxℓ∈Ls′n′{hℓ} from Ls′n′

14: Ls′n′ ← Ls′n′ ∪ {ℓ′}
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Algorithm 1: Graph labeling algorithm (GLA)
Input: K, B, b, t, fs(·) for s ∈ S, g(·)
Output: A schedule for AUS

1: L01 ← (B, [0, . . . , 0], [0, . . . , 0], {}, 0)
2: for n = 1 : N − 1 do
3: for s ∈ S+ do
4: for ℓ ∈ Lsn do
5: for s′ ∈ S+ \Mℓ do
6: if s = 0 and s′ = 0 then
7: for w = 1 : min{N − n,wmax} do
8: n′ ← n+ w, Bℓ′ ← Bℓ + g(w)
9: zℓ′ ← zℓ, aℓ′ ← aℓ + wτ

10: hℓ′ ← hℓ +
∑

s∈S
∑w

i=1 fs(aℓ(s) + iτ)

11: Ls′n′ ← DCA
(
ℓ′, s, n, s′, n′,Ls′n′

)
12: else if s ∈ S+ and s′ ∈ S and s ̸= s′ then
13: if (n+ tss′ + ts′0 ≤ N and bss′ + bs′0 ≤ Bℓ) then
14: n′ ← n+ tss′ , Bℓ′ ← Bℓ − bss′

15: zℓ′ ← zℓ, zℓ′(s′)← (n′ − 1)τ
16: aℓ′ ← aℓ + tss′τ

17: hℓ′ ← hℓ +
∑

s∈S
∑n′−n

i=1 fs(aℓ(s) + iτ)

18: Ls′n′ ← DCA
(
ℓ′, s, n, s′, n′,Ls′n′

)
19: else if s ∈ S and s′ = 0 then
20: n′ ← n+ tss′ , Bℓ′ ← Bℓ − bss′

21: zℓ′ ← zℓ, aℓ′ ← (n′ − 1)τ − zℓ

22: hℓ′ ← hℓ +
∑

s∈S

(∑tss′−1
i=1 fs(aℓ(s) + iτ) + fs(a

′
ℓ(s))

)
23: Ls′n′ ← DCA

(
ℓ′, s, n, s′, n′,Ls′n′

)
24: ℓ∗ ← argminℓ∈L0N

hℓ
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6 Performance Evaluation

Similar to the works [10, 11] in which greedy algorithms are used for perfor-
mance comparison, we also evaluate the performance of GLA against a greedy
algorithm (GA). GA works as follows. Each step of GA considers all time-
feasible, energy-feasible, and non-visited SNs since the most recent departure
from the BS. Among them, GA selects the SN with the highest AoI cost with
respect to the travel time, if this leads to a lower overall AoI cost than going
back to the BS. If none of the candidate SNs leads to a lower AoI cost, the
UAV goes to the BS.

We consider a circular area of a radius of 5 km, in which the SNs are
randomly located [5]. The travel times are calculated based on a UAV velocity
of 1.2 km/min [4, 7]. The length of a time slot is set to τ = 1 min. We have
used several functions [15] to model the AoI costs. Specifically, we use the
functions of type linear αx+β, quadratic αx2+β, exponential αeβx−γ, and
stepwise, in which coefficients α, β, and γ are randomly generated. Note that
all these functions are nondecreasing as AoI is always nonnegative. For each
SN, one of these functions is chosen randomly. We remark that our algorithm
allows the use of any type of functions for modeling the AoI cost. We consider
a UAV with battery capacity of 25 min of flying time, and a recharging time of
50 min [16]. In the simulations, we consider constant charge and discharges
rates1 [12,17], of 0.5 and 1, respectively. The costs shown in Figs. 3 and 4 are
the average of all AoI cost functions.

Fig. 3 shows the impact of time horizon. As can be seen the AoI cost for
both algorithms increases with respect to T where after some time the AoI
cost becomes stable. The reason is that in both algorithms solutions become
periodic if the time horizon is long, and the AoIs of SNs of a periodic solution
will not grow arbitrary large and this leads to a stable solution.

When T = 25, GLA outperforms GA by 12% and this increases to about
28% for T = 150. Fig. 4 shows the impact of number of SNs. Clearly, a larger
number of SNs results in higher AoI cost. When S = 5, GLA outperforms
GA by about 9%, and this increases to about 35% when S = 25. As a larger
number of SNs results in a more difficult problem, it becomes difficult for GA
to maintain the quality of solution.

As we proved that AUS is NP-hard, obtaining the global optimum is be-
yond reach for large-scale problem instances. However, for small-scale in-
stances the global optimum can be obtained by setting the value of K to a
large value which corresponds to exhaustive search. Our experiments shows
that GLA with k = 1 provides solutions within 3.8% of global optimum for
problem instances of 5 SNs and T = 25 min. In addition, we can see how

1The ratio of operation time for unit recharging time.
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the performance of GLA improves with increasing the value of k in Fig. 5.
Increasing K, which means a higher computing time, has very clear impact
on solution improvement. There is however a saturation effect, which is likely
due to that GLA is approaching global optimality.
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Figure 3: Impact of T when K = 1, S = 20, and B = 25.
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Figure 4: Impact of S when K = 1, T = 100, and B = 25.
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Figure 5: Impact of K when T = 100, S = 20, and B = 25.
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7 Conclusion

This paper has studied UAV scheduling for data collection with battery recharg-
ing. The objective is to minimize the AoI cost over a given time horizon. The
analysis shows the NP-hardness of the problem in its general form, along with
tractability for a symmetric scenario. In spite of the hardness of the problem,
the use of a time-space graph and a graph labeling algorithm lead to obtaining
close-to-optimal solutions.
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