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Introduction 1

1 Introduction

The power, energy, and thermal constraints limit the increase of performance in a
Uniprocessor (UP) architecture. Also, with the increase in bottlenecks that a single-core
and dual-core processor face, the utilization of more cores is needed to optimize the
software performance of the main computer in a robot controller which is responsible for
processing and managing many real-time critical tasks like motion control that requires
high computation performance and low latency. The need for having high computational
speed processors is increasing especially in the automation industry where there are
many non-functional requirements like safety, high real-time performance, robustness,
reliability, etc.

However, the transition from a single-core to a multi-core environment comes with
various challenges which makes already established companies reluctant about the
architectural transition. That is due to the increase in size and complexity of the legacy
software that has been developed for many years with consideration that the hardware
is based on a uni-processing unit for computation. In addition, one of the major obstacles
to the use of multi-cores in hard real-time systems is the difficulty in achieving timing
predictability since the run time of tasks on one core can be affected by the execution
of tasks on other cores. Therefore, the scaling of performance by utilizing multi-core
depends on how the software is implemented and parallelized.

The benefits of multi-cores are needed for real-time functionalities since responsiveness,
reliability, timeliness, load-balancing, and other requirements can be achieved if multiple
processing cores are utilized in a systematic way. The migration to multi-cores within
the robotics industry is pivotal for the future as the number of features and requirements
are increasing and evolving over time. However, the cost of architectural migration
should be considered since it introduces many challenges in terms of concurrency like
inter-core communication overhead, deadlocks, live-locks, race-conditions, etc.

Multi-core processors integrate within a single chip more than one core for parallel
computation and a hierarchy of shared and private memory for fast data fetching
and communication between cores to overcome the constraints of uni-processors [1].
Additionally, multi-cores provide a new epoch of high computational performance and
became a trend for research and development in numerous industries like automation
and robotics. Furthermore, it is usually cheaper in performance wise to buy a processor
with more cores than buying a one with a faster core. According to [2], multi-core
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Introduction 2

processors provide substantial computational processing capacity per ounce, watt, and
square inch compared to single-core processors and boards based on multi-cores can
lower the slot count and therefore reduce a system’s power consumption, cost, weight,
and overall chassis size.

The goal of this thesis project is to investigate different software and hardware perfor-
mance aspects of the main computer in an ABB robot controller. The investigation is
based on comparing the results of various tests and benchmarks between the single-core
and multi-core architectural environments. The results will be used as a baseline data to
build on for the future development of the robot controller’s main computer and assist
in the software and hardware migration process to multi-cores.
The following are the points of interests with regards to the multi-core and single-core
processors comparison:

• Evaluate the implementation of locking and inter-task/inter-process communi-
cation mechanisms in ABB’s robot software (RobotWare) and determine patterns
on how to use these mechanisms. The focus is to compare the performance be-
tween different types of mechanisms when are used in a single-core or multi-core
environment to observe and identify the caveats and benefits when using them.
Also, examine the effect of rescheduling and preemption that is due to using the
mechanisms.

• Compare the Inter-process Communication (IPC) behaviour when using message
queues on multi-core and single-core processors. Examine the performance or the
speed of IPC using messages queues between tasks that have affinities to the same
core and tasks that have different affinities to cores.

• Explore the priority inversion problem in a single-core Central Processing Unit
(CPU) and find possible solutions for the problem using multi-core processors.
Test the implementation of the mutual-exclusion semaphore and the Priority In-
heritance Protocol (PIP) in RobotWare. Compare the behaviour of the PIP between
multi-core and single-core CPUs.

• Determine the performance cost in terms of caching when pinning certain tasks
to specific cores and observe the effect of large data processing on one core in
a multi-core environment. Test and evaluate the cache analysis tools supported
by Windriver’s Workbench to determine the limitations of the main computer of
a robot controller and have a basis on what to develop when porting to a new
multi-core supported hardware.

• Investigate the system startup use case that can be benefit from using multi-core
processors. Propose and compare software architectural solutions to allow the
parallelization of the system startup by utilizing multi-cores.
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2 Background

This chapter gives an overview about the topics needed for understanding the report. It
provides solid information about real-time systems. Additionally, it explains the software
and hardware details about multi-core processors. Also, it describes the architecture
of the robot software that manages a robot controller. Finally, it describes the systems,
methods, and tools used for testing, evaluating and benchmarking.

2.1 Real-time Systems

The computing systems which react within precise time constraints to internal or external
events are called real-time systems [3]. The reaction to an event that occurs too late
could be dangerous or even inefficacious. To provide a correct behavior of services, the
real-time system must guarantee meeting the strict timing constraints (e.g. deadlines) of
these services [4]. Examples of industrial applications that require real-time include the
robotics and industrial automation, flight control systems, Virtual reality, etc. [3]:

Tasks (i.e., independent thread or piece of execution) in real-time system can have either
hard or soft timing constraints (e.g., deadlines). In a hard real-time system, a task with
hard timing constraints missing a deadline can lead to catastrophic consequences like
loss of life or physical damage. On the other hand, a soft real-time task missing a deadline
will only affect the quality of a utility in the systems like performance degradation [3].
In industrial robotics, the motion control functional requirement consists of several hard
real-time tasks where missing any deadline can cause operational and productivity losses.
For instance, several collaborative welding robots in a car production line need to be
synchronized. Any failure in one of these robots can cause a stoppage in the production
line and require maintenance that results in expensive consequential damage, loss in
production, and the reliability will be compromised [5]. The user interaction (e.g., robot
web services) tasks have soft real-time requirements where missing a deadline will only
delay the responsiveness of the service.

A real-time system has a Real-Time Operating System (RTOS) that manages and co-
ordinates between the tasks to ensure that all or most of these tasks meet their dead-
lines. A RTOS features a scheduler which guarantees that tasks have access to the
CPU during a specified time frame, using various scheduling algorithms like Earliest
Deadline First (EDF), Rate-Monotonic (RM), or Deadline-Monotonic (DM) for a single-
core CPU [6] and global scheduling or partitioned scheduling for a multi-core CPU.
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Using multi-cores in a real-time system can ensure high performance, responsiveness,
timeliness. However, this comes with different challenges like difficulty to achieve
predictability, memory management issues, complexity, etc.

2.1.1 Potential Problems in Task Synchronization

To allow multitasking, tasks that are dependent have to communicate with each other
through a shared system resource such as memory blocks (e.g., global variables, buffers,
linked lists, and pointers). The communication between tasks is called inter-task com-
munication. However, the access to shared data structures should be controlled by a
mutual exclusion mechanism such as a Semaphore to protect the data from potential
problems in task synchronization. Mutual exclusion can be defined as the requirement
that maximum one task enters a critical section (i.e., accessing a shared resource) at an
instant of time [7]. The following task synchronization issues can occur differently when
multi-cores are utilized compared to single-cores:

Deadlock

This phenomena occurs when tasks involved in the deadlock wait for an indefinite
amount of time until an event happens [8]. For instance, tasks blocking each other
through mutual exclusion in a way that none of them can finish up their critical section
and give a lock (e.g., semaphore) back. This happens due to nested critical sections and
is considered a bad software design.

Live-Locks

Live-locks happen when a request from a task to acquire a lock is denied since that lock
hasn’t been released by the task holding it. This problem occurs in concurrent programs
that contain busy-waiting iterations or loops which might force a task to not stop and be
stuck infinitely or for a long time in the loop [9].

Priority Inversion

One of the potential problems in task synchronization for multitasking is Priority In-
version. Priority inversion must be avoided in a real-time systems, since it causes
non-deterministic delays on the execution of hard-realtime tasks [10] which can intro-
duce severe outcomes. Priority Inversion occurs in RTOS that supports priority based
scheduling [11] such as VxWorks where each task is assigned a numerical priority. Addi-
tionally, it occurs when a higher-priority task is forced to wait and be blocked by lower
priority tasks for an unbounded or bounded duration [3]-[12]. This can cause deadline
misses since a high priority task can be blocked for an unbounded duration [11].
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2.1.2 Locking Mechanisms and Inter-Task communication

VxWorks inter-task facilities provide different methods and mechanisms for synchro-
nization between different tasks for the communication. These mechanisms can be either
message or lock based. The mechanisms can have different behaviour when used among
multi-cores or single-core processors.

Message based mechanisms (e.g., message queues) allow direct communication [13]
between tasks regardless of which core they execute on. For instance, when task 1 needs
to send a message to task 2, the data will only be accessed by task 1 on its corresponding
core and then the message is sent directly from task 1 to task 2, so it can update its data
in the memory. In the lock based approach, a task can have a direct access to the data of
another task by holding the lock.

Message Queues

A message queue is a higher level inter-task communication technique used for allowing
the cooperation between tasks, and it is considered the primary inter-task communica-
tion mechanism within a CPU [10]. It allows varied payloads and number of messages
to be queued and sent or received, by or from a task to another. When a task sends
a message to the message queue, the message will be added to the queue’s buffer of
messages if there are no tasks waiting for the messages on that message queue. If tasks
are already waiting for a message from the message queue, the message will be received
by the first waiting task if messages are queued in First-In-First-Out (FIFO) order.

Semaphores

Semaphores are the primary locks to address the mutual exclusion and task synchro-
nization. For mutual exclusion, semaphores can be used for locking a shared resource
between tasks. For synchronization, semaphores can be used to coordinate tasks with
events. Moreover, a semaphore can be accessed only through two kernel primitives,
usually called wait and signal or give and take as in Vxworks RTOS. VxWorks provides
different types of semaphores including the following [10]:

• Binary Semaphore: is considered the fastest among semaphores and generally is
used for synchronization between tasks and for simple mutual exclusion access
to a single resource. The binary semaphore has the least overhead associated
with it, making it particularly applicable to high-performance requirements. A
binary semaphore can be viewed as a constant or a flag that is either available
or full. When a task takes a binary semaphore, if the semaphore is available, the
semaphore state changes to be unavailable and the task starts executing. If the
semaphore is unavailable, the task is queued in a list that includes the blocked
tasks. Thereafter, the task enters the pending state where it waits for a semaphore
to be released and available again.
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• Mutual Exclusion Semaphore: is a form of special binary semaphore optimized for
problems inherent in mutual exclusion like priority inversion, deletion safety, and
recursion [10].

SpinLocks

Spinlocks are close in functionality to semaphores regarding mutual exclusion and syn-
chronization. A task that attempts to take a spinlock that is already held by another task
does not pend as when using semaphores; instead it continues executing by spinning
in a loop waiting for the spinlock to be freed. Spinlocks are designed to be acquired by
tasks in an atomic way where both read and write memory access operations have to be
performed in a strict order. Since a task continues execution (spinning) while attempting
to take a spinlock, the overhead of rescheduling and context switching can be avoided.
However, spinlock have some drawbacks. For example, a task must not take a spinlock
that it already holds; in other words, recursive takes of a spinlock should not be made
since it will cause a live-lock. Moreover, live-locks may occur when a task that already
holds a spinlock takes another spinlock.

Atomic Operations

Atomic operations are considered one of the solutions to the mutual exclusion problems
faced by multi-threaded applications. Atomic operations are based on a processor
architectural operations that cannot be interrupted by other operations targeting the
same memory address. They perform read-modify-write operations on a memory location
which allows multiple safe executions of read-modify-write on a variable in the memory.
Also, they leverage the hardware to perform simple atomic operations (e.g. increment,
decrement, compare & set, etc.) and little processing is required to perform these
operations. Furthermore, atomic operations are needed to implement other locking
mechanisms such as spinlocks, semaphores, etc [14].
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2.2 Multi-core processors

Multi-core Architecture

“A multi-core processor is typically a single processor which contains several cores
on a chip” [15]. The cores consist also of other functional units like caches and other
computation units [15]. These cores are tightly couple in a single chip and communicate
through a shared memory called the Last-Level (LL) cache which is also coupled inside
the chip, refer to figure 2.1. A core in a multi-core CPU may be slower in performance
compared to a UP. However, having multiple cores that handle tasks concurrently will
improve the overall performance [16].

Figure 2.1: Illustration of a multi-core processors architecture [17]

Caches

Dynamic Random Access Memory (DRAM) performance has increased much slower
than CPU performance, which resulted in slower memory access in the system compared
to the processing capabilities. Therefore, caches were introduced to hide this gap by
storing the data that the processor might use in a smaller and faster memory coupled
inside the CPU Chip.

Shared memory systems allow cores in a multi-core CPU to read and write to a single
shared address which provides high performance, low power, and low cost proper-
ties [18]. With the increase in the number of cores in a multi-core CPU, manufacturers
like Intel and Sun Microsystems introduced and on developing larger in-chip shared
caches that are advantageous for increasing the cache space and utilization, providing
faster inter-core communication between the cores and reducing the aggregated cache
footprint by evicting the replication of cache lines [19].
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Multi-core Models

When migrating to multi-cores, developers have to choose between three architectural
models of multi-cores to maximize the the concurrency depending on the software
requirements [2]. The models are Symmetric Multiprocessor (SMP), Bound Multipro-
cessing (BMP), and Asymmetric Multiprocessing (AMP). SMP in which a single OS
manages all processor cores simultaneously, allowing the tasks to be migrated between
the cores for load and utilization balancing [20]. In AMP, different OS or a different
version of the same OS, manages each core. Each software task is pinned to a single core
(e.g., task 1 runs only on core 0, task 2 runs only on core 1, etc.). It is comparatively easy
to migrate legacy software to AMP as each task or application that are independent can
be assigned to a core that will act as a UP. In BMP, a single OS manages all cores simul-
taneously which allows utilization balancing [20]. Tasks can dynamically be allocated to
any core or to a specific core. Thus, BMP combines functionalities of SMP and AMP.

CPU Affinity

In a RTOS that is based on an SMP model, CPU affinity is a supported facility for
assigning specific tasks or interrupts to specific CPUs cores.

CPU Reservation for CPU-Affinity Tasks

CPU reservation is a facility that allows tasks, which have an affinity to a certain core, to
reserve a CPU core. This prevents dedicated tasks from being preempted by other tasks
in the system. Thus, improve the performance of the tasks that reserved the CPU core.

Multi-core Scheduling

For multi-core CPUs, tasks can either be dynamically allocated to any core and managed
by the scheduler of the RTOS or tasks can be statically assigned to a specific CPU for
execution. Global-Scheduling, Partitioned-Scheduling, and hybrid-Scheduling are schemes
for multi-core scheduling [21] [22] [23]. In Global-Scheduling, tasks are scheduled during
run-time by the Operating System (OS) scheduler with respect to their priorities and
each task is dynamically assigned to any core for execution. A global ready queue is used
for managing the tasks that are ready to execute. This scheme allows tasks to migrate
between available cores. In Partitioned-Scheduling, tasks are statically assigned to specific
cores and the allocation of tasks on cores can be based on the scheduling protocols that
work for a UP (e.g.,Rate Monotonic (RM) and Earliest deadline first (EDF)). Each core
has its own ready queue that is used for scheduling tasks based on their priorities [24], no
migration of tasks is possible between cores. Hybrid-Scheduling is associated with global
and partitioned scheduling where certain tasks cannot migrate among cores while other
tasks can migrate [25].
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2.3 Robot Software

RobotWare

RobotWare is an industrial robot controller software designed by ABB Robotics for
operating a robot. The software is decomposed in multiple subsystems and interfaces
that can be related and have dependencies. For instance, one of the most important
subsystems in RobotWare is motion control that is responsible for handling the path
planning of the robot and has also multiple other functionalities.
Figure 2.2 illustrates only four of the subsystems. The motion control subsystem has a
relation with the safety subsystem which determines how the robot should react with
respect to given safety conditions.

Figure 2.2: Simplified illustration of the software architecture.

The Robot OS subsystem is responsible for the encapsulation of the operating sys-
tem access. The main interface for this subsystem is Operating System Abstraction
Layer (OSAL). The purpose of having the OSAL is to make an abstraction layer of the
hardware and software such that it makes possible for developing code independently
of the hardware and OS changes [26]. Moreover, the Robot OS subsystem provides
standard libraries to have access to the hardware resources using programming lan-
guages like C and C++. The supported OSs are VxWorks and Windows. RobotWare has
its own Locking mechanisms and inter-task communication (spinlocks, semaphores,
message queues, etc.) implementation that is inherited from the VxWorks supported
libraries. The interest in the thesis is to evaluate the RobotWare implementations by
benchmarking and testing.

VxWorks

The OS used for managing an ABB robot controller main computer is WindRiver’s
VxWorks RTOS. VxWorks is a widely developed RTOS for critical systems that have
many requirements like safety, security, determinism, reliability, etc. It is used by many
companies in various industries like automotive, telecommunication, and defense [27].
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Scheduling

VxWorks provides a preemptive priority-based scheduler for SMP where tasks are
allocated over multiple CPUs depending on their CPU affinities. In VxWorks, SMP
scheduling is similar to UP scheduling where the aim is to execute the highest priority
task first.

The algorithm used for task scheduling runs on the CPU which executes the kernel
function that resulted in the task state change. A change in the task state requires task
switching on another CPU. In that case, Inter-Processor Interrupt (IPI) is sent to the other
CPU to perform the task switching. The task state change, scheduling, and task context
switches are executed with the protection of a kernel lock [10].

Processes View of the System

Tasks in VxWorks are assigned with a numerical priority from 0 to 255 where Priority
0 is the highest and priority 255 is the lowest. Moreover, the processes consist of
different periodic and aperiodic tasks that execute (e.g., the Motion Control subsystem
in RobotWare consists of more than 5 tasks).

Table 2.1 demonstrates only the first seven of the highest priority processes that consist
of different tasks assigned with a numerical priority in the system.

Description(process) Priority Periodicity(ms) Core(s)

Interrupt 0 - 0, 1

Operating System - - 0, 1

Motion Control(Micro Steps) 1-2 1-4 1

Soft ISR 2-5 - 0, 1

Motion Control(dynamic Steps) 4-8 4-36 0,1

Critical I/O 3-20 4ms 0

Cyclic Control 45-64 4-250 0

Table 2.1: Process view of the robot controller software, only the first seven of the highest
priority processes.
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2.3.1 Current Implementation of Multi-Cores in a Robot Controller

Previously, a single-core processor was used in the controller’s main computer to manage
the tasks in the system. Since the scheduling of tasks is priority based, the higher priority
tasks (e.g., motion control, critical I/O, etc.) competed on the CPU resources which
caused problems in the system. There was a need to use another core for the motion
control tasks that are considered the most critical and have the highest priority in the
system.
Figure 2.3 illustrates an overall simplified view of the CPU’s hardware configuration of
the current main computer of a robot controller. Core 1 is utilized by the motion control
task and Core 0 is utilized by the other tasks in the system. Robot OS is running only on
core 0 once the startup has reached the point where core 1 is reserved for the Motion
Control tasks.

Figure 2.3: CPU configuration and deployment of the software in the main computer of
a robot controller.
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2.4 Equipment

A robot controller consists of different parts that communicate together such as the main
computer, safety controller, power distribution unit, drive unit and a 3G module, etc.
The main computer is the most complex and intelligent component of a robot controller.
It is responsible for various functionalities such as path & trajectory planning, I/O,
program execution, etc.
In this thesis project, the current main computer of an ABB robot controller (e.g., Omni-
Core C90 and OmniCore C30) was used for testing.

Figure 2.4: OmniCore C90 and OmniCore C30 robot controllers [28]. C90 stands for
"Compact 90 Liters"

The main computer is equipped with a 64-bit dual-core Intel Celeron N3060 processor. The
specifications are as following:

• OS: VxWorks 7 SR0630.

• CPU and RAM are part of a third party COM-Express module. The COM-Express
module is then mounted on a ABB-designed base board.

• CPU: Intel Celeron N3060 ( has a Data (64 KiB) and an Instruction(48 KiB) L1
Cache per core, and one L2 - 16-way set associative cache (1 MiB) shared between
the cores, 1.6 GHz base frequency, Instruction set: x86-64, Configured speed: 1600
MHz).

• RAM: 2 GB DDR3 1600 MHz

• HD: 16 GB M.2 SSD on SATA bus (Advantech SQFlash 640 series M.2 2242 (SQF-
SM4 640))
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Figure 2.5: Main computer of a robot controller.

2.5 Debugging and Analysis Tools

For the analysis of the system signals and behaviour, Wind River’s Workbench, Wind
River’s, SystemViewer, TraceAlyzer [29], user events embedded in the code, and printf()
functions were used. The printf() statements were neglected when logging a signal
since they can affect the performance drastically when benchmarking. Moreover, the
VxWork’s Workbench provides other instruments like the CPU Profiler and HPC Last
Level Cache Misses which can be used for further analysis of the CPU usage and cache
misses in the LL cache.

Steps For Debugging

1. Start the VxWorks logging using Wind River’s Workbench shell that is synced with
the main computer of a robot controller connected to a personal computer via USB

2. Execute a program on the target device (i.e., main computer)

3. Stop the logging

4. Analyze the log files using SystemViewer or TraceAlyzer

Performance Measuring

The time needed for a function, task, or a piece of code to finish its execution is the
performance. For this purpose the osal_timestamp_diff function from the osal_timestamp.h
library is used to calculate the difference in microseconds between two timestamps.
The function osal_timestamp_get() uses VxWorks time-stamping functions which utilize
the CPU timers to get a 64-bit resolution time-stamps. After that, the time-stamps are
converted to microseconds. The following is an example code snippet which illustrates
the method for measuring the performance:

1 // PARAMETERS:

2 // currTime- [in] The second time stamp.

3 // oldTime - [in] The first time stamp.
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4 // &result - [out] Difference between the second/new and the first/

old time stamp.

5 // RETURN VALUES:

6 // OK - Success.

7 // ERROR - Input parameters were invalid.

8

9 OSAL_TIMESTAMP currTime, oldTime, result;

10 (void *)osal_timestamp_get(&oldTime);

11 // code running

12 (void *)osal_timestamp_get(&currTime);

13 status = osal_timestamp_diff(currTime, oldTime, &result);

14 printf("The difference between two Time stamps is %d microseconds", result);

Listing 2.1: Performance measuring using time-stamps.

2.6 Measured data

Table 2.2 and Figure 2.6 represent the data needed and obtained from the logs for
analysis.

Data Description

Priority The scheduling priority of the actor (task or Exception)

Response Time The real time between start and completion
of an actor instance (in microseconds)

Periodicity The real time between the starts of
two adjacent actor instances (in microseconds)

Separation The real time between the end of an actor instance
to the start of the next instance of that actor (in microseconds)

Table 2.2: Measured data description.

Figure 2.6: Measured Data.

Figure 2.7 illustrates the events required to analyze the logging data from experiments.
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(a) msgQ & Sem events. (b) Task states. (c) Task events.

Figure 2.7: Signal analysis legend.

Figure 2.8 demonstrates an example of a log where two tasks communication between
each other using two message queues. Moreover, the tasks execute on different CPU
cores as shown in the figure. The arrows in purple (i.e., 2000 and 2001) are the user
events that placed in the code for debugging.

Figure 2.8: Analysis illustration
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3 Related Work

A paper was presented in collaboration between ABB AB and Mälardalen University
that provides a three-stage method for the migration of a complex real-time software
system from single-core processors to multi-cores [30]. The authors reviewed existing
migration methodologies and provided a systematic multi-phase process for migration.
This paper provides a generic methodology for migrating real-time industrial systems
from single-core to multi-cores.

Bradatsch et al. [13] compared and evaluated two different approaches for OS service
calls. The approaches are message and lock based. Evaluations and tests on a dual
and quad core processor showed clear ad- vantages of the lock-based approach which
requires a shared memory volume. A simulator by parMERSA project [31] was used as
an evaluation platform for simulating a dual-core and quad-core configuration.

In [24], an algorithm is proposed that groups tasks into partitions and allocates each
partition to a CPU core where the requirements are to guarantee the schedulability of
the partition and minimize the cost of assigning the tasks to partitions. The partitioning
algorithm uses the cost function to efficiently distribute tasks among partitions. The
paper demonstrates a pseudo-code of the algorithm and the cost equation that calculates
the cost value based on a set of task constraints and preferences which should be
extracted from the system as well as those offered by the system experts.

Q.Wang et al. [32] proposed a solution for the performance bottleneck that multi-core
processors face as a result of having a shared memory. They proposed and evaluated a
dynamic cache reservation scheme which can redistribute the reserved cache space to
the critical tasks for improving the performance during run-time. The scheme is based
on a software algorithm that records different execution parameters (instructions and
cycles) like the Cycles-Per-Instruction (CPI) from each core using hardware performance
monitors. They showed that the performance of the scheme benefit ranges from 1% to
21% by benchmarking and evaluating on the a quad-core processor that is simulated
using a full system simulator called Simics [33].

Suo et al. [34] proposed a solution for the contention problem that is caused by compet-
ing accesses to the last level cache from a different application. The solution is based
on a dynamic cache partitioning method that collects an inputted miss-rate to model
to get the performance. Then, the cache partitioning will be obtained through the IPC
optimum objective function. A multi-core simulator [35] based on Simplescalar was
used for evaluating the solution.
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4 Task Communication and Performance

This chapter includes the technical experimentation done to evaluate semaphores, spin-
locks, and atomic operations and to differentiate their usage patterns when implemented
in a multi-core or single-core architectural environments. Additionally, it compares the
performance, effect of rescheduling, and preemption to give a detailed insight about the
functionality of each mechanism.

4.1 Binary Semaphores

Description:

The following study investigates the measured data between two tasks that communicate
with each other via two binary semaphores and have the same or different affinities to
the CPU cores. Task1 posts semaphore 1 to be taken by task2 and task2 posts semaphore
2 to be taken by task1. Both tasks have the same priority, and the queuing style for
blocked tasks is based on the FIFO method. The experiment is designed to test the
synchronization between the tasks.

The aim is to find the differences of performance, core utilization, and investigate the
synchronization overhead when tasks execute on the same core or different cores. Refer
to figure 4.1 for illustration.

Figure 4.1: Two tasks communicating via two semaphores.

A small part of the code which demonstrates the behavior of the test can be found in
appendix code A.
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Measurements:

Table 4.1 shows the measured data where task1 has affinity to core 0 and task2 have
affinity to core 1.

Data Value (us)

Priority: 150

Response Time: 10.3663

Periodicity: 25.7251

Separation: 15.4357

Table 4.1: Measured data - task1 has affinity to core 0 and task2 have affinity to core 1.

Figure 4.2 shows the analysis of the measured data with regards to the signal logging.
The periodicity is not defined as a parameter in the program. However, since the task
is running in a infinite loop, periodicity is a measuring unit where a task repeats its
implementation. Moreover, the response time represents multiple events that occur
when a task is running like task switch, semaphore give, core interrupts, etc. Hence, the
response time represent also the synchronization overhead. Some of these events are
shown in figure 4.3.

Figure 4.2: Signal analysis in details.

Figure 4.3: Event table shows the events that occur when task 1 is running on core 0.
After task 1 which executes on core 0 posts the semaphore, an interrupt
is issued to core 1 such that task 2 can acquire the semaphore after task
switching which accordingly changes the state of task 2.
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Figure 4.4 shows the percentage usages of the two cores with respect to the affinities
set to the tasks. When a core is available, an idle task executes on the core with lowest
priority in the system. Therefore, this analysis is based on the activity of the idle context
for each of the cores in the system. The log is divided into a configurable number of
sample periods which are equal in duration. VxWork’s System Viewer calculates the time
the idle task of each core is running as a percentage of the sample period. After that, a
core usage percentage is calculated and assigned to a given time value in the middle of
the sample period [10].

Figure 4.4: CPU cores % usage when task1 has affinity to core 0 and task2 have affinity
to core 1.

Table 4.2 shows the measured data where both task1 and task2 have affinity to core 0.

Data Value (us)

Priority: 150

Response Time: 5.61

Periodicity: 11.2955

Separation: 5.8193

Table 4.2: Measured Data - task1 and task2 have affinity to core 0.

Figure 4.5 shows the cores % usage when task1 and task2 have affinity to core 0. The
high usage percentage of core 1 at the first three sample periods is due to other periodic
tasks running in the systems which are shown in figure 4.6.

Figure 4.5: CPU cores % usage when task1 and task2 have affinity to core 0.
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Figure 4.6: "tShell0" and other periodic tasks in the system are causing a high percentage
usage of core 1 between 0.6982728 ms and 3.7955774 ms.

Observations and Results:

The inter-core communication allows the true concurrency and utilization of the CPU
cores. However, the communication can cause an overhead which can be costly in terms
of performance. With respect to the measured data, approximately double the time
is needed for the tasks to run, acquire, and post a semaphore when both tasks have
affinities to different cores.

As mentioned in [10], using communication mechanisms across multiple CPU cores
might defeat the advantages of concurrent execution and drag the multiprocessing
performance downward to the level of a uni-processor. The core usage table shows
that using multi-cores and creating tasks with affinities to different cores can achieve
load balancing and better utilization of the two cores. Nevertheless, scheduling is more
costly and less deterministic when using multi-core because of the need to send an inter-
processor interrupt (IPI) to the other CPU cores to perform task switching [10]. Therefore,
the number of core interrupts are very high when utilizing the two cores where a core
interrupt is sent for every semGive signal as illustrated in 4.8 and 4.10 when looking
at core_0 and core_1. When both tasks run on the same core, core interrupts are not
sent between cores as shown in figure 4.10. The signals displayed in the figures are in
between 0 - 100 ms time-stamps.

Figure 4.7: Number of core interrupts when utilizing only core 0. The interrupts that
exist are due to other tasks in the system.
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Figure 4.8: Number of core interrupts when utilizing core 0 and core 1.

When tasks have affinities to different cores, tasks may be in the PEND state for a
longer time since tasks can be blocked due to the unavailability of resource such as a
semaphore [10]. When tasks’ affinities are set to a certain core, the task switching and
post/acquire of a semaphore is fast so that tasks do not pend. Refer figures 4.9 and 4.10
for illustration.

Figure 4.9: The tasks pend for some time to acquire/post a semaphore when tasks have
different affinities to cores. One core interrupt is sent for every semGive
signal

Figure 4.10: Fast task switching and post/acquire of a semaphore when tasks have
affinity to the same core without being in the pending state. Core interrupts
do not occur when signaling semGive.
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4.2 Message Queues

Description:

This experiment is designed to investigate the measured data between two tasks that
communicate via two message queues and have same or different affinities to cores.
The two tasks communicate by sending and receiving messages to or from the message
queues. Two message queues were created to allow a Full Duplex Communication between
the tasks where each queue is used for a different direction. Also, the messages are
queued in FIFO order.

The aim of this test is to compare the inter-task communication behavior when using
message queues on multi-core and single-core processors. Additionally, examine the
performance or the speed of IPC between tasks that have CPU affinities to the same core
and tasks that have different affinities to cores.

Figure 4.11: Full duplex communication using message queues. Multiple tasks can
send to and receive from the same message queue. One queue for each
direction [10].

Measurements:

Table 4.3 shows the measured data where task 1 has affinity to core 0 and task 2 has
affinity to core 1. The length of the each message is 100 bytes.

Data Value (us)

Priority: 150

Response Time: 12.9079

Periodicity: 31.2013

Separation: 17.95

Table 4.3: Measured data - task 1 has affinity to core 0 and task 2 has affinity to core 1.
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Table 4.4 shows the measured data where both tasks have affinity to core 0 and the
length of the each message is 100 bytes.

Data Value (us)

Priority: 150

Response Time: 8.109

Periodicity: 16.3429

Separation: 8.1921

Table 4.4: Measured data - task1 and task2 have affinity to core 0.

Table 4.5 shows the measured data where both task1 has affinity to core 0 and task2 has
affinity to core 1 and the length of the each message is 5000 bytes.

Data Value (us)

Priority: 150

Response Time: 18.60

Periodicity: 43.14

Separation: 23.91

Table 4.5: Measured data - task 1 has affinity to core 0 and task 2 has affinity to core 1.

Observations and Results:

From table 4.3 and table 4.4, we observe that the measured data for the tasks that have
affinities to different cores are approximately 45% to 50% higher than the measured
data when tasks have affinities to the same core and the length of the each message is
100 bytes. From table 4.3 and 4.5 we can notice that the message size can affect the
measured data which results in sending less number of messages per time. Figures 4.12
and 4.13 show that the increase of message size and time is proportional.

Figure 4.12: Three messages are sent to msgQ 1 by task 1 in 74.9931us where the size of
each message is 100 bytes.
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Figure 4.13: Three messages are sent to msgQ 1 by task 1 in 106.3231us where the size of
each message is 5000 bytes.

From the SystemViewer log as shown in figure 4.14 and figure 4.15, the time needed to
send a message from task1 to task2 via the first Message Queue (MSGQ) is around 11.25
microseconds when both tasks have the same affinity to the CPU Core.

Moreover, the time needed to send a message from task1 to task2 via the first MSGQ is
around 22.8279 microseconds when the tasks have different affinities to the CPU Core.
This means that sending a message via the MSGQ from one task to another is around
50.71% faster when tasks have the same affinity to the same CPU Core and that can be
due to the inter-task communication overhead resulted from the IPI as mentioned in
section 4.1.

Figure 4.14: Measuring the time needed to send a message from task1 to task2 via the
first message queue and both tasks have the same affinity to the CPU core.
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Figure 4.15: Measuring the time needed to send a message from task1 to task2 via the
first message queue and tasks have the different affinities to the CPU core.

As mentioned also in section 4.1 and shown in figures 4.16 and 4.17, when using mes-
sage queues the core usage shows that having multiple cores and instantiating tasks
with affinities to different cores can achieve load balancing and approximately equal
utilization of the cores.

Figure 4.16: CPU cores % usage when task1 has affinity to core 0 and task2 have affinity
to core 1.

Figure 4.17: CPU cores % usage when task1 and task2 have affinity to core 0.
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4.3 Spinlocks

As mentioned in section 2.1.2, a task that attempts to take a spinlock that is already
held by another task does not PEND as when using semaphores; instead, it continues
executing, simply spinning in a loop waiting for the spinlock to be freed.

Spinning can be costly if it is for a long and undetermined period of time, and it can
cause an overhead of rescheduling which ties up one or more of the cores. Moreover,
spinlocks are also close in behavior to tasklock and intLock in VxWorks when suspending
task preemption for a task which is holding the spinlock on the local CPU core; otherwise,
preemption of tasks while holding a spinlock can lead to synchronization problems like
livelocks (i.e., spinning without ever acquiring the spinlock and the CPU appears to be
hung)

Description:

This study investigates the measured data between two tasks communicating via spin-
locks vs semaphores with having different affinities to the CPU cores. Two tasks which
have different affinities to cores compete to update a shared global variable by only
holding a semaphore or a spinlock. The first task increments the shared global variable
and the second task decrements it, this design of the experiment is to add a shared
memory for the variable, so it can be updated by the tasks on different cores. Both
tasks have the same priority, and the queuing style for the blocked task when using
semaphores is based on FIFO.

The goal is to find observations and compare the measured data when using spinlocks
and semaphores on multi-cores.

Figure 4.18: Two tasks communicating via a spinlock or semaphore.

The code snippet in appendix code B demonstrates the behavior of the experiment when
using a spinlock for mutual exclusion.
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Measurements:

Table 4.6 demonstrated the measured data of the experiment when using semaphores.

Data Value (us)

Priority: 200

Response Time: 10.2169

Periodicity: 24.7758

Separation: 14.4364

Table 4.6: Measured data - using semaphores.

Table 4.7 demonstrates the measured data of the experiment when using spinlocks.

Data Value (us)

Priority: 200

Response Time: 3.6139

Periodicity: 7.22

Separation: 3.54

Table 4.7: Measured data - using spinlocks.

Observations and Results

The measured data shows that using spinlocks in this test design decreased the data
values and achieved better performance compared to semaphores as following:

• Response Time is around 2.82 times lower when using spinlocks.

• Periodicity is around 3.43 times lower when using spinlocks.

• Separation is around 4.076 times lower when using spinlocks.

By observing the states of the tasks in SystemViewer, the tasks that want to acquire a
spinlock has a Running (Locked) state which means that the tasks don’t PEND but keep
running by spinning in a loop waiting to acquire the spinlock.
Furthermore, holding a spinlock should be deterministic and short since it may cause
synchronization problems. For example, figure 4.19 and 4.20 show how task2 is waiting
in Ready state for a 326.1063 Microseconds while task1 is acquiring and releasing the
spinlock.
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Figure 4.19: Task2 is in ready state.

Figure 4.20: Task2 is waiting in Ready state for around 326.4063 us. This issue hap-
pened multiple times with varied waiting time which means that holding a
spinlock should be carefully used.

The scheduler allows other tasks with higher priorities (e.g., heartbeat task with priority
= 1) to run on core 1 as shown in figure 4.21. The scheduling only happens when task2
releases the spinlock since holding a spinlock prevents task preemption on the local
CPU core [10], this can be observed in figure 4.22 at timestamp 240.03 ms where task2
issues an event taskUnlock and after that the kernel issues an event [Exit - Task switch] to
allow higher priority tasks like heartbeat to run on the CPU core 1 only after task2 releases
the spinlock.

Figure 4.21: Task2 is in ready state waiting for high priority tasks to finish executing.
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Figure 4.22: Table of the events occurred during a selected time-stamp range.

According to figure 4.22, the events occurred by the tasks are TaskLock and TaskUnlock
which means that the spinlock is a type of a TaskLock that disables preemption of the
calling task by other tasks, but provide algorithms that ensure that they are fair by being
deterministic during the time between the request and take, and they operate as close to
FIFO order as possible [10].

Spinning in a loop waiting for a spinlock increases the utilization of the cores as show in
figure 4.23 and that ties up the core since preemption is not allowed until a task releases
the spinlock. Hence, using spinlocks can waste the resources of a CPU core if not used
for a deterministic period of time.

Figure 4.23: Core usages when using a spinlock.
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4.4 Performance Comparisons

4.4.1 Semaphores vs Spinlocks

Description:

This test was designed to investigate and compare the performance of spinlocks and
semaphores by utilizing only one core or two cores to increment a shared global variable.
The tasks have different affinities to CPU cores but the incrementing of a global variable
is done by one task or both tasks.

The two tasks were created with different affinity to cores. Both or one task will incre-
ment the global variable until it reaches 1000000. The tasks only increment the global
variable when a spinlock or a semaphore is acquired. Furthermore, the semaphore imple-
mentation is the same in figure 4.1 where two semaphores are used for synchronization.
Another test will also be used according to figure 4.18 where one semaphore is used for
synchronization between the tasks for fair comparison with the spinlock test since one
spinlock was used for synchronization.

The code snippet in appendix code C includes a small part of the code which demon-
strates the behavior of the experiment and how the performance is measured.

Measurements & Observations:

Increment the shared global variable by utilizing two or one core using two
semaphores for synchronization:

Table 4.8 shows that the time taken for the counter to reach 1000000 is decreased by
around 48.9479% when utilizing the two cores for incrementing the shared global vari-
able using two semaphores for synchronization.

# Cores Test 1 (us) Test 2 (us) Test 3 (us) Test 4 (us) Test 5 (us) Average

1 core 10390353 10324702 10516170 10560019 10171788 10392606.4

2 cores 5191587 5091185 5189300 5189300 5250636 5182401.6

Table 4.8: Performance test of using two semaphores to increment the shared global
variable by utilizing one or two cores.

Increment the shared global variable by utilizing one or two cores using one
semaphore or one spinlock for mutual exclusion:

Table 4.9 and table 4.10 shows that the time taken for the counter to reach 1000000 is
decreased by around 46.092% when utilizing the two cores for the increments of the
shared global variable using a semaphore for mutual exclusion. Moreover, the time
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taken for the counter to reach 1000000 is decreased by around 38.4899% where both
cores are utilized to increment the variable using a spinlock for mutual exclusion.

# Cores Test 1 (us) Test 2 (us) Test 3 (us) Test 4 (us) Test 5 (us) Average

1 core 7819629 8001450 8005392 7716652 7789678 7866560.2

2 cores 4220882 4184018 4225614 4225652 4347368 4240706.8

Table 4.9: Performance test of using one semaphore to increment the shared global
variable by utilizing one or two cores.

# Cores number Test 1 (us) Test 2 (us) Test 3 (us) Test 4 (us) Test 5 (us) Average

1 core 554544 568057 556059 527578 575845 556416.6

2 cores 329879 329820 361064 330319 360181 342252.6

Table 4.10: Performance test of using a spinlock to increment the shared global variable
by utilizing one or two cores.

Performance Results: Semaphores vs Spinlocks

From average values obtained in tables 4.9 and 4.10, we can notice that:

• The shared global variable reaches 1000000 around 14.13 times faster when using
a spinlock compared to a semaphore when incrementing in one task and tasks have
different affinities to different cores.

• The shared global variable reaches 1000000 around 12.39 times faster when using
a spinlock compared to a semaphore when incrementing in two tasks and tasks
have different affinities to different cores.

Testing Issues:

When running the tests multiple times, the shared global variable has to be reset to 0 and
the tasks initiated should be terminated for each test to obtain a correct implementations.
Otherwise, the last value of the shared global variable will be saved and incremented
in every test without entering the condition when globalvariable = 1000000 since the
tasks keep running. For using one spinlock or a semaphore, testing will be running the
tasks on two cores (different affinities) since if the tasks runs on one core, one of them
will loop forever and keeps holding or releasing the semaphore or the spinlock. One
experiment was created to test two spinlocks for fair comparison with the test in section
4.4.1 by comparing spinlocks and semaphores on one core or two cores. However, the
system hangs since a task might have taken more than one spinlock at a time and that’s
one of the caveats of using spinlocks.
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4.4.2 Atomic Operations vs Semaphores and Spinlocks

Description:

This test was designed to investigating, test and compare the performance of spin-
locks, semaphores, and atomic operations. Two tasks were created with different
affinity to cores. Both tasks or one task will increment a shared global variable un-
til it reaches 1000000. The tasks increment the global variable atomically using the
osal_atomic32_increment function which can be used from the osal_atomic.h library.

Observation:

Table 4.11 shows that the time take for the counter to reach 1000000 is decreased by
around 51.24% when utilizing the two cores for the increments of the shared global
variable by using the atomic increment operation.

# Core Test 1 (us) Test 2 (us) Test 3 (us) Test 4 (us) Test 5 (us) Average

1 81816 104454 93417 119395 100291 99874.6

2 49120 49566 50008 47379 47377 48690

Table 4.11: Performance test of using osal_atomic32_increment to increment the shared
global variable by utilizing one or two cores.

Figure 4.24 shows the SystemViewer signals from the two tasks and figure 4.25 shows
the percentage usages of the cores:

Figure 4.24: Signals of the tasks on SystemViewer.

Figure 4.25: Core usages.
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Figure 4.26 and 4.27 show the interrupt event that occurred at time-stamp 22.2966234ms
for task switching. The interrupt event starts its execution with the function intEnt() and
ends it with intExit(). After that, a higher priority tasks like heartbeat starts its execution.

Figure 4.26: The task performing an atomic operation gets preempted by higher priority
tasks. The preemption doesn’t occur during an atomic operation.

Figure 4.27: The Event table shows different events happened during a task switch

From the figures above, we can conclude that:

• Atomic operations allow tasks to run indivisibly and have access to the memory
without being blocked, locked, delayed, etc. However, tasks can be preempted
by higher priority tasks in the system and the preemption occurs after the atomic
operation executes and not during the execution.

• Both cores are being highly and equally utilized after sometime.
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Comparison of The Results Obtained in Section4.4.1 and Section 4.4.2 (Atomic
Operations Vs Semaphores and Spinlocks)

Incrementing a shared global variable by one task and tasks have different affinities to
different cores:

• The global variable reaches 1000000 around 78.76 times faster when using the
atomic increment operation compared to using a semaphore and around 5.57
times faster when using the atomic increment operation compared to using a
spinlock

Incrementing a shared global variable in two tasks and tasks have different affinities to
different cores:

• The global variable reaches 1000000 around 87.09 times faster when using the
atomic increment operation compared to using a semaphore and around 7.02
times faster when using the atomic increment operation compared to using a
spinlock.
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5 Priority Inversion and Caching Issues

This chapter explores and differentiates the priority inversion problem and priority
inheritance protocol between single-core and multi-core processors. Moreover, it investi-
gates an issue that is caused by the increase in the number of cache misses in a multi-core
environment.

5.1 Priority Inversion and Priority Inheritance Protocol for
Uni-processors

The interest of this Investigation is to explore the priority inversion solution in RobotWare
which is based on the priority inheritance protocol. Test programs were written to
simulate and others to solve the bounded and unbounded priority inversion problems
and observe the usage of binary and mutual-exclusion semaphores in RobotWare in
terms of the priority inheritance protocol.

The aim is to investigate the priority inheritance protocol functionality in RobotWare
between tasks running on different cores. The osal_timesamp library was used to approxi-
mately measure a task’s pending time. Moreover, the sleep() function was used to delay
the execution for some time to be able to record the signals for debugging on System
Viewer.
The priorities of the tasks in the tests are as the following:

• Task1 : Low Priority = 200

• Task2 : High Priority = 150

• Task3 : Medium Priority = 180

In the following test, the partitioned fixed-priority (P-FP) scheduling method is used since
RobotWare’s default scheduler is priority-based, but here tasks are statically assigned to
the CPU cores. According to [11], using partitioned fixed-priority (P-FP) can be advanta-
geous and has improvement on the usage of the hardware like having a maximal cache
affinity chiefly.

Bounded Priority Inversion

In this test, two tasks were created with affinities to the same core. The tasks have
different priorities, and they compete on a shared resource which is an integer variable.
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A binary semaphore was used for the synchronization and delays were added to the
program in order to simulate the bounded priority inversion problem.

When the lower priority task holds the semaphore, it increments the shared variable
from 0 to 1000000000 and the higher priority task decrements the shared variable from
1000000000 to 0 when it acquires the semaphore. Time-stamps were used to measure the
pending time. For debugging, some of the tools mentioned in section 2.5 were used.
Figure 5.1 shows the performed events by task1. The events in yellow are user events
that are embedded in the code for debugging.

Figure 5.1: Event preview of task1 in TraceAlyzer.

The user events occurred as the following:

• Event 10: task1 gets created and its entry point function gets executed.

• Event 11: exactly before task1 acquire the semaphore

• Event 2000: task1 acquires the semaphore.

• Event 2001: task1 posts the semaphore

• Event 13: task1 finishes its execution execution.

As illustrated in figure 5.2, task1 which is a lower priority task is created and acquires the
semaphore before the higher priority task2 is created. When task2 is created, it preempts
task1 and tries to access the shared variable but it gets blocked since the semaphore is
not yet released by task1. When task1 finishes counting and releases the semaphore,
task2 acquires the semaphore and decrements the variable to 0.
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The blocking time is measured when task2 preempts task1 and tries to acquire the
semaphore until task2 eventually it acquired it. The pending time is the difference
between the two time stamps which is 5079780 Microseconds.

Figure 5.2: Shell debugging for the bounded priority inversion.

Figure 5.3: Task2 which has a higher priority waits for task1 to release the semaphore.
Task2 acquires the semaphore on the user event 2003.

Unbounded Priority Inversion

As discussed in section 2.1.1, and same experiment as in section 5.1 was implemented,
but an intermediate priority task (medium priority) was introduced. The medium
priority task counts up a local variable from 0 to 1000000000 and is used for simulating
the unbounded priority inversion problem . All tasks have affinities to core 0.

As illustrated in 5.2, and 5.5, task1 which is a lower priority task is created and acquires
the binary semaphore before the higher priority task2 is created. When task2 is created,
it preempts task1 and tries to access the shared variable but it gets blocked since the
semaphore is not yet released by task1. When task3 is created, it preempts task1 and
task2 will still be blocked waiting for the semaphore.
Since task2 needs the semaphore from task1 which is preempted by task3, The pending
time for the highest priority task can be indefinite and dependant on the execution time
of task1 and task3. When task1 finishes counting and releases the semaphore, task2
acquires the semaphore and decrements the variable to 0. The blocking time is measured
when task2 preempts task1 and tries to acquire the semaphore until task2 eventually
acquired it. The pending time is the difference between the two time stamps which is
definite in this test and equal to 10178399 Microseconds.
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Figure 5.4: Shell debugging for the unbounded priority inversion.

Figure 5.5: Task2 which has the highest priority waits for task1 to release the semaphore
and task1 waits until task3, which has a medium priority, to finish it’s execu-
tion. Task2 acquires the semaphore on the user event 2003 after both task1
and task3 finish their execution.

Priority Inheritance Protocol

The RobotWare’s mutual-exclusion semaphore is featured with the priority inheritance
policy which ensures that a task that holds a resource executes at the priority of the
highest priority task that is blocked on that resource [10]. Same test as in section 5.1
was implemented but the mutual-exclusion semaphore was used instead of the binary
semaphore. The aim is to observe how the priority of task1 elevates to the priority of
task2 when holding the mutual-exclusion semaphore. The queuing style for blocked
tasks is based on their priorities to allow the inversion safe behavior.

As illustrated in 5.6, we can observe that task1 which is a lower priority task is created
and acquires the binary semaphore before the higher priority task2 is created. When
task2 is created, it preempts task1 and tries to access the shared variable but it gets
blocked since the semaphore is not yet released by task1.

The difference when using the mutual-exclusion semaphore is that after task2 get
blocked, task1 starts counting up from 0 to 100000000 instead of getting preempted
by task3 which is a medium priority task. This indicates that task1’s priority is equal to
the highest priority among the 3 tasks. After that, task1 releases the mutual-exclusion
semaphore and task2 acquires it and counts down from 100000000 to 0. Eventually,
task3 gets created and executes. The pending time for task2 to execute is the difference
between the two time stamps which is definite in this test and equal to 5087321 Microsec-
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onds. The blocking duration is related to the lengths of the critical sections and tasks
execution times.

This means that the Priority Inheritance Protocol functions as expected and decreased the
blocking time of task2 by around 50%. Also, the behavior and blocking time is similar to
the bounded priority inversion as described in section 5.1 which is definite and depends
on the releasing and acquiring of the semaphore.

Figure 5.6: Shell debugging for the priority inheritance protocol supported by the
mutual-exclusion protocol.

The following figures are used for the analysis of the Priority Inheritance Protocol on
Windriver’s SystemViewer:

Figure 5.7 shows the overall scenario explained above. We can notice that task1 has
initially priority = 200. After some time, task1 elevated to have a priority = 150 which is
equal to the priority of task2 that is the highest priority task among the three tasks. The
total execution time for the tasks was measured in SystemViewer and is around 15.53
seconds

Figure 5.7: Overall scenario of the priority inheritance protocol functionality among the
tasks which have different priorities but the same core affinity.
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Figure 5.8 illustrates the initial states and user events for task2. User event 21 happens
exactly after task2 is created. We can observe that task2 runs for some time and preempts
task1, but it goes to PENDING state after signaling the acquire request for the mutual-
exclusion semaphore, and it does not get the semaphore since task1 did not release
it. After that, we can see that task1 priority gets elevated to 150. The PENDING state
happens when a task is blocked due to the unavailability of some resource (such as a
semaphore) [10].

Figure 5.8: Task2 preempts task1, but it gets blocked since it could not acquire the
semaphore. Task1 priority elevates to 150 when task2 goes to the pending
state.

Figure 5.9 shows that after task1 finishes it’s execution, it releases the mutual-exclusion
semaphore to be acquired by task2. Then, task2 starts execution. When task2 finishes its
execution, task3 executes as shown in figure 5.7.

Figure 5.9: releasing the semaphore by task1 to be acquired by task2.
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5.2 Priority Inheritance Protocol in Multi-core

The previous tests were focused on the multitasking issues where all tasks have affinities
to the same CPU core. The aim here is to do the same experiment as in section 5.1 but
with assigning tasks with different affinities to CPU cores and compare results to observe
how the priority inheritance protocol functions in a multi-core environment.

The priorities of the tasks in the test are as the following:

• task1 : Low Priority = 200

• task2 : High Priority = 150

• task3 : Medium Priority = 180

Three tests were conducted with respect to priorities of the tasks and affinity to the CPU
cores as the following:

• First test: task2 has affinity to core 1. Task1 and task3 have affinities to core 0. The
total execution time for the tasks is approximately 10.7353 seconds.

Figure 5.10: Task2 has affinity to core 1, task1 and task3 have affinities to core 0.

• Second test: task2 and task3 have affinities to core 1. Task1 has affinities to core 0.
The total execution time for the tasks is approximately 11.1220 seconds.

Figure 5.11: Task2 and task3 have affinities to core 1, task1 has affinity to core 0.

• Third test: task2 and task1 have affinities to core 1. Task3 has affinities to core 0.
The total execution time for the tasks is approximately 11.1263 seconds.

Figure 5.12: Task2 and task1 have affinities to core 1, task3 has affinity to core 0.

© Uppsala University Ghaith Sankari



Priority Inversion and Caching Issues 42

5.2.1 Observations and Results

From the first test in section 5.2, we can notice that it’s faster with regards to the total
execution time to have the low and medium priority tasks executing on the same core.
Additionally, section 5.1 shows that the total execution time is 15.53 seconds when the
three tasks execute on a single core having PIP activated. Thus, the total execution
times of tasks is decreased from 15.53 seconds to 10.73 seconds (around 31 percentage
decrease) when utilizing the two cores since one of the tasks can run concurrently with
the other tasks.

By referring to the first test that is illustrated in figure 5.10, task1 and task3 are running
on the same core, task1 priority elevates, and task1 runs before task3 which allows both
task2 and task3 to run concurrently. If the priority inheritance protocol was not used
here, task3 will run first on core 0 since it has higher priority that task1. After that, task1
acquires the semaphore, executes, and then releases the semaphore to be taken by task2
to execute. This means that task2 has to wait for task3 and task1 to finish their execution
which drags down the total execution time to be the same as when using a uni-processor.
Thus, PIP can be effective for such a task allocation. For allowing the inversion safe
behavior, the mutual-exclusion semaphore has to be created with a queuing style for
blocked task that is priority based not FIFO (first-in-first-out).

However, from the seconds and third test, applying the priority inheritance protocol by
elevating a task’s priority when utilizing multi-cores will not be effective since task3
is running concurrently with task1 and does not preempt it. Thus, the functionality of
the mutual-exclusion semaphore will be same as a binary semaphore. In this situation,
binary semaphores can be used since they have the least overhead associated with it
which makes them applicable to high-performance requirements [10].
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5.3 Multi-core CPU Efficiency in Terms of Caching

This investigate is designed to study the CPU efficiency in terms of the shared cache
misses of the robot controller’s main computer which has the specification written in
section 2.4. The aim is to observe the effect of processing large data on one core that
causes an increase in the number of cache misses in the last level cache (L2) which is
shared by the two cores, and investigate the impact that the large amount of cache misses
caused on the execution of another core.

This problem can reduce the Quality-of-Service (QoS) of the system [19] and be related
to the priority of the tasks where a low priority task which has affinity to the first core
can consume the resources of the LL cache (L2) by evicting the data of a higher priority
task that has affinity to the second core as mentioned in 2.2.

An example of the reduction in the QoS for a robot controller would be the network
flooding problem. Network traffic, mainly network interrupts, have high priority in the
system and can with “network storms” cause parts of the system to starve. The network
task has affinity to the first core (core 0) and a priority = 45 in the system. The extreme
network load caused by the network task might lead to a contention on the L2 cache
with the motion control tasks that are running on the second core and have priorities
(2-3). This can cause the robot to hang.

In this test, one task (task 1) is created and has affinity to the first core. It will be used to
cause large number of cache misses by accessing a 2D square array of characters in a
cache-unfriendly manner after initializing the array. The code listing below shows a part
of the code that task 1 performs.

1 #define ARRAY_DIM 2048

2 #define CACHE_TEST_LOOPS 5000

3 for (c = 0; c < CACHE_TEST_LOOPS; c++) {

4 for (row = 0; row < ARRAY_DIM; row++) {

5 for (col = 0; col < ARRAY_DIM; col++) {

6 Counter += testArray[row][col];

7 }}}

8

Listing 5.1: Code example of loop that access a two dimensional array of 2048 x 2048
elements 5000 times
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Figure 5.13: Unoptimized/unfriendly access to a cache [36].

The second task (task 2) has affinity to the seconds core and will be used to implement
a matrix multiplication of two matrices that are two dimensional of size 500 x 500
elements. Time-stamps were used to measure the performance that is the time needed
for the task to complete the matrix multiplication.

Metrics

The instrument used to measure the CPU utilization and cache misses is HPC by Vx-
Works. This tool requires hardware performance counter support to measure the LL
cache misses. The metrics to measure are:

• %CPU: provided by the software profiler which presents the CPU Utilization over
time of the two cores combined .

• LL Cache Miss(direct)/s: average of the direct last level cache misses per sec-
ond. This event counts each cache miss condition with reference to the last level
cache. The event count may include speculation, but excludes cache line fills
due to hardware prefetch. Because of the cache hierarchy, cache sizes and other
implementation-specific characteristics; comparison to estimate performance dif-
ferences is not recommended.

Metrics measurements

The values of the metrics stay approximately the same for all of the tests as shown in
table 5.1 in column "values before" where task 1 and task 2 are not running. Moreover, a
small percentage of utilization and LL cache misses exist since the OS is running and
other periodic tasks executing in the system.
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Table 5.1 and figure 5.14 show the values and graphs of the metrics before and after task
1, which has a priority = 209, is created and spawned.

Data values before values after

CPU %: 6.0 56.2

LL Cache Miss(direct)/s: 350k 56.85M

Table 5.1: Metrics measurements before and after the task 1 is created and spawned.

Figure 5.14: Number of LL cache misses and CPU utilization that task 1 is causing.

Table 5.2 and figure 5.15 show the values and graphs of the metrics before and after
running task 2 which executes the matrix multiplication.

Data values before values after

CPU %: 6.0 55.1

LL Cache Miss(direct)/s: 350k 20.39M

Table 5.2: Metrics measurements before and after task2 was running.

Figure 5.15: Number of LL cache misses and CPU utilization that task 2 is causing.
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Table 5.3 and figure 5.16 show the values and graphs of the metrics before and after
running both task 1 and task2.

Data values before values after

CPU % 6.0 84.8

LL Cache Miss(direct)/s 350k 58.85M

Table 5.3: Metrics measurements before and after both task 1 and task 2 were running.

Figure 5.16: Number of LL cache misses and CPU utilization that task 1 and task 2 are
causing.

Performance measurements

Table 5.4 shows the measured performance which is the time needed for task 2 to
complete the matrix multiplication. Also, it compares the results when task 2 is only
running or when both task 1 and task 2 are running concurrently with affinities to
different cores.

Tasks Running Time Taken to finish (us)

Only task2 657730

task1 and task2 1007522

Table 5.4: The time taken for task 2 to complete the matrix multiplication when it is
running alone or running concurrently with task 1

5.3.1 Observations and Results

According to the results in table 5.4, the time needed to complete the matrix multipli-
cation is 53.18% higher when both task 1 and task 2 are running concurrently with
affinities to different cores. This is due to the effect of the cache misses in LL cache
which caused the declination of performance even though the tasks don’t communicate
with each other and run concurrently on different cores. Thus, this problem can cause
deadline misses for the hard real-time tasks in the system.
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6 A Case Study: The Startup System in
RobotWare

The system startup in RobotWare is sequential and takes more than 60 seconds to finish
executing. The code is originated from the early 90’s and executes on a single-core
processor in a sequential order. VxWorks starts up the system by relying on dynamic
scheduling of tasks. However, directly after handing over the startup to RobotWare’s
system startup code, the first CPU core 1 gets reserved for the motion control tasks that
are considered highly critical and have real-time requirements in the system. From this
point on, RobotWare’s startup code executes on core 0.

The system startup now is becoming complex and has extensive amount of direct and
indirect dependencies between the components which makes it hard to update or make
any changes. Direct dependencies occur when a component need to utilize services
provided by another component. In the current system, a synchronization framework
is used to manage the dependencies between the startup components by pausing the
execution of some spawned periodic Run-Tasks until required services are provided
by certain components. Indirect dependencies occur when a component waits to be
configured due to other component getting delayed in the startup sequence (e.g., early
I/O communication misses to perform its cyclic behavior is delayed due to late the
motion system configuration).

The system startup is split into different phases which are base, setup, real-time, and
application phase. The base phase is responsible for starting base services like Graphical
User Interface (GUI). The setup phase starts and configures the subsystems (e.g., ini-
tializing the security support component). The real-time phase spawns real-time tasks
that initiate communication with equipment like I/O devices, robot manipulator drive
system, etc. The application phase establishes different add-ins and applications. There
are approximately 60 sub-components within the subsystems (e.g., Motion System, I/O
System, Robot Web Services, etc.) which need to be called and initiated in the current
system startup and only one centralized root task is responsible for the configuration of
all of them sequentially. The extensibility which is defined as adding new components,
subsystems, or modules to the system startup code, will increase the complexity and the
startup time.
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Therefore, a new architecture design of the system startup is needed to solve the prob-
lems faced, reduce the startup time, improve the modularity and extensibility. The
utilization of multi-cores will allow several components of the start up to run their con-
figuration in parallel. Thus, obtaining a faster system startup. However, this introduces
different aspects to be considered in the system such as multi-core scheduling, inter-core
communication, mutual exclusion, synchronization, etc. In the following section, dif-
ferent methods will be proposed to parallelize the system startup. Also, relation to the
investigations on locking mechanisms will be discussed to form a basis for the practical
migration of the system startup to multi-core platforms.

6.0.1 Proposed solution

To allow concurrency and speedup the system startup, a redesign of the system startup
is required. The solution is based on allowing the root task to spawn a finite task (i.e.,
runs for a finite period of time) for each subsystem and each task manages the startup
phase of its subsystem. The subsystem tasks can spawn other tasks which are either
finite or periodic/cyclic.

Figure 6.1: Abstract redesign of the system startup

This design of the system improves the modularity of the system since it provides easy
and clear design of the subsystems where each subsystem can be tested separately.
Additionally, indirect dependencies can be avoided since the tasks for each subsystem
can be allocated among the CPU cores in a way such that no task in the real-time phase
is delayed due to late startup phase performed by other tasks.

The challenge is to define firstly the control and data dependencies among the tasks
to find a feasible task allocation paradigm with minimal communication cost. In [37],
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a router design for multi-core processors was described in different steps and can be
implemented as a system configuration process for giving an overall structure which
eases the maintainability of the startup code. Additionally, it can be used for adapting
the system startup to multi-cores by the following steps:

• Application Partitioning: done by constructing an application graph with respect
to the code. The nodes represent the processing steps and the connecting edges
indicate the sequences of the processing steps (i.e, direct dependencies). The follow-
ing figure is an example of the graph related to the system startup in RobotWare.
The nodes that are unconnected represent the components that are independant.

Figure 6.2: Application graph. Nodes are represented as rectangles and edges are the
arrows.

After constructing the application graph, each node of the graph can be partitioned
into smaller pieces (i.e., tasks) that can be processed by different cores. This kind of
graphs can be beneficial to explore different concurrency possibilities in the system
startup.

• Task Mapping: can be formed from the application partitioning. This procedure is
highly crucial and can determine the performance of the targeted system since it
defines the tasks that can run in parallel. Figure 6.3 demonstrates an example of
different subsystems of the system startup which can be split into tasks that can
run concurrently (e.g., T1 and T2 can run concurrently).

Figure 6.3: Task graph.
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After obtaining a system configuration process graphs, the next process is to explore
the multi-core scheduling algorithm for the tasks such that their response time is
minimized which results in an overall higher startup performance.

Dynamic and Static Multi-core Scheduling

VxWorks RTOS has a default multi-core scheduling policy called FIFO Equal Priority
Task (FEPT) which aims to execute the highest-priority tasks first and is based on global
scheduling that assigns tasks dynamically to the cores. The CPU affinity functionality
allows the VxWorks scheduler to operate close in behavior to partitioned scheduling,
and thus the task assignment is static. For utilizing both cores for the system startup,
one way is to boot the whole RobotWare startup code before reserving core 1 for the
motion control tasks. Furthermore, VxWorks features core reservation for tasks that
have static affinities, this improves their performance since it prevents the dedicated
tasks from being preempted by other tasks in the system.

Dynamic assignment under FEPT allows tasks to to migrate and execute on any available
processor which can assure effective utilization and load-balancing of the CPU cores. The
concurrent design of system startup will mostly consist of finite tasks that do not have
hard real-time constraints. Therefore, dynamic scheduling with appropriate priority
assignment of the start tasks can achieve optimized resource utilization during run-time.
However, this can add complexity due to direct dependencies and synchronization
between the task which eventually can lead to higher overheads and indeterministic
results. Furthermore, the scheduler dynamically assigns the tasks that have the same
priority and ready in the global queue to the free processor.

On the other hand, static allocation of tasks by affinity assignment, requires a partitioning
strategy to determine a mapping of the tasks to the cores. Once the appropriate mapping
of the tasks is created, single-core scheduling can be applicable which is in the case of the
system startup would be based on the priorities of the tasks. In this allocation of tasks,
no migration of tasks between cores is possible which can increase the determinism
about the systems start-up

Synchronization

Different supported synchronization and locking mechanisms can be used to for manag-
ing the dependencies between the startup components such as semaphores, spinlocks,
message queues, etc. Observations and results from sections 4.1, 4.2, and 4.3 can be
considered to avoid any caveats with regards to synchronization.
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6.0.2 Testing & Simulation Of The System Startup

This section demonstrates the tests which are used as a simulation of the system startup.
The aim is to compare and investigate different scheduling algorithms with regards
to performance and functionality. Additionally, this will give a basis for the system
startup redesign by utilizing multi-cores for reducing the startup time. For handling
direct dependencies, multiple synchronization paradigms and locking mechanisms will
be tested. For instance, as an interest point, spinlocks will be tested when using dynamic
scheduling of tasks to the CPU cores.

Concurrent vs Sequential System Startup Architecture

Figure 6.4 demonstrates a simplified pseudo code of the current sequential system
startup that executes on core 0. One root task is responsible for the configuration of
the three components. The real-time periodic tasks (e.g., component1RunTask) are
mostly spawned at the end of the startup sequence after the configuration of the sub-
systems but sometimes they are spawned within the componentInit functions. The
component3RunTask is hypothetically considered as a motion control task; therefore,
it has affinity to core 1. Dependencies between component1Init and component2Init
prevents component1Init from finishing its setup. For such dependencies in a sequential
implementation, component2Init should be forced to be initialized first to provide data
for component1Init.

Figure 6.4: Pseudo code of a simplified sequential startup system that executes on core 0.
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Figure 6.5 demonstrates a simplified pseudo code of the suggested concurrent system
startup. One task is spawned to configure and setup each component. Also, each com-
ponent spawns its real-time periodic tasks after finishing its setup phase. For instance,
in (a), the dynamic task assignment allows the scheduler to handle the allocation of the
components’ setup tasks (e.g., component1Init) among cores. The real-time tasks are
allocated statically since the motion control tasks need to be separated to a different
core due to hard real-time requirements. In (b), the components’ setup tasks and real-
time tasks are statically assigned to the CPU cores. Additionally, the dependencies and
synchronization among the components can be managed as mentioned in section 6.0.1.

(a) Dynamic task assignment to cores. (b) Static task assignment to cores.

Figure 6.5: Concurrent implementation of the system startup with regards to multi-core
scheduling paradigms.

Tests & Measurements

Three programs were tested with regards to the pseudo codes shown in figures 6.5
and 6.4 to simulate the behavior of the startup system.For synchronization, different
mechanisms will be tested and compared. The wait for and signal could be imple-
mented using semaphores or message queues, for example, using osal_sem_wait() and
osal_sem_post() or osal_msgq_receive() and osal_msgq_send(). The real-time tasks
Component1RunTask, Component2RunTask, and Component3RunTask are cyclic tasks
with assigned periods 2ms, 10ms, and 33ms respectively. For testing purposes, setting
up a component is implemented by initializing a two dimensional array with random
data.
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The following tables represent the measurements of the performance which is the
time needed to setup the startup components before spawning the periodic tasks (e.g.,
Component1RunTask). All synchronization points for this test (e.g., signal "startup
ready") presented in the the pseudo codes are implemented using binary semaphores.

Table 6.1 shows the performance of system startup simulation where one root tasks is
responsible for the configuration of the three components on core 0.

Task allocation Performance (us)

Static (core 0) and Sequential 10491

Table 6.1: Performance of a sequential system startup.

Table 6.2 demonstrates the possible allocations of the 3 component’s startup tasks
between the two cores. The performance measurements represented in table 6.3 are
obtained when statically allocating tasks.

Allocation Affinity: Core 0 Affinity: Core 1

1st component1Init component2Init & component3Init

2nd component2Init component1Init & component3Init

3rd component1Init & component2Init component3Init

Table 6.2: Allocation of the components’ setup tasks.

Allocation Performance (us)

1st 7835

2nd 7464

3rd 4916

Table 6.3: Performance of system startup simulation with respect to possible allocations.

The figures below illustrate the logs obtained from the tests which describe the allocation
of the tasks presented in table 6.2.

Figure 6.6: First static allocation.
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Figure 6.7: Second static allocation.

In figure 6.8, component1Init and component2Init which are dependent execute on the
same core. Since component2Init creates and posts the semaphore needed by compo-
nent1Init and both component tasks run on the same core, a delay was added before com-
ponent1Init requests the semaphore to allow component2Init to create the semaphore
and posted it after finishing its execution.

Figure 6.8: Third static allocation.

Figure 6.9 shows the setup and real-time phase of the third static allocation. The pending
time between the end of the setup phase and real-time phase is the waiting time for
"Startup ready" to be sent by the root task. For simulation, a delay was added to the
pending time to separate the two startup phases.

Figure 6.9: Third static allocation, setup phase and real-time phase
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Table 6.4 shows the performance when the components’ setup tasks are dynamically
allocated among core 0 and core 1.

Task allocation Performance test 1 (us) Performance test 2 (us) Performance test 3 (us)

Dynamic 7224 7258 7213

Table 6.4: Performance of concurrent system startup simulation.

Figure 6.10 shows how the scheduler handles the dynamic allocation of tasks that
represent the startup components without giving affinities to the CPU cores. We notice
from the two figures below that the scheduler gives different assignment of tasks to the
CPU cores in different tests.

Figure 6.10: Dynamic allocation of the components’ setup tasks.

Figure 6.11: Another test for dynamic allocation of the components’ setup tasks.

Spinlocks for Dynamic Allocation of Tasks

One program was written which replaces the semaphore used to synchronize between
component1Init and component2Init by a spinlock. This caused a panic exception
and a reboot of the system since this error is considered fatal by the VxWorks kernel
that includes the scheduler. From the results obtained in section 4.3, spinlocks block
preemption to reduce the chance of task context switch. One possible scenario that
caused the error is having a task context switch performed by the scheduler while
a spinlock is held by a task, this can cause interrupts to be unlocked in the newly
scheduled-in task context. Therefore, an exception can raised. However, the cause of the
exception or the error can not be identified since it is not possible to record a logging
of the systems when testing the program because of rebooting. Refer to figure 6.12 for
details about the panic exception.
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Figure 6.12: Error thrown by the VxWorks kernel which is caused by using spinlock for
synchronization where the scheduling of tasks is dynamic.

Message Queues vs Semaphores

There are two options for synchronization in the system startup using semaphores.
Firstly, each synchronization point (e.g., wait or signal) in the pseudo code can be
implemented using a semaphore. Therefore, the root task has to create a semaphore to
signal "startup ready" to each component, meaning that three semaphores are created to
signal "startup ready" to the components and one semaphore to synchronize between
component1Init and component2Init. The second option is to create one semaphore that
can be acquired and released by the components. For instance, the root task creates the
semaphore and posts to signal "startup ready" which will acquire by component1InitTask
that posts it to later to component2InitTask and eventually component3InitTask acquires
it. In this option, some of cyclic/periodic tasks might spawn while the other components
are still in the setup phase which might cause preemption if the periodic tasks have
higher priorities.

On the other hand, message queues can be used as a higher level of synchronization
where multiple messages can be sent and received by the tasks that need to be synchro-
nized. For instance, the root task can send three messages, which represent "startup
ready", to the same queue such that the cyclic tasks are spawned after the components’
setup tasks receive the messages from the message queue. In this option, one message
queue is used to synchronize between the root task and the components and one message
queue is used between component1Init and component2Init.

A more sophisticated synchronization service that can have many clients is recom-
mended to be used instead of message queues and semaphores for waiting or signaling
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one signal (e.g., "startup ready"). Such a service would allow an undefined number of
tasks to wait for the same signal while when using message queues, for example, the
same message need to be sent several times to different components.

The tests done in section 6.0.2 are according to the first option of using semaphores.
Another tests done with respect to the message queues usage described above show that
there is a slight performance advantage of using semaphores over message queues. For
instance, the time taken to setup the startup components before spawning the periodic
tasks is 7502 microseconds when using message queues for synchronization in dynamic
scheduling of tasks. Thus, there is approximately 278 microseconds difference compared
to the results of the first performance test presented in table 6.4.

6.0.3 Observations and Results

• Utilizing the two cores allows concurrent execution of the startup components’
tasks. The results obtained from tables 6.1 and 6.3 show that the performance gain
is up to 53.14% (by comparing the 3rd static allocation with the sequential task
allocation).

• Static/partitioned scheduling of tasks to the CPU cores achieves better determin-
ism and higher performance than global/dynamic scheduling. However, this
depends one how the tasks are partitioned among the cores. By comparing the
results in the table 6.3, we can conclude that Task mapping is a highly crucial process
which its results can affect the overall system startup performance. For instance,
the third task allocation, where dependent components execute on the same core,
achieved approximately 37.25% higher performance than the first task allocation.

• Dynamic allocation can achieve slightly better performance by around 7.8% com-
pared to some static allocations of tasks. This percentage is obtained by comparing
the (1st static allocation results with the dynamic allocation performance test 1).

• Spinlocks should only be used when the system behavior is deterministic to adhere
the caveats presented in 4.3 and 6.0.2 which illustrated that the tasks which use
spinlocks for synchronization or mutual exclusion should have different static
affinities to CPU cores. Therefore, dependent tasks (e.g., component1Init and
component2Init) should be assigned to different cores in partitioned scheduling.
A test done, which allocates component1Init to core 0 and other components’ tasks
to core 1, shows a slightly better performance (6987 microseconds) when using a
spinlock compared to using a semaphore or a message queue.
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7 Discussion and Conclusion

In this thesis, different software and hardware related tools and performance aspects
were investigated and evaluated. Locking and inter-task/inter-process communication
mechanisms such as spinlocks, semaphore, atomic operations, and message queues
were analyzed and evaluated in a single-core or multi-core processor environment to
observe and identify the caveats and benefits when using them. Additionally, the Priority
Inheritance Protocol featured by using the Mutual-Exclusion semaphore in RobotWare
was evaluated and tested on one core and two cores. The caching performance cost
was investigated by giving affinities to certain tasks to specific cores and observe the
effect of large data processing that cause high number of cache misses on one core in a
multi-core environment. Moreover, the system startup in RobotWare was investigated
with regards to utilizing multi-cores and redesigning of the software architecture to
minimize the startup time and improve the modularity. Also, programs were written to
test and evaluate the global and partitioned scheduling of a simplified and simulated
startup components that communicate using different synchronization paradigms.

7.0.1 Task Communication and Performance: Multi-core vs Single-core
CPUs

The performance decreases when binary semaphores and message queues are used in
multi-cores compared to single-core CPUs. In multi-cores, more time is needed for the
tasks to run, acquire/release a semaphore or send/receive messages from a message
queue when two tasks have different affinities to CPU cores. This is due to the Inter-Task
communication that requires sending inter-processor interrupts (IPI) to the other CPU
cores to perform task switching. Thus, task switching is slower when using semaphores
and message queues in multi-core CPUs and tasks get blocked in pending state due
to the unavailability of a semaphore. However, multi-cores provide load balancing
since tasks can utilize multiple CPU cores. The trade-off is between load balancing
and concurrency vs the inter-task/inter-core communication overhead. Therefore, the
challenge would be to design the system in a way that achieves load balancing while
maintaining minimum penalties for the inter-task communication between cores.

Furthermore, The performance increases when using spinlocks compared to semaphores
in multi-cores. Results from the tests show that using spinlocks can be more than 10
times faster than semaphores when used for short code segments (e.g. incrementing
a shared variable till it reaches a number). However, spinning in a loop waiting for a
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spinlock to be freed, increases the utilization of the cores and can tie up the resources
of the cores if not used for a deterministic period of time. The scheduling only occurs
when a task releases the spinlock since holding a spinlock prevents task preemption
on the local CPU core. This has to be taken into consideration when creating tasks in a
systems. Therefore, spinlocks should be used carefully such that a spinlock should be
held for a deterministic period of time and task must not take more than one spinlock at
a time, this can cause live-locks since task preemption is disabled while spinning. One
experiment caused the system to hang because more than one spinlock was held by a
task.

On the other hand, atomic operations (e.g, atomic increment) are very fast compared to
spinlocks and semaphores in multi-cores. They are a simpler alternative to spinlocks,
and they cannot be interrupted by any other operation on the memory location in
question; hence, they are a solution for the mutual exclusion problems. However, They
are are limited in functionality.

7.0.2 Priority Inversion and Priority Inheritance in Multi-cores

RobotWare features the mutual-exclusion semaphore that enables the priority inheritance
protocol (PIP) which is used to solve the unbounded priority inversion problem on a uni-
processor. The tests performed investigate this protocol for multi-cores since RobotWare
does not support special locking protocols to solve priority inversion on multi-cores. It
was indicated that PIP can can be effective with regards to the task allocations along the
cores in a multi-core processor architecture.

7.0.3 Multi-core CPU Efficiency in Terms of Caching

With regards to caching issues, the test done showed that the high LL cache misses
caused by a task that has affinity to one core can result in a declination of the overall
performance of another task that has affinity to a different core ; even though, the
tasks don’t depend or communicate with each other and run concurrently on different
cores. Such a problem limits the performance determinism between tasks running
simultaneously [38].

Most evaluation tests for addressing the LL shared cache issues are based on simulations.
Doing the experiment on a unit test (i.e., the main computer) gives more information
about the limitations of the software, hardware or tools. For instance, it was noticed after
further investigation that the CPU deployed in the main computer doesn’t support all
the QoS features provided by the CPU vendor (Intel) and miss the software support for
certain performance counters. Therefore, some features that the Windriver’s Workbench
supports were not available like the HPC General Hot-Spots instrument which relies
on multiple additional performance counters in order to give an overview on Data
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Cache Misses (L1), CPU Work Done (TOT CYC/s), and CPU efficiency (CPI = Cycles
Per Instruction) that can be useful for the analysis of the systems.

Extracting parameters like CPI is more helpful to reflect the performance of tasks com-
pared to the cache miss rate because the number of memory accesses made by a thread
or a task are not accounted by the cache miss rate [39]. Hence, more investigating is
needed about the software support of the CPU that is embedded in the current main
robot computer when migrating to a new hardware environment since many algorithms
concerning the LL shared cache issues like the Dynamic Cache Reservation method [32],
require the CPI measurement for each thread.

Another solution to solve the problem of tasks being affected by the execution of tasks
on other cores is to use a multi-core processor without shared caches or a processor
that features partitioning for shared caches. Such an architecture can guarantee better
timing predictability in a multi-core environment. However, this is not how most of the
commercial multi-core processors are designed.

7.0.4 Concurrent System Startup: Static vs Dynamic Allocation of
Components

Redesigning the system startup to utilize multi-cores can decrease the startup time and
improve the modularity and extensibility. This introduces many challenges related to
scheduling of tasks among cores and synchronization. The tests done show that finding
the optimum task mapping for static allocation of tasks outperforms the dynamic alloca-
tion of tasks that is handled by the scheduler. However, these tests consider only three
components to be scheduled dynamically or statically. Finding the optimum task map-
ping which minimizes the startup time for static allocation of around 60 tasks (startup
components) is similar to scheduling of precedence-constrained jobs to minimize the
makes-span [40] which is a well studied problem that is considered Non Deterministic
Polynomial Time - Hard (NP-hard) where such a problem in complexity theory may
or may not have a verified solution and it is unknown if the problem is solvable in
polynomial time.
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7.1 Conclusion and Future Work

The need for high performance is becoming a requirement especially in the robotic
industry where accuracy and speed are the backbone of productivity within the field.
Multi-core processors provide high computational performance and low latency by
allowing multiple task run concurrently. However, migrating a system which includes
many real-time critical tasks is a challenging process since there are many obstacles
such as having many real-time critical tasks that depend on each other for execution.
Therefore, experimentation was done to form a baseline data concerning the software
and hardware development of ABB’s robot controller’s main computer and RobotWare
for the multi-core support.

It was shown from the tests that finding the right static schedule of the startup tasks
with respect to the dependencies can achieve more determinism and higher performance
compared to dynamic allocation of the startup tasks handled by the scheduler. However,
the challenge is to determine an optimum static mapping of tasks to the CPU cores that
minimizes the startup time especially when there are many startup component (i.e., more
than 60 components to be configured in RobotWare). Additionally, results from tests
showed that there are some trade-offs with regards to locking mechanisms. For instance,
utilizing multi-cores features load balancing and concurrency but the inter-task/inter-
core communication overhead can degrade the performance if the tasks running on
different cores and highly dependent on each other. Hence, maintaining minimum
communication cost for highly dependent tasks that communicate via semaphore and
message queues, is a challenge when redesigning a legacy system to utilize multi-cores.
Moreover, spinlocks are shown to be very fast compared to other locking mechanisms
but they should not be used when the system behaviour is non-deterministic due to
having many shown caveats and prescriptions that should be adhered. Furthermore,
obtained data show that the Priority Inversion Protocol featured by using the Mutual-
exclusion semaphore in RobotWare can be effective when used on multi-core depending
on the tasks allocation to cores; otherwise, binary semaphores can be used since it is
considered to be the fastest and have the least overhead among other semaphores. In
addition, The CPU caching efficiency tests showed that the current CPU is not optimal
for the migration to multi-cores since it doesn’t support certain functionalities which are
considered crucial for the management of the cores to avoid problems caused by having
shared resources.

A recommendation is to change the CPU type and replace it with another which does not
include a shared cache between the cores such that the timing predictability would not be
affected. Another solution would be to provide the software drivers which are needed to
be developed to support certain features like cache reservation which eventually solves
the issues concerning the contention problems within the last level shared cache.
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The utilization and the usage of spinlocks and atomic operations in RobotWare is rec-
ommended with following the prescriptions concluded and proven in this thesis. Even
though, the evaluated communication paradigms can differ and have their benefits and
drawbacks when used in a multi-core system, there is a need for a more sophisticated
communication technique especially in a software architecture like the system startup
where many clients are waiting or signaling one signal (e.g., "startup ready"). Such a
service would allow an undefined number of tasks to wait for the same signal while
when using message queues, for instance, the same message need to be sent several
times to different components.

For future work, redesigning the actual startup code in RobotWare with following the
results of all the experiments done, would the next step. There are some use cases where
multi-core can be utilized for improving the system which also can benefit from the
experiments results from this thesis. For instance, the network tasks create traffic (i.e.,
network interrupts) caused by extreme load scenarios, and have high priority in the
systems which results in interrupting other tasks in the system. Such a use case can
be solved by utilizing multiple cores by spreading the network data, depending on
importance, among many tasks with different priority which execute on different cores.
Furthermore, investigations on virtualization and partitioning using a hypervisor is
a highly interesting point to test and evaluate where each subsystem in RobotWare is
assigned to a different core and can have its own operation system. The hypervisor will
be used to control and manage the partitions of the subsystems among the cores. For
instance, the motion control tasks can run on one virtual machine with VxWorks as the
OS and affinity to core 0, and non-time critical tasks can run on another virtual machine
with Linux as the OS and affinity to core 1.
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Appendices

A [Task communication via two binary
semaphores]

1

2 static void send_rec_Task1(void* param) {

3 printf("-------------successfuly Created Task1 !-------------\n");

4 while(1)

5 {

6 SemaphoreB_1 = osal_semb_create(OSAL_SEM_FIFO, OSAL_SEM_EMPTY);

7 STATUS sem1_post = osal_sem_post(SemaphoreB_1);

8 if (sem1_post == OK){ //Semaphore 1 is posted from Task 1

9 wvEvent(2001, 0, 0); // User event

10 }

11 STATUS sem2_aquire = osal_sem_wait(SemaphoreB_2, OSAL_WAIT_FOREVER);

12 if (sem2_aquire == OK){ //Semaphore 2 is aquired by Task 1

13 wvEvent(2000, 0, 0);

14 }

15 }}

16

17 static void rec_send_Task2(void* param) {

18 printf("-------------Successfuly Created Task2 !-------------\n");

19 while(1)

20 {

21 SemaphoreB_2 = osal_semb_create(OSAL_SEM_FIFO, OSAL_SEM_EMPTY);

22 STATUS sem1_aquire = osal_sem_wait(SemaphoreB_1, OSAL_WAIT_FOREVER);

23 if (sem1_aquire == OK){ //Semaphore 1 is aquired by Task 2

24 wvEvent(2000, 0, 0);

25 }

26 STATUS sem2_post = osal_sem_post(SemaphoreB_2);

27 if (sem2_post == OK){ //Semaphore 2 is posted from Task 2

28 wvEvent(2001, 0, 0);

29 }

30 }}
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B [Task communication via a spinlock]

1 // Task 1 executes on core 0, Task 2 executes on core 1

2 static void send_rec_task1(void* param) {

3 printf("-------------successfuly Created Task1 !-------------\n");

4 while(1) {

5 osal_spinlock_take(mySpinLock);// Aquire the Spinlock

6 wvEvent(2001, 0, 0);

7 Counter++;// global variable share between the tasks

8 osal_spinlock_give(mySpinLock);// Release the Spinlock

9 wvEvent(2002, 0, 0);

10 }}

11 static void rec_send_Task2(void* param) {

12 printf("-------------Successfuly Created Task2 !-------------\n");

13 while (1) {

14 osal_spinlock_take(mySpinLock);

15 wvEvent(2003, 0, 0);

16 Counter--;

17 osal_spinlock_give(mySpinLock);

18 wvEvent(2004, 0, 0);

19 }}

Listing B.1: Two tasks communicating via a spinlock. Task 1 increments the shared global
variable and the task 2 decrements it. Both tasks have different affinities to
cores

C [Performance testing experiment using a
spinlock]

1 static void send_rec_task1(void* param) {

2

3 printf("-------------successfuly Created Task1 !-------------\n");

4 osal_timestamp_get(&oldStamp);// Old Time stamp

5 while (1) {

6 osal_spinlock_take(SpinLock1);//Task 1 Acquires the SpinLock

7 wvEvent(2001, 0, 0);

8 count++;

9 osal_spinlock_give(SpinLock1);//Task 1 releases the SpinLock

10 wvEvent(2002, 0, 0);

11 if (count == 1000000) {

12 osal_timestamp_get(&currStamp);// Time-Stamp
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13 Diff_TimeStamp = osal_timestamp_diff(currStamp, oldStamp, &Diff);

14 if (Diff_TimeStamp == OK) {

15 printf("The Difference between two Time stamps is %d microseconds",

Diff);// Diff between 2 time stamps. Used to measure performance

16 }

17 }

18 }

19 }

20 static void rec_send_Task2(void* param) {

21 printf("-------------Successfuly Created Task2 !-------------\n");

22 while (1) {

23 osal_spinlock_take(SpinLock1);

24 wvEvent(2003, 0, 0);

25 count++; // uncomment this when want to use both cores for incrementing

the global variable ’count’

26 osal_spinlock_give(SpinLock1);

27 wvEvent(2004, 0, 0);

28 if (count == 1000000) {

29 printf("The Difference between two Time stamps is %d microseconds",

Diff);

30 }}}

Listing C.1: Both or one tasks increments the shared global variable using a spinlock.
Task 1 executes on core 0 and task 2 executes on core 1
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