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Abstract—Wireless low-power, multi-hop networks are exposed
to numerous attacks also due to their resource-constraints. While
there has been a lot of work on intrusion detection systems
for such networks, most of these studies have considered only
a few topologies, scenarios and attacks. One of the reasons for
this shortcoming is the lack of sufficient data traces that are
required to train many machine learning algorithms. In contrast
to other wireless networks, multi-hop networks do not contain
one entity that can capture all the traffic which makes it more
difficult to acquire such traces. In this paper we present Multi-
Trace. Multi-Trace extends the Cooja simulator with multi-level
tracing facilities that enable data logging at different levels while
maintaining a global time. We discuss the opportunities that
traces generated by Multi-Trace enable for researchers interested
in input for their machine learning algorithms. We present
experiments that show the efficiency with which Multi-Trace
generates traces. We expect Multi-Trace to be a useful tool for
the research community.

I. INTRODUCTION

Low-power wireless multi-hop networks such as wireless
sensor networks and many Internet of Things systems are
promising applications in domains of high industrial and
societal relevance such as healthcare, agriculture, aviation
and aerospace, civil infrastructure monitoring and process
control in industrial settings. They offer, however, also new
attack vectors mainly because of their constraints in memory,
computing power and energy and the wireless nature of the
communication [1]–[3]. These new attack vectors include, for
example, denial of service attacks through jamming that aim to
degrade network performance, by depleting devices’ batteries
by causing additional packet loss and delays.

To defend against attacks, solutions often have three main
components [4]: First used are components to prevent attacks.
Second are components to detect an attack and third, compo-
nents to mitigate an attack. If the first line of defense, the attack
prevention component, has been crossed, then the second line
of defense aims to detect any suspicious behaviour. The latter
is done via intrusion detection systems (IDS). Due to resource-
constraints of low-power embedded platforms, designing effi-
cient intrusion detection systems is extremely challenging [4].
Hence, there has been a flood of research papers proposed on
this topic. For example, one of the earliest papers on intrusion
detection by Raza et al. [5] has been cited more than 650 times.
Intrusion detection systems often make use of various machine

Fig. 1. In wireless multi-hop networks, there is no entity that can overhear
all packets.

learning techniques [6], [7]. Nevertheless, to be effective in
various attack scenarios, machine learning-based algorithms
require a lot of training data.

In many research domains, there exists quite a number of
data traces that include, for example, packet traces such as
the NSL-KDD dataset [8]. In the area of low-power wireless
multi-hop networks, despite the significant body of research,
we were not able to identify similar data sets. Instead, re-
searchers use their own, often limited data sets for algorithm
design and validation. In contrast to many other network
architectures, sensor networks hold a rather unique architecture
in which a gateway node is often designed to overhear packets
from a large subset of individual nodes operating in its subnet
(c.f., Figure 1 where the gateway is depicted as the green node
and the green and gray regions represent the communication
range and interference range of a sensor node).

In this paper, we extend Cooja [9], a widely used simulation
tool for multi-hop wireless networks to generate data traces
that can be used to train machine learning algorithms for
intrusion detection in low-power resource-limited networks.
Contributions. We make the following contributions in this



paper. After presenting background on the Cooja simulator, in
Section III we present our multi-level trace generation facilities
that consist of logs at different levels with some additional
scripts to define simulation scenarios. As all logs are created
in the same simulation, they share a global timestamp which
allows the merging and combining of different logs in a user-
defined manner.

Section IV discusses the opportunities the traces generated
by Multi-Trace enable for researchers interested in creating
input traces for their machine learning algorithms. For ex-
ample, our tracing facilities enable users to derive which
information is available at which entity in the network at any
time instance. The next section briefly discusses Multi-Trace’s
implementation. In contrast to other efforts to construct traces
with Cooja [10], we modify Cooja itself to support efficient
trace generation. Section VI evaluates some interesting aspects
of Multi-Trace to demonstrate the usability of the tool. Our
results show that we can generate more than 160 traces per
hour when we have 20 nodes in the simulation. We expect
Multi-Trace to be a useful tool for the community that allows
users to generate data traces for their specific purposes. This
way, we expect Multi-Trace to help to push forward the field
of security for low-power wireless multi-hop networks.

II. THE COOJA SIMULATOR

The Cooja simulator [9] has originally been designed to
simulate networks of resource-constraint networked embedded
devices running the Contiki operating system [11]. Neverthe-
less, its flexibility allows the use of binaries designed in other
operating systems as well [12], [13].

Specifically, Cooja can execute Contiki programs on dif-
ferent levels. Cooja can run the program code as compiled
native code directly on the host CPU, or it can run compiled
program code in MSPSim. MSPSim is a Java-based instruction
level emulator of the MSP430 microprocessor series [14]. Both
methods allow the simulation of directly-deployable code, i.e.,
code that can run on hardware without any modification. In
addition, Cooja is able to simulate nodes developed in Java
at the application level. The disadvantage of this approach
is that these nodes are not deployable binary; thus, they can
only validate the operations and not the actual deployable
code itself. Emulating nodes with MSPSim inside Cooja
allows control and retrieval of more fine-grained execution
details compared to Java-based nodes or nodes running native
code. Native code simulations are more efficient than node
emulations. Hence, for the purpose of generating traces for
machine learning algorithms, native code simulations are the
best option. Cooja also comes with several built-in tools. One
is the so-called radio logger, which captures all packets
that are transmitted by nodes in the simulation with a universal
timestamp.

Contiki [11] and its newer version Contiki-NG are operating
systems for resource-constrained networked embedded sys-
tems such as sensors and actuators. They implement a number
of network protocols for low-power communication with a
focus on recent standards such as the Routing Protocol for

Fig. 2. Multi-Trace extends Cooja to generate multi-level logs.

Low-Power and Lossy Networks (RPL) [15] and TSCH [16].
Contiki also offers on-line power profiling mechanisms [17],
[18] that estimate the energy consumption by measuring the
duration each component operates under various modes such
as low-power mode, packet transmitting or receiving. Logging
the output of these tools is useful for detecting attacks that
impact the nodes’ energy consumption [10].

III. MULTI-LEVEL TRACE GENERATION

The goal of this work is to generate a set of detailed
and generic data traces that can be used as training data
for various machine learning algorithms. Low-power networks
typically consist of both resource-constrained nodes and one or
more less resource-constrained gateways. Therefore, machine
learning algorithms can be designed to run on any of these
heterogeneous platforms or in some cases exploit both by split-
ting the operations. Indeed, there exists quite some research
on splitting (or offloading) deep learning pipelines between
resource-constrained nodes and more capable entities [19].

A. Multi-level Logging

We provide four different types of data we are able to
extract from Cooja simulations: First, application developers
can print data specific to their application using standard
Contiki log messages. At this level, users have the full freedom
to customize their log messages. Second, Cooja has a radio
logger plugin that logs all data traffic. This data is available
in the pcap format, a format originally used by the pcap
API of tcpdump [20]. Third, we enable the logging of radio
transmissions from the radio medium. While the radio logger
plugin logs all messages that are in the air, it does not
include information about which nodes received a certain radio
transmission. In particular when broadcast messages are sent
in multi-hop networks, it is difficult to derive which nodes
received a message based only on the radio logger. This
information could be added at the application layer, but this
would require additional effort by the programmer and could
lead to convoluted code. Using information from the radio



medium instead gives a clear log of which nodes received or
were interfered by each radio transmission. Fourth, there is
an event log for events during the simulation. For example, a
simulation can log an event when the network has reached a
steady state to make it easier to ignore the startup phase of a
simulation. Or when an attack is started or stopped to indicate
during which times an attack is active. Note that while we
offer opportunities for logging at different levels, they all share
the global simulation time. This facilitates the fusion of the
information from the different logs.

B. Scenario Setup

Many machine learning algorithms require a lot of data
traces. For at least supervised algorithms for intrusion detec-
tion, a single scenario is either a trace from a run with or
without an attack. We hence need to perform many simulation
runs, simulating different scenarios even for one single attack.
Such scenarios can differ in many aspects including the
number of nodes, the physical or logical distribution of the
nodes, the traffic pattern and load, the node that executes the
attack as well as the application running on the nodes. Our
trace generation facility therefore includes a Python script that
based on a simulation, generates new simulations with other
properties such as new randomized topology. We also provide
a script that runs Cooja on a set of simulations in order to
generate a data trace for each simulation. This script sets up
each simulation in Cooja and executes the simulation to its
end.

For many attacks on multi-hop networks, executing an
attack before the network is connected and stable is not of
interest. Therefore, an execution that contains an attack, makes
sure that the attack is not started before the network is fully
setup. We consider the network as fully set up when the
gateway has received at least one message from all nodes in
the network.

C. Attack Implementation

When generating data traces, we typically do not want an
attack to be active for the full simulation time. Instead, an
ideal data trace would be captured by configuring a properly
operating network (from initialization to stabilization) prior to
the introduction of an attack. There are multiple approaches to
achieve this. The simulation can dynamically add and remove
nodes specially coded to attack or the simulation can instruct
the nodes when to start or end an attack. We have selected
the latter approach by implementing the attack as a module
linked with all nodes and added a command line interface
(CLI) to the nodes. The CLI is used to let the simulation run
commands on the nodes via each node’s serial port; thus, to
start or stop an attack, the simulation simply sends an “attack”
command over the serial port. This also means that the same
node firmware can be used on real hardware, for example, to
perform the same experiments on sensor network testbeds.

There are a number of possible attacks that have been
identified in RPL/6LoWPAN networks [1] but to showcase the
effectiveness of Multi-Trace we select the Blackhole attack.

In the Blackhole attach, a node is participating normally in a
network and at some time it starts a denial of service (DoS)
attack by broadcasting fake routing information to trigger its
neighbors to switch to the attacking node as their routing
parent. The attacking node’s own routing parent will also hear
the fake routing information, but the attacking node will ignore
any route request from its routing parent; thus, the routing will
not immediately switch to route via the attacking node. This
allows the attacking node to selectively drop data from its
routing children while the attacking node itself still is part of
the network and can deliver its own data as normal for some
time after start of the attack.

The routing is handled by the RPL implementation in the
Contiki-NG core, but we make no modifications of the core
OS for the attack implementation. Contiki-NG provides a
mechanism to add a hook into the network stack that will
be called whenever an IP packet is sent or received. This
hook can be used not only to inspect and modify IP packets
but also to discard IP packets. The attack module exploits
this hook to catch outgoing DIO packets (used in RPL to
advertise routes) and modify them to include a superior,
fake routing rank. The hook is also used to catch incoming
DIO packets and only allow DIO packets from its routing
parent to reach the network stack to prevent the attacking
node’s own routing implementation from being affected by
the attack. Furthermore, the hook is used to catch incoming
DAO packets (used in RPL to request routes) and prevent them
from reaching the network stack at the same time as a fake
DAO ACK with an unconditional accept is sent as reply to
any node except the attacking node’s own routing parent. This
will let any node that requests a route to immediately switch
and use the attacking node as routing parent. Finally, the hook
is also used to discard any outgoing IP packets not originated
from the attacking node: essentially dropping all forwarded IP
packets to or from its children.

IV. OPPORTUNITIES

Our multi-level tracing facilities offer multiple opportunities
for the evaluation of machine learning algorithms. We believe
that some of them have not been considered in depth by the
research community. Where in the network machine learning
algorithms can be executed depends on the knowledge of the
involved entities, i.e., the nodes and the gateway. Besides
the knowledge, also the available resources that are typically
much lower on the nodes compared to the gateway, must be
considered. When deploying machine learning algorithms it
is necessary to understand where the knowledge is available.
For example, the gateway can collect information from the
nodes in a network but only if the communication reaches the
gateway.

A. Packet Sniffers

In multi-hop networks, a packet that is being transmitted
can only be overheard by nodes in the vicinity. Even the
gateway is not able to hear every packet that is in the air.
If one wants to capture all the traffic, there is a need to set up



multiple packet sniffers [21] that must be strategically placed
in order to be able to overhear all traffic. This is in contrast
to single-hop networks as, for example, WiFi 802.11 where
one sniffer is sufficient [22]. Moreover, many network and
MAC protocols [23] make use of multiple frequencies which
implies that packet sniffers operating on multiple frequencies
are required. The data that is available to packet sniffers is
similar to the data captured by the radio logger and hence
available in Multi-Trace.

B. Node-local Knowledge

Communication is typically the most energy-expensive tasks
nodes in multi-hop sensor networks perform and requires
more energy than sensing or computing. Hence, it is in many
scenarios desirable to execute machine learning algorithms
locally on the nodes rather than transmitting data to the
gateway or a cloud [24] [25] [26]. Node-local knowledge
can be traced either by application level information or by
the information that nodes transmit to other nodes which is
available from the radio logger.

C. Gateway and Distributed Knowledge

As discussed above, the gateway is typically the least
resource-constrained device in a network of embedded devices.
In addition, it is typically connected to a more powerful edge
or the cloud. Hence, it is able to execute more demanding
machine learning tasks than the other nodes in the network.

In general, one cannot assume that the gateway has global
knowledge about the states of all nodes and the whole network.
Since communication is energy expensive, it is impossible
that nodes send all their status information to the gateway.
In this context, Multi-Trace’s tracing facilities enable users
to explore, for example, the most important parameters that
the gateway should have available to detect certain attacks.
In addition, it allows to estimate the energy cost for sending
network monitoring information to the gateway.

Furthermore, Multi-Trace enables users to design and eval-
uate attack detection algorithms where groups of nodes col-
laborate to detect attacks. These distributed algorithms may or
may not involve the gateway. Note that in such scenarios, it is
important to not only understand which messages have been
transmitted (which can be deducted from the radio logger) but
also which packets nodes have received.

V. IMPLEMENTATION

To make it easier to collect simulation logs, we have
extended Cooja with a centralized log mechanism that saves
simulation data to a set of log files in a folder. The folder name
is named based on the simulation plus a simulation id to ensure
each run of a simulation will result in a new set of data traces.
The data traces can optionally be auto compressed to reduce
disk usage. This makes it easier to script Cooja to run without
GUI for multiple simulation files in sequence without requiring
any user interaction. In addition to the normal pcap file with
radio packet data, a more detailed radio log has been added
based on information from the simulation radio medium. This
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Fig. 4. Generated data traces per hour for varying numbers of nodes.

radio log includes among other things the radio channel, start
and end time of transmission, and information about which
nodes receive or are interfered by each radio transmission.
The normal pcap file only contains radio packet data without
any information about which nodes are in range to receive the
radio transmissions.

In addition to the Cooja changes, we have developed a
set of Python scripts to generate simulations, execute sets of
simulations, and parse simulation results. These scripts can
from a set of simulations generate any number of new simu-
lations with randomized topologies and other modifications to
provide a new set of simulations with varying conditions. The
simulations can be set up with or without attacks from start
or by using the Cooja ScriptEngine to dynamically start or
stop attacks during the simulation. The Cooja ScriptEngine
executes JavaScript code included in the simulation during
execution of the simulation. This JavaScript code has access to
the full Cooja API and thereby full control of the simulation.
Typically, the ScriptEngine is used to determine when the
network has reached a steady state after simulation start, start
or stop network attacks, and also to decide when a simulation
should end.



VI. EVALUATION

We have selected a data collection application as case study
where the nodes periodically report data to a sink node via a
multi-hop network. The simulations include a control script
that waits until the sink has received at least one radio packet
from each client node. The script then logs an event that the
network has reached a steady state and no longer is in the
startup phase. If the simulation should include an attack, this
is also when the control script starts an attack by sending a
command to a predetermined or random node. The simulation
then executes for one simulated hour before it stops. In our
tests of this scenario one simulated hour is enough time for
the network to stabilize after the start of an attack. Each such
state change in the simulation is logged as an event in order
to make it easy to ignore the initial network setup phase in
the data traces. Any start or stop of network attacks is also
logged as an event with a timestamp.

As mentioned earlier in Section II, nodes can be executed
on different levels in Cooja. Emulating hardware gives cycle
accurate timing but is much slower to execute. Here we have
selected to use native motes when generating data traces.
Executing nodes compiled to native code is much faster.

Figure 3 shows the execution times in Cooja to run one
simulation to its end and generate one data trace for a set
of simulations with varying numbers of simulated nodes. The
tests have been executed on a MacBook Pro with 2.9GHz
Intel Core i7 from 2016. The figure shows only the time to
execute a simulation and how it increases with the number
of emulated nodes. Figure 4 shows the number of traces that
can be generated per hour using the same simulations as in
Figure 3 but taking into account the full setup time of starting a
Java VM for Cooja, load the simulation, build the node source
code and run the simulation to its ends.

These results demonstrate that Multi-Trace is able to gen-
erate traces fast enough to make it a useful tool for the
generation of data traces for machine learning input. The data
trace generation will be faster on a more powerful machine.
As Cooja currently only uses a single CPU core, it would also
be possible to further increase the speed by running multiple
simulations in parallel.

VII. RELATED WORK

There are quite some studies that use Cooja to generate
training sets for intrusion detection systems. Sharma et al.
intend to detect several known attacks using machine learning
analysis [27]. They create 300 traces using Cooja. Ponge
et al. also use Cooja, but their evaluation uses just a few
topologies [28]. The same seems true also for other efforts
including the ones by Napiah et al. [29] and by Al-Hadhrami
and Hussain [30]. Multi-Trace enables users to create a large
number of topologies. Verma and Ranga created a dataset they
call RPL-NIDDS17 [31] using another simulator to perform
intrusion detection using ensemble learning [32]. It seems that
this data set is no longer available.

None of the authors have gathered traces that provide
enough input for, for example, deep neural networks. One

major reason might be the lack of support that Multi-Trace
provides. Wang et al. have shown that deep neural networks
are a good option when handling time-series data and that they
are feasible at the edge, i.e., in a powerful gateway [33].

Essop et al. [10] and Kfoury et al. [34] have presented
studies in which they also generate data traces using the Cooja
simulator. They capture the messages from the existing radio
logger and from power trace whereas we enhance Cooja itself
to facilitate the generation of trace files.

There are data sets in the broader IoT community not only
focusing on low-power multi-hop networks. Anagnostopoulos
et al. provide data from a smart home setup where they collect
traces from IoT devices running different type of network
protocols [35]. Suciu et al. aim to detect threats on IoT systems
for healthcare using traces from building management systems
running the BACnet protocol [36].

VIII. CONCLUSIONS

Intrusion detection systems based on machine learning
typically rely on a large amount of training data. In this paper
we present Multi-Trace, an extension of the widely used Cooja
simulator that facilitates the generation of data traces for low-
power multi-hop networks. These traces consist of logs at
different levels that share a global timestamp enabling users
to merge and combine the different logs. We show that Multi-
Trace’s flexibility can support the generation of training data
for different approaches to intrusion detection systems. We
demonstrate that Multi-Trace can generate traces at high speed
which makes it a valuable tool for the research community 1.
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